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Preface

This volume contains the proceedings of the Thirty-First Annual ACM/IEEE Symposium
on Logic in Computer Science (LICS) held at Columbia University in New York City from
July 5 to July 8, 2016. LICS is an annual international forum on theoretical and practical
topics in computer science that relate to logic. The first LICS symposium was held in 1986,
and LICS 2016 marks the thirtieth anniversary of that event.

The LICS 2016 program included invited lectures by Pedro Domingos (University of Wash-
ington) and Maurice Herlihy (Brown University) as well as invited tutorials by Mai Gehrke
(Université Paris Diderot–Paris 7) and Joost-Pieter Katoen (RWTH Aachen University).
The 85 contributed papers in these proceedings were accepted from 191 papers that were
submitted. A total of 577 reviews were gathered for these papers and the program com-
mittee debated electronically, using the EasyChair conference utility, for more than three
weeks in order to decide on all papers.

The LICS conference presents the Kleene Award annually to the best student paper or pa-
pers accepted for presentation at LICS that year. This year there were four eligible student
papers accepted to LICS 2016. The program committee selected Steen Vester for the 2016
Kleene award for his paper “Winning cores in parity games.”

To acknowledge the long-term, foundational nature of papers appearing in LICS, the Test-
of-Time Award is now awarded every year to the paper or papers that were published in
LICS twenty years ago and that have “stood the test of time.” The Test-of-Time Award
Committee consisting of Amy Felty, Jean-Pierre Jouannaud (chair), Naoki Kobayashi, and
Glynn Winskel made two awards in 2016 to honor outstanding papers from the 11th IEEE
Symposium on Logic in Computer Science, held 1996 in New Brunswick, New Jersey,
USA:

General Decidability Theorems for Infinite-State Systems
by Parosh Aziz Abdulla, Karlis Cerans, Bengt Jonsson, Yih-Kuen Tsay
The LICS-1996 paper “General decidability theorems for infinite-state sys-
tems” authored by Abdulla, Cerans, Jonsson and Tsay showed that various ver-
ification problems are decidable for well-structured transition systems (WSTS).
WSTS is a general class of infinite systems that subsumes a number of impor-
tant computation models such as Petri nets and lossy channel systems. While
the notion of WSTS was introduced in 1990 by Finkel with a slightly restricted
format, the present paper proved the decidability of the coverability problem
for the general class introduced there by describing a backward algorithm. This
powerful technique has been quite influential in the field, and cited ever since
as a standard reference on WSTS.
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A Linear Logical Framework
by Iliano Cervesato and Frank Pfenning

The Linear Logical Framework (LLF) presented in the LICS 1996 paper ”A
Linear Logic Framework ” authored by Cervesato and Pfenning was one of the
first logical frameworks to build the notion of linearity directly into the frame-
work, and the first one to do so using a dependently-typed lambda-calculus
in the style of Harper, Honsell, and Plotkin’s Logical Framework (LF). As a
result, the meta-theory of a variety of logical formalisms such as imperative
programming languages can be elegantly formalized, with concepts such as
program state more directly and concisely encoded using the linear features.
The impact of this work continues as newer application areas such as quantum
programming languages benefit from the availability of this kind of frame-
work. In addition, this work continues to be influential in the development of
new frameworks, such as those with richer dependently-typed calculi, which
build on the foundations established in this paper.

A program as large as the one in these proceedings relies on a great deal of support from
many people. On behalf of the entire LICS community, we would like to thank the authors
of the submitted papers and the reviewers for their support of this joint meeting. The large
number of submitted papers and the willingness of over 264 reviewers to contribute to the
evaluation of papers clearly indicates that there is a great deal of enthusiasm for computa-
tional logic.

We would like to thank the many people who made LICS 2016 possible. We thank Irene
Frawley, Masahito Hasegawa, Charmaine Koskinen, and Moshe Vardi for their help through-
out the organization of LICS. We thank the many vendors for their professionalism. We
thank Stephen Magill and Alexandra Silva for organizing the Logic Mentoring Workshop
and helping with the Student Volunteer program. We are especially grateful to Junfeng
Yang and Mihalis Yannakakkis for their support in hosting LICS at Columbia University,
and to Twinkle Edwards and Lingmei Weng as well.

Special thanks are also due to both Luke Ong, the General Chair of LICS from 2012-2015,
and Martin Grohe, the General Chair of LICS from 2015, for their wise counsel; to the
program committee for their thorough and insightful reviews and opinions; to Sam Staton,
the publicity chair, for spreading the word; to Patricia Bouyer-Decitre, the workshop chair,
for organizing the workshops; and to Eric Koskinen, the conference chair of LICS 2016, for
organizing the conference. We also acknowledge the generous help and advice provided by
Catuscia Palamidessi, the LICS 2015 PC chair, and Dale Miller, the LICS 2014 PC co-chair.

This joint meeting has been sponsored by the Association for Computing Machinery, the
IEEE Computer Society, the European Association for Computer Science Logic, and the
ACM Special Interest Group on Logic and Computation (SIGLOG) and in cooperation with
the ACM Special Interest Group on Algorithms and Computation Theory (SIGACT), the
Association for Symbolic Logic, and the European Association for Theoretical Computer
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Science.

On March 12, 2016, we lost Helmut Veith, a member of our program committee. He was
a dear friend to many of us, and a brilliant researcher and colleague. Helmut was a signif-
icant creative and intellectual force in our field, and served as co-chair of the 2014 Vienna
Summer of Logic. His absence will be deeply felt.

Helmut Veith [1971–2016]1

Natarajan Shankar

LICS 2016 Program Chair

New York City, July 2016

1Photograph from http://forsyte.at/2016/03/helmut-veith-1971-2016/
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The Definitional Side of the Forcing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 367

Guilhem Jaber, Gabriel Lewertowski, Pierre-Marie Pédrot,
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Abstract
Intelligent agents must be able to handle the complexity and un-
certainty of the real world. Logical AI has focused mainly on the
former, and statistical AI on the latter. Markov logic combines the
two by attaching weights to first-order formulas and viewing them
as templates for features of Markov networks. Inference algorithms
for Markov logic draw on ideas from satisfiability, Markov chain
Monte Carlo and knowledge-based model construction. Learning
algorithms are based on the voted perceptron, pseudo-likelihood
and inductive logic programming. Markov logic has been success-
fully applied to a wide variety of problems in natural language
understanding, vision, computational biology, social networks and
others, and is the basis of the open-source Alchemy system.

Categories and Subject Descriptors I.2.4 [Knowledge Represen-
tation Formalisms and Methods]: Representation languages

Keywords Markov networks, first-order logic, probabilistic graph-
ical models, probabilistic inference, Markov chain Monte Carlo,
machine learning

1. Introduction
For many years, the two dominant paradigms in AI have been log-
ical AI and statistical AI. Logical AI uses first-order logic and re-
lated representations to capture complex relationships and knowl-
edge about the world. However, logic-based approaches are often
too brittle to handle the uncertainty and noise present in many
applications. Statistical AI uses probabilistic representations such
as probabilistic graphical models to capture uncertainty. However,
graphical models only represent distributions over propositional
universes and must be customized to handle relational domains. As
a result, expressing complex concepts and relationships in graphi-
cal models is often difficult and labor-intensive.

To handle the complexity and uncertainty present in most real-
world problems, we need AI that is both logical and statistical, inte-
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grating first-order logic and graphical models. One or the other by
itself cannot provide the minimum functionality needed to support
the full range of AI applications. Further, the two need to be fully
integrated, and not simply provided alongside each other. Most ap-
plications require simultaneously the expressiveness of first-order
logic and the robustness of probability, not just one or the other.
Unfortunately, the split between logical and statistical AI runs very
deep. It dates to the earliest days of the field, and continues to be
highly visible today. It takes a different form in each subfield of AI,
but it is omnipresent. Table 1 shows examples of this. In each case,
both the logical and the statistical approach contribute something
important. This justifies the abundant research on each of them, but
also implies that ultimately a combination of the two is required.

Markov logic (Domingos and Lowd 2009) is a simple yet pow-
erful generalization of first-order logic and probabilistic graphi-
cal models, which allows it to build on and integrate the best ap-
proaches from both logical and statistical AI. A Markov logic net-
work is a set of weighted first-order formulas, viewed as templates
for constructing Markov networks. This yields a well-defined prob-
ability distribution in which worlds are more likely when they sat-
isfy a higher-weight set of ground formulas. Intuitively, the mag-
nitude of the weight corresponds to the relative strength of its for-
mula; in the infinite-weight limit, Markov logic reduces to first-
order logic. Weights can be set by hand or learned automatically
from data. Algorithms for learning or revising formulas from data
have also been developed. Inference algorithms for Markov logic
combine ideas from probabilistic and logical inference, including
Markov chain Monte Carlo, belief propagation, satisfiability, and
resolution.

Markov logic has already been used to efficiently develop state-
of-the-art models for many AI problems, including collective clas-
sification, link prediction, ontology mapping, knowledge base re-
finement, and semantic parsing in application areas such as the
Web, social networks, molecular biology, information extraction,
and others. Markov logic makes solving new problems easier by
offering a simple framework for representing well-defined proba-
bility distributions over uncertain, relational data. Many existing
approaches can be described by a few weighted formulas, and mul-
tiple approaches can be combined by including all of the relevant
formulas. Many algorithms, as well as sample datasets and applica-
tions, are available in the open-source Alchemy system (Kok et al.
2007) (alchemy.cs.washington.edu).

In this paper, we describe Markov logic and its algorithms, and
show how they can be used as a general framework for combining

1



Table 1. Examples of logical and statistical AI.
Field Logical Approach Statistical Approach
Knowledge representation First-order logic Graphical models
Automated reasoning Satisfiability testing Markov chain Monte Carlo
Machine learning Inductive logic programming Neural networks
Planning Classical planning Markov decision processes
Natural language processing Definite clause grammars Probabilistic context-free grammars

logical and statistical AI. We begin with background on first-order
logic and Markov networks. We then define Markov logic and a few
of its basic extensions. Next, we discuss a number of inference and
learning algorithms. Finally, we show two AI applications, each of
which can be written in just a few formulas and solved using the
previous algorithms.

2. First-Order Logic
A first-order knowledge base (KB) is a set of sentences or formu-
las in first-order logic (Genesereth and Nilsson 1987). Formulas
are constructed using four types of symbols: constants, variables,
functions, and predicates. Constant symbols represent objects in the
domain of interest (e.g., people: Anna, Bob, Chris, etc.). Variable
symbols range over the objects in the domain. Function symbols
(e.g., MotherOf) represent mappings from tuples of objects to ob-
jects. Predicate symbols represent relations among objects in the
domain (e.g., Friends) or attributes of objects (e.g., Smokes). An
interpretation specifies which objects, functions and relations in the
domain are represented by which symbols. Variables and constants
may be typed, in which case variables range only over objects of the
corresponding type, and constants can only represent objects of the
corresponding type. For example, the variable x might range over
people (e.g., Anna, Bob, etc.), and the constant C might represent a
city (e.g, Seattle, Tokyo, etc.).

A term is any expression representing an object in the domain.
It can be a constant, a variable, or a function applied to a tuple of
terms. For example, Anna, x, and GreatestCommonDivisor(x, y)
are terms. An atomic formula or atom is a predicate symbol applied
to a tuple of terms (e.g., Friends(x, MotherOf(Anna))). Formu-
las are recursively constructed from atomic formulas using logical
connectives and quantifiers. If F

1

and F
2

are formulas, the follow-
ing are also formulas: ¬F

1

(negation), which is true iff F
1

is false;
F
1

^ F
2

(conjunction), which is true iff both F
1

and F
2

are true;
F
1

_ F
2

(disjunction), which is true iff F
1

or F
2

is true; F
1

) F
2

(implication), which is true iff F
1

is false or F
2

is true; F
1

, F
2

(equivalence), which is true iff F
1

and F
2

have the same truth value;
8x F

1

(universal quantification), which is true iff F
1

is true for ev-
ery object x in the domain; and 9x F

1

(existential quantification),
which is true iff F

1

is true for at least one object x in the domain.
Parentheses may be used to enforce precedence. A positive literal
is an atomic formula; a negative literal is a negated atomic for-
mula. The formulas in a KB are implicitly conjoined, and thus a
KB can be viewed as a single large formula. A ground term is a
term containing no variables. A ground atom or ground predicate
is an atomic formula all of whose arguments are ground terms. A
possible world (along with an interpretation) assigns a truth value
to each possible ground atom.

A formula is satisfiable iff there exists at least one world in
which it is true. The basic inference problem in first-order logic is to
determine whether a knowledge base KB entails a formula F , i.e.,
if F is true in all worlds where KB is true (denoted by KB |= F ).
This is often done by refutation: KB entails F iff KB [ ¬F is
unsatisfiable. (Thus, if a KB contains a contradiction, all formulas
trivially follow from it, which makes painstaking knowledge engi-
neering a necessity.) For automated inference, it is often convenient

to convert formulas to a more regular form, typically clausal form
(also known as conjunctive normal form (CNF)). A KB in clausal
form is a conjunction of clauses, a clause being a disjunction of
literals. Every KB in first-order logic can be converted to clausal
form using a mechanical sequence of steps.1 Clausal form is used
in resolution, a sound and refutation-complete inference procedure
for first-order logic (Robinson 1965).

Inference in first-order logic is only semidecidable. Because of
this, knowledge bases are often constructed using a restricted sub-
set of first-order logic with more desirable properties. The most
widely-used restriction is to Horn clauses, which are clauses con-
taining at most one positive literal. The Prolog programming lan-
guage is based on Horn clause logic (Lloyd 1987). Prolog programs
can be learned from databases by searching for Horn clauses that
(approximately) hold in the data; this is studied in the field of in-
ductive logic programming (ILP) (Lavrač and Džeroski 1994).

Table 2 shows a simple KB and its conversion to clausal form.
Notice that, while these formulas may be typically true in the real
world, they are not always true. In most domains it is very difficult
to come up with non-trivial formulas that are always true, and
such formulas capture only a fraction of the relevant knowledge.
Thus, despite its expressiveness, pure first-order logic has limited
applicability to practical AI problems. Many ad hoc extensions
to address this have been proposed. In the more limited case of
propositional logic, the problem is well solved by probabilistic
graphical models such as Markov networks, described in the next
section. We will later show how to generalize these models to the
first-order case.

3. Markov Networks
A Markov network (also known as Markov random field) is
a model for the joint distribution of a set of variables X =

(X
1

, X
2

, . . . , X
n

) 2 X (Pearl 1988). It is composed of an undi-
rected graph G and a set of potential functions �

k

. The graph has
a node for each variable, and the model has a potential function
for each clique in the graph. A potential function is a non-negative
real-valued function of the state of the corresponding clique. The
joint distribution represented by a Markov network is given by

P (X=x) =
1

Z

Y

k

�
k

(x{k}) (1)

where x{k} is the state of the kth clique (i.e., the state of the
variables that appear in that clique). Z, known as the partition
function, is given by Z =

P
x2X

Q
k

�
k

(x{k}). Markov networks
are often conveniently represented as log-linear models, with each
clique potential replaced by an exponentiated weighted sum of
features of the state, leading to

P (X=x) =
1

Z
exp

 
X

j

w
j

f
j

(x)

!
(2)

1 This conversion includes the removal of existential quantifiers by Skolem-
ization, which is not sound in general. However, in finite domains an exis-
tentially quantified formula can simply be replaced by a disjunction of its
groundings.
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Table 2. Example of a first-order knowledge base and MLN. Fr() is short for Friends(), Sm() for Smokes(), and Ca() for Cancer().
First-Order Logic Clausal Form Weight
“Friends of friends are friends.”
8x8y8z Fr(x, y) ^ Fr(y, z) ) Fr(x, z) ¬Fr(x, y) _ ¬Fr(y, z) _ Fr(x, z) 0.7

“Friendless people smoke.”
8x (¬(9y Fr(x, y)) ) Sm(x)) Fr(x, g(x)) _ Sm(x) 2.3

“Smoking causes cancer.”
8x Sm(x) ) Ca(x) ¬Sm(x) _ Ca(x) 1.5

“If two people are friends, then either
both smoke or neither does.” ¬Fr(x, y) _ Sm(x) _ ¬Sm(y), 1.1
8x8y Fr(x, y) ) (Sm(x) , Sm(y)) ¬Fr(x, y) _ ¬Sm(x) _ Sm(y) 1.1

A feature may be any real-valued function of the state. This pa-
per will focus on binary features, f

j

(x) 2 {0, 1}. In the most di-
rect translation from the potential-function form (Equation 1), there
is one feature corresponding to each possible state x{k} of each
clique, with its weight being log �

k

(x{k}). This representation is
exponential in the size of the cliques. However, we are free to spec-
ify a much smaller number of features (e.g., logical functions of
the state of the clique), allowing for a more compact representation
than the potential-function form, particularly when large cliques are
present. Markov logic will take advantage of this.

4. Markov Logic
A first-order KB can be seen as a set of hard constraints on the
set of possible worlds: if a world violates even one formula, it has
zero probability. The basic idea in Markov logic is to soften these
constraints: when a world violates one formula in the KB it is less
probable, but not impossible. The fewer formulas a world violates,
the more probable it is. Each formula has an associated weight (e.g.,
see Table 2) that reflects how strong a constraint it is: the higher
the weight, the greater the difference in log probability between a
world that satisfies the formula and one that does not, other things
being equal.

Definition 1. (Richardson and Domingos 2006) A Markov logic
network (MLN) L is a set of pairs (F

i

, w
i

), where F
i

is a formula in
first-order logic and w

i

is a real number. Together with a finite set
of constants C = {c

1

, c
2

, . . . , c|C|}, it defines a Markov network
M

L,C

(Equations 1 and 2) as follows:

1. M
L,C

contains one binary node for each possible grounding
of each atom appearing in L. The value of the node is 1 if the
ground atom is true, and 0 otherwise.

2. M
L,C

contains one feature for each possible grounding of each
formula F

i

in L. The value of this feature is 1 if the ground
formula is true, and 0 otherwise. The weight of the feature is
the w

i

associated with F
i

in L.

Thus there is an edge between two nodes of M
L,C

iff the corre-
sponding ground atoms appear together in at least one grounding
of one formula in L. For example, an MLN containing the for-
mulas 8x Smokes(x) ) Cancer(x) (smoking causes cancer) and
8x8yFriends(x, y) ) (Smokes(x) , Smokes(y)) (friends have
similar smoking habits) applied to the constants Anna and Bob (or
A and B for short) yields the ground Markov network in Figure 1.
Its features include Smokes(Anna) ) Cancer(Anna), etc. Notice
that, although the two formulas above are false as universally quan-
tified logical statements, as weighted features of an MLN they cap-
ture valid statistical regularities, and in fact represent a standard
social network model (Wasserman and Faust 1994). Notice also
that nodes and links in the social networks are both represented
as nodes in the Markov network; arcs in the Markov network rep-

Cancer(A)

Smokes(A)Friends(A,A)

Friends(B,A)

Smokes(B)

Friends(A,B)

Cancer(B)

Friends(B,B)

Figure 1. Ground Markov network obtained by applying an
MLN containing the formulas 8x Smokes(x) ) Cancer(x) and
8x8y Friends(x, y) ) (Smokes(x) , Smokes(y)) to the con-
stants Anna(A) and Bob(B).

resent probabilistic dependencies between nodes and links in the
social network (e.g., Anna’s smoking habits depend on her friends’
smoking habits).

An MLN can be viewed as a template for constructing Markov
networks. From Definition 1 and Equations 1 and 2, the probability
distribution over possible worlds x specified by the ground Markov
network M

L,C

is given by

P (X=x) =
1

Z
exp

 
FX

i=1

w
i

n
i

(x)

!
(3)

where F is the number of formulas in the MLN and n
i

(x) is
the number of true groundings of F

i

in x. As formula weights
increase, an MLN increasingly resembles a purely logical KB,
becoming equivalent to one in the limit of all infinite weights.
When the weights are positive and finite, and all formulas are
simultaneously satisfiable, the satisfying solutions are the modes of
the distribution represented by the ground Markov network. Most
importantly, Markov logic allows contradictions between formulas,
which it resolves simply by weighing the evidence on both sides.

It is interesting to see a simple example of how Markov logic
generalizes first-order logic. Consider an MLN containing the sin-
gle formula 8x R(x) ) S(x) with weight w, and C = {A}. This
leads to four possible worlds: {¬R(A),¬S(A)}, {¬R(A), S(A)},
{R(A),¬S(A)}, and {R(A), S(A)}. From Equation 3 we obtain that
P ({R(A),¬S(A)}) = 1/(3ew + 1) and the probability of each
of the other three worlds is ew/(3ew + 1). (The denominator is
the partition function Z; see Section 3.) Thus, if w > 0, the ef-
fect of the MLN is to make the world that is inconsistent with
8x R(x) ) S(x) less likely than the other three. From the proba-
bilities above we obtain that P (S(A)|R(A)) = 1/(1 + e�w

). When
w ! 1, P (S(A)|R(A)) ! 1, recovering the logical entailment.

It is easily seen that all discrete probabilistic models expressible
as products of potentials, including Markov networks and Bayesian
networks, are expressible in Markov logic. In particular, many of
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the models frequently used in machine learning and data mining
can be stated quite concisely as MLNs, and combined and ex-
tended simply by adding the corresponding formulas. Most signif-
icantly, Markov logic facilitates the construction of non-i.i.d. mod-
els (i.e., models where objects are not independent and identically
distributed). The application section shows how to describe logistic
regression in Markov logic and easily extend it to perform collec-
tive classification over a set of linked objects.

When working with Markov logic, we typically make three
assumptions about the logical representation: different constants
refer to different objects (unique names), the only objects in the
domain are those representable using the constant and function
symbols (domain closure), and the value of each function for each
tuple of arguments is always a known constant (known functions).
These assumptions ensure that the number of possible worlds is
finite and that the Markov logic network will give a well-defined
probability distribution. These assumptions are quite reasonable in
most practical applications, and greatly simplify the use of MLNs.
We will make these assumptions for the remainder of the paper. See
Richardson and Domingos (2006) for further details on the Markov
logic representation.

Markov logic can also be applied to a number of interesting
infinite domains where some of these assumptions do not hold. See
Singla and Domingos (2007) for details on Markov logic in infinite
domains.

For decision theoretic problems, such as the viral marketing
application we will discuss later, we can easily extend MLNs to
Markov logic decision networks (MLDNs) by attaching a utility to
each formula as well as a weight (Nath and Domingos 2009). The
utility of a world is the sum of the utilities of its satisfied formulas.
Just as an MLN plus a set of constants defines a Markov network,
an MLDN plus a set of constants defines a Markov decision net-
work. The optimal decision is the setting of the action predicates
that jointly maximizes expected utility.

5. Inference
Given an MLN model, the questions of interest are answered by
performing inference on it. (For example, “What are the topics
of these Web pages, given the words on them and the links be-
tween them?”) Recall that an MLN acts as a template for a Markov
network. Therefore, we can always answer queries using standard
Markov network inference methods on the instantiated network.
Several of these methods have been extended to take particular ad-
vantage of the logical structure in an MLN, yielding tremendous
savings in memory and time. We first provide an overview of in-
ference in Markov networks, and then describe how these methods
can be adapted to take advantage of MLN structure.

5.1 Markov Network Inference
The main inference problem in Markov networks is computing the
probabilities of query variables given some evidence, and is #P-
complete (Roth 1996). The most widely used method for approxi-
mate inference in Markov networks is Markov chain Monte Carlo
(MCMC) (Gilks et al. 1996), and in particular Gibbs sampling,
which proceeds by sampling each variable in turn given its Markov
blanket. (The Markov blanket of a node is the minimal set of nodes
that renders it independent of the remaining network; in a Markov
network, this is simply the node’s neighbors in the graph.) Marginal
probabilities are computed by counting over these samples; con-
ditional probabilities are computed by running the Gibbs sampler
with the conditioning variables clamped to their given values.

Another popular method for inference in Markov networks is
belief propagation (Yedidia et al. 2001). Belief propagation is an
algorithm for computing the exact marginal probability of each
query variable in a tree-structured graphical model. The method

consists of passing messages between variables and the potential
functions they participate in. The message from a variable x to a
potential function f is

µ
x!f

(x) =
Y

h2nb(x)\{f}

µ
h!x

(x) (4)

where nb(x) is the set of potentials x appears in. The message from
a potential function to a variable is

µ
f!x

(x) =
X

⇠{x}

0

@f(x)
Y

y2nb(f)\{x}

µ
y!f

(y)

1

A (5)

where nb(f) are the variables in f , and the sum is over all of
these except x. In a tree, the messages from leaf variables are
initialized to 1, and a pass from the leaves to the root and back to
the leaves suffices. The (unnormalized) marginal of each variable x
is then given by

Q
h2nb(x)

µ
h!x

(x). Evidence is incorporated by
setting f(x) = 0 for states x that are incompatible with it. This
algorithm can still be applied when the graph has loops, repeating
the message-passing until convergence. Although this loopy belief
propagation has no guarantees of convergence or of giving accurate
results, in practice it often does, and can be much more efficient
than other methods.

Another basic inference task is finding the most probable state
of the world given some evidence. This is known as MAP infer-
ence in the Markov network literature, and MPE inference in the
Bayesian network literature. (MAP means “maximum a posteri-
ori,” and MPE means “most probable explanation.”) It is NP-hard.
Notice that MAP inference cannot be solved simply by computing
the probability of each random variable and then assigning the most
probable value, because the combination of two assignments that
are individually probable may itself be improbable or even impossi-
ble. Belief propagation can also be used to solve the MAP problem,
by replacing summation with maximization in Equation 5. Other
popular methods include greedy search, simulated annealing and
graph cuts.

We first look at how to perform MAP inference, and then at
computing probabilities. In the remainder of this paper, we assume
that the MLN is in function-free clausal form for convenience, but
these methods can be applied to other MLNs as well.

5.2 MAP/MPE Inference
Because of the form of Equation 3, in Markov logic the MAP
inference problem reduces to finding the truth assignment that
maximizes the sum of weights of satisfied clauses. This can be
done using any weighted satisfiability solver, and (remarkably)
need not be more expensive than standard logical inference by
model checking. (In fact, it can be faster, if some hard constraints
are softened.) The Alchemy system uses MaxWalkSAT, a weighted
variant of the WalkSAT local-search satisfiability solver, which can
solve hard problems with hundreds of thousands of variables in
minutes (Kautz et al. 1997). MaxWalkSAT performs this stochastic
search by picking an unsatisfied clause at random and flipping the
truth value of one of the atoms in it. With a certain probability,
the atom is chosen randomly; otherwise, the atom is chosen to
maximize the sum of satisfied clause weights when flipped. This
combination of random and greedy steps allows MaxWalkSAT to
avoid getting stuck in local optima while searching. Pseudocode
for MaxWalkSAT is shown in Table 3. DeltaCost(v) computes the
change in the sum of weights of unsatisfied clauses that results from
flipping variable v in the current solution. Uniform(0,1) returns a
uniform deviate from the interval [0, 1].

MAP inference in Markov logic can also be performed using
cutting plane methods (Riedel 2008) and others.
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Table 3. MaxWalkSAT algorithm for MPE inference.

function MaxWalkSAT(L, t
max

, f
max

, target, p)
inputs: L, a set of weighted clauses

t
max

, the maximum number of tries
f
max

, the maximum number of flips
target, target solution cost
p, probability of taking a random step

output: soln, best variable assignment found
vars variables in L
for i 1 to t

max

soln a random truth assignment to vars
cost sum of weights of unsatisfied clauses in soln
for i 1 to f

max

if cost  target
return “Success, solution is”, soln

c a randomly chosen unsatisfied clause
if Uniform(0,1) < p

v
f

 a randomly chosen variable from c
else

for each variable v in c
compute DeltaCost(v)

v
f

 v with lowest DeltaCost(v)
soln soln with v

f

flipped
cost cost + DeltaCost(v

f

)
return “Failure, best assignment is”, best soln found

5.3 Marginal and Conditional Probabilities
We now consider the task of computing the probability that a for-
mula holds, given an MLN and set of constants, and possibly other
formulas as evidence. For the remainder of the paper, we focus
on the typical case where the evidence is a conjunction of ground
atoms. In this scenario, further efficiency can be gained by applying
a generalization of knowledge-based model construction (Wellman
et al. 1992). This constructs only the minimal subset of the ground
network required to answer the query, and runs MCMC (or any
other probabilistic inference method) on it. The network is con-
structed by checking if the atoms that appear in the query formula
are in the evidence. If they are, the construction is complete. Those
that are not are added to the network, and we in turn check the
atoms they directly depend on (i.e., the atoms that appear in some
formula with them). This process is repeated until all relevant atoms
have been retrieved. While in the worst case it yields no savings, in
practice it can vastly reduce the time and memory required for in-
ference. See Richardson and Domingos (2006) for details.

Given the relevant ground network, inference can be performed
using standard methods like MCMC and belief propagation. One
problem with this is that these methods break down in the presence
of deterministic or near-deterministic dependencies. Deterministic
dependencies break up the space of possible worlds into regions
that are not reachable from each other, violating a basic requirement
of MCMC. Near-deterministic dependencies greatly slow down
inference, by creating regions of low probability that are very
difficult to traverse. Running multiple chains with random starting
points does not solve this problem, because it does not guarantee
that different regions will be sampled with frequency proportional
to their probability, and there may be a very large number of
regions.

We have successfully addressed this problem by combining
MCMC with satisfiability testing in the MC-SAT algorithm (Poon
and Domingos 2006). MC-SAT is a slice sampling MCMC algo-
rithm. It uses a combination of satisfiability testing and simulated
annealing to sample from the slice. The advantage of using a satis-

Table 4. Efficient MCMC inference algorithm for MLNs.

function MC-SAT(L, n)
inputs: L, a set of weighted clauses {(w

j

, c
j

)}
n, number of samples

output: {x(1), . . . , x(n)}, set of n samples
x(0)  Satisfy(hard clauses in L)
for i 1 to n

M  ;
for all (w

k

, c
k

) 2 L satisfied by x(i�1)

With probability 1� e�wk add c
k

to M

Sample x(i) ⇠ U
SAT (M)

fiability solver (WalkSAT) is that it efficiently finds isolated modes
in the distribution, and as a result the Markov chain mixes very
rapidly. The slice sampling scheme ensures that detailed balance is
(approximately) preserved. MC-SAT is orders of magnitude faster
than standard MCMC methods such as Gibbs sampling and sim-
ulated tempering, and is applicable to any model that can be ex-
pressed in Markov logic.

Slice sampling (Damien et al. 1999) is an instance of a widely
used approach in MCMC inference that introduces auxiliary vari-
ables to capture the dependencies between observed variables. For
example, to sample from P (X = x) = (1/Z)

Q
k

�
k

(x{k}), we
can define P (X = x, U = u) = (1/Z)

Q
k

I
[0,�k(x{k})](uk

),
where �

k

is the kth potential function, u
k

is the kth auxiliary vari-
able, I

[a,b]

(u
k

) = 1 if a  u
k

 b, and I
[a,b]

(u
k

) = 0 other-
wise. The marginal distribution of X under this joint is P (X=x),
so to sample from the original distribution it suffices to sample
from P (x, u) and ignore the u values. P (u

k

|x) is uniform in
[0,�

k

(x{k})], and thus easy to sample from. The main challenge
is to sample x given u, which is uniform among all X that satisfies
�
k

(x{k}) � u
k

for all k. MC-SAT uses SampleSAT (Wei et al.
2004) to do this. In each sampling step, MC-SAT takes the set of all
ground clauses satisfied by the current state of the world and con-
structs a subset, M , that must be satisfied by the next sampled state
of the world. (For the moment we will assume that all clauses have
positive weight.) Specifically, a satisfied ground clause is included
in M with probability 1�e�w, where w is the clause’s weight. We
then take as the next state a uniform sample from the set of states
SAT (M) that satisfy M . (Notice that SAT (M) is never empty,
because it always contains at least the current state.) Table 4 gives
pseudo-code for MC-SAT. U

S

is the uniform distribution over set
S. At each step, all hard clauses are selected with probability 1, and
thus all sampled states satisfy them. Negative weights are handled
by noting that a clause with weight w < 0 is equivalent to its nega-
tion with weight �w, and a clause’s negation is the conjunction of
the negations of all of its literals. Thus, instead of checking whether
the clause is satisfied, we check whether its negation is satisfied; if
it is, with probability 1�ew we select all of its negated literals, and
with probability ew we select none.

It can be shown that MC-SAT satisfies the MCMC criteria of de-
tailed balance and ergodicity (Poon and Domingos 2006), assuming
a perfect uniform sampler. In general, uniform sampling is #P-hard
and SampleSAT (Wei et al. 2004) only yields approximately uni-
form samples. However, experiments show that MC-SAT is still
able to produce very accurate probability estimates, and its perfor-
mance is not very sensitive to the parameter setting of SampleSAT.

5.4 Scaling Up Inference
Lazy Inference
One problem with the aforementioned approaches is that they re-
quire propositionalizing the domain (i.e., grounding all atoms and
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clauses in all possible ways), which consumes memory exponen-
tial in the arity of the clauses. Lazy inference methods (Singla and
Domingos 2006; Poon et al. 2008) overcome this by only ground-
ing atoms and clauses as needed. Our approach depends on the con-
cept of “default” values that occur much more frequently than oth-
ers. In relational domains, the default is false for atoms and true
for clauses. For example, in the domain of scientific research pa-
pers, most groundings of the atom Author(person, paper) are
false, and most groundings of the clause Author(p1, paper) ^
Author(p2, paper) ) Coauthor(p1, p2) are trivially satisfied.
In a domain where most variables assume the default value, it is
wasteful to allocate memory for all variables and functions in ad-
vance. The basic idea is to allocate memory only for a small subset
of “active” variables and functions, and activate more if necessary
as inference proceeds. In addition to saving memory, this can re-
duce inference time as well, since we do not allocate memory or
compute values for functions that are never used.

Let A be the eager algorithm that we want to make lazy. We
make three assumptions about A:

1. A updates one variable at a time. (If not, the extension is
straightforward.)

2. The values of variables in A are properly encapsulated so that
they can be accessed by the rest of the algorithm only via
two methods: ReadVar(x) (which returns the value of x) and
WriteVar(x, v) (which sets the value of x to v). This is reason-
able given the conventions in software development, and if not,
it is easy to implement.

3. A always sets values of variables before calling a function that
depends on those variables, as it should be.

To develop the lazy version of A, we first identify the variables
(usually all) and functions to make lazy. We then modify the value-
accessing methods and replace the propositionalization step with
lazy initialization as follows. The rest of the algorithm remains the
same.

ReadVar(x): If x is in memory, Lazy-A returns its value as A;
otherwise, it returns the default value.

WriteVar(x, v): If x is in memory, Lazy-A updates its value as
A. If not, and if v equals the default value, no action is taken;
otherwise, Lazy-A activates (allocates memory for) x and the
functions activated by x, and then sets the value.

Initialization: Lazy-A starts by allocating memory for the lazy
functions that output non-default values when all variables as-
sume the default values. It then calls WriteVar to set values
for evidence variables, which activates those evidence variables
with non-default values and the functions they activate. Such
variables become the initial active variables and their values are
fixed throughout the inference.

Lazy-A carries out the same inference steps as A and pro-
duces the same result. It never allocates memory for more vari-
ables/functions than A, but each access incurs slightly more over-
head (in checking whether a variable or function is in memory). In
the worst case, most variables are updated, and Lazy-A produces
little savings. However, if the updates are sparse, as is the case for
most algorithms in relational domains, Lazy-A can greatly reduce
memory and time because it activates and computes the values for
many fewer variables and functions.

Applying this method to MaxWalkSAT is fairly straightforward:
each ground atom is a variable and each ground clause is a func-
tion to be made lazy. Table 5 gives pseudocode for the resulting
algorithm, which we refer to as LazySAT. LazySAT initializes by
activating true evidence atoms and initial unsatisfied clauses (i.e.,
clauses which are unsatisfied when the true evidence atoms are set

Table 5. Lazy variant of the MaxWalkSAT algorithm.
function LazySAT(KB, DB, t

max

, f
max

, target, p)
inputs: KB, a weighted knoweldge base

DB, database containing evidence
t
max

, the maximum number of tries
f
max

, the maximum number of flips
target, target solution cost
p, probability of taking a random step

output: soln, best variable assignment found
for i 1 to t

max

active atoms atoms in clauses not satisfied by DB

active clauses clauses activated by active atoms

soln a random truth assignment to active atoms
cost sum of weights of unsatisfied clauses in soln
for i 1 to f

max

if cost  target
return “Success, solution is”, soln

c a randomly chosen unsatisfied clause
if Uniform(0,1) < p

v
f

 a randomly chosen variable from c
else

for each variable v in c
compute DeltaCost(v), using KB if v 62 active atoms

v
f

 v with lowest DeltaCost(v)
if v

f

62 active atoms

add v
f

to active atoms

add clauses activated by v
f

to active clauses
soln soln with v

f

flipped
cost cost + DeltaCost(v

f

)
return “Failure, best assignment is”, best soln found

to true and all other atoms are set to false).2 At each step in the
search, the atom that is flipped is activated, as are any clauses that
by definition should become active as a result. While computing
DeltaCost(v), if v is active, the relevant clauses are already in mem-
ory; otherwise, they will be activated when v is set to true (a neces-
sary step before computing the cost change when v is set to true).

Experiments in a number of domains show that LazySAT can
yield very large memory reductions, and these reductions increase
with domain size (Singla and Domingos 2006). For domains whose
full instantiations fit in memory, running time is comparable; as
problems become larger, full instantiation for MaxWalkSAT be-
comes impossible.

We have also used this method to implement a lazy ver-
sion of MC-SAT that avoids grounding unnecessary atoms and
clauses (Poon et al. 2008).

Lifted Inference
The inference methods discussed so far are purely probabilistic in
the sense that they propositionalize all atoms and clauses and ap-
ply standard probabilistic inference algorithms. A key property of
first-order logic is that it allows lifted inference, where queries are
answered without materializing all the objects in the domain (e.g.,
resolution (Robinson 1965)). Lifted inference is potentially much
more efficient than propositionalized inference, and extending it
to probabilistic logical languages is a desirable goal. We have de-

2 This differs from MaxWalkSAT, which assigns random values to all atoms.
However, the LazySAT initialization is a valid MaxWalkSAT initialization,
and the two give very similar results empirically. Given the same initializa-
tion, the two algorithms will produce exactly the same results.
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veloped a lifted version of loopy belief propagation (BP), building
on the work of Jaimovich et al. (2007). Jaimovich et al. pointed
out that, if there is no evidence, BP in probabilistic logical models
can be trivially lifted, because all groundings of the same atoms
and clauses become indistinguishable. Our approach proceeds by
identifying the subsets of atoms and clauses that remain indistin-
guishable even after evidence is taken into account. We then form a
network with supernodes and superfeatures corresponding to these
sets, and apply BP to it. This network can be vastly smaller than the
full ground network, with the corresponding efficiency gains. Our
algorithm produces the unique minimal lifted network for every in-
ference problem.

We begin with some necessary definitions. These assume the
existence of an MLN L, set of constants C, and evidence database
E (set of ground literals). For simplicity, our definitions and expla-
nation of the algorithm will assume that each predicate appears at
most once in any given MLN clause. We will then describe how to
handle multiple occurrences of a predicate in a clause.

Definition 2. A supernode is a set of groundings of a predicate
that all send and receive the same messages at each step of belief
propagation, given L, C and E. The supernodes of a predicate
form a partition of its groundings.

A superfeature is a set of groundings of a clause that all send
and receive the same messages at each step of belief propagation,
given L, C and E. The superfeatures of a clause form a partition
of its groundings.

Definition 3. A lifted network is a factor graph composed of su-
pernodes and superfeatures. The factor corresponding to a super-
feature g(x) is exp(wg(x)), where w is the weight of the corre-
sponding first-order clause. A supernode and a superfeature have
an edge between them iff some ground atom in the supernode ap-
pears in some ground clause in the superfeature. Each edge has a
positive integer weight. A minimal lifted network is a lifted network
with the smallest possible number of supernodes and superfeatures.

The first step of lifted BP is to construct the minimal lifted
network. The size of this network is O(nm), where n is the number
of supernodes and m the number of superfeatures. In the best case,
the lifted network has the same size as the MLN L; in the worst
case, as the ground Markov network M

L,C

.
The second and final step in lifted BP is to apply standard BP to

the lifted network, with two changes:

1. The message from supernode x to superfeature f becomes

µ
n(f,x)�1

f!x

Y

h2nb(x)\{f}

µ
h!x

(x)n(h,x)

where n(h, x) is the weight of the edge between h and x.
2. The (unnormalized) marginal of each supernode (and, there-

fore, of each ground atom in it) is given by
Q

h2nb(x)

µ
n(h,x)

h!x

(x).

The weight of an edge is the number of identical messages that
would be sent from the ground clauses in the superfeature to each
ground atom in the supernode if BP was carried out on the ground
network. The n(f, x)�1 exponent reflects the fact that a variable’s
message to a factor excludes the factor’s message to the variable.

The lifted network is constructed by (essentially) simulating
BP and keeping track of which ground atoms and clauses send
the same messages. Initially, the groundings of each predicate fall
into three groups: known true, known false and unknown. (One
or two of these may be empty.) Each such group constitutes an
initial supernode. All groundings of a clause whose atoms have
the same combination of truth values (true, false or unknown)
now send the same messages to the ground atoms in them. In
turn, all ground atoms that receive the same number of messages

from the superfeatures they appear in send the same messages,
and constitute a new supernode. As the effect of the evidence
propagates through the network, finer and finer supernodes and
superfeatures are created.

See Singla and Domingos (2008) for additional details, includ-
ing the proof that this algorithm always creates the minimal lifted
network.

In recent years, there has been a great deal of progress in
lifted inference. For example, approximate lifted belief propaga-
tion (Singla et al. 2014) builds a more compact lifted network by
merging similar but distinct supernodes and superfeatures. This can
lead to much faster inference with negligible impact on accuracy.
Other results have shown that lifted inference is tractable when
only unary predicates are provided as evidence (Bui et al. 2012;
den Broeck and Davis 2012). Thus, another approach is to approx-
imate the evidence itself, using low-rank Boolean matrix factoriza-
tion to (approximately) convert binary relations into unary predi-
cates (den Broeck and Darwiche 2013). The idea of a lifted net-
work can be generalized using automorphism groups, leading to
lifted MCMC (Niepert 2012) and variational inference (Bui et al.
2014). Lifted inference is a very active research area with too many
methods to list and more developed each year.

6. Learning
In this section, we discuss methods for automatically learning
weights, refining formulas, and constructing new formulas from
data.

6.1 Generative Weight Learning
MLN weights can be learned generatively by maximizing the likeli-
hood of a relational database (Equation 3). This relational database
consists of one or more “possible worlds” that form our training
examples. Note that we can learn to generalize from even a single
example because the clause weights are shared across their many
respective groundings. This is essential when the training data is a
single network, such as the Web. The gradient of the log-likelihood
with respect to the weights is

@

@w
i

logP
w

(X=x) = n
i

(x)�
X

x

0

P
w

(X=x0
) n

i

(x0
) (6)

where the sum is over all possible databases x0, and P
w

(X = x0
)

is P (X = x0
) computed using the current weight vector w =

(w
1

, . . . , w
i

, . . .). In other words, the ith component of the gra-
dient is simply the difference between the number of true ground-
ings of the ith formula in the data and its expectation according
to the current model. In the generative case, even approximating
these expectations tends to be prohibitively expensive or inaccurate
due to the large state space. Instead, we can maximize the pseudo-
likelihood of the data, a widely-used alternative (Besag 1975). If
x is a possible world (relational database) and x

l

is the lth ground
atom’s truth value, the pseudo-log-likelihood of x given weights w
is

logP ⇤
w

(X=x) =

nX

l=1

logP
w

(X
l

=x
l

|MB
x

(X
l

)) (7)

where MB
x

(X
l

) is the state of X
l

’s Markov blanket in the data
(i.e., the truth values of the ground atoms it appears in some ground
formula with). Computing the pseudo-likelihood and its gradient
does not require inference, and is therefore much faster. Com-
bined with the L-BFGS optimizer (Liu and Nocedal 1989), pseudo-
likelihood yields efficient learning of MLN weights even in do-
mains with millions of ground atoms (Richardson and Domin-
gos 2006). However, the pseudo-likelihood parameters may lead
to poor results when long chains of inference are required.

7



In order to reduce overfitting, we penalize each weight with
a Gaussian prior. We apply this strategy not only to generative
learning, but to all of our weight learning methods, even those
embedded within structure learning.

6.2 Discriminative Weight Learning
Discriminative learning is an attractive alternative to pseudo-
likelihood. In many applications, we know a priori which atoms
will be evidence and which ones will be queried, and the goal is
to correctly predict the latter given the former. If we partition the
ground atoms in the domain into a set of evidence atoms X and a
set of query atoms Y , the conditional likelihood of Y given X is

P (y|x) = 1

Z
x

exp

0

@
X

i2FY

w
i

n
i

(x, y)

1

A (8)

where F
Y

is the set of all MLN clauses with at least one grounding
involving a query atom, and n

i

(x, y) is the number of true ground-
ings of the ith clause involving query atoms. The gradient of the
conditional log-likelihood is

@

@w
i

logP
w

(y|x) = n
i

(x, y)�
X

y

0

P
w

(y0|x)n
i

(x, y0
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= n
i

(x, y)� E
w

[n
i

(x, y)] (9)

In the conditional case, we can approximate the expected counts
E

w

[n
i

(x, y)] using either the MAP state (i.e., the most probable
state of y given x) or by averaging over several MC-SAT samples.
The MAP approximation is inspired by the voted perceptron al-
gorithm proposed by (Collins 2002) for discriminatively learning
hidden Markov models. We can apply a similar algorithm to MLNs
using MaxWalkSAT to find the approximate MAP state, following
the approximate gradient for a fixed number of iterations, and aver-
aging the weights across all iterations to combat overfitting (Singla
and Domingos 2005). We get the best results, however, by apply-
ing a version of the scaled conjugate gradient algorithm (Møller
1993). We use a small number of MC-SAT samples to approximate
the gradient and Hessian matrix, and use the inverse diagonal Hes-
sian as a preconditioner. See Lowd and Domingos (2007) for more
details and results.

6.3 Structure Learning and Clustering
The structure of a Markov logic network is the set of formulas or
clauses to which we attach weights. While these formulas are of-
ten specified by one or more experts, such knowledge is not always
accurate or complete. In addition to learning weights for the pro-
vided clauses, we can revise or extend the MLN structure with new
clauses learned from data. We can also learn the entire structure
from scratch. The inductive logic programming (ILP) community
has developed many methods for this purpose. ILP algorithms typ-
ically search for rules that have high accuracy, high coverage, etc.
However, since an MLN represents a probability distribution, much
better results are obtained by using an evaluation function based
on pseudo-likelihood (Kok and Domingos 2005). Log-likelihood
or conditional log-likelihood are potentially better evaluation func-
tions, but are much more expensive to compute. In experiments
on two real-world datasets, our MLN structure learning algorithm
found better MLN rules than the standard ILP algorithms CLAU-
DIEN (De Raedt and Dehaspe 1997), FOIL (Quinlan 1990), and
Aleph (Srinivasan 2000), and than a hand-written knowledge base.

MLN structure learning can start from an empty network or
from an existing KB. Either way, we have found it useful to start
by adding all unit clauses (single atoms) to the MLN. The weights
of these capture (roughly speaking) the marginal distributions of
the atoms, allowing the longer clauses to focus on modeling atom

dependencies. To extend this initial model, we either repeatedly
find the best clause using beam search and add it to the MLN, or add
all “good” clauses of length l before trying clauses of length l + 1.
Candidate clauses are formed by adding each predicate (negated or
otherwise) to each current clause, with all possible combinations
of variables, subject to the constraint that at least one variable in
the new predicate must appear in the current clause. Hand-coded
clauses are also modified by removing predicates.

Mihalkova and Mooney (2007) introduced BUSL, an alterna-
tive, bottom-up structure learning algorithm for Markov logic. In-
stead of blindly constructing candidate clauses one literal at a time,
they let the training data guide and constrain clause construction.
First, they use a propositional Markov network structure learner to
generate a graph of relationships among atoms. Then they gener-
ate clauses from paths in this graph. In this way, BUSL focuses
on clauses that have support in the training data. In experiments
on three datasets, BUSL evaluated many fewer candidate clauses
than our top-down algorithm, ran more quickly, and learned more
accurate models.

Another key problem in MLN learning is discovering hidden
variables (or inventing predicates, in the language of ILP). We
have developed a number of approaches for this problem, and for
discovering structure over the hidden variables (Kok and Domingos
2007, 2008, 2009). The key idea is to cluster together objects
that have similar relations to similar objects, cluster relations that
relate similar objects, and recursively repeat this until convergence.
This can be a remarkably effective approach for cleaning up and
structuring a large collection of noisy linked data. For example,
the SNE algorithm is able to discover thousands of clusters over
millions of tuples extracted from the Web and form a semantic
network from them in a few hours.

7. Applications
Markov logic has been applied to a wide variety of AI tasks, in-
cluding information extraction (extracting and resolving the fields
of bibliographic citations (Poon and Domingos 2007)), link-based
clustering (extracting semantic networks from the Web (Kok and
Domingos 2008)), semantic parsing (extracting knowledge from
biomedical abstracts) (Poon and Domingos 2009), knowledge-
base refinement (correcting extraction errors from machine read-
ing) (Jiang et al. 2012), ontology matching (Niepert et al. 2010),
and many others. (See the repository of publications on the Alchemy
Web site (alchemy.cs.washington.edu) for a partial list.) In this sec-
tion we will discuss two illustrative examples: collective classifica-
tion of Web pages and optimizing word of mouth in social networks
(a.k.a. viral marketing).

7.1 Collective Classification
Collective classification is the task of inferring labels for a set of
objects using their relationships as well as their attributes. For ex-
ample, Web pages that link to each other tend to have similar top-
ics. Since the labels now depend on each other, they must be in-
ferred jointly rather than independently. In Markov logic, collec-
tive classification models can be specified with just a few formulas
and applied using standard Markov logic algorithms. We demon-
strate this on WebKB, one of the classic collective classification
datasets (Craven and Slattery 2001).

WebKB consists of labeled Web pages from the computer sci-
ence departments of four universities. We used the relational ver-
sion of the dataset from Craven and Slattery (2001), which features
4165 Web pages and 10,935 Web links. Each Web page is marked
with one of the following categories: student, faculty, professor, de-
partment, research project, course, or other. The goal is to predict
these categories from the Web pages’ words and links.

8



We can start with a simple logistic regression model, using only
the words on the Web pages:

PageClass(p,+c)
Has(p,+w) ) PageClass(p,+c)

The ‘+’ notation is a shorthand for a set of rules with the same struc-
ture but different weights: the MLN contains a rule and the cor-
responding weight for each possible instantiation of the variables
with a ‘+’ sign. The first line, therefore, generates a unit clause
for each class, capturing the prior distribution over page classes.
The second line generates thousands of rules representing the re-
lationship between each word and each class. We can encode the
fact that classes are mutually exclusive and exhaustive with a set of
hard (infinite-weight) constraints:

PageClass(p,+c1) ^ (+c1 6= +c2) ) ¬PageClass(p,+c2)
9c PageClass(p, c)

In Alchemy, we can state this property of the PageClass predicate
in its definition using the ‘!’ operator: PageClass(page, class!),
where page and class are type names. (In general, the ‘!’ nota-
tion signifies that, for each possible combination of values of the
arguments without ‘!’, there is exactly one combination of the ar-
guments with ‘!’ for which the predicate is true.)

To turn this multi-class logistic regression into a collective clas-
sification model with joint inference, we only need one more for-
mula:

Linked(u1, u2) ^ PageClass(+c1, u1) ^ PageClass(+c2, u2)

This says that linked Web pages have related classes.
We performed leave-one-out cross-validation, training these

models for 500 iterations of scaled conjugate gradient with a pre-
conditioner. The logistic regression baseline had an accuracy of
70.9%, while the model with joint inference had an accuracy of
76.4%. Markov logic makes it easy to construct additional fea-
tures as well, such as words on linked pages, anchor text, etc. (See
Taskar et al. (2002) for a similar approach using relational Markov
networks.)

7.2 Viral Marketing
Viral marketing is based on the premise that members of a social
network influence each other’s purchasing decisions. The goal is
then to select the best set of people to market to, such that the
overall profit is maximized by propagation of influence through
the network. Originally formalized by Domingos and Richardson
(2001), this problem has since received much attention, including
both empirical and theoretical results.

A standard dataset in this area is the Epinions web of trust (Richard-
son and Domingos 2002). Epinions.com is a knowledge-sharing
Web site that allows users to post and read reviews of products.
The “web of trust” is formed by allowing users to maintain a list of
peers whose opinions they trust. We used this network, containing
75,888 users and over 500,000 directed edges, in our experiments.
With over 75,000 action nodes, this is a very large decision prob-
lem, and no general-purpose utility maximization algorithms have
previously been applied to it (only domain-specific implementa-
tions).

We modeled this problem as an MLDN (Markov logic de-
cision network) using the predicates Buys(x) (person x pur-
chases the item), Trusts(x1, x2) (person x

1

trusts person x
2

),
and MarketTo(x) (x is targeted for marketing). MarketTo(x) is
an action predicate, since it can be manipulated directly, whereas
Buys(x) and Trusts(x1, x2) are state predicates, since they
cannot. The utility function is represented by the unit clauses
Buys(x) (with positive utility, representing profits from sales) and
MarketTo(x) (with negative utility, representing the cost of mar-

keting). The topology of the social network is specified by an evi-
dence database of Trusts(x1, x2) atoms.

The core of the model consists of two formulas:

Buys(x1) ^ Trusts(x2, x1) ) Buys(x2)

MarketTo(+x) ) Buys(x)

The weight of the first formula represents how strongly x1 influ-
ences x2, and the weight of the second formula represents how
strongly users are influenced by marketing. In addition, the model
includes the unit clause Buys(x) with a negative weight, represent-
ing the fact that most users do not buy most products. The final
model is very similar to that of Domingos and Richardson (2001)
and yields comparable results, but Markov logic makes it much eas-
ier to specify. Unlike previous hand-coded models, our MLDN can
be easily extended to incorporate customer and product attributes,
purchase history information, multiple types of relationships, prod-
ucts, actors in the network, marketing actions, etc. Doing so is a di-
rection for future work. See Nath and Domingos Nath and Domin-
gos (2009) for additional details.

8. The Alchemy System
The inference and learning algorithms described in the previous
sections are publicly available in the open-source Alchemy sys-
tem (Kok et al. 2007). Alchemy makes it possible to define so-
phisticated probabilistic models over relational domains with a few
formulas, learn them from data, and use them for prediction, un-
derstanding, etc. From the user’s point of view, Alchemy makes it
easier and quicker to develop AI applications by taking advantage
of the Markov logic language and the existing library of algorithms
for it. From the researcher’s point of view, Alchemy makes it pos-
sible to easily integrate new algorithms with a full complement of
other algorithms that support them or make use of them, and to
make the new algorithms available for a wide variety of applica-
tions without having to target each one individually.

Alchemy can be viewed as a declarative programming language
akin to Prolog, but with a number of key differences: the under-
lying inference mechanism is model checking instead of theorem
proving; the full syntax of first-order logic is allowed, rather than
just Horn clauses; and, most importantly, the ability to handle un-
certainty and learn from data is already built in. Table 6 compares
Alchemy with Prolog and BUGS (Lunn et al. 2000), one of the
most popular toolkits for Bayesian modeling and inference.

9. Conclusion and Directions for Future Research
Markov logic offers a simple yet powerful representation for AI
problems in many domains. Since it generalizes first-order logic,
Markov logic can easily model the full relational structure present
in many problems, including multiple relations and attributes of
different types and arities, relational concepts such as transitivity,
and background knowledge in first-order logic. And since it gener-
alizes probabilistic graphical models, Markov logic can efficiently
represent uncertainty in the concepts, attributes, relationships, etc.
required by most AI applications.

The specification of many AI problems in Markov logic is re-
markably compact, and the open-source Alchemy system (avail-
able at alchemy.cs.washington.edu) provides a powerful set of algo-
rithms for solving them. We hope that Markov logic and Alchemy
will be of use to AI researchers and practitioners who wish to have
the full spectrum of logical and statistical inference and learning
techniques at their disposal, without having to develop every piece
themselves. More details on Markov logic and its applications can
be found in Domingos and Lowd (2009).

Directions for future research in Markov logic include further
increasing the scalability, robustness and ease of use of the algo-

9



Table 6. A comparison of Alchemy, Prolog and BUGS.
Aspect Alchemy Prolog BUGS
Representation First-order logic + Markov nets Horn clauses Bayes nets
Inference SAT, MCMC, lifted BP Theorem proving MCMC
Learning Parameters and structure No Parameters
Uncertainty Yes No Yes
Relational Yes Yes No

rithms, applying it to new problems, developing new capabilities,
etc.
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Abstract
This is a paper on Stone duality in computer science with special
focus on topics with applications in formal language theory. In
Section 2 we give a general overview of Stone duality in its various
forms: for Boolean algebras, distributive lattices, and frames. For
distributive lattices, we discuss both Stone and Priestley duality. We
identify how to move between the different dualities and which dual
spaces carry the Scott topology. We then focus on three themes.

The first theme is additional operations on distributive lattices
and Boolean algebras. Additional operations arise in denotational
semantics in the form of predicate transformers. In verification they
occur in the form of modal operators. They play an essential rôle
in Eilenberg’s variety theorem in the form of quotient operations.
Quotient operations are unary instantiations of residual operators
which are dual to the operations in the profinite algebras of al-
gebraic language theory. We discuss additional operations in Sec-
tion 3.

The second theme is that of hyperspaces, that is, spaces of
subsets of an underlying space. Some classes of algebras may be
seen as the class of algebras for a functor. In the case of predicate
transformers the dual functors are hyperspace constructions such
as the Plotkin, Smyth, and Hoare powerdomain constructions. The
algebras-for-a-functor point of view is central to the coalgebraic
study of modal logic and to the solution of domain equations.
In the algebraic theory of formal languages various hyperspace-
related product constructions, such as block and Schützenberger
products, are used to study complexity hierarchies. We describe a
construction, similar to the Schützenberger product, which is dual
to adding a layer of quantification to formulas describing formal
languages. We discuss hyperspaces in Section 4.

The final theme is that of “equations”. These are pairs of ele-
ments of dual spaces. They arise via the duality between subalge-
bras and quotient spaces and have provided one of the most suc-
cessful tools for obtaining decidability results for classes of regular
languages. The perspective provided by duality allows us to obtain
a notion of equations for the study of arbitrary formal languages.
Equations in language theory is the topic of Section 5.
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1. Introduction
In 1936, M. H. Stone initiated duality theory in logic by present-
ing a dual category equivalence between the category of Boolean
algebras and the category of compact Hausdorff spaces having a
basis of clopen sets. Stone’s duality and its variants are central in
making the link between syntactical and semantic approaches to
logic. In computer science this link is central as the two sides cor-
respond to specification languages and to spaces of computational
states, respectively. The ability to translate faithfully between these
two worlds has often proved itself to be a powerful theoretical tool
as well as a handle for making practical problems decidable. A
prime example is the seminal work (Abramsky 1991) linking pro-
gram logic and domain theory via Stone duality. Other examples
include the work (Plotkin 1980) and (Smyth 1983) on predicate
transformers, and (Goldblatt 1989) identifying extended Stone du-
ality as the setting for completeness issues for Kripke semantics in
modal logic. Applications of Stone duality in logic and computer
science generally need more than just basic Stone duality. For ex-
ample, Abramsky’s work needs Stone or Priestley duality for dis-
tributive lattices and the dualisation of additional structure in the
form of functors. Applications in modal logic require a duality for
Boolean algebras or distributive lattices endowed with additional
operations. Thus much work in duality theory has been spawned to
answer questions and solve problems coming from semantics both
in computer science and logic.

In contrast, Stone duality has not played a direct rôle in more al-
gorithmic areas of computer science until recently. Profinite topol-
ogy is a central tool in the algebraic theory of automata (Almeida
1994) and, as was observed as early as 1937 by Birkhoff, profi-
nite topological algebras are based on Stone spaces. However, the
connection was not used until much more recently, first in an iso-
lated case (Pippenger 1997) and then more structurally starting
with (Gehrke, Grigorieff & Pin 2008). This work has led to appli-
cations within regular language theory (Branco & Pin 2009; Ku-
fleitner & Lauser 2011, 2012) as well as explorations of the general
mechanism of finite recognition (Gehrke 2016; Adamek et al. 2015;
Bojańczyk 2015; Daviaud, Kuperberg & Pin 2016). Further, a num-
ber of articles in coalgebraic logic have started exploring the duality
theoretic content of the related notion of minimisation (Kozen et al.
2013; Bonchi et al. 2014).

The realisation that finite recognition and the profinite methods
used in language theory fit within the setting of Stone/Priestley du-
ality also has as consequence that one can explore methods of com-
pact rather than just finite recognition (Gehrke, Grigorieff & Pin
2010). Initial efforts in this direction have focused on connections
with circuit complexity, which plays a rôle in the search for lower
bounds in complexity theory.
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In (Furst, Saxe & Sipser 1984) it was shown by a combinatorial
argument that the language PARITY, consisting of all bit words with
an odd number of 1s, is not in AC0. AC0 is a circuit complexity
class, that is, its members are specified by sequences of Boolean
circuits, one for each input length, identifying which words of
the given length are accepted. For each n, ACn is the class of
languages given by families of Boolean circuits for which the size
of the circuits is polynomial in the length of the input word and the
depth of the circuit is of order logn in the length of the word. The
class AC is the union of the hierarchy ACn over all n. The ACC
hierarchy is obtained by adding gates that can count modulo q for
each q. Clearly PARITY is in ACC0, so the result of Furst, Saxe, and
Sipser separates AC0 from ACC0. We have the following chain of
inclusions (for suitable restrictions of the circuit classes, so called
uniform circuit classes):

PSPACE�NP�P�AC . . .�AC1�NL�L�ACC0 > AC0

where L stands for logarithmic space. Here the only known-to-
be strict inclusion is the last one. Most results in the field are
proven using complexity theoretic and algorithmic methods. How-
ever, there are a few connections with the topo-algebraic tools of
the theory of regular languages, most famously, the result of (Bar-
rington, Straubing &Thérien 1990) which characterises the regular
languages belonging to AC0 in terms of finite recognition. A num-
ber of related conjectures (Straubing 1994, Chapter IX) rely on the
connection with logic: as is the case in the theory of regular lan-
guages, many computational complexity classes have been given
characterisations as finite model classes of appropriate logics (Im-
merman 1998). For example, AC0 =FO[N ] and ACC0 =(FO +
MOD)[N ] where N is the set of all numerical predicates, FO is
usual first-order logic, and MOD stands for the modular quantifiers
(one for each remainder modulo each q, which count the number
of true instances (in a finite word) of a formula modulo q). The
presence of non-regular numerical predicates is what brings one
beyond the scope of the profinite algebraic theory of regular lan-
guages. Thus this area is a prime candidate for exploring the gen-
eralised methods of recognition afforded by Stone duality. Some
essential tools from regular languages which one wants to gener-
alise are: the notions of recognition and syntactic recogniser (see
Section 3.2), a construction yielding a recogniser for the language
corresponding to a quantified formula from a recogniser of the un-
quantified formula (see Section 4.3), and the notion of profinite
equations (see Section 5.2).

The layout of the paper is outlined in the abstract. We have cho-
sen to organise topics according to their duality theoretic kinship
rather than their home among computer science topics. We hope
this will make clear that the methods and duality theoretic ideas
applied in semantics, in the theory of regular languages and be-
yond in the exploration of circuit classes are very closely related
thus affording an opportunity for making connections across these
traditional boundaries.

2. Stone duality: Behaviour versus specification
The basic dichotomy between behaviour of physical computing
systems and specification languages or program logic is closely
related to Stone’s duality between distributive lattices and Stone
spaces. On one side of the duality, we have state spaces and state
transformers; on the other side, properties (or predicates) and predi-
cate transformers. The correspondence is expressed as a contravari-
ant equivalence of categories, allowing one to pass back and forth
between these two points of view, without loss of information. The
magic ingredient which allows one, in more complicated cases than
the finite, to get this tight correspondence is – topology!

2.1 Stone duality for finite Boolean algebras
At the most basic level, namely that of finite sets and finite Boolean
algebras, on the physical systems or geometric side, we just have
finite sets. Properties of points are subsets and thus the dual algebra
of observables is simply the powerset. From the powerset, one
recovers the set, or at least an isomorphic copy, by taking the atoms.
These are the minimal elements above the bottom of the Boolean
algebra. For any set X we have At(P(X))= {{x} |x2X} ⇠=
X and for a finite Boolean algebra, the fact that B⇠=P(At(B))
follows as each element of B splits into a unique join of atoms.

BAfin Setfin

At

P

The really powerful fact about duality is that morphisms trans-
form bijectively to morphisms in the opposite direction. Thus a
homomorphism h : A!B between finite Boolean algebras corre-
sponds to a function f : At(B)!At(A) given by adjunction:

f(x)  a () x  h(a), (1)

where a2A and x2At(B). In this correspondence, quotients of a
Boolean algebra B correspond to subsets of its dual space X . Even
better, there is a Galois connection between subsets of B⇥B and
subsets of X . That is, for x2X and a, b2B, we define the relation

x � a ⇡ b () (x  a () x  b).

Then the maps

� : P(B ⇥B) ⌧ P(X) :  

R 7! {x | 8(a, b) 2 R x � a ⇡ b}
{(a, b) | 8x 2 Y x � a ⇡ b}  [ Y

satisfy
Y ✓ �(R) () R ✓  (Y )

and have as images, respectively, the Boolean algebra congruences
of B and the subsets of X . Thus, given a ‘specification’ that two
properties a, b2B must be equated, �({(a, b)})✓X yields the
‘phase space’ in which this specification holds. Conversely, every
subset of X is given by a set of such specifications via �.

2.2 Stone duality for BAs and DLs
Stone’s insight was that this duality may be extended to arbitrary
Boolean algebras (BAs) — and even to arbitrary bounded distribu-
tive lattices (DLs), that is, distributive lattices with a top and a bot-
tom element. In order to encompass infinite BAs and DLs we need
to move to ‘generalised elements’ in the form of filters. A subset F
of a DL A is a filter provided
• F is an upset, i.e., a2F and a  b implies b2F ;
• F is non-empty, or equivalently, 12F ;
• F is closed under finite meets i.e., a, b2F implies a ^ b2F .

Among these generalised elements we want those which corre-
spond to atoms in the Boolean case and join-prime elements in the
DL setting. To this end, a filter F is said to be prime provided
• If a _ b2F then a2F or b2F .

and, if A is a BA, it is said to be an ultrafilter provided
• For all a2A either a2F or ¬a2F .

Ideals, prime ideals, and ultraideals are defined order dually, that
is, by swapping upsets and downsets,> and?, and ^ and _. Given
a subset S✓A, we denote the complement of S by Sc.

Proposition 1. Let A be a DL and F✓A. The following conditions
are equivalent:

13



(1) F (F c) is a prime filter (ideal);
(2) The characteristic function �

F

: A! 2 is a homomorphism.

If A is a Boolean algebra, then these are also equivalent to

(3) F (F c) is an ultrafilter (ultraideal).

For an arbitrary DL, A, its Stone dual space, St(A), is based
on the set X of all prime filters of A, and by a Zorn’s Lemma ar-
gument the map

⌘
A

: A ! P(X)

a 7! ba = {F | a 2 F}
is a bounded lattice embedding. However, it is surjective only
when A is finite. Accordingly Stone equips X with the topology
�
A

generated by the basis B
A

= {ba | a2A}. Topological spaces
typically do not have minimal bases. In Stone spaces however, the
opens of the form ba are all topologically compact, thus they must
all belong to any basis closed under finite unions. Accordingly, we
may recover an isomorphic copy of A, in the form of B

A

, as the
minimum basis closed under finite unions or as the set of compact-
opens of St(A).

In the case of BAs we get a simple description of the duality.

Definition 2. A topological space (X,�) is said to be a Boolean
(Stone) space provided it is compact, Hausdorff, and has a basis of
clopen (i.e., simultaneously closed and open) subsets. We denote
by BStone the category of Boolean Stone spaces with continuous
maps and by Clop(X) the Boolean algebra of clopen subsets of a
topological space X .

We will mostly refer to these spaces as Boolean spaces while
we reserve the name Stone spaces for the DL variant. Note though
that (Johnstone 1982) calls Boolean spaces Stone spaces.

Theorem 3 (Stone duality for BAs). (Stone 1936)

BA BStone

St

Clop

is a dual equivalence of categories.

Here both St and Clop act on maps by appropriately restricted
pre-image: Given a DL homomorphism h : A!B, the inverse
image sends ultrafilters to ultrafilters and thus induces a map
St(h) : St(B)!St(A), which is continuous with respect to the
Stone topology. Similarly, given a continuous map f : X !Y be-
tween Boolean spaces, the inverse image sends clopens to clopens
and thus induces a map Clop(f) : Clop(Y )!Clop(X), which is
a Boolean algebra homomorphism.

Stone’s duality for DLs is a bit more awkward to describe.

Definition 4. A topological space (X,�) is said to be a Stone
space provided it is compact, its collection of compact-open subsets
is closed under finite intersections and forms a basis, and each
prime filter of the lattice of compact-open subsets generates the
neighbourhood filter of a unique point of X . These spaces are also
known as coherent or spectral spaces in the literature. We denote
by Stone the category of Stone spaces with maps for which the
pre-image of a compact-open is compact-open and by CO(X) the
collection of compact-open subsets of a topological space X .

Theorem 5 (Stone duality for DLs). (Stone 1937)

DL Stone

St

CO

is a dual equivalence of categories.

Given the restrictions made on maps in Stone, the duality for
maps now works as in the Boolean case.

2.3 Priestley duality
Stone’s duality for DLs does not involve a full subcategory of
topological spaces and the class of spaces is difficult to describe.
(Priestley 1970) finds a remedy for this by moving to Nachbin’s
ordered topological spaces.

Definition 6. A Priestley space is a triple (X,,⇡), where  is a
partial order and ⇡ is a compact topology on X , so that

(TOD) 8x, y 2X (x ⇥ y implies 9V clopen upset of X with
x2V and y 62 V ).

This property is known as Total Order Disconnectedness. We de-
note by Priestley the category of Priestley spaces with maps that
are continuous and order preserving and by ClopU(X) the lattice
of clopen upsets of an ordered topological space X .

Priestley duality is nicely described in category theoretic terms.
Let 2 denote the two element lattice and let 2 denote the two
element ordered topological space carrying the discrete topology
and the usual order with 0<1. Given a DL A, its Priestley space is
Pr(A)=HomDL(A, 2) viewed as a subspace of the product space
2A. Given a Priestley space X , the dual lattice is HomPriestley(X, 2)
viewed as a sublattice of the lattice 2X . In order topological terms,
the elements of HomPriestley(X, 2) correspond to the clopen upsets
of X (by taking the pre-image of 1). When the duals are viewed as
hom-sets, the dual of a morphism on either side is simply given by
pre-composition. If we view the lattice dual to a Priestley space
as the lattice of clopen upsets of the space, then the dual of a
continuous and order preserving map is given by restricted pre-
image as in Stone duality.

Theorem 7 (Priestley duality for DLs). (Priestley 1970)

DL Priestley

Pr

ClopU

is a dual equivalence of categories.

Note that by Proposition 1.2, the underlying sets of St(A) and
Pr(A) are in bijective correspondence. In fact, the categories
Priestley and Stone are not only equivalent but isomorphic. This
isomorphism may be seen as part of the more general isomor-
phism between compact ordered spaces and so-called stably com-
pact spaces, see (Lawson 2011) (or (Jung & Moshier 2006) for a
bitopological treatment). Given a Priestley space (X,,⇡), the
corresponding Stone space is (X,⇡ \U(X)), where U(X) de-
notes the lattice of upsets of X . Given a topological space (X, ⌧),
its specialisation order is defined by x

⌧

y provided y belongs to
each open neighbourhood of x. Given a Stone space (X,�), the
co-compact dual topology of �, denote it by �@ , is generated by
the complements of compact-opens of X , and (X,

�

,�_�@) is
then the corresponding Priestley space. This isomorphism between
Stone and Priestley is simply the identity on maps.

To move more easily between the Stone and Priestley dualities,
it is convenient to think of both the Stone dual and the Priestley
dual of a DL A as based on a set X

A

which comes with bijections
x 7! F

x

and x 7! h
x

to the set of prime filters of A and to the
set of homomorphisms from A to 2, respectively. It will also be
convenient to denote F c

x

= I
x

, that is, we also have a bijection
x 7! I

x

to the set of prime ideals of A (cf. Proposition 1.1) which
will be useful when discussing additional operations.

The Galois connection (�, ) between specifications and sub-
sets given in the finite setting lifts to arbitrary DLs simply by re-
defining the relation x � a ⇡ b for x2X

A

and a, b2A by

x � a ⇡ b () (a 2 F
x

() b 2 F
x

)

() (h
x

(a) = 1 () h
x

(b) = 1).
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The Galois closed sets are the DL congruences on one side and the
subsets that are closed in the Priestley topology on the other.

2.4 The (⌦, P t) adjunction and duality for sober spaces
In Stone and Priestley duality, finitary operations on the algebras
of opens suffice because the compact members generate. Dualities
for more general spaces necessarily require infinitary operations
(or relations instead of operations). Such a duality was emerging
simultaneously in Ehresmann’s seminar in France (Papert & Papert
1958; Bénabou 1958) and in Canada (Bruns 1962; Thron 1962)
before being studied by many authors, in particular (Isbell 1972)
who advocated the study of locales as generalised spaces.

Definition 8. A frame, A, is a complete lattice satisfying the Join
Infinite Distributive law

(JID) 8a 2 A 8S ✓ A a^
_

S =
_

{a^ s | s 2 S}.

A frame homomorphism is a map between frames which preserves
finite meets and arbitrary joins. We denote by Fr the category of
frames with frame homomorphisms. The category of locales is the
formal opposite of the category of frames.

Given a topological space X we denote by ⌦(X) the frame of
opens of X . Also, note that if f : X !Y is a continuous map, then
inverse image under f restricts to a map ⌦(f) : ⌦(Y )!⌦(X)
which is a frame homomorphism. Given a frame A, we denote by
Pt(A) the space whose underlying set is the set of frame homo-
morphisms from A to the frame 2 and whose opens are of the form
ba = {h : A! 2 | h(a) = 1} for a2A. An alternative description
of the points of A is as the completely prime filters of A, that is, the
proper filters F ✓A so that

W
S 2F implies S \ F 6= ;. Given

a frame homomorphism, h : A!B, it is not hard to see that pre-
composition by h gives a continuous map from Pt(B) to Pt(A).
Open set frames are spatial, that is, they satisfy ⌦(Pt(A)) ⇠= A
and the spaces of points of frames are sober, that is, the points of
the frame of open sets of the space are each given by a unique ele-
ment of the underlying set of the space.

Theorem 9 (The ⌦-Pt adjunction).

Fr Top

Pt

⌦

is a contravariant adjunction which restricts to a duality between
the full subcategories consisting of spatial frames and sober spaces,
respectively.

The last property in the definition of a Stone space is equivalent
to sobriety, thus Stone spaces are compact sober spaces in which
the family of compact-open sets is closed under binary intersection
and forms a basis. The ⌦-Pt duality is not directly a generalisation
of Stone duality as, under the ⌦-Pt duality, a Stone space is sent to
its entire open set lattice rather than just to the lattice of compact-
opens. However, DL embeds in Fr via the ideal (or free directed
join) completion A 7! Idl(A). A compact element k of a frame F
is one such that, for every directed subset S of F , we have k 

W
S

implies k  s for some s2S. We denote by K(F ) the join-
subsemilattice of compact elements of F . In Idl(A) the compact
elements are the principal ideals, thus we have A ⇠= K(Idl(A)).
Finally, calling arithmetic frames those frames whose compact
elements form a sublattice which generates the frame by directed
joins, we obtain the following diagram which illustrates how to
move back and forth between the Stone duality and the ⌦-Pt

duality.

Sob ◆ Stone

DL

ArithFr ✓ SpatFr

Idl-K

CO-St

⌦-Pt

⌦-Pt&Stone

This diagram is not entirely correct as it does not specify what hap-
pens with morphisms. Stone duality acts on maps in Stone, which
is not a full subcategory of the category Sob of sober spaces with
continuous maps. The ⌦-Pt duality, on the other hand, works on
the full subcategory given by the Stone spaces. To get the maps
dual to the Stone maps we need to restrict the frame homomor-
phisms between arithmetic frames to those that carry compact el-
ements to compact elements. Or alternatively, we need to weaken
the notion of morphism on DL to correspond to lattice homomor-
phisms A! Idl(B), which in turn may be seen as certain approx-
imable relations from A to B, see (Abramsky & Jung 1994, Defini-
tion 7.2.24).

2.5 Stone spaces carrying the Scott topology
A topology is a second-order structure relative to the points of
the space – which is hard to justify computationally. However,
(Scott 1972) introduced topology based on limits given by directed
suprema of compact elements which has strong computational con-
tent. In the wake of pointfree topology, taking frames, or locales, as
the point of departure, the axioms of topology have been argued
to have a natural place in computer science as an abstract version
of semi-decidability (Smyth 1983) or semi-observability (removing
the commitment to effectivity) (Abramsky 1987, Chapter 2.3).

Definition 10. Let X be a partially ordered set. The Scott topology
on X is the collections of upsets U ✓X such that if

W
S 2U

for some directed subset S✓X , then S \U 6= ;. A directedly
complete partially ordered set (dcpo) is a partially ordered set in
which every directed subset has a supremum. An algebraic domain
is a dcpo in which every element is the directed supremum of the
compact elements below it.

If one wants to specify algebraic domains using either the ‘ge-
ometric logic’ of frames or the finitary logic of DLs and BAs, the
pertinent question is which algebraic domains, equipped with their
Scott topology, are sober spaces and which are Stone spaces. Any
algebraic domain, equipped with its Scott topology, is sober so such
spaces can always be specified in geometric logic. It is a Stone
space if and only if it satisfies property M (Minimal upper bounds
property): the common upper bounds of any finite set of compact
elements is the upset of a finite set of compact elements (Plotkin
1981, Chapter 8 p. 41). The DLs dual to these Stone spaces are
characterised by the fact that each element is a finite join of join
prime elements.1 As we shall outline in Section 4.2, these Stone
spaces and their dual lattices are crucial for the solution of domain
equations as developed by Scott, Plotkin, Smyth, Larsen, Winskel,
and others and culminating in Abramsky’s Domain Theory in Log-
ical Form, which formulates the method in terms of Stone duality.

2.6 Stone spaces as profinite objects
By Birkhoff’s theorem any algebra is the directed union of its
finitely generated subalgebras and DLs are locally finite, that is,
their finitely generated subalgebras are finite. Therefore any DL
is the directed union of its finite sublattices. In category theoretic
terms, this corresponds to saying that the category DL is the ind-
completion (that is, the category of inductive systems, or filtered

1 An element p of a DL A is join prime provided, for any finite F ✓A, we
have p 

W
F implies p  a for some a2F .
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colimit objects) over the category DLfin of finite DLs. By duality,
it follows that Stone is the pro-completion (that is, the projective
systems or directed limit objects) over Stonefin , which, by discrete
duality is simply the category Posfin of finite posets with order
preserving maps. That is, the category Stone is equivalent to the
category of profinite posets, i.e. the pro-completion of the category
of finite posets (Speed 1972). This cuts down to an equivalence
between the category BStone of Boolean spaces and the category
of profinite sets.

3. Additional structure
Fundamental to applications of Stone duality is the presence of ad-
ditional structure. A classical example is supplied by the Predicate
transformers of (Dijkstra 1975) and in particular the weakest pre-
condition: Given a ‘mechanism’ S and a ‘condition’ U , the weakest
precondition is the property that characterises all those initial states
so that execution of S surely terminates and does so in a final state
satisfying U .

Taking the basic point of view of denotational semantics with a
state space X and properties being the opens U ✓X , we see that,
for a fixed S, the weakest precondition is a map

wp(S, ) : ⌦(X) ! ⌦(X).

Also, reading off the above definition of how it acts, it is clear that
S, whatever its nature, gives rise to two structures on the set of
states:
• X

S

= {x2X | S always terminates from x};
• R

S

✓ X
S

⇥X given by

xR
S

x0 () starting in x, S possibly terminates in x0.

and then
wp(S,U) = {x 2 X

S

| xR
S

x0 =) x0 2 U}
= (R�1

S

(Uc))c = [R
S

](U).
(2)

The crucial preservation properties of this operation on ⌦(X) as
studied in (Plotkin 1980) are:

(Strictness) wp(S, ;) = ;;
(Dual Operator) wp(S,U \ V ) = wp(S,U) \ wp(S, V );
(Continuity) wp(S,

S
D) =

S
{wp(S,U) | u2D} when-

ever D✓⌦(X) is directed.

Defining an operator from a binary relation by the formula in
(2) is precisely as in the semantics of (Kripke 1959) for modal
logic. In modal logic, unary connectives ⇤ (such as [R

S

]) transform
propositions and satisfy:

⇤(>) ⌘ > and ⇤(' ^  ) ⌘ ⇤(') ^⇤( ). (3)

The realisation that operations as in (3) correspond via duality
to certain binary relations dates back to (Jónsson & Tarski 1951-
52). Jónsson and Tarski did not work directly with dual spaces but
used a point-free setting, known as canonical extensions. A purely
duality theoretic account, generalised to the setting of Priestley
duality, may be found in (Goldblatt 1989).

Definition 11. Let A be a distributive lattice and X its Priest-
ley dual space. An operation f : An !A is an operator pro-
vided f preserves binary join in each coordinate. That is, for all
a1, . . . , an

, b2A and all i with 1  i  n we have

f(a1, . . . , ai

_ b, . . . , a
n

)

=f(a1, . . . , an

) _ f(a1, . . . , ai�1, b, ai+1, . . . , an

).

An operator is said to be normal provided it preserves the empty
join in each coordinate. That is, for all a1, . . . , an

2A and all i

with 1  i  n we have

f(a1, . . . , ai�1,?, a
i+1, . . . , an

) = ?.

In modal logic this is called an n-ary ⌃-modality. A normal dual
operator, obtained by swapping ^ for _ and > for ? in the defini-
tions above, is an n-ary ⇤-modality.

A relation R✓X⇥Xn on a Priestley space is called an ⌃-
relation provided it satisfies:

(i) � �R � �n = R;
(ii) xR = {x2Xn | xRx} is closed for all x2X;

(iii) R�1[U1⇥ . . .⇥U
n

] is clopen for all U1, . . . , Un

2ClopU(X).

The definition of a ⇤-relation is obtained by turning around the
order relation in (i) and (iii). Since Boolean algebras are dual to
those Priestley spaces in which the order is the equality on X , a ⌃-
relation is the same as a ⇤-relation and is given by just (ii) (point-
closed) and (iii) (pre-images of clopen rectangles are clopen).

Theorem 12 (Extended Priestley duality). Let A be a distributive
lattice and X its Priestley dual space. There is a one-to-one corre-
spondence between n-ary normal operators on A and (n+ 1)-ary
⌃-relations on X . Given a normal operator f : An !A, the cor-
responding relation is given by

xR
f

x () F
x

◆ f(F
x1 ⇥ . . . F

xn).

Given an (n+1)-ary ⌃-relations on X , the corresponding normal
operator is given by

f
R

(a) = b () R�1[ba1 ⇥ . . .⇥ ba
n

] = bb.
Order-dually, there is a one-to-one correspondence between n-ary
normal dual operators on A and (n + 1)-ary ⇤-relations on X .
Given a dual operator g : An !A, the corresponding relation is
given by

xS
g

x () I
x

◆ f(I
x1 ⇥ . . . I

xn).

Given an (n + 1)-ary ⇤-relations on X , the corresponding dual
operator is given by

g
R

(a) = b () (R�1[(ba1)
c ⇥ . . .⇥ (ba

n

)c])c = bb.
Note that this theorem tells us that, viewed as operations on

the clopens of the dual space, any normal operator/dual operator is
given as in Kripke semantics. Specifically, a unary normal operator
is given by

⌃(ba) = {x 2 X | 9y (xRy and y 2 ba},
and a unary normal dual operator is given by

⇤(ba) = {x 2 X | 8y (xRy implies y 2 ba}.
Let us briefly reconsider the predicate transformer wp(S, ) in

the light of extended duality. Note that wp(S, ) is not normal
as an operator on ⌦(X) (or P(X)). This is because the relation
defining it is on X

S

⇥X so that ⇤
RS : P(X)!P(X

S

) so that
wp(S,X)=X

S

6=X in general. The usual way in duality theory
of dealing with non-normality is to add a new top or bottom to
the lattice (which amounts to adding a new (topologically isolated)
bottom or top, respectively, to the space. Indeed, in (Plotkin 1980),
since wp(S,>)=> is not true in general, a new top is added to
⌦(X) by adding a new bottom to the dual domain.

In addition, wp(S, ) is strict. This is a well-known axiom in
modal logic (along with those for S4 and S5 etc). These all have
first-order correspondents. That is, they hold of the modal operator
if and only if the dual relation satisfies a certain first-order property.
For strictness, the first-order correspondent is totality of the relation
(indeed, the domain is all of X

S

because X
S

is by definition the set
of states for which R

S

surely terminates).
The continuity property of wp(S, ) falls outside the setting of

Stone/Priestley duality – strictly speaking, the whole example does
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as it pertains to the ⌦-Pt duality, but the parts discussed so far
fit also within the finitary dualities. We will comment on wp(S, )
again in Section 4 since all the axioms for this operation are of such
a form that the algebras may be seen as ‘algebras for a functor’ and
then the particular duality is just a parameter. Before going there
we treat an application that does not lend itself as readily to the
algebras for a functor point of view.

3.1 Application of duality to automata and regular languages
While it is thoroughly established that Stone duality is a central tool
in semantics, there have been very few direct links with more algo-
rithmically focused areas of computer science. The recent realisa-
tion that the algebraic methods of automata theory may be seen as
a special instance of Stone duality (Gehrke, Grigorieff & Pin 2008)
has opened up a new perspective on this point. As I hope to be
able to show in Sections 4.3 and 5, this connection allows for vast
generalisations and provides an opportunity to import methods and
insights from semantics into various areas of the theory of formal
languages.

In this subsection, we show that the basic building blocks of
algebraic automata theory may be viewed as instances of duality
theory. For an in depth duality theoretic account and further results
on the connection between topological algebra and Stone/Priestley
duality, we refer to (Gehrke 2016).

The cornerstone of the algebraic approach to automata and reg-
ular languages is the fact that one may assign, to each automaton,
and more specifically to each regular language L over a finite al-
phabet ⌃, a finite monoid S(L), known as the syntactic monoid
of L. This monoid is a quotient of the free monoid ⌃⇤ and the
quotient map '

L

: ⌃⇤ !S(L), known as the syntactic morphism,
recognises L in the sense that L='�1

L

(P ) for some P ✓S(L).
From an extended duality point of view, the monoid operation

on ⌃⇤ yields operations on P(⌃⇤). In modal logic, one would focus
on the corresponding normal operator

⌃·(K,L) = {w 2 ⌃⇤ | 9u 2 K and v 2 L with uv = w} = KL,

which is the well-known concatenation product of languages. But,
in an automaton, the dynamics is given by (non-deterministically)
‘multiplying by a letter’, accordingly (as identified in Section 2.1
display (1)), on the dual, the pertinent operations should be adjoint
to concatenation. A binary operation may or may not have either
of two adjoints, called left and right residuals. The concatenation
product of languages has both and they are given by

8H,K,L (HK ✓ L () K ✓ H\L () H ✓ L/K).

Notice that residuation by singletons are the unary operations
known as quotients in language theory

{u}\L= {v|uv 2L}:=u�1L and L/{v}= {u|uv 2L}:=Lv�1.

Now consider a finite state automaton A = (Q,⌃, �, I, F ) with
�✓Q⇥⌃⇥Q and I, F ✓Q arbitrary and let L be the language
recognised by A, then, for a2⌃, the language a�1L is recognised
by (Q,⌃, �, I 0, F ), obtained from A by just changing the set of
initial states to I 0 = {q | 9q0((q, a, q0)2 � and q0 2 I)}. Similarly
La�1 is recognised by (Q,⌃, �, I, F 0) where F 0 is obtained by
moving forward along transitions labelled by a from F . Thus, for a
language given by an automaton, closing under quotients by words
just moves the initial and final states around in the ‘underlying
machine’. Accordingly, the set

Q(L) = {u�1Lv�1 | u, v 2⌃⇤} is finite.

Definition 13. A (Boolean) residuation ideal of P(⌃⇤) is a
(Boolean) sublattice which is closed under residuation with arbi-
trary denominators, that is, it is closed under the operations S\( )
and ( )/S for all S✓⌃⇤. For L✓⌃⇤, we denote by B(L) the

Boolean residuation ideal generated by L. Note that a residuation
ideal is in particular a residuation subalgebra of P(⌃⇤) (i.e. closed
under \ and /) but need not be closed under the concatenation
product.

Using the fact that the quotienting operations u�1( ) are Boolean
homomorphisms and that S\( )=

T
u2S

u�1( ) (and similarly on
the right), we obtain the following proposition.

Proposition 14. If L is a language recognised by some automaton,
then B(L) is the BA generated by Q(L) and is thus finite.

Now the following extended discrete duality result is pertinent.

Theorem 15. There is a one-to-one correspondence between finite
Boolean residuation ideals of P(⌃⇤) and finite monoid quotients of
⌃⇤. In particular, for L recognised by an automaton, the dual of the
residuation algebra (B(L), \, /) is the syntactic monoid S(L) and
the discrete dual of the embedding B(L) ,!P(⌃⇤) is the syntactic
morphism '

L

: ⌃⇤ ⇣S(L).

The idea of the proof is as follows: If B ,!P(⌃⇤) is a finite
Boolean residuation ideal, then, by discrete BA duality, the dual
of B is a finite set X and the duals of the residuation operations \
and / are ternary relations on X . It is well-known that if two opera-
tions are related by adjunction (contravariant or not), then their dual
relations are the same, up to rearrangement of the order of the co-
ordinates. So \ and / give, up to rearrangement of the coordinates,
one ternary relation R✓X3. Now, what seems like a strange thing
from the perspective of extended duality theory happens: with a
well-chosen order of the coordinates, R is functional, that is, it is
the graph of a binary operation · : X2 !X . This binary operation,
which is the relation dual to the residuals, is the monoid operation
of X . Finally, the fact that the embedding B(L) ,!P(⌃⇤) has the
property of a residuation ideal corresponds via duality to the quo-
tient map ⌃⇤ ⇣X being a monoid morphism.

Quite a number of consequence may be derived from Theo-
rem 15. For one, using the fact that a monoid morphism ' : ⌃⇤ !F
to a finite monoid may be seen as a special automaton, we obtain
the classical result that a language L✓P(⌃⇤) is recognised by an
automaton if and only if it is recognised by a finite monoid.

Another consequence of Theorem 15 is the universal property
of the syntactic morphism: L is recognised by some finite monoid
quotient ' : ⌃⇤ !F if and only if L belongs to the residuation
ideal B dual to ', which in turn is equivalent to B(L) being
contained in B. But B(L) ,!B, again by duality, is equivalent to
'

L

factoring through '. That is, L is recognised by ' if and only
if '

L

factors through it.
A slightly more involved consequence of Theorem 15 is the

following theorem.

Theorem 16. (Gehrke, Grigorieff & Pin 2008) The dual of the
Boolean residuation algebra (Reg(⌃⇤), \, /) of all languages over
⌃ recognised by automata is the profinite completion c⌃⇤ of the free
monoid ⌃⇤.

The idea of the proof is as follows: given the equivalence of
recognition by automata and by finite monoids, and the fact that
recognition by a finite monoid quotient is equivalent to belonging
to the dual residuation ideal, we see that Reg(⌃⇤) is given by

Reg(⌃⇤)=
[

{'�1(P(F )) | ' 2 Hom(⌃⇤, F ) and F finite}.

Noting that this is a directed union, we see that Reg(⌃⇤) is in
fact the filtered colimit of its finite residuation ideals, and thus,
by extended Stone duality, the dual of Reg(⌃⇤) is the directed
limit of the finite quotients of ⌃⇤. The latter is, by definition, the
profinite completion of ⌃⇤. For a detailed proof along these lines
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of the following slightly more general theorem, see (Gehrke 2016,
Theorem 4.5).

Theorem 17. The profinite completion of any abstract algebra
including its operations is the dual of the residuation algebra based
on the recognisable subsets of the algebra.

In (Gehrke 2016), a more general theorem is proved, namely
that all topological algebras, of any type, based on Boolean
spaces are, up to isomorphism, the extended Stone duals of cer-
tain Boolean residuation algebras thus obtaining a duality between
algebras and algebras. This is surprising from the point of view
of duality theory as an algebraic operation f : X⇥ . . .⇥X !X
on the dual space of a BA A yields coalgebra structure on A in
the form of a homomorphism h : A!A � . . . � A where � is
coproduct (which is not an easy construction to deal with for lat-
tices and Boolean algebras). This, more direct duality theoretic
approach was taken by Rhodes and Steinberg who independently
introduced a bialgebraic and duality-theoretic approach to profinite
semigroups (Rhodes & Steinberg 2009, Chapter 8). Their point of
view, based on Boolean rings rather than Boolean algebras, identi-
fies deep connections with classical algebra.

Related work in a coalgebraic setting has been very active
in the last few years producing results, e.g. on minimisation for
more general structures such as Markov processes, and generali-
sations of Eilenberg type theorems in various categorical settings
(Bonchi et al. 2014; Kozen et al. 2013; Adamek et al. 2015). Fur-
ther, in model theory and in the model theoretic and universal
algebraic approach to Constraint Satisfaction Problems (CSP) a
number of recent results use topological structure on term clones
(Bodirsky & Pinsker 2015). See (Gehrke & Pinsker 2016) for the
connection with Eilenberg-Reiterman theory.

3.2 Beyond regular languages
An exciting consequence of the fact that recognition and syntactic
monoids are instances of Stone duality is that it opens the way for
extending these notions to arbitrary languages. The foundations of
such an extension were laid in (Gehrke, Grigorieff & Pin 2010) in
terms of certain monoids equipped with uniform structure. Here we
give an equivalent notion, developed in (Gehrke, Petrişan & Reggio
2016), which is better suited for applying the tools of duality theory.

When only regular languages are considered, all Boolean alge-
bras considered are subalgebras of Reg(⌃⇤) and thus all pertinent
spaces are quotients of the free profinite monoid. Once we broaden
the scope and consider arbitrary languages, the ambient Boolean
algebra is P(⌃⇤) and thus its dual space plays a central rôle. The
dual space of P(⌃⇤), which we denote by �(⌃⇤), is also the Stone-
Čech compactification of the discrete space on ⌃⇤. The embedding
of ⌃⇤ in �(⌃⇤) is given by identifying w2⌃⇤ with the point cor-
responding to the principal ultrafilter F

w

={S✓⌃⇤ |w2S}. The
clopen sets of �(⌃⇤) are of course the bL= {x2�(⌃⇤) |L2F

x

}
for L2P(⌃⇤) but this is also the topological closure L viewing L
as a subset of �(⌃⇤) via the embedding of ⌃⇤ in �(⌃⇤).

Given a homomorphism h :A!P(⌃⇤) of BAs, by duality, we
get a continuous map St(h):�(⌃⇤)!X , where X is the dual of A.
In particular, if f :⌃⇤!S is a set map then f�1 :P(S)!P(⌃⇤)
is a BA homomorphism and its dual St(f�1) : �(⌃⇤)!�(S) is a
continuous extension of f . The fact that �(⌃⇤) is also the Stone-
Čech compactification of the discrete space ⌃⇤ tells us a bit more:
If f : ⌃⇤!X is any set map into any compact Hausdorff space
X , then f has a unique continuous extension �(f) : �(⌃⇤)!X . In
the case of f :⌃⇤!S a set map, viewing f as mapping into �(S),
we obtain �(f) : �(⌃⇤)!�(S), and �(f) is of course one and the
same map as St(f�1). Thus we will write �(f) for St(f�1) in
this setting.

Recall that, from the duality point of view, the syntactic monoid
is the dual of the residuation ideal B(L) (Definition 13) and that,
for a regular language, this is the Boolean algebra generated by
Q(L) (Proposition 14). Classes of languages of interest in com-
plexity theory, such as Boolean circuit classes, are typically closed
under the quotient operations u�1( ) and ( )u�1 but not under
residuation with respect to arbitrary denominators. Thus, it is ap-
propriate to consider ⌃⇤ as equipped with left and right actions of
itself, whose components, for each w2⌃⇤, are

�
w

: ⌃⇤ ! ⌃⇤, u 7! wu and ⇢
w

: ⌃⇤ ! ⌃⇤, u 7! uw.

This is a biaction of ⌃⇤ on itself in the sense that these actions are
compatible in that �

u

(⇢
w

(v)) = u(vw) = (uv)w = ⇢
w

(�
u

(v)).
The duals of these actions are the left quotients and right quo-

tients u�1( ) and ( )u�1 and these are homomorphisms and com-
patible ⌃⇤-actions on P(⌃⇤). Dualising again, we see that �(⌃⇤)
is equipped with (compatible and continuous) left and right ⌃⇤-
actions, which extend the action on ⌃⇤.

Given a Boolean subalgebra B of P(⌃⇤) closed under left and
right quotients by words, when dualising we get a quotient space
⌧ : �(⌃⇤)⇣X and the duals of the restricted quotient operations
yield compatible actions, which we also call �(�

w

) and �(⇢
w

), re-
spectively, and the following diagrams commute as the dual ones do

�(⌃⇤) �(⌃⇤) �(⌃⇤) �(⌃⇤)

X X X X.

�(�w)

⌧ ⌧

�(⇢w)

⌧ ⌧

�(�w) �(⇢w)

Taking M = ⌧ [⌃⇤] one may show that the dual of B and the
quotient map ⌧ : �(⌃⇤)⇣X belong to the following category.

Definition 18. A Boolean space with an internal monoid is a pair
(X,M) consisting of

• a Boolean space X ,
• a dense subspace M equipped with a monoid structure,
• a biaction of M on X with continuous components extending

the biaction of M on itself.

A morphism between two Boolean spaces with internal monoids
(X,M) and (Y,N) is a continuous map f : X !Y such that f
restricts to a monoid morphism M !N .

One may then show that morphisms are in fact also biaction-
preserving maps.

Definition 19. Let ⌃ be a finite alphabet, let L2P(⌃⇤) be a lan-
guage, and let f : (�(⌃⇤),⌃⇤)! (X,M) be a morphism of space
with internal monoids. We say that L (or bL) is recognised by the
morphism f if there is a clopen C ✓X such that bL= f�1(C).
Moreover, the language L is recognised by the space (X,M) if
there is a morphism (�(⌃⇤),⌃⇤)! (X,M) recognising L. Sim-
ilarly, we say that a morphism (or a space) recognises a Boolean
algebra if it recognises all its elements.

With this definition of recognition, each L2P(⌃⇤) has a syn-
tactic space and a syntactic morphism which is the space with an
internal monoid and the quotient morphism dual to the Boolean
subalgebra of P(⌃⇤) closed under quotients generated by L. As
in the regular setting, the syntactic morphism of L has a univer-
sal property in that it factors through any morphism recognising L
(Gehrke, Grigorieff & Pin 2010, Section 3).

We will see in each of the following sections how this extended
notion of recognition can be applied to study classes of not neces-
sarily regular languages.
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4. Hyperspaces
4.1 Algebras and coalgebras for a functor
Some categories of DLs, BAs, or frames with additional operations
may be identified as the category of all algebras for a functor on
DLs, BAs, or frames, respectively. In such cases, the dual category
consists of the coalgebras for the dual functor.

Definition 20. Let C be a category and F : C! C a functor. An
F -algebra (or an algebra for the functor F ) is a pair (A, f) where
A is an object from C and f : F (A)!A is a morphism from C. A
homomorphism h : (A, f)! (B, g) of F -algebras is a morphism
h : A!B in C so that h � f = g � F (h).

An F -coalgebra (or a coalgebra for the functor F ) is a pair
(A, f) where A is an object from C and f : A!F (A) is a mor-
phism from C. A morphism h : (A, f)! (B, g) of F -coalgebras is
a morphism h : A!B in C so that F (h) � f = g � h.

A DL expansion (DLE) is an algebra (A, (fA)
f 2�

) where A is
a DL and � is a signature of additional operations. A class of such
algebras may be seen as algebras for a functor on DL whenever it
is given by a set ⌃ of rank 1 identities.

An identity s(x)⇡ t(x) in the combined signature of DLs and
�, is said to have rank 1 provided there is no nesting of operations
from � in the equation and each variable occurrence is in the scope
of exactly one operation symbol from �. Thus all the equations
mentioned in Section 3 (strictness, normality, operator, . . . ) are
of rank 1. Heyting algebras (HA) are DLs expanded by a single
binary operation, namely implication. Quite a number of equational
properties of HAs are of rank 1, e.g.

x ! x ⇡ 1

x ! (y ^ z) ⇡ (x ! y) ^ (x ! z)

(x _ y) ! z ⇡ (x ! z) ^ (y ! z),

but, crucially, some are not, e.g. 1 ! x ⇡ x.
Given a set ⌃ of rank 1 equations in a DLE signature �, a

functor F on DL is obtained as follows. For a DL A, one defines
F (A) by generators and relations. The generating set is

G(A) = {f(a) | f 2 �, a 2 Aar(f)}
(here the f(a) are just formal objects). Thus we take the free DL
on G, call it F

DL

(G). The relations are the ones in

R(A) = {(s(a), t(a)) | s(x) ⇡ t(x) 2 ⌃, a 2 A|x|}
where, in ‘plugging-in’ a in terms s and t, any DL operations in the
scope of operations from � are carried out in A, and any outside
are interpreted in F

DL

(G). For example, if we would want to see
DLs expanded with an implication satisfying just the one equation
x! (y ^ z) ⇡ (x! y) ^ (x! z), we would have, for a DL A

F (A) = F
DL

(a ! b | a, b 2 A)/✓(R(A))

where ✓(R(A)) is the DL congruence generated by

R(A)={(a ! d, (a ! b)^(a ! c)) | a, b, c, d 2 A and d= b^c}.
For a DL homomorphism h : A!B we obtain a DL homomor-

phism from F
DL

(G(A)) to F
DL

(G(B))/✓(R(B)) by

f(a) 7! [f(h(a1), . . . , h(a
ar(f)))]✓(R(B)).

Then by noticing that it factors through ✓(R(A)), we obtain a DL
homomorphism F (h) : F (A)!F (B).

Now given a DLE (A, (fA)
f 2�

) satisfying a set ⌃ of rank
1 equations, we obtain a corresponding F -algebra on A. To see
this, define a map from F

DL

(G(A)) to A by f(a) 7! fA(a) and
notice that, since A satisfies ⌃, it factors through ✓(R(A)) and
thus gives a DL homomorphism from h : F (A)!A. Conversely,

given an F -algebra (A, h) we obtain a DLE satisfying ⌃ by defin-
ing fA(a) := h([f(a)]

✓(R(A))) and these assignments are inverse
to each other. Similarly one may show that the DLE homomor-
phisms between two DLEs are exactly the F -algebra homomor-
phisms between the corresponding F -algebras thus establishing an
isomorphism between the category of DLEs satisfying ⌃ and the
category of F -algebras. For more details see (Bonsangue & Kurz
2006; Kurz & Rosicky 2012).

Now given a functor F on a category which is involved in a
duality with another category, we of course get a dual functor T on
the dual category by pre- and post-composing with the two functors
of the duality. Further, it is easy to see that the dual of an F -algebra
based on A is a T -coalgebra based on the dual of A.

Example 21 (Modal algebras and the Vietoris functor). Modal
algebras (B,⇤), that is, BAs with a single unary normal dual
operator are given by rank 1 axioms and are thus algebras for a
functor. Following the recipe given above it is not hard to see that
the corresponding functor on BA is

F (B) = free BA over the finite meet semilattice reduct of B

The dual of F , which must send X to a space homeomorphic to
St(F (Clop(X))), may be seen as the restriction of the Vietoris
functor, first defined in (Vietoris 1922), to Boolean spaces. The
Vietoris functor sends a Boolean space X to the space

V(X) = {F ✓ X | F is closed in X}
equipped with the topology generated by the subbasis of sets ⇤U
and ⌃U for U clopen in X , where

⇤(U) = {F 2 V(X) | F ✓ U}
and

⌃(U) = {F 2 V(X) | F \ U 6= ;} = (⇤(Uc))c

The action of V on continuous maps is simply given by forward
image. As it will be useful later, we also observe that Pfin(X), the
set of finite subsets of X , is dense in V(X).

The connection between the Vietoris functor and modal alge-
bra goes back to (Esakia 1974). See also (Johnstone 1982, Chap-
ter III.4) as well as (Abramsky 2005; Venema & Vosmaer 2014) for
overviews of the rôle of the Vietoris construction in computer sci-
ence and logic.

Coalgebra is a natural setting for studying and modelling tran-
sition systems. What’s more, by varying the functor as well as the
underlying category, one can obtain a uniform theory of a wide
range of transition systems in computer science, such as proba-
bilistic systems, quantum systems etc. From this point of view, the
coalgebras come first, and if the underlying category is in a duality,
then the algebras for the dual functor provide a logic for specifica-
tion for the coalgebras, much as outlined above. The ensuing area
of coalgebraic logic is an active area with strong ties to (extended)
Stone/Priestley duality (Cı̂rstea et al. 2011).

4.2 Hyperspaces in denotational semantics
The problem of modelling weakest precondition in denotational se-
mantics lends itself well to the algebras/coalgebras for a functor
point of view. The relational semantics, as in (2), may be captured
on (spatial) frames by the axioms of strictness, being a dual opera-
tor, and continuity, and, when adding a bottom to the domains, we
may assume normality. Now as these axioms are all of rank 1, we
may see these frames with additional structure as the algebras for
a functor – or via ⌦-Pt duality, we may see the denotational se-
mantics of weakest precondition directly as the coalgebras for the
dual functor on sober spaces. Since the axioms required are closely
related to those of modal logic, it is not surprising that the appropri-
ate functor is a kind of hyperspace construction closely related to
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Vietoris. This was first realised and worked out for flat domains in
(Plotkin 1980) and generalised and fully identified as a topological
phenomenon in (Smyth 1983).

Let A be a frame. The functor F for which F -algebras corre-
spond to frame expansions (A,⇤) satisfying

⇤? ⇡ ? ⇤> ⇡ > ⇤(a ^ b) ⇡ ⇤a ^⇤b (4)

(i.e. weakest precondition without the continuity property) is given
by

F (A) = FFr ({⇤a | a 2 A})/✓(R(A))

where

R(A) ={(⇤?A,?), (⇤>A,>)}
[ {(⇤c,⇤a ^⇤b) | a, b, c 2 A with c = a ^ b}

(Frames are not (finitary) algebras because of the arbitrary joins,
but free objects relative to geometric theories exist, see (Johnstone
1982, Chapter II.2.11) and (Vickers 1993) for a general introduc-
tion). It is not hard to see that in this case F (A)=FW+((A,^))
where FW+ denotes the free completion of A (as either a poset or
a meet semilattice) by non-empty joins. Concretely, This may be
obtained as the frame of non-empty downsets of A. Denote the set
of proper filters of A by Filtpr (A). Since completely join prime
filters must be witnessed by the elements of A which they contain,
and since all elements of A except ?A are completely join prime
in FW+((A,^)), we have:

Proposition 22. (Smyth 1983, Theorem 4.1) Let A be a frame
then Pt(FW+((A,^))) ⇠= Filtpr (A) equipped with the topology
generated by the sets

ba = {F | a 2 F}.
Now let X and Y be sober spaces. Noticing that FW+((A,^)) is

a spatial frame and applying Proposition 22 in the case A = ⌦(Y )
we obtain

{⇤ :⌦(Y )!⌦(X)|⇤ satisfies (4)} $ HomFr (FW+(A),⌦(X))

$ [X , Filtpr (⌦(Y )) ]

where [ , ] stands for the set of continuous functions from the first
space in question to the second. Finally, if we also want the ⇤ op-
erations to be Scott continuous, then it is not difficult to see that the
space of points needs to be cut down to the proper filters which are
Scott open, but by the celebrated theorem of (Hofmann & Mislove
1981), these correspond to the non-empty compact subsets of
⌦(Y ) with the topology generated by the ⇤(U)= {K|K ✓U}
for U 2⌦(Y ), which is the Smyth powerdomain.

Another area where duality, and in particular duality for func-
tors, has played a central rôle, is the search for solutions to do-
main equations. Scott’s original example of a domain satisfying
Y = [Y !Y ] is obtained as a (special) directed limit of finite
posets. Thus it is a Stone space (see Section 2.6) even though this
was not used explicitly. One may view the constructors, such as
function space, sums and products, and compositions of these as
functors, and then solutions are fixed points of such functors. An al-
gebra for a functor, h : F (A)!A, may be seen as a pre-fixed-point
(Smyth & Plotkin 1982), and in fact, it is not hard to see that an ini-
tial (or free) F -algebra must be a fixed point for F . So the question
becomes whether such functors have initial algebras (or terminal
coalgebras – depending on the direction one considers for the mor-
phisms). Clearly, the function space [ , ] is the main problem, and
early on (Plotkin 1976) identified a category of domains, the SFP
domains, which is closed under function space. (Larsen & Winskel
1991) realised that dual objects (in the form of information sys-
tems) made the existence of fixed points via countable colimits un-
problematic. While these early contributions may in retrospect be

seen as hinging on duality, the duality was not used or identified
explicitly. This development culminated in the Domain Theory in
Logical Form (DTLF) of (Abramsky 1991), where a uniform result
on solving domain equations was identified as arising via Stone du-
ality.

The idea of DTLF is the following: As discussed in Sec-
tion 2.5, the algebraic domains satisfying property M (also known
as 2/3SFP domains) are Stone spaces in their Scott topology – the
SFP domains form a subcategory of these, and the dual category of
DLs is equipped with a functor dual to the function space construc-
tion on SFP. It is a construction akin to adding an implication-like
operation, i.e it is order reversing in one coordinate, but on the level
of the DLs it is not contravariant. The algebras for this functor are
finitary algebras and thus the existence of free algebras, and hence
fixed points of the functor is unproblematic.

Apart from placing the previous work on domain equations in a
uniform and conceptually simple environment, the casting of DTLF
in Stone duality identified domains, which are denotational seman-
tic models of computation, as dual to the corresponding DLs (pre-
sented by Abramsky in a generators and relation format akin to
sequent calculi for logics) – which he identified as a kind of pro-
gramme logic for specification. Thus, DTLF provides a mathemati-
cally precise result identifying behavioural models as dual to logics
for specification.

This is by no means the end of that story. The handbook chapter
(Abramsky & Jung 1994) has greatly expanded the theory laying
the groundwork for a theory based on continuous domains rather
than merely algebraic ones. However, fully generalising DTLF
to the continuous setting, and in particular giving an account of
systems with probabilistic effects in this vein, is still an ongoing
topic of research (Jung 2013).

4.3 Schützenberger products
The theory of formal languages is related to logic through Büchi’s
logic on words. A word w2⌃⇤ over a finite alphabet ⌃ may be
seen as a relational structure based on the set {0, . . . , |w|� 1}.2
This structure is equipped, at least, with a unary predicate for each
letter a2⌃, which holds at i if and only if w

i

= a. In addition the
words may be considered as equipped with various other predicates
such as (uniform) numerical predicates, which are simply predi-
cates on the natural numbers that, by restriction, also live on the
domain {0, . . . , |w|� 1} of w viewed as a structure. Now given a
sentence � (in a language interpretable over words as structures),
the set L� of all words satisfying � is a language over ⌃. Büchi’s
result on finite words shows that the languages given by monadic
second order (MSO) sentences in the logical language with the let-
ter predicates and the numerical predicate < are precisely the lan-
guages recognised by automata. In descriptive complexity theory,
characterisations of many complexity classes beyond the regular
setting in terms of corresponding logic fragments have been given
(Immerman 1998).

Sentences of a logical calculus are built up from atomic for-
mulas by application of logical connectives. Thus one can build
up the corresponding classes of formal languages by understand-
ing the effect of adding a layer of connectives. This is particularly
interesting for quantifiers. In the theory of regular languages, as
well as their interaction with Boolean circuit classes, the connec-
tion between recognition by a block-product of monoids (a form of
bilateral semidirect product) and quantification has served as a cen-
tral tool in the study of classes given by logic fragments (Straubing
1994), see also (Tesson & Thérien 2007) for an introductory survey.

The material in the remainder of this section comes from the
paper (Gehrke, Petrişan & Reggio 2016). In particular, we introduce

2 |w|2N denotes the length of the word w = w0 · · ·w|w|�1 2⌃⇤.

20



the unary Schützenberger product for spaces with internal monoids
and show that it is dual to adding a layer of quantification on the
language side (Theorem 26).

Given a formula � with one free first-order variable x, the set
of word models of � may naturally be given as a subset of the set
⌃⇤⌦ N of words in ⌃⇤ with a marked spot defined by

⌃⇤ ⌦ N := {(w, i) 2 ⌃⇤ ⇥ N | i < |w|}.
Such a marked word (w, i) is a model of � provided w satisfies �
under the interpretation in which x points to the ith position.

The set ⌃⇤⌦ N does not have a suitable monoid structure, only
a ⌃⇤-biaction structure: For v 2⌃⇤, the components of the left and
right actions are given by

�
v

(w, i) := (vw, i+ |v|),
⇢
v

(w, i) := (wv, i).

However, ⌃⇤ ⌦ N embeds in the free monoid over the extended
alphabet ⌃⇥ 2 via the map

�1 : ⌃
⇤ ⌦ N ! (⌃⇥ 2)⇤

(w, i) 7! w(i),

where w(i) is defined by it being a word of the same length as w
and

(w(i))
j

:=

⇢
(w

j

, 0) if i 6= j < |w|
(w

i

, 1) if i = j.

This is an embedding of sets with biactions of ⌃⇤ if we define the
left and right actions of ⌃⇤ on (⌃ ⇥ 2)⇤ as given by the monoid
embedding �0 : ⌃

⇤ ! (⌃ ⇥ 2)⇤, w 7!w0, where w0 has the same
length as w and

(w0)
j

:= (w
j

, 0) for each j < |w|.
This allows us to define L� as a language in the extended alphabet
⌃⇥2: It is of the set of words which are images under �1 of marked
words satisfying �. Thus L� is always a subset of the language
Im(�1) = (⌃⇥{0})⇤(⌃⇥{1})(⌃⇥{0})⇤, see (Straubing 1994)
for more details. Now consider the span

⌃⇤ ⌦ N

⌃⇤ (⌃⇥ 2)⇤
⇡

�1

where ⇡ is the projection on the first coordinate. Then L9x� is
obtainable from L� via this span in the sense that

L9x� = ⇡[��1
1 (L�)].

The following problem is fundamental in the study of formal lan-
guages given by logic fragments: Given a space with an internal
monoid recognising L�, we would like to identify a space with
an internal monoid recognising L9x�. Assume that a language
L✓ (⌃⇥ 2)⇤ is recognised by a morphism of Boolean spaces with
internal monoids

⌧ : (�(⌃⇥ 2)⇤, (⌃⇥ 2)⇤) ! (X,M).

Let B be the dual of X . We obtain the following diagram

P(⌃⇤ ⌦ N)

P(⌃⇤) P((⌃⇥ 2)⇤)

B

⇡

�1

⇡[ ]
�

�1
1

⌧

�1

and we define L9 = ⇡[��1
1 (L)]. Since forward image under ⇡

is a normal operator, so is ( )9 � ⌧�1. Therefore the dual of this
operation is a ⌃-relation, or equivalently, given by a continuous
map into the Vietoris space of X . This map

⇠1 : �(⌃
⇤) ! V(X) (5)

is given by the composition ⌧ � ��1 � (�⇡)�1, or equivalently as
the unique continuous extension of the map ⇠1 : ⌃

⇤ !Pfin(M)
defined for w2⌃⇤ by

⇠1(w) = ⌧ [�1[⇡
�1(w)]].

The set of L9 for L=⌧�1(C) for some C clopen in X , is not
closed under intersections nor under complements. More impor-
tantly, the BA generated by these languages is not closed under the
quotient operations. However, using the map �0 one can describe
the Boolean algebra with quotients generated by the languages L9,
for L coming from the Boolean algebra B in terms of the embed-
dings of B and of the L9’s in P((⌃⇥ 2)⇤). By duality this yields a
construction of a recognising space with an internal monoid based
on the Cartesian product of X and V(X).

Definition 23. Let (X,M) be a Boolean space with an inter-
nal monoid. The unary Schützenberger product of (X,M) is the
pair (⌃X,⌃M), where ⌃X is the space V(X)⇥X equipped with
the product topology and ⌃M is the bilateral semidirect product
Pfin(M) ⇤M of the monoids (Pfin(M),[) and (M, ·). Explicitly,
the underlying set of ⌃M is the Cartesian product Pfin(M)⇥M ,
and the operation on Pfin(M) ⇤M is given by

(S,m) ⇤ (T, n) := (S · n [m · T,m · n).
The biaction of ⌃M on ⌃X is given by

(S,m)(K,x) := (Sx [mK,mx)

and
(K,x)(T, n) := (Kn [ xT, xn).

Here Sx = {m0x |m0 2S} and mK = {mx0 |x0 2K} are both
defined using the left action of M on X . Similarly the right action
of ⌃M on ⌃X is defined from the right action of M on X .

Lemma 24. Let (X,M) be a Boolean space with an inter-
nal monoid. The unary Schützenberger product (⌃X,⌃M) is
a Boolean space with an internal monoid and the projection
⇡2 : ⌃X !X onto the second component is a morphism of Boolean
spaces with internal monoids.

We have the following result which shows that the unary
Schützenberger product recognises L9 whenever the original space
recognises L.

Proposition 25. If ⌧ : (�(⌃ ⇥ 2)⇤, (⌃ ⇥ 2)⇤)! (X,M) is a
morphism of Boolean spaces with internal monoids recognising
L�, then there is a morphism ⇠ : (�(⌃⇤),⌃⇤)! (⌃X,⌃M) with
first coordinate equal to ⇠1 of (5) so that ⇠ recognises L9x.� and
the following diagram commutes.

�(⌃⇤) ⌃X

�(⌃⇥ 2)⇤ X

⇠

��0 ⇡2

⌧

In fact, not only does the unary Schützenberger product recog-
nise existential projections, it is minimal in doing so in the sense of
the following theorem – which, for technical reasons, is expressed
in terms of semigroups rather than monoids.

Given a Boolean space with an internal semigroup (X,S), let
B(X,⌃) denote the Boolean algebra generated by the languages
in P(⌃+) recognised by (X,S). Further, for a subset S of a BA,
denote by <S>BA the Boolean subalgebra generated by S.

Theorem 26. Let (X,S) be a Boolean space with an internal
semigroup, and let B(X,⌃ ⇥ 2)9 denote the Boolean subalgebra
of P(⌃+) closed under quotients generated by the family

{L9 | L2B(X,⌃⇥ 2)}.
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Then

B(⌃X,⌃) = <B(X,⌃) [ B(X,⌃⇥ 2)9>BA.

Schützenberger did not consider the unary product given above
but a closely related binary variant for pairs of finite monoids
(Schützenberger 1965). This binary product was later generalised
to an n-ary construction for arbitrary n in (Straubing 1981), but the
unary version given there is trivial (i.e ⌃M :=M ). In the (pro)finite
monoid literature, Schützenberger product is mainly considered
for recognition of concatenation products of languages, and block-
products are used for recognition of existential projections (Straub-
ing 1994, Lemma VI.1.2). Interestingly, as seen above, duality
shows that unary Schützenberger product is naturally linked to
quantification as it is dual to it.

In (Gehrke, Petrişan & Reggio 2016) a version for Boolean
spaces with internal monoids of the binary Schützenberger product
is also given and a generalisation of Reutenauer’s Theorem stating
that it recognises precisely the ‘marked concatenation products’
L1aL2, where L

i

is recognised by X
i

and a2⌃, is proved. Fur-
ther, it is shown that the unary product is a quotient space of the
binary product.

5. Equations
Syntactic monoids were introduced into the theory of regular lan-
guages early on by Myhill, and Rabin and Scott, and their power
was established by Schützenberger’s effective characterisation of
star free languages based on syntactic monoids (Schützenberger
1965): Star free languages have a number of nice characterisations,
e.g. as the languages given by expressions built up from the letters
using concatenation and the Boolean connectives, or in terms of
Büchi’s logic on words as the model classes of first-order sentences
in the logical language with the letter predicates and the numerical
predicate <, but none of these descriptions allows one to decide
whether or not the language given by an automaton is star free or
not. Schützenberger showed that a language is star free if and only
if its syntactic monoid is aperiodic (for all m2M there exists an
n so that mn+1=mn). Combined with the fact that the syntactic
monoid of a language is effectively computable given an automaton
recognising it, it follows that star freeness is a decidable property.

Analysing the example of star free languages, one sees that it
is essential that the corresponding class of monoids is given by an
equation-like property which one can effectively check in a finite
monoid. This property is easily seen to define a pseudovariety, that
is, the finitary version of Birkhoff’s varieties for abstract algebras:
a class of similar finite algebras closed under homomorphic im-
ages, subalgebras, and finite products. Eilenberg’s celebrated va-
riety theorem (Eilenberg 1976) supplied a general framework in
which to apply the strategy of Schützenberger’s result by character-
ising those classes of regular languages for which the correspond-
ing class of monoids is a pseudovariety and the method has proved
very successful in producing decidability results. One may wonder
whether all pseudovarieties are given by such nice properties as the
one for aperiodicity. Here Reiterman’s theorem (Reiterman 1982)
gives a partial answer by supplying a generalisation of Birkhoff’s
variety theorem from universal algebra: It states that pseudovari-
eties of finite algebras are precisely the ones given by profinite
equations (Reiterman 1982). Profinite equations being pairs of el-
ements of the profinite completion of a free monoid. For example,
aperiodicity is given by the profinite equation x!+1 ⇡ x! . Here,
( )! is the continuous function, available on any compact topolog-
ical monoid, which sends an element to the unique idempotent in
the closed semigroup generated by the element.

The combination of the theorems of Eilenberg and Reiterman
allows the equational description of certain classes of regular lan-
guages and, in cases where researchers have found effective finite

equational bases, this has lead to decidable criteria for member-
ship in the corresponding classes. Given the success of the method,
the search for generalisations applicable to more general classes of
regular languages has been very active, e.g. (Pin 1995; Pippenger
1997; Straubing 2002).

The main result of (Gehrke, Grigorieff & Pin 2008) is that the
composition of the Eilenberg and Reiterman theorems is a spe-
cial instance of Stone duality for subalgebras and quotient spaces,
and in this way it allows a significant generalisation of Eilenberg-
Reiterman. For one, the direct duality route from lattices of lan-
guages to profinite equational theories is available also when the
classes of finite algebras in the middle are not. Further, it allows
a ‘local’ version (not requiring the consideration of all alphabets
at once). Further, the only necessary requirement is closure under
the lattice operations of finite intersection and union. All other de-
sired specialisations of the theorem, up to the original Eilenberg-
Reiterman combination, are obtained in a modular way by adding
requirements. The relationship between the Eilenberg and Reiter-
man theorems and the Stone duality for subalgebras and quotient
spaces may be illustrated by the following diagram.

Classes of algebras

Lattices of
languages

Equational
theories

<<

(1)

||

""

(2)

bb

//

(3)
oo

(1) Eilenberg-type theorems
(2) Reiterman-type theorems
(3) extended Priestley duality

5.1 Generalised equations for regular languages
The results presented here stem from (Gehrke, Grigorieff & Pin
2008). Detailed proofs in the more general setting of an arbitrary
variety of abstract algebras is given in (Gehrke 2016, Section 4.4).

In Section 2 we saw that, underlying the duality between spec-
ification and behaviour, there is a Galois connection between sets
of pairs of lattice elements and subsets of the dual space witnessing
the duality between surjective lattice homomorphisms and (closed)
subspace embeddings. There is a similar situation for injective lat-
tice homomorphisms and quotient maps between the dual spaces
yielding a duality between sublattices of a DL and those qua-
siorders on the dual space which correspond to its Priestley quo-
tients. Given a Priestley space X , the Priestley quotients of X are
given by quasiorders � on X extending the Priestley order of X
and satisfying the following property:

8x, y (x 6� y =) 9C clopen � -upset with x 2 C and y 62 C).

Such quasiorders are called compatible quasiorders on X . This is
the source of the profinite equations as used in the theory of regular
languages.

More specifically, the free profinite completion c⌃⇤ is the dual
space of Reg(⌃⇤) (Theorem 16). Thus there is a one-to-one cor-
respondence between the sublattices of Reg(⌃⇤) and the Priestley
quotients of c⌃⇤.

Definition 27. A profinite (lattice) equation in the alphabet ⌃ is
given by a pair of elements x, y 2 c⌃⇤ and is denoted by x! y. We
say that x! y is satisfied by L2Reg(⌃⇤), and write L � x! y
provided one and then all of the following equivalent statements
hold:
(1) L2F

y

implies L2F
x

,
(2) y 2 bL implies x2 bL,
(3) y 2L implies x2L.

Now the duality between sublattices and quotient spaces may
be stated as follows.

22



Theorem 28. The maps

P(c⌃⇤ ⇥ c⌃⇤) ! P(Reg(⌃⇤))

E 7! L
E

= {L | 8(x, y) 2 E L � x ! y}
and

P(Reg(⌃⇤)) ! P(c⌃⇤ ⇥ c⌃⇤)

S 7! EqS = {(x, y) | 8L 2 S L � x ! y}

establish a Galois connection whose Galois closed sets are the
compatible quasiorders on c⌃⇤ and the bounded sublattices of
Reg(⌃⇤), respectively.

We will say that L✓Reg(⌃⇤) is defined by a set E of equa-
tions provided L=L

E

. The fact that the Galois closed sets of reg-
ular languages are exactly the sublattices becomes the following
generalised Eilenberg-Reiterman theorem.

Corollary 29. A collection of regular languages over ⌃ is a sublat-
tice of Reg(⌃⇤) if and only if it can be defined by a set of profinite
lattice equations.

Noting that Boolean subalgebras of Reg(⌃⇤) are exactly those
for which the corresponding compatible quasiorder is an equiva-
lence relation and writing x$ y for the conjunction x! y and
y!x, we get an equational description of the Boolean subalge-
bras of recognisable subsets. We call such x$ y profinite symmet-
ric lattice equations.

Corollary 30. A collection of regular languages over ⌃ is a
Boolean subalgebra of Reg(⌃⇤) if and only if it can be defined
by a set of profinite symmetric lattice equations.

The difference between the lattice case and the Boolean case
is that we need an order relation in the lattice setting as in Priest-
ley duality. This fact was rediscovered in the theory of formal lan-
guages and automata by Pin who introduced ordered monoids and
an asymmetric notion of profinite identities (Pin 1995) without re-
alising the connection with Priestley duality.

In the original Eilenberg theorem, not only is it necessary that
the collections of recognisable sets be closed under Boolean com-
plementation, they must also be residuation ideals and be ‘closed
under inverse images of morphisms’ (see Definition 34 below).
We now proceed to give Eilenberg-Reiterman theorems for each
of these conditions separately.

Definition 31. A profinite (algebra) equation in the alphabet ⌃
is given by a pair of elements x, y 2 c⌃⇤ and is denoted by x� y.
We say that x� y is satisfied by L2Reg(⌃⇤) if and only if
L� sxt! syt for all s, t2 c⌃⇤. Similarly, we denote the symmetric
version by x ⇡ y.

Theorem 32. A collection of regular languages over ⌃ is a
(Boolean) residuation ideal of Reg(⌃⇤) if and only if it can be
defined by a set of (symmetric) profinite algebra equations.

So far our equations are ‘local’ in the sense that they are not
invariant under substitution. The last ingredient of the original
Reiterman theorem is this invariance. For this purpose we need the
following concept.

Definition 33. A class of regular languages is an assignment
⌃ 7!L(⌃) for each finite alphabet ⌃, where L(⌃)✓Reg(⌃⇤).
We call such a class a lattice class provided L(⌃) is a sublattice
of Reg(⌃⇤) for each finite alphabet ⌃. Furthermore, a class of
equations is an assignment ⌃ 7!E(⌃) for each finite alphabet ⌃,
where E✓ c⌃⇤⇥c⌃⇤. We say that a class L is given by a class of
equations E provided, for each finite alphabet ⌃, we have that
L(⌃) is given by E(⌃).

Thus Corollary 29 tells us that a class of regular languages is a
lattice class if and only if it is given by some class of equations.

Notice that given finite alphabets ⌃ and � and a homomor-
phism � : ⌃⇤ !�⇤, any regular language L over � has an in-
verse image under � which is a regular language over ⌃, where the
recognising morphism is the pre-composition by � of the recog-
nising homomorphism for L. That is, � induces a Boolean algebra
homomorphism

Reg(�) : Reg(�⇤) ! Reg(⌃⇤), L 7! ��1(L).

The Stone dual of this homomorphism is a continuous function

b� : c⌃⇤ ! c�⇤.

Since it extends �, it is in fact also the unique continuous extension
of �.

Definition 34. A lattice class L of regular languages is said to be
closed under inverse images of morphisms provided, whenever ⌃
and � are finite alphabets and � : ⌃⇤ !�⇤ is a homomorphism,
then L2L(�) implies ��1(L)2L(⌃).

A class E of equations is said to be closed under substi-
tution provided, whenever ⌃ and � are finite alphabets and
� : ⌃⇤ !�⇤ is a homomorphism, then x! y 2E(⌃) implies
b�(x)! b�(y)2E(�) .

Theorem 35. Let L be a lattice class of regular languages. Then
L is closed under inverse images of morphisms if and only if it is
given by some equational class which is closed under substitution.

Closure under the lattice operations, Boolean complement,
residuation, and inverses of morphisms are the hypotheses of the
original Eilenberg theorem. As mentioned earlier, various general-
isations have allowed the relaxation of certain of these hypotheses
while keeping others. The treatment in (Gehrke, Grigorieff & Pin
2008), for which the duality theoretic components have been given
above, is the first fully modular treatment and the first to allow the
treatment of lattices of recognisable languages without any further
properties.

The widened scope of Eilenberg-Reiterman theory has been ap-
plied within the theory of regular languages, see e.g. (Branco & Pin
2009; Kufleitner & Lauser 2011, 2012). Further, this work ap-
plies to finitary recognition beyond the setting of finite words
and this has been explored in various directions in (Gehrke 2016;
Adamek et al. 2015; Bojańczyk 2015).

5.2 Equations beyond regular languages
DLs and BAs of languages, L✓P(⌃⇤), not contained in Reg(⌃⇤),
can not be described by profinite equations, but they can be de-
scribed by equations over the dual of P(⌃⇤), which is �(⌃⇤).

Definition 36. A (lattice) �-equation in the alphabet ⌃ is given
by a pair of elements µ, ⌫ 2�(⌃⇤) and is denoted by µ! ⌫. A
language L2P(⌃⇤) satisfies µ! ⌫ provided one and then all of
the following equivalent statements hold:
(1) L2F

⌫

implies L2F
µ

,
(2) ⌫ 2 bL implies µ2 bL,
(3) ⌫ 2L implies µ2L.
As in the regular case, we use µ$ ⌫ as shorthand for the conjunc-
tion of µ! ⌫ and ⌫!µ; µ� ⌫ as shorthand for uµv!u⌫v for
all u, v 2⌃⇤; µ⇡ ⌫ as shorthand for µ� ⌫ and ⌫�µ.

As in the regular setting, it follows by duality that lattices
of languages are precisely those subsets of P(⌃⇤) that can be
described by �-equations of the form µ! ⌫, Boolean algebras
those that can be described by �-equations of the form µ$ ⌫,
lattices closed under quotients those that can be described by �-
equations of the form µ� ⌫, and Boolean algebras closed under

23



quotients those that can be described by �-equations of the form
µ⇡ ⌫.

In the study of Boolean circuit classes one cannot expect decid-
ability and recognition by finite algebras, but the compact recog-
nition afforded by Stone/Priestley duality and �-equations may be
useful in obtaining separation results. Boolean circuit classes are
low level complexity classes studied in the search for lower bounds
in complexity theory and since some of these have non-trivial in-
tersections with the Boolean algebra of regular languages, these
have been studied using the algebraic and profinite methods of au-
tomata theory (Straubing 1994). In particular, it follows from (Bar-
rington, Straubing &Thérien 1990) and (Straubing 1991) that

FO[N ] \ Reg = J (x!�1y)!+1 ⇡ (x!�1y)!

for x, y words of the same lengthK.
where JEK denotes the class of languages given by a set E of
equations. This formula gives the profinite equations characterising
the regular languages in FO[N ], the class of languages defined by
sentences of first-order logic using arbitrary numerical predicates
and the usual letter predicates. The proof makes use of the equality
between FO[N ] and the circuit complexity class AC0 consisting
of the languages accepted by unbounded fan-in, polynomial size,
constant-depth Boolean circuits (Straubing 1994, Theorem IX.2.1).
See also (McKenzie, Thomas &Vollmer 2010) for similar results
and problems. A medium term goal in this direction would be to
find �-equations for full FO[N ] and prove the above result by
projection without going through results from circuit complexity.

A first hurdle is the specification of even a single �-equation
(other than the trivial ones between words) since all ultrafilters of
P(⌃⇤), other than the principal ones, are non-constructive. A so-
lution to this problem has been given and, as a proof of concept,
a complete set of �-equations for a fragment of FO[N ] has been
given. These have then been used to obtain equations and decidabil-
ity for the intersection of the fragment with the regular languages
(Gehrke, Krebs & Pin 2016). In (Czarnetzki & Krebs 2016) the re-
sults have been generalised to obtain complete axiomatisations by
�-equations for certain BAs of languages obtained by block prod-
uct. Here we give a brief overview of the methods introduced in
(Gehrke, Krebs & Pin 2016).

As one may have noticed even from the very few examples of
axiomatisations by profinite equations given in this article, the op-
eration ( )! available on profinite monoids plays a central rôle.
This operation produces the unique idempotent in the closed semi-
group generated by an element. In the setting of �(⌃⇤) we have no
continuous monoid structure and no hope of finding idempotents.
However, ( )! may be seen as a means of landing in a ‘reproducible
infinite profinite position’ and this is what we have to describe
in the �(⌃⇤) setting. For the application in (Gehrke, Krebs & Pin
2016), we only need a finite number of occurrences of the same in-
finite �-position (whereas in (Czarnetzki & Krebs 2016) infinitely
many equivalent infinite positions are required). Let
⌃⇤ ⌦k N = {(w, n1, . . . , nk

) | 0  n1 < n2 . . . < n
k

< |w|}
be the set of words over ⌃ with k (ordered) marked spots. We de-
note by ⇡0 the projection from ⌃⇤⌦kN on the word coordinate and
by ⇡

j

the projection onto the jth marked position. We think of ele-
ments of �(⌃⇤⌦kN) as generalised words with k marked positions.
We have the ‘generalised projection’ �⇡0 : �(⌃

⇤⌦k N)!�(⌃⇤)
to ‘generalised words’, and the �⇡

j

: �(⌃⇤ ⌦k N)!�(N) for
1  j  k to tell us which generalised positions are involved.
However, a word of caution is required: an element of �(⌃⇤⌦k N)
is not determined by these projections alone.

Proposition 37. Let � 2�(⌃⇤⌦k N) with k � 1. Then, for each
↵2�(N), the following conditions are equivalent:

(1) �⇡
j

(�) = ↵ for each j 2 {1, . . . , k};
(2) {⌃⇤⇥P k | P 2F

↵

} ✓ F
�

.

Furthermore, these conditions hold for some ↵ if and only if

(3)
S

n

j=1(⌃
⇤⇥P k

j

)2F
�

for each partition {P1, . . . , Pn

} of N.

Proposition 37.3 tells us which generalised words with k marked
spots have all k spots marking the same generalised position, and
Proposition 37.2 tells us which of these � have ↵ in all k spots. The
most important part of this proposition is that both

{⌃⇤ ⇥ P k | P 2 F
↵

}and

{
n[

j=1

(⌃⇤ ⇥ P k

j

) | {P1, . . . , Pn

} is a partition of N}

are filter bases. That is, the upsets they generate are proper fil-
ters. Stone’s Prime Filter Theorem, the non-constructive principle
needed in Stone duality, implies that every proper filter is contained
in a prime filter, and thus Proposition 37 guarantees the existence
of points with the property (1) of that proposition.

The BA treated in (Gehrke, Krebs & Pin 2016) is FO[N0,N1],
where N0 and N1 are, respectively, the nullary and unary numer-
ical predicates given by the subsets P of N as follows: the 0-ary
predicate given by P is true in u if and only if |u| 2 P and the
unary uniform predicate is true at i in u if and only if i 2 P . Note
that we do not consider = as a logical symbol, so that each formula
is equivalent to one of quantifier depth at most one (thus there is a
close connection to the results in Section 4.3).

Let a2⌃k. For (u, n)2⌃⇤⌦k N, define u(a@n) by

(u(a@n))
`

=

(
u
`

if ` 62 {n1, . . . , nk

}
a
j

if ` = n
j

.

Further, let f
a

: ⌃⇤⌦kN!⌃⇤ be the function defined by f
a

(u, n) =
u(a@n).

Theorem 38. (Gehrke, Krebs & Pin 2016, Theorems 3.2, 3.3 and 4.7)
The Boolean algebra FO[N0,N1] is defined by the following two
families of �-equations

�f(a,b)(�) ⇡ f(b,a)(�)

where � 2 �(⌃⇤⌦2 N) and satisfies �⇡1(�) = �⇡2(�) and

�f(a,a,b)(µ) ⇡ f(a,b,b)(µ)

where µ 2 �(⌃⇤⌦3N) and satisfies �⇡1(µ) = �⇡2(µ) = �⇡3(µ).

Given a complete axiomatisation E by �-equations of a Boolean
algebra B of languages over ⌃, it is not hard to see that one obtains
a complete axiomatisation of B \ Reg(⌃⇤) by taking the set of
profinite equations of the form ⌧(x)! ⌧(y) for x! y 2 E, where
⌧ : �(⌃⇤)! c⌃⇤ is the dual of the embedding Reg(⌃⇤) ,!P(⌃⇤).
Using this fact one may derive the following profinite axiomatisa-
tion.

Theorem 39. (Gehrke, Krebs & Pin 2016, Theorems 5.16)

FO[N0,N1] \ Reg = J(x!�1s)(x!�1t) = (x!�1t)(x!�1s),

(x!�1s)2 = (x!�1s)

for x, s, t words of the same lengthK.
This theorem tells us that a regular language L is in FO[N0,N1]
if and only if its syntactic monoid M satisfies the given equations.
Using this fact one can show that membership in FO[N0,N1] \
Reg is decidable.
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and Sebastian Schöner for useful comments on early drafts. Finally,
I would like to thank the referee for helpful comments on the
exposition.

References
S. Abramsky. Domain Theory and the Logic of Observable Properties.

Ph.D. thesis, Queen Mary College, University of London (1987).
S. Abramsky. Domain theory in logical form. Ann. Pure Appl. Logic 51,

1–77 (1991).
S. Abramsky. A Cook’s Tour of the Finitary Non-Well-Founded Sets. 1988

lecture reprinted in Artemov et al. (eds.), We Will Show Them: Essays in
honour of Dov Gabbay 1, 1–18 (2005).

S. Abramsky and A. Jung. Domain theory. Abramsky et al. (eds.),
Handbook of Logic in Computer Science 3, OUP, 1–168 (1994).

J. Adamek, R. S. R. Myers, H. Urbat, and S. Milius. Varieties of Languages
in a Category. LICS 2015, 414–425 (2015).

J. Almeida. Finite Semigroups and Universal Algebra. World Scientific
(1994).

D.A. Barrington, H. Straubing, and D. Thérien. Non-uniform automata over
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1. Introduction

Bitcoin (21) is in the news, and many of us just can’t look away.
There are lurid stories of drug trafficking (31), extortion (9), van-
ishing riches (10), mysterious identities (30), as well as sabotage
provoked by disputes over technical standards (32).

Nevertheless, this transient drama should not distract from the
possibly transformative effects of the mechanisms underlying Bit-
coin and similar systems At the heart of Bitcoin is the blockchain,
a data structure rendered tamper-proof by cryptographic hashes,
and updated by a distributed consensus protocol. Blockchains are
likely to transform how the modern world manages financial instru-
ments, property deeds, governance, or indeed any processes whose
integrity matters.

This keynote address poses some blockchain-related challenges
to the formal methods community. Although blockchains in some
form have been around for a long time (20), they have only recently
risen to prominence. Blockchain technology has recently been em-
braced by start-ups (1; 26; 23), financial institutions (5), and tech-
nology companies (16). The current state of flux in this area pro-
vides the computer science research community an opportunity to
influence developments in a way that would be difficult in a more
mature area.

Blockchains provide certain kinds of accountability: once an
agent has performed a particular action, others can be certain that
that particular agent indeed performed that action. Accountability
can be proactive: a Bitcoin balance is transferred from one account
only after an agent has established that it is authorized. Account-
ability also can be reactive: a tamper-proof audit trail might allow
after-the-fact analysis of agents’ actions, determining who did what
when, and punishing the guilty. Different kinds of accountability
have different consequences: reactive accountability is of little use
without some mechanism for penalizing agents for past misdeeds.

There are many ways to reason about what blockchains do.
Here, we focus on three kinds of challenges blockchain-based sys-
tems are sometimes called on to address.

• Authorization: proving that a particular agent is authorized to
do something

• Fairness: proving that a system is not illegitimately favoring
one client over another.
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• Incentives: proving that a system is correctly creating incentives
for clients to behave in a certain way.

The formal methods community is in a unique position to pro-
vide a logic of accountability to help design, implement, and verify
emerging blockchain systems. To be clear: our focus here is not
in how to reason about well-understood cryptographic statements
such as “agent A is accountable for event x because A signed x

with its secret key”. Instead, we are interested in reasoning about
the implications of such statements: “because A has posted bond
x, A can now be trusted not to misbehave”, or “because A en-
dorsed false statement x, A can no longer be trusted with the nu-
clear codes”. There is a need to define useful notions, to provide
rules for reasoning about such properties, and tools for establish-
ing correctness of systems based on such properties.

Rather than propose solutions to these difficult problems, this
talk undertakes the much easier task of reviewing a few informally-
described (but, we think, realistic) scenarios to test any such logic.
Many of these demands are unreasonable, if not provocative, and
perhaps impossible, and so we hope you enjoy the discussion.

2. So Many Blockchain Models

There are many, many ways to structure systems that use blockchains.
Here, we outline some of the high-level distinctions.

2.1 Permissioned or Permissionless?

Blockchains fall into two broad categories. In permissionless
blockchains, such as Bitcoin, anyone can participate, and anyone
willing to pay the fees can create accounts and propose transac-
tions. A lack of control over who can participate is often an explicit
goal of permissionless systems.

By contrast, in permissioned applications, participation is con-
trolled by an authority, perhaps one organization, perhaps a consor-
tium. Such control helps comply with “know your customer” reg-
ulations, and enables effective governance by providing an orderly
procedure for updating the underlying blockchain protocols.

In both kinds of systems, bad behavior can be blocked via proac-
tive accountability mechanisms, say, by ignoring double-spending
transactions in Bitcoin. Good behavior can be rewarded, say, by
coinbase transactions that pay successful Bitcoin miners. Permis-
sioned systems, however, can also exploit reactive accountability:
punishing bad behavior detected after-the-fact, say, by lawsuits, or
revoking a rogue agent’s right to participate in future transactions.
This distinction is not absolute: proof-of-stake (PoS) (3) mecha-
nisms need not be permissioned, but still allow for some degree of
reactive accountability. A key advantage of permissioned systems is
that that consequences can be based on context (the punishment can
fit the crime). In proof-of-stake systems, it may be difficult severely
punish egregious transgressions without requiring too much stake
to be posted for normal operation.
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2.2 Threat Models

For conventional concurrent data structures, the environment is typ-
ically assumed to be benign: concurrent threads make method calls
that examine or modify the data structure. To prove correctness,
there are well-developed tools and techniques for reasoning about
interleavings across layers of abstraction, perhaps in the presence
of certain kinds of faults. By contrast, for blockchain data struc-
tures, the environment is complex and hostile: sometimes clients
must be blocked from bad behavior, but other times it is enough just
to provide incentives for them to behave well. Sometimes these in-
centives take the form of immediate reward (coinbase transactions),
and sometimes the threat of later punishment (criminal charges).

Aiyer et al. (2) provide an elegant taxonomy for describing
different kinds of client roles. Clients are divided into three classes:

• Byzantine clients are capable of arbitrary behavior. This class
models malicious or malfunctioning nodes. For example, Bit-
coin must guard against Byzantine clients that may propose
double-spending transactions.

• Altruistic clients can be trusted to follow the protocol exactly,
and do not require incentives or policing. For example, today,
Bitcoin makes essential use of a peer-to-peer layer whose par-
ticipants receive no explicit reward. (Indeed, some have claimed
that Bitcoin itself runs on altruism (25).)

• Rational clients attempt to maximize a known objective func-
tion. As long as good behavior yields the best maximization
strategy, rational nodes will behave. For example, Bitcoin
miners are given incentives to correctly append blocks to the
blockchain. They may also display bad behavior such as selfish
mining (8) or mining cartel attacks (22) because doing so may
increase their profits, and Bitcoin provides no disincentive for
such behavior.

This BAR taxonomy was expounded in the context of a shared
backup system, where participants fall naturally into these three
categories. Blockchain-based applications may be more complex.
For example, a single client may be considered altruistic with
respect to one observer, but rational or Byzantine with respect to
another. Consider a securities trading system run by a financial
institution. From the institution’s point of view, an internal node
is considered altruistic because it is trusted to approve only well-
formed transactions. From a suspicious customer’s point of view,
however, that node would be considered rational if the customer
is concerned that the node might covertly inject “front-running”
transactions before the customer’s stock purchases, allowing the
institution to profit from its knowledge of the customer’s activities.

In the same way, when considering liveness properties, it of-
ten makes sense to view certain clients as rational. For example,
Bitcoin miners have an incentive to mine blocks, and therefore the
Bitcoin system as a whole is expected to progress. When consider-
ing safety properties, however, it often makes more sense to view
clients as Byzantine: a malicious miner controlled by a hostile gov-
ernment and therefore unconcerned with profits should not be able
to corrupt the Bitcoin ledger.

In proof-of-stake protocols (3), agents post a financial bond, and
any agent caught cheating forfeits that bond. Such protocols accept
as an article of faith that participants are rational, their objective
functions known, and that retaining the bond is more important
to the agent than any benefit that may follow from corrupting the
consensus protocol. Nevertheless, it makes sense to consider the
implications of Byzantine failures: if an agent’s laptop is hacked,
or the owner is threatened by organized crime, how much damage
could the agent do? We will have more to say on this topic in
Section 5.

2.3 Abstraction

At a concrete level, it can be helpful to think of blockchain specifi-
cation, implementation, and use as a concurrent data structure prob-
lem. So far, however, many blockchain-based systems are defined
only by reference implementations, not by any kind of formal spec-
ification. Very informally, a blockchain is a concrete data structure
that tracks a sequence of transactions1, whose cumulative effects
are typically summarized as an abstract data structure we will call
a persistent concurrent ledger. Here, persistent (6) means that the
object’s past states remain accessible: new information may be ap-
pended to the object’s state, but old information is never overwrit-
ten. Concurrent (14) means that the ledger must behave “correctly”
when accessed by concurrent, possibly competing agents. Finally,
a ledger is a table that records a system’s state changes, provid-
ing ways to query a system’s current state, its past states, and in
general how it got that way. Traditionally, a ledger keeps track of
financial account balances, but here we use the term in a broader
sense, keeping track of application-specific state transitions.

While correctness proofs necessarily focus on underlying im-
plementations, the correctness properties to be proved should be
expressed in terms of the abstract object being implemented. Prov-
ing correctness of a concurrent FIFO queue may require examin-
ing a linked-list data structure in detail, but the desired FIFO prop-
erty is expressed in terms of the abstract queue, not the underlying
list. For blockchain-based applications, however, it often remains
a challenge to make make such clean separations between layers
of abstraction. We would like to specify properties like “Bitcoin
miners cannot force excessive reorganizations”, or “trading firms
cannot inject front-running stock purchases”, either deterministi-
cally or with high probability, in terms of formal properties of the
abstract ledger, not the underlying blockchain implementation, but
we don’t know how to do that in a clean and rigorous way.

3. Logics of Authorization

Blockchains have a natural role in authorization, establishing
whether an agent has a right to do something, as well as subsidiary
tasks such as authentication, identifying one agent to another, and
delegation, conveying rights from one agent to another. Indeed,
there is a rich literature on logics of authentication (4), authoriza-
tion (11; 18; 12), and delegation (19; 24). Blockchains, however,
add substantial new challenges in the form of smart contracts (29),
defined by Wikipedia to be “computer protocols that facilitate, ver-
ify, or enforce the negotiation or performance of a contract, or that
make a contractual clause unnecessary.”

For example, here is how one could construct a blockchain-
based collection of smart contracts for governance of a newly-
founded company. Each event is recorded in a blockchain.

• January: The company’s initial (genesis) block states that the
company’s board of directors consists of Alice, Bob, and Carol,
and that a majority vote of the board is necessary and sufficient
to make all governance decisions, including awarding stock
options.

• February: Carol resigns from the board, and Alice and Bob vote
to replace her with Dave.

• March: Alice and Dave vote to appoint Ellen as chief compen-
sation officer, and delegate to her the authority to issue stock
options.

• April: Ellen issues $10000 in stock options to Fred, an em-
ployee.

1 Blockchain transactions should not be confused with database-style trans-
actions used to group multiple operations into a single atomic step.
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• May: The makes Gina chief compensation officer, replacing
Ellen.,

• June: Fred exercises his stock option.

As this example shows, smart contracts encompass a kind of in-
trospection: a proof that Fred now owns that stock must show not
only that the rules in effect at the time were followed at every step,
but that the rules themselves were legitimate, having been set in
place in accordance with earlier rules, eventually tracing back to
the authorizations dictated by the genesis block.

Smart contracts may also make use of programs expressed in a
high-level language such as Solidity (7), yielding structures that are
potentially far more complex than those produced by conventional
access control systems.

Because contracts exist to be legally binding, there is a com-
pelling need to be able to reason about blockchain-based smart con-
tracts. For example, if the board of directors passes such-and-such
a rule, are there contingencies where one director can force out the
others? Can all the company’s obligations be discharged on transfer
of control?

Juels et al. (17) analyze the feasibility of criminal smart con-
tracts (CSCs) that offer rewards for key theft, web site defacement,
and similar crimes. In the near future it may be possible to offer
rewards for even more serious crimes, such as arson or assassina-
tion. One suggested countermeasure against CSCs is to empower a
trusted authority (or quorum of authorities) to remove CSCs from
the blockchain. A logic of authorization could allow us to express
and prove (or disprove) properties such as “this contract remains
valid unless it is disabled by a cryptographic warrant signed by ap-
propriate authorities”.

This area is bound to be important, and it presents difficult
challenges.

4. Logics of Concurrency

For conventional concurrent objects, it is necessary to define what
can happen when multiple clients call the object’s methods at the
same time. One common answer is to say that the method calls are
linearizable (15): they appear to take place in some one-at-a-time
order.

Most blockchain-based distributed ledgers are effectively lin-
earizable. Underlying the ledger, there is a linear list of blocks,
where each block contains a set of transactions (method calls).
A distributed consensus protocol is repeatedly called to append
new blocks to the list, establishing one-at-a-time order in which
the transactions appear to take place. (Proof-of-work blockchains,
such as Bitcoin’s, are more complicated, because one block might
be displaced by another, although the probability of such displace-
ment falls rapidly with time.)

For conventional concurrent data structures, linearizability
does not specify how concurrent method calls are ordered. For
blockchain-based concurrent ledgers, however, the order of con-
current operations may be important. For example, a client for a
stock-trading ledger may be concerned that other, more powerful
customers’ orders might be given preferential scheduling, or, as in
the example given above, that the broker may be injecting compet-
ing, “front-running” orders ahead of the client’s order.

A system like our hypothetical stock trading application must
not only be fair, for some application-appropriate notion of fair-
ness, it must be able to prove to its customers that it is fair. In recent
work (13), we described how to modify the Tendermint (28) ledger
to (proactively) prevent certain kinds of unfairness, and to (reac-
tively) detect other kinds of unfairness after the fact. Accountabil-
ity mechanisms ensure that badly-behaving nodes can be punished.
This redesign is based on a few simple principles:

• Each non-deterministic choice dilutes accountability by pre-
senting an opportunity to cheat. As much as possible, non-
deterministic choices should be replaced with deterministic
rules, such as a pseudo-random number generator whose seed
is not under the control of participants. Nodes are held account-
able for following all such rules, so violations can be detected,
either proactively or reactively.

• When non-deterministic choices cannot be avoided, nodes are
held accountable for those choices, ensuring that choices cannot
be repudiated later, and that unusual statistical patterns can be
detected.

Here is the challenge for the formal methods community: how
can we go from common-sense arguments such as those listed
above to a formal proof that that a system incorporating these
principles guarantees (some form of) fairness? How can we go from
simple postulates of the form “A signed x”, to a proof that “the
broker cannot get away with favoring another client over you”?

5. Logics of Incentives

Many blockchain-based applications rely on incentives for liveness
(and sometimes even safety) properties. A sound logic of incen-
tives is a difficult problem, perhaps even an impossible one. One
conspicuous difficulty stems from the small-game fallacy (27): the
often-unquestioned assumption that players’ objective functions
are completely known by system designers.

Eyal and Sirer (8) have observed that under some circum-
stances, a Bitcoin mining consortium that postpones revealing
when it has mined a new block can earn a disproportionate share
of the network’s mining rewards. Such selfish mining illustrates the
small-game fallacy: selfish mining would not be a threat if miners
only wanted to maximize short-term profits. Nevertheless, a large
mining consortium could use selfish mining to threaten smaller
consortiums, forcing them to merge, until eventually the consor-
tium controls more than half of the system’s computing power.
Selfish mining resembles “dumping”, where a manufacturer sells
its products below its cost of production to drive out competition.

Could formal methods provide a systematic way to detect when
such perverse incentives exist? In the conventional world, one ef-
fective way to find bugs in a finite program or circuit is to construct
a model, and then to use a model checker to verify that desired pred-
icates hold in all executions. Consider the following fantasy tech-
nology. Suppose we could construct a finite model for something
like Bitcoin mining, complete with incentives, along with a model
checker that could verify that desired predicates hold in all execu-
tions. One could check predicates of the form “a miner that with-
holds newly-mined blocks always decreases its own profit” (proba-
bly true), or “a miner that withholds newly-mined blocks decreases
its own profit at least as much as it decreases the profits of others”
(false). Of course, we have no idea how to define such a model, how
to characterize and track incentives, or how to check predicates that
combine states with incentives. Nevertheless, model checking com-
plements theorem proving by providing counterexamples: if there
are circumstances where incentives lead to perverse behavior, only
model checking will find them, while an automated proof system
would simply fail to prove their absence.
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Abstract
Randomization is a key element in sequential and distributed com-
puting. Reasoning about randomized algorithms is highly non-
trivial. In the 1980s, this initiated first proof methods, logics, and
model-checking algorithms. The field of probabilistic verification
has developed considerably since then. This paper surveys the al-
gorithmic verification of probabilistic models, in particular prob-
abilistic model checking. We provide an informal account of the
main models, the underlying algorithms, applications from reliabil-
ity and dependability analysis—and beyond—and describe recent
developments towards automated parameter synthesis.

Categories and Subject Descriptors B.8 [Performance and Reli-
ability]: General; F.3.1 [Logics and Meaning of Programs]: Me-
chanical Verification.; G.3 [Probability and Statistics]: Markov
Processes.

Keywords abstraction, applications, fault trees, Markov chains,
Markov decision processes, model checking, parameter synthesis,
probabilistic logics

1. Introduction
Soon after the birth of model checking in 1981, the first papers
on automated verification techniques for probabilistic models ap-
peared [95, 156, 171]. They focused on almost-sure properties
for probabilistic programs—does a program satisfy a property
with probability one? Seminal works by Courcoubeitis & Yan-
nakakis [59, 60] and Hansson & Jonsson [94] opened the possi-
bility for determining the probability with which an !-regular and
probabilistic CTL formula hold, respectively. These works all fo-
cused on discrete-time Markov models. The algorithms by Baier et
al. [14], operationalizing the decidability result of Aziz et al. [10],
provided the starting point of model checking continuous-time
Markov chains at the end of the 1990s. Powerful tool support [129]
together with unremitting algorithmic improvements and the use
of succinct data structures led to an impulse to the field. It is fair
to say that probabilistic model checking extends and complements
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long-standing analysis techniques for Markov processes. Nowa-
days, probabilistic model checking is a well-established (and still
growing) branch of computer-aided verification. This is perhaps
mainly due to its wide variety of applications, most notably in de-
pendability, reliability, and performance analysis as well as systems
biology. Probabilistic model checking seems to have a bright future.
New application areas such as robotics, energy-aware computing,
and probabilistic programming—a dejà vu since Kozen’s seminal
works [120, 121]—are stimulating further advances. Richer mod-
els and more expressive properties are being considered. Clarke
(2008) mentions probabilistic model checking as one of the main
challenges “for the future” [57]. Recently (2015), Alur, Henzinger
and Vardi [6] state: “A promising new direction in formal meth-
ods research these days is the development of probabilistic models,
with associated tools for quantitative evaluation of system perfor-
mance along with correctness.”

This paper surveys the main probabilistic models, algorithms,
abstraction techniques, applications, and gives a brief account of
a promising new direction: parameter synthesis. The explanations
are kept mostly informal 1.

2. The Probabilistic Models Landscape
Markov chains. Discrete-time Markov chains [113, 114] (DT-
MCs, for short) are the simplest possible probabilistic models. A
DTMC is a Kripke structure in which all transitions are equipped
with a probability. For each state, the sum of the outgoing transition
probabilities equals one. The DTMC in Fig. 1 models the random-
ized algorithm by Knuth and Yao [118]. It aims at mimicking a
six-sided die by means of a fair coin. Depending on the outcome of
the coin flip in s

0

, the next state is either s
1

(on “tails”) or s
2

(on
“heads"). We denote P(s

0

, s

1

)=

1

/2 and P(s

0

, s

2

)=

1

/2. The coin
is flipped until the outcome is between and . (For simplicity,
the self-loops at these states are omitted.) Due to the cycles, it is
not evident that repeatedly tossing a coin indeed yields an adequate
model of a six-sided die. Is the probability of each of the outcomes
indeed 1

/6? In order to answer this question, we consider infinite
paths through the Markov chain. Thus, e.g., s

0

s

2

s

5

! is a path.
To define the probability of e.g., the set of paths that finally end up
in state , one considers cylinder sets, sets of paths that all share
a common prefix [171]. The cylinder set of s

0

. . . s

n

is the set of
paths that have s

0

. . . s

n

as prefix. For example, the cylinder set
of s

0

s

2

s

6

is the set of infinite paths consisting of s
0

s

2

s

6

! and
s

0

s

2

s

6

! . The probability of a cylinder set C of s
0

. . . s

n

is de-
fined as P(s

0

, s

1

) · . . . ·P(s

n�1

, s

n

) if n > 0; for n=0, it is one.
(Technically speaking, the �-algebra on infinite paths in a DTMC is
generated using cylinder sets.) Any set of paths that can be written
as the complement and/or countable union of cylinder sets is now
measurable.

1 More extensive and detailed treatments of verifying Markov decision
processes are given in [11, 25, 79, 85]. Introductions to discrete-time and
continuous-time Markov chain model checking are given in [104, 128].
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Figure 1: A Markov chain for Knuth-Yao’s six-sided die.

Continuous-time Markov Chains (CTMCs). CTMCs [33, 152]
extend DTMCs over state space S with a function r : S !
R

>0

assigning to each state s the rate of a negative exponential
distribution governing the residence time in s. Thus, the probability
to reside in state s maximally d time units is 1� e

�r(s)·d. Phrased
alternatively, the average residence time of state s is 1

/r(s). If
r(s) = 2·r(s0), the residence time in s

0 is—on average—half the
residence time in state s. An alternative view of a CTMC is to
combine the transition probabilities given by function P and the
rate function r by: R(s, s

0
) = P(s, s

0
)·r(s), the transition rate

from s to s

0. Both perspectives are equivalent. In the sequel, we
will use (and change between) both equivalent definitions whenever
convenient. The operational interpretation of a CTMC is as follows.
On entering a state s, the residence time is determined by an
exponential distribution with rate r(s). On leaving the state s, the
probability to move to state s

0 equals P(s, s

0
). The probability to

move from s to s

0 in the interval [0, t] is:

R(s, s

0
)

r(s)

·
⇣

1� e

�r(s)·t
⌘

.

Whereas in a DTMC, a path is simply an infinite sequence of states,
in a CTMC we need to keep track on how long we stay in each
state. A (timed) path in a CTMC is thus an infinite alternating
sequence of states and time delays. A probability measure over
infinite timed paths is defined—as in the discrete-time setting—
by cylinder sets. This is slightly more complex than before, as
the residence times in the individual states along a path need to
be considered as well. We do so by considering intervals in R>0

.
Formally, the (interval) cylinder set of an (interval) path fragment
s

0

I

0

s

1

I

1

s

2

I

2

s

3

, where I

0

, I
1

, and I

2

are intervals, is the set of
timed paths in the CTMC that all have a prefix s

0

t

0

s

1

t

1

s

2

t

2

s

3

where t

0

2 I

0

, t
1

2 I

1

, and t

2

2 I

2

. The probability of a cylinder
set of s

0

I

0

. . . I

n�1

s

n

is:
n

Y

j=1

P(s

j�1

, s

j

) ·
Z

Ij�1

r(s

j�1

)·e�r(sj�1)·x
dx

| {z }

probability to leave s

j�1

in interval I
j�1

Any set of (timed) paths that can be written as the complement
and/or countable union of (interval) cylinder sets is now measur-
able. Solving the integrals results in

Z

Ij

r(s

j

)·e�r(sj)·x
dx = e

�r(sj)· inf Ij � e

�r(sj)· sup Ij

where inf I

j

and sup I

j

are the infimum and supremum of the I

j

,
respectively. Zeno paths occur in CTMCs. A Zeno path is a path
in which the total time that elapses converges. In case

P

i

t

i

does
not diverge, the timed path represents an “unrealistic” computation
where infinitely many transitions are taken in a finite amount of
time. An example Zeno path is s

0

1

/2 s

1

1

/4 s

2

1

/8 s

3

. . . converging
to 1. In timed automata, such executions are typically excluded
from the analysis. Zeno paths may occur in CTMCs but do not
harm: their probability mass is zero [14].

Discrete time Continuous time

Deterministic discrete-time continuous-time MC
Markov chain (DTMC)

Nondeterministic Markov decision CTMDP
process (MDP)

Compositional Segala’s Probabilistic Markov
Automata (PA) Automata (MA)

Figure 2: Overview of Markov models

Markov decision processes. A Markov decision process (MDP,
for short [101, 157]) extends a Markov chain with non-determinism.
In a Markov chain state s, the next state is chosen according to the
probability distribution D

s

= P(s, ·) over the states. However,
in an MDP, a state may have several distributions. On reaching a
state s in an MDP, non-deterministically a distribution µ 2 D(s)

is selected. The next state is then determined according to µ. That
is, state s

0 is selected with probability µ(s

0
). It is assumed that

D(s) 6= ? for each state s. Every MDP for which |D(s)| = 1 in
every state s, is a Markov chain. Paths in an MDP are infinite alter-
nating sequences of pairs of states and distributions: (s

i

, µ

i

) where
µ

i

2 D(s

i

) and µ

i

(s

i+1

) > 0, for each i. A probability measure
on such paths can be defined using the cylinder set construction,
as for Markov chains, provided for each state s

i

it is known which
distribution µ

i

has been selected. This is formalized by a policy—
also referred to as scheduler or adversary—that in state s

i

selects a
distribution µ 2 D(s

i

). (A policy can be viewed as oracle.) Several
types of policies do exist. Two ingredients are relevant: on the basis
of which information does a policy make a decision, and can it use
randomisation to do so, or not. Positional policies decide solely on
the current state s

i

and not on the history, i.e., the prefix of the path
until reaching s

i

. Randomized positional policies select µ 2 D(s

i

)

with a certain probability. Deterministic ones select a fixed distri-
bution from D(s

i

). History-dependent policies base their decision
on the prefix s

0

µ

0

. . . µ

i�1

s

i

. A policy imposed on an MDP yields
an (possibly infinite-state) MC.

Continuous-time MDPs (CTMDPs, for short [90]), are MDPs
in which the state residence time is—as for CTMCs—governed
by a negative exponential distribution. The rate of this exponential
distribution depends on the discrete probability distribution that is
used to determine the next state. Accordingly, the average residence
time in state s under taking distribution µ is given by 1

/r(s,µ). Rate
r(s, µ) thus determines the random residence time in state s pro-
vided distribution µ is selected in s. Paths in CTMDPs are infinite
sequence of triples (s

i

, t

i

, µ

i

) where t

i

denotes the residence time
in state s

i

given that distribution µ

i

has been selected. Policies in
CTMDPs cannot only decide on the basis of the states visited and
the selected distributions so far, but may also exploit the elapsed
time (in every state). This gives rise to uncountably many policies.
It for instance, makes a difference whether a policy decides on en-
tering a state (early) or on leaving a state (late). A categorisation of
the class of policies for CTMDPs is given in [145].

Other probabilistic models. A summary of the four described
models is provided in Fig. 2. This overview is (deliberately) in-
complete. A plethora of other probabilistic models do exist; for
overviews see [27, 96]. Let us mention a few that have been stud-
ied in the field of formal verification. Probabilistic extensions of
timed automata exist [151]; they are known as probabilistic timed
automata (PTA). Their edges are discrete probability distributions
over states. PTA are finite symbolic representations of uncountable
MDPs—as clock valuations are real values. Non-determinism is in-
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herited from timed automata. Computing reachability probabilities
in PTA is decidable via a region graph-like construction. Whereas
in PTA clocks are deterministic, stochastic timed automata [30]
(STA) provide a stochastic interpretation to clocks. In STA, un-
bounded clocks are interpreted as negative exponential distribu-
tions, whereas bounded clocks obey a uniform distribution. This
model is no longer Markovian. Stochastic interpretations of TA are
also used in statistical model checking [63].

PTA and STA are symbolic representations of (uncountable)
infinite-state probabilistic models. Other (countable) infinite-state
Markov models that have been subject to verification include prob-
abilistic push-down automata [40], (the equally expressive) re-
cursive Markov chains and recursive MDPs [80]. Such automata
are natural means to model e.g., recursive probabilistic programs.
The configuration graph of a probabilistic push-down automaton
is a countable infinite-state DTMC (or MDP). Alternative infinite-
state models include decisive Markov chains [2], probabilistic lossy
channel systems [162], and probabilistic multi-counter automata—
also known as probabilistic vector-addition systems with states
(pVASS) [41]. The model of pVASS is strongly related to prob-
abilistic Petri nets [124]. Finally, we mention probabilistic !-
automata [21], probabilistic models with continuous dynamics [1],
stochastic games [48], and labelled Markov processes [153].

Rewards. All Markov models can be naturally extended with
the notion of a cost, or dually, a gain. This can be done in two
ways. Costs that are associated to transitions—the so-called tran-
sition rewards—are constant non-negative real values that are in-
curred on taking a transition. Thus, on moving from state s to
state s

0 via distribution µ, a transition reward rew(s, µ, s

0
) is

earned. Similarly, a cost rate can be associated to states—the so-
called state rewards. In continuous-time models, residing t time
units in a state with cost rate rew(s, µ) leads to earning a reward
rew(s, µ)·t. In discrete-time models, one typically only considers
transition rewards. The cumulative reward of a finite path fragment
s

0

µ

0

. . . µ

k�1

s

k

in an MDP is defined as the sum of all transition
rewards, that is,

P

k�1

i=0

rew(s

i

, µ

i

, s

i+1

). In a CTMDP, addition-
ally the state rewards come into the play. That is to say, the term
P

k�1

i=0

rew(s

i

, µ

i

)·t
i

is added on top of the cumulative transition
reward. Evidently, in absence of transition rewards and all state re-
wards equal to one, the cumulative reward equals the elapsed time
along a finite path fragment. This simple observation can be gen-
eralized: as first observed for CTMCs in [29], the role of time and
rewards can often be swapped when the reward (continuous-time)
Markov model is “rescaled”. For the sake of simplicity, assume all
transition rewards are zero. Consider a CTMDP with rew(s, µ) > 0

for all states s and distributions µ 2 D(s). The dual CTMDP re-
sults by adapting the exit rates and reward function such that the
reward units in state s in the original CTMDP correspond to the
time units in state s in its dual version, and vice versa. This is
accomplished by the following scheme:

R⇤
(s, µ, s

0
) =

R(s, µ, s

0
)

rew(s, µ)

and rew

⇤
(s, µ) =

1

rew(s, µ)

.

where R⇤ and rew

⇤ denote the transition rate and reward func-
tion in the transformed CTMDP, respectively. Intuitively, the trans-
formation stretches the residence time in state s with a factor
that is proportional to the reciprocal of its reward rew(s, µ) if
0 < rew(s, µ) < 1. The reward function is changed similarly.
Thus, all transitions with rew(s, µ) < 1 are accelerated whereas
those with rew(s, µ) > 1 are slowed down. One might interpret the
residence of t time units in the transformed model as the earning of
t reward in state s (under distribution µ) in the original model. Con-
versely, earning a reward r in s under distribution µ corresponds to
residing r time units in s in the transformed model [19].

Compositional models. In order to cope with the magnitude and
complexity of probabilistic models for realistic systems, compo-
sitional variants of Markov models are considered. These are
mild extensions of Markov models that facilitate the parallel com-
position in a process-algebraic manner like in CCS and CSP.
Segala’s probabilistic automata [163] (PA, for short) 2 are like
MDP where the distributions D(s) in a state s are labelled with
actions. Rather than having distributions µ

1

through µ

k

in D(s),
we have a

1

, . . . , a

k

2 D(s). It is not just all about naming though.
We stipulate that in state s several equally labelled distributions
may exist, thus a

i

= a

j

= b is possible for i 6= j. This is not
possible in an MDP. Let P a�!µ denote that (the initial state of)
PA P with action a selects distribution µ; state u is the next state
with probability µ(u). The actions are used to define a parallel-
composition operator ||

A

that is parametrized with a set A of ac-
tions. PA P||

A

Q denotes the parallel composition of the PAs P and
Q. The individual PAs P and Q perform (transitions labelled with)
actions that are outside A autonomously. This happens in an inter-
leaved manner. Transitions labelled with actions in A need to be
taken synchronously. Thus, P and Q must evolve simultaneously
when taking an action in A. The resulting probability distribution
of taking a 2 A is simply the product of the distributions of P
taking a and Q taking a. There is one exception: the distinguished
(internal) action ⌧ 62 A can only be performed autonomously. The
transition relation is thus defined as follows:

P a�!µ

P ||
A

Q a�! ⌫

if a 62 A s.t. ⌫(P 0||
A

Q0
) = µ(P 0

)·�Q

P a�!µ and Q a�!µ

0

P ||
A

Q a�! ⌫

if a 2 A s.t. ⌫(P 0||
A

Q0
) = µ(P 0

)·µ0
(Q0

)

where �Q denotes the Dirac distribution for PA Q, i.e., �Q(Q) = 1

and �Q(R) = 0 for Q 6= R. The first inference rule corresponds to
PA P performing action a autonomously. We have omitted the sym-
metric case of the first inference rule (in which Q autonomously
performs an action) for the sake of brevity. The second inference
rule covers the case in which a synchronisation between P and Q
takes place. The aim is now to model a complex system by means
of several components:

((P
1

||
A1 P2

) ||
A2 . . .P

N�1

) ||
AN�1 PN

and then turn all actions into ⌧ -actions, refraining from the action
names. (This can be done using appropriate operators that are
omitted here.) Put shortly, the actions are used for synchronization
purposes only; once the entire model is defined, actions become
irrelevant. The resulting model is an MDP, and all concepts and
analysis algorithms for MDPs readily apply. Variants of parallel
composition of PA can be found in [55, 175].

Markov automata [70, 76] (MA, for short) are the continuous-
time variant of Segala’s PA. Whereas PA are a mild extension to
MDPs, MA are a variant of CTMDPs 3. (Strictly speaking, Her-
manns’ interactive Markov chains [98] play this role; MA extend
this model with probabilistic branching as in PA.) The key idea
here is to separate the passage of time (denoted •��! ) from taking
an action-labelled transition (denoted �!). Technically speaking,
MA are Segala’s PA with one extra feature—transitions that are
labelled with rates of exponential distributions. One may safely as-
sume that between any pair of states at most one such transition oc-

2 These should not be confused by the probabilistic automata introduced by
Paz [155] and Rabin [159]; these are a probabilistic extension of classical
finite-state automata (with accept states).
3 The distinction between CTMDPs and MA is however more subtle than
that between PA and MDPs. This is e.g., reflected in the class of policies
that attain extremal reachability probabilities.
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curs as s • ���! s

0 and s • �

0���! s

0 are equivalent to s • �+�

0�����! s

0.
MA thus have a transition relation between states and distributions
over states, where the transition is either labelled by an action or by
a positive real number. In the former case the target probability dis-
tribution is explicitly given, in the latter case it is implicitly given.
This can be seen as follows. If s • 3��!u and s • 8��! v, then this
can be viewed as s 3+8���!µ where µ(u) =

3

/11 and µ(v) =

8

/11.
The semantics of an MA is defined as follows. For states with only
outgoing action-labelled transitions, the interpretation is as for PA.
For states with only rate-labelled transitions, the MA evolves as a
CTMC. For the moment, we refrain from treating states that have
both outgoing action- and rate-labelled transitions. We get back to
this issue later on. Actions may be subject to synchronisation with
other MA, and thus may be subject to a delay. This happens if an
MA needs to synchronise on action a, say, while its synchroniza-
tion partner can only perform the a-transition after a rate-transition
(a delay). Action-transitions labelled with ⌧—the distinguished in-
ternal action that cannot be subject to synchronization—are special.
That is to say, they have priority over rate-labelled transitions. More
precisely, if in a state both an ⌧ -labelled transition (and no oth-
erwise labelled action-transitions) and (one or more) rate-labelled
transition are emanating, priority is given to the ⌧ -transition. This
is called the maximal progress assumption. The rationale behind
this assumption is that internal (i.e., ⌧ -labelled) transitions are not
subject to interaction and thus can happen immediately, whereas
the probability of a Markovian transition to immediately happen is
zero. Thus, s • ���! s

0 almost never fires instantaneously. Note that
the maximal progress assumption does not apply in case s • ���! s

0

and s

↵��!µ with ↵ 6= ⌧ , as ↵-transitions—unlike ⌧ -transitions—
can be used for synchronisation and thus be subject to a delay. In
this case, the transition s • ���! s

0 may happen with positive proba-
bility. Note that also in this case, the maximal progress assumption
applies: if s

⌧��!µ and s has several Markovian transitions, only
the ⌧ -transition can occur and no delay occurs in s. MA possess
the same compositional features as Segala’s PA. Parallel composi-
tion for MA is very similar as for PA. In fact, action transitions are
defined as for PA. For real-valued transitions we have:

M ���!µ and not M ⌧��!
M||

A

N ���! ⌫

where ⌫(M0||
A

N 0
) = µ(M0

)·�N 0

where we omit the symmetric case, for brevity’s sake. As for PA, a
complex system is modelled by means of several components:

((M
1

||
A1 M2

) ||
A2 . . .M

N�1

) ||
AN�1 MN

and then all actions are turned into ⌧ -actions, refraining from the
action names. As before, the actions are used for synchronization
purposes only; once the entire model is defined, actions become ir-
relevant. The resulting model is an MA with the property that it has
no states with both outgoing action- and rate-labelled transitions.
This is due to the fact that all actions are turned into ⌧ -transitions
and the maximal progress assumption. Along similar lines, compo-
sitional variants of generalized semi-Markov chains (GSMCs) have
been considered [62].

Applications of compositional models. Are the compositional
models such as PA and MA of pure theoretical interest? No. Vari-
ous high-level description languages have been provided a seman-
tics in terms of Segala’s PA or MA. PA have been used as op-
erational model for probabilistic process algebras, the PIOA lan-
guage, and have served to reason about randomized distributed al-
gorithms [148]. Segala [163] has studied several behavioural rela-
tions on PA such as (weak and strong) bisimulation and simulation
pre-orders, as well as trace inclusions. These relations form the ba-
sis for obtaining abstractions of PA, i.e., smaller models amenable
to further analysis. MA have been used to provide a semantics
of Markovian process algebras à la PEPA [100], dynamic fault

Branching-time Linear-time

Discrete time probabilistic deterministic automata
CTL (safety and LTL)

Continuous time probabilistic deterministic
timed CTL timed automata

(MITL)

Figure 3: Overview of elementary properties

trees [36], data-flow languages like SDF [105], and the domain-
specific language AADL [38] (see later on). The operational model
of a guarded command programming language with rates for pro-
gramming multi-robot systems is very similar to MA [144]. Re-
cently, it has been shown that MA are an adequate model to treat
confusion in generalised stochastic Petri nets (GSPNs) [77, 138], a
problem that has been open for several decades. Probabilistic I/O
automata [175] are closely related to MA.

3. The (How to Check) Properties Landscape
We treat the major properties in probabilistic model checking.

Qualitative reachability. One of the elementary questions for the
analysis of probabilistic models is whether a certain set of goal
states can be reached almost surely, i.e., with probability one,
or dually, with a positive probability. For set G of target states,
let ⌃G denote the event to reach (some state in) G eventually.
The event ⌃G is measurable as it can be characterised as the
union of all cylinders of finite path fragments that end in a state
in G and do not hit G before. For finite-state Markov chains,
the question whether Pr(⌃G)=1? is equivalent to whether all
strongly fair paths from the initial state eventually reach G. Thus
a standard graph search algorithm suffices [95]. The same applies
to the question whether events such as ⇤G, ⌃⇤G, ⇤⌃G, or !-
regular events such as ⌃⇤G

1

^ ⇤⌃G

2

almost surely hold. All
these objectives can be reduced to reachability objectives, as each
path in a finite Markov chain eventually ends in a terminal SCC, a
strongly connect component that once entered cannot be left [171].
This yields, for instance, that Pr(s |= ⇤⌃G) = 1 is equivalent
to whether T \ G 6= ? for each terminal SCC T that is reachable
from state s. Or, stated differently, it is equivalent to whether the
CTL-formula 8⇤9⌃G holds in s. Note that a graph analysis for
almost-sure reachability objectives in infinite-state Markov chains
does not suffice. For example, whether the origin is almost surely
visited in a one-sided, one-dimensional random walk depends on
the transition probabilities. If the probability to walk to the right
exceeds 1

/2, the origin is not almost surely visited; if however this
probability is less than 1

/2, it does.

Quantitative reachability. As opposed to qualitative reachability,
we are now interested in checking whether the probability to reach
G exceeds a threshold like 2

/3. More precisely, we want to deter-
mine the probability of the set of paths in ⌃G, given that we start in
some state s. Assuming that the Markov chain at hand has finitely
many states, we let variable x

s

= Pr(s |= ⌃G) for state s. The fol-
lowing recursive characterization will be helpful. If G is not reach-
able from s, then x

s

= 0; if s 2 G, then x

s

= 1. For all other
cases:

x

s

=

X

t 62G

P(s, t) · x
t

| {z }

reach G via t 62 G

+

X

u2G

P(s, u)

| {z }

reach G in one step

This provides the basis to show that reachability probabilities are
unique solutions of a linear equation system. Such linear equation
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system is obtained in the following way. Let S
?

be the set of states
not in G that can reach G. Let matrix A =

�

P(s, t)

�

s,t2S?
,

the transition probabilities between the states in S

?

. Let the vector
b =

�

b

s

�

s2S?
, the probabilities to reach some state G in a single

step, i.e., b
s

=

X

u2G

P(s, u). Then, x = (x

s

)

s2S? with x

s

=

Pr(s |= ⌃G) is the unique solution of:

x = A·x + b or in short form (I � A)·x = b

where I is the identity matrix of cardinality |S
?

|·|S
?

|.4 To conclude:
reachability probabilities can be obtained as the unique solution of
a linear equation system. Any technique to solve such system either
exactly (e.g., Gaussian elimination) or iteratively (e.g., the Power
method) can be used to obtain reachability probabilities.

Bounded reachability events put an upper bound on the number
of transitions that are allowed to reach G. Let ⌃6k

G denote the
set of paths that reach G in at most k steps. For example, the
path s

0

s

2

s

5

! belongs to ⌃63 , but does not belong to ⌃62 .
To compute Pr(⌃6k

G) in DTMC D, we make all states in G

absorbing, i.e., replace all outgoing transitions from every state
s 2 G by a self-loop with probability one. Denote the resulting
Markov chain by D[G]. Once a path reaches a state in G within k

steps, that path will still be in that state in G after exactly k steps:

Pr(s |= ⌃6k

G)

| {z }

reachability in D

= Pr(s |= ⌃=k

G)

| {z }

reachability in D[G]

= 1

s

·Pk

G

| {z }

in D[G]

Here ⌃=k

G denotes the set of infinite paths that after exactly
k steps reach G, and 1

s

is the characteristic vector for state s.
The term 1

s

·Pk

G

is the transient state distribution of D[G] (when
starting in state s) at epoch k.

Like for qualitative reachability, probabilities for !-regular ob-
jectives in finite Markov chains can be obtained from reachability
probabilities [59]. This again is based on the fact that infinite paths
eventually end up in traversing a terminal SCC. This yields, for
instance, that Pr(s |= ⇤⌃G) = Pr(s |= ⌃U) where U is the
collection of terminal SCCs T for which T \G 6= ?. For arbitrary
!-regular properties, an automaton-based approach can be taken.
Given a deterministic Rabin automaton (DRA) for the property at
hand, we determine the product (denoted ⌦) of the Markov chain
and the DRA. Recall that the acceptance condition of a DRA equals
{ (L

i

,K

i

) | 0 < i 6 m } with L

i

,K

i

being sets of states of the
DRA. This is thus a set of pairs, where each element of a pair is
a set of states. A run of DRA is accepting if for some i the run
visits all states in L

i

only finitely often and visits some state in
K

i

infinitely often. A terminal SCC in D ⌦ A is accepting if for
some i if it contains no states from L

i

and some state from K

i

. The
accepting terminal SCCs in the product of D and DRA A thus cor-
respond to the possible infinite runs in D that are accepted by A.
It follows that the probability of an !-regular property in a Markov
chain D equals the reachability probability of an accepting SCC in
the product D⌦A. This provides an effective way to determine the
probability with which an LTL formula holds.

To reason about events in MDPs such as reachability, non-
determinism is resolved by an oracle, called a policy (also called
adversary of scheduler). A policy for an MDP is a function S
that for a given finite path fragment through the MDP yields a
distribution to take next. Due to the presence of non-determinism,
the probability ⌃G depends on which distribution is selected at
each state. One therefore considers reachability probabilities that

4 It follows that all Eigenvalues of matrix A are strictly less than one and
that the infinite sum of powers of A, that is,

P
I

Ai converges to the inverse
of I � A. This yields that the matrix I � A is non-singular and the linear
equation system has a single solution.

are subject to a given policy. Let PrS(s |= ⌃G) denote this for
policy S. Core questions are then: what is the best (or, dually,
the worst) achievable reachability probability for G? The maximal
reachability probability of G ✓ S is:

Prmax
(s |= ⌃G) = supSPrS(s |= ⌃G)

where policy S ranges over all, infinitely (countably) many, poli-
cies. Minimal reachability probabilities are defined similarly. Us-
ing a similar procedure as explained above, let variable x

s

=

Pr

max

(s |= ⌃G). If s 2 G, then x

s

= 1 and if s 6|= 9⌃G, then
x

s

= 0. Otherwise:

x

s

= max

n

X

t2S

P(s, µ, t) · x
t

| µ 2 D(s)

o

This is an instance of the Bellman equation for dynamic program-
ming. It is well known that for every finite MDP, a positional pol-
icy does exist that attains Pr

max

(s |= ⌃G). Value or policy ite-
ration, and linear programming are computational techniques to
obtain these policies. Linear inequation systems are thus key—
as linear equation systems are for Markov chains—for reachabil-
ity objectives in finite-state MDPs. Repeated reachability events
or persistence probabilities can be obtained by considering maxi-
mal end-components [60], the MDP counterpart to terminal SCCs.
Whereas positional policies suffice for reachability (and long run)
objectives, bounded reachability objectives require finite-memory
policies. The same applies to !-regular properties. For ⌃6k

G this
can be intuitively understood as follows. Consider a state with two
choices: one that almost surely leads to G but takes many steps,
and one that may lead to G directly, but with a certain probability
ends up in a state from which G can never be reached. Then, de-
pending on how many steps are left to reach G, an optimal policy
will decide for the (first) safe choice, whereas if only a few steps
remain to reach G, it picks the (second) unsafe strategy. LTL model
checking of MDPs goes along similar lines as for Markov chains
using a product construction with DRA [60].

Timed reachability. Reachability objectives and their variations
on finite CTMCs can be determined by considering the embedded
DTMC, i.e., by only considering P while ignoring the rate func-
tion r. This works, as these objectives do not refer to the timing.
That is to say, they do not impose any constraints on e.g., when
the set G is reached. Timed reachability is more interesting and
more involved. Decidability of (nested, constrained) timed reacha-
bility was shown in [10]. We focus on the algorithmic aspects. Con-
sider a CTMC with finite state space and t 2 R>0

. Aim: determine
Pr(s |= ⌃6t

G). Timed reachability probabilities can be charac-
terised recursively by Volterra integral equation systems [14]. With
every state s we associate the function x

s

(d) = Pr(s |= ⌃6d

G).
If G is not reachable from s, then x

s

(d) = 0 for all d; if s 2 G.
then x

s

(d) = 1 for all d. For the remaining case we have:

x

s

(d) =

Z

d

0

X

u2S

R(s, u) · e�r(s)·y
| {z }

probability to move to
state u at time x

· x

u

(d�y)

| {z }

prob. to fulfill
⌃6d�y

G from u

dy

Unlike for the discrete-time models, this recursive characterisation
does not immediately provide an algorithmic approach. Solving
these integral equation systems is non-trivial, inefficient, and has
several pitfalls such as numerical instability. We can however re-
duce this to another problem for which efficient numerical tech-
niques do exist—computing transient probabilities in CTMCs. Ob-
serve that once a path reaches G within t time, then its remaining
behaviour is not important. This suggests to make all states in G
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absorbing. This yields C[G]. Then:

Pr(s |= ⌃6t

G)

| {z }

timed reach. in C

= Pr(s |= ⌃=t

G)

| {z }

timed reach. in C[G]

= p(t) with p(0) = 1

s

| {z }

transient prob. in C[G]

.

Transient probabilities are solutions of linear differential equations:
the vector p(t) = (p

s1(t), . . . , psk (t)) satisfies:

p

0
(t) = p(t) · (R� r) given p(0)

where r is the diagonal matrix of r (considered as vector). So-
lution using standard knowledge yields: p(t) = p(0)·e(R�r)·t.
Computing the matrix exponential is a challenging numerical prob-
lem [141, 142]. These problems can be overcome by transforming
the CTMC into a uniform one, a CTMC in which r(s) = r for
some fixed r, for all states s. Let r > max

s2S

r(s). For the uni-
formized CTMC [87] we have r(s) = r for all s 2 S, and:

P(s, s

0
) =

(

r(s)

r

·P(s, s

0
) if s0 6= s

r(s)

r

·P(s, s) + 1� r(s)

r

otherwise

Uniformization preserves weak bisimulation [17], see Section 4.
Then p(t) = p(0)·e�r·t·er·t·P. Still a matrix exponential remains,
but the matrix exponent now is a stochastic matrix. This yields a
numerically stable technique, that can be employed for all states
in the CTMC simultaneously [106]. Its complexity is linear in the
time bound t, the uniformization rate r, and quadratic in |S|.

Expected time objectives on CTMCs can be characterised as so-
lutions of sets of linear equations. Long-run average objectives—
what is the fraction of time spent in some state in G in the long
run?—can be determined using a two-step procedure. First, deter-
mine the limiting distribution in any terminal SCC that contains
some state in G. This amounts to solving a linear equation system
for the terminal SCC. The weighted sum with reachability proba-
bilities of these terminal SCCs yields the long-run average [14]. Al-
ternatively, long-run objectives can be described by automata that
“observe” the CTMC; this technique has been advocated in [65]; a
similar technique for expected delays originates from [166] and for
(path) rewards in [72].

Linear-time timed objectives like “can we reach G within a
deadline t while not residing more than d time units in bad states
all the while”?, can be encoded as deterministic timed automata
(DTA). In a deterministic TA, it is uniquely determined for any time
point what will be the next location given the current location. The
following procedure can be followed: (a) determine the zone graph
of the DTA, (b) take the product of the CTMC and this zone graph 5,
and (c) determine the probability to reach an “accepting” zone.
The latter reachability probabilities can be characterised by Volterra
integral equation systems of the second type [52]. For single-clock
DTA, the product can be decomposed into a series of CTMCs.
The reachability probability in the product can then be obtained
by transient distributions of these CTMCs [26]. An extension of
this technique towards infinite-state CTMCs is given in [139]. The
extension to multiple rewards is covered in [86]. Checking CTMCs
against linear duration properties has been reported in [53]. These
properties are stated as conjunctions of linear constraints over the
total duration of time spent in states that satisfy a given property.

Timed reachability in CTMDPs. As for MDPs, policies for CT-
MDPs are oracles to resolve the non-determinism. Whereas in
MDPs, positional policies attain maximal reachability probabili-
ties, this is not true in CTMDPs for timed reachability objectives.
The maximal timed reachability probability of G ✓ S is:

Prmax
(s |= ⌃6t

G) = supSPrS(s |= ⌃6t

G)

5 This yields a (simple) piecewise deterministic Markov process.

(a) (b)

Figure 4: A (left) sample CTMDP and (right) some policies for ⌃61

s

2

.

where policy S ranges over all, uncountably many, policies. Min-
imal timed reachability probabilities are defined similarly. Using
a similar procedure as explained above for CTMCs, let function
x

s

(d) = Pr

max

(s |= ⌃6d

G). If s 2 G, then x

s

(d) = 1 and if
s 6|= 9⌃G, then x

s

(d) = 0, for all d. Otherwise x

s

(d) equals

max

n

Z

d

0

X

u2S

R(s, µ, u) ·e�r(s,µ)·y ·x
u

(d�y) dy | µ 2 D(s)

o

For finite-state CTMDPs, timed positional policies are optimal to
attain maximal (or minimal) timed reachability probabilities [140,
145]. These policies decide on the total time elapsed so far, and the
current state. To illustrate this, consider the CTMDP in Fig. 4(a)
and objective ⌃61

s

2

. The initial state is the only non-deterministic
state. By choosing distribution �, s

2

is almost surely reached, but
the expected time to do so is 4

/3. Picking ↵ reaches s
2

in expected
time 1, but with probability 1

/3 only. With probability 2

/3 a state
is reached from which the goal can never be reached. The optimal
policy in state s

0

selects ↵ if 1�t

0

6 ln 3� ln 2, and � otherwise,
where t

0

denotes the residence time in s

0

; see Fig. 4(b).
As there are uncountably many timed positional policies, one

resorts to discretization to obtain ✏-optimal policies. These policies
attain the optimal timed reachability probability up to ✏. One way
to view this, is that a timed positional policies is approximated by
a piecewise-continuous policy. Depending on the precision of the
discretization, tight bounds can be obtained but at the expense of a
considerable time penalty. Various algorithms have been developed
in the last years; see e.g., [43, 82]. An efficient algorithm for
uniform CTMDPs was proposed in [16]. It was recently shown that
by letting the uniformization rate approaching infinity, a uniform
CTMDP is obtained on which a time-abstract policy—a policy that
does not base its decisions on the elapsed time—arbitrarily closely
approximates the optimal timed positional policy on the original
CTMDP [44]. In most cases, invoking the algorithm of [16] for
various uniformization rates is more efficient than discretization.

Branching-time logics. PCTL [94] is a probabilistic variant of
CTL in which the universal and existential path quantifiers are re-
placed by a probabilistic quantifier. The formula [⌃[⇤G]

=1

]>1
/2,

e.g., expresses that with probability at least 1

/2 a state is reached
from which almost surely one stays in G. CTL and the qualitative
fragment of PCTL, in which only bounds =1 and >0 are allowed,
are incomparable [11, Ch. 10]. The formulas [⌃G]

=1

and 8⌃G are
not equivalent; consider a two-state DTMC where G = {u} and
P(s, u) = P(s, s) =

1

/2. Then s |= [⌃G]

=1

and s 6|= 8⌃G. In
fact, there is no CTL formula that is equivalent to [⌃G]

=1

, and 8⌃G
is not expressible in PCTL. More precisely, this statement holds for
infinite Markov chains. For finite DTMCs, [⌃G]

=1

is equivalent to
the CTL-formula 8⌃G under strong fairness. In the example, this
rules out s! , the only run violating 8⌃G. PCTL is an expressive
logic though. Whereas the LTL-formula ⌃⇤G is not expressible in
CTL, it is in PCTL; indeed also [⌃⇤G]>1

/2 is expressible in PCTL.
Model checking a DTMC against a PCTL-formula proceeds by a
recursive descent over the parse tree of the formula. The core pro-
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cedure is determining (constrained) reachability probabilities. This
goes as explained before. A safety-liveness classification for PCTL
on DTMCs is given in [111]. PCTL can also be interpreted over
MDPs by quantifying over policies; e.g., [⌃G]>1

/2 holds if under
all policies G is reached eventually with probability at least 1

/2.
PCTL⇤ [31] model checking combines the DRA procedure for the
LTL sub-formulas with the recursive descent for PCTL. Extensions
of these logics with dedicated operators for long-run averages, ex-
pected time objectives, reward objectives [8] and so forth can be
readily defined. CSL (Continuous Stochastic Logic [10]) is a vari-
ant of PCTL that includes until-modalities with timing constraints.
The core model-checking procedure is determining timed reacha-
bility objectives. Verification algorithms for MA have recently been
considered in [88]. Expected time and reachability objectives can
be solved by standard MDP algorithms; reward-bounded properties
can be reduced to time-bounded reachability properties by exploit-
ing the duality between progress of time and reward, and reducing
long-run average properties long-run ratio objectives in MDPs.

Richer property specifications. We mention a few other prop-
erty classes. Conditional probabilities like [⌃G|⌃F ]

>

1
/2 can be

efficiently dealt with using a copy-construction of the Markov
model [24] or by path reductions [68]. Other properties include
PCTL on MDPs with fairness constraints [12], verifying Markov
chains against push-down specifications [74], and quantiles [122,
160]. Counterexample generation—how to generate diagnostic
feedback in case a property is violated?—for Markov chains is sur-
veyed in [3]. Extensions to CSL have been considered with nested
until-formulas [177] and timed-automata constraints [71]. CSL ex-
tensions with rewards have been considered in [20, 22]. These
model-checking algorithms exploit the duality result of Section
2. Multi-objective specifications [81] focus on questions such as:
does an MDP admit a policy satisfying [⌃G

1

]

>

1
/2 and [⌃G

2

]

>

1
/2?

Variations of multi-objective specifications have been considered
in [23, 42]. An alternative [4] is to consider state distributions of
Markov models at each time step, e.g., whether the probability to be
in a given state is always at least 1

/2. The algorithms become quite
different, and decidability is not always ensured [5]. Finally, we
mention the verification of various objectives on stochastic games
such as expected total rewards, expected mean-payoff, and ratios
of expected mean-payoffs in PRISM-games [125].

4. The Abstraction Landscape
A major obstacle is the state-space explosion problem. We survey
the main abstraction techniques.

Bisimulation quotienting. For a DTMC with state space S, the
equivalence R on S is a probabilistic bisimulation [133] on S if all
pairs (s, t) in R satisfy that P(s, C) = P(t, C) for all equivalence
classes C 2 S/R where P(s, C) is shorthand for

P

s

02C

P(s, s

0
).

(If states are labelled with propositional symbols, then s and t

need to be equally labelled too.) Let ⇠ denote the largest possi-
ble probabilistic bisimulation, also known as probabilistic bisimi-
larity. It turns out that Paige-Tarjan’s efficient algorithm for bisim-
ulation quotienting of labelled transition systems can be adapted
to Markov chains [169]. Computing probabilistic bisimilarity is P-
hard, as shown in [51]. The quotient Markov chain is thus obtained
in O(|P|· log |S|) where |P| denotes the number of non-zero ele-
ments in the matrix P. Every probabilistic bisimulation R induces
a lumping partition [113]—lumpability is a classical concept for
Markov chains—and vice versa. ⇠ yields the coarsest lumpable
partition. Altogether this means that the coarsest possible lumpable
partition can be obtained in an algorithmic manner. This is an ex-
ample par excellence of a result from formal verification that im-
pacts Markov chain theory! Probabilistic bisimulation can easily

Figure 5: Abstraction-refinement using game-based abstraction (taken
from [112]).

be adapted to the other Markov models. For CTMCs, e.g., one re-
quires R(s, C) = R(t, C) for all equivalence classes C 2 S/R.
For MDPs, one requires for each distribution in D(s) the existence
of a “matching” distribution in D(t). The bisimulation relation ⇠
coincides with PCTL- (and PCTL⇤-) equivalence on all countably
large Markov chains [17]. Coarser abstractions can be obtained us-
ing weak bisimulation, a stuttering variant of ⇠. The underlying
idea is that only the conditional probability to leave an equivalence
class is of importance and needs to be matched. The notion for
DTMC is somewhat involved [17]; for CTMC, it boils down to re-
quiring R(s, C) = R(t, C) for all equivalence classes C 2 S/R,
except for C = [s]

R

= [t]

R

. Weak bisimulations preserve PCTL⇤

without next [17]. Experiments show that substantial (up to expo-
nential) state space reductions can be obtained at almost no time
penalty [107]. As shown in [107], combinations with symmetry re-
duction [127] turn out to be rather beneficial too. Bisimulation rela-
tions over distributions [73] (rather than over states) are related and
have shown their theoretical relevance for linear-time objectives.

More aggressive abstraction. Most abstraction schemes are
based on grouping states that are not necessarily bisimilar. Ab-
stract and concrete models are then no longer bisimilar but they
are related by a simulation relation. Abstraction is typically conser-
vative in the sense that affirmative verification results for abstract
models carry over to concrete models. That is to say, if the abstract
model satisfies a property, the concrete one does so too. Probabilis-
tic simulation, e.g., preserves a safe fragment of PCTL, but not the
full PCTL [17]. This does not apply to negative verification results,
as false negatives may occur due to over-approximation in the ab-
straction. Three-valued semantics, i.e., an interpretation in which a
formula evaluates to either true, false, or indefinite may help out.
In this setting, abstraction is conservative for both positive and
negative verification results. Only if the verification of the abstract
model yields an indefinite answer (“don’t know”), the validity in
the concrete model is unknown. This has been adopted to Markov
models [110]. For a queueing system from performance evalua-
tion, (hand-crafted) three-valued abstraction shows that 10278 con-
crete states (calculated analytically) can be reduced to 1.2 million
states, while preserving six decimals accuracy for timed reacha-
bility probabilities [116]. An important question is which type of
model to use as abstraction. Models that are used include interval
Markov chains, abstract probabilistic automata [69] that equip PA
with modalities, and two-player stochastic games [112]. The latter
are used for obtaining abstractions of MDPs. One player is rep-
resenting the non-determinism that is inherent in the MDP, while
the other player controls the non-determinism introduced by the
abstraction. Crucially, this allows lower and upper bounds to be
computed for the reachability properties of the MDP. The tightness
of these bounds indicate the quality of the abstraction and form
the basis of refinement, see Fig. 5. Experiments show encouraging
results reducing models of millions of states to hundreds of states
in a few abstraction-refinement iterations [112]. A closely related
approach is menu-based abstraction [174].

Compositional abstraction. In order to avoid treating the en-
tire system model for abstraction, one can exploit composition-
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ality. This amounts to applying abstraction in a component-by-
component fashion. This requires the abstraction relation (such as
⇠, weak bisimilarity, or similarity) to be a congruence with respect
to parallel composition. For PA and MA, this means:

(M
1

⇠ N
1

and M
2

⇠ N
2

) implies M
1

||
A

M
2

⇠ N
1

||
A

N
2

phrased for the bisimulation ⇠. Compositional abstraction works
component-wise. Each component M

i

is abstracted by ↵(M
i

).
Then M

1

||
A

. . . ||
A

M
n

is abstracted by ↵(M
1

) ||
A

. . . ||
A

↵(M
n

). Or, groups of parallel processes can be taken and ab-
stracted, applying a similar regime. This has been applied to PA
and (modal extensions of) MA [99, 108]. These strategies all at-
tempt to reduce the peak memory consumption during state space
generation. Exploitation of the compositional system structure in
the verification using assume-guarantee verification has been con-
sidered in [119, 130].

Other techniques. There are several avenues to tackle the state
space explosion problem. One can argue that bisimulation is too
precise, in particular for probabilistic models. This can be remedied
by considering approximate bisimulations [170]; however, quoti-
enting is rather expensive. The usage of symbolic data structures
such as multi-terminal BDDs originates from [13]. For many prac-
tical examples (see also the next section), this is quite scalable. On-
the-fly partial-order reduction has been adapted to MDPs (and PA
and MA) [18]. As opposed to the aforementioned techniques, this
works on the high-level description of the MDP, not on the MDP
itself. Experimental results show that using adequate heuristics two
thirds of the total achievable reduction possible with weak bisimu-
lation can be obtained [168]. Other techniques include paralleliza-
tion [35] and Monte Carlo simulation 6. To analyse models of many
replicas, mean-field approximation can be employed [34]. The lat-
ter technique is based on counter abstraction, and yields approxi-
mate results for (in the limit infinitely) many replicas. A survey on
abstraction techniques for probabilistic systems is given in [67].

5. The Application Landscape
This section focuses on some practical applications of probabilistic
model checking.

Reliability engineering. Probabilistic safety assessment is com-
mon practice for safety-critical systems, and often required by
law. Typical measures of interest are the mean time to failure—
what is the expected time of the failure?—and reliability—how
likely is the system operational up to time t? Fault tree analy-
sis (FTA) [165, 172] is one of the most (if not the most) promi-
nent safety assessment technique. A recent detailed survey is given
in [161]. It is standardised by the IEC, and deployed by many com-
panies and institutions, like FAA, NASA, ESA, Airbus, Honeywell,
etc. Fault trees (FTs) model how failures propagate through the sys-
tem: FT leaves model component failures and are equipped with
continuous probability distributions; FT gates model how compo-
nent failures lead to system failures. FTs are one of the most promi-
nent model to describe top-down causes for a system failure and
facilitate, amongst others, the analysis of the mean time to failure
and system reliability. It is a common assumption that the failure of
FT leaves is governed by exponential distributions.
Remark. The incorporation of stochastic timing is motivated by
the fact that failures and repairs—the key events in reliability
analysis—occur randomly. Especially for failures, the negative
exponential distribution is a specific, though rather reasonable

6 Also called statistical model checking [134, 176]; this is however typically
restricted to bounded reachability properties (and variants thereof) and
cannot handle non-determinism.

(a) (b)

Figure 6: A (a) sample DFT with three leaves, an OR-gate (top event) and
two SPARE-gates (its children), and (b) its CTMC.

choice. The exponential distribution maximises the entropy7: if
only the mean failure rate is known, then the most appropriate
continuous-time distribution is the exponential distribution with
that mean [135]. For mechanical component failures, the bathtub
curves states that after the burn-in the failure rate is constant until
at some point wearing-off becomes a major influence [117]. For
repairs, other distributions such as uniform or combinations of uni-
form and deterministic distributions come into the play. These dis-
tributions can however be matched arbitrarily closely with phase-
type distributions (at the cost of state-space increase), distributions
that are defined as the time until absorption in a CTMC [146].

Due to redundancy, not every single component failure leads
to a system failure. Static fault trees have logical gates such as
AND- and OR-gates, but no inverters. Their analysis is easy and
can be done efficiently using BDD-based techniques. Dynamic
fault trees (DFTs) [75] are directed acyclic graphs that are more
expressive and more involved than static fault trees. They cater
for common dependability patterns, such as spare management,
functional dependencies, and sequencing. DFTs have an internal
state, e.g., the order in which events fail influences the internal
state, and thus whether the designated top event has failed. DFT
leaves can be either dormant, standby, active, or failed. Basic events
are assumed to be independent, therefore they almost surely never
fail simultaneously. The failure rate depends on the status; an active
leaf has failure rate �, dormant and standby leaves have a reduced
rate. The DFT in Fig. 6(a), e.g., models (part of) a motor bike with
a spare wheel. If either wheel W

1

or W
2

fails, the motor bike fails.
Either wheel can be replaced by the spare wheel W

S

but not both.
W

S

is less likely to fail as long as it is not used; this is modelled by
a reduced failure rate. Assume the front wheel W

1

fails. The spare
wheel W

S

is available and used, while its failure rate is increased,
as its status changes from dormant (or standby) to active. If any
other wheel fails, e.g., W

2

then no spare wheels are available any
more. In that case, the SPARE BW and the DFT SF fails.

The behaviour of DFTs can be naturally described by CTMCs,
where transitions correspond to the failure of a basic event. Fig. 6(b)
depicts the CTMC of our sample DFT. (Strictly speaking, DFTs
can exhibit non-determinism due to the presence of functional
dependency-gates; Markov automata (MA) are appropriate as se-
mantics. For the sake of simplicity, we refrain from considering
such gates.) It turns out that the state space generation, i.e., the
generation of the CTMC for a given DFT, is one of the main bottle-
necks. By exploiting successful reduction techniques from classical
model checking, such as symmetry and (static) partial-order reduc-
tion, the state-space generation can be boosted drastically. Symme-
try reduction exploits the fact that many parts in DFTs are symmet-
ric and that failures have analogous effects in symmetric parts; e.g.,

7 According to the principle of maximum entropy, if nothing is known about
a distribution except that it belongs to a certain class (usually defined in
terms of specified properties or measures), then the distribution with the
largest entropy should be chosen as the least-informative default.
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in the example the front- and back wheel are symmetric. Symmetry
reduction combined with pruning sub-DFTs that become obsolete
(don’t care) after the occurrence of some failures turns out to yield
substantial gains. Recent experiments have shown that the state-
space generation is accelerated up to five orders of magnitude by
exploiting these model-checking techniques [173]. The generation
of CTMCs with about 20 million states from symmetric DFTs is
a matter of a few minutes. The probabilistic verification of the re-
sulting CTMC—determining the DFT’s mean-time to failure, or
its reliability—can be done using the algorithms explained before.
This is very fast and negligible compared to the state-space genera-
tion. Alternative techniques [36] exploit the structure of the DFT by
generating the CTMC (in fact, an MA) in a compositional manner.
Here, an MA is generated for each DFT gate, and is enriched with
some transitions to enable its composition with the MA for other
gates. During this compositional state-space generation, bisimu-
lation quotienting is employed on the individual MA to reduce
the peak memory consumption. Efficient state-space generation
techniques combined with probabilistic model checking has been
successfully applied to large instances of benchmarks DFTs from
the literature (stemming from different application fields) as well
as to safety assessment of Dutch railway systems, see e.g. [89].

Dependability. The second application is concerned with depend-
ability modelling and analysis of spacecrafts. System dependabil-
ity evaluation is tightly related to performance evaluation, but es-
pecially concerned with evaluating service continuity of systems
while failures may occur. It goes without saying that spacecraft
systems such as satellites, Mars pathfinders, and launchers are sub-
ject to extreme dependability requirements. Space systems engi-
neering is an evolving field and its current state of practice is
strongly influenced by software. The advent of digital interfaces
of parts and equipment, and the flexibility of software-based con-
trol over analogue interfaces and electrical/mechanical control led
to an exponential growth of the size of the deployed software in
space crafts. In a cooperation of almost a decade with the ESA
(European Space Agency), an extension of the Architecture Analy-
sis & Design Language (AADL) [83] has been developed with ac-
companying tool support that includes probabilistic model check-
ing [38]. The AADL dialect enables to express the system, the
software and—most importantly—its reliability models in a sin-
gle modelling language. This language is equipped with a rigorous
formal semantics, that maps models onto an automata-based for-
malism. The automata are extended with data, continuous dynam-
ics (to describe temperature, pressure and the like), and discrete and
continuous probability distributions. The latter are primarily used
for modelling the failure behaviour of (typically redundant) system
components. AADL is a component-based modelling language in
which hierarchical system components interact with each other in
a rendezvous manner. The behaviour of component consists of two
parts: its nominal and its error behaviour. The effect of an error
occurrence is described by a so-called fault injection, basically an
assignment to some variables in the nominal part. The nominal be-
haviour is given by a (possibly non-deterministic) state-transition
diagram, while the error behaviour is described by a CTMC. The
error model expresses how faults may affect normal operation and
may lead the system into a degraded mode of operation. The paral-
lel composition of these two “automata” together with the fault in-
jection gives the total component’s behaviour. Modes are thus pairs
of nominal modes and error model states. The transition relation
consists of all possible interleavings and interactions between the
nominal and error model, taking failure effects into account. An
example is given in Fig. 7.

Ignoring the hybrid and timed behaviour yields an MA, a
CTMC with possible non-determinism. The generation and analy-
sis of the resulting MA is supported by the COMPASS tool-set; its

idle wait

active

cnt := 1

cnt := 2cnt := 0

cnt := cnt + 1

(a) Nominal model

ok failed
fail

recover

(b) Error model

idle#ok idle#failed

wait#ok wait#failed

active#ok active#failed

fail; cnt := �1

recover

fail; cnt := �1

recover

fail; cnt := �1

recover

cnt := 1

cnt := 2

cnt := 1

cnt := 2

cnt := cnt + 1 cnt := �1

cnt := 0

cnt := �1

(c) Extended model

Figure 7: Nominal (a) and error model (b) with fault injection cnt := 1
yields extended model (c).

model checker is described in [37]. MA are reduced by weak bisim-
ulation quotienting; in case this yields a CTMC—due to the elim-
ination of spurious non-determinism by the quotienting—CTMC
model checking is employed; otherwise MA verification is ap-
plied. A large internal case study at ESA modelled a satellite plat-
form [39, 78]. The 90 components modelled the reaction wheels,
and the attitude and orbital control system (AOCS) etc.; the 20 er-
ror models range from sensor failures to propulsion failures and
AOCS break down. The nominal model already consists of 50 mil-
lion states. Fault injection yields blow-ups ranging from a factor 3
(for local errors) up to 200,000 (for the AOCS). Using BDDs, com-
bined with (weak) bisimulation quotienting, and property-based
abstraction, the AADL model of the satellite has been successfully
analysed [78]. The need for more effective abstraction techniques
is clearly given as the reliability of the satellite in the presence
of a sensor failure could not be computed in nine hours. A more
detailed model of the satellite has also been analysed in [39]. The
ESA activities are perhaps the largest industrial project so far 8 that
has used probabilistic model checking.

Other applications and tools. Probabilistic model checking has
been adopted by various performance modelling techniques, most
notably by (generalized) stochastic Petri nets (GSPNs) [138]. Tran-
sitions in these Petri nets are equipped with exponential distribu-
tions, and safe SPNs yield finite-state CTMCs. Due to the presence
of immediate transitions, GSPNs may have confusion; their mark-
ing graph is no longer a CTMC but an MA [77]. Established GSPN
tools such as GreatSPN [7] nowadays include CSL model check-
ing. We also mention a (plug-in) extension of STATEMATE that
augments Statechart models with probabilistic timing information
in a compositional manner—in a similar manner as described above
for AADL—and exploits CTMDP model-checking algorithms [32]
The availability of powerful software tools such as PRISM [129],
MRMC [109], LiQuor [56], iscasMC [92], and PAT [164] has
boosted the application of probabilistic model checking in a wide
variety of application fields. An important application field is sys-
tems biology. CTMCs naturally reflect the operations of biological
mechanisms such as molecular reactions. In recent years various
biological systems have been studied by CTMC model check-
ing [61, 131, 139]. These include Petri net approaches [97, 137].
A recent overview is given in [126]. In particular, computing
time-bounded reachability probabilities and long-run probabilities
is of importance. Other applications include: quantitative secu-

8 See compass.informatik.rwth-aachen.de for more details.
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Figure 8: A variant of the Knuth-Yao die for two unfair coins.

rity [149], stochastic scheduling, planning, robotics [154], prob-
abilistic programs [115], data-flow computations [105], user ac-
tivity patterns for mobile apps [9], and so forth. Extensions with
rewards have been applied, amongst others, to energy-aware com-
puting [150]. An extensive set of case studies can be found on
www.prismmodelchecker.org. Statistical model checkers
that check a temporal logic formula using Monte Carlo simulation
have emerged in the last years [134, 176].

6. The New Parameter Synthesis Landscape
The parameter synthesis problem. A major practical obstacle
is that probabilistic model checking assumes that all probabilities
(rates) in the Markov model are a priori known. However, at early
development stages, certain system quantities such as fault rates,
reaction rates, packet loss ratios, etc. are often not—or at the best
partially—known. In such cases, parametric probabilistic models
can be used, where transition probabilities are specified as arith-
metic expressions over real-valued parameters. The problem of pa-
rameter synthesis is: Given a finite-state parametric Markov model,
what are the parameter values for which a given reachability prop-
erty exceeds (or is below) a given threshold �? Put differently,
what probabilities in the system are tolerable such that the overall
probability to reach some critical states is below a given thresh-
old like 10�8? Answering such a question may for instance allow
developers of network protocols to decide for which communica-
tion channels reliability is most important, or it may help reliability
engineers optimising investments by focussing on the most criti-
cal components. Due to possible dependencies between paramet-
ric transition probabilities, synthesis is intrinsically hard. Param-
eter synthesis has considerably advanced recently, and we survey
available techniques for discrete-time parametric Markov models.

Computing symbolic reachability probabilities. As a running ex-
ample we consider a parametric variant of the Knuth-Yao algo-
rithm [118]. We assume that a finite number of parameters is given.
Transitions in parametric DTMCs (pMCs, for short) are labelled
with rational functions over these parameters. A rational function is
a fraction of polynomials in terms of the parameters. No restrictions
on the shape of multivariate polynomials are imposed; the rational
functions should, of course, be on [0, 1]. It is assumed that pMCs
are realizable, i.e., there exists a parameter evaluation such that a
DTMC is induced. Checking this is NP-hard [132]. Consider two
biased coins that result in heads with probability p and q, respec-
tively. In the parametric Knuth-Yao algorithm, we throw these coins
in an alternating fashion, see Fig. 8. A sample synthesis question is:
For which values of p and q is the probability of eventually getting

or at most 1

/3? Note that there are multiple trade-offs in the
sense that, e.g., higher or lower values of p (or q) are not necessarily
beneficial for the probability of either or . It is possible to com-
pute a rational function expressing the reachability probability in a
pMC. In the example, this yields for the non-linear rational func-
tion p· q·(1�p)

1�p·q . This can be obtained—as first observed in [64] and
implemented in [91]—by state elimination, a technique akin to con-
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Figure 9: State-elimination for parametric Markov chains.

structing a regular expression from a finite-state automaton. We use
state and transition elimination, as illustrated below. The principle
is to remove states one-by-one from the pMC until only a start state
and the target states remain. We show this procedure for the left
sub-tree of the parametric die. Eliminating state s

3

(see Fig. 9(a))
results in transitions from s

1

to the targets of the outgoing transi-
tions of s

3

. Eliminating the self-loop at s
1

(see Fig. 9(b)) rescales
all other outgoing transitions. Eliminating s

1

(see Fig. 9(c)) yields
the rational function describing the probability for the event ⌃ .
Finally, eliminating state s

4

yields Fig. 9(d). This approach can
be generalised to obtain rational functions for objectives such as
conditional reachability probabilities [68] and expected rewards in
pMCs whose rewards may be parametric too.

Depending on the structure and the size of the pMC, this pro-
cedure may yield rational functions with many high-degree mul-
tivariate polynomials. For many Markov models it is beneficial to
construct the rational function by exploiting their structure. A prac-
tically viable approach is to apply a hierarchical decomposition of
the pMC into SCCs [102]. This yields a tree of SCCs, the root be-
ing the pMC at hand. One can then determine the rational func-
tions in a bottom-up fashion over this tree, starting with the leaves,
i.e., the SCCs that do not contain any SCCs. The rationale behind
this strategy is to keep the rational functions manageable. Together
with improved gcd-computations, a bottleneck for computing ratio-
nal functions, this approach scales well. In addition, probabilistic
bisimulation quotienting on pMCs can be applied using the poly-
nomial algorithm for ordinary MCs together with SMT (Satisfia-
bility Modulo Theory) techniques [58] that simplify the rational
functions and compare them. Experimental results [102] show that
this approach to computing rational functions works efficiently for
pMCs of up to a few million states and two parameters.

Partitioning the parameter space. The aim of parameter synthe-
sis is to obtain all parameter values for which a given property
holds. This can be conveniently represented by partitioning the
parameter space, indicating for which sets of parameter values—
called regions—the property holds, and for which ones it does not.
The first regions are safe; the second ones are unsafe. Formally, re-
gions are half-spaces defined by a system of linear inequalities over
the parameters. A region R for threshold 6 � for fixed probability
� and rational function f is safe iff there is no well-formed parame-
ter valuation v 2 R

9 such that f instantiated with v exceeds �. An
unsafe region R does not contain a valuation v such that f instan-
tiated by v is at most �. We present two approaches to partition the
parameter space into safe and unsafe regions: generating candidate
regions that are checked for (non-) safeness, and parameter lifting.

Candidate region generation and checking. To partition the pa-
rameter space into safe (indicated in green) and unsafe regions (in-
dicated in red), one can—either algorithmically or user-guided—
indicate candidate regions. To check whether a region is safe or not,
satisfiability checking can be employed. This approach is based on
a symbolic representation of reachability probabilities as given by
the rational functions obtained by, e.g., state elimination. For our
running example, the aim is to determine for a region R such as

9 A parameter valuation is well-formed whenever it induces a Markov chain.
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Figure 10: Sampling (a) and two snapshots (b) and (c) of incremental parameter space partitioning for Pr (⌃ ) > 3

/20.
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/3, all values of p and q such that
(see Fig. 9(d)):

p·q·(1�p)

1� p·q + p

2· 1�q

1� p·q 6 1

/3.

This can be done by SMT techniques over non-linear real arith-
metic [103] supported by tools such as Z3 [66] and SMT-RAT [58].
If a candidate region is not safe (or not unsafe), the counterexam-
ple provided by the SMT solver can be used to split the candidate
region into sub-regions. This naturally gives rise to a CEGAR10-
like loop: once the rational function is computed, one first checks
a number of instantiations of the rational function up to a user-
adjustable degree. This yields a coarse abstraction of the parameter
space partitioning. Based on the sampling, a safe (unsafe) candi-
date region is constructed. An SMT-solver then either verifies that
this region is indeed safe (unsafe). Fig. 10 shows a typical initial
sampling, together with an intermediate and an (almost) final parti-
tioning for the two parameters of the parametric version of Knuth-
Yao’s die. The tool PROPhESY [68] supports this procedure.

Parameter lifting. Instead of computing a rational function and
involving an SMT-solver, the new parameter lifting technique takes
a different approach [158]. It takes as input a pMC but is—in con-
trast to the above technique—also directly applicable to parametric
MDPs. For each unique parameter at transitions emanating from
a state, we use a fresh parameter to remove parameter dependen-
cies. This is called relaxation. Now, for each function over these
parameters, we compute extremal values, i.e., maximal and mini-
mal probabilities based on the region of interest. The key idea is
to replace the (parametric) probabilistic choice at each state by a
non-deterministic choice between these extremal values. This sec-
ond step is called substitution. The resulting (non-parametric) MDP
can be verified using the algorithms discussed before. This analy-
sis yields sound over- and under-approximations for all parameter
instantiations within the given region. Parameter lifting thus allows
verifying regions via standard MDP model checking and avoids
computing rational functions and SMT solving. This approach is
sound if transition probabilities are linear in each variable, and re-
gions are hyper-rectangles. These restrictions are not severe; most
benchmarks from the literature adhere to this. Let us give an exam-
ple. Consider Fig. 11(a) and let region R = [0.1, 0.3]⇥[0.4, 0.6].
The relaxation (see Fig. 11(b)) replaces parameter p in s

4

by y, the
bounds for y are as for p, [0.1, 0.3]. Now, every variable occurs
only at a single state, so the choice of a variable becomes a local
choice. Note that this over-approximates the possible instantiations.
Substitution yields the MDP in Fig. 11(c). That is, for each outgo-
ing transition in a state we either pick the upper or lower bound for
the corresponding variable. The solid (dashed) lines depict transi-
tions that belong to the action for the upper (lower) bound. The
elegance of this approach is that it is simple and can be applied to

10 CounterExample-Guided Abstraction-Refinement.
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Figure 11: Illustrating (b) relaxation and (c) substitution.

parametric MDPs too. It also avoids the main practical bottlenecks
of computing the rational function and SMT solving. Substitution
then yields a two-player stochastic game, see [158]. The analysis
of this game using standard means [84] yields upper- and lower-
bounds on the maximal and minimal reachability probabilities for
the pMDP. These bounds are safe by construction. The technique
can also be used to verify expected reward properties. By replac-
ing sampling of the rational function, parameter lifting can be em-
bedded into a parameter space partitioning framework as described
above. Parameter lifting enables parameter space partitioning for
pMCs and pMDPs with a 95% coverage for up to a few million
states and four parameters [158].

Applications. Despite the fact that parameter synthesis is a rather
young research area, several applications have been reported re-
cently. Parametric probabilistic models are used to rank patches in
the repair of software [136] and are quite natural in adaptive soft-
ware where “continuous” verification frequently amends system
models during deployment [45]. Parameter synthesis in CTMCs
has first been considered in [93]; recent extensions are reported
in [46]. Early work on parameter synthesis for discrete probabilis-
tic models occurred in [132]. Perturbation analysis [54, 167] and
model-repair [28] exploit parametric Markov models.

Other synthesis works. Rather than having parametric transition
probabilities, properties may be parametric. Consider the paramet-
ric LTL-formula ⌃6x

', where x is a natural variable. The synthe-
sis problem now is to determine the set of valuations of x such that
the probability to satisfy the instantiated formula is below thresh-
old �. This is undecidable in general but decidable for some LTL
fragments and qualitative properties [47]. The controller synthesis
problem is: given a (CT)MDP and a reachability objective, it is pos-
sible to effectively synthesize a controller? For MDPs and PCTL
extended with long-run averages, the controller synthesis problem
is decidable [123]; for a similar logic and MDPs in which some
(but not all) non-determinism is controllable, it is NP-hard [15].
Other variants include the control-flow synthesis from libraries of
reusable probabilistic components—which is decidable for almost-
sure specification [49, 143]—the synthesis of systems in proba-
bilistic environments [50] and the synthesis of probabilistic pro-
grams [147].
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Abstract
We propose an algebraic approach to stochastic graph-rewriting
which extends the classical construction of the Heisenberg-Weyl
algebra and its canonical representation on the Fock space. Rules
are seen as particular elements of an algebra of “diagrams”: the
diagram algebra D . Diagrams can be thought of as formal compu-
tational traces represented in partial time. They can be evaluated to
normal diagrams (each corresponding to a rule) and generate an as-
sociative unital non-commutative algebra of rules: the rule algebra
R. Evaluation becomes a morphism of unital associative algebras
which maps general diagrams in D to normal ones in R. In this
algebraic reformulation, usual distinctions between graph observ-
ables (real-valued maps on the set of graphs defined by counting
subgraphs) and rules disappear. Instead, natural algebraic substruc-
tures of R arise: formal observables are seen as rules with equal left
and right hand sides and form a commutative subalgebra, the ones
counting subgraphs forming a sub-subalgebra of identity rules. Ac-
tual graph-rewriting is recovered as a canonical representation of
the rule algebra as linear operators over the vector space generated
by (isomorphism classes of) finite graphs. The construction of the
representation is in close analogy with and subsumes the classical
(multi-type bosonic) Fock space representation of the Heisenberg-
Weyl algebra.

This shift of point of view, away from its canonical representa-
tion to the rule algebra itself, has unexpected consequences. We
find that natural variants of the evaluation morphism map give
rise to concepts of graph transformations hitherto not considered.
These will be described in a separate paper [2]. In this extended ab-
stract we limit ourselves to the simplest concept of double-pushout
rewriting (DPO). We establish “jump-closure”, i.e. that the sub-
space of representations of formal graph observables is closed un-
der the action of any rule set. It follows that for any rule set, one can
derive a formal and self-consistent Kolmogorov backward equation
for (representations of) formal observables.

Categories and Subject Descriptors Theory of computation
[Models of computation]: Concurrency; Mathematics of comput-
ing [Probability and statistics]: Stochastic processes; Mathemat-
ics of computing [Discrete mathematics]: Graph theory

General Terms rule diagrams, rule algebra, stochastic mechanics

Keywords concurrency, probabilistic systems, graph rewriting
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1. Introduction
Graphs and graph-like structures are basic components in the mod-
ern toolkit of modeling. They appear in varied situations such as
the study of epidemics, social dynamics of opinions, ad hoc net-
works, spin glasses [10], and also combinatorial chemical reaction
networks [6]. Oftentimes, one has competing rewiring operations
or rules which locally remodel the graph and, thus, naturally de-
fine a Markovian process on the discrete set of graphs. This is the
situation we are interested in this paper. Our specific goal is to es-
tablish a new route to the study of these models. Traditionally one
uses graph transformation systems and the notion of rule and rule
application (see e.g. Ref. [11] for a review). Here we posit as our
primary object a notion of rule diagrams. Such diagrams can be
seen as formal compositions of rules in “true concurrency” style.
Operationally, diagrams can also be understood as neighbourhoods
of realizations of processes of interest. We put together a formalism
to represent such diagrams and their evaluations. With this algebrai-
sation of rule composition, the world of rules becomes autonomous
– rules can be formally composed using the diagram algebra and
then evaluated to linear combinations of rules by means of a spe-
cific evaluation mechanism. Four different variants of evaluation
are conceivable [2]. We restrict here to the simplest form, DPO-
rewriting, where no implicit edge-deletion is allowed when delet-
ing a node. We find that rules form a unital associative algebra R,
while (formal) graph observables are just special rules which form
a commutative subalgebra of R. The vector space of finite graphs
comes back into the picture as the carrier of a natural representation
of the rule algebra. Actual DPO-type graph rewriting is now seen
as the action induced by the representation.

Ideas presented here are anticipated by Löwe [12] with the con-
cept of rule composition for single-pushout rewriting (SPO). Di-
agrams themselves are implicit in recent constructions on graph-
rewriting traces [7]. But it is only by decoupling the algebra of
rules from its representations that we can operationalise these ideas
and develop an efficient and versatile combinatorial framework for
quantitative graph rewriting. Indeed, our construction embodies a
combinatorial engine for accurate handling of the many count-
ing situations which arise in the manipulation of graph rewriting
systems. In particular, a special case of this construction is that
of discrete typed graphs (no edges): R then boils down to the
Heisenberg-Weyl algebra, and R’s representation to the traditional
interpretation of this algebra as acting on the multi-type Fock space.
Our combinatorial engine thus subsumes analytic combinatorics on
the Fock space [4]. Another type of combinatorial scenario we can
put our engine to work on is the derivation of the formal backward
equation for graph observables. Such equations are widely used in
the study of stochastic graph models and often obtained via ad hoc
counting arguments. A recent example is Ref. [1, p21]. The deriva-
tion relies on a re-derivation of the jump-closure theorem. Not only
do we find a much cleaner derivation, but it also generalises in a
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straightforward manner to obtain a compact formula for the case of
correlators of observables (a.k.a. multivariate moments). Besides,
and this is a more subtle difference, we derive jump-closure for
DPO-rewriting which is more intricate than the SPO-version ob-
tained earlier [9].

Here is an outline of the following sections:
discrete rule

diagrams p. 2
// rule diagrams

p. 3
// composition

p. 4

✏✏ p. 5✏✏
rule algebra

p. 6 ✏✏

reduction map
p. 5
oo rule diagram

algebrap. 5
oo

representation
p. 6
// stochastic mechanics

p. 9
// generalised

jump closure

Acknowledgments. The authors acknowledge support by the
Advanced ERC grant RULE/320823. The reviewers are warmly
thanked for their insightful comments.

2. Relations and Graphs
We work with relations over finite sets. The set of relations be-
tween the sets A and B will be denoted by RelpA,Bq; the subset
of one-to-one relations between A and B (equivalently partial in-
jective maps from A to B) will be denoted by Rel1pA,Bq. The
domain and codomain of a relation r are defined as domprq “

ta | Db.pa, bq P ru and codprq “ tb | Da.pa, bq P ru.
Given r in RelpA,Bq, and U Ñ A, we write rrU s :“

tb | Du P U.pu, bq P ru Ñ B. The identity relation in RelpA,Aq

will be written idA. The sequential composition of r in RelpA,Bq

and s in RelpB,Cq will be written r; s in RelpA,Cq. The Kleene
closure of r P RelpA,Aq will be written r˚ in RelpA,Aq, and
we write r` for r; r˚. We also define cl„prq to be the equivalence
relation generated by r in RelpA,Aq, and r´1 in RelpB,Aq to be
the relation inverse to an r in RelpA,Bq.

We also use directed graphs defined as tuples G “ pV,E, s, tq
where V and E are finite sets of vertices and edges, and s, t : E Ñ

V map edges to their source and target.
The connected component relation ccpGq Ñ V ˆ V is the

equivalence relation cl„ptpspeq, tpeqq | e P Euq. A partial injec-
tive morphism of graphs from pV,E, s, tq to pV 1, E1, s1, t1

q is a
pair of one-to-one relations fV P Rel1pV, V 1

q, fE P Rel1pE,E1
q

such that fE ; s1
“ s; fV and fE ; t

1
“ t; fV . When fV and fE

are bijections, one says that pfV , fEq is an isomorphism. The set of
isomorphism classes of finite graphs will be denoted G–.

3. The rule diagram and rule algebra
We introduce rule diagrams, a syntax for formal and “truly con-
current” traces of graph rewriting systems. These diagrams admit
a notion of composition, which encompasses the usual notion of
matching, and a notion of normalization, which implements rewrit-
ing. These diagrams and their normal forms span algebras which in
the next sections will be the basis for an interpretation of stochastic
graph rewriting systems as representations.

3.1 Polarized discrete diagrams
Rule diagrams and their reduction semantics are defined in terms
of simpler polarized discrete diagrams (pdds) that correspond to
traces of set rewriting ([11], Sec. 2) processes. We will denote the
set of discrete diagrams, defined below, by D0.

Definition 1 (Polarized discrete diagram). A pdd is a tuple d “

pi, o, r,mq, where i and o are finite, disjoint input and output

sets, and where r in Rel1pi, oq, m in Rel1po, iq will be called
the rule and the match relations, respectively. We require the pdd
to be acyclic. Formally, this corresponds to requiring that idi X

pr;mq

`
“ ; and symmetrically, ido X pm; rq

`
“ ;. A pdd is

normal whenever m “ ;.

The input and output sets should be thought of as vertices on
which some finite set of rules operate. These rules (grouped in the
rule relation) are themselves strung together along the match rela-
tion. Pdds admit a simple graphical syntax that we now illustrate
on small examples. In the pictures that follow, inputs will be de-
picted as ˝, outputs as ‚, the rule relation as dotted arrows and the
match relation as full arrows. The acyclicity of pdds induces a par-
tial order on elements that we will interpret as the global arrow of
time – the diagrams will be displayed vertically, with time going
upwards. Besides the empty pdd dtu “ p;, ;, ;, ;q, the simplest
examples correspond to the creation, annihilation and preservation
of a vertex, corresponding to normal pdds dc, da, dp, respectively:

‚ ‚

dc
˝

da
˝

dp

OO (1)

More concretely, dc :“ p;, t‚u , ;, ;q, da :“ pt˝u , ;, ;, ;q

and dp :“ pt˝u , t‚u , tp˝, ‚qu , ;q. A rule that matches a ver-
tex and creates another one can be presented as the pdd d1 “

pt˝0u , t‚1, ‚2u , tp˝0, ‚2qu , ;q, displayed here:

‚1 ‚2

˝0
r

<< (2)

As an illustration of a non-normal pdd, we can compose (as will
be made precise in Prop. 6) two instances of the previous pdd, for
example matching the top instance’s input to ‚2:

‚4 ‚5

˝3
r

<<

‚1 ‚2

m
OO

˝0
r

<<

(3)

The information of this pdd is encoded concretely as follows:

d2 “ pt˝0, ˝3u , t‚1, ‚2, ‚4, ‚5u , tp˝0, ‚2q, p˝3, ‚5qu , tp‚2, ˝3quq

These examples hint at the fact that pdds are composed of a union
of alternating sequences of elements of i and o (as the sequence
p˝0, ‚2, ˝3, ‚5q in (3), corresponding to the history (that we call
worldline) of some element during the rewriting process. This
trivial consequence of the choice of one-to-one relations for the
rule and match relations together with acyclicity of pdds is pivotal
in the definition of rule diagrams.

Definition 2 (Worldlines). Let d “ pi, o, r,mq be a pdd. We define
the worldline relation !pdq in Relpi Y o, i Y oq as cl„ pr Y mq.

Informally, !pdqrtxus is the connected component of x in d
seen as a bipartite graph. Equivalently, by the one-to-oneness and
acyclicity conditions, we can describe !pdq as follows:

47



Lemma 3. Let d “ pi, o, r,mq be a pdd and x, y P iY o such that
px, yq P !pdq. Then:

x, y P i ñ px, yq P pr;mq

˚
Y pr;mq

˚´1

x, y P o ñ px, yq P pm; rq

˚
Y pm; rq

˚´1

x P i, y P o ñ px, yq P r; pm; rq

˚
Y r; pm; rq

˚´1

x P o, y P i ñ px, yq P m; pr;mq

˚
Y m; pr;mq

˚´1

A pdd also has a natural notion of interface, namely the un-
matched elements of i and o:

Definition 4 (Interface of a pdd). Let d “ pi, o, r,mq be a pdd.
We define its input interface by Ipdq :“ izcodpmq and its output
interface by Opdq :“ ozdompmq.

For example, the diagram d2 given in (3) has Ipd2q “ t˝0u,
and Opd2q “ t‚1, ‚4, ‚5u.

Using interfaces, we can define matches between pdds, and
compose pdds along a given match on their interfaces:

Definition 5 (Diagram matches). Let d “ pi, o, r,mq, d1
“

pi1, o1, r1,m1
q be disjoint pdds; a diagram match n from d to d1

is an element of Rel1pOpdq, Ipd1
qq. We write M0pd, d1

q for the
set of such diagram matches. For n in M0pd, d1

q, we define a
composed pdd dBn d1 as

dBn d1 :“ pi Y i1, o Y o1, r Y r1,m Y m1
Y nq.

Continuing the previous example, diagram d2 in (3) corresponds
to the composition of d1 with d1

1 “ pt˝3u , t‚4, ‚5u , tp˝3, ‚5qu , ;q

along the match relation m “ tp‚2, ˝3qu.

Proposition 6. Let d, d1, d2 be pdds. Then there exists a bijection
↵d,d1,d2 : A Ñ B between the two sets

A “

 
pn, n1

q | n P M0pd, d1
q, n1

P M0pdBn d1, d2
q

(

B “

 
pw,w1

q | w1
P M0pd1, d2

q, w P M0pd, d1 Bw1 d2
q

(

such that, for all pw,w1
q “ ↵d,d1,d2

pn, n1
q,

pdBn d1
q Bn1 d2

“ dBw pd1 Bw1 d2
q.

Proof. Let pdBn d1
qBn1 d2 be a composite. By definition, OpdBn

d1
q “ Opd1

qZpOpdqzdompnqq, therefore n1 uniquely decomposes
as n1

“ n1
0 Z n1

1 where n1
0 P Rel1pOpdqzdompnq, Ipd2

qq and
n1
1 P Rel1pOpd1

q, Ipd2
qq. One then obtains the sought identity by

setting w “ nYn1
0 and w1

“ n1
1. The converse computation yields

the claimed bijection.

Observe that acyclicity and one-to-oneness of the relations r and
m imply trivially that the intersection of the input interface with a
worldline equivalence class is at most a singleton, and similarly for
the output interface. This motivates the definition of the boundary
relations, which relate elements of a pdd with the interfaces through
the worldline relation:

Definition 7 (Boundary relations). Let d “ pi, o, r,mq be given.
We define the input boundary relation I!pdq in Rel1pi Y o, Ipdqq,
and the output boundary relation O!pdq in Rel1pi Y o,Opdqq:

I!pdq :“ !pdq; idIpdq
O!pdq :“ !pdq; idOpdq

The notion of normalization that we apply to pdds corresponds
to taking the trace of the worldline relation against the interface of
a diagram:

Definition 8 (Normalization). We define

B0pdq :“ pIpdq,Opdq, I!pdq

´1;O!pdq, ;q.

Lemma 9. Let d and B0pdq be as in Def. 8. One has:

(i) B0pdq is a pdd;
(ii) B0pdq “ d iff d is normal;

(iii) Ipdq “ IpB0pdqq, Opdq “ OpB0pdqq;
(iv) I!pdq

´1;O!pdq “ I!pB0pdqq

´1;O!pB0pdqq.

Proof. (i), (ii) are clear; (iii) is a consequence of having an empty
match relation in B0pdq; (iv) follows from Defs. 7 and 8.

Normalization is compatible with composition:

Proposition 10. Let d, d1 be pdds: (i) M0pd, d1
q “ M0pBpdq, Bpd1

qq

and (ii) for all n in M0pd, d1
q: B0pdBnd

1
q “ B0pB0pdqBnB0pd1

qq.

Proof. (i) By Lemma 9, interfaces are preserved by reduction there-
fore M0pd, d1

q “ M0pB0pdq, B0pd1
qq. (ii) It is sufficient to check

equality of the reduced rule relation. Observe that

IpdBn d1
q “ Ipdq Z pIpd1

qzcodpnqq

OpdBn d1
q “ Opd1

q Z pOpdqzdompnqq.

Let R “ I!pdq

´1;O!pdq and R1
“ I!pd1

q

´1;O!pd1
q be the

“internal” worldline relations. Since d and d1 are disjoint, we can
expand the rule structure of B0pdBn d1

q as follows:

I!pdBn d1
q

´1;O!pdBn d1
q “ idIpdq;R;n;R1; idOpd1q

Z idIpdq;R; idOpdq
Z idIpd1q;R

1; idOpd1q

By Lemma 9(iv), R “ I!pB0pdqq

´1;O!pB0pdqq and R1
“

I!pB0pd1
qq

´1;O!pB0pd1
qq, so we can substitute these in the ex-

pansion above, and fold the expansion back to conclude.

For the construction of the rule and rule diagram algebras, we
need to consider diagram only up to isomorphisms.

Definition 11 (Isomorphism of pdds). Let d “ pi, o, r,mq and
d1

“ pi1, o1, r1,m1
q be pdds. An isomorphism from d to d1 is a pair

of bijections f “ pfi : i Ñ i1, fo : o Ñ o1
q such that fi; r1

“ r; fo
and m; fi “ fo;m

1. This will be denoted by f : d – d1.

3.2 Rule diagrams
A rule diagram is a suitable coupling of a pair of pdds supported
by respectively a set of vertices and a set of edges. The set of rule
diagrams will be denoted by D.

Definition 12 (Rule pre-diagram). A rule pre-diagram is a tuple

d “ pdV , dE , si, ti, so, toq

where dV “ piV , oV , rV ,mV q and dE “ piE , oE , rE ,mEq are
pdds verifying:

1. Gipdq :“ piV , iE , si, tiq and Gopdq :“ poV , oE , so, toq are
graphs;

2. prV , rEq is a partial graph morphism from Gipdq to Gopdq;

Conditions 1. and 2. can be summarized in the following dia-
gram, where the horizontal components are pdds and the vertical
ones are graphs:
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t
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gg
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Definition 13 (Rule diagram). A rule diagram is a rule pre-
diagram d (same notations as above) such that:

3. d fulfills the delayed morphism condition: if pe, e1
q is in !pdEq,

then pspeq, spe1
qq, and ptpeq, tpe1

qq are in !pdV q, with s “

si Z so, and t “ ti Z to
4. d is globally acyclic: i.e. ido

V

X pmV ; r1
V q

`
“ ; with r1

V “

ccpGipdqq; rV ; ccpGopdqq

5. d verifies the totality condition, meaning idIpd
E

q; si; I!pdV q

and idOpd
E

q; so;O!pdV q are total functions from resp. IpdEq

to IpdV q and OpdEq to OpdV q, and similarly for ti, to.

We say a rule diagram d is normal, or simply that it is a rule,
when both dV and dE are normal pdds. In which case, we simply
write d “ Gopdq

r
ù Gipdq, with r “ prV , rEq the partial injective

graph morphism from Gipdq to Gopdq (see condition 2 above).
Rules are isomorphic to the traditional concept of rules in graph
rewriting [12].

Let us discuss the conditions listed in Def. 13. The delayed
morphism condition is key to proving that composition of rule
diagrams is associative (Prop. 19). Global acyclicity allows one to
have a sequential interpretation of rule diagrams as compositions
of rules (Def. 17). The totality condition enforces that the source
and target maps in any normalized diagram are total functions.
Note that it is possible to drop this axiom from the definition of
rule diagrams at the cost of having to define a more complicated
form of reduction, but at the benefit of being able to implement the
algebraic structures for types of graph rewriting more general than
DPO [2].

As a first example, we consider a normal diagram correspond-
ing to a rule which acts identically on an edge, see (4a). We use
the same pictorial conventions as for pdds for vertices and we
use ˛ to denote input edges and ˛ for output edges. The concrete
presentation for this diagram is d “ pdV , dE , si, ti, so, toq

with dV “ pt˝0, ˝1u , t‚2, ‚3u , tp˝0, ‚2q, p˝1, ‚3qu , ;q for ver-
tices, dE “ pt˛au , t˛bu , tp˛a, ˛bqu , ;q for edges and the obvi-
ous maps for si, ti, so, to. Rule diagrams admit a notion of isomor-
phism:

Definition 14 (Isomorphism of rule diagrams). Let d “ pdV , dE ,
si, ti, so, toq and d1

“ pd1
V , d1

E , s
1
i, t

1
i, s

1
o, t

1
oq be rule diagrams.

An isomorphism from d to d1 is a pair of discrete diagram isomor-
phisms (Def. 11)

fV ” pfV,i, fV,oq : dV – d1
V , fE ” pfE,i, fE,oq : dE – d1

E

such that pfV,i, fE,iq is a graph isomorphism from Gipdq to Gipd
1
q

and pfV,o, fE,oq is a graph isomorphism from Gopdq to Gopd1
q.

The set of isomorphism classes of rule diagrams will be denoted
D–. Isomorphism classes of rules will be denoted R–.

Normalization of rule diagrams is defined as the componentwise
normalization of the vertices and edges pdds:

Definition 15 (Normalization of rule diagrams). Let us consider
a rule diagram d “ pdV , dE , si, ti, so, toq. We define its normal
form as Bpdq :“ pB0pdV q, B0pdEq, s̄i, t̄i, s̄o, t̄oq where

s̄i :“ idIpd
E

q; si; I!pdV q , s̄o :“ idOpd
E

q; so;O!pdV q

t̄i :“ idIpd
E

q; ti; I!pdV q , t̄o :“ idOpd
E

q; to;O!pdV q.

The following proposition states that normalization preserves
the structure of rule diagrams:

Proposition 16. (i) For all d P D, Bpdq is a rule, and (ii) B˝B “ B.

Proof. (i) Let us show that the conditions listed in Def. 13 are
verified by Bpdq.

5. Totality is guaranteed by construction.

1. Totality directly implies that GipBpdqq and GopBpdqq are
graphs.

2. Let us prove that the rule structure pr1
V , r1

Eq of Bpdq induces
a partial graph morphism. Let pei, eoq P r1

E ; then by virtue
of the delayed morphism condition, psipeiq, sopeoqq P !pdV q,
therefore ps̄ipeiq, s̄opeoqq P !pdV q. By Def. 8, this pair of
vertices is in r1

V . The same argument holds for ti and to.
3. By the previous point and using that the match relation is empty,

the delayed morphism condition is trivially verified.
4. Global acyclicity follows trivially by emptyness of the match

relation of Bpdq.

(ii) follows trivially from normality of Bpdq.

As for pdds, rule diagrams admit a notion of binary composition
along a match:

Definition 17 (Composition). Consider two disjoint rule diagrams

d “ pdV , dE , si, ti, so, toq, d1
“ pd1

V , d1
E , s

1
i, t

1
i, s

1
o, t

1
oq

and a pair of matches

n “ pnV , nEq P M0pdV , d1
V q ˆ M0pdE , d

1
Eq

on vertices and edges, respectively. Whenever the object defined by

dBnd
1

“ pdV Bn
V

d1
V , dEBn

E

d1
E , siZs1

i, tiZt1
i, soZs1

o, toZt1
oq

is in D, we call it the composition of d and d1 along n.

Example (4b) corresponds to a vertex-preserving rule precom-
posed and postcomposed with an edge-preserving rule.

‚2 ˛b §toûso
‚3

˝0

r
V

OO

˛a

r
E

OO

û
s
i

§
t
i

˝1

r
V

OO

paq

‚8 ˛d §û
‚9

˝6

OO

˛c §
t
i

û

OO

˝7

OO

‚5

OO

˝4

OO

‚2

OO

˛b §toû

OO

‚3

OO

˝0

OO

˛a

OO

û §
˝1

OO

pbq

(4)

This example highlights in a striking way the delayed morphism
condition: here, p˛b, ˛cq are in the match relation but ptop˛bq, tip˛cqq

are not. This makes the following proposition, which characterizes
the admissible matches more concretely, not entirely trivial:

Proposition 18 (Admissible matches). Let d, d1, n be as in Def. 17.
d Bn d1 is a rule diagram if and only if (i) n is a partial injective
morphism of graphs from GopBpdqq to GipBpd1

qq and (ii) d Bn d1

verifies the totality condition. Such an n will be called admissible.
We denote the set of admissible matches from d to d1 by Mpd, d1

q.

Proof. Assume dBnd
1

P D with n “ pnV , nEq. First, observe that
this implies trivially that dBnd

1
P D verifies the totality condition.

Now observe that by construction, nV P Rel1pOpdV q, Ipd1
V qq and

nE P Rel1pOpdEq, Ipd1
Eqq. Consider e, e1 such that e1

“ nEpeq.
We have to prove that n is a partial injective morphism of graphs
from GopBpdqq to GipBpd1

qq (see Prop. 16 for their definitions), i.e.
that nV ps̄opeqq “ s̄1

ipe
1
q.

By definition of reduction, psopeq, s̄opeqq P !pdV q and sym-
metrically, ps1

ipe
1
q, s̄1

ipe
1
qq P !pd1

V q; while the delayed morphism
property (dmp) ensures that psopeq, s1

ipe
1
qq P !pdV Bn

V

d1
V q. Since

d and d1 are disjoint and n is by assumption one-to-one, this is only
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possible if nV ps̄opeqq “ s̄1
ipe

1
q is verified. Mirroring this argu-

ment for t, t1 yields the result that n is a partial injective morphism
of graphs.

Conversely, assume n is as stated. We only prove that d Bn d1

verifies the dmp (the other defining properties of rule diagrams
are easily verified). It is enough to exhibit the dmp for a pair of
edges pe, e1

q with e in d and e1
P d1, as otherwise it is satisfied

by assumption. Assume that pe, e1
q P !pdE Bn

E

d1
Eq. Using

one-to-oneness and acyclicity of pdds, we obtain that pe, e1
q P

!pdEq;nE ;!pd1
Eq. Therefore, there exists eo P OpdEq, e1

i P

Ipd1
Eq such that pe, eoq P !pdEq, pe1

i, e
1
q P !pd1

Eq and e1
i “

nEpeOq; also, one can apply the dmp on pe, eoq and pe1
i, e

1
q, by

assumption. The goal is reduced to proving that psopeoq, s1
ipe

1
iqq P

!pdV Bn
V

d1
V q. Since d and d1 are disjoint, this can only be satisfied

if the vertices related by !pdV q in the interface are related through
nV . It is thus enough to prove that

pso;!pdV q; idOpd
V

q;nV qpeoq “ psi;!pd1
V q; idIpd1

V

qqpe1
iq,

which by definition of s̄ and s̄1 corresponds to having nV ps̄opeoqq “

s̄1
ipe

1
iq. Since eo is an edge of GopBpdqq and e1

i is an edge of
GipBpd1

qq, nV ps̄opeoqq “ s̄1
ipe

1
iq. The exact same argument for

the target maps to, t1
i concludes the proof.

The following is analogous to Prop. 6:

Proposition 19. Let d, d1, d2
P D. There exists a bijection ↵d,d1,d2

between the following two sets:
 

pn, n1
q | n P Mpd, d1

q, n1
P MpdBn d1, d2

q

(
 

pw,w1
q | w1

P Mpd1, d2
q, w P Mpd, d1 Bw1 d2

q

(

such that, for all pw,w1
q “ ↵d,d1,d2

pn, n1
q,

pdBn d1
q Bn1 d2

“ dBw pd1 Bw2 d2
q.

Proof. The source and target maps si, ti, so, to of a triple com-
posite are given by the union of the corresponding data from each
component, independently of the chosen matches. Therefore, it is
enough to apply Prop. 6 to conclude.

Remark 20. The rule diagram d; :“ pdtu, dtu, ;, ;, ;, ;q acts as
a unit under composition: d; B; d1

“ d1 B; d; “ d1.

Moreover, normalization respects composition:

Proposition 21. Let d, d1
P D and n P Mpd, d1

q. One has (i)
n P MpBpdq, Bpd1

qq and (ii) BpdBn d1
q “ BpBpdq Bn Bpd1

qq.

Proof. (i) Using the assumption n P Mpd, d1
q, by Prop. 18, n is

an injective morphism of graphs from GopBpdqq to GipBpd1
qq and

therefore n P MpBpdq, Bpd1
qq. The proof of (ii) follows the same

pattern as the proof of Prop. 10.

3.3 The rule diagram and rule algebra
Rule diagrams span a vector space that may be endowed via the
composition operation with the structure of an algebra. In the
following, we denote by pspanpXq,`, ¨q the formal vector space
of finite linear combinations with real coefficients over a set X ,
where v ` v1 is the vector addition, and where � ¨ v is the scalar
multiplication. We let � : X Ñ spanpXq be the map associating
x P X to the basis vector �pxq. However, where the context allows
it, we will drop � and denote a basis element by its index in X .
In the remainder of this paper, we will only deal explicitly with
isomorphism classes of combinatorial structures where required.

Definition 22 (Vector spaces of rule diagrams and rules). Let
D “ pspanpD–q,`, ¨q. Since R– Ñ D–, there exists a subvector
space of D spanned by (isomorphism classes of) rules which will
be denoted by R, together with a canonical inclusion  : R ãÑ D .

D admits an algebra structure induced by diagram composition.
Let us define the product:

Definition 23 (Product in D). Let �pdq, �pd1
q P D be two basis

vectors for d, d1
P D–. We define their product as:

�pd1
q ˚D �pdq :“

ÿ

nPMpd,d1q
�pd1 C

n
dq.

This extends to arbitrary elements of D by linearity:
˜

ÿ

d1
�d1�pd1

q

¸
˚D

˜
ÿ

d

↵d�pdq

¸
:“

ÿ

d,d1
↵d�d1�pd1

q ˚D �pdq

Theorem 24. ˚D turns D into an associative algebra with unit
1D “ d;. We call pD , ˚D ,1Dq the rule diagram algebra.

Proof. Bilinearity of ˚D is straightforward. Let us prove associa-
tivity. Clearly it is enough to consider basis vectors. We have:

p�pd2
q ˚D �pd1

qq ˚D �pdq

“

ÿ

n1PMpd1,d2q
�pd2 C

n1
d1

q ˚D d

“

ÿ

n1PMpd1,d2q

ÿ

nPMpd,d2C
n

1d1q
�ppd2 C

n1
d1

q C
n
dq

“

ÿ

wPMpd,d1q

ÿ

w1PMpd1C
w

d,d1q
�pd2 C

w1
pd1 C

w
dqq,

where we applied Prop. 19 in the final step.

Let us check the unit law. Observe that for all d P D, ; is the
only element in Mpd;, dq and in Mpd, d;q, therefore

�pd;q ˚D �pdq “ �pd; B
;
dq

“ �pdq “ �pdB
;
d;q “ �pdq ˚D �pd;q.

This lifts trivially to arbitrary vectors.

The normalization map extends by linearity to a linear map from
D to R that we call the reduction map:

Definition 25 (Reduction map). The function '̄ defined on basis
vectors as

'̄p�pdqq :“ �pBpdqq

extends straightforwardly to a linear map '̄ : D Ñ R.

The unital associative algebra structure on D can be pushed for-
ward to R by composing rules and normalizing back their compo-
sition:

Definition 26 (Product in R). Let v, v1
P R be given. We define

their product as:

v1
˚R v :“ '̄

`
 pv1

q ˚D  pvq

˘

Theorem 27. '̄ is a homomorphism of unital associative algebras
from pD , ˚D ,1Dq to pR, ˚R,1R :“ d;q. We call pR, ˚R,1Rq

the rule algebra.

Proof. Let us first prove that '̄ is an algebra homomorphism. By
bilinearity of ˚R and ˚D , it is enough to consider basis vectors. We
have to prove '̄p�pd1

q˚D �pdqq “ '̄p�pd1
qq˚R '̄p�pdqq. Unfolding

the definition of ˚R, we get:

'̄p�pd1
qq ˚R '̄p�pdqq “ '̄

`
 p'̄p�pd1

qqq ˚D  p'̄p�pdqqq

˘

therefore, the goal reduces to proving

'̄p�pd1
q ˚D �pdqq “ '̄

`
 p'̄p�pd1

qqq ˚D  p'̄p�pdqqq

˘
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Then  p'̄p�pdqqq “ �pBpdqq and  p'̄p�pdqqq “ �pBpd1
qq, and it is

sufficient to prove that '̄p�pd1
q˚D�pdqq “ '̄

`
�pBpd1

qq ˚D �pBpdqq

˘
,

which follows from point 1. of Prop. 21. The unitality part is trivial.
As for associativity, it suffices to apply the homomorphism prop-
erty to '̄p pxq ˚D  pyq ˚D  pzqq in the two possible ways to
obtain the sought after equality.

An important subalgebra of R is that of observables, which
will be denoted by O . Its elements are (linear combinations of)
rules g1 r

ù g where g and g1 are isomorphic. In a slight abuse of
notation, we will denote such a diagram by g

r
ù g. As we shall

see, such diagrams correspond (via the representation to be defined
below) to functions on graphs counting the number of occurrences
of a given graph. If r is not an isomorphism, but simply a partial
injective morphism, then we are only counting such occurrences
where nodes deleted by r (and recreated subsequently) are sent to
nodes of same degree in the target graph.

Proposition 28. Let O be the linear subspace spanned by the
family tg

r
ù gugPG– . O is a commutative subalgebra of R.

Proof. Let d “ pg
r

ù gq, d1
“ pg1 r1

ù g1
q and n “ pnV , nEq P

Mpd, d1
q be given as in Def. 17. By Prop. 18, n is a partial graph

morphism from g to g1. Let us write d “ d Bn d1. We prove
that there is a graph isomorphism from GipBpdqq to GopBpdqq. By
assumption, Gipdq – Gopdq and Gipd

1
q – Gopd1

q, and evidently
dompnq – codpnq. Moreover,

GipBpdqq “ Gipdq Ycodpn
A

q
`
Gipd

1
qzcodpnc

Aq

˘

nA “ idcodprq;n, n
c
A “ nznA

GopBpdqq “ Gopd1
q Ydompn

B

q pGopdqzdompnc
Bqq

nB “ n; iddompr1q, n
c
B “ nznB .

where the notation A YG B denotes gluing graph A to graph B
along the overlap G. The claim then follows from codpnAq Y

codpnc
Aq – dompnBq Y dompnc

Bq. Commutativity of O follows
from the same argument.

4. Representation
Let G :“ spanpG–q be the vector space spanned by isomorphism
classes of graphs. We construct a representation (that is, a homo-
morphism of unital associative algebras) of the algebra R in the
algebra EndpGq of endomorphisms over the vector space G. In
Section 5, we will show how this representation implements mass-
action stochastic graph rewriting. In this section, we proceed by (i)
constructing a linear map ⇢ : R Ñ EndpGq and (ii) proving that
⇢ is indeed a homomorphism. The whole construction is in close
analogy to the representation theory of the Heisenberg-Weyl al-
gebra. We will therefore use notations as customary in quantum
mechanics. By definition G admits a (Hamel) basis indexed by
g P G–; we write |gy for these basis vectors. Among all elements
of G, we distinguish the vector corresponding to the empty graph:
|;y; it is the counterpart of the vacuum vector in the construction
of the bosonic Fock space representation for the Heisenberg-Weyl
algebra [4] and it will play a similar role here.

Constructing the representation. The representation map ⇢ :
R Ñ EndpGq must satisfy (i) linearity and (ii) for all v, v1

P R,
the equation ⇢pv1

˚R vq “ ⇢pv1
q⇢pvq. It is sufficient to define ⇢ on

a basis of R and then extend it by linearity; similarly, an operator
in EndpGq is entirely characterized by its action on basis vectors
|gy. In the following, we will omit � where unambiguous.

Definition 29 (Representation map).

⇢pg1 r
ù gq |;y :“

" ˇ̌
g1D if g “ ;
0 else

⇢pg1 r
ù gq

ˇ̌
g2

‰ ;D
:“ ⇢ppg1 r

ù gq ˚R pg2
ù ;qq |;y

This extends to a linear operator ⇢ : R Ñ EndpGq. Note that
the first definition implies the equation |gy “ ⇢pg ù ;q |;y for all
g P G–. We have:

Theorem 30. ⇢ is a homomorphism of associative unital algebras.

Proof. Let d, d1
P R– be given. By linearity, it suffices to prove

⇢pd1
˚R dq “ ⇢pd1

q⇢pdq and ⇢p1Rq “ 1EndpGq. It is enough to
test these equalities on basis vectors of G. We first consider the case
of the basis vector |;y and then proceed to the case of |g ‰ ;y. By
definition of ⇢, we trivially have

⇢p1Rq |;y “ ⇢pd;q |;y “ ⇢p; ù ;q |;y “ |;y

Let us test the homomorphism property on |;y: if d is not of the
form d “ pg ù ;q, then ⇢pd1

q⇢pdq |;y “ 0. Since @n,Gipdq Ñ

Gipd Bn d1
q, one also has ⇢pd1

˚R dq |;y “ 0 and the equality
holds. Assume now that d is of the form d “ pg ù ;q. Then by
definition,

⇢pd1
q⇢pg ù ;q |;y “ ⇢pd1

q |gy “ ⇢pd1
˚R pg ù ;qq |;y .

Let us proceed to the case of a basis vector |g ‰ ;y. We have due
to the previous result ⇢p1Rq |gy “ ⇢p1R ˚ pg ù ;qq |;y “ |gy.
Using the previous results together with the associativity of ˚R,

⇢pd1
˚R dq |gy “ ⇢pd1

˚R d ˚R pg ù ;qq |;y

“ ⇢pd1
q⇢pd ˚R pg ù ;qq |;y “ ⇢pd1

q⇢pdq |gy .

The following result will be useful in constructing a stochastic
dynamics. We recall that an operator A in EndpGq is row-finite
if for all h, there are only finitely many gs such that pA |gyqh is
nonzero.

Lemma 31. ⇢ ranges in row-finite operators.

Proof. It is enough to consider d “ pf 1 r
ù fq. We have to prove

that for all h, there are finitely many gs such that p⇢pdq |gyqh is
nonzero, i.e. such that

⇢ppf 1 r
ù fq ˚R pg ù ;qq |;y

has a strictly positive component in |hy. But since h is a finite
graph, there are only finitely many g and n such that

Bppf 1 r
ù fq Cn pg ù ;qq “ ph ù ;q.

5. Stochastic mechanics of graph rewriting
5.1 Stochastic mechanics in a nutshell
We are interested in describing the time evolution of probability
distributions over G–. As these are not necessarily finitely sup-
ported, they do not fit in G “ spanpG–q. Therefore, we define
our space of states to be the real Fréchet space Ĝ :“ RG– en-
dowed with the product topology. The subspace of finite sequences
is isomorphic to G. The convex subset of subprobability states
Prob Ä Ĝ contains all states f in Ĝ that are (i) positive, i.e. for all g
in G–, fpgq • 0 and (ii) subnormalized, i.e.

∞
g fpgq § 1. We say

an operator A in EndpGq is substochastic, if ApProbq Ñ Prob.
We write StochpG–q for such operators.
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A stochastic dynamics in our setting will be a continuous-
time Markov chain given by a Hamiltonian H in EndpGq. We
require this operator to be infinitesimal stochastic, meaning that
H “ phgg1

q for g, g1 in G– with: (i) hgg1
• 0 for all g ‰ g1

and, (ii)
∞

g1 hgg1
“ 0 for all g. The stochastic dynamics induced

by a Hamiltonian is a semigroup P : r0,8q Ñ StochpG–q

of substochastic operators (i.e. P psqP ptq “ P ps ` tq for all
s, t • 0) which is the pointwise minimal non-negative solution
of the (backward) master equation:

dP
dt

“ HP (5)

Given an initial state f in Prob, the corresponding trajectory is
given by t fiÑ P ptqpfq. See Norris [13] for a thorough treatment
of the general subject. Note that the above only makes formal
sense whenever H P EndpGq can be interpreted as an element
of EndpĜq. In this paper, as a consequence of Lemma 31, this will
always be the case by construction:

Lemma 32. For all H P EndpGq, if H is row-finite then H P

EndpĜq.

Proof. Operators in EndpGq must map finite linear combinations
to finite linear combinations, therefore they must be column-finite.
If such an operator is moreover row-finite, its application is trivially
well-defined on all elements of Ĝ.

The projection. It will be useful to integrate elements of Ĝ against
the counting measure. In analogy with the notations of quantum
mechanics, we call this the projection and denote this linear (par-
tial) operation by

x| : Ĝ áR : v P Ĝ fiÑ

ÿ

gPG–

vpgq.

Hamiltonians verify the following special property:

Lemma 33. If H P EndpGq is infinitesimal stochastic, x|H “ 0.

Proof. By condition (ii) of the definition of infinitesimal stochastic
operators, column vectors H |gy of H sum to zero.

5.2 Operators for graph observables
The quantities of interest in stochastic graph rewriting-based mod-
els are “graph-counting observables”. They correspond to the num-
ber of occurrences of some subgraph isomorphic to a pattern h in
the graph being rewritten, say g – in other words, the number of in-
jections from h to g, denoted by rh; gs. In our setting, these quanti-
ties are computed by graph-counting operators. A graph observable
for a pattern h P G– is an operator Oh P EndpGq which verifies

Oh |gy “ rh; gs |gy , (6)

i.e. every basis vector |gy is an eigenvector with eigenvalue rh; gs.
Note that one could take this as a definition. However, it will be
useful to express these operators in terms of the representations of
the elements of the subalgebra of graph observables O (elements
which are not to be confused with their representations as actual
graph observables, see Prop. 28):

Oh :“ ⇢ph
r
h

ù hq for some rh
Let us verify that this matches Eq. 6:

⇢ph
r
h

ù hq |gy “ ⇢ph
r
h

ù hq⇢pg ù ;q |;y

“ ⇢pph
r
h

ù hq ˚R pg ù ;qq |;y

(7)

Consider an arbitrary composite ph
r
h

ù hq Cn pg ù ;q for some
admissible match n P Mpg ù ;, h r

h

ù hq. By Prop. 18, n must

be an injective graph morphism from g to h. Assume that n is not
surjective, then:

⇢p'̄pph
r
h

ù hq Cn pg ù ;qqq |;y “ 0 |;y .

In other words, the only contributions to Eq. 7 are those where
n is an injective and surjective partial map from g to h, i.e. an
embedding of h in g. It follows that

x| ⇢ph
r
h

ù hq |gy “ rh; gsr
h

,

where rh; gsr
h

Ñ rh; gs for the subset of matches of h in g that
are compatible with rh deletions – meaning each node deleted by
rh (and then recreated) is matched to a node of the same degree. It
thus follows that the graph observables typically considered in the
graph rewriting literature would be those x| ⇢ph

r
h

ù hq for which
the rh are isomorphisms.

5.3 Hamiltonians for stochastic graph rewriting
We now have all the ingredients required to produce the Hamilto-
nian corresponding to a stochastic graph rewriting system:

Proposition 34. Let pg1
i

r
i

ù gi; i P Iq be a finite family of normal
diagrams seen as rules and ti P r0,`8quiPI their associated
base rates. Define

H “

ÿ

iPI
ip⇢pg1

i
r
i

ù giq ´ ⇢pgi
r
i

ù giqq,

where gi
r
i

ù gi is the observable obtained from g1
i

r
i

ù gi. We have
that (i) H is infinitesimal stochastic, (ii) H P EndpGq is row-finite.

We will need the following lemma:

Lemma 35. Let g1
r1
ù g, g2

r2
ù g be rules such that dompr1q “

dompr2q; one has:

x| ⇢pg1
r1
ù gq “ x| ⇢pg2

r2
ù gq.

Proof. We start with |h “ ;y. If g ‰ ; then the claim is trivially
verified. Let us then assume g “ ; (implying r1, r2 “ ;):

x| ⇢pg1
r1
ù ;q |;y “ x| |g1y “ 1

“ x| |g2y

“ x| ⇢pg2
r2
ù ;q |;y

For |h ‰ ;y, we have by definition of ⇢:

x| ⇢pg1
r1
ù gq |hy “ x| ⇢ppg1

r1
ù gq ˚R ph ù ;qq |;y

“

ÿ

n

x| ⇢p'̄ppg1
r1
ù gq Cn ph ù ;qqq |;y .

Only admissible matches n which are surjective partial graph mor-
phisms from h to g contribute to this sum. Also, Mph ù ;, g1 r1

ù

gq “ Mph ù ;, g2 r2
ù gq. Applying reduction we may write:

ÿ

n

x| ⇢p'̄ppg1
r1
ù gq Cn ph ù ;qqq |;y “

ÿ

n

x| ⇢pg1 ù ;q |;y

“

ÿ

n

x| ⇢pg2 ù ;q |;y ,

where the last line follows by the first case of our analysis. Apply-
ing the same reasoning in reverse yields the claim.

We can now prove Prop. 34:

Proof. It suffices to consider the case of one rule g1 r
ù g. It is

enough to prove that for all |gy,

x| p⇢pg1 r
ù gq ´ ⇢pg

r
ù gqq |gy “ 0,
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where g
r

ù g is the observable obtained from g
r

ù g1. The above
statement is thus a straightforward consequence of Lemma 35.
Row-finiteness is a direct consequence of Lemma 31.

5.4 Jump-closure for observables
As presented at the beginning of this section, any Hamiltonian (as
obtained from Prop. 34) induces a stochastic dynamics, from which
one can – in principle – derive all quantities of interest. However,
one is typically not interested in the full dynamical system, but
only in the expected value of some graph observable (or higher
moments thereof). The remainder of this section re-proves and
extends in our algebraic setting a series of results [9] which allow to
derive from a Hamiltonian a formal (in the sense that solutions do
not always exist) system of ordinary differential equations (ODEs)
which describes the time evolution of the expected value of graph
observables and all higher moments thereof. The key result is jump-
closure of observables under the action of a Hamiltonian. In words,
this result implies that the time evolution of the expected value of
a graph observable Og is a function of the time evolution of the
expected value of a finite family of other observables. This induces
a coupled system of ODEs which, in good cases, closes on a finite
set of variables. Even when that is not the case, this presentation of
the dynamics has the quality of being amenable to approximations
[9]. Let us prove jump-closure:

Theorem 36 (Jump-closure for observables). For all Hamiltonians
H as produced in Prop. 34 and all g P G–, there exists a finite
family F Ñ G– such that

x|OgH “

ÿ

hPF
↵g,h,H x|Oh

for some constants t↵g,h,HuhPF .

Proof. By linearity, it is sufficient to consider the case where H is
generated by a single rule d “ f 1 r

ù f with rate , yielding

H “ p⇢pf 1 r
ù fq ´ Of q,

where Of “ ⇢pf
r

ù fq. The goal is reduced to exhibiting F s.t.

x| pOg⇢pf 1 r
ù fq ´ OgOf q “

ÿ

hPF
↵g,h,H x|Oh.

Since observables O form a subalgebra of R (Prop. 28), OgOf is
trivially a finite linear combination of observables. Let us consider
the term x|Og⇢pf 1 r

ù fq:

x|Og⇢pf 1 r
ù fq “ x| ⇢ppg

r
g

ù gq ˚R pf 1 r
ù fqq

“

ÿ

n

↵g,H,h
n

x| ⇢ph1
n

r
n

ù hnq,

where n P Mpf 1 r
ù f, g

r
g

ù gq. Lemma 35 allows us to write:
ÿ

n

↵g,h
n

,H x| ⇢ph1
n

r
n

ù hnq “

ÿ

n

↵g,h
n

,H x| ⇢phn
r
n

ù hnq

“

ÿ

n

↵g,h
n

,HOh
n

,

which concludes the proof.

5.5 Jump-closure for products of observables
As we will demonstrate, jump-closure for observables corresponds
to the data of a system of ODEs describing the time evolution of
the expected value (the first “moment”) of an observable. The same
procedure can be extended to yield ODEs describing the time evo-
lution of higher moments, i.e. expected values of products of ob-
servables. The action of a Hamiltonian on a product of observables

will be expressed in terms of the commutator of these operators.
Let us recall the definition of the commutator.

Definition 37 (Commutator). The commutator rA,Bs of two op-
erators A,B P EndpGq is defined by

rA,Bs :“ AB ´ BA.

It is trivially bilinear.

The commutator of two operators quantifies their lack of com-
mutativity – in this respect, it is a quantitative account of the inde-
pendence of the processes represented by these operators. In par-
ticular, we have:

Lemma 38. For all observables Oh, Og P O , rOh, Ogs “ 0.

Proof. Trivial consequence of Prop. 28.

We will need the following lemma when dealing with nested
commutators.

Lemma 39. Let O “ tOiu1§i§n be a finite family of commuting
operators (i.e. rOi, Ojs “ 0 for all i, j), B an operator and � P Sn

a permutation of t1, . . . , nu. Let us define the notation

C�
pO, Bq :“ rO�p1q, rO�p2q, . . . rO�pnq, Bs . . .ss.

Then for all � P Sn, C�
pO, Bq “ Cid

pO, Bq :“ CpO, Bq.

Proof. We proceed by induction. Let us start wit h n “ 2 and with
O2 “ tO1, O2u. Using the fact that observables commute,

rO1, rO2, Bss “ rO1, O2B ´ BO2s

“ rO1, O2Bs ´ rO1, BO2s

“ O1O2B ` BO2O1 ´ O2BO1 ´ O1BO2

“ O2O1B ` BO1O2 ´ O2BO1 ´ O1BO2

“ rO2, O1Bs ´ rO2, BO1s “ rO2, rO1, Bss.

For n “ k ` 1, the result follows by setting B “ C�
pAnz tO1uq

and applying the induction hypothesis.

The following proposition asserts that the expected value of
observables under the action of a Hamiltonian can be reordered in
a useful form:

Proposition 40 (Jump-closure for products of observables). For
all Hamiltonians H as produced in Prop. 34, for all n • 2 and
for all finite families of observables O “ tOiu1§i§n, defining
O�

m :“
 
O�piq

(
1§�piq§m

,

x|O1 . . . OnH “

ÿ

�PS
n

nÿ

m“1

x|

CpO�
m, Hq

±
i°m O�piq

m!pn ´ mq!
, (8)

where Sn is the symmetric group over n elements.

Proof. We proceed by induction on n, starting from n “ 2. We
have:

x|O1O2H “ x| pO1rO2, Hs ` O1HO2q

“ x| pO1rO2, Hs ` prO1, Hs ` HO1qO2q

“ x| pO1rO2, Hs ` rO1, HsO2 ` HO1O2q

The term x|HO1O2 vanishes as per Lemma 33. Observe also that
O1rO2, Hs “ rO1, rO2, Hss ` rO2, HsO1. We obtain:

x|O1O2H “ x| prO1, rO2, Hss ` rO2, HsO1 ` rO1, HsO2q

“ x|

˜
CpOid

2 , Hq `

ÿ

�PS2

CpO�
1 , HqO�p2q

¸
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Applying Lemma 39, one obtains the claim. Let us treat the induc-
tive case n “ k ` 1. Given a family On “ tOiu1§i§n and writing
O1

i “ Oi for all i † k and O1
k “ OkOn, we obtain a family of

operators O1
k. The result follows easily by applying the induction

hypothesis on this family.

Eq. (8) shows that in order to compute higher moments, it is re-
quired to compute the full nested commutators CpO�

m, Hq. This
computation can be simplified slightly via the following obser-
vation: any element of v P R can be decomposed uniquely as
v “ v̂ ` v̊ with v̂ P RzO and v̊ P O . This decomposition lifts
to Hamiltonians by linearity of the representation.

Definition 41 (Non-observable part of a Hamiltonian). Let H be
constructed as in Prop. 34. H admits a unique decomposition

H “ Ĥ ` H̊,

where Ĥ “ ⇢pv̂q for v̂ P RzO and H̊ “ ⇢p̊vq for v̊ P O .

The following Lemma takes advantage of this decomposition to
simplify commutators:

Lemma 42 (Commutator simplification for Hamiltonians). For all
graph observable operators Oh and all Hamiltonians H as defined
in Prop. 34, rOh, Hs “ rOh, Ĥs.

Proof. Trivial, via linearity of the commutator and Lemma 38.

This allows for the following refined version of Proposition 40:

Corollary 43 (Refined jump-closure for products of observables).
Let H and O be as in Prop. 40. With the same notations, it holds
that

x|O1 . . . OnH “

ÿ

�PS
n

nÿ

m“1

x|

CpO�
m, Ĥq

±
i°m O�piq

m!pn ´ mq!
. (9)

Proof. Straightforward using Lemma 42 and Lemma 39.

5.6 Existence of solutions: what we know
As introduced at the beginning of this section, jump-closure pro-
vides a method for producing coupled systems of ODEs that de-
scribe the expected value of observables (or products thereof). We
conclude this section by (i) exposing when and how these differ-
ential systems are obtained and (ii) discussing the relevance of the
solutions, if any, with respect to the underlying system.

Let H be a Hamiltonian and let P : r0,8q Ñ Stoch be
the semigroup induced by the semigroup associated to H . Let
us denote the time-evolving subprobability by | ptqy “ P ptq ,
for  P Prob some initial condition. The expression x|OgP ptq
describes formally the time evolution of the expected value of Og .
By definition of the master equation (Eq. 5), we have that

d
dt

x|Og | ptqy “ x|OgH | ptqy ,

and by Thm. 36, there must exists a finite family F Ä G– s.t.
d
dt

x|Og | ptqy “

ÿ

hPF
↵g,h,H x|Oh | ptqy .

In the exact same way, one can derive a formal system of ODEs
for the expected value of finite products of observables (sometimes
called correlators), thus giving access to all moments of observ-
ables. Starting from Eq. (9) (and reusing the same notations), one
obtains:

d
dt

x|O1 . . . On | ptqy

“

ÿ

�PS
n

nÿ

m“1

x|

CpO�
m, Ĥq

±
i°m O�piq

m!pn ´ mq!
| ptqy

(10)

Thus, in both cases, we have produced a (potentially infinite) for-
mal system of differential equations – formal in the sense that the
following problems might arise:

1. it might not have a unique solution;
2. it might be explosive [13]: p might not be defined at all times

and might range in subprobabilities, in which case the relation
of the “solution” with the actual expected value of the observ-
able is subject to caution.

In general, for finite systems (meaning that only finitely many
states are accessible from a given reference initial state x0) all the
above objects make sense, have unique solutions and the meaning
of their solution is indeed, as expected, the time-dependent mean
value of the associated observable (starting at x0). This is also
easily seen to be true if the observables are finitely supported. To
quote [15], “other cases are not quite as clear”.

It remains to be seen whether the few available sufficient condi-
tions on H and on observables for the derived system of ODEs to
have solutions can be exploited to guarantee existence of solutions
for a substantial class of dynamics studied in this paper. An adap-
tion of energy-based graph-rewriting systems (as studied in [8]) can
be a good guess for obtaining such a class. Indeed, in the discrete
case (see e.g. [5]), we know that energy-driven dynamics converges
to a multidimensional Poisson distribution and the dynamics is non-
explosive, which is a first indication that the equations (10) should
have solutions for a wide class of observables.

6. Outlook
We have introduced an algebra of graph-rewriting rules. Rules are
seen as normal forms of a combinatorial algebra of diagrams. The
diagram algebra is a syntax which we believe has independent in-
terest as it describes what one might call abstract computational
traces, or neighbourhoods of such traces. We are particularly inter-
ested in investigating prior notions of trace compression [7] used in
causal analysis and diagnosis methods and developed for the case
of site-graph rewriting (specifically, the Kappa language) [6]. Par-
tial evaluation in the diagram algebra (which is permitted by the
modularity property of Prop. 21) should shed light on these no-
tions, especially so in conjunction with the filtered Hopf algebra
structure of diagrams (to be explained in Behr et al. [2])

With the algebraic part of the paper in place, we turned to ac-
tual rewriting which is now seen as a representation of the rule
algebra on the vector space spanned by graphs. In the discrete case
(no edges), this construction boils down to the Heisenberg-Weyl
(HW) algebra and its canonical representation on the Fock space
(see references in Ohkubo [14]), so we are on familiar territory.
The fundamental property of this representation is the property of
jump-closure, that is to say, we show that observables are closed
under (the representation of) rules. This development compares ad-
vantageously to Danos et al. [9] where one obtains jump-closure in
a rather ad hoc way and in the simpler setting of Single Pushout
(SPO) rewriting (instead of DPO rewriting as in the present arti-
cle). The actual combinatorial expression of jump-closure reduces
in our new framework to a straightforward evaluation in the dia-
gram algebra. Besides the conceptual clarification which the new
technique provides, it also marks an improvement as a practical
computational tool. It can also be said that the former approach can
handle the case of correlators only in an indirect way by using the
algebra structure of observables. The direct derivation we propose
here is compellingly simple in comparison.

From jump closure, one can immediately derive the so-called
rate equations (10) for graph observables and arbitrary moments
thereof. These equations are ubiquitous in the physics and applied
mathematical literature. A recent example is Ref. [1, p21], where
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the authors derive the forward equation for a voter model with
rewiring (up to order 3). This is still doable by hand, but would
become extremely difficult at higher orders or for more complex
models. Evidently, it would be interesting to find nontrivial classes
of rules and observables for which one can have guarantees on the
existence and meaning of solutions to these equations, but, further
than the case of finitely supported observables, little seems to be
known. In Ref. [15], one finds hard-earned conditions which could
allow one some progress, but this remains to be seen. Ergodicity
conditions which one can derive from assuming potentials driving
the dynamics (perhaps by adapting work done in Danos et al. [8]
for site-graphs) offers an interesting and complementary option.

Another interesting avenue is the search for combinatorial ap-
plications which parallel those obtained via the HW algebra in the
discrete case. Some discrete dynamics, such as multi-type birth-
death processes, admit closed forms that one can derive in a sys-
tematic way by means of standard analytical combinatorics tech-
niques (umbral calculus [3]). Preliminary results show that we can
extend these ideas to graph-based dynamics.

Returning to the purely algebraic part of the paper, other types
of rewriting follow naturally from the approach. Relaxing condi-
tion 5. on diagrams (see Def. 13 in §3) gives rise to a Hopf algebra
of diagrams for which one can define four different evaluation mor-
phisms. Each corresponds to a different way to handle worldlines
of edges which outlast or predate that of their ends. The simplest
evaluation is the only one considered here and corresponds to DPO-
rewriting. Other options induce different canonical representations
and lead to other types of graph rewriting (among which SPO-
rewriting and a hitherto unconsidered dual variant). We will pursue
this interesting classification in further work and build the corre-
sponding variants of stochastic mechanical frameworks for each
obtained notion of graph-rewriting.
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Abstract

This paper shows that the satisfiability problems for a
bounded fragment of probabilistic CTL (called bounded
PCTL) and an extension of the modal µ-calculus with prob-
abilistic quantification over next-modalities (called PµTL)
are decidable. For bounded PCTL we provide an NEXP-

TIME-algorithm for the satisfiability problem and show that
the logic has a small model property where the model size is
independent from the probability bounds in the formula. We
show that the satisfiability problem of a simple sub-logic of
bounded PCTL is PSPACE-complete. We prove that PµTL
has a small model property and that a decision procedure
using 2 player parity games can be employed for the satis-
fiability problem of PµTL. These results imply that PµTL
and qualitative PCTL formulas with only thresholds >0 and
=1—are incomparable. We also establish that—in contrast
to PCTL—every satisfiable PµTL-formula has a rational
model, a model with rational probabilities only.

Categories and Subject Descriptors G.3 [Probability
and Statistics]: Markov Processes.

1. Introduction

Background and context. Probabilistic versions of
CTL, such as PCTL [11] and PCTL

⇤ [2], are logics to express
quantitative properties of models such as Markov chains
(MCs) and Markov decision processes (MDPs). These logics
are quite popular in the field of probabilistic verification.
Whereas model checking amounts to checking whether a
given finite structure satisfies a logic formula, satisfiability
focuses on the problem whether a given formula f has a
model, i.e., whether there exists a (possibly infinite) struc-
ture satisfying f . For logics such as PCTL, PCTL⇤, as well as
the more expressive probabilistic µ-calculus [16], the model-
checking problem is known to be decidable. In contrast,
the satisfiability problem for these logics turns out to be a
much more di�cult endeavour. The satisfiability problems
for PCTL and the probabilistic µ-calculus are long-standing
open problems. Results so far are restricted to logical frag-
ments or by considering variations of the satisfiability prob-
lem. For qualitative PCTL—a fragment of PCTL in which
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all probability bounds are =1 or >0—a decision procedure
has been provided by Hart and Sharir [12], and showed that
qualitative PCTL does not possess the finite model prop-
erty. Brázdil et al. [4] proved qualitative PCTL satisfiability
to be EXPTIME-complete. Bertrand et al. [1] encoded the
bounded satisfiability problem for PCTL formulas, i.e., does
there exist a “simple” model for a PCTL formula, as an
SMT problem. (Here a simple model means a model of a
given number of states with rational transition probabili-
ties.) Recently, Weiwan et al. [15] showed the decidability
of PµTL, an extension of the modal µ-calculus with a prob-
abilistic next-modality by providing a 2-EXPTIME decision
procedure.

Bounded PCTL. In our attempts to tackle the satisfac-
tion problem, we have found that the di�culty of providing
a decision procedure for probabilistic logics primarily lies in
the presence of quantified recursively defined path formu-
las. This includes formulas of the form [aU b]�1/2 expressing
that a b-state is to be reached via a-states with probability
at least 1/2. This paper therefore considers probabilistic log-
ics in which syntactic restrictions are imposed on recursively
defined path formulas. We consider the satisfiability problem
for two logical fragments (and some of their sub-fragments):
bounded PCTL and PµTL. Bounded PCTL is a PCTL frag-
ment in which until-modalities are bounded by the number
of steps that can be taken; e.g., [aUnb]�1/2 expresses that
a b-state is to be reached within n steps. Bounded PCTL

thus abandons the unbounded until-modality. We show that
the logic has a finite (tree) model property where the size of
the model is independent from the probability bounds (like
� 1/2) in the formula. To study the computational complex-
ity of bounded PCTL satisfiability, we first show that the
satisfiability problem of a simple sub-logic of bounded PCTL

that (besides propositional logic) only contains nested quan-
tified next-modalities is PSPACE-complete. The main result
is an NEXPTIME-algorithm for the entire bounded PCTL

satisfiability. This is based on a novel variable elimination
method for solving the satisfiability problem for specific class
of formulas in the theory of the reals. Finally, we show that
the satisfiability of bounded PCTL-formula f is EXPTIME-
hard in the encoding of f .

Simple probabilistic µ-calculus. In the second part of
the paper we extend our results to a logic with recursion:
PµTL, a version of the modal µ-calculus equipped with a
probabilistic next-modality. This logic allows to express for-
mulas like ⌫Y.

�
a ^ [XY ]�1/3

�
asserting that a holds and con-

tinues to hold with at least probability 1/3 in the next state.
The logics PµTL and (bounded) PCTL have incomparable
expressive power. PµTL is subsumed by various probabilis-
tic logics with recursion, such as µ-PCTL [6], Mio’s prob-
abilistic µ-calculus with independent product [16] and the
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µp-calculus [6]. PµTL has recently been introduced in [15]
where the satisfiability problem was shown to be decidable
only for finite models. A 2-EXPTIME decision procedure was
provided by reducing the problem to the emptiness prob-
lem of certain alternating tree automata. We extend this
with the following results. We show that PµTL has a small
model property in the sense that every satisfiable formula f
has a model of size exponential in |f | (and has a bounded
out-degree at most |f |+1. These results imply (using [4])
that PµTL and qualitative PCTL are incomparable1. Our
constructive proof exploits the results on (ordinary) par-
ity games for the satisfiability problem of PµTL. Similar to
results for the modal µ-calculus, we obtain that a PµTL-
formula f is satisfiable i↵ player zero has a winning strategy
in the game arena that corresponds to f . Using these re-
sults we establish that—in contrast to PCTL [4] with a pri-
ory fixed model size —every satisfiable PµTL-formula has
a rational model, i.e., a model with rational probabilities
only.2 Our results show that one needs to solve a parity
game of exponential size in order to decide PµTL satisfia-
bility. This is the strongest possible bound since PµTL can
encode µ-calculus, and our result shows that satisfiability
of PµTL lies in the same complexity class as the satisfiabil-
ity of µ-calculus. This sharpens the 2-EXPTIME complexity
in [15] that used alternating tree automata, and the result
is no longer restricted to finite models.

Organisation of this paper. Section 2 presents prelim-
inary notions such as weighted covers and Markov chains.
Section 3 considers bounded PCTL and some sub-logics,
their satisfiability and complexity. Section 4 introduces
PµTL, pre-models, and presents a decision problem of PµTL
satisfiability using 2-player parity games. Section 5 con-
cludes the paper. Omitted proof details are provided in the
full version of the paper.

2. Preliminaries

2.1 Weighted covers

Let XY be the functions from the set Y to the set X.

Definition 1 ((Weighted) cover). Let H be a set of objects.
A cover c is a set of sets of objects of H, such that

S
e2c e =

H. The cardinality of c is called the width of the cover
c. A weighted cover of H is a cover c with a mapping
w : c ! (0, 1], such that

P
e2c w(e) = 1.

Proposition 1. A set of cardinality n has at most 2n·(k+1)�2n

2n�1
di↵erent covers of width at most k.

Proof. Let H be a set with |H| = n, and c a cover of H with
width i  k. An object of H can be placed in every set of c.
Given that c covers H, there are at most 2i�1 possibilities.
This holds for every object of H. The number of di↵erent
covers of width i thus is (2i�1)n (or, 6 2n·i). Summing over
all 1  i  k gives the desired bound.

For weighted cover (c, w) of H = {o1, . . . , on}, let H(oi) =
{e 2 c : oi 2 e} and w(oi) =

P
e2H(oi)

w(e).

Proposition 2 (Dual of Helly’s theorem). Let T be a count-
able set of vectors in Rn. For every vector ~v being a convex
combination of vectors from T , there exists a set T 0 ✓ T

1This contradicts the result in [15] that qualitative PCTL is
strictly less expressive than qualitative PµTL for finite models.
2We don’t know that such a property holds for PCTL in general.

such that ~v is a convex combination of vectors from T 0 and
|T 0|  n+1.

Proof. The vector ~v is inside the convex polytope defined by
T . A triangulation of a polytope is a partitioning of the space
inside the convex polytope using (n+1)-simplexes (tetrahe-
drons) in n-dimensions. Such a triangulation always exists
even if the convex polytope is generated by a countable set
of points. Thus, ~v is inside (or on) some n+1-simplex whose
vertices are in T 0 ✓ T . Which implies, ~v can also be defined
as a convex combination of vectors in T 0.

2.2 Markov chains

Let R+ denote the set of non-negative reals. Let DX be the
set of probability distributions over the set X where ~d 2 DX

i↵ ~d 2 RX
+ and ~dT ·~1 = 1, where ~1 denotes the vector only

containing ones.

Definition 2 ((Labelled) Markov chain). A (labelled)
Markov chain (MC) M is a quintuple (S, P, AP, L, sin)
where S is a countable set of states, P (s) 2 DS for all
s 2 S, AP is a set of atomic propositions, L : S ! 2AP is a
labelling function, and sin 2 S is the initial state.

An infinite path w through MC M is a sequence of states
w = {wi}i�0, where for all i � 0, P (wi, wi+1) > 0. Let
path(s) denote the set of (finite or infinite) paths starting
from state s. For a path w, let last(w) denote the last state
of w if this exists (i.e., if w is finite) and |w| denote the length
of w. Let succ(s) = {t : P (s, t) > 0} be the set of successors
of state s. A probability measure (⌦s,F ,Pr) where ⌦s is the
set of infinite paths from state s is obtained by a standard
cylinder set construction [3]. Details are omitted here.

3. Bounded PCTL

This section is concerned with the satisfiability problem
for bounded PCTL, i.e., PCTL without unbounded until-
modalities. We first show that the satisfiability problem for
this PCTL fragment is decidable, and is in NEXPTIME in
the size of the formula, and EXPTIME-hard in its encoding.
In addition, we consider the complexity for the satisfiability
problem for some other bounded fragments of PCTL.

3.1 Bounded PCTL: syntax and semantics

Probabilistic CTL [11], or PCTL for short, is a branching
time temporal logic interpreted on infinite probabilistic com-
putation trees obtained by unfolding Markov chains. We
consider a bounded fragment of PCTL, obtained by omitting
the unbounded until-modality. Let a 2 AP be a proposition,
p 2 Q\ [0, 1] a probability, �2 {>,�} a binary comparison
operator, and n 2 N.
Definition 3 (Bounded PCTL syntax). The syntax of
bounded PCTL is given by the following BNF grammar:

f ::= a | ⇠f | f ^ f | [g]�p and g ::= X f | f U

nf.

The semantics of bounded PCTL is defined on labelled
Markov chains; for state sentence f this is standard, where
the semantics of [g]�p is given for state s by:

s |= [g]�p i↵ Pr{w 2 ⌦s : w |= g} � p

where Pr is the probability measure defined on cylinder sets
of the Markov chain to which state s belongs. The semantics
of the next-operator is standard and omitted. For an infinite
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path w = (w0, w1, . . .), the semantics of the bounded until-
operator is defined by:

w |= f1 U
nf2 i↵

8
<

:

w0 |= f2 for n = 0
w0 |= f2 or (w0 |= f1 and

w1 |= f1 U
n�1f2) for n > 0

(1)

A path thus satisfies f1 U
nf2 whenever an f2-state is reached

within n steps while all preceding states satisfy f1. Let F
ng

denote trueU

ng and G

ng ⌘ ⇠
F

n⇠g.

Example 1. The sentence [F3[G10 b]=1]>1/3 in bounded
PCTL expresses that the probability to reach a state within
three steps from which almost surely b holds for at least the
next ten steps exceeds 1/3.

3.2 Bounded PCTL satisfiability: decidability

An MC whose underlying graph is a tree is called a tree
Markov chain. Every MC M induces a tree MC Ms by
unfolding M from state s. Let Ms,n be the MC obtained
from M by unfolding n steps starting from state s. The
leaves of Ms,n are absorbing by equipping them with self-
loops of probability one. Ms,n is thus a finite tree MC of
depth n rooted at s. For bounded PCTL-sentence f , let
ord(f) be recursively defined as follows:

ord(a) = 1 for a 2 AP

ord(⇠f) = ord(f)
ord(f1 ^ f2) = max{ord(f1), ord(f2)}
ord([X f ]�p) = 1 + ord(f)

ord([f1 U
nf2]�p) = n+max{ord(f1), ord(f2)}.

It follows by a straightforward structural induction on f ,
that the satisfiability of bounded PCTL over finite trees obey
the monotonicity property, i.e., Ms,n |= f implies Ms,m |= f
for every m > n > ord(f). This provides the basis for the
following result.

Proposition 3. For bounded PCTL-sentence f and MC M :
M, s |= f i↵ Ms,n, s |= f with n = ord(f).

Proof. If Ms,n, s |= f with n = ord(f) then obviously
M, s |= f . For the other direction, we proceed as follows.
Assume M, s |= f and let n = ord(f). We prove that
Ms,n, s |= f by induction on the structure of f .

1. f = a. Then, n = 1. By definition, Ms,n consists of a
single node s equipped with a self-loop. Given M, s |= f
it follows a 2 L(s). Hence, Ms,n, s |= f .

2. f = f1 ^ f2. Let n1 = ord(f1) and n2 = ord(f2). By
induction hypothesis, Ms,n1 , s |= f1 and Ms,n2 , s |= f2.
As n � n1 and n � n2, by monotonicity, Ms,n, s |= f1
and Ms,n, s |= f2. Thus, Ms,n, s |= f .

3. f = ⇠g. By induction hypothesis, Ms,n, s 6|= g, thus
Ms,n, s |= f .

4. f = [X g]�p. Let S
0 = {t : M, t |= g and P (s, t) > 0} and

m = ord(g), i.e., n = m+1. By induction hypothesis,
Mt,m, t |= g for every t 2 S0. As t 2 S0 is a direct
successor of s, Mt,m is a subtree of Ms,m+1. As M, s |= f ,
we have

P
t2S0 P (s, t) � p. Thus, Ms,m+1, s |= f .

5. f = [f1 U
kf2]�p. Let n1 = ord(f1) and n2 = ord(f2). If

M, s |= f2, then the statement follows from the induc-
tion hypothesis and monotonicity. Assume M, s 6|= f2.
Let w be a path starting in s with w |= f1 U

kf2. Thus,
M,wi |= f2 for some 0 < i  k, and, M,wj |= f1, for ev-
ery j < i. By the induction hypothesis, Mwi,n2 , wi |= f2

and Mwj ,n1 , wj |= f1 for every j < i. By monotonic-
ity, Mwi�1,n0 , wi�1 |= f1 and Mwi,n0 , wi |= f2 where
n0 = max{1+ord(f1), ord(f2)}. For n = n0+k, Mwi�1,n0

is a sub-tree of Ms,n, therefore Ms,n, wi�1 |= f1 and
Ms,n, wi |= f2. This is true for any path w |= f1 U

kf2.
Thus, Ms,n, s |= f .

The set sub(f) of sub-formulas of bounded PCTL-formula f
is defined by:

sub(a) = {a}
sub(⇠f) = {⇠f} [ sub(f)

sub(f1 ^ f2) = {f1 ^ f2} [ sub(f1) [ sub(f2)
sub([X f ]�p) = {[X f ]�p} [ sub(f)

sub([f1 U
nf2]�p) = {[f1 Unf2]�p} [ sub(f1) [ sub(f2).

Similar to Theorem 4 for PµTL, we obtain:

Proposition 4. Every satisfiable bounded PCTL-sentence
f has a tree model with bounded out-degree at most
|sub(f)|+1.

Proof. Let M be a model of f . As the statement trivially
holds for propositional formulas, we focus on path sentences.
Consider state s in M and let H = {g 2 sub(f) : s |= g}.
Assume w.l.o.g. that no two sub-sentences are syntactically
identical. Let {1, . . . , n} be an enumeration of H, i.e., each
formula in sub(f) is assigned a unique index. Assume s has
more than n+1 descendants, i.e., succ(s) = {t1, . . . , tk} for
k > n+1. Let for path sentence g, Pr(s |= g) abbreviate
Pr{w 2 ⌦s : w |= g}. Define the vectors {~s,~t1, . . . ,~tk} in the
Euclidean space [0, 1]n as follows:

1. for [X g]�p with index i, ~s(i) = q where Pr(s |= X g) = q,
and t(i) = 1 if t |= g else t(i) = 0, for each t 2 succ(s).

2. for [f1 U
kf2]�p with index i and s 6|= f2, ~s(i) = q

where Pr(s |= f1 U
kf2) = q, and t(i) = q with Pr(t |=

f1 U
k�1f2) = q, for each t 2 succ(s).

3. for any other index i, ~s(i) = ~t(i) = 0.

For the semantics of a path sentence of the form [g]�p, we
obtain the following relation:

~s =
X

t2succ(s)

P (s, t) · ~t.

That is, ~s is a linear combination of the vectors {~t1, . . . ,~tk}.
By Proposition 2 (see page 2), there exists a set G ✓ succ(s)
with |G| 6 n+1 and a distribution P 0(s) such that:

~s =
X

t2G

P 0(s, t) · ~t.

It is easy to see that using G as set of direct successors
(rather than succ(s)) s still satisfies H. Applying this pro-
cedure to every state of M yields a model with out-degree
at most n+1.

Propositions 3 and 4 are the ingredients to obtain a small
model theorem for bounded PCTL.

Theorem 1. Every satisfiable bounded PCTL-sentence f
has a finite tree model of depth ord(f) and out-degree
|sub(f)|+1.

Let the size of bounded PCTL-sentence f be defined as
size(f) = |ord(f)|+|sub(f)|. The small model theorem thus
asserts that for every satisfiable sentence f , there exists a
tree MC model of f whose number of nodes is exponential
in size(f) (but not the space needed to encode f).
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3.3 Bounded PCTL satisfiability: complexity

In this section, we analyse the theoretical complexity of the
satisfiability problem for bounded PCTL. We do so by first
analysing the complexity for the satisfiability problem of
the sub-logic Px! that supports arbitrary nesting of next-
modalities but has no bounded until-modality. Subsequently,
we treat bounded PCTL.

The PCTL-fragment Px! is defined as follows. For n 2 N,
we inductively define the sub-logic Pxn:

Px0 : f ::= a | ⇠f | f ^ f
Pxn : f ::= a | ⇠f | f ^ f | g | [X g]�p for n > 0,

where a 2 AP, p 2 Q \ [0, 1], and g 2 Pxn�1. With little
abuse of notation, let Pxn denote the set of all sentences
of the logic Pxn. Let Px! be the set of sentences with an
unbounded number of nested next modalities.

Proposition 5. The satisfiability problem for Px! is in
PSPACE.

Proof. We show that the satisfiability problem for sentences
in Pxn is in ⌃P

n of the polynomial-time hierarchy. Let Tn be
a non-deterministic Turing machine (NTM) with an oracle
⌦n�1. Oracle ⌦n can foretell whether a set of sentences in
Pxn is satisfiable3. W.l.o.g. we assume that Pxn sentences
are in negated normal form. Let H be the set of Pxn sen-
tences that the input to NTM Tn. Tn proceeds as follows:
First, H is replaced by closure(H) (Alg. 1). This can be done
in linear time in |H|.

Secondly, if H \ Px0 is unsatisfiable, then Tn rejects. Oth-
erwise, Tn selects a weighted cover (see Def. 1) (c, w) of
{g : [X g]�p 2 H} with

1. w(g) � p for each [X g]�p 2 H, and
2.

V
g2G g 6⌘ false for each G 2 c.

By Proposition 4, we restrict to covers whose widths are
at most |H|+1. Checking (1) can be done by solving linear
equations, and (2) satisfiability of formulas for each G 2 c is
delegated to the oracle ⌦n�1. This is possible since the set
G only contains sentences in Pxn�1. The NTM Tn accepts
if such a weighted cover exists, else it rejects.

The correctness of the above algorithm is straightforward.
The algorithm generates a model (and accepts H) i↵ H is
satisfiable. We omit the details. The satisfiability of a set of
Pxn sentences can thus be solved by an NTM with an oracle
⌦n�1 in polynomial time. Hence, the satisfiability problem

for Px! is in NP

NP

NP

...

, and hence in PSPACE.

PSPACE-hardness is proven by exploiting the fact that the
satisfiability of modal formulas in the K-logic is PSPACE-
hard [14]. A detailed reduction is provided in the full paper.

Proposition 6. The satisfiability problem for Px! is PSPACE-
hard.

We now consider the complexity of the satisfiability prob-
lem for bounded PCTL. We use the following machinery to
solve the satisfiability problem.

Proposition 7. For finite tree T and bounded PCTL-formula
f , it can be decided in NP whether M |= f for some tree
MC M with T as its underlying graph.

3 See [13] for background information on oracle Turing machines
and the polynomial time-hierarchy.

Algorithm 1 closure(H)

1: for each f 2 H do
2: if f = a 2 AP or f = ⇠a then skip
3: if f = f1 ^ f2 then H := (H \ {f}) [ {f1, f2}
4: if f = f1 _ f2 then
5: H := (H \ {f}) [ {fi}, where i = 1 or 2
6: if f = [X g]�p then skip
7: if f = [f1 U

0f2]�p then H := (H [ {f2}) \ {f}
8: if f = [f1 U

nf2]�p and n > 0 then
9: either H := (H [ {f2}) \ {f} or H := H [ {f1}

10: end for
11: return H

Algorithm 2 label(s)

1: if L(s) ✓ Px0 then
2: return true i↵ L(s) is satisfiable
3: else L(s) = closure(L(s))
4: end if ;
5: for each f 2 L(s) do
6: if f = [X g]�p then
7: choose non-deterministically S0 ✓ succ(s)
8: for each t 2 S0 do
9: L(t) := L(t) [ {g}

10: H := H [ (
P

t2S0 x(s,t) � p)
11: extend H with constraint for s and S0

12: end for
13: elseif f = [f1 U

nf2]�p

14: choose non-deterministically S0 ✓ succ(s);
15: for each t 2 S0 do
16: (L(t) := L(t) [ {[f1 Un�1f2]=pt})
17: or (L(t) := L(t) [ {f2} and pt = 1)
18: where pt is a new variable
19: H := H [ (

P
t2S0 x(s,t)·pt � p)

20: end for
21: end if
22: end for
23: for each t 2 succ(s) do label(t) od

Proof. Let tree T = (V,E, s0), where V is a set of vertices,
E ✓ V ⇥V a set of directed edges, and s0 is the root. Every
edge e 2 E is assigned a variable xe denoting the weight
of e. Let P = {xe : e 2 E} be the set of weights in T . To
construct an MC M with T as underlying graph, we non-
deterministically select a labelling function L using Alg. 2.
Function L labels every vertex in T with a set of bounded
PCTL-formulas. This goes as follows. We initialize L(sin) to
{f}, and invoke label(sin) (see Alg. 2.). Line 2 covers the
case when s is only labeled with propositional formulas. If s
is labeled with a non-propositional formula, its labelling is
adapted to the Hintikka set of L(s) (line 3). The computa-
tion of the Hintikka set is done using Alg. 1. This procedure
is non-deterministic (see lines 5 and 9). After labelling s,
a non-deterministic selection of its direct successors is la-
beled in the for-loop (line 5–22). During this loop, a set H
(initially empty) of multi-variate polynomial inequations is
computed over the variables xe and newly introduced vari-
ables pt for vertex t (line 16–17). Each vertex of T is visited
twice: once to calculate the polynomial inequations and once
in the recursive call. Thus, the labelling algorithm is in NP.

Formula f holds in sin i↵ the set of (real non-linear)
inequations H, with variables in P is satisfiable. The num-
ber of inequations is in O(|V |·|sub(f)|) and the number of
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variables is |E|, i.e., polynomial in the size of the input.
Using the existential theory of the reals [5], we can deter-
mine the feasibility of the inequations in PSPACE. This
complexity can be improved by exploiting the special struc-
ture of the inequations. Observe that after some simplifi-
cation (and removal of new variables introduced in lines
16–17 of Alg. 2 4) every equation has the following form:
a0·�0 + a1·�1 + . . . + ak·�k � b, where a0, . . . , ak, b 2 Q
and �i (0  i  k) is a term of a polynomial of the type
xe1,ixe2,i . . . xen,i where e1,ie2,i . . . en,i is a path in the tree
T . Furthermore, the edges e1,i for every 0  i  k have the
same source vertex. In the full paper, it is shown how to solve
the satisfiability problem of such a system of (in)equations
in NP.

The complexity for the satisfiability problem for bounded
PCTL is now straightforward.

Proposition 8. The satisfiability problem for bounded PCTL

is in NEXPTIME in the size of the formula.

Proof. Let f be a bounded PCTL-formula. Theorem 1 and
Proposition 7 suggest the following algorithm to solve the
satisfiability problem. We non-deterministically guess a tree
T of size 2O(size(f)). Then we check whether there is an MC
with the underlying graph T that satisfies f . The algorithm
works in NTIME(2O(size(f)2)) ✓ NEXPTIME in the size of the
formula.

Proposition 9. The satisfiability of bounded PCTL-formula
f is EXPTIME-hard in the encoding of f .

Proof. By a reduction from the acceptance problem for an
alternating polynomial-space Turing machine to the satisfi-
ability of bounded PCTL-formula. Details can be found in
the full paper.

4. Simple probabilistic µ-calculus
This section considers a modal µ-calculus extended with a
probabilistic next-modality. After introducing the logic, we
define the notions of rank and signature. We then show that
satisfiable PµTL-sentences have a model of bounded out-
degree. Finally, we provide a decision procedure for PµTL
satisfiability using parity games—in the same vein as for
the modal µ-calculus—and yield a small model as well as a
rational model property.

4.1 Syntax and semantics of PµTL

The logic PµTL, originally proposed in [15], embeds a prob-
abilistic next-modality in the modal µ-calculus.

Definition 4 (PµTL syntax). The syntax of PµTL is given
by the following BNF grammar:

f ::= a | ⇠a | Z | f ^ f | f _ f | [X f ]�p | µZ.f | ⌫Z.f.
Sentences are assumed to be in negative normal form,
i.e., negations only occur adjacent to propositions. The µ-
sentence µZ.f is the least fixed point and the ⌫-sentence
⌫Z.f stands for the greatest fixed point. The logical vari-
able Z is used in fixed points. The µ- and ⌫-sentences can
intuitively be understood by considering Z as a set of states.
The sentence µZ.f is valid for all those states in the smallest
set Z that satisfies the equation Z=f , where Z generally

4Note that the variable pt is the lvalue of a single equation of the
form pt = . . .. Thus pt can be easily substituted.

occurs in f . Similarly, ⌫Z.f is valid for the largest set Z
satisfying Z=f . An occurrence of variable Z is bound in a
sentence f if it occurs within a subsentence of f having ei-
ther the form µZ.f or ⌫Z.f . In all other cases, Z occurs free
in f . We sometimes write µZ.f(Z) instead of µZ.f to make
the dependence of f on Z explicit. A sentence f is closed
if all variables occurring in f are bound. In the sequel, all
sentences are assumed to be closed unless stated otherwise.

Definition 5 (PµTL semantics). The semantics of PµTL is
defined on labelled Markov chains. The pointed satisfaction
of a PµTL sentence for a Markov chain M with state space
S and state s 2 S is defined by the following rules:

s |= a i↵ a 2 L(s)
s |= ⇠a i↵ a 62 L(s)
s |= g ^ h i↵ s |= g and s |= h
s |= g _ h i↵ s |= g or s |= h

s |= [X g]�p i↵
X

s0:s0|=g

P (s, s0) � p

s |= µZ.g i↵ s 2
T
{S : g(S) ✓ S}

s |= ⌫Z.g i↵ s 2
S
{S : S ✓ g(S)}

With little abuse of notation, a PµTL-sentence f also de-
notes set of states satisfying f . It should be clear from the
context, when f is considered as a sentence and when as a
set of states. In particular, µZ.g is valid in state s when-
ever s is contained in the smallest set of states such that
g(S)—the sentence g where Z is replaced by S—is a subset
of S.

Example 2. The logic PµTL can be used to model proba-
bilistic programs where probability distributions are fixed
and variables have a finite domain. Consider the proba-
bilistic program while(c == heads) toss(c) where c is a
fair coin that initially equals heads or tails. The following
PµTL sentence where proposition t stands for tails and h

abbreviates heads:

(t ! [X t]=1) ^
�
h ! ⌫Z.([X t]�1/2 ^ [X h ^ Z]�1/2)

�
.

expresses that c being initially t implies c stays t almost
surely, and that c being initially h implies that it turns into
t with at least probability 1/2 or stays h and continues with
the same threshold.

Sub-sentences of PµTL-sentence f are defined in the stan-
dard way, e.g., the sub-sentences of µZ.f are µZ.f and all
sub-sentences of f , and the sub-sentences of f ^ g are f, g
and f ^ g. A Markov chain M is a model of PµTL-sentence
f whenever sin |= f .

4.2 Ranks and signatures

Let f be a function on subsets of a universe U , i.e., f : 2U !
2U . If f is monotonic, then by the Knaster-Tarski theorem,
least and greatest fixed points of f exist. For ordinal ↵, the
least fixed point µ(f) =

S
↵ µ↵(f), and the greatest fixed

point ⌫(f) =
T

↵ ⌫↵(f), where:

µ0(f) = ? and µ↵+1(f) = f(µ↵(f)) and
⌫0(f) = U and ⌫↵+1(f) = f(⌫↵(f)).

Recall that we can view a PµTL sentence f as characterising
a set of states satisfying f . Hence, we denote ⌘↵+1(f) = {s :
s |= f(⌘↵(f))} for ⌘ 2 {µ, ⌫} where µ0(f) = ? and ⌫0(f) =
>. With little abuse of notation, we denote s |= ⌘↵(f) i↵
s 2 ⌘↵(f). The satisfaction relation of PµTL (see Def. 5)
can now be rephrased as follows:

s |= µZ.f(Z) i↵ for some ordinal ↵, s |= µ↵(f)
s |= ⌫Z.f(Z) i↵ for all ordinals ↵, s |= ⌫↵(f).
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No state satisfies µ0(f), and every state satisfies ⌫0(f).

Definition 6 (Rank). The µ-sentence µZ.f(Z) has rank ↵
at state s if ↵ is the least ordinal such that s |= µ↵(f). If
there is no ordinal ↵ < ! such that s |= µ↵(f), then the
rank of µZ.f(Z) at s is !. 5

Example 3. Consider the following Markov chain:

s1
1�! s2

1�! s3
1�! s4

1�! . . .

where s4 satisfies a and si satisfies ⇠a for i < 4. The sentence
µY. (a _ [XY ]>0) has rank 4 at s1, 3 at s2, 2 at s3 etc.

Definition 7 (Signature). A signature is a sequence of or-
dinals. Let < be the lexicographical ordering on signatures.
Over a set of bounded length signatures, the lexicographical
ordering is total and well defined.

Definition 8 (µ-height). The µ-height of PµTL-sentence f
is the nesting depth of closed µ-sub-sentences (including f)
of f .

Example 4. Formula µZ.([XZ]>0 _ µY.(b ^ [XY ]>0)) has
µ-height 2. The µ-height of µZ.(a_µY.(b^[XZ]=1_[XY ]>0))
is 1, since µY.(b ^ [XZ]=1 _ [XY ]>0) is not closed.

Definition 9. Let f be a PµTL-sentence of µ-height n.
Sentence f has the signature � = ↵1, . . . ,↵n at state s if �
is the (lexicographically) least signature such that s |= f 0

where f 0 is obtained by replacing every µ-sub-sentence µZ.g
in f of µ-height i by µ↵i(g).

Observe that ordinal ↵i is used only for least fixed point
sentences of µ-height i. Greatest fixed point sentences play
no role for this notion.

Example 5. Let the sentence f = µZ.([XZ]>0_(b^µY.(a_
[XY ]>0))) with µ-height 2. Consider the MC:

s1
1�! s2

1�! s3
1�! s4

1�! s5
1�! . . .

where only s5 satisfies a and only s3 satisfies b. Sentence f
has signature (3, 3) at s1, (3, 2) at s2, (3, 1) at s3, (2,!) at
s4, and (1,!) at s5.

Proposition 10. Signatures of PµTL sentences satisfy:

1. If f _ g has signature � at s, then either f or g has
signature  � at s.

2. If f ^ g has signature � at s, then f and g both have
signatures  � at s.

3. If [X g]�p has signature � at s, then there is a set H of
successors of s, such that

P
t2H P (s, t) � p, and g has a

signature  � at t, for every t 2 H.
4. If µZ.f(Z) has signature � at s, then f(µZ.f(Z)) has

signature �0 < � at s.
5. If ⌫Z.f(Z) has signature � at s, then f(⌫Z.f(Z)) has

signature �0 with prefix � at s.

Proof. Cases 1 and 2. Suppose ' = f _ g has a signature
� = (↵1, . . . ,↵n) at s. Let '0 be the formula obtained by
replacing each occurrence of µ-sentence µZ.f(Z) of µ-height
i by µ�i(f). Then s |= '0. Observe that each µ-sub-sentence
of ' belongs either to f or g. Thus the sentence obtained
by replacing every µ-sub-sentence µZ.f(Z) of either f or g
of height j by µ�j (f) is also satisfied by s. Thus, either f
or g has signature �0 at most �. Similar arguments hold for
f ^ g.

5! denotes the first infinite ordinal.

Case 3. Assume [X g]�p has signature � = (↵1, . . . ,↵n).
Let g0 be the sentence obtained by replacing every occur-
rence of µ-sentence µZ.f(Z) of height i by µ�i(f) in g. Then
s |= [X g0]�p. This implies that there exists a set H of suc-
cessors of s such that

P
t2H P (s, t) � p and for each t 2 H,

either t |= g0, or g has a signature at most � at t.
Case 4. Let ' = µZ.f(Z), and the signature at s be

� = (↵1, . . . ,↵n). We assume without loss of generality that
' is the only formula with µ-height n. Let  be a µ-sub-
sentence in f('). We distinguish:

1.  occurs either properly inside ' or does not contain Z.
Then the µ-height of  in ' and f(') coincide. Thus, the
rank ↵i, say, of  in ' is the rank of  in f(') too.

2.  = '. The µ-height of ' in f(') remains n. By definition
of µ↵(f), the rank of sub-sentence ' (of f(')) is ↵n�1.

3.  contains Z. Let j be the µ-height of  (when occur-
ring) in '. Then it has µ-height n+j in f('). The sig-
nature of f(') at s is thus �0 = {↵1, . . . ,↵n�1, (↵n�1),
↵0
n+1, . . .↵

0
n+k}, where n+k is the µ-height of f('). Lex-

icographically, �0 < �.

Case 5. concerns greatest fixed points, which does not change
the signature of any sub-sentence of f(⌫Z.f(Z)) whose µ-
height is  n.

4.3 Pre-model and derivations

Throughout the rest of this section, we will assume that
every sub-sentence of a given sentence is unique.

Definition 10 (FL closure). The Fisher-Ladner closure of
PµTL-sentence f is the smallest set FL(f) satisfying:

1.f 2 FL(f).
2.If g _ h 2 FL(f) then g, h 2 FL(f).
3.If g ^ h 2 FL(f) then g, h 2 FL(f).
4.If [Xg]�p 2 FL(f) then g 2 FL(f).
5.If ⌘Z.g 2 FL(f) then g(⌘Z.g) 2 FL(f) for ⌘ 2 {µ, ⌫}.
Example 6. For ' = ⌫Z.(a ^ [XZ]=1), we have FL(') =
{', a ^ [X (⌫Z.a ^ [XZ]=1)]=1, a, [X (⌫Z.a ^ [XZ]=1)]=1}.
Remark 1 ([9]). For every PµTL-formula f , |FL(f)| 2
O(|f |).
Here |f | denotes the length of sentence f . We now introduce
the notion of pre-model of formula f .

Definition 11 (Pre-model). A pre-model of PµTL sentence
f is an MC Mf = (S, P, 2FL(f), L, sin) satisfying:

1. f 2 L(sin).
2. If f 2 L(s) then ⇠f 62 L(s).
3. If f _ g 2 L(s) then f 2 L(s) or g 2 L(s).
4. If f ^ g 2 L(s) then f, g 2 L(s).

5. If [X g]�p 2 L(s) then
X

s0:g2L(s0)

P (s, s0) � p.

6. If ⌘Z.f 2 L(s) then f(⌘Z.f) 2 L(s) with ⌘ 2 {µ, ⌫}.
Each pre-model defines a specific choice of derivation rules.

Definition 12 (Derivation). The derivation relation in-
duced by pre-model Mf = (S, P, 2FL(f), L, sin) of PµTL sen-
tence f is defined by:

1. If ' = h _ g 2 L(s) and h 2 L(s), then ' derives h (at
s). Similar holds if g 2 L(s).

2. If ' = h ^ g 2 L(s), then ' derives h and g (at s).
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f = µZ. (⌫Y.(a ^ Y ) _ Z) ⌫Y.(a ^ Y ) _ f

' = ⌫Z. (µY.(b _ [XY ]=1) ^ [XZ]=1) µY.(b _ [X Y ]=1) ^ [X']=1

b ^ [X']=1 b _ [XµY.(b _ [XY ]=1]=1) ^ [X']=1

Figure 1. Derivation sequence for two formulas. The
derivation sequence in the upper part shows a regeneration
sequence; the derivation in the lower part is not a regenera-
tion sequence.

3. If ' = [X g]�p 2 L(s) and g 2 L(t) for some successor t
of s, then ' (at s) derives g (at t).

4. If ' = ⌘Z.h 2 L(s) with ⌘ 2 {µ, ⌫}, then ' derives
h(⌘Z.h) (at s).

The derivation relation of f is the union of derivation rela-
tions induced by all pre-models of f , i.e., g derives h i↵ for
some states s, t of a pre-model of f , g in s derives h in t.

Note that the derivation relation of f only relates sentences
in FL(f). An intuitive way to understand the derivation
relation is to consider it as a logical implication. Not all
pre-models of f are models of f . For instance, sentence
' = µZ.f(Z) could be derived forever (by clause 4 of
Def. 12). For a pre-model to be a model, a µ-sentence cannot
be derived over and over again without ever satisfying it. But
it is possible that a µ-sub-sentence appears infinitely often
in a derivation sequence. So we have to be careful about
which derivation sequences we are referring to. We will use
the following definition.

Definition 13 (Regeneration). The µ-sentence ' is regen-
erated by a sequence of derivations, if starting from ' we
end up again with ', and ' is a µ-sub-sentence for every
sentence in any intermediate derivation.

Example 7. Sentence f = µZ. (⌫Y.(a ^ Y ) _ Z) derives
⌫Y.(a^Y )_µZ. (⌫Y.(a ^ Y ) _ Z) that contains f , and which
can derive µZ. (⌫Y.(a ^ Y ) _ Z) which equals f . Thus the µ-
sentence f is regenerated. (See Fig. 1, upper part).

Example 8. Let ' = ⌫Z. (µY.(b _ [XY ]=1) ^ [XZ]=1). '
derives µY.(b _ [XY ]=1) ^ [X ']=1. This derives a formula
containing µY.(b_ [XY ]=1)^ [X']=1 (see Fig. 1, lower part).
This in turn derives b ^ [X']=1 which derives '. Although
the µ-sentence µY.(b _ [XY ]=1) is witnessed again, it is not
regenerated, since it is not a sub-sentence of every derived
sentence.

Definition 14 (Well-foundedness). A pre-model Mf of
PµTL-sentence f is well-founded if every µ-sub-sentence '
of f is regenerated finitely often.

Theorem 2. Every model of PµTL-sentence f is a well-
founded pre-model of f .

Proof. Let M be a model of f . We first generalize the state-
labeling; 8f 2 FL(') : s |= f () f 2 L(s). Note that with
the generalized labeling, the model satisfies the conditions in
Def. 11. The rest of the reasoning is as follows: IfM, sin |= ',
then ' has a signature at initial state sin, and we can ensure
that every µ-sub-sentence of ' is regenerated finitely often.

Let  = µZ.f(Z) be a sub-sentence of ' with µ-height n
that is regenerated following a sequence of derivations from

s to t (s and t can be identical). We will show that the
signature � = (↵1, . . . ,↵n) of  from s to t decreases. As per
definition, the derivation step begins by deriving f(µZ.f(Z))
from µZ.f(Z). By Proposition 10, the sentence f(µZ.f(Z))
has lexicographically smaller signature at s. It remains to
show that this decrease is not violated by other derivation
rules between s and t.

For disjunction h _ g, suppose (w.l.o.g.) s |= g. By
Def. 12, g is derived. By Proposition 10, the signature cannot
increase. As the derivation relation for a conjunction does
not a↵ect the signature, for this case no decrease occurs. The
derivation rule for [Xg]�p derives g at some successor state
t. If f( ) is a sub-sentence, then the signature at t cannot
increase; the other case is trivial.

A derivation may involve other fixed point sentences.
Derivations of fixed point sentences that are sub-sentences of
 do not a↵ect the µ-height of f('). For example, consider
 = µZ.f(Z, µY.g(Y )) with µ-height n. Applying the deriva-
tion for ' yields  0 = f(', µY.g(Y )) which has µ-height n
too. The derivation steps for µY.g(Y ) in f(', µY.g(Y )) give
f(', g(µY.g(Y ))). The µ-height of µZ.f(Z, g(µY.g(Y ))) does
not change, hence the ordinal ↵n in the signature of f(') is
una↵ected.

Now, consider � = ⌘Y.g(Y ) (where ⌘ 2 {µ, ⌫}) with µ-
subsentence  = µZ.f(Z). Distinguish two cases:

1. The derivation of � does not a↵ect the µ-height of  .
In such a case, deriving µY.g(Y ) decreases the signa-
ture (by Proposition 10). For example, consider the
derivation steps for ' = µY.g(Y, µZ.f(Z)). This gives
g(µY.g(Y, µZ.f(Z)), µZ.f(Z)). The µ-height of µZ.f(Z)
is not a↵ected, and the signature of ' decreases.

2. The derivation of � increases the µ-height of  . For
example, � = ⌘Y.g( ), where  = µZ.f(Z, Y ). Observe
that a derivation of  can only occur after a derivation
of �. That would make � a subsentence of  , namely
µZ.f(Z,�). The case where � is a subsentence of  has
already been considered.

Thus, we have derivations where each µ-sentence reduces its
corresponding rank. Since the derivation sequence from '
has bounded length (by Observation 1, pp. 6), a regeneration
can only happen finitely often. Thus the pre-model is well-
founded.

Theorem 3. Each well-founded pre-model of PµTL-sentence
f is a model of f .

Proof. (sketch) Let MC M be a well-founded pre-model of f .
Then the regeneration relation for every µ-subsentence of f
terminates. Each µ-sentence thus has a (finite) rank at every
state in M , and hence there exists a signature for ' 2 FL(f)
at each state. Let � = ↵1, . . . ,↵n be the lexicographically
smallest such signature. Replace each occurrence of the
µ-sentence µZ.f(Z) of height i by µ↵i(f). It follows by
structural induction on sentences that ' 2 L(s) implies
s |= '.

Theorem 4. If PµTL-sentence f is satisfiable, then it has a
model of bounded out-degree at most |f |+1.

Proof. Similar to the proof of Proposition 4 (pp. 3).
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4.4 Decision procedure for PµTL satisfiability

This section presents a decision procedure for determining
the satisfiability of PµTL sentence f . The procedure is based
on a parity game obtained as cross-product of a game graph
and a deterministic parity automaton.

Deterministic parity automaton

We first focus on the parity automaton. The starting point
is a Büchi-automaton A' for each µ-sentence ' of f . The
automaton A' accepts the regeneration sequences for ', i.e.,
derivation sequences that derive ' infinitely often and for
which ' is a sub-sentence of every sentence in the derivation.

Definition 15 (Büchi automaton for an µ-sentence). Let f
be a PµTL-sentence with ' a µ-sentence in FL(f). The non-
deterministic Büchi automaton (NBA) A' is a quintuple
(Q',⌃', Q',in, �', F') where:

1. Q' = { 2 FL(f) : ' is a µ-sentence of  }, the state-set

2. ⌃' = 2FL(f), the alphabet
3. Q',in = Q', the set of initial states,
4. �'(q, q

0) = q0, if q0 is obtained from q by a derivation
5. F' = Q', the set of final states.

The transition relation is represented in a compressed
form, that is, �'(q, a) = q0 implies that for all A 2 ⌃ with
a 2 A, �'(q,A) = q0.

For PµTL-sentence f , let Af be a deterministic parity
automaton (DPA) which is the complement of the union of
the automata A' for µ-sentence ' of f :

L(Af ) =
[

'2FL(f):' is a µ-sentence

L(A')

Af thus accepts all terminating regeneration sequences for
every µ-sentence in FL(f). The union of L(A') can be
described by an NBA of maximal size in O(kn) where k
is the number of µ-sentences in FL(f) and |FL(f)| = n. The

DPA Af then has size at most O(2(kn)2) [17].

A two-player game

Our next aim is to define a two-player game where player
0 aims to show that PµTL-sentence f is satisfiable, while
its opponent wants to refute this claim. The vertices of the
game graph are sets of subsets of FL(f). A vertex v is called
transitive i↵:

• For all g _ h 2 v either g 2 v or h 2 v.

• For all g ^ h 2 v, g, h 2 v.

• For all ⌘X.g(X) 2 v, g(⌘X.g(X)) 2 v.

• There exists [Xg]�p 2 v.

Definition 16 (Two-player game). The two-player game
Gf for PµTL-sentence f is the triple (V,E, v0) where V =
V0 ] V1 with V0 ✓ 2FL(f) the set of Player 0 vertices, V1 the
set of Player 1 vertices (defined below), v0 = {f} 2 V0 the
starting vertex, and E is defined by:

1. (v, v [ {gi}) 2 E for i=1, 2, if g = g1 _ g2 2 v
2. (v, v [ {g1, g2}) 2 E) if g = g1 ^ g2 2 v
3. (v, v [ {g(µX.g)}) 2 E if µX.g 2 v, and
4. (v, vc) 2 E if v is a transitive vertex and vc represents

weighted cover (c, w) of Vv = {g : [X g]�p 2 v} with
w(g) � p for all g 2 Vv. In addition, (vc, v

0) 2 E for each
v0 2 c. If no such cover c exists, then (v,?) 2 E. Let
V1 = {vc : (v, vc) 2 E} with vc as above.

Example 9. Consider the game in Figure 2. Let us clarify
one of its weighted covers. Consider the vertex h¬t, [X t]> 1

2
^

[X h^ ⌫Z.'(Z)]> 1
2
i. There are two possible weighted covers:

(c1, w1) and (c2, w2). Let c1 = {v1, v2} and c2 = {v3}, where
v1 = hh^⌫Z.'(Z)i, v2 = hti and v3 = hh^⌫Z.'(Z), ti. The
weights are w1(v1) = w1(v2) = 1/2 and w2(v3) = 1.

Let V? be the set of vertices which contain propositional
contradictions (like a and ⇠a). The game graph Gf is of size

at most 2O(n2) where n = |FL(f)|. Player 0 looses if the finite
play reaches V?. An infinite play is winning for player 0 if it
is accepted by the DPA Af . To accomplish this, we define
the parity game Gf as the (synchronous) cross product of
game Gf and DPA Af ; for details we refer to the full paper.

Remark 2. There are some crucial di↵erences between the
game Gf and the tree-automaton construction for PµTL
in [15]. For vertices with formula g ^ h, the set of formu-
las is not split into two vertices (one containing g and one
containing h); instead they are kept together. The key di↵er-
ence is the distribution of formulas as solutions of weighted
covers.

Proposition 11. Player 0 has a winning strategy in parity
game Gf for every satisfiable PµTL-sentence f .

Proof. Let f be satisfiable. By Theorem 2, f has a well-
defined pre-model, say MC Mf = (S, P,AP, L, sin). The
proof is by constructing a winning strategy ⇡ : V + ! V in
game Gf for player 0 against any strategy of player 1. This
is done using the auxiliary function � : V + ! S that maps
finite plays in Gf onto states of Mf . Define �(v0) = sin.
Consider a finite play ⇢ of Gf with s = �(⇢) and v = last(⇢).
Distinguish the following cases:

• v is a vertex with g1 _ g2 2 v. If gi 2 L(s) then let
⇡(⇢) = vi (see Def. 16) and �(⇢·vi) = s, for i 2 {1, 2}.

• v is a transitive vertex. Assume s has direct successors
{t1, . . . , tk}. By Theorem 4, it follows k  |FL(f)|+1. De-
fine ⇡(⇢) = vc (i.e., a cover vertex, see Def. 16) for cover
c = {L(t1), . . . , L(tk)}. (Note that such cover always ex-
ists.) If player 1 selects L(ti), then let �(⇢·vc·L(ti)) = ti.

• in any other case, v has at the most one successor, say
v0. Define ⇡(⇢) = v0 and �(⇢·v0) = s.

It remains to show that ⇡ is a winning strategy. For any
strategy � of Player 1, consider the resulting path ⇢ from
the pair of strategies (⇡,�). Path ⇢ cannot terminate in a
?-vertex, as otherwise the label of �(⇢) should contain a
propositional contradiction. If ⇢ is infinite, then every re-
generating µ-sub-sentence in the vertices of ⇢ is terminating.
Hence ⇢ 2 L(Af ).

Proposition 12. If there exists a winning strategy for player
0 in parity game Gf , then f is satisfiable.

Proof. Let ⇡ be a winning strategy of player 0 in Gf . Ap-
plying the strategy ⇡ to the game Gf yields the digraph G⇡

f .
Let ⇧ be the set of all finite paths � = (�0 . . .�n) in G⇡

f such
that

1. �0 is a player 0 configuration, and it is either the initial
configuration or has a player 1 configuration as a parent.

2. �n is a player 1 configuration.

Consider a path � 2 ⇧. Observe that each configuration
except the last configuration (�n) of � has at most one de-
scendant. Path � is said to lead to �0, if the last configuration
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(t ! [Xt]=1) ^ (h ! (⌫Z.'(Z)))

(⇠t _ [Xt]=1), (⇠h _ ⌫Z.'(Z))

⇠
t, ⇠

h _ ⌫Z.'(Z) [Xt]=1, ⇠
h _ ⌫Z.'(Z)

⇠
t ^ ⇠

h

⇠
t, ⌫Z.'(Z)

⇠
t, [Xt]> 1

2
^ [Xh ^ ⌫Z.'(Z)]> 1

2

⌅ ⌅

h ^ ⌫Z.'(Z)

h, [Xt]> 1
2
, [Xh ^ ⌫Z.'(Z)]> 1

2

t

t, h ^ ⌫Z.'(Z)

?

⇠
h, [Xt]=1

⌅

t

[Xt]=1 ^ ⌫Z.'(Z)

[Xt]=1, [Xh]> 1
2
^ [Xh ^ ⌫Z.'(Z)]> 1

2?

⌅ ⌅ ⌅ ⌅

Each branch will be closed since

[Xt]=1 and [Xh]> 1
2
cannot be true

Figure 2. The satisfiability game for (t ! [Xt]=1) ^ (h ! (⌫Z.'(Z))), where ' = [Xt]> 1
2
^ [Xh ^ Z]> 1

2
. The black squares

indicate Player 1 vertices, others are Player 0 vertices. Since there are no µ sub-sentences, any infinite path (or ending in no
?-vertex) is winning for Player 0.

h

t

t

t

1
2

1
2

1

Figure 3. Two models generated by two di↵erent winning
strategies of Player 0 in the game given in Fig. 2

of � has an edge to every configuration of �0. Let pre-model
Mf = (S, P,AP, L, s0) be obtained from digraph G⇡

f in the
following way:

• S = {s� : � 2 ⇧}.
• P (s�, s�0) > 0, if � leads to �0. The exact value is
the weight defined by the weighted cover �n (see also
Example 9).

• L(s�) =
Sk�1

i=0 �i, where k = |�|.
• s0 = s�, where � = (�0, . . . ,�n) such that �0 is the initial
configuration of the game.

It is easy to see that the pre-model M is well-founded. From
Proposition 3 it follows that f is satisfiable.

Theorem 5. Every satisfiable PµTL sentence f has a model
of size exponential in |f |.

Proof. By Propositions 11 and 12 it follows that PµTL-
sentence f is satisfiable i↵ Player 0 has a winning strategy in
Gf . It is well-known that if a winning strategy for a parity
game exists, then there exists a pure memoryless winning
strategy [10]. The size of the well-founded pre-model defined

by a pure memoryless strategy is 2O((kn)2).

Remark 3. Our last result together with the fact that qual-
itative PCTL has no finite model property [4] yields that
qualitative PCTL and PµTL have incomparable expressive
power. The PµTL-formula ⌫Y. (a ^ [XY ]>0) cannot be ex-
pressed in qualitative PCTL. Vice versa, the PCTL-formula
[G ([X a]>0 ^ ⇠a)]>0 cannot be expressed in PµTL.

Corollary 1. Every satisfiable PµTL sentence has a model
whose transition probabilities are rational.

Proof. The weight function for the weighted cover is deter-
mined by linear constraints. Thus if it is satisfiable, then it
has a rational solution (recall that the probability bounds
on the formula are rational).

4.5 Discussion

Compared to the alternating tree automaton approach in [6],
our game-based approach has the following advantages:

• It provides a clear separation of recursive sub-sentences
and sentences with probability bounds. The probability
bounds in the decision procedure only a↵ect the existence
of the cover vertices (v, vc) in the game.

• An (ordinary) non-stochastic parity game was used for
the satisfiability of a probabilistic logic.

• The game graph of a PµTL-sentence f captures all mod-
els of f .

The latter property enables querying some quantitative
properties, e.g., the maximum probability of reaching cer-
tain states in the models of f . For instance, consider the
game graph Gf = (V,E, v0) in Fig. 2, where all vertices that
are losing for player 0 are omitted. The maximum proba-
bility of reaching specific vertices can then be obtained as
follows. The cover vertices (player 1 vertices) act as prob-
abilistic vertices whose transition relations are defined by
linear equations. Using algorithms for determining reacha-
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bility probabilities in convex MDPs [7, 18]6, we can calculate
the maximum probability of reaching certain vertices.

This observation is a step towards considering an exten-
sion of PµTL with until-modalities (that do neither occur
as sub-sentence of another until-modality nor as part of a
µ-sentence). Our decision procedure can be extended as fol-
lows for [f1 U f2]�p. We first extend the transition relation
in Def. 16 by:

5.1 (v, v0) 2 E if [f1 U f2]�p 2 v and f2_(f1^[XU

⇤(f1, f2)]>0) 2
v0, where U

⇤(f1, f2) denotes [f1 U f2]�p0 for some p0

(which is not relevant here).

5.2 (v, v0) 2 E if U ⇤(f1, f2) 2 v and f2_(f1^[XU

⇤(f1, f2)]>0) 2
v0.

Intuitively, [f1 U f2]�p is dealt as µZ. (f2 _ (f1 ^ [XZ]>0)).
This yields the game graph Gf = (V,E, v0) and the win-
ning condition is obtained as in Section 4.4. We remove
all vertices that are not winning for player 0 and the sen-
tence is satisfiable if for each (remaining) vertex w with
[f1 U f2]�p 2 w, the supremum probability of reaching ver-
tices with f2 only via vertices containing f1 is � p.

This raises the question whether this technique can be ex-
tended to nested until-modalities. By a similar mechanism
as above we annotate vertices with sentences [f1 U f2]�p with
obligation � p. This then amounts to decide the reachability
problem for MDPs with obligations [8].7 To our knowledge,
such obligatory games can only be solved under strong struc-
tural restrictions. Nonetheless we believe this indicates that
tying the satisfiability problem of a recursive probabilistic
logic (with unbounded until) to a finite obligatory game is
a promising avenue.

5. Conclusion

This paper considered the satisfiability problem of bounded
PCTL and PµTL. Both logics possess the finite model prop-
erty, whereas PµTL is shown to also have the rational model
property. Our results for PµTL show that PµTL and qualti-
tative PCTL have incomparable expressive power. We have
shown that the satisfiability problem for bounded PCTL for-
mula f is in NEXPTIME in the size of f , and EXPTIME-hard
in its encoding. The satisfiability problem for PµTL is shown
to be in the same complexity class as the satisfiability prob-
lem for the modal µ-calculus, i.e., in UTIME(2O(|f |))\co-
UTIME(2O(|f |)). This improves the 2-EXPTIME algorithm
recently provided in [15]. Table 1 summarises the current
situation. The satisfiability of PCTL [11] and µ-PCTL [6]
remain open problems.
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automata to deterministic parity automata. Logical Methods
in Computer Science, 3(3), 2007.

[18] A. Puggelli, W. Li, A. Sangiovanni-Vincentelli, and S. Seshia.
Polynomial-time verification of PCTL properties of MDPs
with convex uncertainties. In CAV, volume 8044 of LNCS,
pages 527–542. Springer, 2013.

65



Distinguishing Hidden Markov Chains ⇤

Stefan Kiefer
University of Oxford, UK

A. Prasad Sistla
University of Illinois at Chicago, USA

ABSTRACT
Hidden Markov Chains (HMCs) are commonly used mathe-
matical models of probabilistic systems. They are employed
in various fields such as speech recognition, signal process-
ing, and biological sequence analysis. Motivated by appli-
cations in stochastic runtime verification, we consider the
problem of distinguishing two given HMCs based on a single
observation sequence that one of the HMCs generates. More
precisely, given two HMCs and an observation sequence, a
distinguishing algorithm is expected to identify the HMC
that generates the observation sequence. Two HMCs are
called distinguishable if for every " > 0 there is a distinguish-
ing algorithm whose error probability is less than ". We show
that one can decide in polynomial time whether two HMCs
are distinguishable. Further, we present and analyze two dis-
tinguishing algorithms for distinguishable HMCs. The first
algorithm makes a decision after processing a fixed number
of observations, and it exhibits two-sided error. The second
algorithm processes an unbounded number of observations,
but the algorithm has only one-sided error. The error prob-
ability, for both algorithms, decays exponentially with the
number of processed observations. We also provide an algo-
rithm for distinguishing multiple HMCs.
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Hidden Markov Chains (HMCs) are commonly used math-
ematical models of probabilistic systems. They are specified
by a Markov Chain, capturing the probabilistic behavior of a
system, and an observation function specifying the outputs
generated from each of its states. Figure 1 depicts two exam-
ple HMCs H1, H2, with observations a and b. We consider
finite-state HMCs in this paper. An HMC randomly gen-
erates a (conceptually infinite) string of observations. The
states producing the observations are not observable (note
that s0 and s1 output the same observation a in the exam-
ple). This motivates the term hidden.

HMCs are widely employed in fields such as speech recog-
nition (see [21] for a tutorial), gesture recognition [6], mu-
sical score following [22], signal processing [9], and climate
modeling [1]. HMCs are heavily used in computational bi-
ology [12], more specifically in DNA modeling [8] and bi-
ological sequence analysis [11], including protein structure
prediction [18], detecting similarities in genomes [14] and
gene finding [2]. Following [19], applications of HMCs are
based on two basic problems, cf. [13, Chapter 2]: The first
one is, given an observation string and an HMC, what is
the most likely sequence of states that produced the string?
This is useful for areas like speech recognition, see [21] for
e�cient algorithms based on dynamic programming. The
second problem is, given an observation string and multiple
HMCs, identify the HMC that is most likely to produce the
observation. This is used for classification.

The second problem raises a fundamental question, which
we address in this work: Given two HMCs, and assuming
that one of them produces a random single observation se-
quence, is it even possible to identify the producing HMC
with a high probability? And if yes, how many observa-
tions in that observation sequence are needed? At its heart,
this question is about comparing two HMCs in terms of their
(distributions on) observation sequences. To make this more
precise, let a monitor for two given HMCs H1, H2 be an al-
gorithm that reads (increasing prefixes of) a single observa-
tion sequence, and at some point outputs “H1” or “H2”. The
distinguishability problem asks for two given HMCs H1, H2,
whether for all " > 0 there is a monitor such that for both
i = 1, 2, if the monitor reads a random observation sequence
produced by Hi, then with probability at least 1 � " the
monitor outputs “Hi”.

A related problem is equivalence of HMCs. Two HMCs
are called equivalent if they produce the same (prefixes of)
observation sequences with the same probability. Equiva-
lence of HMCs has been well-studied and can be decided in
polynomial time, using algorithms based on linear algebra,

66



H
1

:
s0

a

s1

a

s2

b
H

2

:
t0

a

t1

b

1
4

1
2

1
4

1

1

1
2

1
2

1

Figure 1: Two HMCs. Here H1 and H2 are distinguishable (see Example 2) and hence not equivalent.

see e.g. [15, 28, 10]. The exact relation between equivalence
and distinguishability depends on whether a monitor has ac-
cess to a single random observation sequence or to multiple
such sequences.

(1) Consider first a notion of a “monitor” that has access
to several random observation sequences, each gener-
ated starting from the same initial state. Call this a
multi-monitor. If the two given HMCs are equivalent
then even a multi-monitor can only guess. Now as-
sume the two HMCs are not equivalent. It is known
(see e.g. [28]) that then there exists a linear-length pre-
fix of the observation sequence that is more likely in
one HMC than in the other HMC. A multi-monitor
could exploit the law of large numbers and only count
how often that particular observation prefix occurs.
Hence for multi-monitors, distinguishability and non-
equivalence coincide.

(2) Consider now a monitor that has access to only a single
random observation sequence. Here, non-equivalence
does not imply distinguishability: loosely speaking, for
some HMCs it is the case that while the observation
prefix is increasing, the evidence added by each new
observation does not help the monitor enough to make
up its mind about which HMC produces the sequence.
Figure 2 shows an example of two HMCs that are
neither equivalent nor distinguishable. (On the other
hand, the HMCs in Figure 1 are not equivalent, but
are distinguishable as shown later in Section 3).

We assume in the rest of the paper that a monitor has access
to only a single random observation sequence. This is the
more natural version of the problem, both from the point
of view of the motivation mentioned above and from our
application in stochastic runtime monitoring.

We prove that the distinguishability problem is decidable
in polynomial time. We establish this result by showing that
two HMCs are distinguishable if and only if their total varia-
tion distance is equal to 1. This distance measure for HMCs
was studied in [7], and a polynomial-time algorithm for de-
ciding whether the distance of two HMCs is 1 was given
there. That polynomial-time algorithm includes a mecha-
nism for checking whether two given HMCs are equivalent
(but also needs other ingredients).

It is important to note that deciding distinguishability
does not readily provide a family of monitors as required by
the definition of distinguishability; it only guarantees their
existence. Developing a family of monitors (one for any de-
sired error bound " > 0) requires more insights. Inspired by

the area of sequential analysis [29], we design monitors that
track the likelihood ratio of the sequence of observations.
However, estimating the error probability of the monitors
is challenging, since one needs a bound on the change of
the likelihood ratio per observation. Unfortunately, such
a bound does not exist for HMCs in general, not even on
the di↵erence of the log-likelihood ratio (see Example 6).
Hence, in this paper we take a di↵erent route: We consider
a di↵erent class of monitors that translate the given random
observation sequence into a certain kind of non-homogenous
“random walk” with bounded step size. This allows us to
employ martingale techniques, specifically Azuma’s inequal-
ity, to prove error bounds that decay exponentially with the
number of observations the monitor makes. Then we show
that the error bounds from a random-walk monitor carry
over to a likelihood-based monitor.

More specifically, we present two likelihood-based moni-
tors for distinguishable HMCs. The first one makes a de-
cision after reading a fixed number of observation symbols.
This number is chosen depending on the desired error bound:
we show that for an error probability " it su�ces to read the
prefix of length C log 1

" , where C > 0 is a polynomial-time
computable constant. This error is two-sided, i.e., the mon-
itor may mistake H1 for H2 and vice versa.

The second monitor has only one-sided error: observation
sequences from H1 are almost always (i.e., with probabil-
ity 1) recognized as stemming from H1. However, on se-
quences generated by H2, with high probability the monitor
never gives an answer. This is useful in applications such as
runtime verification (see Section 6). The expected number
of observations from H1 that the monitor processes before
giving its decision is O(log 1

" ), while ensuring an error prob-
ability of at most " on observations from H2. For this class
of monitors, we have a polynomial-time algorithm that com-
putes an O(log 1

" ) upper bound on the expected number of
observations from H1 before a decision is given.

Main Contributions.

• We show that the distinguishability problem can be
decided in polynomial time (Section 3).

• We design two classes of likelihood-based monitors
that accomplish the following tasks (" > 0 is an er-
ror bound):

(1) After O(log 1
" ) observations (the exact number

can be e�ciently computed from the given HMCs)
the first monitor class provides a guess about the
source of the observations, such that the proba-
bility that the guess is wrong is at most " (Sec-
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Figure 2: Two HMCs. Here H1 and H2 are not distinguishable but not equivalent.

tion 4.2). This can be extended to more than two
HMCs (Section 4.4).

(2) For the second monitor class, if H1 produces the
observation sequence then the monitor raises an
alarm almost surely, and after an expected number
of O(log 1

" ) observations (such an upper bound
can be e�ciently computed from the given HMCs
and "); if H2 produces the observation sequence
then, with probability at least 1� ", the monitor
never raises an alarm (Section 4.3).

• We apply our results to stochastic runtime verification,
where a monitor should distinguish correct and faulty
behaviour of a single stochastic system. This yields
polynomial-time decidability of monitorability as de-
fined in [25], as well as e�cient runtime monitors for
stochastic systems, see Section 6.

Missing proofs can be found in [17].

Related Work. The area of sequential analysis in statis-
tics, pioneered by Wald (see [29]), deals with the problem of
hypothesis testing using repeated and unbounded sampling.
A line of work going back to Phatarfod [20, 27, 23] investi-
gated the application of sequential analysis, more specifically
the sequential probability ratio test, to Markov chains. Sim-
ilar to our work, the goal in the above works is to identify
a Markov chain among several, in this case using likelihood
ratios. A monitor algorithm is derived by keeping track of
likelihood ratios: it gives notice once the likelihood ratio
drops below or exceeds some fixed threshold. One problem
with this approach is that error probabilities can only be
estimated—not bounded—by the heuristic assumption that
the excess over the threshold is not big. This assumption
is not always true. A more important di↵erence from our
work is that the observation in each state equals the state,
in other words, the Markov chains are not hidden.

There is early related work that is more specific to HMCs.
The paper [16] aims at measuring a certain distance between
two HMCs by running one of them. This is in spirit close
to our work, as a positive distance in their sense could be
transformed to a monitor. However, the authors place strong
assumptions on the Markov chains, in particular ergodicity.
If this assumption is removed, their distance can be di↵erent
for di↵erent runs, and the existence of a lower bound on the
possible distances is unclear.

Work by Alur et al. [3] also aims at distinguishing
probabilistic models, but there are important di↵erences.
First, they consider Markov Decision Processes rather than
Markov chains, i.e., they consider strategies to distinguish
two such processes, which is a more general, and com-
putationally harder problem (they show PSPACE- and
EXPTIME-completeness results). Second, their problems

are defined such that the exact values of the transition prob-
abilities is unimportant. In our case this is di↵erent.

The work in [19] deals with comparing two HMCs in terms
of various distance measures. Among other results, they
show NP-hardness of computing and approximating the `1-
distance. The HMCs considered there generate distributions
on finite strings of observations, as each HMC has a dedi-
cated end state, reached with probability 1, where the HMC
“stops”. Such HMCs form a subclass of HMCs, whereas we
consider general HMCs.

Our work on distinguishability is inspired by the work
on monitorability that was defined in [25]. In [25, Section
4.1] a notion of strong monitorability is proposed and it is
shown that deciding it is PSPACE-complete. By our results
in Section 6, strong monitorability corresponds to a stronger
form of distinguishability, so the latter is PSPACE-complete
as well. In light of this it might be surprising that (general)
distinguishability turns out to be decidable in polynomial
time. In [25] it was wrongly claimed that monitorability is
undecidable for finite-state systems. Our result not only
shows that it is decidable, but also gives a polynomial-time
decision procedure.

Our work on exponentially decaying monitors is inspired
by the exponentially converging monitorable systems defined
in [26]. The algorithms presented there are for a very re-
stricted class of HMCs, whereas our monitors work for all
pairs of distinguishable HMCs.

Closely related to some of our results is a very recent
work by Bertrand et. al. [5]. This paper also exploits the
results of [7] to obtain polynomial-time decidability of “AA-
diagnosability” of stochastic systems, a problem related to
monitorability (Section 6). Although the technical report
of our work had been available [17], the results in [5] were
obtained independently and are largely orthogonal to ours:
whereas we focus on constructing specific monitors with
computable error bounds, they investigate the decidability
and complexity of several variants of diagnosability.

2. DEFINITIONS
Notation. For a countable set S, a probability distri-
bution  over S is a function  : S ! [0, 1] such thatP

s2S  (s) = 1. For an element s 2 S, we let �s denote
the unique distribution with �s(s) = 1. We let Distr(S)
denote the set of all distributions over S. We let S⇤, S! re-
spectively denote the set of finite sequences (strings) and the
set of infinite sequences of symbols from S. If S is a finite
set then we let |S| denote its cardinality. For any u 2 S⇤,
we let |u| denote its length. For any real number x, we let
|x| denote its absolute value.

Hidden Markov Chains. A Markov chain is a triple
G = (S,R,�) where S is a set of states, R ✓ S ⇥ S, and
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� : R ! (0, 1] is such that
P

t:(s,t)2R �(s, t) = 1 for all
s 2 S. A Markov chain G and an initial state s 2 S induce
a probability measure, denoted by Ps, on measurable sub-
sets of {s}S! in the usual way: more precisely, we consider
the �-algebra generated by the cylinder sets {s0s1 · · · sn}S!

for n � 0 and s0 = s and si 2 S, with the probability
measure Ps such that

Ps({s0s1 · · · sn}S!) =
nY

i=1

�(si�1, si) .

Let ⌃ be a finite set. A Hidden Markov Chain (HMC),
with observation alphabet ⌃, is a triple (G,O, s0), where
G = (S,R,�) is a Markov chain, and O : S ! ⌃ is the
observation function, and s0 2 S is the initial state. We
may write P for Ps0 . For L ✓ ⌃! we define the inverse
observation function

[L] := {s0s1 · · · 2 S! | O(s0)O(s1) · · · 2 L} .

Monitors. A monitor M : ⌃⇤ ! {?, 1} is a computable
function with the property that, for any u 2 ⌃⇤, if M(u) = 1
then M(uv) = 1 for every v 2 ⌃⇤. Let L(M) ✓ ⌃! denote
the set of infinite sequences that have a prefix u withM(u) =
1. (Intuitively, L(M) is the set of observation sequences
which the monitor decides to have been generated by the
first HMC among a pair of such HMCs.) Given an HMC,
the event [L(M)] is measurable, as it is a countable union
of cylinder sets.

Distinguishability. Given two HMCs H1, H2 with the
same observation alphabet ⌃, we write P1,P2, [·]1, [·]2 for
their associated probability measures and inverse observa-
tion functions. HMCs H1, H2 are called distinguishable if
for every " > 0 there exists a monitor M such that

P1([L(M)]1) � 1� " and P2([L(M)]2)  " .

3. POLYNOMIAL-TIME DECIDABILITY
OF THE DISTINGUISHABILITY PROB-
LEM

For two HMCs H1, H2 define the (total variation) distance
between H1 and H2, denoted by d(H1, H2), as follows:

d(H1, H2) := sup
E✓⌃!

|P1([E]1)� P2([E]2)| ,

where the supremum ranges over all measurable subsets
of ⌃!. It is shown in [7] that the supremum is in fact a
maximum. In particular, if d(H1, H2) = 1 then there exists a
measurable set E ✓ ⌃! with P1([E]1) = 1 and P2([E]2) = 0.
We show:

Proposition 1. HMCs H1, H2 are distinguishable if and
only if d(H1, H2) = 1.

Proof. Let H1, H2 be two given HMCs. We show that
H1, H2 are distinguishable if and only if d(H1, H2) = 1.

• “if”: Let d(H1, H2) = 1. Choose " > 0 arbitrarily. It
follows from [7, Theorem 7] and the discussion after
[7, Proposition 5] that there are k 2 N and W ✓ ⌃k

such that

P1([W⌃!]1) � 1� " and P2([W⌃!]2)  " .

Construct a monitor M that outputs 1 after having
read a string in W . Then we have L(M) = W⌃!. It

follows:

P1([L(M)]1) � 1� " and P2([L(M)]2)  " .

Since " was chosen arbitrarily, the HMCs H1, H2 are
distinguishable.

• “only if”: Let H1, H2 be distinguishable, i.e., for every
" > 0 there exists a monitor M" such that

P1([L(M")]1) � 1� " and P2([L(M")]2)  " .

Then we have:

d(H1, H2) = sup
E✓⌃!

|P([E]1)� P([E]2)|

� sup
">0

�
P([L(M")]1)� P([L(M")]2)

�

� sup
">0

(1� 2") = 1

This concludes the proof.

It follows that HMCsH1, H2 are distinguishable i↵ there is
a distinguishing event, i.e., a set E ✓ ⌃! with P1([E]1) = 1
and P2([E]2) = 0.

Example 2. Consider the HMCs H1, H2 from Figure 1.
By computing the stationary distributions, one can show
that, the distinguishing event E is given by

E = {�1�2 · · · 2 ⌃! | lim
n!1

f(n)
n

= 5/7} ,

where f(n) denotes the number of occurrences of a in
the prefix �1�2 · · ·�n, is a distinguishing event for H1, H2.
Hence H1, H2 are distinguishable. Here, counting the fre-
quencies of the observations symbols su�ces for distinguish-
ing two distinguishable HMCs. In general, this is not true:
the order of observations may matter.

Proposition 1 implies the following theorem:

Theorem 3. One can decide in polynomial time whether
given HMCs H1, H2 are distinguishable.

Proof. In [7, Algorithm 1 and Theorem 21] it is shown
that, given two HMCs H1, H2, one can decide in polynomial
time whether d(H1, H2) = 1. (The algorithm given there
solves n1 linear programs, each with n1+n2 variables, where
n1, n2 is the number of states in H1, H2, respectively.) Then
the result follows from Proposition 1.

Distinguishing events cannot in general be defined by moni-
tors, as a monitor can reject an observation sequence only on
the basis of a finite prefix. Moreover, the decision algorithm
for Theorem 3 can assure the existence of a monitor for two
given HMCs, but the decision algorithm does not provide
useful monitors. That is the subject of the next section.

4. MONITORS
In this section, we present concrete monitors, with error

bounds. To this end we give some additional definitions in
Section 4.1, where we also explain how monitors can keep
track of certain conditional distributions. We also introduce
“profiles”, a key concept for our proofs of error bounds. In
Sections 4.2 and 4.3 we present monitors for distinguishable
HMCs with two-sided and one-sided error, respectively. In
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Section 4.4 we provide a monitor for distinguishing among
multiple HMCs.

For i = 1, 2, let Hi = (Gi, Oi, si,0) be two HMCs with
the same observation alphabet ⌃, where Gi = (Si, Ri,�i).
Without loss of generality we assume S1 \ S2 = ;. Let
m := |S1| + |S2|. We fix H1, H2 and m throughout the
section.

4.1 Keeping Track of Probabilities and Pro-
files

Let i 2 {1, 2} and  2 Distr(Si). For u 2 ⌃⇤ define

pr i( , u) :=
X

s2Si

 (s) · Pi,s([u⌃
!]i) .

Intuitively, pr i( , u) is the probability that the string u is
output by HMC Hi starting from the initial distribution  .
For W ✓ ⌃m we also define

pr i( ,W ) :=
X

u2W

pr i( , u) ,

which is the probability that Hi outputs a string in W start-
ing from distribution  . For u 2 ⌃⌃⇤ and s, t 2 Si define

subi(s, u, t) := Pi,s([u⌃
!]i \ S|u|�1

i {t}S!
i ) .

Intuitively, subi(s, u, t) is the probability that Hi outputs u
and is then in state t, starting from state s. We have:

pr i( , u) =
X

s2Si

 (s) ·
X

t2Si

subi(s, u, t) (1)

For any s, r 2 Si and u 2 ⌃⌃⇤ and a 2 ⌃ we have:

subi(s, ua, r) =

(P
t2Si

subi(s, u, t)�i(t, r) if Oi(r) = a

0 otherwise

So if a monitor has kept track of the values subi(s, u, t)s,t2Si

for a prefix u of an observation sequence, it can,
upon reading the next observation a, e�ciently compute
subi(s, ua, t)s,t2Si and, by (1), also pr i(�si,0 , ua).
For u 2 ⌃⇤ define the likelihood ratio

lr(u) :=
pr2(�s2,0 , u)

pr1(�s1,0 , u)
.

Finally, for u 2 ⌃⌃⇤ with pr i( , u) > 0, define the distribu-
tion cd i( , u) (which stands for “conditional distribution”)
as follows:

cd i( , u)(t) :=
1

pr i( , u)
·
X

s2Si

 (s) · subi(s, u, t) for t 2 Si

Intuitively, cd i( , u)(t) is the conditional probability thatHi

is in state t given that it has output u and started from  .
As explained above, a monitor can e�ciently keep track of
lr(u) and cd i( , u).

We say that a pair of distributions ( 1, 2) 2 Distr(S1)⇥
Distr(S2) is reachable in (H1, H2) if there is u 2 ⌃⌃⇤ with
 i = cd i(�si,0 , u) for i = 1, 2. A profile for H1, H2 is a

pair (A, c) such that A : Distr(S1)⇥ Distr(S2) ! 2⌃
m

and
c 2 (0, 1] and

pr1( 1,A( 1, 2))� pr2( 2,A( 1, 2)) � c

holds for all reachable pairs ( 1, 2) of distributions. For the
monitors presented in this section the following proposition
is crucial.

Proposition 4. Let HMCs H1, H2 be distinguishable.
Then there is a number c > 0, computable in time poly-
nomial in the sizes of H1, H2, such that there is a profile
(A, c).

4.2 Monitors with Two-Sided Error
In this and the next subsection, we assume that H1, H2

are distinguishable, and fix a profile (A, c). The monitors
of this subsection take an observation sequence as input,
and at some point output a value from {1, 2, 3} indicating
a decision regarding which of the two HMCs generated the
observations. An output of 3 indicates that neither of the
HMCs could have generated it. The monitors of this subsec-
tion have two-sided errors: the answers 1 or 2 may be wrong
(with a small probability).

We define a likelihood-based monitor M2 (the subscript
denotes two-sided error) as follows. Monitor M2 runs in
phases; in each phase, the monitor receives m observations.
The monitor runs at most N phases, where N 2 N is a
parameter fixed in advance: choosing a larger N leads to
smaller error probabilities. After reading an observation se-
quence u of length N · m, it computes the likelihood ratio
lr(u). Monitor M2 outputs 1 if lr(u) < 1, and 2 if lr(u) > 1.
It may output either 1 or 2 if lr(u) = 1. Monitor M2 needs
no access to the function A.

The following theorem says that the observation sequences
for which monitor M2 outputs 1 are much more likely to be
generated by H1. By symmetry, the observation sequences
for which M2 outputs 2 are much more likely to be generated
by H2.

Theorem 5. Consider the monitor M2 that reads the
first N ·m observations. Let L(M2) ✓ ⌃! be the set of ob-
servation sequences for which M2 outputs 1. Then we have

P1([L(M2)]1)� P2([L(M2)]2) � 1� 2 exp

✓
� c2

18
·N

◆
.

Hence,

P1([L(M2)]1) � 1� 2 exp

✓
� c2

18
·N

◆
and

P2([L(M2)]2)  2 exp

✓
� c2

18
·N

◆
.

Proving the bounds of Theorem 5 is challenging due to
the following reasons. For k � 0 define a random variable
Lk : {s1,0}S!

1 ! Q by

Lk(s1,0s1s2 · · · ) := lr
�
O(s1,0)O(s1)O(s2) · · ·O(sk�1)

�
.

Denote by E1 the expectation with respect to P1. It was
proved in [7, proof of Proposition 6] that E1(Lk+1 | Lk =
x) = x holds for all x 2 Q, i.e., the sequence L0, L1, . . . is
a martingale. Unfortunately, the di↵erences |Lk+1 �Lk| are
not bounded, neither are the di↵erences | logLk+1 � logLk|,
as the following example shows.

Example 6. Consider the HMCs H1, H2 in Figure 3.
For n > 1, the probability that H1 generates the string
an is ( 13 )

n�1 + 1
3 ·

Pn�2
i=0 (

1
3 )

i which is easily shown to
be 1

2 (1 + ( 13 )
n�1), and the probability that H1 generates

anb is ( 13 )
n. The corresponding probabilities for H2 are

( 12 )
n�1 and ( 12 )

n, respectively. Now consider any ↵ 2
{sn0 s2}{s0, s1, s2}!, for some n > 1. The two likelihood ra-
tios Ln(↵) and Ln+1(↵) corresponding to the length n and
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Figure 3: Two HMCs where the di↵erence in log-likelihood ratios is unbounded

length n+1 prefixes of ↵, are given by Ln(↵) =
( 1
2 )n�1

1
2 (1+( 1

3 )n�1)

and Ln+1(↵) = ( 32 )
n. Since n > 1, we see that Ln(↵) <

2 · ( 12 )
n�1  1. Hence,

Ln+1(↵)

Ln(↵) > ( 32 )
n. So we have that

log(Ln+1(↵))� log(Ln(↵)) > n · log( 32 ), which is unbounded
with increasing n. In a more general case, if ↵ has b appear-
ing infinitely often with an increasing number of a-symbols
between two successive b-symbols, then the di↵erence in the
log-likelihood ratio of two successive prefixes of ↵, with the
second prefix ending with b, is unbounded.

This problem of unbounded di↵erences between subse-
quent log-likelihood ratios prohibits a standard error anal-
ysis of hypothesis-testing methods from sequential analy-
sis [29]. Moreover, Azuma’s inequality then does not yield
an exponentially decaying error bound. As a consequence,
we cannot directly prove the bounds of Theorem 5. There-
fore, in this subsection, we take a detour. First we develop
another monitor M 0

2 that is not based on likelihoods but
is based on a random walk. Then we prove error bounds
for M 0

2. Then we show that the error bounds for M 0
2 carry

over to the likelihood-based monitor M2.
The monitor M 0

2 also runs in N phases, receiving m ob-
servations in each phase. The monitor maintains two prob-
ability distributions  1 2 Distr(S1),  2 2 Distr(S2), and
a variable x that takes rational values. Initially,  1, 2 are
set to �s1,0 , �s2,0 respectively, and x is initialized to 0. The
monitor keeps track of  i = cd i(�si,0 , u), for i = 1, 2, where
u is the observation string received thus far. The variable x
indicates a current estimate about which of the two HMCs is
being observed: a negative value of x indicates a preference
for H1; a positive value indicates a preference for H2. In
each phase, M 0

2 waits until it gets the next m observations
and then updates x,  1 and  2.

We describe a phase of M 0
2. Let  1, 2, x be the values at

the end of the previous phase. Let p1 = pr1( 1,A( 1, 2))
and p2 = pr2( 2,A( 1, 2)). By the definition of a profile
we have p1 � p2 � c > 0. Denote by v 2 ⌃m the string
of observations received in the current phase. Assume that
pr1( 1, v) > 0 and pr2( 2, v) > 0 (i.e., v can be gener-
ated with non-zero probability by both H1, H2 from  1, 2

respectively). If p1 + p2  1 then x is updated as follows:

x :=

(
x� 1 if v 2 A( 1, 2)

x+ p1+p2
2�p1�p2

if v 62 A( 1, 2)

If p1 + p2 > 1 then x is updated as follows:

x :=

(
x� 2�p1�p2

p1+p2
if v 2 A( 1, 2)

x+ 1 if v 62 A( 1, 2)

Note that in all cases, the value of x is increased or decreased
by at most 1. After this,  1, 2 are set to cd1( 1, v) and
cd2( 2, v) respectively, and the phase is finished. On the
other hand, if pr1( 1, v) > 0 and pr2( 2, v) = 0 then 1 is
output; if pr1( 1, v) = 0 and pr2( 2, v) > 0 then 2 is output;
if pr1( 1, v) = 0 and pr2( 2, v) = 0 then 3 is output. In
those cases the monitor terminates immediately.

After N phases, if x  0 then the monitor M 0
2 outputs 1,

otherwise it outputs 2. An output of i indicates that the se-
quence is believed to be generated by Hi. Note that M 0

2—in
contrast to M2—needs access to the function A. By con-
structing a supermartingale and applying Azuma’s inequal-
ity we obtain:

Theorem 7. Consider the monitor M 0
2 running N

phases. Let L(M 0
2) ✓ ⌃! be the set of observation sequences

for which M 0
2 outputs 1. Then,

P1([L(M 0
2)]1) � 1� exp

✓
� c2

18
·N

◆
and

P2([L(M 0
2)]2)  exp

✓
� c2

18
·N

◆
.

Hence the error probability decays exponentially with N .
To prove Theorem 5 we show (in [17]) that the same error
bound, up to a factor of 2, holds for the likelihood-based
monitor M2. The authors are not aware of a proof of Theo-
rem 5 that avoids reasoning about a monitor like M 0

2. The
proof shows that the di↵erence P1([L(M2)]1)�P2([L(M2)]2)
cannot be increased by any other monitor that is based solely
on the first N ·m observations: M2 is optimal in that respect.

To guarantee an error probability bound of at most " of
the likelihood-based monitor M2, we set N = d 18

c2
· log

�
2
"

�
e.

Example 8. Figure 4 shows two HMCs H1, H2 with a
parameter � 2 (0, 1

4 ]. In every step except the first one,
H1 outputs a with probability 1

2 + �, and b with probability
1
2 � �. For H2 the probabilities are reversed. The HMCs
are distinguishable. The intuitive reason is that H1 tends to
output more a-symbols than b-symbols, whereas H2 tends to
output more b-symbols than a-symbols, and this di↵erence is
exhibited in the long run. Intuitively speaking, the smaller �
is, the “less distinguishable” are H1 and H2. We will show
later that there is a profile with c = �. By Theorem 5, the
probability that M2 mistakes H2 for H1 decays exponentially.
More specifically, for an error bound of " it su�ces to make
B��2 log 1

" observations, for a constant B > 0. It can be
shown that there is a constant d > 0 such that M2 needs, for
small ", at least d��2 log 1

" observations to push the error
probability below ". Hence, for the HMCs from Figure 4, the
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Figure 4: Two distinguishable HMCs with a parameter � 2 (0, 1
4 ]

bound of Theorem 5 is asymptotically tight. As mentioned
after the proof of Theorem 5, the likelihood-based monitor
is essentially optimal among monitors that observe a fixed-
length prefix. So the bound from Theorem 7 is also asymp-
totically tight.

4.3 Monitors with One-Sided Error
Now we present M1, a likelihood-based monitor with

one-sided error. Monitor M1 uses a threshold parameter
low 2 (0, 1]. For each N > 0, after reading a prefix v, of
lengthN ·m, of observations, it computes the likelihood ratio
lr(v). If lr(v)  low , it terminates outputting 1, otherwise
it continues.

For any infinite sequence u and integer i > 0, let u[i]
denote the prefix of u of length i. We fix an integer N > 0.
Let UN be the set of all u 2 ⌃! such that lr(u[N · m]) 
exp

�
� c2

36 · N
�
. Recall from Theorem 5 the set L(M2) of

observation sequences for which M2 outputs 1. It should
be easy to see that UN ✓ L(M2). We need the following
technical lemma.

Lemma 9. P1([UN ]1) � 1� 4 exp
⇣
� c2

36
·N

⌘

This allows us to prove the following theorem:

Theorem 10. Consider the monitor M1 with threshold
parameter low 2 (0, 1]. Let L(M1) ✓ ⌃! be the set of obser-
vation sequences for which M1 terminates (and hence out-
puts 1). Then,

P1([L(M1)]1) = 1 and

P2([L(M1)]2)  low .

Now we analyze the response time of M1 taken on ob-
servation sequences generated by H1. Formally, we define
a random variable T : {s1,0}S!

1 ! N such that T is the
number of observations made by monitor M1 before out-
putting 1. The following proposition bounds the expected
value of T in H1.

Proposition 11. E1(T )  36m
c2

· log 1
low

+ 147m
c2

· low +m,
where E1(T ) is the expected value of T under the probability
measure P1.

The proof of this proposition employs ideas similar to those
in [26] for proving an upper bound on the expected monitor-
ing time for exponentially converging monitorable systems.
Observe that as low decreases, the first term of the bound
dominates.

4.4 Monitors for Distinguishing Among Mul-
tiple HMCs

Now we address the problem of distinguishing among mul-
tiple mutually distinguishable HMCs. We present a monitor
based on likelihoods. For i = 1, . . . , k, let Hi = (Gi, Oi, si,0)
be HMCs with the same observation alphabet ⌃ where
Gi = (Si, Ri,�i). Let Pi and [·]i be the associated probabil-
ity measures and inverse observation functions correspond-
ing to the HMC Hi. We assume that they are mutually
distinguishable, i.e., for 1  i < j  k, HMCs Hi and Hj

are distinguishable. So by Proposition 4 there are profiles
(Ai,j , ci,j). Define c := min{ci,j | 1  i < j  k}.

Let m := 2·max{|Si| | 1  i  k} and N > 0 be an integer
parameter. The following monitor M distinguishes among
the k HMCs: it takes an observation sequence u 2 ⌃N·m as
input and outputs the smallest integer i 2 {1, . . . , k} such
that pr i(�si,0 , u) � pr j(�sj,0 , u) for all j 2 {1, . . . , k}. Es-
sentially, M outputs the index of the HMC whose likelihood
value is the highest after N · m observations. By applying
the union bound to Theorem 5 we get:

Theorem 12. Consider the monitor M . Let i 2
{1, . . . , k} and let Li ✓ ⌃N·m be the set of observation
sequences for which M outputs i. Then we have for all
j 2 {1, . . . , k}� {i}:

Pi([Li⌃
!]i) � 1� 2k · exp

✓
� c2

18
·N

◆
and

Pj([Li⌃
!]j)  2 exp

✓
� c2

18
·N

◆

5. COMPUTING PROFILES
In the monitors of Section 4 the constant c > 0 deter-

mines the number N of phases needed to ensure a bound on
the error probability. Recall that c is the constant in a pro-
file (A, c). Any such constant c will do, but the larger it is
the better, since the number of phases used will be smaller.
Note that even the existence of a positive c (as claimed by
Proposition 4) is not obvious. In this section, we prove The-
orem 13—which strengthens Proposition 4—by presenting
a polynomial-time algorithm to compute a positive c and
also the representation of a profile function A in polynomial
time.

Let a test set Test ✓ ⌃⇤ be a set of at most m words,
with |v| < m for all v 2 Test . This defines a function
A

Test

: Distr(S1) ⇥ Distr(S2) ! 2⌃
m

in the following way.
Fix  1 2 Distr(S1) and  2 2 Distr(S2). Let v 2 Test be
such that

v := arg max
w2Test

|pr1( 1, w)� pr2( 2, w)| (2)

and write

JvK := {vw | w 2 ⌃⇤, |vw| = m}
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for the set of strings of length m with v as a prefix. Then
define:

A
Test

( 1, 2) :=

(
JvK if pr1( 1, v) > pr2( 2, v)

⌃m � JvK otherwise

Depending on the case above, pr i( i,ATest

( 1, 2)) is either
pr i( i, v) or 1� pr i( i, v). Hence:

pr1( 1,ATest

( 1, 2))� pr2( 2,ATest

( 1, 2))

= |pr1( 1, v)� pr2( 2, v)| (3)

Given a test set Test and distributions  1, 2, a monitor
can compute the word v from (2) using (1), and hence the
probabilities pr i( i,ATest

( 1, 2)). Moreover, a monitor
can check whether a given word w 2 ⌃m is in A

Test

( 1, 2)
by checking whether v is a prefix of w.

Theorem 13. Let HMCs H1, H2 be distinguishable. One
can compute, in polynomial time, a test set Test ✓ ⌃⇤ and
a number c > 0 such that (A

Test

, c) is a profile.

The proof builds on [7] but requires further insights. For the
proof we need the concept of equivalence: For i = 1, 2 let
 i 2 Distr(Si). We say that  1 is equivalent to  2, written
as  1 ⌘  2, if pr1( 1, u) = pr2( 2, u) holds for all u 2 ⌃⇤.
We have the following proposition:

Proposition 14. One can compute, in polynomial time,
a test set Test ✓ ⌃⇤ such that for all  1 2 Distr(S1) and all
 2 2 Distr(S2) we have:

 1 ⌘  2 () 8u 2 Test : pr1( 1, u) = pr2( 2, u)

The algorithm for Proposition 14 uses linear-algebra based
techniques that have been developed for deciding equiva-
lence of HMCs, see e.g. [24, 28, 15, 10].

We fix Test for the remainder of the section. We define a
distance measure dist( 1, 2) between  1, 2 given by

dist( 1, 2) := max
w2Test

|pr1( 1, w)� pr2( 2, w)| .

By Proposition 14 we have:

 1 ⌘  2 () dist( 1, 2) = 0

For the following proposition, linear programming is used to
compute a lower bound on dist( 1, 2) for reachable pairs
( 1, 2) in distinguishable HMCs:

Proposition 15. Let H1, H2 be distinguishable HMCs.
One can compute, in polynomial time, a rational num-
ber c > 0 such that for all reachable pairs ( 1, 2) of dis-
tributions we have dist( 1, 2) � c.

In general there may exist unreachable pairs ( 1, 2) of dis-
tributions with dist( 1, 2) = 0, even for distinguishable
HMCs. Proposition 15 establishes in particular the nontriv-
ial fact that for distinguishable HMCs there exists a positive
lower bound on dist( 1, 2) for all reachable pairs ( 1, 2).

Example 16. Consider again the HMCs from Figure 4.
We compute the set Test according to the algorithm from
Proposition 14. This yields Test = {", a, aa, ba}, where "
denotes the empty word.
In this example, the last symbol of any observation se-

quence reveals the state. Hence there are only two reachable
pairs of distributions: one is (⇡1,⇡2) with ⇡1(s0) = ⇡2(t0) =

1, and the other one is (⇡0
1,⇡

0
2) with ⇡0

1(s1) = ⇡0
2(t1) = 1.

Using the definition of dist we compute:

dist(⇡1,⇡2) = pr1(⇡1, aa)� pr2(⇡2, aa)

=
1
2
+ � �

✓
1
2
� �

◆
= 2�

dist(⇡0
1,⇡

0
2) = pr1(⇡

0
1, ba)� pr2(⇡

0
2, ba)

=
1
2
+ � �

✓
1
2
� �

◆
= 2�

Hence we have dist( 1, 2) = 2� > 0 for all reachable pairs
( 1, 2) of distributions.

In order to illustrate some aspects of Proposition 15,
we use linear programming to compute a lower bound on
dist( 1, 2) for all (reachable or unreachable) pairs ( 1, 2)
of distributions. Concretely, we solve the following linear
program, where � is the constant parameter from the HMCs
H1, H2, and the variables are x and variables encoding dis-
tributions  1, 2:

minimize x � 0

subject to:  1 2 Distr(S1),  2 2 Distr(S2),

� x  pr1( 1, u)�pr2( 2, u)  x for all u 2 Test.

An optimal solution is x = � and  1(s0) = 3
4 � �

2 and
 1(s1) = 1

4 + �
2 and  2(t0) = 3

4 + �
2 and  2(t1) = 1

4 � �
2 .

Hence x = � > 0 is a lower bound on dist( 1, 2) for all
pairs of distributions, and hence, a fortiori, also for all
reachable pairs. As mentioned after Proposition 15, the
reachability aspect is in general (unlike in this example) es-
sential for obtaining a positive lower bound. Indeed, the
proof of Proposition 15 takes advantage of further results
from [7].

If we compute a lower bound according to the proof Propo-
sition 15, i.e., taking reachability into account, we obtain
c = 4�/(3 + 2�), which lies strictly between the previously
computed lower bounds � and 2�.

With Proposition 15 at hand, we are ready to prove The-
orem 13:

Proof of Theorem 13. Compute Test according to
Proposition 14 and c > 0 according to Proposition 15. We
show that (A

Test

, c) is a profile. Let ( 1, 2) be a reachable
pair of distributions. Let v 2 ⌃⇤ be as in (2). We have:

pr1( 1,ATest

( 1, 2))� pr2( 2,ATest

( 1, 2))

= |pr1( 1, v)� pr2( 2, v)| by (3)

= max
w2Test

|pr1( 1, w)� pr2( 2, w)| by (2)

= dist( 1, 2) def. of dist

� c Proposition 15

This completes the proof.

We have seen that for a given error bound, the num-
ber of observations our monitors need to make depends
quadratically on 1

c . So it may be beneficial to compute
a larger value of c, even if such a computation is expen-
sive. To this end, for a distribution ⇡ 2 Distr(S), write
supp(⇡) := {s 2 S | ⇡(s) > 0}. For HMCs H1, H2, if a
pair ( 1, 2) of distributions is reachable, we say that the
pair (supp( 1), supp( 2)) is reachable. We have the follow-
ing proposition:
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Proposition 17. Let H1, H2 be two distinguishable
HMCs. One can compute, in exponential time:

c := min
reachable (S0

1,S
0
2)22S1⇥2S2

min
 12Distr(S0

1)
min

 22Distr(S0
2)

max
U✓⌃m

�
pr1( 1, U)� pr2( 2, U)

�

(Note that U ranges over a set of double-exponential size.)
This value of c is lower-bounded by the value of c > 0 from
Theorem 13, and it is part of a profile with

A( 1, 2) = arg max
U✓⌃m

�
pr1( 1, U)� pr2( 2, U)

�
.

6. APPLICATION: RUNTIME VERIFICA-
TION

In this section we discuss an application of monitors for
runtime verification of stochastic systems. Traditional veri-
fication aims at proving correctness of systems at the time of
their design. This quickly becomes infeasible, in particular
for complex systems with several components and stochastic
behavior, see e.g. [25]. Runtime verification is an alterna-
tive where a monitor observes a system while it is running,
and raises an alarm once a faulty behavior is detected. The
alarm may trigger, e.g., a fail-safe way of shutting the sys-
tem down. HMCs were suggested in [25, 26] as models of
partially observable stochastic systems. In this section, the
monitor does not try to distinguish two HMCs, rather it tries
to distinguish correct and faulty behavior of a single HMC.

Definitions. For a probability measure P and measur-
able sets C,D such that P(C) > 0, we let P(D | C) de-

note the value P(C\D)
P(C) , which is the conditional probability

of D given C. A classifying HMC (cHMC) is a quadruple
H = (G,O, s0,Class), where (G,O, s0) is an HMC and Class
is a condition classifying each bottom strongly connected
component (BSCC) of H as bad or good. For a cHMC and
a state s 2 S we define:

Bads := {ss1s2 · · · 2 {s}S! | 9i : si is in a bad BSCC}
Goods := {ss1s2 · · · 2 {s}S! | 9i : si is in a good BSCC}

Define Bad := Bads0 and Good := Goods0 . The events
Bad and Good are disjoint and measurable. By fundamental
properties of Markov chains we have

P(Bad [Good) = P(Bad) + P(Good) = 1 .

To avoid trivialities we assume that P(Bad),P(Good) > 0
(this can be checked in polynomial time by graph reacha-
bility). We say that a cHMC H is monitorable if for every
" > 0 there exists a monitor M such that

P([L(M)] | Bad) � 1� " and

P([L(M)] | Good)  " .

In [25] the authors define and study monitorability of pairs
(H0,A) whereH0 is an HMC andA is a deterministic Streett
automaton. One can compute, in polynomial time, the prod-
uct of H0 and A. That product is a cHMC H as defined
above. Then (H0,A) is monitorable (in the sense of [25]) if
and only if H is monitorable (in the sense defined above).

A construction similar to one that was given in [4, Section
3] allows us, for a given cHMC H, to construct two HMCs
H1, H2 that exhibit the bad and the good behavior of H
according to their conditional probabilities:

Proposition 18. Let H be a cHMC with
P(Bad),P(Good) > 0. Then one can compute, in
polynomial time, HMCs H1, H2 such that for all measurable
events E ✓ S! we have

P1(E) = P(E | Bad) and P2(E) = P(E | Good) .

It follows from Proposition 18 that distinguishing and
monitoring are equivalent: Given HMCs H1, H2, we can
combine them into a single cHMC H by introducing a new
initial state s0, which branches to the initial states of H1, H2

with probability 1/2 each. We classify the BSCCs of H1 and
of H2 as bad and good, respectively. Then for any E ✓ ⌃!

we have

P1(E) = P({O(s0)}E | Bad) and

P2(E) = P({O(s0)}E | Good) ,

so any monitor for H can be translated in a straightforward
way into a monitor that distinguishes H1 and H2. Con-
versely, given a cHMC H, we can compute H1, H2 according
to Proposition 18. Then any monitor that distinguishes H1

and H2 also monitors H.
By combining this observation with Theorem 3 we obtain:

Corollary 19. One can decide in polynomial time
whether a given cHMC H is monitorable.

Another kind of monitorability, called strong monitorabil-
ity [25], was shown PSPACE-complete in [25]. Strong mon-
itorability implies monitorability.

Using Proposition 18 again, the monitors from Section 4
apply to monitoring cHMCs. For instance, the monitor with
one-sided error can guarantee that (a) given that the behav-
ior is faulty then an alarm is raised with probability 1 and
within short expected time, and (b) given that the behavior
is correct then probably no alarm is raised.

7. CONCLUSIONS
In this paper we have considered the distinguishability

problem for HMCs. We have shown that it is decidable in
polynomial time.

We have presented two likelihood based monitors M1,M2

for distinguishing between HMCs H1, H2 based on the se-
quences of observations generated by them. The monitorM2

makes a decision after running for a fixed number of obser-
vations and exhibits two-sided error. It processes O(log 1

" )
observations to ensure an error probability of at most ".
The monitor M1 has only one-sided error. The expected
number of observations it processes to identify a sequence
generated by H1 is O(log 1

" ) to guarantee an error probabil-
ity of at most " on sequences generated by H2. We have also
provided a monitor for distinguishing multiple HMCs. All
error analyses rely on martingale techniques, in particular,
Azuma’s inequality.

Polynomial time bounded algorithms are provided, which
for the monitor M2, compute the number of observations
that guarantees a given upper bound on the error, and for
the M1 compute the expected number of observations of H1

before which an alarm is raised, for a given error bound
on the probability of raising an alarm on inputs generated
by H2. These algorithms employ linear programming based
techniques for computing profiles.

We have discussed an application to runtime verifica-
tion of stochastic systems. The monitorability problem for
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cHMCs is polynomial-time equivalent to distinguishability,
and hence decidable in polynomial time. We have shown
that the monitors developed in this paper can be adapted
so that they monitor cHMCs.

One direction for future work is to improve the e�ciency
of computing a good lower bound on c. We have seen that
this bound strongly influences the number of observations
the monitor needs to make, so the bound may determine
the applicability of a monitor in practice. Another direction
is to develop a notion of a monitor for HMCs that are not
equivalent but not distinguishable. Such monitors might
still attempt to distinguish between the HMCs for as many
runs as possible.
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Abstract

Automata with monitor counters, where the transitions do not de-
pend on counter values, and nested weighted automata are two ex-
pressive automata-theoretic frameworks for quantitative properties.
For a well-studied and wide class of quantitative functions, we es-
tablish that automata with monitor counters and nested weighted
automata are equivalent. We study for the first time such quantita-
tive automata under probabilistic semantics. We show that several
problems that are undecidable for the classical questions of empti-
ness and universality become decidable under the probabilistic se-
mantics. We present a complete picture of decidability for such
automata, and even an almost-complete picture of computational
complexity, for the probabilistic questions we consider.

Categories and Subject Descriptors F.1.1 [Computation by Ab-
stract Devices]: Models of Computation—automata

Keywords weighted automata, nested weighted automata, proba-
bilistic semantics, probability, expected value

1. Introduction

Traditional to quantitative verification. While traditional formal
verification focused on Boolean properties of systems, such as “ev-
ery request is eventually granted”, recently significant attention has
been shifted to quantitative aspects such as expressing properties
like “the long-run average success rate of an operation is at least
one half” or “the long-run average (or the maximal, or the accu-
mulated) resource consumption is below a threshold.” Quantita-
tive properties are essential for performance related properties, for
resource-constrained systems, such as embedded systems.
Overview. The first natural way to express quantitative properties is
to consider automata with counters. However, computational anal-
ysis of such models quickly leads to undecidability, and a classical
way to limit expressiveness for decidability is to consider mon-
itor counters, i.e., the counter values do not influence the con-
trol. The second approach is to consider automata with weights
(or weighted automata). However, weighted automata have limited
expressiveness, and they have been extended as nested weighted
automata [20] (nesting of weighted automata) for expressiveness.
We establish that for a well-studied and wide class of quantitative
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functions, automata with monitor counters and nested weighted au-
tomata are equivalent, i.e., they represent a robust class of quantita-
tive specifications. We study for the first time such quantitative au-
tomata under probabilistic semantics. Quite surprisingly we show
that several problems that are undecidable for the classical ques-
tions of emptiness and universality become decidable under the
probabilistic semantics. We present a complete picture of decid-
ability for nested weighted automata and automata with monitor
counters under probabilistic semantics.
Automata with monitor counters. A natural extension of automata is
automata with monitor counters, which are automata equipped with
counters. At each transition, a counter can be started, terminated,
or the value of the counter can be increased or decreased. However,
the transitions do not depend on the counter values, and hence they
are referred to as monitor counters. The values of the counters when
they are terminated gives rise to the sequence of weights. A value
function aggregates the sequence into a single value. For example,
for words over {a,#}, such automata can express the maximal
length of block of a’s that appear infinitely often. Automata with
monitor counters are similar in spirit with the class of register
automata of [2], and we consider them over infinite words.
Weighted automata. Weighted automata extend finite automata
where every transition is assigned a rational number called a
weight. Hence every run gives rise to a sequence of weights, which
is aggregated into a single value by a value function. For non-
deterministic weighted automata, the value of a word w is the
infimum value of all runs over w. Weighted automata provide a
natural and flexible framework for expressing quantitative1 proper-
ties [16]. First, weighted automata were studied over finite words
with weights from a semiring, and ring multiplication as a value
function [24], and later extended to infinite words with limit aver-
aging or supremum as value function [14, 16, 17]. While weighted
automata over semirings can express several quantitative prop-
erties [29], they cannot express long-run average properties that
weighted automata with limit averaging can [16]. However, even
weighted automata with limit averaging cannot express the follow-
ing basic quantitative property (the example is from [20]).

Example 1. Consider infinite words over {r, g, i}, where r repre-
sents requests, g represents grants, and i represents idle. A basic
and interesting property is the average number of i’s between a re-
quest and the corresponding grant, which represents the long-run
average response time of the system.

Nested weighted automata. To enrich expressiveness, weighted au-
tomata were extended to nested weighted automata (NWA) [20]. A

1 We use the term “quantitative” in a non-probabilistic sense, which assigns
a quantitative value to each infinite run of a system, representing long-run
average or maximal response time, or power consumption, or the like, rather
than taking a probabilistic average over different runs.
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nested weighted automaton consists of a master automaton and a
set of slave automata. The master automaton runs over infinite in-
put words. At every transition the master automaton invokes a slave
automaton that runs over a finite subword of the infinite word, start-
ing at the position where the slave automaton is invoked. Each slave
automaton terminates after a finite number of steps and returns a
value to the master automaton. Each slave automaton is equipped
with a value function for finite words, and the master automaton
aggregates the returned values from slave automata using a value
function for infinite words. For Boolean finite automata, nested au-
tomata are equivalent to the non-nested counterpart, whereas nested
weighted automata are strictly more expressive than non-nested
weighted automata [20], for example, nested weighted automata
can express the long-run average response time property (see [20,
Example 5]). It has been shown in [20] that nested weighted au-
tomata provide a specification framework where many basic quan-
titative properties, which cannot be expressed by weighted au-
tomata, can be expressed easily, and they provide a natural frame-
work to study quantitative run-time verification.
Classical questions. The classical questions for automata are empti-
ness (resp., universality) that asks for the existence (resp., non-
existence) of words that are accepted. Their natural extensions has
been studied in the quantitative setting as well (such as for weighted
automata, NWA, etc) [16, 20].
Motivation for probabilistic questions. One of the key reasons
for quantitative specifications is to express performance related
properties. While the classical emptiness and universality questions
express the best/worst case scenarios (such as the best/worst-case
trace of a system for average response time), they cannot express
the average case average response time, where the average case
corresponds to the expected value over all traces. Performance
related properties are of prime interest for probabilistic systems,
and quite surprisingly, quantitative automata have not been studied
in a probabilistic setting, which we consider in this work.
Probabilistic questions. Weighted automata and their extensions as
nested weighted automata, or automata with monitor counters are
all measurable functions from infinite words to real numbers. We
consider probability distribution over infinite words, and as a fi-
nite representation for probability spaces we consider the classi-
cal model of finite-state Markov chains. A stochastic environment
is often modeled as a Markov chain [19]. Hence, the theoretical
problems we consider correspond to measuring performance (ex-
pectation or cumulative distribution) under such stochastic envi-
ronments, when the specification is a nested weighted automaton.
Moreover, Markov chains are a canonical model for probabilistic
systems [3, 28]. Given a measurable function (or equivalently a ran-
dom variable), the classical quantities w.r.t. a probability distribu-
tion are: (a) the expected value; and (b) the cumulative distribution
below a threshold. We consider the computation of the above quan-
tities when the function is given by a nested weighted automaton
or an automaton with monitor counters, and the probability distri-
bution is given by a finite-state Markov chain. We also consider the
approximate variants that ask to approximate the above quantities
within a tolerance term ✏ > 0. Moreover, for the cumulative dis-
tribution we consider the special case of almost-sure acceptance,
which asks whether the probability is 1.
Our contributions. In this work we consider several classical value
functions, namely, SUP, INF, LIMSUP, LIMINF, LIMAVG for infi-
nite words, and MAX, MIN, SUM, SUMB

, SUM+ (where SUMB is
the sum bounded by B, and SUM+ is the sum of absolute values)
for finite words. First, we establish translations (in both directions)
between automata with monitor counters and a special class of
nested weighted automata, where at any point only a bounded num-
ber of slave automata can be active. However, in general, in nested

weighted automata unbounded number of slave automata can be
active. We describe our main results for nested weighted automata.
• LIMSUP and LIMINF functions. We consider deterministic

nested weighted automata with LIMSUP and LIMINF functions
for the master automaton, and show that for all value functions
for finite words that we consider, all probabilistic questions can
be answered in polynomial time. This is in contrast with the
classical questions, where the problems are PSPACE-complete
or undecidable (see Remark 16 for further details).

• INF and SUP functions. We consider deterministic nested
weighted automata with SUP and INF functions for the master
automaton, and show the following: the approximation prob-
lems for all value functions for finite words that we consider
are #P -hard and can be computed in EXPTIME; other than
the SUM function, the expected value, the distribution, and the
almost-sure problems are PSPACE-hard and can be solved in
EXPTIME; and for the SUM function, the above problems are
uncomputable. Again we establish a sharp contrast w.r.t. the
classical questions as follows: for the classical questions, the
complexity of LIMSUP and SUP functions always coincide,
whereas we show a substantial complexity gap for probabilistic
questions (see Remark 24 and Remark 25 for further details).

• LIMAVG function. We consider deterministic nested weighted
automata with LIMAVG function for the master automaton, and
show that for all value functions for finite words that we con-
sider, all probabilistic questions can be answered in polynomial
time. Again our results are in contrast to the classical questions
(see Remark 29).

• Non-deterministic automata. For non-deterministic automata
we show two results: first we present an example to illustrate
the conceptual difficulty of evaluating a non-deterministic (even
non-nested) weighted automata w.r.t. a Markov chain, and also
show that for nested weighted automata with LIMSUP value
function for master automaton and SUM value function for
slave automata, all probabilistic questions are undecidable (in
contrast to the deterministic case where we present polynomial-
time algorithms).

Note that from above all decidability results we establish carry
over to automata with monitor counters, and we show that all our
undecidability (or uncomputability) results also hold for automata
with monitor counters. Decidability results for nested weighted au-
tomata are more interesting as compared to automata with monitor
counters as unbounded number of slaves can be active. Our results
are summarized in Theorem 15 (in Section 6.2), Table 2 (in Sec-
tion 6.3), and Theorem 28 (in Section 6.4). In summary, we present
a complete picture of decidability of the basic probabilistic ques-
tions for nested weighted automata (and automata with monitor
counters).
Technical contributions. We call a nested weighted automaton A,
an (f ; g)-automaton if its master-automaton value function is f

and the value function of all slave automata is g. We present the
key details of our main technical contributions, and for sake of
simplicity here explain for the case of the uniform distribution over
infinite words. Our technical results are more general though (for
distributions given by Markov chains).

• We show that in a deterministic (LIMINF; SUM)-automaton
A, whose master automaton is strongly connected as a graph,
almost all words have the same value which, is the infimum over
values of any slave automaton from A over all finite words.

• For a deterministic (INF; SUM)-automaton A and C > 0 we
define AC as the deterministic (INF; SUM)-automaton obtained
from A by stopping every slave automaton if it exceeds C steps.
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We show that for every deterministic (INF; SUM)-automaton A
and ✏ > 0, there exists C exponential in |A| and polynomial in
✏ such that the expected values of A and AC differ by at most ✏.

• We show that the expected value of a deterministic
(LIMAVG; SUM)-automaton A coincides with the expected
value of the following deterministic (non-nested) LIMAVG-
automaton A. The automaton A is obtained from A by replac-
ing in every transition an invocation of a slave automaton B by
the weight equal to the expected value of B.

Related works. Quantitative automata and logic have been ex-
tensively and intensively studied in recent years. The book [24]
presents an excellent collection of results of weighted automata
on finite words. Weighted automata on infinite words have been
studied in [16, 17, 23]. The extension to weighted automata with
monitor counters over finite words has been considered (under the
name of cost register automata) in [2]. A version of nested weighted
automata over finite words has been studied in [7], and nested
weighted automata over infinite words have been studied in [20].
Several quantitative logics have also been studied, such as [1, 6, 8].
While a substantial work has been done for quantitative automata
and logics, quite surprisingly none of the above works consider
the automata (or the logic) under probabilistic semantics that we
consider in this work. Probabilistic models (such as Markov deci-
sion processes) with quantitative properties (such as limit-average
or discounted-sum) have also been extensively studied for single
objectives [26, 31], and for multiple objectives and their combina-
tions [4, 5, 9–13, 18, 21, 27]. However, these works do not consider
properties that are expressible by nested weighted automata (such
as average response time) or automata with monitor counters.

In the main paper, we present the key ideas and main intuitions
of the proofs, and detailed proofs are relegated to the full version
of this paper [22].

2. Preliminaries

Words. We consider a finite alphabet of letters ⌃. A word over ⌃ is
a (finite or infinite) sequence of letters from ⌃. We denote the i-th
letter of a word w by w[i]. The length of a finite word w is denoted
by |w|; and the length of an infinite word w is |w| = 1.
Labeled automata. For a set X , an X-labeled automaton A is a
tuple h⌃, Q,Q0, �, F, Ci, where (1) ⌃ is the alphabet, (2) Q is a
finite set of states, (3) Q0 ✓ Q is the set of initial states, (4) � ✓
Q ⇥ ⌃ ⇥ Q is a transition relation, (5) F is the set of accepting
states, and (6) C : � 7! X is a labeling function. A labeled
automaton h⌃, Q, q0, �, F, Ci is deterministic if and only if � is
a function from Q⇥ ⌃ into Q and Q0 is a singleton. In definitions
of deterministic labeled automata we omit curly brackets in the
description of Q0 and write h⌃, Q, q0, �, F, Ci.
Semantics of (labeled) automata. A run ⇡ of a (labeled) automa-
ton A on a word w is a sequence of states of A of length |w| + 1

such that ⇡[0] belongs to the initial states of A and for every
0  i  |w|� 1 we have (⇡[i], w[i],⇡[i+ 1]) is a transition of A.
A run ⇡ on a finite word w is accepting iff the last state ⇡[|w|] of
the run is an accepting state of A. A run ⇡ on an infinite word w

is accepting iff some accepting state of A occurs infinitely often in
⇡. For an automaton A and a word w, we define Acc(w) as the set
of accepting runs on w. Note that for deterministic automata, every
word w has at most one accepting run (|Acc(w)|  1).
Weighted automata. A weighted automaton is a Z-labeled au-
tomaton, where Z is the set of integers. The labels are called
weights. We assume that weights are given in the unary notation,
and, hence, the values of weights are linearly bounded in the size
of weighted automata.

Semantics of weighted automata. We define the semantics of
weighted automata in two steps. First, we define the value of a run.
Second, we define the value of a word based on the values of its
runs. To define values of runs, we will consider value functions f

that assign real numbers to sequences of integers. Given a non-
empty word w, every run ⇡ of A on w defines a sequence of
weights of successive transitions of A, i.e., C(⇡) = (C(⇡[i �
1], w[i],⇡[i]))1i|w|; and the value f(⇡) of the run ⇡ is defined as
f(C(⇡)). We denote by (C(⇡))[i] the weight of the i-th transition,
i.e., C(⇡[i � 1], w[i],⇡[i]). The value of a non-empty word w

assigned by the automaton A, denoted by LA(w), is the infimum
of the set of values of all accepting runs; i.e., inf⇡2Acc(w) f(⇡), and
we have the usual semantics that infimum of an empty set is infinite,
i.e., the value of a word that has no accepting run is infinite. Every
run ⇡ on an empty word has length 1 and the sequence C(⇡) is
empty, hence we define the value f(⇡) as an external (not a real
number) value ?. Thus, the value of the empty word is either ?,
if the empty word is accepted by A, or 1 otherwise. To indicate a
particular value function f that defines the semantics, we will call
a weighted automaton A an f -automaton.

Value functions. We will consider the classical functions and their
natural variants for value functions. For finite runs we consider the
following value functions: for runs of length n+ 1 we have

1. Max and min: MAX(⇡) = max

n
i=1(C(⇡))[i] and MIN(⇡) =

min

n
i=1(C(⇡))[i].

2. Sum, absolute sum and bounded sum: the sum function
SUM(⇡) =

Pn
i=1(C(⇡))[i], the absolute sum SUM+

(⇡) =Pn
i=1 Abs((C(⇡))[i]), where Abs(x) is the absolute value of

x, and the bounded sum value function returns the sum if all
the partial absolute sums are below a bound B, otherwise it re-
turns the exceeded bound �B or B, i.e., formally, SUMB

(⇡) =

SUM(⇡), if for all prefixes ⇡0 of ⇡ we have Abs(SUM(⇡

0
)) 

B, otherwise SUMB
(⇡) = sgn ·B where sgn is the sign of the

shortest prefix whose sum is outside [�B,B].

We denote the above class of value functions for finite words as
FinVal = {MAX, MIN, SUMB

, SUM}.
For infinite runs we consider:

1. Supremum and Infimum, and Limit supremum and Limit in-
fimum: SUP(⇡) = sup{(C(⇡))[i] : i > 0}, INF(⇡) =

inf{(C(⇡))[i] : i > 0}, LIMSUP(⇡) = lim sup{(C(⇡))[i] :

i > 0}, and LIMINF(⇡) = lim inf{(C(⇡))[i] : i > 0}.

2. Limit average: LIMAVG(⇡) = lim sup

k!1

1
k ·

Pk
i=1(C(⇡))[i].

We denote the above class of value functions for infinite words as
InfVal = {SUP, INF, LIMSUP, LIMINF, LIMAVG}.

Silent moves. Consider a (Z [ {?})-labeled automaton. We can
consider such an automaton as an extension of a weighted au-
tomaton in which transitions labeled by ? are silent, i.e., they do
not contribute to the value of a run. Formally, for every function
f 2 InfVal we define sil(f) as the value function that applies f

on sequences after removing ? symbols. The significance of silent
moves is as follows: they allow to ignore transitions, and thus pro-
vide robustness where properties could be specified based on de-
sired events rather than steps.

3. Extensions of weighted automata

In this section we consider two extensions of weighted automata,
namely, automata with monitor counters and nested weighted au-
tomata.
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3.1 Automata with monitor counters

Intuitively, automata with monitor counters are an extension of
weighted automata with counters, where the transitions do not
depend on the counter value. We define them formally below.
Automata with monitor counters. An automaton with n monitor
counters Am-c is a tuple h⌃, Q,Q0, �, F i where (1) ⌃ is the alpha-
bet, (2) Q is a finite set of states, (3) Q0 ✓ Q0 is the set of initial
states, (4) � is a finite subset of Q⇥⌃⇥Q⇥ (Z[{s, t})n called a
transition relation, (each component refers to one monitor counter,
where letters s, t refer to starting and terminating the counter, re-
spectively, and the value from Z is the value that is added to the
counter), and (5) F is the set of accepting states. Moreover, we as-
sume that for every (q, a, q

0
, ~u) 2 �, at most one component in

~u contains s, i.e., at most one counter is started at each position.
Intuitively, the automaton Am-c is equipped with n counters. The
transitions of Am-c do not depend on the values of counters (hence,
we call them monitor counters); and every transition is of the form
(q, a, q

0
,~v), which means that if Am-c is in the state q and the cur-

rent letter is a, then it can move to the state q

0 and update counters
according to v. Each counter is initially inactive. It is started by the
instruction s, and it changes its value at every step by adding the
value of the corresponding component of v, until termination t. The
value of the counter at the time it is terminated is then assigned to
the position where it has been started. An automaton with monitor
counters Am-c is deterministic if and only if Q0 is a singleton and �

is a function from Q⇥ ⌃ into Q⇥ (Z [ {s, t})n.
Semantics of automata with monitor counters. A sequence ⇡ of
elements from Q ⇥ (Z ⇥ {?})n is a run of Am-c on a word w

if (1) ⇡[0] = hq0, ~?i and q0 2 Q0 and (2) for every i > 0, if
⇡[i � 1] = hq, ~ui and ⇡[i] = hq0, ~u0i then Am-c has a transition
(q, w[i], q

0
,~v) and for every j 2 [1, n] we have (a) if v[j] = s,

then u[j] = ? and u

0
[j] = 0, (b) if v[j] = t, then u[j] 2 Z and

u

0
[j] = ?, and (c) if v[j] 2 Z, then u

0
[j] = u[j] + v[j]. A run ⇡

is accepting if some state from F occurs infinitely often on the first
component of ⇡, some counter is started infinitely often, and every
started counter is finally terminated. An accepting run ⇡ defines a
sequence ⇡

W of integers and ? as follows: let the counter started
at position i be j, and let the value of the counter j terminated at
the earliest position after i be xj , then ⇡

W
[i] is xj . The semantics

of automata with monitor counters is given, similarly to weighted
automata, by applying the value function to ⇡

W .

Remark 2. Automata with monitor counters are very similar in
spirit to the register automata considered in the works of [2].
The key difference is that we consider infinite words and value
functions associated with them, whereas previous works consider
finite words. Another key difference is that in this work we will
consider probabilistic semantics, and such semantics has not be
considered for register automata before.

Example 3 (Blocks difference). Consider an alphabet ⌃ =

{a,#} and a language L of words (#2
a

⇤
#a

⇤
#)

! . On the words
from L we consider a quantitative property “the maximal block-
length difference between odd and even positions”, i.e., the value
of word #

2
a

n[1]
#a

n[2]
#

3
. . . is sup0i |n[2⇤i+1]�n[2⇤i+2]|.

This property can be expressed by a SUP-automaton Adiff with two
monitor counters depicted in Figure 1.

The automaton Adiff has a single initial state q0, which is also
the only accepting state. It processes the word w in subwords
#

2
a

k
#a

m
# in the following way. First, it reads #

2 upon which
it takes transitions from q0 to q1 and from q1 to q2, where it starts
counters 1 and 2. Next, it moves to the state q2 where it counts
letters a incrementing counter 1 and decrementing counter 2. Then,
upon reading #, it moves to q3, where it counts letters a, but
it decrements counter 1 and increments counter 2. After reading

q0 q1 q2 q3
(#,s,0) (#,0,s)

(a,1,-1)

(#,0,0)

(a,-1,1)

(#,t,t)

Figure 1: The automaton Adiff computing the maximal difference
between the lengths of blocks of a’s at odd and the following even
positions.

#

2
a

k
#a

m the value of counter 1 is k�m and counter 2 is m�k.
In the following transition from q3 to q0, the automaton terminates
both counters. The aggregating function of Adiff is SUP, thus the
automaton discards the lower value, i.e., the value of #2

a

k
#a

m
#

is |k �m| and the automaton computes the supremum over values
of all blocks. It follows that the value of #2

a

n[1]
#a

n[2]
#

3
. . . is

sup0i |n[2 ⇤ i+ 1]� n[2 ⇤ i+ 2]|.

3.2 Nested weighted automata

In this section we describe nested weighted automata introduced
in [20], and closely follow the description of [20]. For more details
and illustration of such automata we refer the reader to [20]. We
start with an informal description.
Informal description. A nested weighted automaton consists of a
labeled automaton over infinite words, called the master automa-
ton, a value function f for infinite words, and a set of weighted au-
tomata over finite words, called slave automata. A nested weighted
automaton can be viewed as follows: given a word, we consider the
run of the master automaton on the word, but the weight of each
transition is determined by dynamically running slave automata;
and then the value of a run is obtained using the value function
f . That is, the master automaton proceeds on an input word as an
usual automaton, except that before it takes a transition, it starts a
slave automaton corresponding to the label of the current transition.
The slave automaton starts at the current position of the word of the
master automaton and works on some finite part of the input word.
Once a slave automaton finishes, it returns its value to the master
automaton, which treats the returned value as the weight of the cur-
rent transition that is being executed. The slave automaton might
immediately accept and return value ?, which corresponds to silent
transitions. If one of slave automata rejects, the nested weighted au-
tomaton rejects. We define this formally as follows.
Nested weighted automata. A nested weighted automaton (NWA)
A is a tuple hAmas; f ;B1, . . . ,Bki, where (1) Amas, called the
master automaton, is a {1, . . . , k}-labeled automaton over infi-
nite words (the labels are the indexes of automata B1, . . . ,Bk),
(2) f is a value function on infinite words, called the master value
function, and (3) B1, . . . ,Bk are weighted automata over finite
words called slave automata. Intuitively, an NWA can be regarded
as an f -automaton whose weights are dynamically computed at ev-
ery step by a corresponding slave automaton. We define an (f ; g)-
automaton as an NWA where the master value function is f and all
slave automata are g-automata.
Semantics: runs and values. A run of an NWA A on an infinite
word w is an infinite sequence (⇧,⇡1,⇡2, . . .) such that (1) ⇧

is a run of Amas on w; (2) for every i > 0 we have ⇡i is a
run of the automaton BC(⇧[i�1],w[i],⇧[i]), referenced by the label
C(⇧[i � 1], w[i],⇧[i]) of the master automaton, on some finite
word of w[i, j]. The run (⇧,⇡1,⇡2, . . .) is accepting if all runs
⇧,⇡1,⇡2, . . . are accepting (i.e., ⇧ satisfies its acceptance condi-
tion and each ⇡1,⇡2, . . . ends in an accepting state) and infinitely
many runs of slave automata have length greater than 1 (the master
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automaton takes infinitely many non-silent transitions). The value
of the run (⇧,⇡1,⇡2, . . .) is defined as sil(f)(v(⇡1)v(⇡2) . . .),
where v(⇡i) is the value of the run ⇡i in the corresponding slave
automaton. The value of a word w assigned by the automaton A,
denoted by LA(w), is the infimum of the set of values of all ac-
cepting runs. We require accepting runs to contain infinitely many
non-silent transitions because f is a value function over infinite se-
quences, so we need the sequence v(⇡1)v(⇡2) . . . with ? symbols
removed to be infinite.
Deterministic nested weighted automata. An NWA A is deter-
ministic if (1) the master automaton and all slave automata are de-
terministic, and (2) slave automata recognize prefix-free languages,
i.e., languages L such that if w 2 L, then no proper extension of
w belongs to L. Condition (2) implies that no accepting run of a
slave automaton visits an accepting state twice. Intuitively, slave
automata have to accept the first time they encounter an accepting
state as they will not see an accepting state again.
Bounded width. An NWA has bounded width if and only if there
exists a bound C such that in every run at every position at most C
slave automata are active.

Example 4 (Average response time with bounded requests). Con-
sider an alphabet ⌃ consisting of requests r, grants g and null in-
structions #. The average response time (ART) property asks for
the average number of instructions between any request and the
following grant. It has been shown in [20] that NWA can express
ART. However, the automaton from [20] does not have bounded
width. To express the ART property with NWA of bounded width we
consider only words such that between any two grants there are at
most k requests.

Average response time over words where between any two
grants there are at most k requests can be expressed by
an (LIMAVG; SUM)-automaton A. Such an automaton A =

(Amas; LIMAVG;B1,B2) is depicted in Fig. 2. The master au-
tomaton of A accepts only words with infinite number of requests
and grants, where every grant is followed by a request and there
are at most k requests between any two grants. On letters # and
g, the master automaton invokes a dummy automaton B1, which
immediately accepts; the result of invoking such an automaton is
equivalent to taking a silent transition as the automaton B1 re-
turns ?, the empty value. On letters r, denoting requests, the mas-
ter automaton invokes B2, which counts the number of letters to
the first occurrence of letter g, i.e., the automaton B2 computes the
response time for the request on the position it is invoked. The au-
tomaton A computes the limit average of all returned values, which
is precisely ART (on the accepted words). Note that the width of A
is k.

3.3 Translation

We now present translations from NWA to automata with monitor
counters and vice-versa.

Lemma 5. [Translation Lemma] For every value function f 2
InfVal on infinite words we have the following: (1) Every determin-
istic f -automaton with monitor counters Am-c can be transformed
in polynomial time into an equivalent deterministic (f ; SUM)-
automaton of bounded width. (2) Every non-deterministic (resp.,
deterministic) (f ; SUM)-automaton of bounded width can be trans-
formed in exponential time into an equivalent non-deterministic
(resp., deterministic) f -automaton with monitor counters.

We illustrate below the key ideas of the above translations
of Lemma 5 to automata from Examples 3 and 4. The detailed
technical proof is in the full version of this paper [22].

Example 6 (Translation of automata with monitor counters to
nested weighted automata). Consider a deterministic automaton

q0q0 q1 qk�1 qk. . .

(#, 1) (#, 1) (#, 1)

(g, 1)

(g, 1)

(g, 1)

(r, 2) (r, 2)

Amas

q

1
0

B1

q

2
0 q

2
1

B2

(g, 0)

(#, 1)

(r, 1)

Figure 2: The (LIMAVG; SUM)-automaton computing the average
response time over words with infinite number of requests and
grants such that between any two grants there are at most k re-
quests.

q3 q0

q1q2

(#,0)

(a,1)(#,0)(a,-1)

(#,0)

B1

q2

q0q1
(a,-1)(#,0)(a,1)

(#,0)

B2

q0

B3

q0 q1

q2q3

(#,1)

(#,2)

(a,3)
(#,3)

(a,3)

(#,3)

Figure 3: A nested weighted automaton resulting from translation
of the automaton Adiff from Example 3.

A with k monitor counters. We construct an NWA A equivalent to
A. The automaton A uses k slave automata to track values of k
monitor counters in the following way. The master automaton of A
simulates A; it invokes slave automata whenever A starts monitor
counters. Slave automata simulate A as well. Each slave automa-
ton is associated with some counter i; it starts in the state (of A) the
counter i is initialized, simulates the value of counter i, and termi-
nates when counter i is terminated. Figure 3 presents the result of
transition of the automaton Adiff from Example 3 to a (SUP; SUM)-
automaton of width bounded by 3.

Example 7. (Translation of nested weighted automata of bounded
width to automata with monitor counters) Consider an (f ; SUM)-
automaton A of width bounded by k. The automaton A can be
simulated by an automaton with monitor counters which simulates
the master automaton and up to k slave automata running in
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q0q0 q1 qk�1 qk. . .
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(g,
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t1)

(g,
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tk�1)

(g,

~

tk)

(r, ~s1) (r,~sk)

AA

Figure 4: The (reduced) result of translation of the automaton A
from Example 4 to an automaton with monitor counters. All vectors
have dimension k. Vector ~1 denotes the vector with all components
equal 0. Vector ~si denotes the whose i-th component is s and other
components are 1. Vector ~ti denotes the vector whose components
1, . . . , i are t and the remaining components are 0.

parallel. To simulate values of slave automata it uses monitor
counters, each counter separately for each slave automaton.

Figure 4 shows the result of translation of the automa-
ton A from Example 4 to the automaton with monitor coun-
ters AA. The set of states of AA there is {q0, . . . , qk} ⇥
({q20 ,?})k, i.e., the states of the master automaton and all
non-accepting states of slave automata (in deterministic NWA
accepting states are sink states, hence storing them is re-
dundant). Now, observe that only reachable states of AA are
(q0,?, . . . ,?), (q1, q

2
0 ,?, . . . ,?), . . . , (qk, q

2
0 , . . . , q

2
0), i.e., the

reachable part of AA is isomorphic (in the sense of graphs) to the
master automaton of A.

Remark 8 (Discussion). Lemma 5 states that deterministic au-
tomata with monitor counters have the same expressive power as
deterministic NWA of bounded width. However, the latter may be
exponentially more succinct. In consequence, lower bounds on de-
terministic automata with monitor counters imply lower bounds
on NWA of bounded width. Conversely, deterministic NWA can be
considered as automata with infinite number of monitor counters,
therefore upper bounds on deterministic NWA imply upper bounds
on deterministic counter automata.

4. Problems

4.1 Classical questions

The classical questions in automata theory are emptiness and uni-
versality (of a language). These problems have their counterparts in
the quantitative setting of weighted automata and their extensions.
The (quantitative) emptiness and universality problems are defined
in the same way for weighted automata, NWA and automata with
monitor counters, i.e., in the following definition the automaton A
can be a weighted automaton, an NWA or an automaton with mon-
itor counters.

•
Emptiness: Given an automaton A and a threshold �, decide
whether there exists a word w with LA(w)  �.

•
Universality: Given an automaton A and a threshold �, decide
whether for every word w we have LA(w)  �.

The universality question asks for non-existence of a word w such
that LA(w) > �.

4.2 Probabilistic questions

The classical questions ask for the existence (or non-existence) of
words for input automata, whereas in the probabilistic setting, input

automata are analyzed w.r.t. a probability distribution. We consider
probability distributions over infinite words ⌃

! , and as a finite
representation consider the classical model of Markov chains.
Labeled Markov chains. A (labeled) Markov chain is a tuple
h⌃, S, s0, Ei, where ⌃ is the alphabet of letters, S is a finite set
of states, s0 is an initial state, E : S ⇥ ⌃ ⇥ S 7! [0, 1] is the
edge probability function, which for every s 2 S satisfies thatP

a2⌃,s02S E(s, a, s

0
) = 1.

Distributions given by Markov chains. Consider a Markov chain
M. For every finite word u, the probability of u, denoted PM(u),
w.r.t. the Markov chain M is the sum of probabilities of paths
labeled by u, where the probability of a path is the product of
probabilities of its edges. For basic open sets u · ⌃!

= {uw : w 2
⌃

!}, we have PM(u · ⌃!
) = PM(u), and then the probability

measure over infinite words defined by M is the unique extension
of the above measure (by Carathéodory’s extension theorem [25]).
We will denote the unique probability measure defined by M as
PM, and the associated expectation measure as EM.
Automata as random variables. Note that weighted automata,
NWA, or automata with monitor counters all define measurable
functions, f : ⌃

! 7! R, and thus can be interpreted as random
variables w.r.t. the probabilistic space we consider. Hence given an
automaton A and a Markov chain M, we consider the following
fundamental quantities:

1. Expected value: EM(A) is the expected value of the random
variable defined by the automaton A w.r.t. the probability mea-
sure defined by the Markov chain M.

2. (Cumulative) distribution: DM,A(�) = PM({w : LA(w) 
�}) is the cumulative distribution function of the random vari-
able defined by the automaton A w.r.t. the probability measure
defined by the Markov chain M.

Computational questions. Given an automaton A and a Markov
chain M, we consider the following basic computational questions:
(Q1) The expected question asks to compute EM(A). (Q2) The dis-
tribution question asks, given a threshold �, to compute DM,A(�).
Questions (1) and (2) have their approximate variants, which, given
an additional input ✏ > 0, ask to compute values that are ✏-
close to EM(A) or DM,A(�), i.e., given ✏ > 0 (Q3) The ap-
proximate expected question asks to compute a value ⌘ such that
|⌘ � EM(A)|  ✏, and (Q4) The approximate distribution ques-
tion asks to compute a value ⌘ such that |⌘ � DM,A(�)|  ✏.
Additionally, a special important case for the distribution question
is (Q5) The almost-sure distribution question asks whether for a
given � the probability DM,A(�) is exactly 1.

We refer to questions (Q1)-(Q5) as probabilistic questions. Note
that an upper bound on the complexity of the expected and dis-
tribution questions imply the same upper bound on all probabilis-
tic questions as approximate and almost-sure variants are special
cases.

Example 9 (Expected average response time). Consider an NWA
A from Example 4. Recall that it computes ART on words it accepts
(bounded number of requests between any two grants). Next, con-
sider a Markov chain M which gives a distribution on words over
{r, g,#}. In such a case, the value EM(A) is the expected ART.

5. Results on classical questions

Existing results. The complexity of the classical decision problems
for NWA has been established in [20] which is presented in Table 1.

New results. Due to Lemma 5, decidability of deterministic
(f ; SUM)-automata implies decidability of deterministic automata
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INF SUP LIMAVGLIMINF LIMSUP
MIN, MAX Empt. PSP.-c

SUMB Univ.

SUM
Empt. PSP.-c Undec. OpenUniv. Undec. PSP.-c

SUM+ Empt. PSP.-c EXPSP.Univ.

Table 1: Decidability and complexity of emptiness and universality
for deterministic (f ; g)-automata. Functions f are listed in the first
row and functions g are in the first column. PSP. denotes PSPACE,
EXPSP. denotes EXPSPACE, and Undec. denotes undecidability.

with monitor counters with the value function f . However, the un-
decidability result of NWA does not imply undecidability for au-
tomata with monitor counters. Our following result presents the de-
cidability picture also for automata with monitor counters (i.e., the
decidability result coincides with the SUM row of Table 1).

Theorem 10. (1) The emptiness problem is undecidable for deter-
ministic SUP-automata (resp., LIMSUP-automata) with 8 monitor
counters. (2) The universality problem is undecidable for determin-
istic INF-automata (resp., LIMINF-automata) with 8 monitor coun-
ters.

6. Results on probabilistic questions

In this section we present our results for the probabilistic questions
and deterministic NWA. First we present some basic properties,
then some basic facts about Markov chains, and then present our
results organized by value functions of the master automaton.

Property about almost-sure acceptance. Observe that if the prob-
ability of the set of words rejected by an automaton A is strictly
greater than 0, then the expected value of such an automaton is infi-
nite or undefined. In the next lemma we show that given a determin-
istic NWA A and a Markov chain M we can decide in polynomial
time whether the set of words accepted has probability 1. In the se-
quel when we consider all the computational problems we consider
that the set of accepted words has probability 1. This assumption
does not infuence the compexity of computatonal questions related
to the expected value, but has an influence on the complexity of
distribution questions, which we discuss in the full version [22].

Proposition 11. Given a deterministic NWA A and a Markov
chain M, we can decide in polynomial time whether PM({w :

Acc(w) 6= ;}) = 1?

6.1 Basic facts about Markov chains

Labeled Markov chains with weights. A labeled Markov chain
with weights is a (labeled) Markov chain M with a function
r, which associates integers with edges of M. Formally, a (la-
beled) Markov chain with weights is a tuple h⌃, S, s0, E, ri, where
h⌃, S, s0, Ei is a labeled Markov chain and r : S ⇥ ⌃⇥ S 7! Z.

Graph properties on Markov chains. Standard graph notions
have their counterparts on Markov chains by considering edges
with strictly positive probability as present and edges with prob-
ability 0 as absent. For examples, we consider the following graph
notions:

•
(reachability): A state s is reachable from s

0 in a Markov chain
if there exists a sequence of edges with positive probability
starting in s

0 and ending in s.

•
(SCCs): A subset of states Q of a Markov chain is a strongly
connected component (SCC) if and only if from any state of Q
all states in Q are reachable.

•
(end SCCs): An SCC Q is an end SCC if and only if there are
no edges leaving Q.

The product of an automaton and a Markov chain.

Let A = h⌃, Q, q0, �, F, Ci be a deterministic weighted
automaton (accepting almost all words) and let M =

h⌃, S, s0, E, ri be a Markov chain. We define the product
of A and M, denoted by A ⇥ M, as a Markov chain
h⌃, Q⇥S, (q0, s0), E

0
, r

0
)i, where (1) E0

(hq1, s1i, a, hq2, s2i) =
E(s1, a, s2) if (q1, a, q2) 2 � and E

0
(hq1, s1i, a, hq2, s2i) =

0 otherwise, and (2) r

0
(hq1, s1i, a, hq2, s2i) = C(q1, a, q2) +

r(s1, a, s2).
The expected value and distribution questions can be answered

in polynomial time for deterministic weighted automata with value
functions from InfVal [15].

Fact 12. Let f 2 InfVal. Given a Markov chain M, a deterministic
f -automaton A and a value �, the values EM(A) and DM,A(�)

can be computed in polynomial time.

6.2 LIMINF and LIMSUP value functions

In this section we study NWA with LIMINF and LIMSUP value
functions for the master automaton. We establish polynomial-time
algorithms for all probabilistic questions. We start with a result for
the special case when the master automaton is strongly connected
w.r.t. the Markov chain.
An automaton strongly connected on a Markov chain. We say
that a deterministic automaton A is strongly connected on a Markov
chain M if and only if the states reachable (with positive probabil-
ity) in A⇥M from the initial state form an SCC.

Lemma 13. Let g 2 FinVal, M be a Markov chain, and A be a
deterministic (INF; g)-automaton (resp., (LIMINF; g)-automaton).
If the master automaton of A is strongly connected on M then there
exists a unique value � such that PM({w : A(w) = �}) = 1.
Moreover, we have (1) |�|  |A| or � = �1 (or � = �B for
g = SUMB), and (2) given M and A, the value � can be computed
in polynomial time in |M|+ |A|.

Intuitively, in the probabilistic setting, for the condition saying
that a given infimal value appears infinitely often, we establish in
Lemma 13 some sort of 0-1 law for SCCs which shows that a given
infimum appears infinitely often either on almost all words or only
on words of probability zero. Consider the product of M and the
master automaton of A, and consider a state (s, q) in the product.
Consider a slave automaton Bi that can be invoked in q, and let
�s,q,i be the minimal value that can be achieved over finite words
with positive probability given that the Markov chain starts in state
s. Then we establish that � = mins,q,i �s,q,i, i.e., it is the minimal
over all such triples. Lemma 13 implies the following main lemma
of this section.

Lemma 14. Let g 2 FinVal. For a deterministic (LIMINF; g)-
automata (resp., (LIMSUP; g)-automata) A and a Markov chain
M, given a threshold �, both EM(A) and DM,A(�) can be com-
puted in polynomial time.

The key ideas. Consider a (LIMINF; g)-automaton (resp.,
(LIMSUP; g)-automaton) A. The value A(w) depends only on the
infinite behavior of the (unique) run of A on w. Almost all runs of A
end up in one of the end SCCs of M⇥Amas, where, by Lemma 13
almost all words have the same value which can be computed in
polynomial time. Thus, to compute EM(A), it suffices to compute
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probabilities of reaching all end SCCs and values of A in these
components. In a similar way, we can compute DM,A(�).

Theorem 15. Let g 2 FinVal. All probabilistic questions
for (LIMINF; g)-automata (resp., (LIMSUP; g)-automata) can be
solved in polynomial time.

Remark 16 (Contrast with classical questions). Consider the re-
sults on classical questions shown in Table 1 and the results for
probabilistic questions we establish in Theorem 15. While for clas-
sical questions the problems are PSPACE-complete or undecidable,
we establish polynomial-time algorithms for all probabilistic ques-
tions.

6.3 INF and SUP value functions

In contrast to LIMINF and LIMSUP value functions, for which
all probabilistic questions can be answered in polynomial time
(Lemma 15), we first present several hardness results for INF and
SUP value functions for NWA.

Lemma 17. [Hardness results] Let g 2 FinVal be a value function,
and U denote the uniform distribution over the infinite words.

1. The following problems are PSPACE-hard: Given a determin-
istic (INF; g)-automaton (resp., (SUP; g)-automaton) A, decide
whether EU (A) = 0; and decide whether DU,A(0) = 1?

2. The following problems are #P-hard: Given ✏ > 0 and a
deterministic (INF; g)-automaton (resp., (SUP; g)-automaton)
A, compute EU (A) up to precision ✏; and compute DU,A(0) up
to precision ✏.

The key ideas. We present the key ideas:
PSPACE-hardness. NWA can invoke multiple slave automata which
independently work over the same word. In particular, one can ex-
press that the intersection of languages of finite-word automata
A1, . . . ,Ak is non-empty by turning these automata into slave au-
tomata that return 1 if the original automaton accepts and 0 other-
wise. Then, the infimum over all values of slave automata is 1 if and
only if the intersection is non-empty. Note however, that words of
the minimal length in the intersection can have exponential length.
The probability of such word can be doubly-exponentially small in
the size of A, and thus the PSPACE-hardness does not apply to the
approximation problems (which we establish below).
#P -hardness. We show #P -hardness of the approximate variants
by reduction from #SAT, which is #P -complete [30, 32]. The
#SAT problem asks, given a CNF formula ', for the number
of assignments satisfying '. In the proof, the input word gives
an assignment, which is processed by slave automata. Each slave
automaton checks the satisfaction of one clause and returns 1 if it
is satisfied and 0 otherwise. Thus, all slave automata return 1 if and
only if all clauses are satisfied. In such case, one can compute from
EU (A) and DU,A(0) the number of satisfying assignments of '.
Upper bounds for g 2 FinVal \ {SUM

+
, SUM}. We now present

upper bounds for value functions g 2 FinVal \ {SUM+
, SUM} of

the slave automata. First we show an exponential-time upper bound
for general NWA with INF and SUP value functions (cf. with the
PSPACE-hardness from Lemma 17).

Lemma 18. Let g 2 FinVal \ {SUM+
, SUM} be a value func-

tion. Given a Markov chain M, a deterministic (INF; g)-automaton
(resp., (SUP; g)-automaton) A, and a threshold � in binary, both
EM(A) and DM,A(�) can be computed in exponential time. More-
over, if A has bounded width, then the above quantities can be com-
puted in polynomial time.

Remark 19. We show in Lemma 18 a polynomial-time upper
bound for NWA with bounded width, which gives a polynomial-time
upper bound for automata with monitor counters.

Key ideas. For g 2 FinVal \ {SUM+
, SUM}, it has been

shown in [20] that (INF; g)-automata (resp., (SUP; g)-automata)
can be transformed to exponential-size INF-automata (resp., SUP-
automata). We observe that the transformation preserves determin-
ism. Then, using Fact 12, both EM(A) and DM,A(�) can be com-
puted in exponential time.
The SUM

+
and SUM value functions for slave automata. We

now establish the result when g = SUM, SUM+. First we establish
decidability of the approximation problems, and then undecidabil-
ity of the exact questions.

Lemma 20. Let g 2 {SUM+
, SUM}. Given ✏ > 0, a Markov

chain M, a deterministic (INF; g)-automaton (resp., (SUP; g)-
automaton) A, a threshold �, both EM(A) and DM,A(�) can be
computed up to precision ✏ in exponential time, and the dependency
on ✏ is linear in the binary representation of ✏.

Key ideas. The main difference between INF and LIMINF value
functions is that the latter discards all values encountered before
the master automaton reaches an end SCC where the infimum of
values of slave automata is easy to compute (Lemma 13). We
show that for some B, exponential in |A| and polynomial in the
binary representation of ✏, the probability that any slave automaton
returns value � with |�| > B is smaller than ✏. Therefore, to
approximate EM(A) and DM,A(�) up to precision ✏, we can regard
a given (INF; SUM)-automaton (resp., (SUP; SUM)-automaton) as
(INF; SUMB

)-automaton (resp., (SUP; SUMB
)-automaton) and use

Lemma 18.

Lemma 21. Let U be the uniform distribution over the infinite
words. The following problems are undecidable: (1) Given a deter-
ministic (INF; SUM)-automaton (resp., (SUP; SUM)-automaton) A
of width 8, decide whether DU,A(�1) = 1. (2) Given two determin-
istic (INF; SUM)-automata (resp., (SUP; SUM)-automata) A1,A2

of width bounded by 8, decide whether EU (A1) = EU (A2).

Key ideas. On finite words, DU,A(�1) = 1 holds if and only if ev-
ery word has the value not exceeding �1, i.e., the distribution ques-
tion and the universality problem are equivalent. We observe that in
automata from the proof of Theorem 10, which is given in the full
version [22], such an equivalence holds as well, i.e., there exists a
word with the value exceeding �1 if and only if DU,A(�1) < 1.
To show (2), we consider the automaton A from (1) and its copy
A0 that at the first transition invokes a slave automaton that returns
�1. On every word w, we have A0

(w) = min(�1,A(w)). Now,
DU,A(�1) = 1 implies that A0 and A are equal on almost every
word. Conversely, if DU,A(�1) < 1, then the expected value of A
is greater than the one of A0. Thus, the expected values are equal if
and only if DU,A(�1) = 1.

Finally, we have the following result for the absolute sum value
function.

Lemma 22. (1) Given a Markov chain M, a deterministic
(INF; SUM+

)-automaton A, and a threshold � in binary, both
EM(A) and DM,A(�) can be computed in exponential time.
(2) Given a Markov chain M, a deterministic (SUP; SUM+

)-
automaton A, and a threshold � in binary DM,A(�) can be com-
puted in exponential time.

The problem, how to compute EM(A) for deterministic
(SUP; SUM+

)-automata A remains open.

Theorem 23. Let g 2 FinVal. The complexity results for the proba-
bilistic questions for (INF; g)-automata and (SUP, g)-automata are
summarized in Table 2, with the exception of the expected question
of (SUP; SUM+

)-automata.

Open question. The decidability of the expected question of
(SUP; SUM+

)-automata is open. This open problem is related to
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MIN, MAX, SUM
SUMB

, SUM+

Expected value
EXPTIME (L. 18,20) UncomputableDistribution
PSPACE-hard (L. 17) (L. 21)Almost sure

distribution
Approximate: EXPTIME (L. 18,20)(a) expected value #P-hard (L. 17)(b) distribution

Table 2: The complexity results for various problems for deter-
ministic NWA with INF and SUP value functions, with exception
of expected question of (SUP, SUM+

)-automata which is open.
Columns represent slave-automata value functions, rows represent
probabilistic questions.

the language inclusion problem of deterministic (SUP; SUM+
)-

automata which is also an open problem.

Remark 24 (Contrast with classical questions). Consider Table 1
for the classical questions and our results established in Table 2
for probabilistic questions. There are some contrasting results,
such as, while for (SUP, SUM)-automata the emptiness problem is
undecidable, the approximation problems are decidable.

Remark 25 (Contrast of LIMINF vs INF). We remark on the con-
trast of the LIMINF vs INF value functions. For the classical ques-
tions of emptiness and universality, the complexity and decidability
always coincide for LIMINF and INF value functions for NWA (see
Table 1). Surprisingly we establish that for probabilistic questions
there is a substantial complexity gap: while the LIMINF problems
can be solved in polynomial time, the INF problems are undecid-
able, PSPACE-hard, and even #P -hard for approximation.

6.4 LIMAVG value function

Lemma 26. Let g 2 FinVal. Given a Markov chain M and a
deterministic (LIMAVG; g)-automaton A, the value EM(A) can be
computed in polynomial time.

Proof sketch. We present the most interesting case when g = SUM.
Let A be a (LIMAVG; SUM)-automaton and let M be a Markov
chain. We define a weighted Markov chain MA as the product
Amas ⇥M, where Amas is the master automaton of A. The weights
of MA are the expected values of invoked slave automata, i.e., the
weight of the transition h(q, s), a, (q0, s0)i is the expected value of
Bi, the slave automaton started by Amas in the state q upon reading
a, w.r.t. the distribution given by M starting in s. One can show
that the expected value of A w.r.t. M, denoted by EM(A), and
the expected value of MA coincide. The Markov chain MA can be
computed in polynomial time and has polynomial size in |A|+|M|.
Thus, we can compute the expected values of MA, and in turn
EM(A), in polynomial time in |A|+ |M|.

Lemma 27. Let g 2 FinVal. Given a Markov chain M, a de-
terministic (LIMAVG; g)-automaton A and a value �, the value
DM,A(�) can be computed in polynomial time.

Key ideas. We show that the distribution is discrete. More precisely,
let A be the product of the Markov chain M and the master
automaton of A. We show that almost all words, whose run end
up in the same end SCC of A, have the same value, which is equal
to the expected value over words that end up in that SCC. Thus,
to answer the distribution question, we have to compute for every
end SCC C of A, the expected value over words that end up in C

q0 q1
(#, 0)

(a, 1)

(b,�1)

(#, 0)

(a,�1)

(b, 1)

(#, 0)

(#, 0)

Figure 5: An example of non-deterministic automaton, in which
non-deterministic choices has to “depend on the future” in order to
obtain the infimum.

and the probability of reaching C. Both values can be computed in
polynomial time (see Lemma 26).

Theorem 28. Let g 2 FinVal. All probabilistic questions for
(LIMAVG; g)-automata can be solved in polynomial time.

Remark 29 (Contrast with classical questions). Our results sum-
marized in Theorem 28 contrast the results on classical questions
shown in Table 1. While classical questions are PSPACE-complete,
in EXPSPACE or open, we establish polynomial-time algorithms for
all probabilistic questions.

7. Results on non-deterministic automata

In this section, we briefly discuss non-deterministic NWA evaluated
on Markov chains. We present two negative results.
Conceptual difficulty. The evaluation of non-deterministic (even
non-nested) weighted automaton over a Markov chain is concep-
tually different as compared to the standard model of Markov de-
cision processes (MDPs). Indeed, in an MDP, probabilistic transi-
tions are interleaved with non-deterministic transitions, whereas in
the case of an automaton, it runs over a word that has been already
generated by the Markov chain. In MDPs, the strategy to resolve
non-determinism can only rely on the past, whereas in the automa-
ton model the whole future is available (i.e., there is a crucial dis-
tinction between online vs offline processing of the word). Below
we present an example to illustrate this conceptual problem.

Example 30. Consider a non-deterministic LIMAVG-automaton
A, depicted in Figure 5. Intuitively, the automaton processes a
given word in blocks of letters a, b separated by letters #. At the
beginning of every block it decides whether the value of this block
is the number of a letters na minus the number of b letters nb

divided by na + nb (i.e., na�nb
na+nb

) or the opposite (i.e., nb�na
na+nb

). Let
U be the uniform distribution on infinite words over ⌃. Suppose
that the expected value of A w.r.t. U is evaluated as in MDPs case,
i.e., non-deterministic choices depend only on the read part of the
word. Then, since the distribution is uniform, any strategy results
in the same expected value, which is equal to 0. Now, consider
EU (A). The value of every block is at most 0 as the automaton
works over fully generated word and at the beginning of each
block can guess whether the number of a’s or b’s is greater. Also,
the blocks a#, b# with the average � 1

2 appear with probability
2
9 , hence EU (A) < � 1

9 . Thus, the result of evaluating a non-
deterministic weighted automaton over a Markov chain is different
than evaluating it as an MDP.

Computational difficulty. In contrast to our polynomial-time algo-
rithms for the probabilistic questions for deterministic NWA with
(LIMSUP, SUM) value function, we establish the following unde-
cidability result for the non-deterministic automata with width 1.
Lemma 31 implies Theorem 32.

Lemma 31. The following problem is undecidable: given a non-
deterministic (LIMSUP; SUM)-automaton AM of width 1, decide
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Det. Non-det.
Emptiness Undec. (from [20])

Probabilistic PTIME (Th. 15) Uncomputable (Th. 32)
questions

Table 3: Decidability and complexity status of the classical and
probabilistic questions for (LIMSUP; SUM)-automata. The nega-
tive results hold also for NWA of bounded width and automata with
monitor counters.

whether P({w : AM (w) = 0}) = 1 or P({w : AM (w) =

�1}) = 1 w.r.t. the uniform distribution on infinite words.

Theorem 32. All probabilistic questions (Q1-Q5) are undecidable
for non-deterministic (LIMSUP, SUM)-automata of width 1.

8. Discussion

In this work we study the probabilistic questions related to NWA
and automata with monitor counters. We establish the relationship
between NWA and automata with monitor counters, and present a
complete picture of decidability for all the probabilistic questions
we consider. Our results establish a sharp contrast of the decidabil-
ity and complexity of the classical questions (of emptiness and uni-
versality) and the probabilistic questions for deterministic automata
(see Tables 1, 2 and Theorems 15, 28). In addition, there is also
a sharp contrast for deterministic and non-deterministic automata.
For example, for (LIMSUP, SUM)-automata, the classical questions
are undecidable for deterministic and non-deterministic automata,
while the probabilistic questions are decidable for deterministic
automata, but remain undecidable for non-deterministic automata
(see Table 3). We have some complexity gap (e.g., EXPTIME vs
PSPACE) which is due to the fact that the computational ques-
tions we consider for Markov chains are in PTIME (as compared
to NLOGSPACE for graphs), and we need to evaluate exponential-
size Markov chains. Closing the complexity gap is an interesting
open question.
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Abstract
We introduce a new decidable fragment of first-order logic with
equality, which strictly generalizes two already well-known ones—
the Bernays–Schönfinkel–Ramsey (BSR) Fragment and the Mo-
nadic Fragment. The defining principle is the syntactic separa-
tion of universally quantified variables from existentially quanti-
fied ones at the level of atoms. Thus, our classification neither rests
on restrictions on quantifier prefixes (as in the BSR case) nor on re-
strictions on the arity of predicate symbols (as in the monadic case).
We demonstrate that the new fragment exhibits the finite model
property and derive a non-elementary upper bound on the comput-
ing time required for deciding satisfiability in the new fragment.
For the subfragment of prenex sentences with the quantifier pre-
fix 9⇤8⇤9⇤ the satisfiability problem is shown to be complete for
NEXPTIME. Finally, we discuss how automated reasoning proce-
dures can take advantage of our results.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]:
Computability theory, Mechanical theorem proving; F.2.2 [Non-
numerical Algorithms and Problems]: Complexity of proof proce-
dures

Keywords Decidable first-order fragment, Bernays–Schönfinkel–
Ramsey fragment, monadic fragment, finite model property

1. Introduction
The question of whether satisfiability of first-order sentences of a
certain syntactic form is decidable or not has a long tradition in
computational logic. Over the decades different dimensions have
been introduced along which decidable first-order fragments can be
separated from undecidable ones. Löwenheim’s pioneering work
[22] shows that confinement to unary predicate symbols (i.e. to the
Relational Monadic Fragment) leads to decidability, while the set
of sentences in which binary predicate symbols may be used with-
out further restriction yields a reduction class for first-order logic.
Another dimension is the confinement to certain quantifier prefixes
for formulas in prenex normal form, e.g. to 9⇤8⇤—the Bernays–
Schönfinkel (BS) Fragment [3]—consisting of decidable sentences.
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fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
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The inclusion or exclusion of the distinguished equality predicate
yields yet another possibility. Löwenheim had already considered
it for the Relational Monadic Fragment, and Ramsey [26] extended
the BS Fragment in this way, leading to the Bernays–Schönfinkel–
Ramsey (BSR) Fragment, which also remains decidable. Already in
the nineties, the classification along those dimensions was consid-
ered to be mainly completed, cf. [5, 9].

In the present paper we introduce another dimension of clas-
sification: syntactic separation of existentially quantified variables
from universally quantified ones at the level of atoms. We disallow
atoms P (. . . , x, . . . , y, . . .) that contain both a universally quanti-
fied variable x and an existentially quantified variable y at the same
time. We call the class of first-order sentences built from atoms with
thus separated variables the Separated Fragment (SF). The Sep-
arated Fragment is decidable. It properly includes both the BSR
Fragment and the Relational Monadic Fragment (monadic formu-
las without non-constant function symbols) without equality and is
to the best of our knowledge the first known decidable fragment en-
joying this property. Consequently, separation of differently quanti-
fied variables constitutes a unifying principle which underlies both
the BSR Fragment and the Relational Monadic Fragment. More
concretely, our contributions are:
(i) We introduce the new decidable first-order fragment SF (Sec-
tions 3, 4). Its sentences can be transformed into equivalent BSR
sentences and thus enjoy the finite model property. Our current up-
per bound on the size of small models is non-elementary in the
length of the formula (Theorem 17).
(ii) For SF formulas in which blocks of existentially quantified vari-
ables are pairwise disjoint the size of small models is at most double
exponential (Theorem 15).
(iii) For SF sentences of the form 9⇤8⇤9⇤

', where ' is quantifier-
free, the size of small models is single exponential in the length
of the formula. Therefore, satisfiability is NEXPTIME-complete in
this setting (Theorem 14).
(iv) Sentences from the Monadic Fragment with unary function
symbols or from the Relational Monadic Fragment with equality
can be translated into SF sentences. The translation preserves satis-
fiability and increases the length of the formulas only polynomially
(Section 4.2).
(v) We provide a methodology for the translation of SF sentences
of the form 9⇤8⇤9⇤

' into the BS(R) fragment, which facilitates
automated reasoning (Section 5).
The paper concludes with a discussion of related and future work
in Section 6.

In Sections 4 and 5 some details have been omitted. The inter-
ested reader is referred to [28].
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2. Preliminaries
We consider first-order logic formulas. The underlying signature
shall not be mentioned explicitly, but will become clear from the
current context. For the distinguished equality predicate (whose
semantics is fixed to be the identity relation) we use ⇡. If not
explicitly excluded, we allow equality in our investigations. As
usual, we interpret a formula ' with respect to given structures.
A structure A consists of a nonempty universe UA (also: domain)
and interpretations f

A and P

A of all considered function and
predicate symbols, respectively, in the usual way. Given a formula
', a structure A, and a variable assignment �, we write A,� |= '

if ' evaluates to true under A and �. We write A |= ' if A,� |= '

holds for every �. The symbol |=| denotes semantic equivalence
of formulas, i.e. ' |=|  holds whenever for every structure A
and every variable assignment � we have A,� |= ' if and only if
A,� |=  . We call two sentences ' and  equisatisfiable if ' has
a model if and only if  has one.

We use '(x1, . . . , xm) to denote a formula ' whose free vari-
ables form a subset of {x1, . . . , xm}. In all formulas we tacitly
assume that no variable occurs freely and bound at the same time
and that all quantifiers bind distinct variables. For convenience, we
sometimes identify tuples ~x of variables with the set containing all
the variables that occur in ~x.

A structure A is a substructure of a structure B (over the same
signature) if (1) UA ✓ UB, (2) cA = c

B for every constant symbol
c, (3) PA

= P

B \ Um
A for every m-ary predicate symbol P , and

(4) fA
(a1, . . . , am) = f

B
(a1, . . . , am) for every m-ary function

symbol f and every m-tuple ha1, . . . , ami 2 Um
A . The following is

a standard lemma, see, e.g., [10] for a proof.

Lemma 1 (Substructure Lemma). Let ' be a first-order sentence
in prenex normal form without existential quantifiers and let A be
a substructure of B. B |= ' entails A |= '.

We denote substitution by '
⇥
x/t

⇤
, where every free occurrence

of x in ' is to be substituted by the term t. For simultaneous sub-
stitution of pairwise distinct variables x1, . . . , xn with t1, . . . , tn,
respectively, we use the notation '

⇥
x1/t1, . . . , xn/tn

⇤
. For exam-

ple, P (x, y)

⇥
x/f(y), y/g(x)

⇤
results in P (f(y), g(x)). We also

write
⇥
~

x/

~

t

⇤
to abbreviate

⇥
x1/t1, . . . , xn/tn

⇤
.

Lemma 2 (Miniscoping). Let ', ,� be first-order formulas, and
assume that x does not occur freely in �.

(i) 9x.(' _  ) |=| (9x1.') _ (9x2. )

(ii) 9x.(' � �) |=| (9x.') � � with � 2 {^,_}
(iii) 8x.(' ^  ) |=| (8x1.') ^ (8x2. )

(iv) 8x.(' � �) |=| (8x.') � � with � 2 {^,_}
Consequently, if x1 62 vars(�) and x2 62 vars(') holds for

two first-order formulas ' and �, we get (9x1.') ^ (9x2.�) |=|
9x1x2.(' ^ �) and dually (8x1.') _ (8x2.�) |=| 8x1x2.(' _ �).

3. Separated Variables and Transposition of
Quantifier Blocks

Let ' be a first-order formula. We call two disjoint sets of variables
~

x and ~y separated in ' if and only if for every atom A occurring
in ' we have vars(A) \ ~x = ; or vars(A) \ ~y = ;.

We first show how we can transpose quantifier blocks if the
variables they bind are separated. Throughout this section we admit
equality or other predicates with fixed semantics in the formulas
we consider. Moreover, function symbols may occur, even in an
arbitrarily nested fashion.

Proposition 3. Let '(~x, ~y,~z) be a quantifier-free first-order for-
mula in which ~x and ~y are separated. There exists some m � 1

and a quantifier-free first-order formula '0
(

~

x,

~

y1, . . . , ~ym,

~

z) such

that 8~x9~y.'(~x, ~y,~z) and 9~y1 . . . 9~ym8~x.'0
(

~

x,

~

y1, . . . , ~ym,

~

z)

are semantically equivalent, and the length of each of the tuples
~

yk is identical to the length of ~y. Moreover, all atoms in '0 are
variants of atoms in ', i.e. for every atom A

0 in '0 there is an atom
A in ' that is identical to A

0 up to renaming of variables.

Proof. We first transform the matrix ' into a disjunction of con-
junctions of literals. Since the sets ~x and ~y are separated in ', the
literals in every conjunction can be grouped into three parts:

(1)  i(~x,~z), containing none of the variables from ~

y,
(2) �i(~y,~z), containing none of the variables from ~

x, and
(3) ⌘i(~z), containing neither variables from ~

x nor from ~

y.
Employing Lemma 2, we move the existential quantifier block

9~y inwards such that it only binds the (sub-)conjunctions �i(~y,~z).
The emerging subformulas

�9~y.�i(~y,~z)
�

shall be treated as indi-
visible units in the further process.

After moving the 9~y block inwards, the resulting formula has
the form 8~x.'00. Next, we transform '

00 into a conjunction of dis-
junctions, and move the universal quantifier block 8~x inwards in
a way analogous to the procedure described for the 9~y block. The
shape of the result then allows to move the existential quantifiers
outwards first (renaming variables where necessary) and the uni-
versal ones afterwards so that we again obtain a prenex formula,
this time with an 9⇤8⇤ prefix.

8~x 9~y.'(~x, ~y,~z)
|=| 8~x.9~y.

_

i

 i(~x,~z) ^ �i(~y,~z) ^ ⌘i(~z)

|=| 8~x.
_

i

 i(~x,~z) ^
⇣
9~y.�i(~y,~z)

⌘
^ ⌘i(~z)

|=| 8~x.
m̂

k=1

 

0
k(~x,~z) _

_

`

⇣
9~y.�0

k,`(~y,~z)

⌘
_ ⌘0k(~z)

|=|
m̂

k=1

⇣
8~x. 0

k(~x,~z)

⌘
_
⇣
9~y.

_

`

�

0
k,`(~y,~z)

⌘
_ ⌘0k(~z)

|=| 9~y1 . . . 9~ym8~x.
m̂

k=1

 

0
k(~x,~z) _

_

`

�

0
k,`(~yk,~z) _ ⌘0k(~z)

The subformulas  i, �i, ⌘i, and �0
k,` are conjunctions of literals,

and the  0
k and ⌘0k are disjunctions of literals.

The following example illustrates how quantifiers can be trans-
posed in accordance with Proposition 3 and what the limits are.

Example 4. Consider the sentence 8x9y.P (x) $ Q(y). On the
one hand, it is easy to see that direct transposition of 8x and 9y
does not preserve semantics: whilst the structure A with UA :=

{a, b} and P

A
:= Q

A
:= {a} is a model of 8x9y.P (x) $

Q(y), it does not satisfy the version with transposed quantifiers
9y8x.P (x) $ Q(y).

On the other hand, we can show equivalence of 8x9y.P (x) $
Q(y) and 9y1y28x.

�
P (x) ! Q(y1)

� ^ �
Q(y2) ! P (x)

�
:

8x9y.P (x) $ Q(y)

|=| 8x9y.�¬P (x) _Q(y)

� ^ �
P (x) _ ¬Q(y)

�

|=| 8x.�¬P (x) ^ (9y2.¬Q(y2))
� _ �

(9y1.Q(y1)) ^ P (x)

�

|=| �
(8x.¬P (x)) _ (9y1.Q(y1))

�

^ �
(9y2.¬Q(y2)) _ (8x.P (x))

�

|=| 9y1y28x.
�¬P (x) _Q(y1)

� ^ �¬Q(y2) _ P (x)

�

|=| 9y1y28x.
�
P (x) ! Q(y1)

� ^ �
Q(y2) ! P (x)

�
.

Next, we demonstrate how the transposition of quantifiers af-
fects the length of formulas.
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Proposition 5. In the worst case transposing quantifier blocks in
accordance with Proposition 3 leads to a blow-up in the number of
existentially quantified variables that is exponential in the length of
the original formula.

Proof. Consider the following first-order sentence and how we can
transpose the quantifier blocks therein. ' := 8x9y.(P1(x) $
Q1(y)) ^ . . . ^ (Pn(x) $ Qn(y)) can be transformed into the
equivalent '0

:=

9 yh0,...,0i . . . yh1,...,1i| {z }
2n variables

8x.

^

b̄2{0,1}n

 ✓ ^

1  i  n,
bi = 1

Pi(x) ^
^

1  j  n,
bj = 0

¬Pj(x)

◆

�!
✓ ^

1  i  n,
bi = 1

Qi(yb̄) ^
^

1  j  n,
bj = 0

¬Qj(yb̄)

◆!

Consider the following model A of ' and '0:

UA :=

�
ab̄

�� ¯
b 2 {0, 1}n [ �

a0b̄
�� ¯
b 2 {0, 1}n ,

P

A
i :=

�
ahb1,....bni

��
bi = 1

 
for i = 1, . . . , n ,

Q

A
i :=

�
a0hb1,....bni

��
bi = 1

 
for i = 1, . . . , n .

We make the following observation and shall keep it in mind:
(⇤) removing any of the a0b̄ with ¯

b 6= h0, . . . , 0i from A does
not lead to a model of '. We will argue that any sentence '⇤ (in
prenex normal form), which is semantically equivalent to ' and
starts with a quantifier prefix of the form 9⇤8⇤, contains at least
2

n � 1 existential quantifiers.
Let '⇤ := 9y1 . . . yk8x1 . . . x`.�⇤ (with �⇤ being quantifier-

free) be a sentence with minimal k that is semantically equivalent
to '. Since A is also a model of '⇤, we know that there is a se-
quence of elements c1, . . . , ck taken from the domain UA such that
A, [y1 7!c1, . . . , yk 7!ck] |= 8x1 . . . x`.�⇤. Consequently, we can
extend A to a model A⇤ (over the same domain) of the Skolem-
ized formula 'Sk := 8x1 . . . x`.�⇤

⇥
y1/c1, . . . , yk/ck

⇤
by adding

c

A⇤
j := cj for j = 1, . . . , k. On the other hand, every model of the

Skolemized formula 'Sk immediately yields a model of '⇤.
The signature underlying 'Sk comprises exactly the constant

symbols c1, . . . , ck and does not contain any other function sym-
bols. Suppose k < 2

n � 1. Hence, there is some a0b̄ with ¯

b 6=
h0, . . . , 0i such that for every j it holds c

A⇤
j 6= a0b̄. By the Sub-

structure Lemma, the following substructure B of A⇤ constitutes
a model of 'Sk: UB := UA⇤ \ {a0b̄}, PB

i := P

A⇤
i \ UB and

Q

B
i := Q

A⇤
i \ UB for every i, and c

B
j := c

A⇤
j for every j.

However, then B must also be a model of both '⇤ and ', since
every model of 'Sk is a model of '⇤, and because we assumed '⇤
and ' to be semantically equivalent. This contradicts observation
(⇤), and thus we must have k � 2

n � 1.
This evidently shows that '0 is (almost) optimal regarding the

number of existentially quantified variables it contains.

It is possible to generalize Proposition 3 to the case of several
quantifier alternations as long as all universally quantified variables
are separated from all existentially quantified ones.

Lemma 6. Let '(~x1, . . . ,~xn, ~y1, . . . , ~yn,~z) be a quantifier-free
first-order formula in which the sets ~x1 [ . . . [ ~xn and ~y1 [ . . . [
~

yn are separated. There exists a quantifier-free first-order formula
'

0
(

~

u,

~

v,

~

z) such that 8~x19~y1 . . . 8~xn9~yn.'(~x1, . . . ,~xn, ~y1, . . . ,

~

yn,~z) and 9~u8~v.'0
(

~

u,

~

v,

~

z) are semantically equivalent and all

atoms in '0 are variants of atoms in '. Notice that ~x1 and ~yn may
be empty.

Proof. We apply a syntactic transformation following the strategy
of the proof of Proposition 3, but in an iterated fashion:

8~x19~y1 . . . 8~xn9~yn.'(~x1, . . . ,~xn, ~y1, . . . , ~yn,~z)

|=| 8~x19~y1 . . . 8~xn9~yn.

_

i

 i(~x1, . . . ,~xn,~z)

^ �i(~y1, . . . , ~yn,~z) ^ ⌘i(~z)
|=| 8~x19~y1 . . . 8~xn.

_

i

 i(~x1, . . . ,~xn,~z)

^
⇣
9~yn.�i(~y1, . . . , ~yn,~z)

⌘

| {z }
=: �

(1)
i (~y1,...,~yn�1,~z)

^ ⌘i(~z)

|=| 8~x19~y1 . . . 8~xn.

^

k

 

0
k(~x1, . . . ,~xn,~z)

_ �0(1)
k (

~

y1, . . . , ~yn�1,~z) _ ⌘0k(~z)
|=| 8~x19~y1 . . . 9~yn�1.

^

k

⇣
8~xn. 

0
k(~x1, . . . ,~xn,~z)

⌘

| {z }
=:  

(1)
k (~x1,...,~xn�1,~z)

_ �0(1)
k (

~

y1, . . . , ~yn�1,~z) _ ⌘0k(~z)
|=| 8~x19~y1 . . . 9~yn�1.

_

i

 

0(1)
i (

~

x1, . . . ,~xn�1,~z)

^ �00(1)
i (

~

y1, . . . , ~yn�1,~z) ^ ⌘00i (~z)
|=| 8~x19~y1 . . . 8~xn�1.

_

i

 

0(1)
i (

~

x1, . . . ,~xn�1,~z)

^
⇣
9~yn�1.�

00(1)
i (

~

y1, . . . , ~yn�1,~z)

⌘

| {z }
=: �

(2)
i (~y1,...,~yn�2,~z)

^ ⌘

00
i (~z)

...

|=| 8~x1.

^

k

 

00(n�1)
k (

~

x1,~z) _ �0(n)
k (

~

z) _ ⌘⇤k(~z)

|=|
^

k

⇣
8~x1. 

00(n�1)
k (

~

x1,~z)

⌘

| {z }
=:  

(n)
k (~z)

_�0(n)
k (

~

z) _ ⌘⇤k(~z)

|=| 9~u8~v.
^

k

b
 

(n)
k (

~

u,

~

z) _ b�(n)
k (

~

v,

~

z) _ ⌘⇤k(~z) .

The �0(`)
k are disjunctions of subformulas �(`)

j , whereas the �00(`)
k

are conjunctions of such formulas. Dually, the  0(`)
k are conjunc-

tions of subformulas  (`)
j and the  00(`)

k are disjunctions of such
formulas. The b

 

(n)
k (

~

u,

~

z) and the b�(n)
k (

~

v,

~

z) are quantifier-free
variants of  (n)

k (

~

z) and �0(n)
k (

~

z), respectively, i.e. quantifiers have
been moved outwards and variables have been renamed appropri-
ately.

Notice that every transformation into a disjunction of conjunc-
tions or a conjunction of disjunctions in the above proof causes at
most an exponential increase in the length of the formula. Moving
quantifier blocks inwards causes at most a factor of two per moved
block. Roughly speaking, the length of '0 is thus at most 2n-fold
exponential in the double length of '. This constitutes a very crude
upper bound, and it does not take into account that redundant sub-
formulas may be removed. The complexity results in Section 4.1
will be based on semantic arguments, and thus do not rely on this
rough estimate.
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4. The Separated Fragment of First-Order Logic
We next explore a striking consequence of Lemma 6. It is well-
known that the Bernays–Schönfinkel–Ramsey (BSR) Fragment
is decidable. This fragment comprises all first-order sentences in
prenex normal form with quantifier prefixes of the form 9⇤8⇤.
Moreover, equality may occur in BSR sentences but non-constant
function symbols may not. By virtue of Lemma 6, we can now
extend this decidability result to the following class of first-order
sentences.

Definition 7 (Separated Fragment (SF)). The Separated Fragment
(SF) of first-order logic shall consist of all existential closures
of prenex formulas in which existentially quantified variables are
separated from universally quantified ones.

More precisely, it consists of all first-order sentences with
equality but without non-constant function symbols that are of
the form 9~z 8~x19~y1 . . . 8~xn9~yn.'(~x1, . . . ,~xn, ~y1, . . . , ~yn, ~z) in
which' is quantifier-free and the sets ~x1[. . .[~xn and ~y1[. . .[~yn

are separated.

As already stated, Lemma 6 shows that every sentence in SF
can be transformed into an equivalent one which belongs to the
BSR Fragment: just replace the subformula 8~x19~y1 . . . 8~xn9~yn.'

with an equivalent one of the form 9~u8~v.'0. This proves our main
result:

Theorem 8. Satisfiability of sentences in SF is decidable.

It is worth noticing that SF is not only a proper superset of the
BSR Fragment but also of one more well-known decidable first-
order fragment, namely the Relational Monadic Fragment without
equality, i.e. the set of first-order sentences without non-constant
function symbols in which only predicate symbols of arity one are
allowed.

Theorem 9. SF properly contains the BSR fragment and the Rela-
tional Monadic Fragment without equality.

Proof. Let ' := 9~z 8~x. be a BSR sentence, i.e. it may contain
equality but non-constant function symbols may not appear. More-
over, assume that  is quantifier free. The sentence ' may be con-
sidered as the existential closure of the formula 8~x. . Since 8~x. 
does not contain any existentially quantified variables, the separa-
tion criterion in Definition 7 is trivially fulfilled. Hence, ' lies in
SF.

Let '0 be a relational monadic sentence without equality and
without non-constant function symbols. Since all predicate sym-
bols in '0 have an arity of at most one, any two disjoint sets of vari-
ables are trivially separated in '0. Therefore, '0 belongs to SF.

In Section 4.2 we show how SF can be extended so that the Re-
lational Monadic Fragment with equality and also the Full Monadic
Fragment without equality (i.e. Relational Monadic plus unary
function symbols) become proper subsets of the extension.

4.1 Range-Restricted Skolemization
In this section we shall demonstrate another approach to showing
decidability of SF. This approach emphasizes the small model prop-
erty of SF, i.e. we can give a computable function hSF which takes
any SF sentence ' as input and yields a positive integer hSF(')

such that whenever ' has a model then it also has a model based
on a universe with at most hSF(') elements.

It is well-known that BSR sentences exhibit the small model
property, where the size of small models is linear in the number
of occurring constant symbols plus the number of occurrences of
existential quantifiers in the sentence at hand. Hence, the number
of constant symbols and existentially quantified variables in any
BSR sentence '0 that is semantically equivalent to an SF sentence

' would yield an upper bound on the size of small models of '.
However, the transformations carried out in the proof of Lemma 6
do not immediately admit a reasonable estimate on the number of
variables in the resulting BSR sentence. This is why we tackle the
problem in a different way. As it turns out, this alternative approach
does not only facilitate the derivation of tighter upper bounds on the
size of small models in subfragments of SF. In addition, automated
reasoning procedures may benefit from the developed methods and
results. We shall assess this potential in Section 5.

On an abstract level, our semantic approach is akin to proofs of
the small model property of relational monadic sentences. Usually,
the central argument goes as follows: any sentence'without equal-
ity and without non-constant function symbols which contains ex-
actly k predicate symbols P1, . . . , Pk—all of them unary—cannot
distinguish more than 2

k domain elements. To formalize this, we
associate with every domain element a 2 UA of a given structure
A a fingerprint with respect to the predicates PA

1 , . . . , P

A
k , namely

the set �(a) := {i | a 2 P

A
i }. Hence, �(a) contains exactly the

indices i, 1  i  k, for which a belongs to A’s interpretation
of Pi. In a certain sense, this fingerprint of a domain element is
all that matters for a relational monadic sentence ' under A, i.e.,
if two elements a, b have the same fingerprint �(a) = �(b), then
' cannot distinguish the two. As a consequence, given a model of
', domain elements with identical fingerprints can be merged, and
the resulting structure is still a model of '. Since there are at most
2

k distinct fingerprints, this entails the small model property for
relational monadic sentences.

In order to treat SF sentences, we need to modify the just
described idea of fingerprints in several ways:

(a) Since the definition of SF does not pose any restriction on
the arity of predicate symbols, we have to generalize the idea of a
fingerprint from single elements to tuples of elements.

(b) We shall concentrate on the parts of sentences which contain
existentially quantified variables—by definition of SF these can be
isolated from the ones containing universally quantified variables.
The rationale behind this approach is rooted in the idea underlying
the Substructure Lemma, namely that only the part of the domain
is of interest, which is generated by the interpretations of function
symbols. And since in the SF setting non-constant function sym-
bols are only introduced by Skolemization, we focus on existen-
tially quantified variables.

(c) Instead of regarding the membership of a tuple ~a in pred-
icates P

A ✓ Um
A as the characteristic feature to define finger-

prints, we consider whether ~a satisfies certain subformulas of nor-
mal forms of '. More precisely, we refer to the disjunctive normal
form (DNF)

W
i  i or the conjunctive normal form (CNF)

V
j  

0
j

and ask the question whether the part ⌘i(~y) of a conjunction (or
disjunction)  i = �i(~x) ^ ⌘i(~y) is true under A, [

~

y 7!~a ] or not. If
(and only if) it is, then the index i belongs to the fingerprint of ~a.

(d) In general settings with several quantifier alternations
we cannot only rely on a single fingerprint function, but rather
construct one for every existential quantifier block occurring in
the quantifier prefix. The fingerprints associated with the ear-
lier quantifier blocks will be nested in the sense that they com-
prise all the potential fingerprints that may be produced start-
ing from the current point. For example, consider the sentence
8x19y18x29y2.

�
Q1(x1, x2) ^ R1(y1, y2)

� _ �
Q2(x1, x2) ^

R2(y1, y2)
�

and the structure A with UA := {a, a0, b} and R

A
1 :=

{ha, bi, ha0, ai, ha0, a0i, hb, bi}, R

A
2 := {ha, ai, ha, a0i, ha, bi,

ha0, ai, ha0, a0i, ha0, bi, hb, ai}. (QA
1 and Q

A
2 may be defined ar-

bitrarily.) First, we define a fingerprint function �2 for pairs of
elements from UA such that for every pair hc, di 2 U2

A and
every index i = 1, 2 we have i 2 �2(c, d) if and only if
A, [y1 7!c, y2 7!d] |= Ri(y1, y2). Concretely, �2 assigns finger-
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prints as follows:
�2 a a0 b

a {2} {2} {1, 2}
a0 {1, 2} {1, 2} {2}
b {2} ; {1}

Based on �2 we next define the fingerprint function �1 for
single domain elements such that for every element c 2 UA and
every �2-fingerprint S ✓ {1, 2} it holds S 2 �1(c) if and only
if there is another element d 2 UA such that S = �2(c, d). In
the above example, this means �1(a) = �1(a

0
) =

�{2}, {1, 2} ,
and �1(b) =

�;, {1}, {2} . We will see later that the fact that �2

assigns the same fingerprint to a and a0 entails that the quantifier
9y1 does not have to take both a and a0 into account. It suffices to
consider only one of them. Hence, after Skolemizing 9y1, we may
restrict the range of the Skolem term fy1(x1) under A to {a, b}
or {a0, b}, but we do not have to consider the full range {a, a0, b}.
This is what we call range-restricted Skolemization (cf. Lemma 12
and similar results in Section 4.1.2).

In what follows we shall use the notation [k] to abbreviate the
set {1, . . . , k} for any positive integer k. Moreover, P shall be used
as the power set operator, i.e. PS denotes the set of all subsets of a
given set S.

4.1.1 Sentences with prefix 9⇤8⇤9⇤

We develop the following for sentences with the 8⇤9⇤ quan-
tifier prefix, because leading existential quantifiers may be re-
placed by constant symbols (under preservation of satisfiability).
Let  (~x, ~y) be a quantifier-free first-order formula without non-
constant function symbols in which ~x and ~

y are separated. We
can transform ' := 8~x9~y. (~x, ~y) into an equivalent sentence
'DNF := 8~x9~y.WmDNF

k=1 �k(~x) ^ ⌘k(~y), such that �k and ⌘k are
conjunctions of literals and mDNF is some non-negative integer.

Intuitively speaking, we combine two complementary finger-
print functions in this setting, where the second one will only ap-
pear implicitly. Given a structure A, for any tuple ~b 2 U|~x|

A of
domain elements assigned to ~x it is only of importance which sub-
formulas �k(~x) it fulfills. Hence, the fingerprint function �(~b) :=�
k 2 [mDNF]

�� A, [

~

x 7!~b] |= �k(~x)
 

is a reasonable choice. Com-
plementary to every ~b a tuple ~a 2 U|~y|

A is necessary, for which
A, [

~

y 7!~a ] |= ⌘k(~y) holds for at least one k 2 �(

~b). Note that
empty ⌘k are treated as the Boolean constant true. Together, two
such matching tuples satisfy the formula in the structure A. In or-
der to formally classify tuples ~a in accordance with the fingerprint
feature just described, we define the sets bU1, . . . ,

bUmDNF ✓ U|~y|
A by

bUk :=

�
~a 2 U|~y|

A
�� A, [

~

y 7!~a ] |= ⌘k

 
for j = 1, . . . ,mDNF. Invok-

ing the axiom of choice, we pick one representative ↵k 2 bUk for
every nonempty bUk and fix it. In addition, we define a mapping µ :

U|~x|
A ! [mDNF] such that µ(~b) yields some fixed index k 2 �(

~b),
for which bUk is nonempty. If no such k exists for ~b, µ(~b) shall be
undefined. If A |= 8~x9~y. (~x, ~y), then for every ~b 2 U|~x|

A the
value µ(

~b) must be defined, and we have A, [

~

x 7!~b, ~y 7!↵µ(~b)] |=
 (

~

x,

~

y), by definition of the representative ↵µ(~b). This means, no
matter which values are assigned to the variables in ~x, for the val-
uation of the variables in ~y it is sufficient to consider exclusively
values from {↵k | k 2 [mDNF]}. Hence, we can restrict the choice
for the ~y to the representatives ↵1, . . . ,↵mDNF . Therefore, the sen-
tences 8~x9~y. (~x, ~y) and 8~x9~y. (~x, ~y) ^WmDNF

`=1

V|~y|
i=1 yi ⇡ c`,i

are equisatisfiable, where the c`,i are fresh constant symbols. If
there is a model at all, then there is one, under which the tuples
of constant symbols ~c1, . . . ,~cmDNF are interpreted by the represen-
tatives ↵1, . . . ,↵mDNF , respectively.

Remark 10. For this simple setting there is also a shorter argument
leading to an even stronger result. We have used the more compli-
cated one, however, since it is easily applicable in the more general
case in Section 4.1.2, where the simple argument does not work in
a straight-forward fashion.

Due to Lemma 2, 'DNF = 8~x9~y.WmDNF
k=1 �k(~x) ^ ⌘k(~y) is

equivalent to 8~x.WmDNF
k=1 �k(~x)^9~yk.⌘k(~yk). Now inner Skolem-

ization (cf. [23]) leads to 8~x.WmDNF
k=1 �k(~x) ^ ⌘k(~yk)

⇥
~

yk/~ck
⇤
.

This immediately entails equisatisfiability of the latter sentence and
'DNF.

Dually, we can transform the sentence ' = 8~x9~y. (~x, ~y)
into an equivalent one 'CNF := 8~x9~y.VmCNF

j=1 �

0
j(~x) _ ⌘

0
j(~y) in

which the �0
j and ⌘0j denote disjunctions of literals and mCNF is

some non-negative integer. Given a structure A, we define the
fingerprint function � : U|~y|

A ! P[mCNF] by setting �(

~a) :=�
j

�� A, [

~

y 7!~a ] |= ⌘

0
j(~y)

 
. The fingerprints assigned by � induce a

partition of U|~y|
A into at most 2mCNF equivalence classes: two tuples

~a,~a0 are equivalent if and only if they have the same fingerprint
�(

~a) = �(

~a0). For every fingerprint S ✓ [mCNF], for which some
tuple ~a with �(~a) = S exists, we fix a representative ↵S 2 U|~y|

A of
~a ’s equivalence class, i.e. �(↵�(~a)) = �(

~a).
Clearly, two tuples ~a, ~a0 are indistinguishable by the formulas

⌘

0
j(~y), if they are associated with the same fingerprint. Analogous

to our previous result, we could immediately derive equisatisfiabil-
ity of ' and the formula 8~x9~y. (~x, ~y) ^W2mCNF

j=1

V|~y|
i=1 yi ⇡ cj,i,

where the cj,i are fresh.
However, it turns out that being indistinguishable is more than

we need. In fact, even in the worst case we do not need to consider
2

mCNF different representatives. A tuple ~a 2 U|~y|
A covers a tuple

~a0 2 U|~y|
A , denoted ~a w ~a0, if and only if �(~a0) ✓ �(

~a). Of
two representatives ↵,↵0 with ↵ w ↵

0 we do actually only need
one, namely ↵. More formally speaking, it is sufficient to partition
U|~y|
A into parts eU1, . . . ,

eUCNF such that (i) in every part eU` for all
distinct ~a,~a0 2 eU` either ~a w ~a0 or ~a0 w ~a, and (ii) for all distinct
parts eU`,

eU`0 all tuples ~a 2 eU` and ~a0 2 eU`0 are pairwise non-
covering, i.e. we neither have ~a w ~a0 nor ~a0 w ~a. But now, we
have to choose the representatives more carefully: a representative
e↵S 2 eU` has to cover all tuples ~a 2 eU`. Formulated differently, we
have e↵�(~a) w ~a for every~a. Putting things together, we observe for
all tuples ~b 2 U|~x|

A and ~a 2 U|~y|
A that A,

⇥
~

x 7!~b, ~y 7!~a⇤ |=  (

~

x,

~

y)

entails A,

⇥
~

x 7!~b, ~y 7!e↵�(~a)

⇤ |=  (

~

x,

~

y).
It remains to pinpoint the value of CNF. Put differently, we

need to determine the maximal number of pairwise non-inclusive
fingerprints. The answer is provided by Sperner’s Theorem.

Theorem 11 (Sperner’s Theorem [27]). Let m be a positive in-
teger. Consider the lattice formed by the partially ordered set
hP[m],✓i. There are  =

�
m

bm/2c
�

sets M1, . . . ,M ✓ [m] such
that for all distinct i, j we have Mi 6✓ Mj . There are no more than
 such sets.

As a consequence, 8~x9~y. (~x, ~y) is equisatisfiable to 8~x9~y.
 (

~

x,

~

y) ^ WCNF
j=1

V|~y|
i=1 yi ⇡ cj,i, where CNF :=

�
mCNF

bmCNF/2c
�

and
the cj,i are fresh.

Together with the dual case, we observe that it is possible to
restrict the range of the quantifier block 9~y even further to m⇤ :=

min

�
CNF,mDNF

�
different tuples of domain elements (preserving

satisfiability). After Skolemization these restrictions apply to the
freshly introduced Skolem functions and affect their range. These
results are summarized in the following lemma.

Lemma 12 (Range-restricted Skolemization). The following sen-
tences are pairwise equisatisfiable:
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(1) 8~x9~y. (~x, ~y),
(2) 8~x9~y. (~x, ~y) ^Wm⇤

`=1

V|~y|
i=1 yi ⇡ c`,i,

(3) 8~x. (~x, ~y)⇥y1/f1(~x), . . . , y|~y|/f|~y|(~x)
⇤

^Wm⇤
`=1

V|~y|
i=1 fi(~x) ⇡ c`,i,

where m⇤ = min

⇣
mDNF,

�
mCNF

bmCNF/2c
�⌘

and the c`,i are fresh con-
stant symbols and the fi are Skolem functions of appropriate arity.

Please note that the just stated result nicely fits together with
Proposition 3, which states the equivalence of 8~x9~y. (~x, ~y) and
some sentence 9~y1 . . . ~ym8~x. 0

(

~

x,

~

y1, . . . , ~ym), which results
in 8~x. 0

(

~

x,

~

y1, . . . , ~ym)

⇥
~

y1/~c1, . . . , ~ym/~cm

⇤
, when existentially

quantified variables are Skolemized.

Small model property
Let us call the sentence (1) in Lemma 12 ' and number (3) '0. Em-
ploying the Substructure Lemma, we can derive the small model
property of SF sentences with the 9⇤8⇤9⇤ prefix from the equisat-
isfiability of' and'0. Suppose' is a satisfiable sentence belonging
to SF. In particular, this means ' does not contain any non-constant
function symbols. Let B be a model of'0. We define the structure A
by UA :=

�
a 2 UB | there is some constant c in '0 such that a =

c

B ; cA := c

B for every constant c in '0; fA
(

~a) := f

B
(

~a) for
every m-ary function symbol f in '0 and every tuple ~a 2 Um

A ;
P

A
:= P

B \ Um
A for every m-ary predicate symbol P occur-

ring in '

0. Since A is a substructure of B, it is a model of '0.
It is easy to see that A is also a model of '. Moreover, we have
defined A’s universe so that it contains at most |consts('0

)| =

|consts(')|+m⇤ · |~y| elements.
We next bound m⇤ from above in terms of the length of '.

Again, consider 'DNF = 8~x9~y.WmDNF
k=1 �k(~x) ^ ⌘k(~y), which is

equivalent to '. Without loss of generality, we may assume the fol-
lowing: (i) the conjunctions �k ^ ⌘k contain only literals which
appear in  after transformation into negation normal form, and
(ii) there are no distinct indices k1, k2 such that the set of literals
occurring in �k1 ^ ⌘k1 is a subset of the set of literals occurring
in �k2 ^ ⌘k2 (otherwise, �k2 ^ ⌘k2 would be redundant and could
be removed from the disjunction). Consequently, mDNF is bounded
from above by the maximal number of pairwise non-inclusive sub-
sets of the set of all literals occurring in '. Hence, by virtue of
Sperner’s Theorem, an upper bound for mDNF is

� len(')
blen(')/2c

� 
2

len('), where len(·) shall denote a reasonable measure of length of
formulas (taking into account occurrences of quantifiers, Boolean
connectives, variables, and occurrences of predicate, function, and
constant symbols; we assume len(' !  ) = len(¬' _  ) and
len(' $  ) = len((¬' _  ) ^ (' _ ¬ ))). All in all, we may
conclude |UA|  len(') + 2

len(') · len(')  2

3·len('). This means
that if ' is satisfiable, then it has a model of size at most 23·len(').

Worst-case time complexity
Lewis employed the following lemma in [20] to find upper bounds
on the required time for Bernays–Schönfinkel sentences and rela-
tional monadic sentences without equality.

Lemma 13 ([20], Proposition 3.2). Let ' be a first-order sentence
in prenex normal form containing n universally quantified vari-
ables. The question whether ' has a model of cardinality m can
be decided nondeterministically in time p

�
m

n · len(')
�

for some
polynomial p.

Together with our previous results and known lower bounds on
time complexity (cf. [20]) this yields the following theorem.

Theorem 14. Satisfiability of sentences in SF with the quantifier
prefix 9⇤8⇤9⇤ is NEXPTIME-complete.

Proof. Let ' := 9~z 8~x9~y. be an SF sentence, in which  is
quantifier-free. Due to previous observations we know that the
sentence '

00
:= 8~x9~y. ⇥~z/~d ⇤ ^ Wm⇤

`=1

V|~y|
i=1 yi ⇡ c`,i (for

Skolem constants d1, . . . , d|~z|) has a model (based on a universe
with at most 23·len(') elements) if and only if ' has one. Clearly,
every model of '00 is also a model of '. By Lemma 13, we can
nondeterministically check whether ' has a model of size 2

3·len(')

in at most p
�
2

(3·len(')2) · len(')
�

computational steps for some
polynomial p.

Lewis [20] has shown NEXPTIME-hardness of satisfiability of
BS sentences, i.e. of 9⇤8⇤ sentences. By Theorem 9, these are
included in the 9⇤8⇤9⇤ subfragment of SF.

It is worth noting that satisfiability of 9⇤839⇤ sentences, in
which variables are not separated, is known to be undecidable for
several subcases, see [5] for references.

4.1.2 Sentences with several blocks of quantifiers
As in the previous section we replace leading existential quantifiers
with constant symbols in this section.

The special case of strong separation
Consider a sentence ' := 8~x19~y1 . . . 8~xn9~yn. for some quanti-
fier-free first-order formula  without non-constant function sym-
bols. We assume that the sets ~y1, . . . , ~yn and ~x1 [ . . .[ ~xn are all
pairwise separated in  . Hence, we can transform  into a disjunc-
tion of conjunctions of the form  DNF :=

WmDNF
j=1 �j(~x1, . . . ,~xn)^Vn

k=1 ⌘j,k(~yk), in which the �j and the ⌘j,k are conjunctions of
literals. The additional requirement of ~y1, . . . , ~yn being pairwise
separated relieves us from the need to use nested fingerprints, since
at the level of atoms every tuple ~yk occurs isolated from the others,
i.e. the values assigned to one tuple ~yk1 do not influence the truth
values of the subformulas ⌘j,k2(~yk2) under A for k2 6= k1. Nested
fingerprints will be necessary in the general case later on.

Let A be an arbitrary structure over the signature of '. For
every index k  n we define a fingerprint function �k : U|~yk|

A !
P[mDNF] such that for every tuple ~ak 2 U|~yk|

A it holds �k(~ak) :=�
j

�� A, [

~

yk 7!~ak] |= ⌘j,k

 
. If two tuples ~ak, ~a0k are assigned the

same fingerprint by �k, then they result in the same truth value for
⌘j,k(~yk) under A , i.e. for every j we have A, [

~

yk 7!~ak] |= ⌘j,k

if and only if A, [

~

yk 7!~a0k] |= ⌘j,k. Since the variables in ~

yk

do not occur in other subformulas than the ⌘j,k, we conclude
the following for every k and an arbitrary variable assignment
�: A,�[

~

yk 7!~ak] |= 8~xk+19~yk+1 . . . 8~xn9~yn. DNF holds if and
only if A,�[

~

yk 7!~a0k] |= 8~xk+19~yk+1 . . . 8~xn9~yn. DNF. In other
words, ~ak and ~a0k are interchangeable as values for ~yk, whenever
they are assigned the same fingerprint by �k.

Every �k induces a partition of U|~yk|
A into at most 2mDNF equiv-

alence classes of tuples with identical fingerprints with respect to
�k. As we have done before, we can define representatives ↵k,S

for every fingerprint S ✓ [mDNF], for which there is some tuple ~a
with �k(~a) = S. In the end, in analogy to the simpler case, we
may derive equisatisfiability of ' and 8~x19~y1 . . . 8~xn9~yn. ^Vn

k=1

W2mDNF

j=1

V|~yk|
i=1 yk,i ⇡ ck,j,i, where all the ck,j,i are fresh

constant symbols.
Using the techniques we have seen earlier, we can improve this

result in two ways. For one thing, the last quantifier block 9~yn does
not need to range over 2

mDNF tuples of constants, but mDNF are
sufficient, as we have already seen in Section 4.1.1. Secondly, the
~

y1, . . . , ~yn�1 do not need to range over 2mDNF tuples either, since
we can stick to covering representatives instead of representatives
with exactly the same fingerprint and then apply Sperner’s Theorem
again. Thus, we need to consider at most DNF :=

�
mDNF

bmDNF/2c
� 

2

mDNF representatives for every k < n.
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Consequently, we may conclude that the original ' is equi-
satisfiable to 8~x19~y1 . . . 8~xn9~yn. ^

�Vn�1
k=1

WDNF
j=1

V|~yk|
i=1 yk,i ⇡

ck,j,i

�^�WmDNF
j=1

V|~yn|
i=1 yn,i ⇡ cn,j,i

�
where all the ck,j,i are fresh.

Applying a similar analysis as in Section 4.1.1 leads to the
observation that if ' has a model, then it has one with at most
|consts(')|+DNF ·Pn�1

k=1 |~yk|+mDNF · |~yn|  2

3·2len(')
domain

elements.

Theorem 15. Let ' := 9~z 8~x19~y1 . . . 8~xn9~yn. be a sentence
in SF for some quantifier-free  without non-constant function
symbols. If the sets ~y1, . . . , ~yn are pairwise separated in  , then
satisfiability of ' can be decided nondeterministically in time that
is at most double exponential in len(').

The general case
Consider a sentence ' := 8~x19~y1 . . . 8~xn9~yn. for some
quantifier-free  without non-constant function symbols in which
the sets ~x1 [ . . . [ ~xn and ~y1 [ . . . [ ~yn are separated. We can
transform  into a disjunction of conjunctions  DNF :=

WmDNF
j=1

�j(~x1, . . . ,~xn) ^ ⌘j(~y1, . . . , ~yn) in which the �j and the ⌘j are
conjunctions of literals. As we have already announced in the be-
ginning of Section 4.1, we need to deal with a nested form of
fingerprints in the general case of several quantifier alternations.
The reason is that the truth values of the ⌘j depend on the values
assigned to variables across multiple existential quantifier blocks.

For the following definitions we enhance the power set operator
P by allowing for iteration: Pk

S shall denote the k-fold applica-
tion of P to S. Let A be an arbitrary structure over the signature of
'. We inductively define fingerprint functions �n�1, . . . ,�1 with

signatures �k : U
Pk

j=1 |~yj |
A ! Pn�k

[mDNF] as follows.

•
�n�1 : U

Pn�1
j=1 |~yj |

A ! P[mDNF] such that for all tuples ~a1 2
U|~y1|
A , . . . ,

~an�1 2 U
|~yn�1|
A and every j 2 [mDNF] it holds

j 2 �n�1(~a1, . . . ,~an�1) if and only if there exists a tuple ~an
such that A, [

~

y1 7!~a1, . . . , ~yn�1 7!~an�1, ~yn 7!~an] |= ⌘j ;

•
�n�2 : U

Pn�2
j=1 |~yj |

A ! P2
[mDNF] such that for all tuples

~a1 2 U|~y1|
A , . . . ,

~an�2 2 U
|~yn�2|
A and every S 2 P[mDNF]

it holds S 2 �n�2(~a1, . . . ,~an�2) if and only if there exists a
tuple ~an�1 such that �n�1(~a1, . . . ,~an�2,~an�1) = S;

...
•
�1 : U|~y1|

A ! Pn�1
[mDNF] such that for every tuple~a1 2 U|~y1|

A
and every S 2 Pn�2

[mDNF] it holds S 2 �1(~a1) if and only if
there exists a tuple ~a2 such that �2(~a1,~a2) = S.

The following lemma expresses that sequences of tuples with iden-
tical fingerprints may be interchanged without affecting semantics.

Lemma 16. For every k < n and all tuples ~a1,~a01 2 U|~y1|
A , . . . ,

~ak,~a
0
k 2 U|~yk|

A , ~b1 2 U|~x1|
A , . . . ,

~bk 2 U|~xk|
A if �k(~a1, . . . ,~ak) =

�k(~a
0
1, . . . ,~a

0
k) then it holds

(i) A, [

~

x1 7!~b1, . . . ,~xk 7!~bk, ~y1 7!~a1, . . . , ~yk 7!~ak] |=
8~xk+19~yk+1 . . . 8~xn9~yn. 

if and only if
(ii) A, [

~

x1 7!~b1, . . . ,~xk 7!~bk, ~y1 7!~a01, . . . , ~yk 7!~a0k] |=
8~xk+19~yk+1 . . . 8~xn9~yn. .

Proof. We proceed by induction from k = n � 1 to k = 1.
For the sake of readability, we abbreviate sequences such as
~

x1 7!~b1, . . . ,~xk 7!~bk by ~xk 7!~bk.
Suppose k = n� 1. Let S be the value of �n�1(~a1, . . . ,~an�1)

(which we assume to be identical to �n�1(~a
0
1, . . . , ~a

0
n�1)). By

definition of �n�1, S is a subset of [mDNF]. Assume (i) holds and let

~c 2 U|~xn|
A be arbitrary. There must be some index j 2 [mDNF] and

some ~d 2 U|~yn|
A such that A, [

~

xn�1 7!~bn�1,~xn 7!~c ] |= �j and
A, [

~

yn�1 7!~an�1, ~yn 7!~d ] |= ⌘j . Hence, j 2 S and thus there
is some ~d0 2 U|~yn|

A such that A, [

~

yn�1 7!~a0n�1, ~yn 7!~d0] |= ⌘j .
Therefore, (ii) must hold too. Since this argument is completely
symmetric, (i) holds if and only if (ii) does.

Suppose that k < n � 1 and let S := �k(~a1, . . . ,~ak) =

�k(~a
0
1, . . . , ~a

0
k). Assume (i) and let~c 2 U

|~xk+1|
A be arbitrary. Then

there must be some tuple ~d 2 U
|~yk+1|
A such that A, [

~

xk 7!~bk,

~

xk+1 7!~c, ~yk 7! ~ak, ~yk+1 7!~d ] |= 8~xk+29~yk+2 . . . 8~xn9~yn. .
Because of �k+1(~a1, . . . ,~ak,~d) 2 S, there must be some tuple
~d0 2 U

|~yk+1|
A such that �k+1(~a

0
1, . . . , ~a

0
k,
~d0) = �k+1(~a1, . . . ,~ak,

~d). Hence, by induction, we get A, [

~

xk 7!~bk,~xk+1 7!~c, ~yk 7!
~a0k, ~yk+1 7! ~d0] |= 8~xk+29~yk+2 . . . 8~xn9~yn. . Consequently,
(ii) must hold, too. Again, by symmetry, (ii) does also entail (i).

Having defined the functions �1, . . . ,�n�1 and having shown
that tuples of elements, which are associated with the same fin-
gerprint, are interchangeable, we can now employ the same meth-

ods as before: (i) partition the sets U
Pk

j=1 |~yk|
A in accordance with

the fingerprints assigned by the �k, (ii) fix representatives ↵`
k,S

for every k and every occurring fingerprint S (the ` accounts for
multiple representatives with fingerprint S at level k), (iii) restrict
the range of quantifier blocks 9~yk to (parts of) the representa-
tives ↵`

k,S . Step (ii) is slightly more complicated in this setting,
because the truth value of the subformulas ⌘j(~y1, . . . , ~yn) under
A depends on all the values assigned to ~y1, . . . , ~yn. The conse-
quence is not only a nesting of fingerprints but also a nesting of
representatives: the ↵`

k,S at level k are extensions of some ↵`0
k�1,S0

at level k � 1 with S 2 S

0, respectively. More precisely, start-
ing from some representative ↵`0

k�1,S0 = h~a1, . . . ,~ak�1i with the
fingerprint �k�1(~a1, . . . ,~ak�1) = S

0, we pick one representative
↵

`
k,S = h~a1, . . . ,~ak�1,~aki with �k(~a1, . . . ,~ak�1,~ak) = S for

every S 2 S

0. Obviously, this approach might produce more than
one representative with the fingerprint S at level k. In order to ac-
count for such multiplicities, we formally annotate the ↵k,S with
indices `.

In the end, we can derive equisatisfiability of ' and '0
:=

8~x19~y1 . . . 8~xn9~yn. 

^
|Pn�1[mDNF]|_

j1=1

⇣
~

y1 ⇡ ~chj1i ^
|Pn�2[mDNF]|_

j2=1

⇣
~

y2 ⇡ ~chj1,j2i

^ . . .

⇣
. . .

|[mDNF]|_

jn=1

~

yn ⇡ ~chj1,...,jni

⌘
. . .

⌘⌘
,

where ~yk ⇡ ~chj1,...,jki stands for
V|~yk|

i=1 yk,i ⇡ chj1,...,jki;i and all
the chj1,...,jki;i are fresh constant symbols. In accordance with the
approach described above, we introduce a nested form of range-
restricting constraint this time.

In order to compute the number of constant symbols in '0, we
first define the notation 2

"k
(m) inductively: 2"0(m) := m and

2

"k+1
(m) := 2

(

2"k(m)
). The number of constants that occur in '0

is |consts(')| +Pn�1
k=0

⇣Qn�1
`=k 2

"`
(mDNF)

⌘
· |~yn�k|  len(') +

n · len(') · �2"n(len('))
�n.

Theorem 17. Let ' := 9~z 8~x19~y1 . . . 8~xn9~yn. be a sentence
in SF for some quantifier-free  without non-constant function
symbols. Satisfiability of ' can be decided nondeterministically in
time that is at most n-fold exponential in len(').
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4.1.3 Open formulas and dependencies
Let  (~x, ~y,~z) be a quantifier-free first-order formula in which ~x
and ~y are separated. We can transform (

~

x,

~

y,

~

z) into an equivalent
formula

WmDNF
k=1 �k(~x,~z) ^ ⌘k(~y,~z), such that �k and ⌘k denote

conjunctions of literals. Dually, we can transform  (

~

x,

~

y,

~

z) into
an equivalent one

VmCNF
i=1 �

0
i(~x,~z) _ ⌘0i(~y,~z) in which the �0

i and
⌘

0
i are disjunctions of literals.

Using similar arguments as in Section 4.1.1, we can show
that the sentences Q~z 8~x9~y. (~x, ~y,~z) and Q~z 8~x9~y. (~x, ~y,~z)
^Wm⇤

j=1

V|~y|
i=1 yi ⇡ gj,i(~z) are equisatisfiable, where m⇤ :=

min(2

mCNF
,mDNF) and Q~z could be any quantifier prefix clos-

ing the formula—some of the variables in ~z may be existentially
quantified and some universally.

Relation to Henkin quantifiers
In [16] Henkin introduced a generalized notion of quantifiers,
sometimes called finite partially ordered quantifiers or branching
quantifiers or nonlinear quantifiers. We have seen that separation
of variables leads to a weaker dependency of existentially quanti-
fied variables on universally quantified ones (cf. Proposition 3 and
Lemma 12). The arity of Skolem functions may even be decreased
at the price of a possibly exponential increase in the length of the
formula (cf. Proposition 5). However, we have also seen that this
does not lead to complete independence, as it would in the case of
quantification in Henkin’s style.

Example 18. Consider the following equivalent sentences

• 8z8x9y. Q(z, y) $ P (x),
• 8z8x9y.�¬Q(z, y) ^ ¬P (x)

� _ �
Q(z, y) ^ P (x)

�
,

• 8z9y1y28x.
�
Q(z, y1) ! P (x)

� ^ �
P (x) ! Q(z, y2)

�
,

which we shall address by ', 'DNF and '0, respectively.
Standard Skolemization of ' introduces a binary Skolem func-

tion fy and replaces the single occurrence of y with the term
fy(z, x), whose value fully depends on the value assigned to x

(distinct values for x may cause distinct values for fy(z, x)). In
contrast to this, Skolemization of '0 replaces the two variables
y1, y2 with the terms fy1(z) and fy2(z), respectively, for two unary
Skolem functions fy1 , fy2 . Interestingly, neither of the new terms
depends on x.

On the other hand, range-restricted Skolemization reconciles
the two previous approaches by introducing three terms fy(z, x)

and g1(z), g2(z)—one depending on x and two which are in-
dependent of x—and by adding the restriction 8z8x.fy(z, x) ⇡
g1(z) _ fy(z, x) ⇡ g2(z). This limits the dependence of the value
of fy(z, x) on the value assigned to x to a finite degree (over infi-
nite domains, distinct values for x cannot always result in distinct
values for fy(z, x)). However, it still does not lead to complete in-
dependence from x.

Henkin quantifiers can explicitly express dependencies of exis-
tentially quantified variables on universally quantified ones. For in-
stance, we could write  := 8z8x9zy.Q(z, y) $ P (x) to express
that the value of y depends on the value of z but not on x’s value.
Then  is equisatisfiable to  Sk := 8z8x.Q(z, f

0
y(z)) $ P (x) for

some Skolem function f

0
y . Due to the enforced independence of y

from x in  , it is easy to construct a model A of ' which cannot be
extended to a model B of  Sk (e.g., set UA := {0, 1}, PA

:= {0}
and Q

A
:= {h0, 0i, h1, 1i}). Finding a satisfying extension B of

A is not a problem in any other case of Skolemization that we
have described above (for example, set UB := UA, PB

:= P

A,
Q

B
:= Q

A, fB
y1(0) := g

B
1 (0) := 1, fB

y1(1) := g

B
1 (1) := 0,

f

B
y2(0) := g

B
2 (0) := 0, fB

y2(1) := g

B
2 (1) := 1, and f

B
y (0, a) :=

g

B
2 (a), fB

y (1, a) := g

B
1 (a) for every a 2 {0, 1}).

Altogether, the example illustrates that separation of existen-
tially quantified variables from universally quantified ones does
lead to a certain degree of independence, but it does not reach the
level of independence Henkin quantifiers can guarantee. This is not
at all surprising, because Henkin quantifiers increase the expres-
siveness of first-order logic.

4.2 Extensions of the Separated Fragment
In this section we describe methods extending SF into a proper
superset of the Full Monadic Fragment (with unary function sym-
bols but without equality)—shown to be decidable independently
by Löb [21] and Gurevich [15]—and the Relational Monadic
Fragment with equality (but without non-constant function sym-
bols). We will show how sentences from both fragments can be
transformed into ones pursuant to Definition 7 under an at most
quadratic increase in the length of the formulas.

Adopting a method already used by Löb in [21] and also by
Grädel (cf. proof of Proposition 6.2.7 in [5]), we can handle unary
function symbols under certain restrictions.

Proposition 19. Let ' be a first-order sentence without non-unary
function symbols (constants are allowed). If the unary function
symbols exclusively occur in atoms starting with a unary predicate
symbol, then we can find an equisatisfiable sentence '0 without
non-constant function symbols such that any model B of '0 can be
transformed into a model A of ' over the same domain. The length
of '0 lies in O(len(')). Moreover, if ' belongs to SF, then '0 is
also an SF sentence.

Proof. Let f1, . . . , fk be the unary function symbols occurring in
'. We apply the following transformation iteratively. Assume '
contains the atom P (fi(t)) for some term t. We may transform '

into '
⇥
P (fi(t))

�
R(t)

⇤ ^ 8x.P (fi(x)) $ R(x), where the R is
a fresh unary predicate symbol and '

⇥
P (fi(t))

�
R(t)

⇤
is the for-

mula we obtain from ' by replacing every occurrence of P (fi(t))

by R(t). Exhaustive application of this transformation to ' yields
a sentence '00 of the form  ^Vk

i=1

V
j 8x.Pj(fi(x)) $ Ri,j(x),

where  does not contain any of the fi anymore. If we conceive the
fi in '0 as Skolem functions and revert the Skolemization, the fi

vanish completely and we end up with the equisatisfiable sentence
'

0
:=  ^ 8x9y1 . . . yk.

Vk
i=1

V
j Pj(yi) $ Ri,j(x).

Because of len( )  len(') and since for any occurrence of an
fi in ' at most one new conjunct of a fixed length is introduced, it
holds len('0

) 2 O(len(')).

If we now allow for unary function symbols occurring in
monadic atoms in SF, as Proposition 19 suggests, this extended
fragment becomes a proper superset of the Full Monadic fragment
without equality.

Equality in SF, as defined in Definition 7, is subject to the sep-
aration condition. However, there is no such restriction in monadic
formulas with equality. For instance, while the sentence 8x9y.x ⇡
y is admitted for the Relational Monadic Fragment with equality,
the sets {x} and {y} are not separated in this sentence. Next, we
show why the separation restriction may be discarded for equations,
if the sentence at hand exhibits the small model property. We start
by treating the case of monadic sentences with equality but without
non-constant function symbols.

Proposition 20. For every sentence ' in the Relational Monadic
Fragment with equality we can construct an equisatisfiable rela-
tional monadic sentence '0 without equality. Moreover, the length
of '0 is of order O(len(')2).

Proof sketch. Let ' be a first-order sentence without non-constant
function symbols and containing at most the unary predicate
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symbols P1, . . . , Pn (besides the equality predicate). Let k be
the number of occurrences of quantifiers in ' plus the num-
ber of constant symbols in ', and set  := dlog2 ke. We ex-
tend the underlying signature with fresh unary predicate symbols
Q1, . . . , Q and define the formula  ⇡(x, y) :=

Vn
i=1

�
Pi(x) $

Pi(y)
� ^ V

i=1

�
Qi(x) $ Qi(y)

�
. The length of  ⇡(x, y) lies

in O(len(')). Let '0 be constructed from ' by replacing every
occurrence of an equation s ⇡ t with  ⇡(x, y)

⇥
x/s, y/t

⇤
. Since

s, t cannot contain non-constant function symbols, the length of
 ⇡(x, y)

⇥
x/s, y/t

⇤
is the same as that of  ⇡(x, y). We can show

that ' is satisfiable if and only if '0 is satisfiable.

More generally, we can formulate the above result for all sen-
tences which exhibit the small model property.

Proposition 21. Let ' be a first-order sentence with equality.
Suppose we can compute a positive integer k such that if ' is
satisfiable, then there is a model A |= ' over a universe of
cardinality at most k. Let  := dlog2 ke. We can transform '

into an equisatisfiable sentence '0 without equality using only the
vocabulary of ' plus  fresh unary predicate symbols Q1, . . . , Q.
The length of '0 lies in O( · len(')3). Moreover, if existentially
quantified variables are separated from universally quantified ones
in all atoms in ' except for equations, then they are separated in all
atoms in '0.

Proof sketch. We generalize the argument from the proof of Propo-
sition 20. Since ' may also contain non-unary predicate sym-
bols and non-constant function symbols, the encoding of equal-
ity requires additional congruence axioms. First,  ⇡(x, y) be-
comes slightly simpler:  ⇡(x, y) :=

V
i=1 Qi(x) $ Qi(y).

In addition, we need the following congruence axioms:  pred :=

8xy. ⇡(x, y) ! V
P

Varity(P )�1
i=0 8~ui~u

0
i. P (

~

ui, x, ~u
0
i) ! P (

~

ui,

y,

~

u

0
i), where P ranges over all predicate symbols in ', except for

the equality predicate, and ~ui, ~u
0
i are disjoint sets of variables of

cardinality |~ui| = i and |~u0
i| = arity(P )� i� 1 for the respective

P , and  func := 8xy. ⇡(x, y) ! V
f

Varity(f)�1
i=0 8~vi~v

0
i.  ⇡(x,

y)

⇥
x/f(

~

vi, x, ~v
0
i), y/f(~vi, y, ~v

0
i)
⇤
, where f ranges over all non-

constant function symbols in ', and ~vi, ~v
0
i are disjoint sets of vari-

ables of cardinality |~vi| = i and |~v0
i| = arity(f) � i � 1 for the

respective f , We construct'0 from' by replacing every occurrence
of an equation s ⇡ t with the formula  ⇡(x, y)

⇥
x/s, y/t

⇤
, and by

conjunctively connecting  pred and  func to it. It can be shown that
' is satisfiable if and only if '0 is satisfiable.

A closer look at the described construction reveals
len

�
 ⇡(x, y)

⇥
x/s, y/t

⇤� 2 O�
 · (len(s) + len(t))

�
,

len
�
 pred

� 2 O�
+ len(')3

�
, and len

�
 func

� 2 O�
 · len(')3

�
.

In total, this yields len('0
) 2 O�

 · len(')3
�
.

The just proven proposition means that some sentences, which
are almost SF sentences, can be transformed into equisatisfiable SF
sentences, if they exhibit the small model property. More precisely,
being almost SF in this context means they do not contain non-
constant function symbols and fulfill the separation condition only
for non-equational atoms.

In fact, we can even allow certain occurrences of non-constant
function symbols. For instance, the setting of unary function sym-
bols described in Proposition 19 is possible, i.e. equations of the
form f(g(f(x))) ⇡ g(h(y)) with x being universally quantified
and y existentially, may be allowed, as long as the sentence at hand
has a finite model, for which we can computer an upper bound on
its size. In this case, first applying the transformation given in the
proof of Proposition 20 and subsequently the construction from the
proof of Proposition 19 finally leads to an SF sentence. Combina-
tions with other translation methods are also conceivable.

5. Separation and Automated Reasoning
The size of the search space of a first-order automated reason-
ing procedure is related to the size of the relevant subset of the
Herbrand base that is actually explored by the procedure. Auto-
mated reasoning on first-order formulas with an explicit or im-
plicit finite Herbrand base has attracted a lot of attention in recent
years [1, 2, 4, 8, 13, 17, 18, 24]. In particular, all these procedures
are decision procedures for the BS(R) Fragment. But also a clause
set with an explicit finite domain axiom or a clause set enjoying
an explicit or implicit acyclic atom structure generates only a finite
relevant subset of the overall Herbrand base. If the relevant sub-
set of the Herbrand base is infinite, implying the presence of non-
constant function symbols, then the search space of an automated
reasoning procedure becomes infinite and it does not terminate any-
more, in general. Even for a finite relevant subset generated over a
finite number of constants the actual size of the set has an important
influence on the explored search space.

In this section we apply our results to the benefit of the above
mentioned automated reasoning procedures. We show the tech-
niques for one quantifier block alternation, but they can be general-
ized to several blocks analogously to the results in Section 4. Note
that given a set of sentences where not all sentences are separated,
our results are still applicable to the separated sentences. Consider
the separated sentence 8~x9~y. (~x, ~y). This formula is satisfiable if
and only if it is satisfiable over a domain of m⇤|~y| + |consts( )|
(see Lemma 12) elements

8~x9~y. (~x, ~y) ^Wm⇤
`=1

V|~y|
i=1 yi ⇡ c`,i.

Skolemizing the ~y and explicitly representing the substitution in  
by equations yields

8~x~y.
⇣�V|~y|

i=1 fi(~x) ⇡ yi

� !  (

~

x,

~

y)

⌘

^Wm⇤
`=1

V|~y|
i=1 fi(~x) ⇡ c`,i

that is a first-order sentence with an explicit finite domain axiom,
so the relevant Herbrand base is finite. Still, reasoning with equality
on the fi is not needed here and we can further simplify the formula
to the equisatisfiable sentence

8~x~y.
⇣�V|~y|

i=1 Ri(~x, yi)
� !  (

~

x,

~

y)

⌘

^Wm⇤
`=1

V|~y|
i=1 Ri(~x, c`,i)

where we replaced the fi by relations Ri without the need to add
further axioms. The transformation preservers satisfiability. Total-
ity of the fi after translation to Ri is guaranteed by the finite do-
main axiom

Wm⇤
`=1

V|~y|
i=1 fi(~x) ⇡ c`,i. If some Ri interpretation

contains more than one value for an ~x assignment, all values ex-
cept one can simply be dropped, preserving satisfiability. This is a
consequence of the fact that all positive fi equational occurrences
(Ri occurrences) are exactly in the finite domain axiom. Eventu-
ally, if  (~x, ~y) does not contain any non-constant function sym-
bols, we moved a separated sentence that would have resulted after
CNF generation in an infinite Herbrand base to a clause set of the
BS(R) Fragment.

The size of the finite domain axiom is worst-case exponential
in the number mCNF of clauses generated out of 8~x9~y. (~x, ~y) by
a CNF procedure without renaming [23]. Thus, if the number of
clauses can be reduced, it improves the size of the finite domain
axiom. Redundant clauses do not contribute to mCNF. For example,
if two clauses subsume each other, only one needs to be considered
for mCNF. Note that mCNF without considering redundancy can be
computed without actually generating the CNF [23]. Renaming,
i.e. the replacement of subformulas via fresh predicates, cannot be
applied for determining mCNF, because it may generate atoms in
which variables ~x and ~y are no longer separated. An analogous
argument holds for the transformation into DNF.

The only formula whose length may grow exponentially in the
length of  (~x, ~y) in the above transformation is the finite domain
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axiom. Instead of adding this axiom to the formula it could as well
be built into a decision procedure for the BS(R) Fragment. Al-
though this is subject to future work, one line of extension for res-
olution refutation building procedures, for example, is to start with
a finite domain axiom for a small number of constants. In case of
a refutation, extend the refutation derivation and the involved finite
domain axiom by literals with further constants, until the overall
limit m⇤|~y| + |consts( )| is reached or a model is found. In case
the finite domain axiom is a priori small, an explicit instantiation of
 (

~

x,

~

y) can support the efficiency of an automated reasoning pro-
cedure. Explicit instantiation is the typical method used by SMT
solvers when confronted with quantification [14]. In general, an ex-
ponential number of domain elements can be necessary for finding
a model of a separated sentence. So the exponential growth cannot
be escaped.

6. Related and Future Work
Dreben and Goldfarb [9] (page 65) extend the Relational Monadic
Fragment to a certain extent in the direction of the BS Fragment
and call the result Initially-extended Essentially Monadic Class. In
essence, they allow constants and discard the restriction to unary
predicate symbols. However, they require that every atom contains
at most one variable (possibly with multiple occurrences). Conse-
quently, their fragment does not fully include BS.

A broad overview over decidable standard fragments of first-
order logic is given in [5]. More recent decidability results are often
formulated as syntactic restrictions on clause sets [11, 19, 29] that
are incomparable to or subsumed by SF.

There is recent work [6, 7, 12, 25, 30] which considers the
BS(R) Fragment in settings beyond pure first-order logic. It might
be of interest to investigate all those combinations and extensions
based on SF instead of the BS(R) Fragment. Furthermore, SF might
also be meaningful to first-order theories over fixed structures such
as arithmetic.

Our results on the complexity of satisfiability of SF sentences
left some gaps open, which remain to be closed in the future. More-
over, the syntactic restrictions on SF sentences may be weakened
and still lead to a decidable fragment.
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[21] M. Löb. Decidability of the monadic predicate calculus with unary
function symbols. J. Symb. Logic, 32:563, 1967.
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Abstract
A non-deterministic recursion scheme recognizes a language of fi-
nite trees. This very expressive model can simulate, among others,
higher-order pushdown automata with collapse. We show decidabil-
ity of the diagonal problem for schemes. This result has several
interesting consequences. In particular, it gives an algorithm that
computes the downward closure of languages of words recognized
by schemes. In turn, this has immediate application to separability
problems and reachability analysis of concurrent systems.

1. Introduction
The diagonal problem is a decision problem with a number of
interesting algorithmic consequences. It is a central subproblem
for computing the downward closure of languages of words [27],
as well as for the problem of separability by piecewise-testable
languages [12]. It is used in deciding reachability of a certain type
of parameterized concurrent systems [25]. In its original formulation
over finite words, the problem asks, for a given set of letters ⌃ and
a given language of words L, whether for every number n there is
a word in L where every letter from ⌃ occurs at least n times. In
this paper, we study a generalization of the diagonal problem for
languages of finite trees recognized by non-deterministic higher-
order recursion schemes.

Higher-order recursion schemes are algorithmically manageable
abstractions of higher-order programs. Higher-order features are
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now present in most mainstream languages like Java, JavaScript,
Python, or C++. Higher-order schemes, or, equivalently, simply
typed lambda-calculus with a fixpoint combinator, are a formalism
that can faithfully model the control flow in higher-order programs.
In this paper, we consider non-deterministic higher-order recur-
sion schemes as recognizers of languages of finite trees. In other
words we consider higher-order OI grammars [13, 22]. This is an
expressive formalism covering many other models such as indexed
grammars [2], ordered multi-pushdown automata [5], or the more
general higher-order pushdown automata with collapse [18] (cf. also
the equivalent model of ordered tree-pushdown automata [7]).

Our main result is a procedure for solving the diagonal problem
for higher-order schemes. This is a missing ingredient to obtain
several new decidability results for this model. It is well-known
that schemes have a decidable emptiness problem [24], and it can
be shown that they are closed under rational linear transductions,
and in particular they form a full trio when restricted to finite
word languages. In this context, a result by Zetzsche [27] entails
computability of the downward closure of languages of words
recognized by higher-order schemes. Moreover, a recent result by
Czerwiński, Martens, van Rooijen, and Zeitoun [11] entails that
the separability by piecewise testable languages is decidable for
languages recognized by higher-order schemes. Finally, a third
example comes from La Torre, Muscholl, and Walukiewicz [25]
showing how to use downward closures to decide reachability in
parameterized asynchronous shared-memory concurrent systems
where every process is a higher-order scheme.

While the examples above show that the diagonal problem is
intimately connected to downward closures1, the computation of
the downward closure is an important problem in its own right.
The downward closure of a language offers an effective abstraction
thereof. Since the subword relation is a well quasi-order [19], the
downward closure of a language is always a regular language de-
termined by a finite set of forbidden patterns. This abstraction is
thus particularly interesting for complex languages, like those not
having a semilinear Parikh image. While the downward closure is
always regular, it is not always possible to effectively construct a
finite automaton for it. This is obviously the case for classes with
undecidable emptiness (since the downward closure preserves empti-
ness), but it is also the case for relatively better behaved classes for
which the emptiness problem is decidable, such as Church-Rosser
languages [14], and lossy channel systems [23].

The problem of computing the downward closure of a language
has attracted a considerable attention recently. Early results show
how to compute it for context-free languages [10, 26] (cf. also
[4]), for Petri-net languages [15], for stacked counter automata

1 In fact, the diagonal problem, separability by piecewise testable languages,
and computing the downward closure are inter-reducible for full trios [12].
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[28], and context-free FIFO rewriting systems and 0L-systems [1].
More recently, Zetzsche [27] has given an algorithm for indexed
grammars, or equivalently for second-order pushdown automata.
Hague, Kochems, and Ong [17] have made an important further
advance by showing how to compute the downward closure of
the language of pushdown automata of arbitrary order. In this
paper, we complete the picture by giving an algorithm for the more
general model of higher-order pushdown automata with collapse
[18]. We use the fact that these automata recognize the same class
of languages as higher-order recursion schemes, and we work with
the latter model instead.

Let us briefly outline our approach. While are mainly interested
in higher-order recursion schemes (HORSes) generating finite
words, for technical reasons we also need to consider narrow trees,
i.e., trees with a bounded number of paths. In this we follow an idea
of Hague et al. [17] who have used this technique for higher-order
pushdown automata (without collapse). For a HORS S and a set
of letters ⌃, the diagonal problem asks whether for every n 2 N
there is a tree generated by S in which every letter from ⌃ appears
at least n times. Our goal is an algorithm solving this problem.
When S is of order 0, we have a regular grammar, for which the
diagonal problem can be solved by direct inspection. For higher
orders, apply a transformation that decreases the order by one. The
order is decreased in two steps. First, we ensure that the HORS
generates only narrow trees: we construct a HORS S 0, of the same
order as S, generating only narrow trees and such that the diagonal
problems for S and S 0 are equivalent. Then, in the narrow HORS
S 0 we lower the order by one: we create a HORS S 00 that is of order
smaller by one than S 0 (but no longer narrow), and such that the
diagonal problems for S 0 and S 00 are equivalent.

While narrowing the HORS is relatively easy to achieve, the
main technical difficulty is order reduction. This point is probably
better explained in terms of higher-order pushdown automata. If a
higher-order pushdown automaton of order n accepts with an empty
stack then an accepting computation has no choice but to pop out
level-n stacks one by one. In other words, for every configuration
the level-n return points are easily predictable. Using this we can
eliminate them obtaining an automaton of order n � 1. When we
allow the collapse operation the situation changes completely: a
configuration may have arbitrary many level-n return points, and
different computations may use different return points.

In this paper we prefer to use HORSes rather than higher-order
pushdown automata with collapse. Our solution resembles the one
from [3], where a word-generating HORS is turned into a tree-
generating HORS of order lower by one, whose frontier language
(the language of words written from left to right in the leaves) is
exactly the language of the original word-generating HORS. If our
narrow trees were of width one (i.e., word-generating), we could
just invoke [3], since their transformation preserves in particular
the cardinality of the produced letters. While in general we need to
handle narrow trees instead of words (a more general input than in
[3]), we only prove that our construction preserves the number of
their occurrences (and not their order, thus having a result weaker
than in [3]). While the two results are thus formally incomparable, it
is worth remarking that our construction does actually preserve the
order of symbols belonging to the same branch of the narrow tree.

After some preliminaries in Section 2, we state formally our
main result and some of its consequences in Section 3. The rest
of the paper is devoted to the proof. In Section 4, we present a
transformation of a scheme to a narrow one that preserves the order,
and in Section 5 we present the reduction of a narrow scheme to
a scheme of a smaller order (but not necessarily narrow). Both
reductions preserve the diagonal problem. Finally, in Section 6, we
conclude with some further considerations. Missing proofs can be
found in the technical report [8].

2. Preliminaries
Higher-order recursion schemes. We use the name “sort” instead
of “simple type” or “type” to avoid confusion with the types
introduced later. The set of sorts is constructed from a unique
basic sort o using a binary operation !. Thus o is a sort, and if
↵,� are sorts, so is ↵ ! �. The order of a sort is defined by:
ord(o) = 0, and ord(↵ ! �) = max(1 + ord(↵), ord(�)).
By convention, ! associates to the right, i.e., ↵ ! � ! � is
understood as ↵ ! (� ! �). Every sort ↵ can be uniquely written
as ↵1 ! ↵2 ! . . . ! ↵

n

! o. The sort o ! · · · ! o ! ↵ with
r occurrences of o is denoted o

r ! ↵, where o

0 ! ↵ is simply ↵.
The set of terms is defined inductively as follows. For each sort

↵ there is a countable set of variables x↵

, y

↵

, . . . and a countable
set of nonterminals A

↵

, B

↵

, . . . ; all of them are terms of sort ↵.
There is also a countable set of letters a, b, . . . ; out of a letter a and
a sort ↵ of order at most 1 one can create a symbol a↵ that is a term
of sort ↵. Moreover, if K and L are terms of sort ↵ ! � and ↵,
respectively, then (K L)

� is a term of sort �. For ↵ = (o

r ! o)

we often shorten a

↵ to a

r , and we call r the rank of ar . Moreover,
we omit the sort annotation of variables, nonterminals, or terms,
but note that each of them is implicitly assigned a particular sort.
We also omit some parentheses when writing terms and denote
(. . . (K L1) . . . Ln

) simply by KL1 . . . Ln

. A term is called closed
if it uses no variables.

We deviate here from usual definitions in the detail that letters
itself are unranked, and thus out of a single letter a one may create a
symbol ar for every rank r. This is convenient for us, as during the
transformations of HORSes described in Sections 4 and 5 we need to
change the rank of tree nodes, without changing their labels. Notice,
however, that in terms a letter is used always with a particular rank.

A higher-order recursion scheme (HORS for short) is a pair
S = (Ainit ,R), where Ainit is the initial nonterminal that is of sort
o, and R is a finite set of rules of the form A

↵

x

↵1
1 . . . x

↵

k

k

! K

o

where ↵ = ↵1 ! · · · ! ↵

k

! o and K is a term that uses only
variables from the set {x↵1

1 , . . . , x

↵

k

k

}. The order of S is defined as
the highest order of a nonterminal for which there is a rule in S . We
write R(S) to denote the set of rules of a HORS S. Observe that
our schemes are non-deterministic in the sense that R(S) can have
many rules with the same nonterminal on the left side. A scheme
with at most one rule for each nonterminal is called deterministic.

Let us now describe the dynamics of HORSes. Substitution is
defined as expected:

A[M/x] = A, a

r

[M/x] = a

r

, x[M/x] = M,

y[M/x] = y if y 6= x, (K L)[M/x] = K[M/x]L[M/x].

We shall use the substitution only when M is closed, so there is no
need to perform ↵-conversion. We also allow simultaneous substitu-
tions: we write K[M1/x1, . . . ,Mk

/x

k

] to denote the simultaneous
substitution of M1, . . . , M

k

respectively for x1, . . . , x
k

. We no-
tice that when the terms M

i

are closed, this amounts to apply the
substitutions [M

i

/x

i

] (with i 2 {1, . . . , k}) in any order.
A HORS S defines a reduction relation !S on closed terms:

(Ax1 . . . x

k

! K) 2 R(S)
AM1 . . . M

k

!S K[M1/x1, . . . ,Mk

/x

k

]

K

l

!S K

0
l

for some l 2 {1, . . . , r} K

i

= K

0
i

for all i 6= l

a

r

K1 . . . K

r

!S a

r

K

0
1 . . . K

0
r

We thus apply some of the rules of S to one of the outermost
nonterminals in the term.

We are interested in finite trees generated by HORSes. A closed
term L of sort o is a tree if it does not contain any nonterminal. A
HORS S generates a tree L from a term K if K !⇤

S L; when we
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do not mention the term K we mean generating from the initial
nonterminal of S. Since a scheme may have more than one rule
for some nonterminals, it may generate more than one tree. We can
view a HORS of order 0 essentially as a finite tree automaton, thus
a HORS of order 0 generates a regular language of finite trees.

Let � be a finite set of symbols of rank 0 (called also nullary
symbols). A tree K is �-narrow if it has exactly |�| leaves, each
of them labeled by a different symbol from �. A HORS is called
�-narrow if it generates only �-narrow trees, and it is called narrow
if it is �-narrow for some �. We are particularly interested in �-
narrow HORSes for |�| = 1; trees generated by them consist of a
single branch and thus can be seen as words.

Transductions. A (bottom-up, nondeterministic) finite tree trans-
ducer (FTT) is a tuple A = (Q,Q

F

, �), where Q is a finite set of
control states, Q

F

✓ Q is the set of final states, and � is a finite set
of transitions of the form

a

r

(p1, x1) . . . (pr, xr

) �! q, t or
p, x1 �! q, t ("-transition)

where a is a letter, p, q, p1, . . . , pr are states, x1, . . . , xr

are vari-
ables of sort o, and t is a term built of variables from {x1, . . . , xk

}
({x1}, respectively) and symbols, but no nonterminals. An FTT A
defines in a natural way a binary relation T (A) on trees [9]. We say
that an FTT is linear if no term t on the right of transitions contains
more than one occurrence of the same variable.

We show that HORSes are closed under linear transductions. The
construction relies on the reflection operation [6], in order to detect
unproductive subtrees. The proof can be found in the technical report
[8].

Theorem 2.1. HORSes are effectively closed under linear tree
transductions.

A family of word languages is a full trio if it is effectively closed
under rational (word) transductions. Since rational transductions on
words are a special case of linear tree transductions, we obtain the
following corollary of Theorem 2.1.

Corollary 2.2. Languages of finite words recognized by HORSes
form a full trio.

3. The Main Result
We formulate the main result and state some of its consequences.

Definition 3.1 (Diagonal problem). For a higher-order recursion
scheme S, and a set of letters ⌃, the predicate Diag⌃(S) holds
if for every n 2 N there is a tree t generated by S with at least
n occurrences of every letter from ⌃. The diagonal problem for
schemes is to decide whether Diag⌃(S) holds for a given scheme
S and a set ⌃.

Theorem 3.1. The diagonal problem for higher-order recursion
schemes is decidable.

Proof. The proof is by induction on the order of a HORS S . It relies
on results from the next two sections. If S has order 0, then S can
be converted to an equivalent finite automaton on trees, for which
the diagonal problem can be solved by direct inspection. For S of
order greater than 0, we first convert S to a narrow HORS S 0such
that Diag⌃(S) holds iff Diag⌃(S 0

) holds (Theorem 4.1). Then,
we employ the construction from Section 5 and obtain a HORS
S 00 of order smaller by 1 than the order of S 0. By Lemmata 5.1
and 5.2: Diag⌃(S 0

) holds iff Diag⌃(S 00
) holds.

The main theorem allows to solve some other problems for
higher-order schemes. The downward closure of a language of words
is the set of its (scattered) subwords. Since the subword relation

is a well quasi-order [19], the downward closure of any language
of words is regular. The main theorem implies that the downward
closure can be computed for HORSes generating languages of finite
words, or, in our terminology, {e0}-narrow HORSes, where e

0 is a
nullary symbol acting as an end-marker.

Corollary 3.2. There is an algorithm that given an {e0}-narrow
HORS S computes a regular expression for the downward closure
of the language generated by S.

Proof. By Corollary 2.2, word languages generated by schemes
are closed under rational transductions. In this case, Theorem 3.1
together with a result of Zetzsche [27] can be used to compute the
downward closure of a language generated by a HORS.

Piecewise testable languages of words are boolean combina-
tions of languages of the form ⌃

⇤
a1⌃

⇤
a2 . . .⌃

⇤
a

k

⌃

⇤ for some
a1, . . . , ak

2 ⌃. Such languages talk about possible orders of occur-
rences of letters. The problem of separability by piecewise testable
languages asks, for two given languages of words, whether there
is a piecewise testable language of words containing one language
and disjoint from the other. A separating language provides a simple
explanation of the disjointness of the two languages [20].

Corollary 3.3. There is an algorithm that given two {e0}-narrow
HORSes decides whether there is a piecewise testable language
separating the languages of the two HORSes.

Proof. This is an immediate consequence of a result of Czerwiński
et al. [12] who show that for any class of languages effectively
closed under rational transductions, the problem reduces to solving
the diagonal problem.

The final example concerns deciding reachability in parameter-
ized asynchronous shared-memory systems [16]. In this model one
instance of a process, called leader, communicates with an undeter-
mined number of instances of another process, called contributor.
The communication is implemented by common registers on which
the processes can perform read and write operations; however, oper-
ations of the kind of test-and-set are not possible. The reachability
problem asks if for some number of instances of the contributor the
system has a run writing a designated value to a register.

Corollary 3.4. The reachability problem for parameterized asyn-
chronous shared-memory systems is decidable for systems where
leaders and contributors are given by {e0}-narrow HORSes.

Proof. La Torre et al. [25] show how to use the downward closure
of the language of the leader to reduce the reachability problem for a
parameterized system to the reachability problem for the contributor.
Being a full trio is sufficient for this reduction to work.

4. Narrowing the HORS
The first step in our proof of Theorem 3.1 is to convert a scheme
to a narrow scheme. The property of being narrow is essential for
the second step, as lowering the order of a scheme works only for
narrow schemes. This approach through narrowing has been used
by Hague et al. [17] for higher-order pushdown automata. Here we
deal with recursion schemes, which are equivalent to higher-order
pushdown automata with collapse.

The idea behind narrowing is quite intuitive. Consider a binary
tree, and suppose that we are interested in the number of occurrences
of a certain letter a, that may appear only in leaves. Consider a path
that, at each node, selects the subtree containing the larger number of
a’s, and let’s label the node by a if the successor of the node that is
not on the path has an a-labeled descendant. Then, if the original tree
had n occurrences of a, then on the selected path we put between
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log n and n labels a. The lower bound holds since, whenever a
subtree is selected, at most half of the a’s is discarded (on the other
subtree), and this happens a number of times equal to the number
of a’s on the resulting path. This observation implies it suffices
to convert a scheme S generating trees to a scheme S 0 generating
all paths (words) in the trees generated by S with the additional
labeling. Then Diag{a}(S) will be equivalent to Diag{a}(S 0

).
The general situation is a bit more complicated since we are

interested in the diagonal problem not just for a single letter, but for
a set of letters ⌃. In this case, different letters may have different
witnessing paths, so S 0 should generate not a single path but a
narrow tree whose number of paths is bounded by |⌃|.

Theorem 4.1. For a HORS S and a set of letters ⌃, one can
construct a set of nullary symbols � of size |⌃| and a �-narrow
HORS S 0 of the same order as S , such that Diag⌃(S) holds if, and
only if, Diag⌃(S 0

) holds.

Proof. We start by assuming that S uses only symbols of rank 2

and 0, where additionally letters from ⌃ appear only in leaves. The
general situation can be easily reduced to this one, by applying a
tree transduction that replaces every node by a small fragment of a
tree built of binary symbols, with the original label in a leaf.

Then, we consider a linear bottom-up transducer A from trees
produced by S to narrow trees. As labels in the resulting trees we
use: (i) new leaf symbols � = {e01, . . . , e0|⌃|}, (ii) unary symbols
a

1 for all a 2 ⌃, and (iii) new auxiliary symbols •k (of rank k � 1).
For each set of letters � ✓ ⌃, A contains a state p?� making sure that
each letter from � occurs at least once in the input tree. Moreover,
for each nonempty set of leaf labels �

0 ✓ �, A contains a state
p�0 that outputs only �

0-narrow trees. The final state of A is p�.
Transitions are as follows:

(Branch) a

2
(p�1 , x1) (p�2 , x2) �! p�1[�2 , •

2
x1 x2 ,

(Leaf) a

0 �! p{e
i1

,...,e

i

k

}, •k ei1 . . . e

i

k

,

(Choose1) a

2
(p�1 , x1) (p

?
�, x2) �! p�1 , a

1
1(· · · (a1

k

x1)) ,

(Choose2) a

2
(p

?
�, x1) (p�2 , x2) �! p�2 , a

1
1(· · · (a1

k

x2)) .

where �1 and �2 are disjoint subsets of �, where i1 < · · · < i

k

,
and where � = {a1, . . . , ak

} ✓ ⌃. Intuitively, rules of types
(Branch) and (Leaf) make sure that we output narrow trees, and
rules of types (Choose

i

) select a branch and output (only) letters
that appear at least once in the discarded subtree. States p?� check
that each letter in � occurs at least once, as follows:

(Check2) a

2
(p

?
�1
, x1) (p

?
�2
, x2) �! p

?
�1[�2

, e

0
1

(Check0) a

0 �! p

?
{a}, e

0
1

The set T (p

?
�)({t}) is either a single leaf or ;, depending on whether

t satisfies the condition or not. The choice of e01 on the right side of
the transitions is not important, since, in the way states p?� are used,
it only matters whether the input can be successfully parsed, and not
what the output actually is.

It is clear that the image of state p�0 is always a language of
�

0-narrow trees. Correctness follows from the following claim.

Claim. Let t be an input tree. Then, (i) if t has at least n occurrences
of every letter a 2 ⌃, then T (A)(t) contains a tree with at least
log n occurrences of every letter a 2 ⌃, and (ii) if T (A)(t) contains
a tree with at least n occurrences of every letter a 2 ⌃, then t has
at least n occurrences of every letter a 2 ⌃.

To conclude the proof, let T be the transduction T (A) realized
by A. By Theorem 2.1, there exists a HORS S 0 of the same order as
S with L(S 0

) = T (L(S)). First, it is clear that L(S 0
) is a language

of �-narrow trees. Second, thanks to the claim above, Diag⌃(S)
holds if, and only if, Diag⌃(S 0

) holds.

5. Lowering the Order
Let S be a �-narrow HORS of order k � 1, and let ⌃ be a finite
set of letters. The goal of this section is to construct a HORS S 0 of
order k � 1 s.t. Diag⌃(S) holds if and only if Diag⌃(S 0

) holds.
Let • be a fresh letter, not used in S , and not in ⌃. We will use it

to label auxiliary nodes of trees generated by S 0. We say that two
trees K1, K2 are equivalent if, for each letter a 6= •, they have
the same number of occurrences of a. The resulting HORS S 0 will
have the property that for every tree generated by S there exists
an equivalent tree generated by S 0, and for every tree generated
by S 0 there exists an equivalent tree generated by S. Then surely
Diag⌃(S) holds if and only if Diag⌃(S 0

) holds.
Let us explain the idea of lowering the order of a scheme on two

simple examples. Consider the following transformation on sorts
that removes arguments of sort o:

o#= o, and (� ! �)#=
(
� # if � = o,
(� #) ! (� #) otherwise.

We have that the order of ↵# is max(0, ord(↵)� 1).
Very roughly our construction will take a scheme and produce a

scheme of a lower order by changing every nonterminal of sort ↵ to a
nonterminal of sort ↵#. This is achieved by outputting immediately
arguments of sort o instead of passing them to nonterminals.

Example 1. Consider the scheme

S ! F e

0
, F x ! x, F x ! F (b

1
x) .

This scheme generates words of the form (b

1
)

n

e

0. It can be trans-
formed to an equivalent scheme:

S

0 ! •2

F

0
e

0

F

0 ! •0 F

0 ! •2

F

0
b

0

where we have used a graphical notation for terms; in standard
notation the first rule would be S

0 ! •2 F 0
e

0. Now both b and e

are used with rank 0; we have also used auxiliary symbols •2 and
•0. Observe that the new scheme has smaller order as the sorts of S0

and F

0 are o. The new scheme is equivalent to the initial one since
a derivation of (b1)ne0 can be matched by the derivation of a tree
with one e

0 and b

0 appearing n times:

•2

•2

•2

•2

•0 b

0

b

0

b

0

e

0

n

Example 2. Let us now look at a more complicated example. This
time we take the following scheme of order 2:

S ! F b

1
e

0
, F g x ! g x, F g x ! a

1
(F (B g) (c

1
x)),

B g x ! b

1
(g x) .

Here g has sort o ! o, and x has sort o. This scheme generates
words of the form (a

1
)

n

(b

1
)

n+1
(c

1
)

n

e

0. We transform it into a
scheme of order 1:

S

0 ! •2

F

0
b

0
e

0

F

0
g

0 ! g

0

F

0
g

0 ! •3

a

0
F

0
(B

0
g

0
)

c

0

B

0
g

0 ! •2

b

0
g

0
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The latter scheme generates trees of the form:
•2

•3

a

0

•3

a

0
t

n

b

c

0

c

0

e

0

n

t

n

b

= •2

b

0 •2

b

0 •2

b

0
b

0

n

The intuition behind the above two examples is as follows.
Consider some closed term K of sort o, and its subterm L of sort o.
In a tree generated by K, the term L will be used to generate some
subtrees. Take a tree where L generates exactly k subtrees. Then
we can create a new term starting with a symbol •k+1: in the first
subtree we put K with L replaced by •0, and in the k remaining
subtrees we put L. From this new term we can generate a tree similar
to the initial one: the subtrees generated by L are moved closer to the
root, but the multisets of letters appearing in the tree do not change.
We do this with every subterm of sort o on the right hand side of
every rule of S. In the obtained system, whenever an argument has
sort o then it is •0. Because of this, we can just drop arguments of
sort o. This is what our translation ↵ # on sorts does, and this is
what happens in the two examples above. Since the original schemes
from the two examples generated words, and all arguments were
eventually used to generate a subword, for every subterm of sort o
the multiplication factor k was always 1.

The crucial part of this argument was the information on the
number of times L will be used in K. This is the main technical
problem we need to address. We propose a special type system for
tracking the use of closures of sort o. It will non-deterministically
guess the number of usages, and then enforce derivations that
conform to this guess. The reason why such a finite type system can
exist is that S is ⌃0-narrow, which, in turn, implies that L can be
used to generate at most |⌃0| subtrees of a tree.

In the sequel we assume w.l.o.g. that in S the only rule from
the initial nonterminal is Ainit ! Ae

0
1 . . . e

0
|�| (for some non-

terminal A) where � = {e01, . . . , e0|�|}, and no other rule uses
a nullary symbol nor the initial nonterminal Ainit . To ensure this
condition, we perform the following simple transformation of the
HORS. Every rule B x1 . . . x

k

! K in R(S) is replaced by
B y1 . . . y|�| x1 . . . x

k

! K

0, where K

0 is obtained by replac-
ing in K every use of a symbol e0

i

2 � by y

i

, and every use of
a nullary symbol not being in � by an arbitrary y

i

(this symbol
anyway does not appear in any tree generated by S), and every
use of a nonterminal C by C y1 . . . y|�| (the sort of every nonter-
minal is changed from ↵ to o

|�| ! ↵). Additionally a new rule
Ainit ! Ae

0
1 . . . e

0
|�| is added, where Ainit is a fresh nonterminal

that becomes initial, and A is the nonterminal that was initial pre-
viously. It is easy to see that this transformation does not change the
set of generated trees. It also does not increase the order, since in
this section we assume that S has order at least 1.

5.1 Type System
We now present a type system whose main purpose is to track nullary
symbols that eventually will end as leaves of a generated tree. The
type of a term will say which nullary symbols are already present in
the term and which will come from each of its arguments.

For every sort ↵ = (↵1 ! · · · ! ↵

k

! o) we define the
set T ↵ of types of sort ↵ and the set LT ↵ of labeled types of
sort ↵ by induction on ↵. Labeled types in LT ↵ are just pairs
(S, ⌧) 2 P(�)⇥ T ↵, where if ↵ = o we require that S 6= ;. The
support of a set ⇤ of labeled types is the subset ⇤ 6=; of its elements
(S, ⌧) 2 ⇤ with S 6= ;. A set of labeled types ⇤ is separated if
there are no two distinct (S, ⌧) and (S

0
, ⌧

0
) in ⇤ s.t. S \ S

0 6= ;.
Types in T ↵ are of the form ⇤1 ! · · · ! ⇤

k

! r, where r is a

distinguished type corresponding to sort o, ⇤
i

is a subset of LT ↵

i

for each i 2 {1, . . . , k} s.t. {⇤ 6=;
1 , . . . ,⇤

6=;
k

} are pairwise disjoint
and ⇤1[ · · ·[⇤

k

is separated. Let us emphasize that ⇤
i

for ↵
i

= o

can only contain pairs (S, ⌧) with S 6= ;. We fix some (arbitrary)
order < on elements of LT ↵ for every sort ↵.

Types do not describe all the possible trees generated by a term,
but rather restrict the generating power of a term. Intuitively, a
labeled type (S0, r) assigned to a closed term of sort o says that we
are interested in generating trees that are S0-narrow. A functional
type (S0,⇤ ! ⌧) says that the term becomes of type (S, ⌧) when
taking an argument that will be used only with labeled types from
⇤. Here, S equals S0 plus the symbols S1 [ · · · [ S

k

generated by
an argument of type ⇤ = {(S1, ⌧1), . . . , (Sk

, ⌧

k

)}.
A type environment � is a set of bindings of variables of the

form x

↵

: �, where � 2 LT ↵; we may have multiple bindings
x

↵

: �1, . . . , x
↵

: �

n

for the same variable (which we also
abbreviate as x

↵

: {�1, . . . ,�n

}), however {�1, . . . ,�n

} must
be separated in the sense above. A type judgment is of the form
� ` M

↵

: �, where again � 2 LT ↵.
The rules of the type system are given in Figure 1. A derivation

is a tree whose nodes are labeled by type judgments constructed
according to the rules of the type system (we draw a parent below
its children, unlikely the usual convention for trees). For the proof it
will be convenient to assume that a derivation is an ordered tree: in
the application rule the premise with L is the first sibling followed
by the premises with M ordered using our fixed ordering on (S

i

, ⌧

i

),
without repetitions. We say that D is a derivation for � ` M : �, or
that D derives � ` M : �, if this type judgment labels the root of
D. All the nodes of derivations are required to be labeled by valid
type judgments, thus all the restrictions on types from the definition
of T ↵ stay in force; in particular, in the application rule for LM ,
the sets S1, . . . , Sk

are disjoint.

5.2 Transformation
Once we have the type system, we can show how the HORS S is
transformed into the HORS S 0.

A term of type ⌧ will be transformed into a term of sort tr(⌧).
This sort is defined by induction on the structure of ⌧ , as follows:

•
tr(r) = o, and

• if ⌧ = (⇤ ! ⌧

0
) 2 T ↵!� with ⇤ = {(S1, ⌧1) < . . . <

(S

k

, ⌧

k

)}, then we have

tr(⌧) =

⇢
tr(⌧1) ! · · · ! tr(⌧

k

) ! tr(⌧

0
) if ↵ 6= o,

tr(⌧

0
) if ↵ = o.

We see that if ⌧ 2 T ↵, then ord(tr(⌧)) = max(0, ord(↵) � 1).
This translation is a refined version of the translation ↵# on sorts
that we have seen earlier in the examples.

The nonterminals of S 0 will be the nonterminals of S labeled
with types. For every nonterminal A from S , of some sort ↵, and for
every ⌧ such that (;, ⌧) 2 LT ↵, in S 0 we consider a nonterminal
A�

⌧

of sort tr(⌧). Moreover, for every variable x used in S, being
of some sort ↵ 6= o, and for every � = (S, ⌧) 2 LT ↵, in S 0 we
consider a variable x�

�

of sort tr(⌧).
Before defining the rules of S 0, we need to explain how to trans-

form terms to match the transformation on types. This transforma-
tion is guided by derivations. We define a term tr(D), where D is a
derivation for � ` K : �, as follows:

• If K = a

r is a symbol, then tr(D) = a

0.
• If K = x

↵ is a variable, then tr(D) = •0 if ↵ = o, and
tr(D) = x�

�

otherwise.
• If K = A is a nonterminal, then tr(D) = A�

⌧

provided that
� = (;, ⌧).
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�, x : � ` x : � � ` A : (;, ⌧)
� ` a

0
: ({a0}, r)

r � 1

� ` a

r

: (;, {(S1, r)} ! · · · ! {(S
r

, r)} ! r)

� ` L : (S0, {(S1, ⌧1), . . . , (Sk

, ⌧

k

)} ! ⌧) � ` M : (S

i

, ⌧

i

) for each i 2 {1, . . . , k}
� ` LM : (S0 [ S1 [ · · · [ S

k

, ⌧)

provided that S0 \ (S1 [ · · · [ S

k

) = ;

Figure 1. Type system for tracing nullary symbols in a term

� ` b

1
: (;, {(e, r)} ! r)

� ` g : (;, {(e, r)} ! r) � ` x : (e, r)

� ` g x : (e, r)

� ` b

1
(g x) : (e, r)

Figure 2. An example derivation

• Suppose that K = LM is an application. Then in D we have a
subtree D0 deriving � ` L : (S0,⇤ ! ⌧), where ⇤ = {�1 <

· · · < �

k

}, and for each i 2 {1, . . . , k} a subtree D

i

deriving
� ` M : �

i

. If the sort of M is o, then we take tr(D) =

tr(D0); otherwise, tr(D) = tr(D0) tr(D1) . . . tr(Dk

).

We notice that for � = (S, ⌧) the sort of tr(D) is indeed tr(⌧).
We see that arguments of sort o are ignored while transforming

an application. Because of that, we need to collect the result of the
transformation for all those subtrees of the derivation that describe
terms of sort o. This is realized by the trcum operation that returns
a list of terms of sort o. When D is a derivation for a term of
sort ↵, and subtrees of D starting in the children of the root are
D1, . . . , Dm

, then

trcum(D) =

⇢
tr(D); trcum(D1); . . . ; trcum(D

m

) if ↵ = o,

trcum(D1); . . . ; trcum(D

m

) otherwise.

For a list R1; . . . ;Rk

of terms of sort o, let us define the term
merge(R1; . . . ;Rk

) as •k R1 . . . R

k

. Finally, for a substitution
⌘, and a list of terms list we write list [⌘] for the list where the
substitution is performed on every term of the list .

Example 3. To see an example of such a translation take the term
b

1
(g x) that is on the right side of the rule for B in Example 2. For

readability of types, we write (e, r) instead of ({e0}, r). We take
an environment � ⌘ x : (e, r), g : (;, {(e, r)} ! r) and consider
the derivation presented in Figure 2. Calling this derivation D, we
have tr(D) = b

0 and trcum(D) = b

0
; g�(;,{(e,r)}!r); •0. Finally,

merge(trcum(D)) = •3 b0 g�(;,{(e,r)}!r) •0 is the (slightly per-
turbed) result of the transformation of the rule for B in Example 2.

The new HORS S 0 is created as follows. The rule Ainit !
Ae

0
1 . . . e

0
|�| from the initial nonterminal of S is replaced by

Ainit ! merge(A

⌧0 ; e
0
1; . . . ; e

0
|�|) where ⌧0 = {({e01}, r)} !

· · · ! {({e0|�|}, r)} ! r. For every other rule of S of the form
A

↵

x

↵1
1 . . . x

↵

k

k

! K we create a rule in S 0 for every derivation
of K. More precisely, for each i 2 {1, . . . , k} consider the
(separated) set of labeled types ⇤

i

= {�
i,1 < · · · < �

i,n

i

}, where
�

i,j

= (S

i,j

, ⌧

i,j

) for every i, j. For every derivation D of the form
x1 : ⇤1, . . . , xk

: ⇤

k

` K : (

S
i2{1,...,k}

S
j2{1,...,n

i

} Si,j

, r) we
create a rule

A

⌧

x1 . . . x

k

! merge(trcum(D)) ,

where ⌧ = (⇤1 ! · · · ! ⇤

k

! r) 2 T ↵, and x

i

denotes
x

i

�
�

i,1
. . . x

i

�
�

i,n

i

if ↵
i

6= o, and the empty sequence of variables
if ↵

i

= o (for i 2 {1, . . . , k}).
The correctness of the transformation is described by the fol-

lowing two lemmata, which are proved in the next two subsections.

Their statements refer to the notion of equivalence introduced at the
beginning of this section.

Lemma 5.1 (Soundness). For every tree generated by S 0 there
exists an equivalent tree generated by S.

Lemma 5.2 (Completeness). For every tree generated by S there
exists an equivalent tree generated by S 0.

5.3 Soundness
To prove Lemma 5.1, we follow a sequence of reductions of S 0,
and we construct corresponding reductions of S. We however need
to assume that the sequence of reductions in S 0 is leftmost. We
write P !lf

S0 P

0 to denote that this is the leftmost reduction: in
•k P1 . . . P

k

we can reduce inside P

i

only when in P1, . . . , Pi�1

there are no more nonterminals. Not surprisingly, the order of
reductions does not influence the final result, as stated in the
following lemma.

Lemma 5.3. Suppose that a tree Q can be reached from a term P

using some sequence of reductions of S 0. Then Q can be reached
from P using a sequence of reductions of S 0 of the same length in
which all reductions are leftmost.

We need to generalize the definition of equivalence from trees to
(lists of) terms of sort o possibly containing nonterminals. We say
that two lists of terms of sort o are merge-equivalent if one can be
obtained from the other by:

• permuting its elements,
• adding or removing the •0 term,
• merging/unmerging some list elements using the symbol •k.

The following property of merge-equivalent lists should be clear.

Lemma 5.4. Let list and list

0 be two merge-equivalent lists of
terms of sort o. Suppose that a tree Q can be generated by S 0 from
merge(list). Then some tree Q

0 equivalent to Q can be generated
by S 0 from merge(list

0
) using a sequence of reductions of the same

length.

The next lemma contains an important observation, needed later
in the proof of Lemma 5.6.

Lemma 5.5. If D derives ` K : (;, ⌧), then trcum(D) is empty.

Proof. By induction on the structure of D. Recall that LT o does not
contain pairs with ; on the first coordinate, so the sort of K is not o,
and thus trcum(D) is defined as the concatenation of trcum(·) for
the subtrees of D starting in the children of the root. When D con-
sists of a single node, we immediately have that trcum(D) is empty.
Otherwise K = LM , and the subtrees of D starting in the children
of the root are D0 deriving ` L : (S0, {(S1, ⌧1), . . . , (Sk

, ⌧

k

)} !
⌧) and D

i

deriving ` M : (S

i

, ⌧

i

) for i 2 {1, . . . , k}. Since
; = S0 [ · · · [ S

k

, we have S

i

= ; for every i 2 {0, . . . , k}. The
induction assumption implies that trcum(D

i

) is empty for every
i 2 {0, . . . , k}, and thus trcum(D) is empty.
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Before relating reductions in the HORSes, we analyze what
happens during a substitution.

Lemma 5.6. Consider a derivation D

K

for � ` K

↵

K

: (S, ⌧).
Suppose all bindings for a variable x

↵

x in � are (x : �1), . . . , (x :

�

k

), where �1 < · · · < �

k

, and ({�1, . . . ,�k

} ! r) is a type in
T ↵

x

!o. Suppose also that we have a closed term N

↵

x with, for
every i = 1, . . . , k, a derivation D

i

for ` N : �

i

. Then there is
a derivation D

0 for � ` K[N/x] : (S, ⌧) such that trcum(D

0
) is

merge-equivalent to trcum(D

K

)[⌘]; trcum(D

i1); . . . ; trcum(D

i

m

)

where ⌘ = (tr(D1)/x�
�1
, . . . , tr(D

k

)/x�
�

k

), and i1 < · · · < i

m

are those among i 2 {1, . . . , k} for which in D

K

there is
a node labeled by � ` x : �

i

. Moreover, if ↵

K

6= o then
tr(D

0
) = tr(D

K

)[⌘].

Proof. Induction on the structure of K. We consider three cases.
The trivial case is when K is a nonterminal, or a symbol, or a

variable other than x. Then K[N/x] = K, so as D

0 we can take
D

K

. Notice that we have m = 0 and that the substitution ⌘ does
not change neither trcum(D

K

) nor tr(D
K

) since variables x�
�

i

do
not appear in these terms.

Another easy case is when K = x, and thus (S, ⌧) = �

l

for
some l 2 {1, . . . , k}. We have m = 1, and i1 = l, and K[N/x] =

N . The required derivation D

0 is obtained from D

l

by prepending
the type judgment in every its node by the type environment �.
Clearly D

0 remains a valid derivation, and tr(D

0
) = tr(D

l

) and
trcum(D

0
) = trcum(D

l

). We see that trcum(D

K

) is either the
empty list (when ↵

K

6= o) or •0 (when ↵

K

= o), so attaching
trcum(D

K

)[⌘] does not change the class of merge-equivalence. If
↵

K

6= o, we have tr(D

K

)[⌘] = x�
�

l

[⌘] = tr(D

l

).
A more involved case is when K = L

↵

L

M

↵

M . Then in
D

K

, below its root, we have a subtree C0 deriving � ` L :

(S0, {(S1, ⌧1), . . . , (Sn

, ⌧

n

)} ! ⌧), and for each j 2 {1, . . . , n}
a subtree C

j

deriving � ` M : (S

j

, ⌧

j

), where (S1, ⌧1) < · · · <
(S

n

, ⌧

n

), and S0 \ (S1 [ · · · [ S

n

) = ;, and S = S0 [ · · · [ S

n

.
We apply the induction assumption to all these subtrees, obtaining a
derivation C

0
0 for � ` L[N/x] : (S0, {(S1, ⌧1), . . . , (Sn

, ⌧

n

)} !
⌧) and for each j 2 {1, . . . , n} a derivation C

0
j

for � ` M [N/x] :

(S

j

, ⌧

j

). We compose these derivations into a single derivation D

0

for � ` K[N/x] : (S, ⌧) using the application rule. It remains to
prove the required equalities about trcum and tr .

Let us first see that tr(D0
) = tr(D

K

)[⌘] (not only if ↵
K

6= o,
but also if ↵

K

= o). From the induction assumption we know
that tr(C0

0) = tr(C0)[⌘], as surely ↵

L

6= o. If ↵

M

= o, we
simply have tr(D

0
) = tr(C

0
0) and tr(D

K

) = tr(C0), so clearly
tr(D

0
) = tr(D

K

)[⌘] holds. If ↵

M

6= o, from the induction
assumption we also know that tr(C

0
j

) = tr(C

j

)[⌘] for every
j 2 {1, . . . , n}; we have tr(D

0
) = tr(C

0
0) tr(C

0
1) . . . tr(C

0
n

)

and similarly tr(D

K

) = tr(C0) tr(C1) . . . tr(Cn

), so we also
obtain tr(D

0
) = tr(D

K

)[⌘].
Next, we prove that trcum(D

0
) is merge-equivalent to the

list trcum(D

K

)[⌘]; trcum(D

i1); . . . ; trcum(D

i

m

). For each j 2
{0, . . . , n}, let i

j,1 < · · · < i

j,m

j

be those among i 2 {1, . . . , k}
for which in C

j

there is a node labeled by � ` x : �

i

. By
definition trcum(D

0
) consists of trcum(C

0
j

) for j 2 {0, . . . , n},
and if ↵

K

= o then also of tr(D

0
). Similarly, trcum(D

K

)[⌘]

consists of trcum(C0)[⌘]; . . . ; trcum(C

n

)[⌘], and of tr(D
K

)[⌘] if
↵

K

= o. We have already shown that tr(D0
) = tr(D

K

)[⌘]. The
induction assumption implies that trcum(C

0
j

) is merge-equivalent
to trcum(C

j

)[⌘]; trcum(D

i

j,1); . . . ; trcum(D

i

j,m

j

) for each j 2
{0, . . . , n}. It remains to observe that the concatenation of the lists
trcum(D

i

j,1); . . . ; trcum(D

i

j,m

j

) for j 2 {0, . . . , n} is merge-
equivalent to trcum(D

i1); . . . ; trcum(D

i

m

). By definition every
i

j,l

equals to some i

l

0 and every i

l

equals to some i

j,l

0 ; the only
question is about duplicates on these lists. Let us write �

i

= (T

i

,�

i

)

for every i 2 {1, . . . , k}. When some i

l

is such that T
i

l

= ;, then
the list trcum(D

i

l

) is empty (Lemma 5.5), so anyway we do not
have to care about duplicates. On the other hand, when T

i

l

6= ; and
a node labeled by � ` x : �

i

l

appears in some C

j

, then T

i

l

✓ S

j

.
Since the sets S0, . . . , Sn

are disjoint, such node appears in C

j

only
for one j, and thus such i

l

equals to only one among the i

j,l

0 ’s.

We can now formulate and prove the key lemma of this section,
allowing us to simulate a single step of S 0 by a single step of S.

Lemma 5.7. Let D be a derivation for ` L : (S, r), where L does
not contain the initial nonterminal of S . If merge(trcum(D)) !lf

S0

P , then there exists a term L

0 and a derivation D

0 for ` L

0
: (S, r)

such that L !S L

0 and trcum(D

0
) is merge-equivalent to P .

Proof. We proceed by induction on the structure of L.
Suppose first that L = a

r

M1 . . . M

r

(where surely r � 1).
Then D starts with a sequence of r application rules followed
by a single-node derivation for ` a

r

: (;, {(S1, r)} ! · · · !
{(S

r

, r)} ! r), and by derivations D
i

for ` M

i

: (S

i

, r), for each
i 2 {1, . . . , r}. In particular, S1, . . . , Sr

are disjoint and their union
is S. It holds that trcum(D) = (a

0
; trcum(D1); . . . ; trcum(D

r

)).
The reduction merge(trcum(D)) !lf

S0 P concerns one of terms
on one of the lists trcum(D

i

), and thus we can write P =

merge(a

0
; list

0
1; . . . ; list

0
r

), where for some l 2 {1, . . . , r} we
have merge(trcum(D

l

)) !lf
S0 merge(list

0
l

), and trcum(D

i

) =

list

0
i

for i 6= l. We apply the induction assumption to M

l

, obtain-
ing a term M

0
l

and a derivation D

0
l

for ` M

0
l

: (S

l

, r) such that
M

l

!S M

0
l

and that trcum(D

0
l

) is merge-equivalent to list

0
l

. Tak-
ing D

0
i

= D

i

and M

0
i

= M

i

for i 6= l, and L

0
= a

r

M

0
1 . . . M

0
r

,
we have L !S L

0. Out of a node labeled by ` a

r

: (;, {(S1, r)} !
· · · ! {(S

r

, r)} ! r) and of derivations D

0
i

for i 2 {1, . . . , r}
we compose a derivation D

0, using the application rule r times.
We have trcum(D

0
) = (a

0
; trcum(D

0
1); . . . ; trcum(D

0
r

)), and thus
trcum(D

0
) is merge-equivalent to P .

The remaining possibility is that L = AN

↵1
1 . . . N

↵

k

k

. Then D

starts with a sequence of application rules ending in a single-node
derivation for ` A : (;, ⌧) with ⌧ = {�1,1, . . . ,�1,n1} ! . . . ,!
{�

k,1, . . . ,�k,n

k

} ! r, and in derivations D
i,j

for ` N

i

: �

i,j

, for
each i 2 {1, . . . , k}, j 2 {1, . . . , n

i

}. Suppose �
i,1 < · · · < �

i,n

i

for every i 2 {1, . . . , k}, and �

i,j

= (S

i,j

, ⌧

i,j

) for every i, j.
Since we consider the leftmost reduction of merge(trcum(D)),
it necessarily concerns its part tr(D) (which is the first term in
the list trcum(D)), that consists of the nonterminal A�

⌧

to which
some of the terms tr(D

i,j

) are applied (namely, terms tr(D

i,j

)

for those i for which ↵

i

6= o). This reduction uses some rule
A

⌧

x1 . . . x

k

! merge(trcum(D

K

)), where in S we have a rule
Ax1 . . . x

k

! K, and we have a derivation D

K

for � ` K :

(S, ⌧) with � =

S
i2{1,...,k}

S
j2{1,...,n

i

}{xi

: �

i,j

}, and where
x

i

denotes x
i

�
�

i,1
. . . x

i

�
�

i,n

i

if ↵
i

6= o and the empty sequence
of variables if ↵

i

= o (for i 2 {1, . . . , k}).
As L0 we take the result of applying the rule Ax1 . . . x

k

! K

to L, i.e. L0
= K[N1/x1, . . . , Nk

/x

k

]. To construct a derivation
for it, we construct derivations D

i,K,

for K[N1/x1, . . . , N/x

i

], for
i = 1, . . . , k. We take D0,K = D

K

. To obtain D

i,K

we apply
Lemma 5.6 to N

i

, D
i�1,K and D

i,1, . . . , Di,n

i

. The derivation
D

k,K

derives � ` L

0
: (S, r). Let D0 be the derivation for ` L

0
:

(S, r) obtained from D

k,K

by removing the type environment �
from type judgments in all its nodes; we obtain a valid derivation
since L

0 is closed.
It remains to see that trcum(D

0
) is merge-equivalent to P . Let

list be the concatenation of lists trcum(D

i,j

) for all i 2 {1, . . . , k},
j 2 {1, . . . , n

i

} and let Q = merge(trcum(D

K

))[⌘1, . . . , ⌘k]

where ⌘

i

= (tr(D

i,1)/xi

�
�

i,1
, . . . , tr(D

i,n

i

)/x

i

�
�

i,n

i

) for i 2
{1, . . . , k}; we see that Q is the result of applying the considered
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rule to tr(D) (substitutions ⌘

i

for i such that ↵

i

= o can be
skipped, since anyway variables x

i

�
�

i,j

for such i do not appear
in tr(D

K

)). For i 2 {1, . . . , k}, let j

i,1 < · · · < j

i,m

i

be
those among j 2 {1, . . . , n

i

} for which in D

K

there is a node
labeled by � ` x : �

i,j

. By definition trcum(D) = (tr(D); list),
and thus P = merge(Q; list). On the other hand Lemma 5.6
says that trcum(D

0
) is merge-equivalent to Q; list

0, where list

0

is the concatenation of trcum(D

i,j1); . . . ; trcum(D

i,j

m

i

) for i 2
{1, . . . , k}. We notice, however, that list = list

0. Indeed, if
S

i,j

= ; for some i, j, then trcum(D

i,j

) is empty by Lemma
5.5. Suppose that S

i,j

6= ;. The rules of the type system ensure
that the subset of � in the root of D

K

(that is S) is the union of
those subsets in all leaves of D

K

. We have assumed that symbols
from � do not appear in K (they are allowed to appear only in
the rule from the initial nonterminal). Moreover, S

i,j

✓ S, and all
other sets S

i

0
,j

0 are disjoint from S

i,j

(by the definition of types).
Thus necessarily a node labeled by � ` x

i

: �

i,j

appears in D

K

(this is the only way the elements of S
i,j

can be introduced in S).
This means that our j is listed among j

i,1, . . . , ji,m
i

, and hence
trcum(D

i,j

) appears in list

0. This proves that list = list

0, and in
consequence that trcum(D

0
) is merge-equivalent to P .

Lemma 5.8. Let D be a derivation for ` L : (S, r) such that
merge(trcum(D)) is a tree. Then L is a tree, and is equivalent to
merge(trcum(D)).

Proof. Induction on the structure of L. If L was of the form
AM1 . . . M

k

, then in D we would necessarily have a node for
the nonterminal A, which would imply that merge(trcum(D))

is not a tree, i.e., it contains a nonterminal. Thus L is of the
form a

r

M1 . . . M

r

. Looking at the type system we notice that
D necessarily starts with a sequence of r application rules followed
by a single-node derivation for ` a

r

: (S0, ⌧0), and derivations D
i

for ` M

i

: (S

i

, r), for i 2 {1, . . . , r}. Recall that trcum(D) =

(a

0
; trcum(D1); . . . ; trcum(D

r

)). For i 2 {1, . . . , r} we know
that merge(trcum(D

i

)) is a tree; the induction assumption implies
that M

i

is a tree, and is equivalent to merge(trcum(D

i

)). It follows
that L is a tree, and is equivalent to merge(trcum(D)).

Corollary 5.9. Let D be a derivation for ` L : (S, r), where L

does not contain the initial nonterminal. If a tree Q can be generated
by S 0 from merge(trcum(D)), then a tree equivalent to Q can be
generated by S from L.

Proof. Induction on the smallest length of a sequence of reductions
merge(trcum(D)) !⇤

S0 Q. If this length is 0, we apply Lemma
5.8. Suppose that the length is positive. Thanks to Lemma 5.3 we
can write merge(trcum(D)) !lf

S0 P !⇤
S0 Q (without changing

the length of the sequence of reductions). Using Lemma 5.7 we
obtain a term L

0 and a derivation D

0 for ` L

0
: (S, r) such that

L !S L

0 and that trcum(D

0
) is merge-equivalent to P . The initial

nonterminal does not appear in L

0 since by assumption it does
not appear on the right side of any rule. Because P !⇤

S0 Q, by
Lemma 5.4 we also have a sequence of reductions of the same length
merge(trcum(D

0
)) !⇤

S0 Q

0 to some tree Q

0 equivalent to Q; to
this sequence of reductions we apply the induction assumption.

Proof of Lemma 5.1. Let n = |�|. Consider the rule Ainit !
Ae

0
1 . . . e

0
n

from the initial nonterminal of S . Let D be a derivation
for ` Ae

0
1 . . . e

0
n

: (�, r) that consists of a node labeled by
`A : (;, ⌧) with ⌧ = {({e01}, r)}! . . .!{({e0

n

}, r)}!r, and of
nodes labeled by `e0

i

: ({e0
i

}, r) for i 2 {1, . . . , n}, joined together
by application rules. We see that trcum(D) = (A

⌧

; e

0
1; . . . ; e

0
n

).
Take a tree Q generated by S 0. Since the only rule of S 0 from the

initial nonterminal is Ainit ! merge(A

⌧

; e

0
1; . . . ; e

0
n

), the tree Q

is generated by S 0 also from merge(trcum(D)). By Corollary 5.9

a tree Q

0 equivalent to Q can be generated by S from Ae

0
1 . . . e

0
n

,
and thus also from the initial nonterminal.

5.4 Completeness
The proof of Lemma 5.2 is similar to the one of Lemma 5.1; we
just need to proceed in the opposite direction. Namely, we take
a sequence of reductions of S finishing in a finite tree, and then
working from the end of the sequence we construct backwards a
sequence of reductions of S 0.

There is one additional difficulty that was absent in the pre-
vious subsection: we need some kind of uniqueness of deriva-
tions. Indeed, while proceeding forwards from AN1 . . . N

k

to
K[N1/x1, . . . , Nk

/x

k

], we take a derivation for N1 from the sin-
gle place where N1 appears in the first term, and we put it in multiple
places where N1 appears in the second term. This time we proceed
backwards, so there are multiple places in the second term where
we have a derivation for N1. Our type system can accommodate dif-
ferent derivations for the occurrences of N1 having different types,
but for each type we have to ensure that in different occurrences of
N1 with this type the derivations are the same. Because of that we
only consider maximal derivations.

A derivation D is called maximal if for every internal node of D
the following holds: if the label of this node is � ` LM : (S, ⌧) and
it is possible to derive � ` M : (;,�) for some �, then necessarily
this node has a child labeled by � ` M : (;,�). The following two
lemmata say that it is enough to consider only maximal derivations,
and that maximal derivations are unique if we restrict ourselves to
labeled types with empty subset of �. We will see later that for
other types the multiple occurrence problem mentioned above does
not occur.

Lemma 5.10. If ` K : (S, ⌧) can be derived, then it can be derived
by a maximal derivation.

Proof. Let ⌧ = ⇤1! . . .!⇤

n

!r and suppose D is a derivation
for ` K

↵

: (S, ⌧). We prove a stronger statement: if T1, . . . , Tn

are
such that ⌧ 0

= ((⇤1[({;}⇥T1)) ! . . .! (⇤

n

[({;}⇥T

n

)) ! r)

is a type in T ↵ then there exists a maximal derivation D

0 for
` K : (S, ⌧

0
). This is shown by induction on the structure of K.

Surely K is not a variable, as then a type judgment with empty type
environment could not be derived. If K is a nonterminal, then S = ;,
and `K : (S, ⌧

0
) (for any ⌧

02T ↵) can be derived by a single-node
derivation; this is a maximal derivation. If K is a symbol, its sort
is o

n ! o; by definition of LT o we know that T
i

= ; for every
i 2 {1, . . . , n}, which implies ⌧ 0

= ⌧ . Thus D derives `K : (S, ⌧

0
)

and is maximal, since it consists of a single node.
Finally, suppose that K = LM . Then in D we have a subtree

D

i

deriving `L : (S0,⇤0!⌧), and for every � 2 ⇤0 a subtree D
�

deriving ` M : �. Let T0 contain those � for which we can derive
`M : (;,�) but (;,�) 62 ⇤0. Then by the induction assumption
there exists a maximal derivation D

0
0 for `L : (S0, (⇤0 [ ({;} ⇥

T0)) ! ⌧

0
), and for every � 2 (⇤0 [ ({;} ⇥ T0)) there exists a

maximal derivation D

0
�

for `M :�. By composing these derivations
together, we obtain a maximal derivation D

0 for `K : (S, ⌧

0
): the

side condition of the application rule still holds since we have added
only derivations for labeled types of the form (;,�).

Lemma 5.11. For every type judgment of the form � ` K : (;, ⌧)
there exists at most one maximal derivation D deriving it.

Proof. By induction on the structure of K. If K is a variable, a
symbol, or a nonterminal, then D necessarily consists of a single
node labeled by the resulting type judgment, so it is unique. Suppose
that K = LM . Then below the root of D, labeled by � `K : (;, ⌧),
we have a subtree D0 deriving � `L : (;, {;}⇥ T ! ⌧), and for
every � 2 T a subtree D

�

deriving � `M : (;,�). By maximality,
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whenever we can derive � `M : (;,�) for some �, there should be
a child of the root of D labeled by � `M : (;,�), and then � 2 T .
This fixes the set T , and thus the set of child labels. The derivations
D0 and D

⌧

for ⌧ 2 T are unique by the induction assumption.

After these preparatory results about derivations we come back
to our proof. The next lemma deals with the base case: for the
last term in a sequence of reductions in S (this term is a narrow
tree) we create an equivalent term that will be the last term in the
corresponding sequence of reductions in S 0.

Lemma 5.12. Let S ✓ �, and let K be an S-narrow tree. Then
there exists a maximal derivation D for ` K : (S, r) such that
merge(trcum(D)) is a tree equivalent to K.

Proof. We proceed by induction on the structure of K, which is
necessarily of the form a

r

M1 . . . M

r

. If r = 0, then S = {a0}
and we take D to be the single-node derivation for `a0

: ({a0}, r);
we have trcum(D) = a

0. Suppose that r � 1. Then S can
be represented as a union of disjoint sets S1, . . . , Sr

s.t. M
i

is
a S

i

-narrow tree for each i 2 {1, . . . , r}. By induction, 8i 2
{1, . . . , r} we obtain a maximal derivation D

i

for `M

i

: (S

i

, r)

s.t. merge(trcum(D

i

)) is a tree equivalent to M

i

. The derivation
D is obtained by deriving `ar

: (;, {(S1, r)}! . . .!{(S
r

, r)}!
r) and attaching D1, . . . , Dr

using the application rule r times.
Because the M

i

’s are of sort o, and LT o does not contain pairs of
the form (;,�), the definition of maximality requires no additional
children for the new internal nodes of D, and hence D is maximal.
Thus trcum(D) = (a

0
; trcum(D1); . . . ; trcum(D

r

)).

We now describe what happens during a substitution.

Lemma 5.13. Suppose that D0 is a maximal derivation for � `
K

↵

K

[N/x

↵

x

] : (S, ⌧), where N is closed. Let ⇤; be the set of
those (;,�) 2 LT ↵

x for which ` N : (;,�) can be derived.
Then there exists a set ⇤ 2 LT ↵

x , a maximal derivation D

K

for
�

0 ` K : (S, ⌧) with �

0
= � [ {x : � | � 2 ⇤}, and for each

� 2 ⇤ a maximal derivation D

�

for ` N : �, such that

1. ⇤; ✓ ⇤,
2. for every �2⇤\⇤; in D

K

there is a node labeled by �

0 `x :�,
3. the list trcum(D

0
) is merge-equivalent to the list

trcum(D

K

)[⌘]; trcum(D

�1); . . . ; trcum(D

�

k

), where
⇤ = {�1, . . . ,�k

} with �1 < · · · < �

k

, and
⌘ = (tr(D

�1)/x��1
, . . . , tr(D

�

k

)/x�
�

k

), and
4. if ↵

K

6= o then also tr(D

0
) = tr(D

K

)[⌘].

Proof. We proceed by induction on the structure of K. By Lemma 5.10,
for � 2 ⇤;, there exists a maximal derivation for ` N : �, which is
unique by Lemma 5.11. We denote this unique derivation by D

�

.
We consider three cases. First suppose that K is a nonterminal, or

a symbol, or a variable other than x. In this case K[N/x] = K. We
take ⇤ = ⇤;, and to obtain D

K

we just extend the type environment
in the only node of D0 by {x : � | � 2 ⇤}. Points 1-2 hold trivially.
For points 3-4 we observe that neither tr(D

K

) nor trcum(D

K

)

contains a variable x�
�

(so the substitution ⌘ does not change these
terms); additionally trcum(D

�

) for � 2 ⇤ are empty (Lemma 5.5).
Next, suppose that K = x. We take ⇤ = ⇤; [ {(S, ⌧)}. As

D

K

we take the single-node derivation for �0 ` x : (S, ⌧), and as
D(S,⌧) we take D

0 in which we remove the type environment from
every node. Since N is closed, D(S,⌧) remains a valid derivation
and it remains maximal (when (S, ⌧) 2 ⇤;, we have already
defined D(S,⌧) previously, but these two definitions give the same
derivation). Points 1-2 hold trivially. We have tr(D0

) = tr(D(S,⌧))

and trcum(D

0
) = trcum(D(S,⌧)). We see that trcum(D

K

) is either
an empty list (when ↵

K

6= o) or •0 (when ↵

K

= o), so attaching
trcum(D

K

)[⌘] does not change the class of merge-equivalence.

Moreover trcum(D

�

) for � 2 ⇤; are empty (Lemma 5.5), which
gives point 3. If ↵

K

6= o, we have tr(D

K

)[⌘] = x�(S,⌧)[⌘] =

tr(D(S,⌧)) = tr(D

0
) (point 4).

Finally suppose that K = L

↵

L

M

↵

M , which is a more involved
case. In D

0, below its root, we have a subtree C

0
0 deriving � `

L[N/x] : (S0, {(S1, ⌧1), . . . , (Sn

, ⌧

n

)} ! ⌧), and for each
j 2 {1, . . . , n} a subtree C

0
j

deriving � ` M [N/x] : (S

j

, ⌧

j

),
where (S1, ⌧1) < · · · < (S

n

, ⌧

n

), and S0 \ (S1 [ · · · [ S

n

) = ;,
and S = S0 [ · · · [ S

n

. We apply the induction assumption to all
these subtrees, obtaining a maximal derivation C0 for � [ {x : � |
� 2 ⇤0} ` L : (S0, {(S1, ⌧1), . . . , (Sn

, ⌧

n

)} ! ⌧) and for each
j 2 {1, . . . , n} a maximal derivation C

j

for � [ {x : � | � 2
⇤

j

} ` M : (S

j

, ⌧

j

), and for each j 2 {0, . . . , n} and � 2 ⇤

j

a
maximal derivation D

j,�

for ` N : �.
Let ⇤ =

S
j2{0,...,n} ⇤j

. For � 2 ⇤; we have already defined
D

�

, and we have D
�

= D

j,�

for every j 2 {0, . . . , n}. Recall that
for every � 2 ⇤

j

\ ⇤; there is a node in C

j

deriving the labeled
type �, and hence the set on the first coordinate of � is a subset of
S

j

(point 2). Since the sets S
j

are disjoint, for every � 2 ⇤ \ ⇤;
there is exactly one j for which � 2 ⇤

j

, and we define D

�

to be
D

j,�

for this j.
We extend the type environment in every node of every C

j

to
�

0
= � [ {x : � | � 2 ⇤}, and we compose these derivations

into a single derivation D

K

for �0 ` K : (S, ⌧) using the rule
for application. In order to see that D

K

is maximal, take some
internal node of D

K

. Suppose first that this node is contained
inside some C

j

and it is labeled by �

0 ` P Q, and it is possible
to derive �

0 ` Q : (;,�). Then it is as well possible to derive
� [ {x : � | � 2 ⇤

j

} ` Q : (;,�), because ⇤ \ ⇤
j

contains only
labeled types with nonempty set on the first coordinate and they
anyway cannot be used while deriving a labeled type with empty
set on the first coordinate. Thus by maximality of C

j

our node has
a child labeled by �

0 ` Q : (;,�). Next, consider the root of D
K

,
and suppose that it is possible to derive �

0 ` M : (;,�). Then by
Lemma 5.6 it is as well possible to derive �

0 ` M [N/x] : (;,�),
so also � ` M [N/x] : (;,�) (since x does not appear in M [N/x]),
which by maximality of D0 means that (;,�) is one of (S

j

, ⌧

j

), and
thus the root of D

K

has a child labeled by �

0 ` M : (;,�) (created
out of the root of C

j

).
Points 1, 2 follow from the induction assumption. It remains

to prove points 3, 4. Let ⇤ = {�1 < · · · < �

k

} and ⌘ =

(tr(D

�1)/x��1
, . . . , tr(D

�

k

)/x�
�

k

). Similarly, let ⇤
j

= {�
j,1 <

· · · < �

j,k

j

} and ⌘
j

= (tr(D

�

j,1)/x��
j,1

, . . . , tr(D

�

j,k

)/x�
�

j,k

j

).
Let us first see that tr(D0

) = tr(D

K

)[⌘] (not only if ↵
K

6= o,
as in point 4, but also if ↵

K

= o). By induction we know
that tr(C0

0) = tr(C0)[⌘0], as surely ↵

L

6= o. Thus tr(C

0
0) =

tr(C0)[⌘], since tr(C

0
0) (hence also tr(C0)[⌘0]) does not con-

tain variables x�
�

, so substituting for them does not change
anything. If ↵

M

= o, we simply have tr(D

0
) = tr(C

0
0) and

tr(D

K

) = tr(C0), so clearly tr(D

0
) = tr(D

K

)[⌘] holds. If
↵

M

6= o, by induction we also know that tr(C0
j

) = tr(C

j

)[⌘

j

]

8j 2 {1, . . . , n}, and thus also tr(C

0
j

) = tr(C

j

)[⌘]; we have
tr(D

0
) = tr(C

0
0) tr(C

0
1) . . . tr(C

0
n

) and similarly tr(D

K

) =

tr(C0) tr(C1) . . . tr(Cn

), so we also obtain tr(D0
) = tr(D

K

)[⌘].
To show point 3 we prove that trcum(D

0
) is merge-equivalent to

the list trcum(D

K

)[⌘]; trcum(D

�1); . . . ; trcum(D

�

k

). By defini-
tion trcum(D

0
) consists of trcum(C

0
j

) for j 2 {0, . . . , n}, and
if ↵

K

= o then also of tr(D0
). Similarly, trcum(D

K

)[⌘] equals
to trcum(C0)[⌘]; . . . ; trcum(C

n

)[⌘], prepended by tr(D

K

)[⌘] if
↵

K

= o. We have already shown that tr(D0
) = tr(D

K

)[⌘]. By the
induction assumption, the list trcum(C

0
j

) is merge-equivalent to
the list trcum(C

j

)[⌘

j

]; trcum(D

�

j,1); . . . ; trcum(D

�

j,k

j

) for all
j 2 {0, . . . , n}. We can replace here ⌘

j

by ⌘, since trcum(C

0
j

)

does not contain variables x�
�

with � 2 ⇤\⇤
j

. To finish the
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proof it is enough to observe that the concatenation of the lists
trcum(D

�

j,1); . . . ; trcum(D

�

j,k

j

) for j 2 {0, . . . , n} is merge-
equivalent to trcum(D

�1); . . . ; trcum(D

�

k

). Indeed, for � 2 ⇤;
by Lemma 5.5 trcum(D

�

) is empty, and, as we have already shown,
every � 2 ⇤ \ ⇤; belongs to exactly one ⇤

j

.

Lemma 5.14. Let D0 be a maximal derivation for ` L

0
: (S, r),

and let L be a term that does not contain the initial nonterminal of
S and such that L !S L

0. Then there exists a maximal derivation
D for ` L : (S, r) and a term P that is merge-equivalent to
trcum(D

0
) and such that merge(trcum(D)) !S0

P .

The lemma is proved by induction on the structure of L [8]. The
case when L starts with a nonterminal uses Lemma 5.13.

Corollary 5.15. Let L be a term that is of sort o and does not
contain the initial nonterminal of S , and let M be an S-narrow tree
generated by S from L. Then there exists a maximal derivation D

for ` L : (S, r) such that a tree equivalent to M can be generated
by S 0 from merge(trcum(D)).

Proof. We proceed by induction on the smallest length of the
sequence of reductions L !⇤

S M . If L = M , we just apply
Lemma 5.12. Suppose that the length is positive, and write L !S
L

0 !⇤
S M . The initial nonterminal does not appear in L

0 since
by assumption it does not appear on the right side of any rule. By
induction we obtain a maximal derivation D

0 for ` L

0
: (S, r)

such that a tree Q equivalent to M can be generated by S 0 from
merge(trcum(D

0
)). Then, from Lemma 5.14 we obtain a maximal

derivation D for ` L : (S, r) and a term P that is merge-equivalent
to trcum(D

0
) and such that merge(trcum(D)) !S0

P . By Lemma
5.4 a tree equivalent to Q (and hence to M ) can be generated by S 0

from P , and hence also from merge(trcum(D)).

Proof of Lemma 5.2. Consider a tree M generated by S, and a
sequence of reductions of S leading to M . In the first step
the initial nonterminal reduces to Ae

0
1 . . . e

0
|�|. Corollary 5.15

gives us a derivation D for ` Ae

0
1 . . . e

0
|�| : (�, r) such that

merge(trcum(D)) generates a tree equivalent to M . Necessar-
ily trcum(D) = (A

⌧0 ; e
0
1; . . . ; e

0
|�|), so merge(trcum(D)) is ob-

tained as the result of the initial rule of S 0.

6. Conclusions
This work leaves open the question of the exact complexity of the
diagonal problem. The only known lower bound is given by the
emptiness problem, that is the same as for the model-checking
problem [21]. Our procedure is probably not optimal, one of the
reasons being the use of reflection in operation Theorem 2.1.
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Abstract
We study an extension of FO2

[<], first-order logic interpreted
in finite words, in which formulas are restricted to use only two
variables. We adjoin to this language two-variable atomic formulas
that say, ‘the letter a appears between positions x and y’. This is,
in a sense, the simplest property that is not expressible using only
two variables.

We present several logics, both first-order and temporal, that
have the same expressive power, and find matching lower and
upper bounds for the complexity of satisfiability for each of these
formulations. We also give an effective necessary condition, in
terms of the syntactic monoid of a regular language, for a property
to be expressible in this logic. We show that this condition is
also sufficient for words over a two-letter alphabet. This algebraic
analysis allows us us to prove, among other things, that our new
logic has strictly less expressive power than full first-order logic
FO[<].

Categories and Subject Descriptors F.4.1 [Mathematical logic]:
finite model theory,temporal logics; F.4.3 [Formal languages]: al-
gebraic language theory

1. Introduction
We denote by FO[<] first-order logic with the order relation <,
interpreted in finite words over a finite alphabet A. Variables in
first-order formulas are interpreted as positions in a word, and for
each letter a 2 A there is a unary relation a(x), interpreted to mean
‘the letter in position x is a’. Thus sentences in this logic define
properties of words, or, what is the same thing, languages L ✓ A⇤.
The logic FO[<] over words has been extensively studied, and
has many equivalent characterizations in terms of temporal logic,
regular languages, and the algebra of finite semigroups. (See, for
instance, [20, 25] and the many references cited therein.)

It is well known that every sentence of FO[<] is equivalent
to one using only three variables, but that the family of languages
definable with two-variable sentences is strictly smaller [7]. The
fragment FO2

[<], consisting of the two-variable formulas, has
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also been very thoroughly investigated, and once again, there are
many equivalent characterizations [23].

The reason FO2
[<] is strictly contained in FO[<] is that one

cannot express ‘betweenness’ with only two variables. More pre-
cisely, the following predicate

9z(a(z) ^ x < z ^ z < y),

which asserts that there is an occurrence of the letter a strictly
between x and y, is not expressible using only two variables. Let
us denote this predicate, which has two free variables, by a(x, y),
and the resulting logic by FO2

[<,Bet ]. What properties can we
express when we adjoin these new relations to FO2

[<]? The first
obvious question to ask is whether we recover all of FO[<] in this
way. The answer, as we shall see, is ‘no’, but we will give a much
more precise description.

The present article is a study of this extended two-variable logic.
Our investigation is centered around two quite different themes.
One theme investigates several different logics, based in FO[<] as
well as in temporal logic LTL, for expressing this betweenness,
and establishes their expressive equivalence. We explore the com-
plexity of satisfiability checking in these logics as a measure of
their descriptive succinctness.

The second theme is devoted to determining, in a sense that we
will make precise, the exact expressive power of this logic. Here
we draw on tools from the algebraic theory of semigroups.

Owing to considerations of length, we will for the most part
confine ourselves to careful statements of our main results, and
provide only outlines of the proofs, omitting some technical details.

In Section 2 we will give the precise definition of our logic
FO2

[<,Bet ] (although there is not much more to it than what
we have written in this Introduction). We introduce a related logic
FO2

[<,Th] which enforces quantitative constraints on counts of
letters, and we show that it has the same expressive power, although
it can result in formulas that are considerably more succinct. In
addition, we introduce two temporal logics, one qualitative and
one quantitative, but again with the same expressive power as our
original formulation.

In Section 3 we determine the complexity of formula satisfiabil-
ity for each of these logics.

Section 4 is devoted to a characterization of the expressive
power of this logic in terms of the algebra of finite semigroups.
This builds on earlier algebraic studies of the regular languages
definable in FO2

[<] [23], and makes critical use of the algebraic
theory of finite categories, as developed by Tilson [22]. We find
an effective necessary condition for a language to be definable in
FO2

[<,Bet ]. We conjecture that this condition is also sufficient,
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Complexity/Variety Ap W DA⇤D DA

Nonelementary FO [<]

EXPSPACE CLTL[U, S] FO2
[<,Th], LTL[F,P,X2n ,Y2n

]

FO2
[<,Bet ], (binary notation)

BThTL,
ThTL

NEXPTIME FO2
[<,+1] FO2

[<]

(unbounded alphabet)

PSPACE LTL[U, S] BInvTL, LTL[F,P,X,Y]

InvTL

NP FO2
[<]

(bounded alphabet),
LTL[F,P]

Table 1. A summary of the results in this paper, in the context of the complexity and expressive power of temporal and predicate logics
studied in earlier work. The variety W heading the second column coincides with MeDA for two-generated monoids, and we conjecture
that the two varieties are identical.

and prove that it is sufficient for languages over a two-letter alpha-
bet. One consequence is that we are able to determine effectively
whether a given formula of FO[<] over a two-letter alphabet is
equivalent to a formula in the new logic. We use these results to
show that FO2

[<,Bet ] is strictly less expressive than FO[<]. We
also provide a detailed study of the quantifier alternation depth (or,
what is more or less the same thing, the so-called ‘dot-depth’) of
languages definable in this logic.

Table 1 gives a map of our results and compares them to those
of previous related work. Etessami et al. [4] as well as Weis and
Immerman [24] have explored logics FO2

[<] and FO2
[<,+1], as

well as matching temporal logics and their decision complexities.
Thérien and Wilke [23] found characterizations of the expressive
power of these same logics, using algebraic methods. We find that
our new logics are more expressive but this comes at the cost of
some computational power.

Some counting extensions CLTL[U, S] of full LTL[U, S] have
been studied by Laroussinie et al. [9], and by Alur and Henziger as
discrete time Metric Temporal logic [2]. In a more general setting,
satisfiability and model theory of two variable and guarded logics
with several relations on ordered as well as unordered relational
structures have been intensively studied (see Otto [12], Grädel [6]).

Sketches of the proofs of the main results appear in Section 5.

2. Basic Properties
2.1 Definition
FO[<] is first-order logic interpreted in words over a finite alpha-
bet A, with a unary relation a(x) for each a 2 A, interpreted to
mean that the letter in position x is a. If � is a sentence of FO[<],
then the set of words w 2 A⇤ such that w |= � is a language in A⇤,
in fact a regular language. Similarly, a formula �(x) with a single
free variable defines a set of marked words (w, i), where w 2 A⇤

and 1  i  |w|. Often we will be a little sloppy in our terminol-
ogy, and treat FO[<] and its various sublogics at times as sets of
formulas, or as sets of sentences, or as a family of languages, or as
a family of sets of marked words.

For each a 2 A we adjoin to this logic a binary relation
a(x, y) which is interpreted to mean 9z(x < z ^ z < y ^ a(z)).
This relation cannot be defined in ordinary first-order logic over
< without introducing a third variable. We will investigate the
fragment FO2

[<,Bet ], obtained by restricting to formulas that use
both the unary and binary a relations, along with <, but use only
two variables.

There is an even simpler relation that is not expressible in two-
variable logic that we could have adjoined: this is the successor
y = x + 1. The logic FO2

[<] supplemented by successor, which
we denote by FO2

[<,+1] has also been extensively studied, and
the kinds of questions that we take up here for FO2

[<,Bet ] have
already been answered for FO2

[<,+1]. (See, for example, [4, 10,
23]).
Example. The successor relation y = x + 1 is itself definable
in FO2

[<,Bet ], by a formula that says no letter of the alphabet
appears strictly between x and y. As a result, we can define the
set L of words over {a, b} in which there is no occurrence of two
consecutive b’s by a sentence of FO2

[<,Bet ]. We can similarly
define the set of words without two consecutive a’s. Since we
can also say that the first letter of a word is a (by 8x(8y(x 
y) ! a(x)) and that the last letter is b, we can define the language
(ab)⇤ in FO2

[<,Bet ]. 1 This language is not, however, definable
in FO2

[<].
Example. Let L ✓ {a, b}⇤ be the language defined by the regular
expression

(a+ b)⇤bab+ab(a+ b)⇤

. This language is definable in FO2
[<,Bet ] by the sentence

9x(9y(b(x, y) ^ ¬a(x, y) ^ ↵(y)) ^ �(x)),

where ↵(y), �(x) are, respectively,

a(y) ^ 9x(x = y + 1 ^ b(x)), a(x) ^ 9y(x = y + 1 ^ b(y)).

1 In contrast to the usual practice in model theory, we permit our formulas
to be interpreted in the empty word: every existentially quantified sentence
is taken to be false in the empty word, and thus every universally quantified
sentence is true.
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As we shall see further on, this language is not definable in
FO2

[<,+1], so our new logic has strictly more expressive power
than FO2

[<,+1].
Example. The value of an r-bit counter (modulo 2

r) can be rep-
resented by a word b1 · · · br over {0, 1}, with b1 representing the
least significant bit. A sequence c1c2 . . . ck of k such values can
be represented by a word mark · b11 · · · b1r · mark · b21 · · · b2r ·
mark · · ·mark · bk1 · · · bkr where bij 2 {0, 1} and mark is a new
letter used to separate two successive counter values. The logic
FO2

[<,Bet ] (and in fact its sublogic FO2
[<,+1]) can assert

properties such as (cj = ci), (ci = p), (cj = ci + 1) or even
(ci = cj + p) for any constant p with 0  p < 2

r using formulas
of length polynomial in r. These formulas use monadic predicates
mark(x), 0(x), 1(x).

The formulas Biti0(x) for 1  i  r when evaluated at position
x having letter mark states that the bit in position x+ i has value
0. This is defined as

Bit10(x)
def
= 9y. y = x+ 1 ^ 0(y),

Biti+1
0 (x)

def
= 9y. y = x+ 1 ^Biti0(y),

We define the formulas Biti1(x) similarly.
The O(r2) size formula EQ(x, y) below checks equality of two

numbers by comparing the r bits in succession. We use the fact that
the bit string always has r bits.

EQ(x, y)
def
= mark(x) ^mark(y) ^

^r

i=1
EQi(x, y),

EQi(x, y)
def
= (Biti0(x) $ Biti0(y))

By small variations of this formula, we can define formulas
LT , GT etc, to make other comparisons. Incrementing the counter
modulo 2

r can be encoded by an O(r3) formula INC1(x, y)
which converts a least significant block of 1s to 0s, and 0 after that
to 1. We can also define INCc(x, y) which checks that the number
at position y of the word is obtained by increasing the number at
position x by a constant c.

In contrast, it is quite difficult to find examples of languages
definable in FO[<] that are not definable in FO2

[<,Bet ]. Much
of this paper is devoted to establishing methods for generating such
examples.

2.2 Two-variable Threshold Logic
We generalize FO2

[<,Bet ] as follows: Let k � 0 and a 2 A. We
define (a, k)(x, y) to mean that x < y, and that there are at least k
occurrences of a between x and y. Adding these (infinitely many)
relations gives a new logic FO2

[<, Th].
Examples. The language STAIRk consists of all words w over
{a, b, c} which have a subword of the form a(a + c)⇤a with
at least k occurrences of a. This can be specified by sentence
9x9y((a, k)(x, y) ^ ¬b(x, y)).
Threshold logic is quite useful in specifying quantitative proper-
ties of systems. For example, a bus arbiter circuit may have the
property that if req is continuously on for 15 cycles then there
should be at least 3 occurrences of ack. This can be specified by
8x8y((req, 15)(x, y) ! (ack, 3)(x, y)).

Since a(x, y) is equivalent to (a, 1)(x, y), FO2
[<, Th] is at

least as expressive as FO2
[<,Bet ]. What is less obvious is that the

converse is true, albeit at the cost of a large blowup in the quantifier
complexity of formulas.

Theorem 1. Considered both as families of languages and as

families of sets of marked words,

FO2
[<,Bet ] = FO2

[<, Th].

There is a bit more to this than meets the eye–the stated equality
of expressive power holds only for sentences and formulas with
a single free variable interpreted in finite words or finite marked
words. For instance, the relations (a, k)(x, y) for k > 1 are not
themselves expressible by single formulas of FO2

[<,Bet ], and
therefore the proof of Theorem 1 is not completely straightforward.

2.3 Temporal Logic
We denote by TL[F,P] temporal logic with two operators F and
P. Atomic formulas are the letters a 2 A. Formulas are built from
atomic formulas by applying the boolean operations ^,_, and ¬,
and the modal operators � 7! F�, � 7! P�.

Temporal logics have been interpreted over infinite as well as
finite words. Here we confine ourselves only to finite words. We
interpret these formulas in marked words. Thus (w, i) |= a if
w(i) = a, where w(i) denotes the ith letter of w. Boolean op-
erations have the usual meaning. We define (w, i) |= F� if there is
some j > i such that (w, j) |= �, and (w, i) |= P� if there is some
j < i with (w, j) |= �.

We can also interpret a formula in ordinary, that is, unmarked
words, by defining w |= � to mean (w, 1) |= �. Thus temporal
formulas, like first-order sentences, define languages in A⇤. The
temporal logic TL[F,P] is known to define exactly the languages
definable in FO2

[<] (see [4, 23]).
We now define new temporal logics by modifying the modal

operators F and P with threshold constraints—these are versions of
the between relations a(x, y) and (a, k)(x, y) that we introduced
earlier. Let B ✓ A. A threshold constraint is an expression of
the form #B ⇠ c, where c � 0, and ⇠ is one of the symbols
{<,, >,�,=}. Let w 2 A⇤ and 1  i < j  |w|. We say that
(w, i, j) satisfies the threshold constraint #B ⇠ c if

|{k : i < k < j and w(k) 2 B}| ⇠ c.

We can combine threshold constraints with boolean operations
^,_,¬. We define satisfaction of a boolean combination of thresh-
old constraints in the obvious way–that is, w(i, j) satisfies g1 _ g2
if and only if (w, i, j) satisfies g1 or g2, and likewise for the other
boolean operations.

If g is a boolean combination of threshold constraints, then our
new operators Fg and Pg are defined as follows: (w, i) |= Fg� if
there exists j > i such that (w, i, j) satisfies g and (w, j) |= �,
(w, i) |= Pg� if and only if there exists j < i such that (w, j, i)
satisfies g and (w, j) |= �.
Examples.
We can express F� with threshold constraints as F#;=0�.

We use X to denote the ‘next’ operator: (w, i) |= X� if and only if
(w, i+ 1) |= �. We can express this with threshold constraints by
F#A=0�.

We can define the language (ab)+ over the alphabet {a, b} as the
conjunction of several subformulas: a ^ Xb says that the first letter
is a and the second b. ¬F(a^Xa) says that no occurrence of a after
the first letter is immediately followed by another a, and similarly
we can say that no occurrence of b is followed immediately by
another b. The formula F(b ^ ¬X(a _ b)) says that the last letter is
b.
It is useful to have boolean combinations of threshold constraints.
The language STAIRk given in Section 2.2 can be defined by
F(F#a=k^#b=0 true).

We denote by BThTL[F,P] temporal logic with these modified
operators Fg and Pg, where g is a boolean combination of thresh-
old constraints. We also define several fragments of BThTL[F,P]:
In ThTL[F,P] we restrict the constraints g to be atomic threshold
constraints, rather than boolean combinations. In InvTL[F,P] we
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restrict to constraints of the form #B = 0 – we call these invari-

ance constraints since they assert invariance of absence of letters
of B in parts of words. In BInvTL[F,P] we allow boolean combi-
nations of such invariance constraints.

Theorem 2. The logics ThTL[F,P], BThTL[F,P], InvTL[F,P],
BInvTL[F,P], FO2

[<, Th] and FO2
[<,Bet ] all define the same

family of languages.

3. Complexity of Satisfiability
Given a formula in one of these logics, what is the computational
complexity of determining whether it has a model, that is, whether
the language it defines is empty or not? This is the satisfiability

problem for the logic. To determine this, we require some way
to measure the size of the input formula. For formulas containing
threshold constraints, we code the threshold value in binary, so that
mention of a threshold constant c contributes dlog2 ce to the size
of the formula. Mention of a subalphabet B contributes |B| to the
size of the formula.

In the verification literature ([4] is relevant for this paper) the
syntax allows a finite set of propositional letters PV which may
or may not simultaneously hold at a position of a word. This
allows us to compactly talk about large alphabets. One can think
of the alphabet A as the set of valuations 2

PV to get finite word
models over A. Thus the alphabet A is given a boolean algebra
structure and subsets of A are specified using propositions over
PV . Our results below hold for bounded and unbounded alphabets,
which may be explicitly specified or symbolically specified by
propositions.

Theorem 3. Satisfiability of the temporal logics BInvTL (with

boolean combination of invariance constraints) and BThTL (with

boolean combination of threshold constraints) is complete for

PSPACE and EXPSPACE , respectively.

Theorem 4. Satisfiability of the two-variable logics FO2
[<,Bet ]

and FO2
[<,Th] is EXPSPACE -complete.

4. Algebraic Characterization
4.1 Background on finite monoids and varieties
For further background on the basic algebraic notions in this sec-
tion, see Pin [13].

A monoid is a set together with an associative multiplication
(that is, it is a semigroup) and a multiplicative identity 1.

All of the languages defined by sentences of FO[<] are regu-
lar languages. Our characterization of languages in FO2

[<,Bet ]
is based on properties of the syntactic monoid M(L) of a regular
language L. This is the transition monoid of the minimal deter-
ministic automaton recognizing L, and therefore a finite monoid.
Equivalently, M(L) is the smallest monoid M that recognizes L in
the following sense: There is a homomorphism � : A⇤ ! M and
a subset X ✓ M such that L = ��1

(X).
Let M be a finite monoid. An idempotent e 2 M is an element

satisfying e2 = e. If m 2 M, then there is some k � 1 such that
mk is idempotent. This idempotent power of m is unique, and we
denote it by m!.

A finite monoid is aperiodic if it contains no nontrivial groups,
equivalently, if it satisfies the identity x · x!

= x! for all x 2 M.
We denote the class of aperiodic finite monoids by Ap. Ap is a
variety of finite monoids: this means that it is closed under finite
direct products, submonoids, and quotients.

A well-known theorem, an amalgam of results of McNaughton
and Papert [11] and of Schützenberger [15], states that L ✓ A⇤ is
definable in FO[<] if and only if M(L) 2 Ap. This situation is
typical: Under very general conditions, the languages definable in

fragments of FO[<] can be characterized as those whose syntactic
monoids belong to a particular variety V of finite monoids.(See
Straubing [21].)

If M is a finite monoid and m1,m2 2 M, we write m1 J m2

if m1 = sm2t for some s, t 2 M. This is a preorder, the so-
called J -ordering on M. If e 2 M is idempotent, then we denote
by Me the submonoid of M generated by elements m such that
e J m. Observe that eMee is a subsemigroup of Me, in fact a
monoid whose identity element is e.

If V is a variety of finite monoids, then we can form a new
variety MeV as follows:

MeV = {M : eMee 2 V for all e2 = e 2 M}.

Proposition 5. MeV is a variety of finite monoids.

Let I denote the variety consisting of the trivial one-element
monoid alone. We define the class

DA = MeI.

That is, DA consists of those finite monoids M for which eMee =

e for all idempotents e 2 M. By Proposition 5, DA is a
variety of finite monoids. The variety DA was introduced by
Schützenberger [16] and it figures importantly in work on two-
variable logic. Thérien and Wilke showed that a language L is
definable in FO2

[<] if and only if M(L) 2 DA [23].

Example. Consider the language L ✓ {a, b}⇤ consisting of all
words whose first and last letters are the same. The syntactic
monoid of L contains five elements

M(L) = {1, (a, a), (a, b), (b, a), (b, b)},

with multiplication given by (c, d)(c0, d0) = (c, d0), for all
c, d, c0, d0 2 {a, b}. Observe that every element of M(L) is idem-
potent. For every e 6= 1, eM(L)e = e, and if e = 1, then
M(L)e = 1. Thus, M(L) 2 DA. The logical characterization
then tells us that L is defined by a sentence of FO2

[<]. Indeed, L
is defined by

9x(8y(x  y) ^ 9y(8x(x  y) ^ (a(x) $ a(y)))).

Example. Consider the language (ab)⇤. We claimed earlier that it
is not definable in FO2

[<]. We can prove this using the algebraic
characterization of the logic. The elements of the syntactic monoid
M are

1, a, b, ab, ba, 0.

The multiplication is determined by the rules aba = a, bab = b,
and a2

= b2 = 0. Then ab and ba are idempotents, and Mab =

Mba = M . Thus ab · Mab · ab = {ab, 0}, which shows that
M /2 DA, and thus (ab)⇤ is not definable in FO2

[<].

Example. Now consider the language given by the regular ex-
pression (a + b)⇤bab+ab(a + b)⇤. We saw earlier that it is de-
finable in FO2

[<,Bet ], and claimed that it could not be defined in
FO2

[<,+1]. Thérien and Wilke [23] also give an algebraic charac-
terization of FO2

[<,+1]: Let S be subsemigroup of the syntactic
monoid of L generated by nonempty words (the syntactic semi-

group of L \ A+). L is definable in FO2
[<,+1] if and only if for

each idempotent e 2 S, the monoid N = eSe is in DA. For the lan-
guage under discussion, let us denote the image of a word w in the
syntactic monoid by w. Then e = b is idempotent, and f = baab
is an idempotent in N = eSe. Let s = bab. Then s 2 eSe, and
fsf = f , so s 2 Mf . We now have fsf = f 6= fssf , since
fssf = babab is the zero of N . Thus fMff contains more than
one element, so eSe /2 DA. Consequently this language, while
definable in FO2

[<,Bet ], cannot be defined in FO2
[<,+1].
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4.2 The main result
Theorem 6. Let L ✓ A⇤

. If L is definable in FO2
[<,Bet ] then

M(L) 2 MeDA. Further, if |A| = 2, and M(L) 2 MeDA,

then L is definable in FO2
[<,Bet ].

We conjecture that sufficiency of the condition holds for all
finite alphabets, not just those with two letters. We can prove from
rather abstract principles that there is some variety W of finite
monoids that characterizes definability in FO2

[<,Bet ] in this way.
Our results imply that W coincides with MeDA for monoids
generated by two elements. The theorem provides an effective
method for determining whether a given language over A = {a, b}
(given, say, by a finite automaton that recognizes it, or by a regular
expression) is definable in FO2

[<,Bet ], since we can compute the
multiplication table of the syntactic monoid, and check whether it
belongs to MeDA.
Example. In our example above, where L = (ab)⇤, all the sub-
monoids eMee are either trivial, or are two-element monoids iso-
morphic to {0, 1}, which is in DA. Thus (ab)⇤ is definable in
FO2

[<,Bet ], as we saw earlier by construction of a defining for-
mula.

The following corollary to our main theorem answers our origi-
nal question of whether FO[<] has strictly more expressive power
than FO2

[<,Bet ]. To prove it, we need only calculate the syntac-
tic monoid of the given language, and verify that it is in Ap but not
in MeDA.

Corollary 7. The language given by the regular expression

(a(ab)⇤b)⇤ is definable in FO[<] but not in FO2
[<,Bet ].

4.3 Alternation depth
We are interested in how FO2

[<,Bet ] sits inside FO[<]. One
way to measure the complexity of a language in FO[<] is by the
smallest number of alternations of quantifiers required in a defining
formula, that is the smallest k such that the language is definable
by a boolean combination of sentences of ⌃k[<]. We will call this
the alternation depth of the language. (This is closely related to the
dot-depth, which can be defined the same way, but with slightly
different base of atomic formulas.) We stress that the alternation
depth is measured with respect to arbitrary FO[<] sentences, and
not the variable-restricted sentences of FO2

[<,Bet ].

Theorem 8. The alternation depth of languages in FO2
[<,Bet ]

is unbounded. If |A| = 2, then the alternation depth of languages

in A⇤
definable in FO2

[<,Bet ] is bounded above by 3.

For alphabets of more than two letters, we conjecture that the
alternation depth is also bounded by a linear function of |A|.

5. Outlines of the proofs
5.1 A game characterization of FO2

[<,Bet ]FO2
[<,Bet ]FO2
[<,Bet ].

We write (w1, i1) ⌘k (w2, i2) if these two marked words satisfy
exactly the same formulas of FO2

[<,Bet ] with one free variable
of quantifier depth no more than k.

We overload this notation, and also write w1 ⌘k w2 if w1 and
w2 are ordinary words that satisfy exactly the same sentences of
FO2

[<,Bet ] with quantifier depth  k.
Let k � 0. The game is played for k rounds in two marked

words (w1, i1) and (w2, i2) with a single pebble on each word. At
the start of the game, the pebbles are on the marks i1 and i2. In
each round, the pebble is moved to a new position in both words,
producing two new marked words.

Suppose that at the beginning of a round, the marked words are
(w1, j1) and (w2, j2). Player 1 selects one of the two words and
moves the pebble to a different position. Let’s say he picks w1, and

moves the pebble to j01, with j1 6= j01. Player 2 moves the pebble
to a new position j02 in w2. This response is required to satisfy the
following properties:

(i) The moves are in the same direction: j1 < j01 iff j2 < j02.

(ii) The letters in the destination positions are the same: w1(j
0
1) =

w2(j
0
2).

(iii) The set of letters jumped over is the same—that is, assuming
j1 < j01:

{a 2 A : w1(k) = a for some j1 < k < j01} =

{a 2 A : w2(k) = a for some j2 < k < j02}.

Player 2 wins the 0-round game if w1(i1) = w2(i2). Otherwise,
Player 1 wins the 0-round game.

Player 2 wins the k-round game for k > 0 if she makes a legal
response in each of k successive rounds, otherwise Player 1 wins.

The following theorem is the standard result about Ehrenfeucht-
Fraı̈ssé games adapted to this logic.

Theorem 9. (w1, i1) ⌘k (w2, i2) if and only if Player 2 has a

winning strategy in the k-round game in the two marked words.

We now define the k-round game in ordinary unmarked words
w1, w2 2 A⇤. Player 1 begins in the first round by placing a pebble
on a position in one of the two words, and Player 2 must respond on
a position in the other word containing the same letter. Thereafter,
they play the game in the two marked words that result for k � 1

rounds. The following is a direct consequence of the preceding
theorem.

Corollary 10. Player 2 has a winning strategy in the k-round game

in w1 and w2 if and only if w1 ⌘k w2.

5.2 Proof of Theorem 1
We introduce a game characterizing FO2

[<, Th]. Let ✓ be a func-
tion from A to the positive integers. We consider formulas in
FO2

[<, Th] in which for all a 2 A, every occurrence of the rela-
tion (a, k)(x, y) has k  ✓(a). Let’s call these ✓-bounded formu-
las.

The rules of the game are the same as those for the FO2
[<,Bet ]

game, with this difference: At each move, for each a 2 A, the
number m1 of a’s jumped by Player 1 must be equivalent, threshold
✓(a), to the number m2 of a’s jumped by Player 2. That is, either
m1 and m2 are both greater than or equal to ✓(a), or m1 = m2.
Observe that the game for FO2

[<,Bet ] is the case ✓(a) = 1 for
all a 2 A.

For marked words (w1, i1) and (w2, i2), let us define, (w1, i1) ⌘✓
k

(w2, i2) if and only if they satisfy exactly the same ✓-bounded for-
mulas of quantifier depth less than or equal to k. As with the case
of FO2

[<,Bet ], we also have a version of both the game and the
equivalence relation for ordinary words.

It is easy to show that the analogues of Theorem 9 and Corol-
lary 10 hold in this more general setting: Player 2 has a winning
strategy in the k-round game in (w1, i1), (w2, i2) if and only if
(w1, i1) ⌘✓

k (w2, i2), and likewise for ordinary words.
Let ✓, ✓0 be two functions from A to the natural numbers that

differ by one in the following sense: ✓0(b) = ✓(b) + 1 for exactly
one b 2 A, and ✓0(a) = ✓(a) for all a 6= b. Obviously ⌘✓0

k is
finer than ⌘✓

k . What we will show precisely is this: ⌘✓
2k refines

⌘✓0
k . We prove refinement by a simple game argument, showing

that if Player 2 has a winning strategy in the 2k-move ✓ game in
(w1, w2) then she has a strategy in the k-move ✓0 game in the same
two words.

This will give the desired result, because any threshold function
✓ can be built from the base threshold function that assigns 1 to
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each letter of the alphabet by a sequence of steps in which we add
1 to the threshold of each letter. So it follows by induction that for
any ✓, ⌘✓

k is refined by ⌘k·2r , where r =

P
a2A ✓(a) � 1. In

particular, each ⌘✓
k-class is definable by a FO2

[<,Bet ] sentence,
although the quantifier depth of this sentence is exponential in the
thresholds used.

So given a fixed FO2
[<, Th] formula � there is a threshold

such that the formula is ✓-bounded. Let k be the quantifier depth of
�, then the formula cannot distinguish words that are in the same
equivalence class with respect to ⌘✓

k. As there are only finitely
many ✓-bounded formulas of quantifier depth at most k, there are
only finitely many such equivalence classes. By the argument above
we can find a FO2

[<,Bet ] formula for each equivalence class
accepted by � and the disjunction of these will be a formula in
FO2

[<,Bet ] that accepts the same models as �.

5.3 Proof of Theorem 2
In terms of language classes, we obviously have

InvTL[F,P] ✓ BInvTL[F,P] ✓ BThTL[F,P],

and
InvTL[F,P] ✓ ThTL[F,P] ✓ BThTL[F,P].

So it is enough to show that BThTL[F,P] ✓ InvTL[F,P].
In performing these translations, we will only discuss the future
modalities, since the past modalities can be treated the same way.

We can directly translate any formula in BThTL[F,P] into an
equivalent formula of FO2

[<, Th] with a single free variable x:
A formula Fg , where g is a boolean combination of threshold
constraints, is replaced by a quantified formula 9y(y > x ^ ↵ ^
�(y)), where ↵ is a boolean combination of formulas (a, k)(x, y)
and � is the translation of  .

We know from Theorem 1 that any formula of FO2
[<, Th] can

in turn be translated into an equivalent formula of FO2
[<,Bet ].

Furthermore, FO2
[<,Bet ] is equivalent to BInvTL[F,P]: A sim-

ple game argument shows that equivalence of marked words with
respect to BInvTL[F,P] formulas of modal depth k is precisely the
relation ⌘k of equivalence with respect to FO2

[<,Bet ] formulas
with quantifier depth k.

So it remains to show that BInvTL[F,P] ✓ InvTL[F,P]:
We do this by translating Fg�, where g is a boolean combination
of constraints of the form #B = 0, into a formula that uses
only single constraints of this form. We can rewrite the boolean
combination as the disjunction of conjunctions of constraints of
the form #{a} = 0 and #{a} > 0. Since, easily, Fg1_g2� is
equivalent to Fg1�_Fg2�, we need only treat the case where g is a
conjunction of such constraints. We illustrate the general procedure
for translating such conjunctions with an example. Suppose A
includes the letters a, b, c. How do we express Fg�, where g is
(#{a} = 0) ^ (#{b} > 0) ^ (#{c} > 0)? The letters b and
c must appear in the interval between the current position and the
position where � holds. Suppose that b appears before c does. We
write this as

F#{a,b,c}=0(b ^ F#{a,c}=0(c ^ F#{a}=0�)).

We take the disjunction of this with the same formula in which the
roles of b and c are reversed.

5.4 Proof of Theorem 3
Satisfiability of InvTL[F,P] is PSPACE -hard [18] since it in-
cludes LTL[F,P,X,Y]. We observe that BInvTL[F,P] can be
translated into LTL[U, S] in polynomial time, hence its satisfia-
bility is PSPACE -complete [18]. Using a threshold constant 2n,
written in binary in the formula with size n, the 2

n-iterated Next
operator X(2n) can be expressed in ThTL[F,P], so we obtain that

its satisfiability is EXPSPACE -hard [2]. By an exponential trans-
lation of BThTL[F,P] into BInvTL[F,P](the proof of Theorem 1
shows that such translation exists), or alternately by a polynomial
translation into CLTL[U, S][9]), its satisfiability is EXPSPACE -
complete.

5.5 Proof of Theorem 4
We begin by reducing the exponential Corridor Tiling problem to
satisfiability of FO2

[<,Bet ]. It is well known that this problem is
EXPSPACE -complete [5].

The exponential Corridor Tiling problem: An instance M is
given by (T,H, V, s, f, n) where T is a finite set of tile types with
s, f 2 T , the horizontal and vertical tiling relations H,V ✓ T⇥T ,
and n is a natural number. A solution of the 2n sized corridor tiling
problem is a natural number m and map ⇡ from the grid of points
{(i, j) | 0  i  2

n, 0  j < m} to T such that:
⇡(0, 0) = s, ⇡(n� 1,m� 1) = f and for all i, j on the grid,
(⇡(i, j),⇡(i, j + 1)) 2 V and (⇡(i, j),⇡(i+ 1, j)) 2 H .

Lemma 11. Satisfiability of the two-variable logic FO2
[<,Bet ]

is EXPSPACE -hard.

Proof. Given an instance M as above of a Corridor Tiling problem,
we encode it as a sentence �(M) of size poly(n) with a modulo 2

n

counter C(x) encoded serially with n+ 1 letters as in the example
in Section 2.1. The marker now represents a tile and a colour from
red, blue and green (requiring subalphabet size 3|T |). Thus the
2

n ⇥m tiling is represented by a word of length m(n+1)2

n over
an alphabet of size 3|T |+ 2. The claim is that M has a solution iff
�(M) is satisfiable.

The sentence �(M) 2 FO2
[<,Bet ] is a conjunction of the fol-

lowing properties. The key idea is to cyclically use monadic predi-
cates red(x), green(x), blue(x) for assigning colours to rows.

• Each marker position has exactly one tile and one colour.
• The starting tile is s, the initial colour is red, the initial counter

bits read 0

n, the last tile is f .
• Tile colour remains same in a row and it cycles in order
red, green, blue on row change.

• The counter increments modulo 2

n in consecutive positions.
• For horizontal compatibility we check:

8x8y. mark(x) ^mark(y) ^ ¬mark(x, y) !_
(t1,t2)2H

t1(x) ^ t2(y)
.

• For vertical compatibility, we check that x, y are in adjacent
rows by invariance of lack of one colour. We check that x and
y are in the same column by checking that the counter value
(which encodes column number) is the same:
8x8y. (x < y)^(¬red(x, y)_¬blue(x, y)_¬green(x, y))^
EQ(x, y) !

_
(t1,t2)2V

t1(x) ^ t2(y).

It is easy to see that we can effectively translate an instance
M of the exponential corridor tiling problem into �(M) in time
polynomial in n. The translation preserves satisfiability. Hence, by
reduction, satisfiability of FO2

[<,Bet ] over bounded as well as
unbounded alphabets is EXPSPACE -hard.

Lemma 12. There is a satisfiability-preserving polynomial time

reduction from the logic FO2
[<,Th] to the logic FO2

[<,Bet ].

Proof. We give a polytime reduction from FO2
[<,Th] to

FO2
[<,Bet ] which preserves satisfiability. We consider in the

extended syntax a threshold constraint #a(x, y) = k where a is a
letter or a proposition and k is a natural number. The key idea of
the reduction is illustrated by the following example.
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For each threshold constraint g of the form #a(x, y) = 2

r ,
we specify a global modulo 2

r counter Cg using monadic predi-
cates p1(x), . . . , pr(x) whose truth yield an r-bit vector denoting
the value of the counter at position x. (This requires a symbolic
alphabet where several such predicates may be true at the same po-
sition.) By “global” we mean that the counter Cg has value 0 at
the beginning of the word and it increments whenever a(x) is true.
This is achieved using the formula:

8x, y. y = x+1 ! (a(x) ! INCg(x, y))^(¬a(x) ! EQg(x, y))

Here, the formulas EQg(x, y) and INCg(x, y) are similar to those
of the serial counter example in Section 2.1. Also, we have three
colour predicates redg(x), blueg(x) and greeng(x) where the
colour at the beginning of the word is redg , and we change the
colour cyclically each time the counter Cg resets to zero by over-
flowing. As in the proof of Lemma 11, invariance of lack of one
colour and the fact that x, y have different colours ensures that the
counter overflows at most once. We replace the constraint g of the
form #a(x, y) = 2

r by an equisatisfiable formula:

x < y ^ EQg(x, y) ^#a(x, y) > 0^
(¬redg(x, y) _ ¬blueg(x, y) _ ¬greeng(x, y))

More generally, we define a polynomial sized quantifier free for-
mula INCg,c(x, y) for any given constant c with 2

r�1 < c  2

r

using propositions p1, . . . , pr and three colour predicates. The for-
mula asserts that #a(x, y)+ c = 2

r . Using this we can encode the
constraint #a(x, y) = 2

r � c for any c. Similarly to EQg(x, y),
we can also define formulas LTg(x, y) to denote that its counter
Cg(x) < Cg(y), GTg(x, y) to denote that Cg(x) > Cg(y), etc.
Hence any form of threshold counting relation can be replaced
by an equisatisfiable formula, with all these global counters run-
ning from the beginning of the word to the end. Thus we have a
polynomially sized equisatisfiable reduction from FO2

[<,Th] to
FO2

[<,Bet ].

To complete the proof of Theorem 4, the upper bound for
FO2

[<,Th] comes from Lemma 12, an exponential translation
from FO2

[<,Bet ] to BInvTL[F,P] using an order type argument
similar to [4] (our Theorem 2 also points to this equivalence), and
the PSPACE upper bound for BInvTL[F,P] (Theorem 3).

5.6 Proof of necessity in Theorem 6
Here we outline the proof of the direction of Theorem 6 stating that
every language definable in FO2

[<,Bet ] has its syntactic monoid
in MeDA. This is all we will need to prove Corollary 7 and the
first assertion of Theorem 8.

We first use a game argument to prove the following fact:

Lemma 13. Lef k � 0, A,B finite alphabets, and f : B⇤ ! A⇤

a monoid homomorphism. Let w1, w2 2 B⇤. If w1 ⌘k w2, then

f(w1) ⌘k f(w2).

Now let L ✓ A⇤ be definable by a sentence of FO2
[<,Bet ]. L

is a union of ⌘k-classes for some k, and thus L is recognized by the
quotient monoid N = A⇤/ ⌘k, so M(L) is a homomorphic image
of this monoid. Consequently, it is sufficient to show that N itself
is a member of the variety MeDA. We denote by  : A⇤ ! N
the projection morphism onto this quotient.

Take e = e2 2 N and x, y 2 eNee. We will show

(xy)!x(xy)! = (xy)!.

This identity characterizes the variety DA (see, for example Diek-
ert, et al. [3]), so this will prove N 2 MeDA, as required. We can
write

x = em1 · · ·mre, y = em0
1 · · ·m0

se,

where each mi and m0
j is J -above e. Thus we have

e = n2i�1min2i = n2r+2j�1m
0
jn2r+2j ,

for some n1, . . . n2r+2s 2 N.
Now let B be the alphabet

{a1, . . . , ar, b1, . . . , bs, c1, . . . , c2r+2s},
We define a homomorphism � : B⇤ ! N by mapping each ai to
mi, bj to m0

j , and ck to nk. Since  : A⇤ ! N is onto, we also
have a homomorphism f : B⇤ ! A⇤ satisfying  � f = �. We
define words v,a,b, XS,T 2 B⇤, where S, T > 0, as follows:

v =

rY

i=1

c2i�1aic2i ·
sY

i=r+1

c2i�1bi�rc2i,

where a = a1 · · · ar, b = b1 · · · br, and XS,T = (vSavSbvS)T .
Observe that

�(v) = e,�(XS,T ) = (xy)T ,�(a) = m1 · · ·mr,�(b) = b1 · · · bs.
Since all languages recognized by N are definable in FO[<], N
is aperiodic, and thus for sufficiently large values of T, we have
�(XS,T ) = (xy)!. Thus for sufficiently large T and all S we have

�(XS,TXS,T ) = (xy)!(xy)! = (xy)!,

�(XS,TaXS,T ) = (xy)!x(xy)!.

The crucial step is to prove, again by a game argument,

Lemma 14. Let k � 0. For S, T sufficiently large,

XS,TXS,T ⌘k XS,TaXS,T ,

.
Then by Lemma 13,

f(XS,TXS,T ) ⌘k f(XS,TaXS,T ).

So

(xy)! = �(XS,TXS,T )

=  (f(XS,TXS,T ))

=  (f(XS,TaXS,T ))

= �(XS,TaXS,T )

= (xy)!x(xy)!,

as claimed.

5.7 Proof of Corollary 7
Let L = (a(ab)⇤b)⇤. It is easy to construct a sentence of FO[<]

defining L. We can give a more algebraic proof by working directly
with the minimal automaton of L and showing that its transition
monoid is aperiodic. This automaton has three states {0, 1, 2} along
with a dead state. For each state i = 0, 1, 2 we define i · a = i+1,
i · b = i� 1, where this transition is understood to lead to the dead
state if i + 1 = 3 or i � 1 = �1. The transition monoid has a
zero, which is the transition mapping every state to the dead state.
It is then easy to check that every m 2 M(L) is either idempotent,
or has m3

= 0, and thus M(L) is aperiodic. We now show that
L cannot be expressed in FO2

[<,Bet ]. By Theorem 6, if L is
expressible then M(L) 2 MeDA. As before, we will denote the
image of a word w in M(L) by w. Easily, e = ab is an idempotent
in M(L), and both m = (ab)a(ab) and f = (ab)a(ab)b(ab) are
elements of e · M(L)e · e with f idempotent and f J m in
e ·M(L)e ·e. So if e ·M(L)e ·e 2 DA we would have fmf = f.
Now f is the transition that maps state 0 to 0 and all other states to
the dead state, and m is the transition that maps 0 to 1 and all other
states to the dead state. Thus fmf = 0 6= f, so M(L) /2 MeDA.
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5.8 Proof of Corollary 7
Let L = (a(ab)⇤b)⇤. It is easy to construct a sentence of FO[<]

defining L. We can give a more algebraic proof by working directly
with the minimal automaton of L and showing that its transition
monoid is aperiodic. This automaton has three states {0, 1, 2} along
with a dead state. For each state i = 0, 1, 2 we define i · a = i+1,
i · b = i� 1, where this transition is understood to lead to the dead
state if i + 1 = 3 or i � 1 = �1. The transition monoid has a
zero, which is the transition mapping every state to the dead state.
It is then easy to check that every m 2 M(L) is either idempotent,
or has m3

= 0, and thus M(L) is aperiodic. We now show that
L cannot be expressed in FO2

[<,Bet ]. By Theorem 6, if L is
expressible then M(L) 2 MeDA. As before, we will denote the
image of a word w in M(L) by w. Easily, e = ab is an idempotent
in M(L), and both m = (ab)a(ab) and f = (ab)a(ab)b(ab) are
elements of e · M(L)e · e with f idempotent and f J m in
e ·M(L)e ·e. So if e ·M(L)e ·e 2 DA we would have fmf = f.
Now f is the transition that maps state 0 to 0 and all other states to
the dead state, and m is the transition that maps 0 to 1 and all other
states to the dead state. Thus fmf = 0 6= f, so M(L) /2 MeDA.

5.9 Proof of sufficiency in Theorem 6 for two-letter alphabets
We sketch the proof that languages over a two-letter alphabet whose
syntactic monoids are in MeDA are definable in FO2

[<,Bet ],
which will complete the proof of the main theorem. This relies
heavily on an algebraic theory of finite categories developed by
Tilson [22]. The category C(�) and the congruence ⇠

=

described
below were first introduced by Straubing [19] in the study of lan-
guages of dot-depth 2.

In this and the following sections, we assume that A = {a, b},
that M 2 MeDA and that � : A⇤ ! M is a homomorphism
onto M. Our ultimate goal is to show that ��1

(m) is definable in
FO2

[<,Bet ] for all m 2 M. This implies that every language
recognized by a monoid in M 2 MeDA is definable in the logic,
and thus that L is definable if M(L) 2 MeDA.

5.9.1 Background on finite categories
A category C consists of a set Obj(C) of objects, and, for each
c, d 2 Obj(C), a set Arr(c, d) of arrows from c to d. Given a pair
of consecutive arrows c

u�! d, d
v�! e, there is a product arrow

c
uv�! e. The product of nonconsecutive arrows is not defined. We

will sometimes denote arrows in this way by showing their start and
end objects, and sometimes just write them as u, v, uv, etc.. For
each c 2 Obj(C) there is an arrow c

1c�! c that is a right identity
for arrows ending at c and a left identity for arrows starting at c.
This is the traditional definition of a category, but we are not doing
‘category theory’ in the traditional sense: We will only consider
categories in which both the object set and every arrow set is finite,
and essentially treat categories as generalized monoids. Note that
a monoid is the same thing as a category with a single object.
Furthermore, for each object c of a category C, the set Arr(c, c)
of arrows that both begin and end at c is a finite monoid, called the
base monoid at c.

There is a preorder on categories called division and denoted
� . The ingredients of a division C � D are an object map
⌧ : Obj(C) ! Obj(D), and for each arrow u 2 Arr(c, d) of
C a set of arrows in Arr(⌧(c), ⌧(d)) of D that are said to cover u.
The covering relation is required to satisfy a number of properties:

(i) An arrow in Arr(⌧(c), ⌧(d)) can cover at most one arrow in
Arr(c, d). (It might cover several different arrows with differ-
ent starting and ending objects.)

(ii) The covering relation is multiplicative: If û covers u and v̂
covers v, then the product arrow ûv̂ covers uv.

(iii) For each c 2 Obj(C), 1c is covered by 1⌧(c).

An important special case occurs when the category D is a
monoid, and an even more special case when C and D are both
monoids. In this instance, category division reduces to monoid
division: C is a quotient of a submonoid of D.

We will employ a special property of the monoid variety DA
with respect to categories: It is local. This means that if every base
monoid of a category C divides a monoid in DA, then C itself
divides a monoid in DA (see Almeida [1], Place and Segoufin [14]).

5.9.2 The category C(�)
The objects of C(�) are pairs (e,X), where e 2 M is idempotent,
X ✓ A, and e = �(w) for some word w 2 A⇤ with ↵(w) = X.
(We write ↵(w) for the set of letters of w.) An arrow from (e,X)

to (f, Y ) is represented by a triple

(e,X)

w�! (f, Y ),

where w 2 A⇤ and Y = X [ ↵(w).
Two such arrows

(e,X)

w1,w2����! (f, Y )

are identified if

e · �(w1) · f = e · �(w2) · f.
(That is, an arrow is actually an equivalence class modulo this
identification.)

We multiply arrows by the rule

(e,X)

w1�! (f, Y )

w2�! (g, Z)

is equal to

(e,X)

w1uw2�! (g, Z),

where u 2 A⇤, ↵(u) = Y, �(u) = f.
It is straightforward to verify that this multiplication is well-

defined and associative, and that

(e,X)

u�! (e,X),

where ↵(u) = X and �(u) = e, represents the identity arrow
1(e,X). Thus C(�) is indeed a category.

The base monoid at (e,X) in C(�) is in eMee. Since M 2
MeDA, the result about locality of DA cited above implies that
C(�) divides a monoid in DA.

5.9.3 A congruence on {a, b}⇤

We describe an equivalence relation on {a, b}⇤. Since M 2
MeDA, M is aperiodic, and therefore if T > |M |, mT

= mT+1

for all m 2 M.
Given a word w 2 {a, b}⇤ we factor it into maximal factors

each of which consists entirely of a’s or entirely of b’s. We call
these factors sub-blocks. For example,

w = akrb`r · · · ak1b`1 .

In this example the word begins with a sub-block of a’s and ends
with a sub-block of b’s, but of course any of the four possibilities
can occur. We call the factors akib`i the blocks of the factorization.
In case the number of sub-blocks is odd, the leftmost block will
be incomplete, in the sense that it contains only a’s or only b’s.
Observe that we number the blocks from right to left, and call the
rightmost block the first block.

Let w,w0 2 {a, b}⇤. We define w ⇠
=

w0 if the following
conditions hold:

• The number of blocks in w and the number of blocks in w0 are
equivalent threshold T , i.e. equal or both greater than T .
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• The rightmost letters of w,w0 are the same.
• Let S be the number of blocks in w. Let 1  i  min(S, T ),

and let akib`i , ak0
ib`

0
i be the ith blocks of w,w0, respectively.

Then ki and k0
i are equivalent threshold T, and `i and `0i are

equivalent threshold T. (This assumes that the rightmost letter
of both words is b, so that blocks have the form akb`, but the
analogous definition is made if the rightmost letter is a.)

We have the following easy lemma.

Lemma 15. The equivalence relation

⇠
=

is a congruence of finite

index on {a, b}⇤.
We let K denote the quotient monoid A⇤/ ⇠

=

and  : A⇤ ! K
the projection homomorphism onto this quotient.

5.9.4 The derived category
We define another category D, called the derived category, that
depends on the homomorphisms � : A⇤ ! M,  : A⇤ ! K.
(In Tilson’s formulation, this is called the derived category of the
relational morphism  ��1

: M ! K.)
The objects of D are elements of K. The arrows are represented

by triples
k

v�! k ·  (v),
where k 2 K and v 2 A⇤. Two such triples

k
v1,v2���! k ·  (v1) = k ·  (v2)

are identified if for all words u such that  (u) = k, �(uv1) =

�(uv2). Triples are composed in the obvious way: the product

k
v1�! k ·  (v1)

v2�! k (v1v2)

is represented by the triple

k
v1v2���! k ·  (v1v2).

It is straightforward to verify that this composition law is associa-
tive, respects the equivalence of arrows. and that k 1�! k is a left
and right identity at the object k. So this is indeed a category.

The crucial property of D that we will use is:

Lemma 16. D divides a monoid in DA.

The proof of this lemma is given in Straubing [19], where both
the category C(�) and the congruence ⇠

=

are introduced.

5.9.5 Translation into logic
Let w = a1 · · · ak 2 A⇤. Consider the path traced out in the
derived category D by this word, starting at the object 1 =  (1):

1

a1�!  (a1)
a2�!  (a1a2) · · ·

ak�!  (a1 · · · ak).

We view this sequence of arrows as a word over the alphabet B
of all arrows in D. This defines a length-preserving function (but
not a homomorphism) ⇠ : A⇤ ! B⇤. By Lemma 16, D divides a
monoid N 2 DA, so we can map each arrow b 2 B to an element
✓(b) that covers it.

Let w,w0 2 A⇤. We claim that if both  (w) =  (w0
),

and ✓⇠(w) = ✓⇠(w0
), then �(w) = �(w0

). This is because the
product (1, w, (w)) of the sequence of arrows ⇠(w) is covered by
✓⇠(w), which consequently covers the product (1, w0, (w0

)) of
the arrows in ⇠(w0

). As these products have the same start and end
object, they are accordingly equal, which implies �(w) = �(w0

).
Thus if m 2 M, the language ��1

(m) is a finite union of sets
of the form

{w 2 ⌃

⇤
:  (w) = k, ✓⇠(w) = n},

for n 2 N and k 2 K. We will show that each of these sets of
words is definable in FO2

[<,Th], and thus, by Theorem 1, by a

sentence of FO2
[<,Bet ]. To express  (w) = k, we need to be

able to describe a ⇠
=

-class in FO2
[<,Th]. A single example will

illustrate the general procedure. Suppose that T = 3 and we want to
write a sentence satisfied by a word w if and only if w is congruent
to

a4b2a5ba2b4a.

This word has four blocks, and the leftmost block is incomplete, but
only the three rightmost blocks matter for the congruence class. To
describe the class, we first say that we jump left from the right-hand
end of of word, over a single a, to the rightmost b:

9x(b(x) ^ 8y(y > x ! (a(y) ^ ¬a(x, y) ^ ¬b(x, y))).
We now jump from the rightmost b over no a’s and at least one b
to the leftmost b of the first block. Observe that the condition is
‘at least one b,’ because we want to express that the size of this
sub-block is at least 3. Thus our sentence has now grown to

9x(b(x) ^ 8y(y > x ! (a(y) ^ ¬a(x, y) ^ ¬b(x, y))) ^ �(x)).
where �(x) is

9y(y < x ^ (b, 1)(y, x) ^ ¬a(y, x)).
We continue in this manner, now jumping to the rightmost b of the
next block, and then the leftmost b of the same sub-block. Note
that we grow the sentence from the outside in, at each step adding
another existential quantifier and atomic formulas of FO2

[<,Th].
When we reach the leftmost letter of the third block we will have
to add that either we are on the leftmost letter of the word, or that
the letter immediately to the left is a. The end result is a sentence
of FO2

[<,Th]defining a congruence class of ⇠
=

, and we can treat
every class similarly.

How do we express that ✓⇠(w) = n? Since ✓ is a morphism
into N 2 DA, the set of v 2 B⇤ such that ✓(v) = n is expressed
by a sentence of FO2

[<] over the alphabet B. To convert this
into a sentence over A, we have to translate each atomic formula
(k, a, k · (a))(x) into a formula of FO2

[<,Th] over A. We write
this as a(x)^↵(x), where ↵ says that the word consisting of letters
to the left of x belongs to the ⇠

=

-class k. We then proceed to write
↵ as formula over FO2

[<,Th], following the same procedure we
used above to obtain sentences describing ⇠

=

-classes. In fact, this
formula is simpler, in terms of alternation depth, than the one we
produced earlier: Using the same ⇠

=

-class as in our example, our
formula construction will begin with

9y(y < x ^ (a, 1)(y, x) ^ ¬(a, 2)(y, x) ^ ¬(b, 1)(y, x)).

The result is a sentence of FO2
[<,Th]defining ��1

(m), as re-
quired.

5.10 Proof of Theorem 8
We first show that FO2

[<,Bet ] contains languages of arbitrarily
large alternation depth.

Consider an alphabet consisting of the symbols

0, 1,_1,^2,_3,^4, · · · .
We define a sequence of languages by regular expressions as fol-
lows:

C1 = _1(0 + 1)

+

T1 = _1(0 + 1)

⇤
1(0 + 1)

⇤.

For even m > 1,

Cm = ^mC+
m�1, Tm = ^mT+

m�1.

For odd m > 1,

Cm = _mC+
m�1, Tm = _mC⇤

m�1Tm�1C
⇤
m�1.
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Observe that Cm and Tm are languages over a finite alphabet
of m + 2 letters. Cm denotes the set of prefix encodings of depth
m boolean circuits with 0’s and 1’s at the inputs. In these circuits
the input layer of 0’s and 1’s is followed by a layer of unbounded
fan-in OR gates, then alternating layers of unbounded fan-in AND
and OR gates (strictly speaking, these circuits are trees of AND and
OR gates). Tm denotes the set of encodings of those circuits in Cm

that evaluate to True.

We obtain a sentence defining C1 by saying that the first symbol
is _1 and every symbol after this is either 0 or 1.

9x(_1(x) ^ 8y(x  y ^ x < y ! (1(y) _ 0(y)))).

We obtain a sentence for T1 by taking the conjunction of this
sentence with 9x1(x).

For the inductive step, we suppose that we have a sentence
defining Tk for k � 1. Let’s suppose first that k is odd. Thus Tk is
a union of ⌘r-classes for some r, which we assume to be at least
2. Consequently, whenever v 2 Tk and v0 /2 Tk, Player 1 has a
winning strategy in the r-round game in v and v0. The proof now
proceeds by showing that whenever w 2 Tk+1 and w0 /2 Tk+1,
Player 1 has a winning strategy in the (r + 1)-round game in these
two words. This implies that the ⌘r-class of w is contained within
Tk+1, and thus Tk+1 is a union of such classes, and hence definable
by a sentence in our logic.

The argument for the case where k is even, and for the classes
Ck, is identical. Observe that since T1 is defined by a formula of
quantifier depth 2, we can take r = k + 1.

It remains to prove the claim about unbounded alternation
depth. It is possible to give an elementary proof of this using
games. However, by deploying some more sophisticated results
from circuit complexity, we can quickly see that the claim is true.
Let us suppose that we have a language L ✓ {0, 1}⇤ recognized
by a constant-depth polynomial-size family of unbounded fan-in
boolean circuits; that is, L belongs to the circuit complexity class
AC0. We can encode the pair consisting of a word w of length n
and the circuit for length n inputs by a word p(w) 2 Cn. We now
have w 2 L if and only if p(w) 2 Tn.

Now if the alternation depth of all the Tn is bounded above
by some fixed integer d, then we can recognize every Tn by a
polynomial-size family of circuits of depth d. We can use this to
obtain a polynomial family of circuits of depth d recognizing L.
This contradicts the fact (see Sipser [17]) that the required circuit
depth of languages in AC0 is unbounded.

To prove the claim about bounded alternation depth in the two-
letter case, we re-examine the construction of the formulas in Sec-
tion 5.9.5. The formula defining the condition ✓⇠(w) = n is con-
structed by writing a sentence of FO2

[<] over a base that includes
the atomic formulas (k, a, k ·  (a))(x). The formula ↵(x) used
to express this atomic formula is in ⌃2[<]. The FO2

[<] sentence
itself can be replaced (Thérien and Wilke [23]) by an equivalent
⌃2[<] sentence or a ⇧2 sentence, so the result is a ⇧3[<] sentence
defining ✓⇠(w) = n. The formula sentence defining  (w) = k
can itself be replaced by a ⌃2[<] or ⇧2[<] sentence, because K is
L-trivial and thus itself in DA.
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[6] Erich Grädel. Decision procedures for guarded logics, Proc. 16th
CADE, Trento (Harald Ganzinger, ed.), LNCS 1632 (1999), 31–51.

[7] Neil Immerman and Dexter Kozen. Definability with bounded
number of bound variables, Inform. Comput. 83.2 (1989), 236–244.

[8] Andreas Krebs, Kamal Lodaya, Paritosh Pandya and Howard
Straubing. Two-variable logic with a between predicate (Preprint,
Arxiv, 2016) 1603.05625.

[9] François Laroussinie, Antoine Meyer and Eudes Petonnet. Count-
ing LTL, Proc. 17th TIME, Paris (Nicolas Markey and Jef Wijsen,
eds.) (IEEE, 2010), 51–58.

[10] Kamal Lodaya, Paritosh Pandya and Simoni Shah. Around dot
depth two, Proc. 14th DLT, London (Canada) (Yuan Gao, Hanlin Lu,
Shinnosuke Seki and Sheng Yu, eds.), LNCS 6224 (2010), 303–314.

[11] Robert McNaughton and Seymour Papert. Counter-free automata
(MIT Press, 1971).

[12] Martin Otto. Two variable first-order logic over ordered domains, J.

Symb. Log. 66.2 (2001), 685–702.
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Abstract

Quiescent consistency is a notion of correctness for a concurrent
object that gives meaning to the object’s behaviours in quiescent
states, i.e., states in which none of the object’s operations are being
executed. The condition enables greater flexibility in object design
by allowing more behaviours to be admitted, which in turn allows
the algorithms implementing quiescent consistent objects to be
more efficient (when executed in a multithreaded environment).

Quiescent consistency of an implementation object is defined
in terms of a corresponding abstract specification. This gives rise
to two important verification questions: membership (checking
whether a behaviour of the implementation is allowed by the spec-
ification) and correctness (checking whether all behaviours of the
implementation are allowed by the specification). In this paper,
we consider the membership and correctness conditions for qui-
escent consistency, as well as a restricted form that assumes an
upper limit on the number of events between two quiescent states.
We show that the membership problem for unrestricted quiescent
consistency is NP-complete and that the correctness problem is de-
cidable, coNEXPTIME-hard, and in EXPSPACE. For the restricted
form, we show that membership is in PTIME, while correctness is
PSPACE-complete.

Categories and Subject Descriptors D.2.4 [Software Engineer-
ing]: Software/Program Verification; D.3.1 [Programming Lan-
guages]: Formal Definitions and Theory—Semantics; F.1.2 [Com-
putation by Abstract Devices]: Modes of Computation—Parallelism
and concurrency; F.3.1 [Logics and Meanings of Programs]:
Specifying and Verifying and Reasoning about Programs—Logics
of programs; H.2.4 [Systems]: Concurrency

General Terms Algorithms, Theory, Verification

Keywords Quiescent consistency, concurrent objects, decidabil-
ity, Mazurkiewicz Trace Theory

1. Introduction

Due to the possibility of interference, correctness of a concurrent
object cannot be stated in terms of pre/post conditions of its op-
erations. Instead, correctness is expressed in terms of a history of
operation invocation/response events, capturing the interaction be-
tween a concurrent object and its clients. In particular, a concur-
rent object’s history (with potentially overlapping operation calls)
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provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and
the full citation on the first page. Copyrights for components of this work owned by others than ACM must be honored.
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is mapped to a sequential history of its specification (with no over-
lapping operation calls).
1. A history of a concurrent object is considered to be correct

with respect to a correctness condition C iff the history can be
mapped to a valid (sequential) history of the object’s specifica-
tion and the mapping satisfies C.

2. A concurrent object satisfies C iff each of its histories is correct
with respect to C.

These two notions give rise to two distinct verification problems:
the former gives rise to a membership problem, and the latter a
correctness problem. In this paper, we study the decidability and
complexity of both membership and correctness for systems in
which the condition C above is quiescent consistency [11, 35].

Quiescent consistency is derived from a similar notion in repli-
cated databases [16], that gives meaning to an object in its qui-
escent states, i.e., states in which none of the object’s operations
are executing. Quiescent consistency allows events of a concurrent
object’s history between two consecutive quiescent states to be re-
ordered (when mapping to a sequential history) but disallows re-
orderings for events separated by a quiescent state [11, 15, 35].
For both membership and correctness, we consider two versions of
the problem: an unrestricted version with no limits between two
quiescent states and a restricted version that assumes a fixed upper
bound on the number of events between two quiescent states.

This paper’s main contributions are as follows. (1) We describe
how quiescent consistency can be expressed using independence
from Mazurkiewicz Trace Theory [32] and encoded as finite au-
tomata. This extends the methodology developed by Alur et al. [4],
and demonstrates the generality of their approach. (2) Prove that
deciding membership for quiescent consistency is (i) NP-complete
if the number of events between two quiescent states is unrestricted,
and (ii) polynomial (with respect to the size of the input run) if the
number of events between two quiescent states has a fixed upper
limit. (3) Prove that correctness for quiescent consistency is (i) de-
cidable, coNEXPTIME-hard, and in EXPSPACE in the unrestricted
case, and (ii) PSPACE-complete in the restricted case.

The restricted version of quiescent consistency has previously
not been studied. Our complexity results for it provide motivation
for giving the condition greater consideration, e.g., an implementa-
tion could use a combination of scheduling algorithms, “try-once”
designs and exponential backoff schemes [3] to guarantee that qui-
escence will eventually occur within a fixed finite number of steps;
the benefit being that the membership and correctness problems are
both simpler than the unrestricted case.

Sequential bottlenecks within a concurrent implementation
must be reduced to improve performance [19, 35], and using a
relaxed notion of correctness has been shown to lead to greater
performance [6, 7, 37] because it allows greater flexibility in an
object’s design. Shavit has argued for quiescent consistency as the
condition for the multi-core age [35] as it allows reorderings that
are not allowed by other conditions in the literature. For example,
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unlike linearizability [15, 23, 24], it allows the effects of operation
calls to be reordered even if the calls do not overlap in a concurrent
history; unlike sequential consistency [15, 23, 31], it allows the ef-
fects of operation calls by the same process to be reordered. When
necessary, an algorithm designer is able to choose from a range
of other conditions to provide other types of guarantees, e.g., by
taking quantitative aspects into account [2, 28], altering the spec-
ification of the object at hand [22], or taking buffers into account
in the presence of relaxed memory [12, 15, 36]. Consideration of
decidability and complexity questions for these other known cor-
rectness conditions lies outside the scope of this paper.

This paper is organised as follows. In Section 2, we motivate
the problem using a diffracting queue example, and describe the
formal background of finite automata and independence used in
the rest of the paper. Section 3 develops a finite automata encoding
of quiescent consistency as well as the membership and correctness
problems. Our results for the membership and correctness problems
are given in Sections 4 and 5, respectively.

2. Preliminaries

This section motivates quiescent consistency with a queue example
(Section 2.1), then gives a finite automata formalisation for study-
ing the problem (Section 2.2). We will use a notion of independence
from Mazurkiewicz Trace Theory (see Section 2.3).

2.1 A quiescent consistent queue

We consider the quiescent consistent queue from [11] (see Figs. 1
and 2). The queue is based on the architecture of diffracting trees,
which uses the following principle (adapted from counting net-
works [5]). Elements called balancers are arranged in a binary tree,
which may have arbitrary depth. Each balancer contains one bit,
which determines the direction in which the tree is traversed; a bal-
ancer value of 0 causes a traversal up and a value 1 causes a traver-
sal down. The leaves of the tree point to a concurrent data structure.
Operations on the tree start at the root of the tree and traverse the
tree based on the balancer values. Each traversal is coupled with
a bit flip, so that the next traversal occurs along the other branch.
Upon reaching a leaf, the process performs a corresponding opera-
tion on the data structure at the leaf.

Our example consists of two 1-level balancers eb and db used
by enqueue and dequeue operations, respectively. Both operations
share the two queues at the leaves (see Fig. 1). Pseudocode for the
queue is given in Fig. 2. Both operations are implemented using
a non-blocking atomic CAS (Compare-And-Swap) operation that
compares the stored local value e with the shared variable v and
updates v to a new value n if the values of v and e are still equal:

CAS(v,e,n) ==

atomic{ if v = e

then v := n; return true

else return false}
Both operations read their corresponding bit and try to flip it using a
CAS. If they succeed, they perform an enqueue Enq or dequeue Deq
on the queue of their local bit. For simplicity, we assume that Enq
and Deq are atomic operations (though they could be implemented
by any linearizable operation). The queue only satisfies quiescent
consistency if Deq is blocking, i.e., waits until an element is found
in the queue. The diffracting queue is not quiescent consistent if
Deq returns on empty (see [11] for details).

Example 1. The following is a possible history for the blocking
concurrent queue implementation:

h1 = D1 E2(a) E3(b) D4(b) D5(a) E6(c)
b
D1(c)

where D1 denotes a dequeue invocation by process 1, b
D1(c)

denotes a dequeue by process 1 that returns c, E2(a) denotes an

db

queue[0]

queue[1]

0

1
0

1

ebenqueue

dequeue

Figure 1. A 1-level diffracting queue with two queues

Init: eb, db = 0

enqueue(el:T)

E1: do lb := eb;

E2: until CAS(eb,lb,1-lb)

E3: Enq(queue[lb],el)

dequeue

D1: do lb := db;

D2: until CAS(db,lb,1-lb)

D3: return Deq(queue[lb])

Figure 2. Enqueue and dequeue of the diffraction queue

enqueue invocation by process 2 with input a, and b
E2 denotes the

corresponding return event. We also assume E
i

(j) = E

i

(j)

b
E

i

and
D

i

(j) = D

i

b
D

i

(j).
Operations D1, E2, D5, and E6 act on queue[0], whereas E3

and D4 act on queue[1]. There is not much concurrency in h1.
Only the first dequeue is running concurrently with the rest of the
operations. However, due to the first dequeue invocation, h1 is only
quiescent at the beginning and end.

History h1 is not linearizable [24] because the dequeues by pro-
cesses 4 and 5 violate the FIFO order of enqueues by processes 2
and 3, and linearizability does not allow non-overlapping opera-
tions to be reordered (see [11] for details). However, h1 is qui-
escent consistent because quiescent consistency allows operations
between two consecutive quiescent states to be reordered even if
they do not overlap. This means that it may be matched with the
following sequential history, which satisfies a specification of a se-
quential queue data structure.

h2 = E3(b) E2(a) D4(b) D5(a) E6(c) D1(c)

2.2 Problem representation

In this section, we present our formal framework. The behaviour of
a system will be a sequence of events. Given a set A we will let
A

⇤ denote the set of finite sequences of elements of A and " /2 A

denote the empty sequence. Like Alur et al. [4], the specification
and implementation are both represented by finite automata, whose
alphabet is a set of events recording the invocation/response of an
operation.

Definition 1. A finite automaton (FA) is a tuple (M,m0,⌃, t,M†)
in which M is the finite set of states, m0 2 M is the initial state,
⌃ is the finite alphabet, t : M ⇥ ⌃ $ M is the transition relation
and M† ✓ M is the set of final states.

Given a finite automaton M = (M,m0,⌃, t,M†), m0 2 t(m, e)

is interpreted as “it is possible for M to move from state m to
state m

0 via event e” and this defines the transition (m, e,m

0
). A

path of M is a sequence ⇢ = (m1, e1,m2), (m2, e2,m3), . . . ,

(m

k

, e

k

,m

k+1) of consecutive transitions. The path ⇢ has starting
state start(⇢) = m1, ending state end(⇢) = m

k+1 and label
label(⇢) = e1e2 . . . ek. We let Paths(M) denote the set of paths
of M. The FA M defines the regular language L(M) of labels of
paths that start in m0 and end in final states. More formally,

L(M) =

⇢
label(⇢)

⇢ 2 Paths(M)^
start(⇢) = m0 ^ end(⇢) 2 M†

�

Given run � 2 L(M) we let M[�] denote the set of states of M
that are ending states of paths in Paths(M) that have label �.

If M represents either a specification or implementation, ⌃

(the alphabet of M) is the set of events, and so, the language
L(M) denotes the possible sequences of events (called runs). In

117



this setting, each � 2 L(M) of an automaton representing an
object is also a possible history of the object.

We will use S = (S, s0,⌃, tS , S†) to denote the FA that
represents the specification and Q = (Q, q0,⌃, tQ, Q†) to denote
the FA that represents the implementation. We will typically use
s1, . . . for the names of states of S and q1, . . . for the names of
states of Q. If S is the FA for a sequential queue object, it will
generates runs such as h2 in Example 1, and if Q is the FA for the
implementation in Fig. 2, then it will generate runs such as h1. In
this paper we will be interested in two different problems.

1. Deciding whether a run � 2 L(Q) of the implementation is
allowed by the specification S. (membership)

2. Deciding whether all runs of Q are allowed by the specification
S and thus whether Q is a correct implementation of S.

(correctness)

Note that using FA forces examples such as Section 2.1 to be stati-
cally bounded. However, this is not different from other treatments
in the literature (e.g., for linearizability [4]). Moreover, the lower
bounds still hold for unbounded data structures and it is possible
that our results can be extended to context-free languages.

To model concurrent operations, we assume that an operation
has separate invoke and return events. We will use natural numbers
N to identify processes and make the following assumption, which
is a common restriction used in the literature.

Assumption 1. The number of processes in the specification and
implementation is bounded.

This assumption is implicitly met by the fact that we use FA S
and Q. Others have considered infinite-state systems in the con-
text of linearizability [8]. Here, dropping Assumption 1 causes
the correctness problem for linearizability to become undecidable,
whereas linearizability with a bound on the number of processes is
decidable [4]. To recover decidability in the infinite case, one must
place restrictions on the algorithms under consideration, in partic-
ular, linearizability is EXPSPACE-complete for implementations
with “fixed” linearization points [8] (see [13, 23] for examples of
such implementations).

Each event in ⌃ is associated with a process, an operation, and
an input or output value. Like [4], our theory is data independent in
the sense that the input and output values are ignored. We simply
assume that the event sets of the specification and implementation
are equal, and hence, every input/output that is possible for an event
of the implementation is also possible for the specification. Given
process p, ⌃(p) denotes the set of events associated with p. We
write e _ e

0 to denote that e matches e

0, i.e., e is an invoke
event and e

0 the corresponding response, which holds whenever
the process and operation corresponding to e and e

0 are the same.
We let ⇡

p

(�) denote the run that restricts � to events of process p,
which is defined by

⇡

p

(") = " ⇡

p

(e�) = if e 2 ⌃(p) then e⇡

p

(�) else ⇡
p

(�)

The empty run " is sequential. A non-empty run � = e0 . . . ek is
sequential iff e0 is an invoke event, for each even i < k, e

i

_ e

i+1,
and if k is even, e

k

is an invoke event. � is legal iff for each process
p, ⇡

p

(�) is sequential. Legality ensures that each process calls at
most one operation at a time. Furthermore, legality is prefix closed,
i.e., if � is legal, then all prefixes of � are legal.

As is common in the literature, we make the following assump-
tion on each specification object, which essentially means that its
operations are atomic.

Assumption 2. The specification S is sequential (and hence legal).

Furthermore, as is common in the literature [4, 23, 24, 28],
we ignore the behaviour of clients that use the concurrent object

in question, but assume that each client process calls at most one
operation of the object it uses at a time (different client threads may
call concurrent operations). This is captured by Assumption 3.

Assumption 3. All runs of implementation Q are legal.

Example 2. Consider the history h1 from Example 1. We have that
D1 _ b

D1(c), E2(a) _ b
E2, etc. Furthermore, h1 is legal because

⇡

p

(⌧) is sequential for each process p.

2.3 Independence

In this paper, we study quiescent consistency by using the concept
of independence from Mazurkiewicz Trace Theory [32]. Here, a
symmetric independence relation I ✓ ⌃ ⇥ ⌃ is used to define
equivalence classes of runs. If (e, e0) 2 I , then consecutive e and
e

0 within a run can be swapped. The independence relation defines a
partial commutation — some pairs of elements commute, but there
may be pairs that do not. This leads to an equivalence relation ⇠

I

,
where � ⇠

I

�

0 iff run � can be transformed into �

0 via a sequence
of rewrites of the form �1e e

0
�2 !

I

�1e
0
e�2 for (e, e0) 2 I .

Example 3. For h1 and h2 in Example 1, if I = ⌃ ⇥ ⌃ then
h1 ⇠

I

h2.

Given a run � we will let [�]
I

= {�0 | � !
I

�

0} denote
the set of runs that can be produced from � using zero or more
applications of the rewrite rules defined by I . We will let L

I

(M) =

[
�2L(M)[�]I denote the set of runs that can be formed from those

in M using rewrites based on I . We can now state membership and
correctness as stated in Section 2.2 more precisely as follows.

1. Deciding if � 2 L
I

(S) for a given � 2 L(Q). (membership)
2. Deciding if L(Q) ✓ L

I

(S). (correctness)

N.B., the correctness problem is sometimes referred to as the model
checking problem. In the next section we explore how problems
associated with quiescent consistency can be expressed in this
manner, and will see that this requires the FA that represent the
specification and implementation to be slightly adapted.

3. Quiescent consistency

In this section we define quiescent consistency and explore its
properties. In Section 3.1, we define quiescent runs and state a
number of properties that will be used in the rest of the paper,
then in Section 3.2, we present an adaptation of the FA from
the previous section to enable reasoning about membership and
correctness for quiescent consistency. In Section 3.3, we define
quiescent consistency, and state the membership and correctness
problems in terms of the adapted FA. Sections 4 and 5 then explore
these problems.

3.1 Quiescent runs

We first define quiescent runs and state some properties that we
use in the rest of this paper. If � = �1e�2 and e is an invoca-
tion event, we say e is a pending invocation if for all e0 2 �2,
e 6_ e

0. A run � is quiescent if it does not contain any pend-
ing invocations. Thus, if a legal run is quiescent then there is a
one-to-one correspondence between invoke and response events. A
path ⇢ = (q0, e1, q1), (q1, e2, q2), . . . , (qk�1, ek, qk) is quiescent
if label(⇢) is quiescent.

Example 4. Run h1 in Example 1 is quiescent, but the run
h1 E1(x)D3

b
E1 is not because the invocation D3 is pending. Note

that quiescence does not guarantee legality, e.g., runs b
D2(⇠) and

D1 D1
b
D2(⇠)

b
D2(⇠) are both quiescent, but neither is legal.

The following result links quiescence and legality.
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Proposition 1. Suppose � = �1�2 . . .�k

is a legal and quiescent
run, such that each �

i

(for 1  i  k) is a quiescent run. Then for
all 1  i  k, �

i

is legal.

Proof. Suppose � is a legal quiescent run and � = �1�2 . . .�k

,
where each �

j

is quiescent. If k = 1 then we are done so assume
that k > 1. Let �

i

for 1  i  k be the first subsequence
that is not legal, i.e., there exists a process p such that ⇡

p

(�

i

) is
non-empty and not sequential. Because legality is prefix closed,
�

0
= �1 . . .�i�1 must be legal. Moreover, for each process q,

⇡

q

(�

0
) is either empty, or a non-empty sequential run ending with

a return event. Thus for p, we have that ⇡
p

(�

0
�

i

) is not sequential,
which contradicts the assumption that � is legal.

We say that � is end-to-end quiescent iff it is quiescent and all
non-empty proper prefixes of � are not quiescent. We write ⇠(�) to
denote � being end-to-end quiescent. For example, h1 in Example 1
is end-to-end quiescent, and h2 is quiescent but not end-to-end
quiescent. The next result states that a legal quiescent run can be
expressed as the concatenation of legal end-to-end quiescent runs.

Proposition 2. Suppose � is a legal quiescent run. Then � can be
written in the form �1�2 . . .�k

such that each �

i

is a legal end-to-
end quiescent run.

Proof. If � is end-to-end quiescent, we are done. Otherwise, there
must exist �1 and �2, where � = �1�2, such that �1 is legal and
end-to-end quiescent, and �2 is legal and quiescent. Because �2 is
quiescent, it is possible to inductively apply the construction above,
which completes the proof.

3.2 Distinguishing quiescence

We now develop an extension to the FA in Section 2.2 to facili-
tate reasoning about quiescent consistency in an automata-theoretic
setting. Quiescent consistency is defined in terms of quiescent
runs and so we will consider the behaviour of the implementa-
tion/specification to be its quiescent runs. By Assumption 2, S is
sequential, and hence, distinguishing its quiescent states is straight-
forward. The following proposition gives a sufficient condition un-
der which it is possible to partition the state set of Q into quiescent
states and non-quiescent states.

Proposition 3. Suppose that every path of Q starting from q0 is a
prefix of some a legal quiescent path of Q. If ⇢ is a quiescent path
of Q such that start(⇢) = q0 and end(⇢) = q, then all paths of Q
starting from q0 and ending in q are quiescent.

Proof. The proof is by contradiction. Assume that there exist ⇢, ⇢0
and q such that paths ⇢ and ⇢

0 end at q, ⇢ is quiescent and ⇢

0 is
not quiescent. Since ⇢

0 can be completed to form a quiescent path,
there must be a path ⇢

00 from q such that ⇢0⇢00 is quiescent. Further,
⇢

00 must contain more responses than invokes. Thus, since ⇢ is
quiescent we can conclude that the path ⇢⇢

00 from the initial state of
Q has more responses than invokes. This provides a contradiction
as required, since, by Assumption 3, all histories of Q are legal.

Due to Proposition 3, it is straightforward to make the following
assumption on Q.

Assumption 4. A path of S (and Q) starting from the initial state
of S (and Q) is quiescent iff it ends in a final state of S (and Q).

Note that in the proof of Proposition 3, it might be necessary to
invoke a new operation in order to complete the non-quiescent path
⇢ under consideration and reach a quiescent state. For example,
consider our diffraction queue in Section 2.1, where the dequeue

operation that blocks when the queue is empty. Suppose we have a
path ⇢

0 such that

label(⇢

0
) = D1 D2 E3(x)

b
D2(x)

b
E3

It is not possible for ⇢0 to reach a quiescent state by only completing
the pending invocations in label(⇢

0
) — the only pending invocation

D1 is blocked because the queue is empty. However, it is possible
to reach a quiescent state by following a path where a new enqueue
operation is invoked (by some process), and this new operation
along with the pending D1 in label(⇢

0
) is completed by adding

matching returns. This observation does not invalidate our results,
which only require that we identify the quiescent states.

We now work towards a definition of allowable behaviours for
quiescent consistency (Section 3.3), stated in terms of an indepen-
dence relation (Section 2.3). We introduce a new event � /2 ⌃ that
signifies quiescence and use the universal independence relation:

U = ⌃⇥ ⌃

which defines a partial commutation that allows all events different
from � in a run to commute. Thus, the alphabet of the FA we use
is extended to ⌃

�

= ⌃ [ {�}. Note that using U as the indepen-
dence relation means that matching invocations and responses of
the specification may also be reordered when checking both mem-
bership and correctness. However, as is standard in the literature,
we have assumed that all runs of the implementation are legal (As-
sumption 3), and hence, do not generate runs such that a response
precedes an invocation, i.e., commutations of a response that is fol-
lowed by a matching invocation will never be used.

We now consider how we should add � events to the FA S (rep-
resenting the specification) and Q (representing the implementa-
tion) by extending their transition relations, which results in au-
tomata S

�

and Q
�

.
First, consider the specification S. One option is to insist that

a � is included in a run whenever a quiescent state is reached.
However, if we apply this approach to the specification, then the
runs of S will all be of the form �e1be1�e2be2� . . ., i.e., a run � of
the implementation can only be equivalent to a run �

0 of S under
the partial commutation defined by U if � = �

0, which is not what
is intended under quiescent consistency. This is a result of applying
the restriction — that one can only reorder between instances
of quiescence — to runs of the (sequential) specification; this
restriction should only be applied to runs of the implementation.
Thus, we should not require a � to appear in a run of S whenever
a quiescent state is reached. Instead, we rewrite S to form an FA
S
�

so that if s is a quiescent state of S (i.e., after each return event)
then there is a self-loop transition (s, �, s) in S

�

. These are the only
transitions of S

�

with label �. Thus, S
�

allows the inclusion of �
whenever a run of S reaches a quiescent state.

Now consider the implementation Q. Here, we must insist that
there is a � in a run of Q whenever a quiescent state is reached,
therefore we rewrite Q to form an FA Q

�

such that if q is a
quiescent state of Q then all transitions that leave q in Q

�

have
label �. These are the only transitions of Q

�

that have label �. In
particular, for each quiescent state q of Q we simply add a new
state q

�

, make q

�

the initial state of all transitions of Q that leave
q, and add the transition (q, �, q

�

). If q is a final state of Q, i.e.,
q 2 Q†, we will make q

�

a final state of Q
�

instead of q. Overall,
we construct Q

�

such that we require the inclusion of � when Q
reaches a quiescent state.

The inclusion of � in runs of S allows us to compare runs of S
and Q (once rewritten based on independence relation U ).

Example 5. Returning to runs h1 and h2 in Example 1, there are
many possible � extensions of h2 (which is a run of the specifica-
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tion), for example:

h

�

2.1 = � E3(b) � E2(a) � D4(b) � D5(a) � E6(c) � D1(c) �

h

�

2.2 = � E3(b)E2(a) � D4(b) � D5(a) � E6(c)D1(c) �

h

�

2.3 = � E3(b)E2(a)D4(b)D5(a)E6(c)D1(c) �

In contrast, there is exactly one � extension of h1, namely � h1 �. If
h2 had been a run of the implementation, then the only � extension
of h2 is h�

2.1.

In addition to adding � to the runs of S and Q, we must also
reason about runs with � removed. To this end, we define the
following projection

⇡⌃(") = " ⇡⌃(e�) = if e 2 ⌃ then e⇡⌃(�) else ⇡⌃(�)

Thus, for example ⇡⌃(�h1�) = h1 and ⇡⌃(h
�

2.1) = h2.

3.3 Allowable quiescent consistent behaviours

In this section we formalise what it means for a run of Q to be
allowed by S, stating this in terms of Q

�

. Under quiescent con-
sistency, runs � and �

0 are equivalent if they have the same (multi-
)sets of events between two consecutive occurrences of quiescence.
As a result, all elements in ⌃ commute (we do not care about the
relative order of these events) but nothing commutes with �.

Under quiescent consistency, a quiescent run � is allowed by
specification S if � can be rewritten to form a run of S by permut-
ing events between consecutive quiescent points. We thus obtain
the following definition.

Definition 2. Suppose � = �1�2 . . .�k

is a legal quiescent run
and each �

i

is legal and end-to-end quiescent (N.B., by Proposi-
tion 2, it is always possible to write � in such a form). Then � is
allowed by S under quiescent consistency iff there exists a permu-
tation �

0
i

⇠
U

�

i

for each 1  i  k such that �0
1�

0
2 . . .�

0
k

2 L(S).

We now define what it means for a run � 2 L(Q
�

) to be allowed
by a specification S under quiescent consistency.

Definition 3. Run � 2 L(Q
�

) is allowed by S under quiescent
consistency if ⇡⌃(�) is allowed by S under quiescent consistency.

We say �

0 is a legal permutation of a legal run � iff � ⇠
U

�

0

and �

0 is legal.

Proposition 4. If � is legal and quiescent, then any legal permuta-
tion of � is quiescent.

We can now express the membership and correctness problems
in terms of Q

�

and S
�

, instead of between Q and S as done in
Section 2.3.

Lemma 1 (Membership). Suppose � 2 L(Q
�

). Then � is allowed
by S under quiescent consistency iff � 2 L

U

(S
�

).

Proof. Suppose � 2 L(Q
�

). By Proposition 2 and the construction
of Q

�

, we have � = ��1� . . .�k

� such that the �
i

do not include �
(i.e., each �

i

is end-to-end quiescent).
First assume that � is allowed by S under quiescent consistency.

By Definition 3, �1�2 . . .�k

is allowed by S, and hence, by Defi-
nition 2, S has a run �

0
1�

0
2 . . .�

0
k

such that �0
i

is a legal permutation
of �

i

(for all 1  i  k). Furthermore, S is initially quiescent
and by Proposition 4, each �

0
i

is quiescent, therefore S
�

has the run
�

0
= ��

0
1��

0
2� . . . ��

0
k

�. By definition, � 2 L
U

(S
�

) as required.
Now assume � 2 L

U

(S
�

). Then, L(S
�

) contains a run �

0
=

��

0
1��

0
2� . . . ��

0
k

� for some �

0
1, . . . ,�

0
k

such that �0
i

is a permuta-
tion of �

i

(all 1  i  k). We therefore have that L(S) contains a
run �

0
1 . . .�

0
k

such that �0
i

is a permutation of �
i

(all 1  i  k),
and hence, have that � is allowed by S as required.

Lemma 2 (Correctness). Under quiescent consistency, Q is a
correct implementation of S iff L(Q

�

) ✓ L
U

(S
�

).

Proof. By Lemma 1 and the definition of quiescent consistency.

4. The Membership Problem

In this section we explore the following problem: given a specifi-
cation S and run � 2 L(Q

�

), do we have that � 2 L
U

(S
�

)? We
show that this question is in general NP-complete (Section 4.1), but
by assuming an upper bound between occurrences of two quiescent
states, the question can be solved in polynomial time (Section 4.2).

4.1 Unrestricted quiescent consistency

We first establish that the membership problem for quiescent con-
sistency is indeed in NP.

Lemma 3. The membership problem for quiescent consistency is
in NP.

Proof. Given a run � 2 L(Q
�

) and a specification S, a non-
deterministic Turing machine can solve the membership problem
of deciding whether � 2 L

U

(S
�

) as follows. First, the Turing ma-
chine guesses a run �

0 of S
�

with the same length as �. The Turing
machine then guesses a permutation �

00 of � that is consistent with
the independence relation U . Finally, the Turing machine checks
whether �0

= �

00. This process takes polynomial time and hence,
since a non-deterministic Turing machine can solve the member-
ship problem in polynomial time, the problem is in NP.

We now prove that this problem is NP-hard by showing how
instances of the one-in-three SAT problem can be reduced to it. An
instance of the one-in-three SAT problem is defined by boolean
variables v1, . . . , vk and clauses C1, . . . , Cn

where each clause
is the disjunction of three literals (a literal is either a boolean
variable or the negation of a boolean variable). The one-in-three
SAT problem is to decide whether there is an assignment to the
boolean variables such that each clause contains exactly one true
literal and is known to be NP-complete [34].1

The construction in the proof of the result below takes an in-
stance of the one-in-three SAT problem and constructs a specifica-
tion S that has k+1 ‘main’ states s0, . . . , sk and for boolean vari-
able v

i

it has two paths from s

i�1 to s

i

: one path ⇢

T

i

has a matching
invocation/response pair e

j

, be
j

for every clause C
j

that contains lit-
eral v

i

and the other path ⇢

F

i

has a matching invocation/response
pair e

j

, be
j

for every clause C

j

that contains literal ¬v
i

. The rel-
ative order of the pairs of events in ⇢

F

i

and ⇢

T

i

will not matter.
A path from s0 to s

k+1 is of the form ⇢

B1
1 ⇢

B2
2 . . . ⇢

Bk
k

for some
B1, . . . , Bk

2 {T, F}. Furthermore, the number of times that the
events e

j

and be
j

appear in the label of the path is the number of
literals in clause C

j

that evaluate to true under this assignment of
values to v1, . . . , vk. As a result, such a path contains each e

j

and
be
j

exactly once iff the assignment of B
i

to v

i

(all 1  i  k) leads
to exactly one literal in C

j

evaluating to true. Thus, there is a path
from q0 to q

k

that contains each e

j

and be
j

exactly once iff there is
a solution to this instance of the one-in-three SAT problem.

Example 6. Suppose we have four boolean variables v1, . . . , v4

and clauses C1 = v1 _ v2 _ ¬v3, C2 = v1 _ ¬v2 _ v4, and
C3 = v2 _ v3 _ ¬v4. This leads to the FA shown in Figure 3.
In this, for example, the label of ⇢T1 is e1be1e2be2 because C1 and
C2 both have literal v1, and the label of ⇢F2 is e2be2 since C2 is
the only clause that contains literal ¬v2. Consider now the path

1 Note that the one-in-three SAT problem differs slightly from the more
well-known 3SAT problem.
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L1 = label(⇢T1 ) = e1be1e2be2 L3 = label(⇢T3 ) = e3be3
L2 = label(⇢T2 ) = e1be1e3be3 L4 = label(⇢T4 ) = e2be2

s0

L1

��

label(⇢F1 )=✏

??
s1

L2

��

label(⇢F2 )=e2be2

??
s2

L3

��

label(⇢F3 )=e1be1

??
s3

L4

��

label(⇢F4 )=e3be3

??
s4

Figure 3. Finite automaton for Example 6

⇢

T

1 ⇢
F

2 ⇢
F

3 ⇢
F

4 , which has label e1be1e2be2e2be2e1be1e3be3. The label of
this path tells us that if we assign true to v1 and false to each
of v2, v3, v4 then clause C1 contains two true literals (since e1

appears twice), C2 contains two true literals (since e2 appears
twice), and C3 contains one true literal (since e3 appears once).
Thus, this assignment is not a solution to this instance of the one-
in-three SAT problem because more than one clause of C1 and C2

evaluates to true.

Note that we are not asking whether the clauses can be satisfied,
but whether they can be satisfied in a way that makes exactly
one literal of each true. This is equivalent to asking whether we
can make the clauses true if they are stated in terms of isolating
disjunction ˙_, where

˙_(v1, v2, . . . , vn) =
W

1in

(v

i

^
V

j 6=i

¬v
j

)

Example 7. Checking the assignment in Example 6, is equiva-
lent to checking for a satisfying assignment to the clauses ˙

C1 =

˙_(v1, v2,¬v3), ˙

C2 =

˙_(v1,¬v2, v4), and ˙

C3 =

˙_(v2, v3,¬v4),
where, for example, ˙

C1 = (v1 ^ ¬v2 ^ v3) _ (¬v1 ^ v2 ^ v3) _
(¬v1 ^ ¬v2 ^ ¬v3).

We now prove NP-hardness of the membership problem. The
proof essentially uses run � = e1be1 . . . enben and the FA described
above. Additional events are included to allow these events to be
reordered. In particular, we add an initial invocation e0 and a final
response be0 in the run and so the implementation is only quiescent
in its initial state and at the end of the run. This allows the events
of the run to be reordered; without the initial invocation and final
response we could only compare � with runs of the specification in
which the pairs e

i

, be
i

are met in the order found in �.

Lemma 4. The membership problem for quiescent consistency is
NP-hard.

Proof. Assume that we are given an instance of the one-in-three
SAT problem defined by boolean variables v1, . . . , vk and clauses
C1, . . . , Cn

. We define a specification with invocation events
e0, e1, . . . , en, e and corresponding return events be0, be1, . . . , ben, be.
Define a finite automaton specification S as follows. The state set
of S

�

includes states s0, s1, . . . , sk and s, s

0 with s being the initial
state. For all 1  i  k there are two paths from s

i�1 to s

i

: path
⇢

T

i

has invocation/response pair e
j

, be
j

for every clause C
j

that con-
tains literal v

i

; and path ⇢

F

i

has invocation/response pair e
j

, be
j

for
every clause C

j

that contains literal ¬v
i

. Thus, a path from s0 to
s

k

is of the form ⇢

B1
1 ⇢

B2
2 . . . ⇢

Bk
k

for some B1, . . . , Bk

2 {T, F}.
From the initial state s the path to s0 has run e0be0 and from s

k

the
path to the final state s

0 has run e be.
Consider the run � = e0e1be1 . . . enbene be be0. We prove that � is

in L
U

(S
�

) iff there is a solution to the instance of the one-in-three
SAT problem defined by v1, . . . , vk and C1, . . . , Cn

. First note that
if � 2 L

U

(S
�

) then the corresponding run of S
�

must end at state
s

0 since � contains the events e and be. In addition, � is end-to-
end quiescent and so we simply require that some permutation of
� is in L(S

�

). Thus, � 2 L
U

(S
�

) iff S
�

has a path from s0 to s

k

whose label �1 contains each e

i

and be
i

exactly once for 1  i  n.
Furthermore, �1 must be the label of a path of S

�

that is of the form
⇢ = ⇢

B1
1 ⇢

B2
2 . . . ⇢

Bk
k

. Thus, � 2 L
U

(S
�

) iff there is an assignment
v1 = B1, . . . , vk = B

k

such that each clause C1, . . . , Cn

contains
exactly one true literal. This is the case iff there is a solution to this
instance of the one-in-three SAT problem. The result now follows
from the one-in-three SAT problem being NP-complete and the
construction of S

�

and � taking polynomial time.

The following brings together these results.

Theorem 1. The membership problem for quiescent consistency is
NP-complete.

4.2 Upper bound for restricted quiescent consistency

We now consider a restricted version of quiescent consistency that
assumes an upper limit on the number of events between two qui-
escent states. It turns out that the membership problem under this
assumption is polynomial with respect to the size of the specifi-
cation S and the length of �. To prove this, we convert the mem-
bership problem into the problem of deciding whether two finite
automata define a common word, which is a problem that can be
solved in polynomial time. In particular, for a given run � 2 L(Q),
we construct a finite automaton M[�] (see Definition 5) such that
� 2 L

U

(S
�

) iff L(M[�]) \ L(S) is non-empty.
For any run �, we define a finite automaton M

U

[�] that accepts
any permutation of the events in �. The states of M

U

[�] are multi-
sets of events from � and so in the following { and } are used for
multi-sets. We use ] for multi-set union and P(⌃) for the set of
subsets of multi-set ⌃.

Definition 4. Given run � = e1 . . . ek, we let M
U

[�] be the
FA (P(⌃), ;,⌃, t, {⌃}) where ⌃ = {e1, . . . , ek} and for all
T, T

0 2 P(⌃), we have (T, e, T

0
) 2 t iff T 0

= T ] {e}.

Note that the construction M
U

[�] is generic, but we only use it
in situations where � is legal and end-to-end quiescent.

Next, we define M[�] for runs � 2 L(Q
�

). We use L1 · L2 to
denote the language product of languages L1 and L2 and for FA A
and B, we let A·B be the FA such that L(A·B) = L(A) ·L(B). In
what follows, A only has one final state (A is M

U

[�] for some �),
and hence, we can construct A · B by adding an empty transition
from the final state of A to the initial state of B.

Definition 5. For run � = ��1��2� . . . ��k

� such that ⇠(�
i

) for
each 1  i  k, we let M[�] = M

U

[�1] ·MU

[�2] · . . . ·MU

[�

k

].

The next result uses Definition 5 to convert the membership
problem into a problem of deciding whether two FA accept a
common word. Its proof is clear from the definitions.

Proposition 5. For any � 2 L(Q
�

), we have � 2 L
U

(S
�

) iff
L(M[�]) \ L(S) 6= ;.

We now arrive at our main result for this section.

Theorem 2. Suppose that there exists an upper limit b 2 N, such
that for each � 2 L(Q

�

) there are at most b events between two
occurrences of � in �. Then the membership problem for quiescent
consistency is in PTIME.

Proof. By Assumption 4, � is quiescent, and by Proposition 2 and
the definition of Q

�

, � can be written as � = ��1��2� . . . ��k

�,
where each �

i

is legal and end-to-end quiescent.
For each �

i

, the size of M
U

[�

i

] is exponential in terms of
the length of �

i

. If we assume an upper limit b on the number
of events between two occurrences of quiescence then the size of
M

U

[�

i

] is polynomial (it is exponential in terms of b). Therefore,
M[�] is of polynomial size (the sum of the sizes of the M

U

[�

i

])
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and the result follows from it being possible to decide whether
L(M[�]) \ L(S) 6= ; in time that is polynomial in terms of the
sizes of S and M[�].

5. The correctness problem

For the correctness problem, we might directly compare L(Q) and
L(S), i.e., requires that L(Q) ✓ L(S) holds. However, this lim-
its the potential for concurrency — Q would essentially be se-
quential. The effect of using a relaxed notions of correctness (such
as quiescent consistency) is that it allows L(Q) to be compared
with L(S) using some notion of observational equivalence. There-
fore, for quiescent consistency, we explore the following prob-
lem: given an implementation Q and specification S, do we have
that L(Q

�

) ✓ L
U

(S
�

)? We show that this question is decidable,
coNEXPTIME-hard and in EXPSPACE.

A language is a rational trace language if it is defined by a finite
automaton and a symmetric independence relation. Decidability of
the correctness problem is proved by using the following result
from trace theory [1].

Lemma 5. Suppose A and B are FA with set of events ⌃ and
I ✓ ⌃ ⇥ ⌃ is a symmetric independence relation. Then, the
inclusion L

I

(A) ✓ L
I

(B) is decidable iff I is transitive.

The following is an immediate consequence.

Theorem 3. L(Q
�

) ✓ L
U

(S
�

) is decidable.

Proof. The independence relation U = ⌃ ⇥ ⌃ is transitive. This
result thus follows from Lemma 5 and the fact that L(Q

�

) ✓
L

U

(S
�

) iff L
U

(Q
�

) ✓ L
U

(S
�

).

We now explore the complexity of the correctness problem,
which is equivalent to the complexity of deciding whether the
inclusion L

U

(Q
�

) ✓ L
U

(S
�

) holds. We show that this problem
is coNEXPTIME-hard by considering the problem of deciding
inclusion of the set of Parikh images of regular languages. For the
rest of this section we assume that A and B are FA.

5.1 Lower bound for unrestricted quiescent consistency

Given alphabet ⌃ = {e1, . . . , ek} and � 2 ⌃

⇤, the Parikh image
of � is the tuple (n1, . . . , nk

) such that � contains exactly n

i

instances of e

i

(all 1  i  k). We use PI(A) to denote the
set of Parikh images of the runs in L(A) and the inclusion problem
for Parikh images is to decide whether PI(A) ✓ PI(B). Deciding
inclusion for the Parikh images of regular languages is known to be
coNEXPTIME-hard [20]

To use the coNEXPTIME-hard result for Parikh images, we
construct FA A0 and B0 from A and B such that PI(A) ✓ PI(B)
iff L

U

(A0
�

) ✓ L
U

(B0
�

), where A0
�

(and B0
�

) extends A0 (resp. B0)
with � events and transitions as defined in Section 3.2. Suppose ⌃ is
the alphabet of both A and B. For each x 2 ⌃ we define an invoke
event e

x

and corresponding response event be
x

. We also include an
additional invoke event e and corresponding response be that do not
correspond to any x 2 ⌃ and hence, the resulting event set is:

� = {e, be} [ {e
x

| x 2 ⌃} [ {be
x

| x 2 ⌃}

To construct FA A0, we initialise the state set of A0 to the state set
of A and the event set of A0 to �. We then construct the initial state,
transitions, and final states of A0 as follows.

1. For the initial state q0 of A, add a new state q00 /2 A to A

0, make
q

0
0 the initial state of A0, and add the transition (q

0
0, e, q0) to A0.

2. For each transition t = (q, x, q

0
) in A, add transitions (q, e

x

, q

t

)

and (q

t

, be
x

, q

0
) in A0, where q

t

/2 A, then add q

t

to A

0.

3. Add a state q

F

/2 A to A

0, make this the only final state, and
from every final state q of A, add the transition (q, be, q

F

).

We have the following relationship between L(A) and L(A0
).

Proposition 6.

x1x2 . . . xk

2 L(A) iff e e
x1bex1ex2bex2 . . . exkbexkbe 2 L(A0

).

One important property of A0 is that every � 2 L(A0
) is end-to-

end quiescent. Thus, under quiescent consistency, � is allowed by
the specification of A0 iff some permutation of � is in the language
defined by the specification.

FA B0 is constructed as follows. Initialise the state set of B0 to
the state set of B and the event set of B0 to �, then set the initial
state of B as the initial state of B0. Then perform the following.

1. For each transition t = (q, x, q

0
) in B, add transitions (q, e

x

, q

t

)

and (q

t

, be
x

, q

0
) to B0 for a new state q

t

/2 B

0, then add q

t

to B

0.
2. Add new states q00 and q

F

to B

0, then for every final state q of
B add transitions (q, e, q00) and (q

00
, be, q

F

) to B0. Finally, make
q

F

the only final state of B0.

We have the following relationship between L(B) and L(B0
).

Proposition 7.

x1x2 . . . xk

2 L(B) iff e
x1bex1ex2bex2 . . . exkbexke be 2 L(B0

).

The next lemma links inclusion of Parikh images for A and B
to inclusion of the languages of A0

�

and B0
�

under independence
relation U .

Lemma 6. PI(A) ✓ PI(B) iff L
U

(A0
�

) ✓ L
U

(B0
�

).

Proof. First assume PI(A) ✓ PI(B). Suppose that � 2 L
U

(A0
�

);
it is sufficient to prove that � 2 L

U

(B0
�

). By Proposition 6 there
is some x1x2 . . . xk

2 L(A) such that � ⇠
U

��

0
�, where �

0
=

e e

x1bex1ex2bex2 . . . exkbexkbe. Since PI(A) ✓ PI(B) we have that
L(B) contains a permutation y1 . . . yk of x1 . . . xk

. By Proposi-
tion 7, e

y1bey1ey2bey2 . . . eykbeyke be 2 L(B0
) and so we also have

that ��00
� 2 L

U

(B0
�

) where �

00
= e

y1bey1ey2bey2 . . . eykbeyke be.
As y1 . . . yk is a permutation of x1 . . . xk

, �

00 ⇠
U

�

0. Since
��

00
� 2 L

U

(B0
�

) and �

00 ⇠
U

�

0 we have that ��0
� 2 L

U

(B0
�

).
Thus, since � = ��

0
�, we have that � 2 L

U

(B0
�

) as required.
Now assume L

U

(A0
�

) ✓ L
U

(B0
�

). Suppose that � 2 PI(A)

and so there is some �

0
= x1 . . . xk

in L(A) with Parikh Image �.
By Proposition 6, e e

x1bex1ex2bex2 . . . exkbexkbe 2 L(A0
). Thus,

� e e

x1bex1ex2bex2 . . . exkbexkbe � 2 L
U

(A0
�

). Since L
U

(A0
�

) ✓
L

U

(B0
�

), � e e

x1bex1ex2bex2 . . . exkbexkbe � 2 L
U

(B0
�

). By con-
struction, this implies that e

y1bey1ey2bey2 . . . eykbeyke be 2 L(B0
)

for some permutation y1 . . . yk of x1 . . . xk

. By Proposition 7 we
therefore know that y1 . . . yk 2 L(B). Finally, since y1 . . . yk

and x1 . . . xk

are permutations of one another they have the same
Parikh Image and so � 2 PI(B) as required.

We therefore have the following result, which holds by Lem-
ma 6 and inclusion of Parikh images being coNEXPTIME-hard.

Theorem 4. The correctness problem for quiescent consistency is
coNEXPTIME-hard.

5.2 Upper bound for unrestricted quiescent consistency

We now investigate the upper bounds on the complexity of deciding
correctness of quiescent consistency and show that the problem is
in EXPSPACE. This proof is much more involved than the lower
bound result as it is necessary to first derive an algorithm for
checking correctness quiescent consistency (see Algorithm 1) and
derive an upper bound on its running time.

We start by introducing some new notation. For m 2 M and
FA M = (M,m0,⌃, t,M†), we let m C M denote the FA
(M,m,⌃, t,M†) formed by replacing the initial state of M by
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m. Furthermore, for M 0 ✓ M (recalling that ⇠(�) denotes that �
is end-to-end quiescent), we define:

ZM(m) = {� 2 L
U

(mCM) | ⇠(�)}
ZM(M

0
) =

S
m2M

0 ZM(m)

Thus, ZM(m) is the set of end-to-end quiescent runs that start in
state m of M. The following is immediate from this definition.

Proposition 8. If Q is a correct implementation of S with respect
to quiescent consistency and q0 and s0 are the initial states of Q
and S respectively then ZQ(q0) ✓ ZS(s0).

We will use an implicit powerset construction when reasoning
about quiescent consistency. Given states m,m

0 2 M of M, sets
of states M1,M2 ✓ M and run �, we define some further notation:

m

��!M m

0 iff 9⇢ 2 Paths(M) . start(⇢) = m ^
end(⇢) = m

0 ^ label(⇢) 2 [�]

U

M1
�

=)M M2 iff 8⇢ 2 Paths(M) .

start(⇢) 2 M1 ^
label(⇢) 2 [�]

U

) end(⇢) 2 M2

Thus, m ��!M m

0 holds iff there is some path in M with labels in
[�]

U

from state m to state m

0. Furthermore, M1
�

=)M M2 holds
iff every path of M starting from a state in M1 with label in [�]

U

ends in a state of M2.
If Q is not a correct implementation of S with respect to quies-

cent consistency then there must be a quiescent run � that demon-
strates this. We will use the following result, which shows that there
is some � = �1 . . .�k+1 (where ⇠(�

i

)) that is a counter-example
for correctness of quiescent consistency such that �

k+1 is the por-
tion of � that is in Q but not in S (under independence relation U )
and k is bounded by |Q| · 2|S|.

Proposition 9. Q is not a correct implementation of S under
quiescent consistency iff there exists some run � = �1 . . .�k+1

for end-to-end quiescent �1, . . . ,�k+1 and corresponding pairs
(q0, S0), (q1, S1), . . . , (qk, Sk

) 2 Q ⇥ 2

S such that S0 = {s0},
q

i�1
�i�!Q q

i

and S

i�1
�i
=)S S

i

(all 1  i  k) such that:

1. �
k+1 2 ZQ(q

k

) and �

k+1 62 ZS(Sk

), and
2. k  |Q| · 2|S|.

Proof. The existence of such a � demonstrates that Q is not a
correct implementation of S under quiescent consistency and so
it is sufficient to prove the left-to-right direction. We therefore
assume that Q is not a correct implementation of S under quiescent
consistency. Thus, there exists a quiescent run � that is in L(Q)

but not in L
U

(S). Assume that we have a shortest such run �,
� = �1 . . .�k+1 for end-to-end quiescent �1, . . . ,�k+1. Since
� is in L(Q) but not in L

U

(S), by the minimality of � we must
have that �

k+1 2 ZQ(q

k

) and �

k+1 62 ZS(Sk

) and so the first
condition holds. Further, by the minimality of � we must have that
(q

i

, S

i

) 6= (q

j

, S

j

), all 0  i < j  k; otherwise we can remove
�

i

. . .�

j�1 from � to obtain a shorter run that is in L
U

(Q) but not
in L

U

(S). But, there are |Q| · 2|S| possible pairs and so the second
condition, k < |Q| · 2|S|, must hold.

Using Proposition 9, we develop Algorithm 1, which defines a
non-deterministic Turing Machine that solves the problem of de-
ciding correctness. At each iteration, the non-deterministic Turing
Machine first checks whether ZQ(q

c

) 6✓ ZS(Sc

); if not, it has
demonstrated that Q is not a correct implementation of S (the first
condition of Proposition 9). If this condition holds then the non-
deterministic Turing Machine increments the counter c and guesses
a next pair (q

c

, S

c

). It then checks that there is some �

c

such that

q

c�1
�c�!Q q

c

and S

c�1
�c
=)S S

c

. If there is such a �

c

then
the process can continue, otherwise the result is inconclusive. The
bound on c ensures that the algorithm terminates as long as we can
decide the conditions contained in the if statements (we explore this
below).

Algorithm 1 Deciding correctness for quiescent consistency
c = 0, S0 = {s0}, Q0 = {q0}
while c  |Q| · 2|S|

do

if ZQ(q

c

) 6✓ ZS(Sc

) then

Return Fail
end if

c = c+1
Choose some (q

c

, S

c

) 2 Q⇥ 2

S

if 6 9�
c

such that q
c�1

�c�!Q q

c

and S

c�1
�c
=)S S

c

then

Return Ok
end if

end while

If a non-deterministic Turing Machine operates as above then it
will return Fail if there is some sequence of choices that leads to
Fail being returned. The following is thus immediate from Propo-
sition 9.

Proposition 10. If a non-deterministic Turing Machine applies
Algorithm 1 to Q and S then it returns Fail iff Q is not a correct
implementation of S with respect to quiescent consistency.

We now consider the two problems encoded in the conditions
of Algorithm 1: deciding whether ZQ(q

c

) 6✓ ZS(Sc

); and decid-
ing whether there exists a run �

c

such that q
c�1

�c�!Q q

c

and
S

c�1
�c
=)S S

c

.
We start with problem of deciding whether ZQ(q

c

) 6✓ ZS(Sc

).
This involves checking whether the Parikh Image of one regular
language is (not) contained in the Parikh Image of another regular
language. It is known that this problem can be solved in non-
deterministic exponential time (NEXPTIME) [25].

Proposition 11. It is possible to decide whether ZQ(q

c

) 6✓ ZS(Sc

)

in NEXPTIME.

The remaining problem we need to decide, for states q

c�1, qc

of Q and sets S
c�1, Sc

of states of S, is whether there exists some
�

c

that can (i) take Q from q

c�1 to q

c

and (ii) take S from the set
S

c�1 of states to the set S
c

of states.
We introduce some further notation. For m 2 M and M

0 ✓ M ,
we let m C M B M

0 denote the FA (M,m,⌃, t,M

0
) formed

by making m the initial state of M and M

0 the final states. We
introduce the following (assuming all states in M

0 and M

00 are
quiescent).

ZM(m,M

0
) =

�
� 2 L

U

(mCMBM

0
) | ⇠(�)

 

ZM(M

0
,M

00
) =

S
m2M

0 ZM(m,M

00
)

That is, ZM(m,M

00
) is the set of end-to-end quiescent runs of M

that start in state m and end at a state in M

00. We use shorthand
ZM(m,m

0
) for ZM(m, {m0}) (similarly ZM(M

0
,m

0
)).

Using this notation, condition (i) above may be formalised
as the predicate �

c

2 ZQ(q

c�1, qc). Condition (ii) above re-
quires that �

c

can take S to all states in S

c

(and so that �
c

2T
s2Sc

ZS(Sc�1, s)) and cannot take S from S

c�1 to any state
outside of S

c

(and so that �

c

62
S

s2(S\Sc)
ZS(Sc�1, s)). The

negation of the overall condition thus reduces to the following.

6 9�
c

2 (A \B) \ C (1)

where A =

T
s2Sc

ZS(Sc�1, s), B =

S
s2(S\Sc)

ZS(Sc�1, s),
and C = ZQ(q

c�1, qc).
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Using some straightforward set manipulation, (1) is equal to
A \ C ✓ B. Thus, the problem is reduced to deciding whether
the intersection of a set of Parikh Images of regular languages is
contained within the Parikh Image of another regular language. We
also note that if we use L to represent the complement of a language
L then A\C ✓ B if and only if C ✓ B [A, and by de Morgan’s
Law

T
i

A

i

is equivalent to
S

i

A

i

. Condition (1) therefore becomes

ZQ(q

c�1, qc) ✓⇣S
s2(S\Sc)

ZS(Sc�1, s)

⌘
[
⇣S

s2Sc
ZS(Sc�1, s)

⌘

The Parikh Image of a regular language can be represented by
a semi-linear set that contains exponentially many terms [30]. In
addition, the complement of a semi-linear set can be represented
by polynomially many terms [27]. Thus, all of ZQ(q

c�1, qc),S
s2(S\Sc)

ZS(Sc�1, s), and
S

s2Sc
ZS(Sc�1, s) can be repre-

sented using exponentially many terms (linear sets). Further, the
problem of deciding whether one semi-linear set is contained in
another is in ⌃

p

2 [26]2 and so is in PSPACE. The overall problem is
thus in EXPSPACE (since there are exponentially many terms).

Proposition 12. It is possible to decide whether there exists run �

c

such that q
c�1

�c�!Q q

c

and S

c�1
�c
=)S S

c

in EXPSPACE.

We can now bring these results together.

Theorem 5. The correctness problem for quiescent consistency is
in EXPSPACE.

Proof. We know that a non-deterministic Turing Machine can use
Algorithm 1 to solve the problem. By Propositions 11 and 12 the
conditions of the if statements can be solved in NEXPTIME and
EXPSPACE. Observe also that the storage required for the algo-
rithm, beyond determining the conditions in the if statements, is
polynomial since the algorithm only has to store the current val-
ues of q

c

, S
c

and c, the latter taking log(|Q|2|S|
) space. Since

NEXPTIME is contained in EXPSPACE, we therefore have that
a non-deterministic Turing Machine can solve the problem in non-
deterministic EXPSPACE (NEXPSPACE). The result now follows
from Savitch’s theorem [33], which implies that NEXPSPACE =
EXPSPACE.

5.3 Complexity for restricted quiescent consistency

We now consider the case where there is a limit b on the lengths of
subsequences of runs of Q between two occurrences of quiescence.

Proposition 13. If there is a bound on the length of end-to-end
quiescent runs in Q and S, then is possible to decide whether
ZQ(q

c

) ✓ ZS(Sc

) in PSPACE.

Proof. A nondeterministic Turing Machine can solve this problem
in PSPACE as follows. First, it guesses a run � whose length is at
most the upper bound. It then checks that � is end-to-end quiescent.
It then checks whether � 2 ZQ(q

c

) and whether � 2 ZS(Sc

); we
know that these checks can be performed in polynomial time since
this is an instance of the restricted membership problem. Finally, it
returns failure if and only if � 2 ZQ(q

c

) and � 62 ZS(Sc

).

Proposition 14. Let us suppose that there is a bound on the length
of end-to-end quiescent runs in Q and S. It is possible to de-
cide whether there exists run �

c

such that q

c�1
�c�!Q q

c

and
S

c�1
�c
=)S S

c

in PSPACE.

Proof. A nondeterministic Turing Machine can solve this problem
in PSPACE as follows. First, it guesses a run � whose length is at

2 Cited in [25].

most the upper bound and checks that � is end-to-end quiescent. It
then checks whether

� 2 ZQ(q

c�1, qc) and � 2 ZS(Sc�1, Sc

) \ ZS(Sc�1, S \ S
c

).

We know that the first check (solving the membership problem for
bounded quiescent consistency) can be performed in polynomial
time. The second check can be solved by deciding whether � 2
ZS(Sc�1, Sc

) and whether � 2 ZS(Sc�1, S\S
c

) and, again, these
checks can be performed in polynomial time. The nondeterministic
Turing Machine returns True iff it finds that � 2 ZQ(q

c�1, qc),
� 2 ZS(Sc�1, Sc

), and � 62 ZS(Sc�1, S \ S
c

).

Theorem 6. The correctness problem for bounded quiescent con-
sistency is PSPACE-complete.

Proof. From Propositions 13 and 14 we know that the two condi-
tions in Algorithm 1 can be decided in PSPACE. Thus, a nondeter-
ministic Turing Machine can apply Algorithm 1 using polynomial
space. We therefore have that the problem is in PSPACE.

We now show that the problem is PSPACE-hard. If the imple-
mentation is sequential then correctness corresponds exactly to the
inclusion of the regular languages recognised by Q and S. The re-
sult thus follows from it being possible to represent any instance of
regular language inclusion in this way and regular language inclu-
sion being PSPACE-hard [29].

6. Conclusions

This paper studied complexity questions for membership and cor-
rectness of quiescent consistency, which is a correctness condition
for concurrent objects. Like Alur et al.’s results for linearizabil-
ity [4], the study is based on notions of independence from trace
theory. Our main results are that the membership problem for the
unbounded case of quiescent consistency is NP-complete, but that
the bounded case has polynomial complexity. Correctness, on the
other hand, is in EXPSPACE and is coNEXPTIME-hard and for the
bounded case it is PSPACE-complete.

The notion of quiescent consistency we have considered is
based on the definition by Derrick et al. [11], which is a formali-
sation of Shavit’s definition [35]. This definition allows operation
calls by the same process to be reordered, i.e., sequential consis-
tency [31] is not necessarily preserved. The absence of sequential
consistency in quiescent consistency makes the notion of “concur-
rent operations” imprecise. Two operations on the same thread may
be treated as being concurrent if they occur between the same qui-
escent points, e.g., in history h1 (Example 1) the operations by pro-
cesses 3-6 could be executed by process 2 (bounding program-level
concurrency to two processes), yet deciding quiescent consistency
for this history is as hard as deciding quiescent consistency for h1.

Variations of quiescent consistency have also been developed.
We have studied membership and correctness for a stronger version
of quiescent consistency that preserves sequential consistency [14].
Here, bounding the number of processes changes the complexity of
the problem. Others have considered quantitative strengthenings of
quiescent consistency [28], which includes quantitative relaxations
of linearizability [2, 22]. It is straightforward to show that the mem-
bership problem for this quantitative version is NP-complete, but
decidability of correctness is not yet known. Versions of quiescent
consistency suited to relaxed-memory architectures have also been
developed [15, 36], where the notion of a quiescent state incorpo-
rates pending write operations stored in local buffers. Consideration
of these different variations is a task for future work.

The problem of deciding membership and correctness for sev-
eral other correctness conditions have been studied. Correctness for
sequentially consistency is undecidable, even when the number of
concurrent processes is bounded [4]. Serializability (a consistency
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condition used in databases) is in PSPACE and linearizability is in
EXPSPACE when the number of concurrent processes is bounded
[17]. For an unbounded number of processes, Bouajjani et al. [8]
have shown that serializability is EXPSPACE-complete, while de-
cidability for linearizability varies depending on the type of lin-
earization points of the operations. In particular, for operations with
fixed linearization points deciding correctness of linearizability is
EXPSPACE-complete, but in the general case linearizability is un-
decidable.

Bouajjani et al. have developed characterisations of algorithm
designs that enable reduction of the linearizability problem to a
(simpler) state reachability problem [9]. Other work [10] has con-
sidered (under) approximations of history inclusion with the aim
of solving the observational refinement problem for concurrent ob-
jects [18, 21] directly. Linking quiescent consistency to the state
reachability problem and under approximations for observational
refinement are both topics for future work.
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Abstract
We study versions of second-order bounded arithmetic where in-
duction and comprehension formulae are positive or where the
underlying logic is intuitionistic, examining their relationships to
monotone and deep inference proof systems for propositional logic.

In the positive setting a restriction of a Paris-Wilkie (PW) style
translation yields quasipolynomial-size monotone propositional
proofs from ⇧

0

1

arithmetic theorems, as expected. We further show
that, when only polynomial induction is used, quasipolynomial-
size normal deep inference proofs may be obtained, via a graph-
rewriting normalisation procedure from earlier work.

For the intuitionistic setting we calibrate the PW translation
with the Brouwer-Heyting-Kolmogorov interpretation of intuition-
istic implication to recover a transformation to monotone proofs.
By restricting type level we are able to identify an intuitionistic
theory, I

1

U

1

2

, for which the transformation yields quasipolynomial-
size monotone proofs. Conversely, we show that I

1

U

1

2

is powerful
enough to prove the soundness of monotone proofs, thereby estab-
lishing a full correspondence.

1. Introduction
Bounded arithmetic has been a fruitful way to relate complexity
classes with logical theories and propositional proof systems. For
example Paris and Wilkie showed that proofs of ⇧0

1

-sentences in
the theory I�

0

1 translate to classes of polynomial-size Hilbert-
Frege (HF) proofs of bounded depth [27]; conversely, the sound-
ness of bounded-depth HF systems can be proved in such theories.2

In this work we identify theories of bounded arithmetic for
monotone and deep inference proof systems, via positive and in-
tuitionistic versions of well-known theories in the literature.

Deep inference proof complexity has received much attention
in recent years, and the complexity of the minimal system, KS,
is considered as yet unresolved [7] [22] [15]. While an extension

1 This is the fragment of Peano Arithmetic with induction is restricted to
�

0

-formulae.
2 Strictly speaking, we also require the ‘⌦

1

axiom’, to allow simple manip-
ulation of sequences.
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of it, KS+, is known to quasipolynomially3 simulate HF systems4

[22] [8], there is neither such a simulation known for KS nor some
nontrivial lower bound separating the two systems.

These systems can be viewed as subclasses of tree-like mono-
tone proofs (exemplified in e.g. [5] and [22]), i.e. sequent calculus
proofs free of negation steps (MLK ), studied in e.g. [28], [4] and
[2].5 We exploit this correspondence in the present work and, for
simplicity of exposition, work with rewriting systems MON and
NOR instead of KS+ and KS, respectively [16].

The starting point of this work is the second-order framework
due to Buss [9], as developed by Krajı́cek in [25]. 6 In Sect. 3 we
consider ‘positive’ versions of the theories U

i
j and V

i
j , where set

variables may not occur in negative context in non-logical rules.
We address some proof-theoretic issues and give a deep inference
style presentation of the Paris-Wilkie (PW) translation to MON in
Dfn. 24. The main result of this section is Thm. 27, that proofs in
the image of a certain theory MU

1

2

can be transformed to NOR-
proofs in quasipolynomial time, via graph-rewriting normalisation
procedures from [19] and analysis of their complexity from [17].

In Sect. 4, in order to obtain converse statements to these trans-
lations, we turn to intuitionistic variants of these theories, allowing
us to recover the ability to conduct some metalogical reasoning.
The two main contributions of this section are Lemma 39, a sort of
witnessing theorem that eliminates the presence of second-order ex-
istential quantifiers in a proof, and Dfn. 44, an adaptation of the PW
translation by the Brouwer-Heyting-Kolmogorov interpretation of
intuitionistic logic, ultimately yielding monotone proofs. For a cer-
tain theory, I

1

U

1

2

, we obtain in Cor. 46 that proofs in the image of
the translation can be made tree-like (i.e. in MON) efficiently.

In Sect. 5 we consider reflection principles: formal statements
of the soundness of a system. The main result of this section
is Thm. 49, that I

1

U

1

2

proves the soundness of MON, thereby
establishing a full correspondence between I

1

U

1

2

and MON.
Finally, in Sect. 6 we present some further discussion and re-

sults, and in Sect. 7 we give some concluding remarks.
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3 A quasipolynomial is a function 2log
O(1) n.

4 In fact, it is widely believed that a polynomial simulation holds, cf. [23].
5 Indeed, it was in this setting that the aforementioned quasipolynomial
simulation was first proved [2].
6 We choose not to work in the framework developed by Cook and Nguyen
[13] since many relevant distinctions, e.g. polynomial induction vs. regular
induction, seem to collapse in that setting.
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2. Preliminaries
We generally follow the notations and conventions from [25],
and occasionally [13] as well. Throughout this paper we adopt
quasipolynomial-time, i.e. 2log

O(1) n-time, as our model of feasi-
ble computation. A polylogarithm is a function log

O(1)

n.

2.1 Propositional and second-order logic
We formulate propositional logic (PL) with connectives ?, >, _,
^, � and countably many propositional variables, e.g. p, q etc. We
may use other common connectives as abbreviations for their usual
definitions in this basis. Namely, we write ¬' for ' � ? and
' ⌘  for (' �  ) ^ ( � '). We often omit brackets for
long conjunctions and disjunctions for readability, and also for long
implications when the right-most bracketing is assumed.

For arithmetic theories, we work in a two-sorted first-order
logic, which we refer to as second-order logic (SOL) in line with
the literature. SOL extends PL by variables x, y, z etc. for individu-
als, X,Y, Z etc. for sets (or strings), symbols =

1

,=

2

for individual
and set equality, respectively, and quantifiers 91

, 81 and 92

, 82 for
individual and set quantification respectively. There is also a non-
logical binary infix symbol 2 expressing membership of an indi-
vidual in a set. There may be further non-logical symbols, in which
case we use metavariables s, t and S, T to range over individual
and set terms respectively.

We sometimes write Xx or X(x) instead of x 2 X . In all
settings, we denote formulae by Greek letters ', etc., possibly
indicating free variables within parentheses, e.g. '(x, y).

Definition 1 (Contexts and polarity). A context '[·] is a formula
with a hole in place of a subformula. We say that a context '[·] is
positive if its hole is under the left-scope of an even number of �
symbols; otherwise it is negative. E.g. the context ([·] � ') �  is
positive, while the context [·] � (' �  ) is negative.

A formula is positive or monotone if no set symbol occurs in
negative context.

Convention 2 (Sequent calculus). We work with a usual sequent
calculus LK 2 over our basis of connectives, with multiplicative
formulations of branching logical rules and additive versions of
non-branching logical rules,7 e.g. as presented in [9]. In all cases
cedents are multisets of formulae and the symbol ! delimits the
two sides of a sequent, e.g. a typical sequent is written � ! �. We
write LK for the propositional fragment of LK 2.

A sequent is positive if it contains only positive formulae. The
monotone (propositional) sequent calculus MLK is obtained from
the propositional calculus LK by removing the � rules.

The intuitionistic caclulus LJ 2 is obtained from LK 2 by insist-
ing that the RHS of each sequent in a proof consists of at most one
formula. For this we must also alter the _-l rule slightly as follows:

�,'! � ⌃, ! �

_-l
�,⌃,' _  ! �

A (dag-like) proof is a list of sequents such that each one
follows from previous ones by a rule of LK 2. We call a proof tree-
like if its dependency graph is a tree, i.e. each sequent is used at
most once as the premiss of an inference step.

2.2 Bounded arithmetic and the Paris-Wilkie translation
We work in the setting of [25] (itself based on [9]), and refer the
reader to those works for comprehensive preliminary material on
bounded arithmetic.

We consider second-order theories over the vocabulary,

L
2

= {0, 1,+,⇥, | · |,#, b ·
2

c, <}

7 Here, we mean ‘additive’ and ‘multiplicative’ in the sense of linear logic.

with the usual interpretation of symbols, as construed in [25]. As
usual, set symbols are now equipped with bounding terms and
associated axioms. We will write X  t for the positive atomic
formula s  t, where s is the bounding term of X .8 We will write
⌃

B
i and ⇧

B
i for the classes of formulae strict-⌃1,b

i and -⇧1,b
i resp.

Remark 3. While we are borrowing some notation from [13] for
readability, we do not formally follow their framework. They in-
clude a length term for sets, which makes it difficult to distinguish
the forms of induction PIND and IND we consider later on. How-
ever we do assume that set symbols are equipped with a bounding
term as in [25], when necessary.

We assume that all our theories contain some appropriate set
BASIC of basic axioms (including extensionality and bounded-
ness of sets), which can be found in [25].

Definition 4 (Induction and comprehension). We define the fol-
lowing axioms:

CA : 9X  y.8x < y.(Xx ⌘ '(x))

IND : '(0) � 8x.('(x) � '(x+ 1)) � 8x.'(x)
PIND : '(0) � 8x.('(bx

2

c) � '(x)) � 8x.'(x)
For any of these axioms AX and a set of formulae �, we denote by
�-AX the set of axiom instances when the formula ' is in �.

Henceforth we assume the calculus LK 2 is enriched with initial
sequents for (all instantiations by terms of) any axioms under con-
sideration and also the usual designated rules for the bounded quan-
tifiers. If we are working in theories containing IND or PIND ,
then we assume proofs are formulated with their associated infer-
ence rules, cf. [25]. We will also have a proof-theoretic treatment of
comprehension in the form of witnessing theorems, which we will
present in Sects. 3.2 and 4.3.

The following result is, in fact, a corollary of what is usually
called ‘free-cut elimination’ introduced by Takeuti in [30], which is
discussed in detail in [12], although we state essentially the version
from [13].

Theorem 5 (Free-cut elimination). Let S be a sequent system con-
taining LK 2 and possibly containing non-logical initial sequents
and induction rules that are closed under substitution of terms for
free variables. Every S-theorem ' has an S-proof where each for-
mula occurring is (a substitutional instance of) a subformula of ',
an induction formula, or a formula in an initial sequent.

An important point is that the above statement also holds for
intuitionistic theories (e.g. as stated in [12]).

Definition 6. The theory U

i
2

is axiomatised by BASIC , ⌃B
0

-CA
and ⌃

B
i -PIND . V i

2

is the same but with IND in place of PIND .

We now present a translation h·i of closed ⌃

B
0

-formulae to
quasipolynomial-size propositional formulae, where set symbols
are associated with propositional variables, essentially from [27].

Let v(t) denote the numerical value of a closed term t.

Definition 7 (PW for closed formulae). We define a translation h·i
of closed ⌃

B
0

-formulae as follows,

h>i := >
h?i := ?

hX(t)i := p

X
v(t)

hs ./ ti := ‡

h' ?  i := h'i ? h i

h9x  t.'(x)i :=

v(t)
W

k=0

h'(k)i

h8x  t.'(x)i :=

v(t)
V

k=0

h'(k)i

for ./ 2 {,=} and ? 2 {_,^,�}, where ‡ is > if v(s) ./ v(t)
and ? otherwise.

8 Such an X would formally have s in superscript, i.e. written X

s, in [25].
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The following result can essentially be found in, e.g. [25] or
[13], but the initial idea was due to Paris and Wilkie [27].

Theorem 8 (PW for proofs). A V

0

2

(or U0

2

) proof of a ⇧

1

-sentence
8~x.'(~x) can be translated to quasipolynomial-size bounded-depth
LK -proofs of h'(~n)i~n2N|~x| .

In this paper we will be interested in adapting an extension of
this result due to Krajı́cek, for U1

2

.

2.3 Monotone and normal proofs in deep inference
The setting we use is due to Brünnler and McKinley [5] [26],
and independently Jeřábek [22]: tree-like MLK proofs can be
represented as term rewriting derivations in the following system,9

w" : '! >
w# : ? ! '

c" : '! ' ^ '
c# : ' _ '! '

s : ' ^ ( _ �) ! (' ^  ) _ �
(1)

modulo associativity and commutativity of ^ and _ and the equa-
tions A ^ > = A = A _ ?, > _> = > and ? ^? = ?.

Definition 9 (Normal proofs). A normal monotone proof is one
where all "-steps occur before all #-steps.

Notation 10. We denote by MON the rewriting system in (1) above
and by NOR the set of all normal monotone proofs.

For the sake of reducing prerequisites, we deal with MON and
NOR in this paper rather than explicitly defining the associated deep
inference proof systems, KS+ and KS respectively.

In what follows we give a deep inference style presentation of
rewriting derivations, first appearing in [20], in order to aid the
analysis of normalisation complexity later on, e.g. in Sect. 3.

Definition 11 (Derivations). We define derivations (or proofs), and
premiss and conclusion functions, pr and cn resp., inductively:

• Each formula ' is a derivation with premiss and conclusion '.
• For derivations ⇡

1

, ⇡
2

and ? 2 {^,_}, ⇡
1

? ⇡

2

is a derivation
with premiss pr(⇡

1

) ? pr(⇡

2

) and conclusion cn(⇡

1

) ? cn(⇡

2

).

• If cn(⇡

1

) ! pr(⇡

2

) an instance of a rule ⇢ then
⇡

1

⇢
⇡

2

is a
derivation with premiss pr(⇡

1

) and conclusion cn(⇡

2

).

If ⇡ is a derivation where all inference steps are instances of rules

in a system P with premiss ', conclusion  , we write
'

⇡ P

 

.

We now introduce a certain geometric abstraction of derivations,
called atomic flows. They were first introduced in [19], and the
complexity of certain transformations were studied in [15]. They
can be thought of as specialised versions of Buss’ flow graphs [11].

Definition 12 (Atomic flows). The (atomic) flow of a MON deriva-
tion is the (directed) graph obtained by tracing the paths of all
atoms, designating nodes at w#, w", c# and c" steps.

Below we give an example of a MON-derivation and its associ-
ated flow,10 using colours to associate variable occurrences in the

9 Strictly speaking, this is not a term rewriting system (TRS) due to the fact
that the LHS of c" and w" is just a variable, but the notions of reduction,
derivation etc. otherwise remain the same as for a TRS.
10 In this derivation we also make use of the medial rule, given by m :
('

1

^ '
2

)_ ( 
1

^  
2

) ! ('
1

_  
1

)^ ('
2

_  
2

), to show how c" and
c# steps can be reduced to atomic form.

proof with edges in the flow:

p
c↑ −−−−−

p ∧ p
∨

⊥
w↑ −−

p
c↑ −−−−−

p ∧ p
m −−−−−−−−−−−−−−−−−−−−−−−

p ∨ p
c↓ −−−−−

p
= −−−−−−−−−−

p ∨
⊥

w↓ −−
q

∧
p ∨ p

c↓ −−−−−
p

s −−−−−−−−−−−−−−−−−−−−−−−

p
c↑ −−−−−

p ∧ p
∨

q ∧
p

w↑ −−
⊤

= −−−−−−−−−−
q

(2)

Using flows, normalisation of monotone proofs can be con-
ducted in an entirely ‘syntax-free’ way [19]. In particular we have
the following complexity bound from [15].

Theorem 13. A MON proof ⇡ can be transformed into a NOR proof
with the same premiss and conclusion in time polynomial in the
number of maximal paths in the flow of ⇡.

In this work it will suffice to estimate the number of paths by
the following very simple upper bound:

Fact 14. The number of maximal paths in a flow of length l is  2

l.

3. Monotone theories and translations
We first define some simple positive versions of the theories U i

2

and
V

i
2

, before considering certain extensions later, cf. [9].

Definition 15 (Positive classes and theories). ⌃

B,+
i ,⇧

B,+
i are the

classes of positive ⌃

B
i and ⇧

B
i formulae, resp. The theories MU

i
2

and MV

i
2

are defined as U i
2

and V

i
2

, resp., but with induction and
comprehension formulae required to be positive.

An important observation is that the usual argument proving
U

0

2

= V

0

2

, i.e. that ⌃

B
0

-PIND can simulate ⌃

B
0

-IND , cf. [9],
cannot be carried out in the monotone setting due to the use of
� symbols in that argument.

3.1 Strengthening by generalisations of comprehension
A problem with the theories defined above is that they are rather
weak. Usually, the presence of induction in, say, U1

2

allows one
to ‘iterate’ comprehension to express more predicates. However,
to prove this, we require a certain amount of negation, even if the
final predicates are themselves positive. We address this problem
by introducing the iterated comprehension axiom, and this will be
later justified by a converse result from Sect. 4.3.

In the definition below, we assume we the presence of a pairing
function allowing us to express sets of tuples [25] [13]. Here, we
write (a, b)  (a

0
, b

0
) for a  a

0 ^ b  b

0.

Definition 16 (Iterated comprehension). Length iterated compre-
hension, denoted CA|!|, is the following axiom schema:11

9X  (~a, b).8(~x, y) < (~a, b).

y > 0 �
⇥

X(~x, y) ⌘ '

�

~x, y,X

�

�, b y
2

c
��⇤ (3)

CA! is defined as CA|!| but with (y � 1) in place of b y
2

c.

As we mentioned, this form of comprehension is already avail-
able in the presence of ⌃B

1

-PIND :

Proposition 17. ⌃

B
1

-CA|!| is provable in U

1

2

.

11 The notation '(X(�)) formally corresponds to the formula '(�~x.X~x),
where the meta-level � binder is used for formal abstraction.
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Proof. Let us denote (3) as IH (b) and proceed by induction on b.
For the inductive step, proving IH (2b) from IH (b), we introduce
a set X 0  (~a, 2b) by ⌃

B
0

-CA such that:

8(~x, y) < (~a, 2b).[X

0
(~x, y) ⌘ '(~x, y,X(�, b y

2

c))] (4)

Now, suppose y < b. We have that,

X

0
(x, 2y)

 ! '(~x, 2y,X(

~

t

1

, y), . . . , X(

~

tn, y))

 ! '(~x, 2y,'(

~

t

1

, y,X(�, b y
2

c)), . . . ,'(~tn, y,X(�, b y
2

c)))
 ! '(~x, 2y,X

0
(

~

t

1

, y), . . . , X

0
(

~

tn, y))

where every occurrence of X in ' is indicated in the second line.
The equivalences follow by (4), IH (b) and (4) respectively, and this
finishes the proof of IH (2b). The proof of IH (2b + 1) is similar,
and the base case follows from a single application of CA.

Notice that the above proof is constructive, a useful observation
for when we consider intuitionistic theories in Sect. 4.3.

If ' is positive in (3), then we will see that the Paris-Wilkie
translation can be adapted to find monotone propositional formu-
lae witnessing this existential. Consequently, we consider theories
obtained by adding ⌃

B,+
0

-CA|!| to MU

1

2

and MV

1

2

.

Notation 18. We write MU

1

2

for MU

0

2

+ ⌃

B,+
0

-CA|!|, MV

0.5
2

for MV

0

2

+ ⌃

B,+
0

-CA|!| and MV

1

2

for MV

0

2

+ ⌃

B,+
0

-CA! .

These theories are not conservative extensions, but we justify
this notation by Prop. 17 above and the converse results in Sect. 4.3.

3.2 Witnessing set existentials by SO terms: part I
Second-order theories are often hasslesome for the Paris-Wilkie
translation since it is not clear how to handle set quantifiers. They
are often translated by extension variables, e.g. in [25], although
these may introduce negation in the propositional translation.12

For this reason we develop an appropriate term language for
comprehension and thus eliminate occurrences of existential set
quantifiers altogether. This result scales up to our intuitionistic
theories later on, albeit with additional complications, which is
helpful since notions of quantifier complexity beyond ⌃

B
0

are not
well-defined in intuitionistic versions of arithmetic.

Definition 19 (Comprehension terms). We extend L
2

by SO terms,
�

~a <

~

t : '

 

and T',~t

parametrised by FO terms ~t, variables ~a and formulae '.
�-CT is the set of initial double-sequents,

~x 2
�

~a <

~

t : '(~a)

 

 ! ~x <

~

t ^ '(~x)

for each ' 2 �, and �-CT |!| is the set of initial double-sequents,

T',~s,t(~x, y) ! y > 0 ^ (~x, y) < (~s, t) ^ '(T',~s,t(�, b y
2

c))
Intuitively, the initial sequents for CT |!| evaluates the fixed

point defined by the comprehension formula. It is not difficult to
see that, over any SO theory, we have the following results:

Lemma 20. �-CT , �-CT |!| and �-CT! conservatively extend
�-CA, �-CA|!| and �-CA! resp.

Theorem 21. ⌃

B,+
0

theorems of MU

1

2

, MV

0.5
2

and MV

1

2

have
proofs containing only ⌃

B,+
0

-formulae, using CT |!|, CT |!| and
CT! resp. instead of CA.

Proof. Follows from free-cut elimination, Thm. 5, and Lemma 20
above, replacing existentially quantified set variables by terms.

12 Intuitively, one expects that this negation can be eliminated, but existing
versions of free-cut elimination, e.g. from [13], do not quite yield this.

Finally, we can extend the Paris-Wilkie translation of closed
formulae to account for comprehension terms.

Definition 22 (PW for comprehension terms). We define:
⌦
~s 2

�
~a <

~

t : '
 ↵

:=
⌦
~s <

~

t

↵
^ h'(~s)i

⌦
T',~s,t(~r, u)

↵
:= h~r  ~si ^ hu < ti ^

⌦
'(T',~s,t(�, bu

2

c))
↵

Notice that the case of CT |!| computes the fixed point of ' by
a monotone propositional formula of low complexity:

Fact 23. hT',~a,b(~s, t)i has polylogarithmic depth and quasipoly-
nomial size in v(~s), v(t), for CT |!|.

Using CT |!| we can, for example, express the threshold func-
tions from [1], [2] [8] [16]:

th(x, a, 0)  ! x = 0 _ (x = 1 ^ a 2 X)

th(x, a, b)  ! 9y  x.

✓
th(y, a, b b

2

c)
^ th(x� y, a+ b b

2

c, d b
2

e)

◆

Clearly, there are simple propositional proofs of the PW trans-
lations of the initial sequents from CT and CT |!|.

3.3 Paris-Wilkie translation for monotone theories
We present a version of the Paris-Wilkie translation from our mono-
tone theories to deep inference derivations, focussing on the length
of the atomic flows obtained to derive complexity bounds for NOR
later on. A minor contribution to the literature here is our presenta-
tion of the Paris-Wilkie translation in deep inference style, thanks
in large part to insights from previous works, e.g. [5] [22] [16].

First, let us extend h·i to the LHS and RHS of sequents. We
define h�il as

V

'2�

h'i and h�ir as
W

'2�

h'i.

Definition 24 (PW for proofs). We extend the translation h·i to
proofs ⇡(~x) in MV

0.5
2

or MU

1

2

of a ⌃B,+
0

sequent �(~x)! �(~x),

mapping to derivations
h�(~n)il

h⇡(~n)i MON

h�(~n)ir
for ~n 2 N|~x|, by induction on

the number of inference steps in ⇡(~x).
The most significant step, from the point of view of complexity

is if a proof ⇡(a) extended by an induction step:

�,'(a)! '(a+ 1),�

IND
�,'(0)! '(t),�

This is translated to the following derivation:

⟨Γ⟩
l

c↑ −−−−−−−−−−−−
⟨Γ⟩

l
∧ ⟨Γ⟩

l

∧ ⟨ϕ (0)⟩

= −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

⟨Γ⟩
l

c↑ −−−−−−−−−−−−
⟨Γ⟩

l
∧ ⟨Γ⟩

l

∧

⟨Γ⟩
l
∧ ⟨ϕ (0)⟩

⟨π(0)⟩

!

!

!

!

!

!

!

⟨ϕ (1)⟩ ∨ ⟨∆⟩
r

s −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

⟨Γ⟩
l

c↑ −−−−−−−−−−−−
⟨Γ⟩

l
∧ ⟨Γ⟩

l

∧

⎡

⎢

⎣

⟨Γ⟩
l
∧ ⟨ϕ (1)⟩

⟨π(1)⟩

!

!

!

!

!

!

!

⟨ϕ (2)⟩ ∨ ⟨∆⟩
r

∨ ⟨∆⟩
r

⎤

⎥

⎦

s −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−...
...

...
s −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

⟨Γ⟩
l
∧

⎡

⎢

⎣

⟨Γ⟩
l
∧ ⟨ϕ (t− 2)⟩

⟨π(t−2)⟩

!

!

!

!

!

!

!

⟨ϕ (t− 1)⟩ ∨ ⟨∆⟩
r

∨
⟨∆⟩

r
∨ ⟨∆⟩

r
c↓ −−−−−−−−−−−−−

⟨∆⟩
r

⎤

⎥

⎦

s −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
⟨Γ⟩

l
∧ ⟨ϕ (t− 1)⟩

⟨π(t−1)⟩

!

!

!

!

!

!

!

⟨ϕ (t)⟩ ∨ ⟨∆⟩
r

∨
⟨∆⟩

r
∨ ⟨∆⟩

r
c↓ −−−−−−−−−−−−−

⟨∆⟩
r

= −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

⟨ϕ (t)⟩ ∨
⟨∆⟩

r
∨ ⟨∆⟩

r
c↓ −−−−−−−−−−−−−

⟨∆⟩
r

⟨Γ⟩l ⟨ϕ(0)⟩

⟨π(0)⟩

⟨π(1)⟩

...
...

...

⟨π(t− 2)⟩

⟨π(t− 1)⟩

⟨ϕ(t)⟩ ⟨∆⟩r
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By following the path of the induction formula (in orange),
notice that this multiplies the length of flow by v(t), a possibly
quasipolynomial factor. The case for PIND is analogous to IND ,
but crucially the length of flow is only multiplied by dlog v(t)e, a
logarithmic factor.

A proof ⇡(a) extended by a 8-r step,

�, a  t ! �,'(a)

8-r
� ! �, 8x  t.'(x)

is translated to the derivation below,

h�il
c"

h�il ^ · · · ^ h�il
^

>
=

> ^ · · · ^ >
=

h�il ^ h0  ti

h⇡(0)i

h�ir _ h'(0)i
^ · · · ^

h�il ^ hv(t)  ti

h⇡(t)i

h�ir _ h'(t)i
s

h�ir _ · · · _ h�ir
c#

h�ir
_

v(t)V
k=0

h'(k)i

⟨Γ⟩l

· · · v(t) · · ·

⟨π(0)⟩ · · · ⟨π(t)⟩

· · ·

· · ·

⟨∆⟩r

· · ·

v(t)!

k=0
⟨φ(k)⟩

where we notice that hn  ti is > for all n  v(t). With regards to
the length of the flow, besides that inherited from each ⇡(i), notice
that the v(t) c" nodes at the top (for each atom occurrence in h�il)
can be implemented by a complete (almost) balanced tree of depth
dlog v(t)e, and similarly for the c# nodes corresponding to h�ir .

A proof ⇡ extended by a 9-r step,

� ! �,'(s)

9-r
�, s  t ! �, 9x  t.'(x)

is translated to the derivation below,

h�il ^ >
=

h�il
h⇡i

2

6

4

h�ir _
h'(s)i

w#
v(t)
W

k=0

h'(k)i

3

7

5

⟨Γ⟩l

⟨π⟩

⟨∆⟩r
v(t)!

k=0
⟨φ(k)⟩

assuming v(s)  v(t), and so hs  ti is >. Otherwise hs  ti is
? and the derivation is just composed of several w" and w# steps.

The composition of two proofs by cut is translated as follows:

⇡1

� ! �,'

⇡2

⌃,' ! ⇧

cut
�,⌃ ! �,⇧

 

h�il
h⇡1i
h�ir _ h'i

^ h⌃il
s

h�ir _
h'i ^ h⌃il
h⇡2i
h⇧ir

This can be seen as a simpler version of the translation of an
induction step, where the length of flows is increased by only a
constant factor rather than a logarithmic factor.

In a similar way, the translations of _ and ^ steps are simpler
versions of 9 and 8 steps, respectively, increasing flow length by at
most addition of a constant rather than addition of a logarithm.

Finally, the translation of structural steps affect length of a flow
by at most addition of a constant. The case for weakening, w-l
and w-r, can also be seen as a simpler version of the case for 9-r
above. For instance, a proof ⇡ extended by a c-r step is translated

as follows,

⇡

� ! �,','

c-r
� ! �,'

 
h�il

h⇡i

h�ir _
h'i _ h'i

c#
h'i

whence the case for c-l is dual.

A routine complexity analysis gives us the following:

Theorem 25. If MV

0.5
2

proves a ⌃

B,+
0

sequent �(~x) ! �(~x),

there are derivations
h�(~n)il

MON

h�(~n)ir
of size quasipolynomial in ~n 2 N|~x|.

3.4 h·i on MU

1

2

normalises in quasipolynomial time
As we mentioned, h·i on PIND-steps multiplies the length of a
flow by a polylogarithmic factor, due to the divide-and-conquer
format of the induction.

Lemma 26. h·i on MU

1

2

proofs induces atomic flows of polyloga-
rithmic length.

We can now apply the normalisation result, Thm. 13, and
Fact 14 to obtain one of our main results:

Theorem 27. If MU

1

2

proves a ⌃

B,+
0

sequent �(~x) ! �(~x),

there are derivations
h�(~n)il

NOR

h�(~n)ir
of size quasipolynomial in ~n 2 N|~x|.

4. Intuitionistic theories and translations
Unfortunately, the monotone setting in arithmetic does not allow us
to readily conduct metalogical reasoning, and so it does not seem
possible to prove soundness results (or ‘reflection’ principles).

Therefore we introduce an intuitionistic hierarchy of theories
in which to conduct such reasoning. The idea here is to view
intuitionistic implication under the Brouwer-Heyting-Kolmogorov
interpretation, as a “transformation of proofs”. In this way we
can extend the PW-translation to deal with implication without
breaking monotonicity.13

Remark 28. Previous work on intuitionistic bounded arithmetic
has included only positive induction for versions of Buss’ theory
S
2

[10] [14], in order to conduct realizability arguments. In those
settings one can, in fact, simulate the full power of non-positive
induction, but it is not possible in our setting due to the presence of
set symbols.

4.1 The hierarchy of type levels in intuitionistic logic
In order to simplify the definition of a higher type Paris-Wilkie
translation later on, here we only work with formulae that are
(8,^,�)-combinations of ⌃B,+

0

-formulae, as is common in realiz-
ability and Dialectica style interpretations. Disjunction and existen-
tials, as expected, cause genuine difficulties that are cumbersome to
deal with, cf. Sect. 6.4. Nonetheless, we point out that this fragment
suffices to prove the various results in the converse direction that
we seek, in particular Thm. 49, and so we still attain the required
correspondence for this theory of arithmetic.

Definition 29 (Levels). Define L
0

to be the set of positive formulae
(of ‘type level 0’). For j > 0 we define Lj as follows:

• If ' 2 Lj�1

then ' 2 Lj .

13 Such an approach is not generally available in classical logic due to De
Morgan laws, which induce a collapse of negation to the atoms.
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• If ' 2 Lj�1

and  2 Lj then ' �  2 Lj .
• If ' 2 Lj and  2 Lj then ' ^  2 Lj .
• If ' 2 Lj then 8x  t.' 2 Lj .

The set of bounded formulae of level j, Lj\⌃B
0

, is denoted ⌃

B,Lj

0

.
We write ⌃B,Lj

1

for the set of formulae 9 ~X  ~

t.', for ' 2 ⌃

B,Lj

0

.
We write LjJ and LjK to denote the fragments of LJ and LK ,

respectively, consisting of only (propositional) Lj formulae.

Henceforth, let us assume that theories are based over intuition-
istic logic, unless otherwise mentioned.

Definition 30 (Intuitionistic theories). For i = 0, 1 define the
theory IjU

i
2

as U

i
2

but with induction formulae in ⌃

B,Lj

i and
comprehension formulae in ⌃

B,+
0

.

Remark 31 (Quantifiers in intuitionistic logic). There is no canoni-
cal notion of quantifier hierarchy in intuitionistic logic, namely due
to the lack of a general prenex normal form for formulae. Vari-
ous hierarchies have been proposed for intuitionistic versions of
bounded arithmetic, e.g. in [10] [21] in order to mimic associated
complexity hierarchies, but this is beyond the scope of this work.

We point out that the notion of bounded formulae, ⌃B
0

, remains
the same in both the classical setting and the intuitionistic setting.
Our notion of ⌃B,Lj

1

is in the ‘strict’ sense of [13], and we will later
eliminate these existentials altogether in favour of a formulation
using set terms, as in Sect. 3.2, allowing us to remain amongst ⌃B

0

formulae where quantifier behaviour is more robust.

4.2 On the relative strength of theories
In this section we address the relative strength of our intuitionistic
theories with the positive theories defined earlier, as well as their
more well known classical versions.

From [10] we have that the law of excluded middle holds for all
quantifier-free formulae free of set symbols already in IS

2

, and so
also I

0

U

0

2

, which helps prove some of the results here:

Proposition 32 (Classical reasoning). If U0

2

` ' and ' is free of
quantifiers and set symbols then I

0

U

0

2

` '.

By inspection of the rules, or by alluding to a multiple conclu-
sion version of the intuitionistic calculus (e.g. from [18]), notice
that there are only two rules of LK 2 that cannot be simulated by
LJ 2: �-r and 8-r. In particular this yields the following, which was
observed in [4]:

Proposition 33. The positive propositional fragments MLJ and
MLK of LJ and LK resp. polynomially simulate each other.

Both �-r and 8-r require restriction of one formula on the right
to be intuitionistically valid. While the former is an inherently non-
constructive principle, the latter, which is freely available in MU

i
2

and MV

i
2

, can be simulated by an induction argument:

Proposition 34. I

1

U

1

2

` 8x  t.('(x) _  ) ! (8x  t.'(x) _
 ), where ' and  are ⌃

B,+
0

and x does not occur free in  .

Proof. We reason inside the theory I

1

U

1

2

and prove the following
L

1

formula by polynomial induction on y:

8y.8x  (t� y).



8z 2 [x, x+ y).('(z) _  )
� 8z 2 [x, x+ y).'(z) _  )

�

(5)

Let �(x, y) be such that the formula (5) is 8y.8x  (t �
y).�(x, y). The base case, when y = 0, is simple since the quan-
tifiers in �(x, y) collapse to enforcing z = x, whence �(x, y) is
equivalent to the identity formula ('(x) _  ) � ('(x) _  ).

Now assume, for some b, we have that 8x  (t�b).�(x, b), and
let a  (t�2b). We will attempt to show that �(a, 2b). Notice that

from a  (t�2b) we have that a  (t�b) and (a+b)  (t�b), by
classical reasoning and Prop. 32 above. Therefore, by the inductive
hypothesis we have that �(a, b) and �(a+ b, b).

Now, let us assume the antecedent, say �
1

(a, 2b), of �(a, 2b),
i.e. 8z 2 [a, a + 2b).('(z) _  ), and attempt to deduce the
succedent, say�

2

(a, 2b), i.e. 8z 2 [a, a+2b).'(z)_ . Notice that,
due to the intuitionistic setting, we cannot at this point query the
universal quantifier occurring in the succedent since it is underneath
a disjunction. Instead, again by Prop. 32, we have:

c 2 [a, a+ 2b) ⌘ c 2 [a, a+ b) _ c 2 [a+ b, a+ 2b) (6)

Consequently, by the right-left direction of 6 above, from �

1

(a, 2b)

we can deduce 8z 2 [a, a+b).('(z)_ ) and 8z 2 [a+b, a+2b),
i.e. �

1

(a, b) and �
1

(a+ b, b).('(z) _  ).
Finally, since we already have �(a, b) and �(a+ b, b) from the

inductive hypothesis, we can conclude �
2

(a, b) and �
2

(a + b, b).
From here we can apply the left-right direction of (6) along with
basic logical manipulations to obtain �

2

(a, 2b) as required.
The inductive step for y = 2b + 1 is similar. The theorem now

follows from (5) by setting y = t and conducting basic logical
manipulations.

From here we arrive at a useful normal form for our higher-type
Paris-Wilkie translation later on:

Corollary 35. Every ⌃

B,+
0

-formula is equivalent in I

1

U

1

2

to one
in prenex normal form.

The usual simulation of propositional MLK in propositional
LJ , i.e. Prop. 33, is carried over by converting the succedents of
MLK -sequents to disjunctions of their formulae. We just showed,
in Prop. 34 above, that this approach also admits simulation of the
8-r rule once L

1

-PIND is available.
The intuitionistic formulations of induction rules, with no side-

formulae on the right, turn out to have equal strength to their
classical formulations, by a routine argument. Furthermore, we can
observe that the usual argument simulating IND from PIND , e.g.
from [12] or [9], is constructive and requires only an increase by 1

in the type-level of induction formulae:

Proposition 36. ⌃

B,Lj+1
0

-PIND proves ⌃B,Lj

0

-IND , for j � 0.

Finally, since the proof of Prop. 17 is constructive, we have:

Proposition 37. ⌃

B
1

-CA|!| is provable in I

1

U

1

2

.

Proof. Only ⌃

B,L1
1

-PIND is used in the proof of Prop. 17.

We can now conclude the following.

Theorem 38 (Inclusions). I

0

U

1

2

✓ MU

1

2

✓ MV

0.5
2

✓ I

1

U

1

2

.

Proof. The first two inclusions are routine. The final inclusion
follows from Props. 33, 34, 36 and 37.

4.3 Witnessing set existentials by SO terms: part II
For the same reasons as Sect. 3.2, and the difficulty of handling
quantifiers in intuitionistic logic, we wish to eliminate occurrences
of second-order quantification in our intuitionistic theories. The
arguments are a little more involved now that we have access to
induction on more complex formulae, but we are nonetheless able
to work with the same comprehension terms and rules as before.

We will assume that every ⌃

B,Lj

1

formula has just one second-
order existential quantifier.14 Our main witnessing lemma is the
following:

14 This can be achieved by the usual trick of string interleaving, cf. [13].
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Lemma 39. Suppose j > 0 and IjU
1

2

` �(~a,

~

A)! 9X.'(X,~a,

~

A),
where all free variables are indicated. Then there is a ⌃

B,+
0

-CT |!|

term T (~a,

~

A) such that IjU1

2

` �(~a,

~

A)! '(T (~a,

~

A),~a,

~

A).

Proof sketch. By induction on the number of inference steps in a
free-cut free proof ⇡. The only problematic case is when ⇡ consists
of a subproof ⇡0 followed by a PIND step,

�, 9X  s.'(X, ba
2

c)! 9X  s.'(X, a)

PIND
�, 9X  s.'(X, 0)! 9X  s.'(X, t)

with free variables amongst ~a, ~A. We then have a proof of,

�, A  s,'(A, ba
2

c)! 9X.'(X, a)

from which we have a term R(A) (with free variables from ~a,

~

A),
by the inductive hypothesis, and a proof ⇡0

(A) of:

�, A  s,'(A, ba
2

c)! R(A)  s ^ '(R(A), a)

Now, by ⌃

B,+
0

-CT |!|, we have a term TR,s,a and initial sequents:

TR,s,a(x, y) ! y > 0^(x, y) < (s, a)^R(TR,s,a(�, b y
2

c))(x)

Finally, we can apply PIND after ⇡0
(TR,s,a) to obtain a proof

of the required format.

From here we can obtain our quantifier-elimination result:

Theorem 40. For j > 0, IjU1

2

is equivalent to IjU
0

2

+⌃

B,+
0

-CT |!|
over ⌃B,+

0

-theorems.

Proof. Since the proof of Prop. 17 can be made constructive in
I

1

U

1

2

, and so the theorem follows from Lemma 39 above.

Notation 41. Following the shorthands from Sect. 3, we will write

¯

IjU
1

2

for IjU0

2

+ ⌃

B,+
0

-CT |!|,
¯

IjV
0.5
2

for IjV 0

2

+ ⌃

B,+
0

-CT |!|
and

¯

IjV
1

2

for IjV 0

2

+ ⌃

B,+
0

-CT! .

4.4 Paris-Wilkie translation for IjU
1

2

and IjV
1

2

For convenience we will switch back to the sequent calculus pre-
sentation of monotone proofs, MLK , whose tree-like variant is
polynomially equivalent to MON [22]. It is just as simple to conduct
the translation to MON, but already existing concepts and terminol-
ogy for the sequent calculus makes it slightly easier to explain the
translation; in particular, the existence of a sequent arrow (!) at
the meta-level makes it simple to translate implications between
monotone formulae to monotone sequents.

This way, it will also be clearer from our translation how to
obtain a correspondence for dag-like MLK , for which there is no
standard definition of a corresponding system based on MON.

As expected for realizability-style translations, it is contractive
behaviour that generates complexity, this time in the dependency
graph of a dag-like MLK proof. However, the length of this graph
is tamed just like in Sect. 3.4, by relying on PIND .

Definition 42 (Formula and sequent translation). Set �·�0 = h·i,
and for j > 0, we define a translation �·�j from closed bounded Lj

formulae to multisets of propositional Lj�1

sequents as follows:

• If ' 2 Lj�1

then, �'�j := { ! h'i}
• If ' 2 Lj�1

and  2 Lj then:

�' �  �j :=

n

h'i ,�! � : �! � 2 � �jo
• If ', 2 Lj then �' ^  �j := �'�j [ � �j .

• If ' 2 Lj then �8x  t.'(x)�j :=

v(t)
S

k=0

�'(k)�j .

• For a cedent � of Lj formulae, ��� := S

'2�

�'�j .

In what follows, we will use S and its decorations to vary over

sequents, and we write
~

S

⇡

S

for a (dag-like) sequent derivation called

⇡ with premisses the (multi)set or list ~S and conclusion S.
Before proceeding to give the generalised Paris-Wilkie transla-

tion of IjU1

2

proofs, we first give a version of the deduction theorem
that will be useful, e.g. for the �-r case in our translation.

Lemma 43 (Deduction). An LjJ derivation
! '

⇡

!  

can be polyno-

mially transformed to an LjJ proof ⇡0 of '!  , and vice-versa.

Proof. The right-left direction is simply obtained by cutting! '

against the conclusion ' !  of ⇡0. For the left-right direction,
we append the cedent ' to the left-hand side of all sequents oc-

curring in the derivation ⇡:
'! '

',⇡

'!  

. It is not difficult to see that

the derivation remains valid in LjJ and, moreover, begins with a
correct initial sequent.

Definition 44 (Translation of proofs). For j > 0, an
¯

IjU
1

2

or

¯

IjV
0.5
2

proof ⇡ of a sequent ⌃ ! ' is translated by �·�j to a
multiset of (dag-like) Lj�1

J derivations of the following format:
8

<

:

�⌃�j
�⇡�jS

S

: S 2 �'�j
9

=

;

The translation is again by induction on the structure of an
arithmetic proof ⇡. We give some key steps in the translation below,
henceforth fixing j and suppressing it in superscripts.

If ⇡ consists of subproofs ⇡
1

and ⇡
2

followed by a cut step,

⌃! ' ⇧,'!  

cut
⇧,⌃!  

then by the inductive hypothesis we have derivations
�⌃�
�⇡1�S

S

for

each S 2 �'�, and derivations

�⇧��'�
�⇡2�S0

S

0

for each S

0 2 � �. Let

�'� = {Si : i  n} and, for each S

0 2 � �, we define,

�⇡�S0 :=

�⇧��⌃�
�⇡1�S0

S

0

�⇡1�S1
.

.

.

�⇡1�Sn

Sn

�⇡2�S0

S

0

where �⌃� is used once for each �⇡
1

�Si
.

If ⇡ consists of a subproof ⇡0 followed by a c-l step,

�,','!  

c-l
�,'!  

then, for S 2 � �, �⇡�S is defined as �⇡0�S , deleting one of the
occurrences of each formula � in �'�; from the point of view of
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the dependency graph, any later sequents previously relying on the
deleted occurrence now rely on the remaining occurrence of �.

If a proof ⇡ consists of a subproof ⇡0 followed by a �-r step,
⌃,'!  

�-r
⌃ ! ' �  

then, again, notice that ' must be in Lj�1

, since ' �  must be
in Lj . Therefore, by the inductive hypothesis, we have derivations�⌃�

! h'i
�⇡0�

S

S

for each S 2 � �. From here, we can obtain a

definition of �⇡�S of the appropriate format by simply applying
the deduction theorem, Lemma 43.

If ⇡ consists of subproofs ⇡
1

and ⇡
2

followed by a �-l step,
⌃ ! ' ⇧, ! �

�-l
⇧,' �  ,⌃ ! �

then notice that'must be Lj�1

, since' �  must be in Lj . There-

fore, by the inductive hypothesis, we have a derivation
�⌃�
�⇡1�'

! h'i
and derivations

�⇧�� �
�⇡2�S

S

for each S 2 ���.

Let � � = {�i ! �i : i  n} and, for S 2 ���, we define,

�⇡�S :=

�⇧�
h'i ,�

0

! �

0

�'� �
h'i ,�n ! �n�⌃�

�⇡1�'
! h'i

�

0

! �

0

cut

�n ! �n

�⇡2�S
S

where the sequence of formulae marked cut is obtained by cutting
the sequent ! h'i against each h'i ,�i ! �i in �' �  �.

The 8 rules are rather simple. The rule 8-l amounts to adding
further premisses to an existing derivation, while 8-r essentially
follows from expanding out the definition of �·� on universally
quantified formulae.

For the extension of a proof by an induction step, the defini-
tion of �·� is obtained by first converting the induction into finitely
many instances of cut (the number determined by the value of the
closed term in the succedent of the lower sequent), like in the defi-
nition of h·i, and then applying the definition of �·� for the case of
cut steps. This may increase the length of the dependency graph by
a logarithmic factor in the case of

¯

IjU
1

2

, and by a quasipolynomial
factor in the case of

¯

IjV
0.5
2

.

It turns out that the image of
¯

IjU
1

2

proofs can be made tree-
like in quasipolynomial time. We omit a complexity analysis here,
for brevity, but remark that the argument is not dissimilar to that
for h·i on MU

0

2

and its variations. Essentially, the length of the
dependency graph of an Lj�1

J proof in the image of �·�j is
bounded by a polylogarithm in the size of the arguments in the
conclusion, due to the use of only polynomial induction steps, and
so ‘unwinding’ the proof to tree-like form takes quasipolynomial-
time. The argument also bears semblance to that used in [25] for
the theory U

1

1

(or equivalently U

1

2

), where it is extension variables
rather than dagness that needs to be unwound in a proof.

Theorem 45 (Complexity of �·�). If
¯

IjV
0.5
2

proves an Lj sequent

⌃(~x) ! '(~x), there are Lj�1

J derivations
�⌃(~n)�

⇡

S

for each

S 2 �A(~n)� of size quasipolynomial in ~n and, if it is a
¯

IjU
1

2

theorem, ⇡ has a dependency graph of length polylogarithmic in ~n.

Finally, by considering the special case when j = 1 and
the aforementioned correspondence between tree-like MLK and
MON, we arrive at one of our main results:

Corollary 46. If I
1

U

1

2

proves a ⌃

B,+
0

sequent � ! � then there

are quasipolynomial-size MON proofs
h�il

h�ir
, or equivalently tree-

like MLK proofs of h�il ! h�ir .

5. Reflection principles
The reflection principle for a propositional proof system (PPS) is
a formal statement of its soundness. Proofs in arithmetic theories
of such principles serve as converses of propositional translations
(e.g. Paris-Wilkie), since they guarantee that the theory is amongst
the strongest for which such a translation could exist.

Due to the criteria of positivity and level we must be careful
about how to formalise sequences and data structures. Therefore
we take a mixed approach, using individual variables (on which
negation may occur) to code formulae and proofs, as often done
in subsystems of Buss’ S i

2

and T i
2

, using set variables to code the
truth of the formula, as is usually done for subsystems of U i

2

and
V

i
2

[25]. This is also the reason why we include the # symbol in
all our theories, since it is required to carry out such a coding.15

We do not present the full formalisation here, but assume we
have access to the following ⌃

B,+
0

-formulae free of set variables:

•
Fla

+

(x) : “x codes a positive formula”.
•
DerP (x, y, z) : Fla

+

(y)^Fla

+

(z) ^ “x codes a P -derivation
from y to z”.

We assume that their basic properties are provable in U

0

2

(and so
I

0

U

0

2

and MU

0

2

) cf. [25].
We also need a formula,

Tr

+

(x) : Fla

+

(x) ^ “the formula coded by x is true”

obtained by ⌃

B,+
0

-CA|!| and so containing set variables. In order
to do this we need to use a monotone variation of Spira’s theorem,
stating that every formula can be polyomially transformed into an
equivalent one that is balanced, i.e. has logarithmic depth.

The exposition follows that in [25], taking care to preserve
monotonicity. For brevity, let us suppose we have such formulae,
and that

⌦

Tr

+

(x)

↵

is logically equivalent to the propositional for-
mula coded by x, witnessed by short proofs in NOR.

Definition 47 (Positive reflection). For a PPS P , we define:

Rfn

+

P := 8x, y, z.(DerP (x, y, z) � (Tr

+

(y) � Tr

+

(z))) (7)

Recall that a (propositional) monotone implication is a proposi-
tional formula ' �  where ' and  are free of � symbols.

Proposition 48 (Quasipolynomial simulation). For a PPS P :

1. If MU

1

2

` Rfn

+

P then NOR quasipolynomially simulates P

over monotone implications.
2. If MV

0.5
2

` Rfn

+

P or I

1

U

1

2

` Rfn

+

P then MON quasipolyno-
mially simulates P over monotone implications.

15 We do not lose much, however, since quasipolynomials pop up from
various locations in the propositional translations presented, not just #.
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Proof. Let us consider 1, whence the case for 2 is analogous.
Applying Thm. 2516 we arrive at quasipolynomial-size families of
propositional derivations:

⌦

DerP (l,m, n) ^
⌦

Tr

+

(m)

↵↵

⇡(l,m,n) NOR
⌦

Tr

+

(n)

↵

for l,m, n 2 N. Consider a P -proof ⇡', of a monotone impli-
cation ' �  , and let us write p↵q for the code of some (finite)
object. Notice that DerP (p⇡', q, p'q, p q) is true and contains
no set symbols, so its image under h·i is simply a Boolean combi-
nation of constant symbols, which can be evaluated even in NOR.
Finally, recall that

⌦

Tr

+

(p�q)
↵

is provably equivalent to � by short
proofs in NOR, for any positive propositional formula �, and so
we can construct from ⇡(p⇡', q, p'q, p q) quasipolynomial-size

derivations of the format
'

NOR

 

as required.

Finally we give the following result which, in light of Prop. 48
above, provides a form of converse to Cor. 46.

Theorem 49. I

1

U

1

2

proves Rfn

+

MON.

Proof sketch. We prove the following ⌃

B,L1
0

-formula,

8x, y, z < w.(DerMON(x, y, z) � (Tr

+

(y) � Tr

+

(z)))

by polynomial induction on w, whence the result follows by
BASIC . In the inductive step we apply the inductive hypothe-
sis to the first half and second half of a MON rewriting derivation,
thence applying cuts to derive the inductive step. In order to con-
struct divide-and-conquer style arguments on MON proofs, we may
represent them as usual rewriting derivations that are simply lists
of formulae (i.e. ‘Calculus of Structures’ style [6]).17

6. Further remarks
We briefly present some further points related to this work and
discuss some ongoing research.

6.1 Variants of V 1

2

We have discussed mostly the monotone and intuitionistic versions
of U1

2

and the versions of V 1

2

with only ⌃

B,L1
0

-PIND rather than
⌃

B,L1
0

-IND , our so-called ‘V 0.5
2

’ theories. We believe that all the
expected results for MV

1

2

and I

1

V

1

2

go through, namely that both
translate to dag-like MLK derivations with extension variables,
cf. [24], and the latter is able to prove its soundness.

In a recent line of work by Straßburger et al., variants of KS

(or NOR) with extension have been studied [29], so it would be
interesting to see what blend of rules corresponds to those sys-
tems. The answer does not seem obvious since, as soon as we add
⌃

B,L1
0

-IND we inherit ⌃B,+
0

-IND , and so cannot distinguish nor-
mal proofs from monotone proofs.

6.2 Counting arguments and further reflection principles
It is known that tree-like MLK can quasipolynomially simulate
LK over monotone sequents [1], and this (along with [1] [16] etc.)
is one of the main sources of inspiration for this work.

The proof relies crucially on monotone formulae computing
the threshold function, for which we constructed SO terms at the

16 In the case of 2 we should apply 27 or Cor. 46, as appropriate.
17 This representation is at most quadratically larger than the deep inference
representation of Sect. 2.3.

end of Sect. 3.2. In all these works, the crucial point is to find
short proofs witnessing the symmetry of threshold functions. While
Atserias et al. achieved this for tree-like MLK (or MON), this is
also achievable for NOR, albeit via a more complicated proof, and
this was used in [16] to construct quasipolynomial-size proofs of
the propositional pigeonhole principle in NOR.

To show the usefulness of our monotone theories, in ongoing
work we show that MU

1

2

proves the correctness of merge-sort, and
so can prove the symmetry of threshold functions, subsuming the
results of [16]. We would be interested in taking this further, finding
new upper bounds and separations via these natural theories.

Can we reproduce Atserias et al.’s result using purely logical
tools, instead of complex counting arguments? A corollary of their
result is that the intuitionistic calculus LJ quasipolynomially sim-
ulates LK over monotone sequents. Can we perhaps reproduce this
result or something in between, say for IjU1

2

for some large but fi-
nite j? A potentially fruitful idea is given in the next subsection; an
answer to this question might have ramifications for more general
questions in monotone proof complexity.

6.3 (8,�)-classical logic and Pierce’s law
There are several difficulties with attempting to extend some of
our results to the classical setting, but such results could provide
a purely logical analogue to results in, say, [2], which rely on
complex combinatorial arguments.

Over the (8,�)-fragment of the language we can recover clas-
sical reasoning by what is known as Pierce’s law:

((' �  ) � ') � ' or the rule
⌃,' �  ! '

⌃ ! '

In fact, when dealing with only L

1

-proofs, we can actually realize
this law by (tree-like) MLK derivations,

� ⌃,' �  ! '

⌃ ! '

� :

�⌃�
h'i ,�

1

! �
1

�'� �
h'i ,�n ! �n

�⇡�'
! h'i

7!

�⌃�
h'i ! h'i

h'i ,�
1

! �
1

, h'i
w

h'i ,�n ! �n, h'i
�⇡�',h'i

! h'i , h'i
! h'i

where �⇡�' , h'i is obtained by appending h'i to the succedent
of every sequent in �⇡�'. Notice that, while this transformation
is valid in MLK it is not, in general, valid for LjJ due to the
restriction on the �-r rule.

The problem with implementing this is the fact that we do not
have much control on the logical complexity of  . Nonetheless, in
ongoing work we are exploring fragments of classical U1

2

for which
a translation to MLK may still be attained.

6.4 Disjunction in the intuitionistic setting
We have not dealt with disjunction in the intuitionistic setting in
favour of easing the translation. As one might expect, things be-
come very cumbersome, with particular complications arising since
our base type includes all monotone formulae. One might extend
the class Lj by taking advantage of Harrop or hereditarily Har-
rop formulae, cf. [12], which allows us to preserve the disjunction
property of intuitionistic logic in the presence of contexts. This ap-
proach bears semblance with the V

1-HORN theory presented in
[13] which limits induction to a generalisation of Horn clauses.

Another approach might be to use a variant of the deep inference
medial rule [6] to manipulate disjunctions of implications:

(' �  ) _ ('

0 �  

0
) ! (' ^ '0

) � ( _  0
)
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6.5 Towards a theory for NOR

We do not yet have a full correspondence for NOR, and this reflects
the difficulty in deep inference proof complexity of conducting any
metalogical reasoning at all in NOR, or KS. One approach might
be to incorporate structural restrictions from linear logic, e.g. that
induction formulae must be free of modalities, like in [3]. This
could also allow us to complete the higher-types version of the PW-
translation by allowing recursive application of �·�, using linearity
to control resource usage. While this might not be desirable from
the point of view of reasoning, it might allow us to conduct one-
off proofs of soundness of various systems, thereby settling certain
proof complexity questions.

7. Conclusions
We gave uniform versions of monotone and analytic deep infer-
ence proof systems, in the setting of bounded arithmetic. This
constituted an application of a characterisation of certain provable
fixed points, deep inference proof normalisation and intuitionistic
bounded arithmetic to propositional proof complexity. In the case
of monotone proofs we were able to also prove a converse result.

This work further brings research in deep inference in line with
the standards of mainstream proof complexity. By studying restric-
tions of monotone systems we also contribute to ‘bridging the gap’
between weak systems and Hilbert-Frege systems (for which no
nontrivial lower bounds are known), providing finer granularity of
the various subproblems.
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Abstract

In this article we study Gödel’s functional interpretation from the
perspective of learning. We define the notion of a learning algo-
rithm, and show that intuitive realizers of the functional interpreta-
tion of both induction and various comprehension schemas can be
given in terms of these algorithms. In the case of arithmetical com-
prehension, we clarify how our learning realizers compare to those
obtained traditionally using bar recursion, demonstrating that bar
recursive interpretations of comprehension correspond to ‘forget-
ful’ learning algorithms. The main purpose of this work is to gain
a deeper insight into the semantics of programs extracted using the
functional interpretation. However, in doing so we also aim to bet-
ter understand how it relates to other interpretations of classical
logic for which the notion of learning is inbuilt, such as Hilbert’s
epsilon calculus or the more recent learning-based realizability in-
terpretations of Aschieri and Berardi.

Keywords functional interpretation, program extraction, learning,
bar recursion.

1. Introduction

Gödel’s functional (or Dialectica) interpretation has a rich and var-
ied history. Originally used to establish relative consistency proofs
for classical arithmetic and analysis [9, 17], it has not only become
a powerful tool in proof theory [4], but has inspired research in ar-
eas as disparate as category theory [7] and classical game theory
[8], and perhaps most importantly it lies at the heart of the proof
mining program [10] in which it has been used to extract quantita-
tive information from proofs in many areas of mathematics, ranging
from numerical analysis to combinatorics to ergodic theory.

While the functional interpretation plays a central role in math-
ematical logic and its applications in computer science and math-
ematics, its action on classical proofs can still be extremely diffi-
cult to understand: Because extracted programs are unwound recur-
sively over the logical structure of proofs, for anything other than
the simplest proof these programs are typically giant lambda terms
whose underlying operational meaning as a program is obscured
under a complex layer of syntax.

The last few decades have seen an increased interest in under-
standing the semantics of classical reasoning, and one extremely
fruitful approach to this has been to utilise a semantics based on
the notion of learning. This concept dates all the way back to
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Hilbert and his epsilon calculus, but more modern instances include
the game theoretic interpretations of Coquand [6], Avigad’s update
procedures [3] and notably the large body of work on learning-
based realizability interpretations due to Aschieri and Berardi (see
[1, 2]). At the core of all these works is the following basic idea:

(a) Non-computable objects should be interpreted by finitary ap-
proximations to these objects.

(b) These finitary approximations can be computed using some
kind of learning algorithm.

The purpose of the article is to demonstrate that this idea is capable
of providing us with a great deal of insight into Gödel’s functional
interpretation, and in particular the semantics of programs it ex-
tracts. We do this by showing that the functional interpretations of
key non-constructive principles are realized by intuitive learning al-
gorithms that compute finitary approximations of these principles.
These learning algorithms can then be used instead of the usual re-
alizers written in terms of Gödel’s primitive recursor or Spector’s
bar recursor, with the intended result that the behaviour of extracted
programs will be much more visible from their syntax, and will
come equipped with a natural semantics based on learning.

We begin with some ground work, providing a brief outline of
the functional interpretation and then defining what we mean by a
learning algorithm. We then move on to treat the functional inter-
pretation of classical arithmetic by focusing on a general, transfinite
least element principle, whose functional interpretation we realize
in a concise and natural way as the limit of a learning algorithm.
The main novelty of the paper, however, is our study of compre-
hension principles. We move on to define an abstract operation on
learning algorithms which extends pointwise algorithms to sequen-
tial ones, and demonstrate that this extension operation realizes the
functional interpretation of variants of arithmetical comprehension.
We then link this to the traditional bar recursive solution, and reveal
the perhaps surprising fact that bar recursive realizers of arithmeti-
cal comprehension implicitly build quite intuitive approximations
to comprehension functionals that are limits of ‘forgetful’ learning
algorithms.

Throughout the paper we draw on a wide range of sources. A
connection between the functional interpretation and learning was
already implicitly observed in the pioneering work of Spector and
Kreisel of the 1960s (see e.g. [17]), and as such we hope that this
work forms a thread which makes this connection more explicit and
links it to modern approaches to program extraction. More impor-
tantly, in studying the operational semantics of extracted programs,
we take another step on the way to gaining a better understanding of
the computational meaning of non-constructive theorems in mathe-
matics. In particular we believe that the recent work on program
extraction in subsystems of analysis, for example the functional
interpretation of Ramsey’s theorem [11, 15], will benefit directly
from our study of comprehension principles in the second half of
the paper.
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2. G

¨

odel’s functional interpretation

We begin by outlining some background theory. We assume that
the reader has a basic knowledge of Gödel’s functional interpreta-
tion and systems of primitive recursive functionals in finite type.
However, we give a brief overview of these concepts here, with the
hope that a more general audience can follow the main ideas.

The finite types are defined inductively as follows: B and N are
base types, and if X and Y are finite types then so are the product
type X ⇥ Y , function type X ! Y and finite sequence type X

⇤.
We collect together here some important notational conventions.

Notation 2.1. We write x : X or x

X when x has type X . 0
X

is
the zero object of type X . We denote the length of a list by |s|, and
the concatenation of finite sequences s, t : X⇤ by s ⇤ t. If x : X we
write s⇤x for s⇤hxi. last(s) denotes the last element of a list, or just
0 if s is the empty list hi. For a sequence ↵ : X

N, [↵](n) denotes
its initial segment of length n. Conversely, for s : X

⇤, ŝ : X

N

denotes the extension of s with some canonical objects 0 : X . For
f : X

N ! Y , we sometimes write ˆ

f : X

⇤ ! Y for ˆ

f(s) := f(ŝ).
Given a function f : X ! Y ⇥ Z, we write f = (f0, f1) where
f0 : X ! Y and f1 : X ! Z are its projections.

By E-HA! we mean the theory of extensional Heyting arith-
metic in all finite types (here with explicit sequence types), while
WE-HA! denotes its weakly-extensional variant, and E-PA! ,
WE-PA! the classical versions of these theories. For full details
of these systems see e.g. [10]. In addition to the usual axioms
and rules of arithmetic, these theories contain constants which al-
low the definition of primitive recursive functionals of arbitrary
type. Quantifier-free formulas P of arithmetic are decidable, which
means they can be represented by characteristic functions t

P

. We
use a slight abuse of notation and conflate P and t

P

, treating
quantifier-free predicates themselves as boolean valued functions.

For a detailed introduction to Gödel’s functional interpretation
the reader is directed to [4, 10], as we give only the main defini-
tion here. The basic functional interpretation of intuitionistic logic,
which we denote the D-interpretation, is a translation which maps
each formula A in the language of WE-HA! to a quantifier-free for-
mula |A|x

y

where x and y are (possibly empty) tuples of variables
(for simplicity encoded as a single variable here). It is defined over
the logical structure of A as follows:

|A| :⌘ A for A atomic
|A ^B|x,u

y,v

:⌘ |A|x
y

^ |B|u
v

|A _B|b,x,u
y,v

:⌘ |A|x
y

_
b

|B|u
v

|A ! B|U,Y

x,v

:⌘ |A|x
Y xv

! |B|Ux

v

|9zA(z)|x,u
v

:⌘ |A(x)|u
v

|8xA(x)|U
x,v

:⌘ |A(x)|Ux

v

,

(1)

where

P _
b

Q :⌘ (b = > ! P ) ^ (b = ? ! Q).

The basic idea is that A $ 9x8y|A|x
y

over classical logic, but
whenever A is provable we can extract an explicit witnessing
term t satisfying 8y|A|t

y

from its proof. In order to interpret
classical logic, one first uses a negative translation N to embed
the classical theory into an intuitionistic one, and then applies
the D-interpretation. We label this combined translation the ND-
interpretation. The following result is standard.

Theorem 2.2 (Functional interpretation of Peano arithmetic). Let
� be a set of purely universal sentences, QF-AC denote the axiom
of choice for quantifier-free formulas and A(x) be a formula in the
language of WE-PA! with only x free. Then

WE-PA!

+QF-AC+� ` A(x) ) E-HA!

+� ` 8y|A(x)

N|t(x)
y

where A(x)

N denotes the negative translation of A(x), and t is a
closed term of WE-HA! which can be formally extracted from the
proof of A(x).

Theorem 2.2 can, and has been, extended to a wide range of
richer theories by exploiting the modular nature of the functional
interpretation. If we want to extend the interpretation to incorpo-
rate some additional axiom �, then it is sufficient to produce a
functional F which witnesses 9x8y|�N|x

y

. We can also replace an
existing realizer of a principle with a new one, so that programs
extracted from proofs which use this principle as a lemma are con-
structed using the new realizer instead.

Because this article is more concerned with algorithms which
realize the ND-interpretation of classical principles rather than
the functional interpretation itself, we do not go into any more
details here. Although in later sections we will need to provide
the ND-interpretation of certain principles, we will not give the
detailed steps used to compute it. For example, we do not apply
any particular version of the negative translation formally, rather in
each case we just state a negative translated version of the principle
in question which can be directly realized by the D-interpretation.
However, we do endeavour to highlight the intuitive meaning of
the interpretation throughout. As such, it will be useful at this
stage to outline how the ND-interpretation deals with certain simple
formulas.

First, ⇧2-formulas A :⌘ 8x9yP (x, y) with P quantifier-free,
are typically negative translated as 8x¬¬9yP (x, y). However,
because the D-interpretation admits Markov’s principle, in prac-
tice we can omit this double negation and interpret A directly
as 9f8xP (x, f(x)). This allows realizers of ⇧2-formulas to be
extracted even from classical proofs. On the other hand, for ⇧3-
formulas B :⌘ 8x9y8zQ(x, y, z) it is in general impossible to
find a computable function f satisfying 8x, zQ(x, f(x), z). For-
mulas of this form can be negative translated into intuitionistic
logic as 8x¬¬9y8zQ(x, y, z), whose D-interpretation before the
final Skolemisation is

(⇤) 8x, ⇠9yQ(x, y, ⇠(y))

and whose full interpretation is thus 9F8x, ⇠Q(x, Fx⇠, ⇠(Fx⇠)).
One can view this semantically as follows: while in general we
cannot compute a y satisfying 8zQ(x, y, z), the ND-interpretation
asks for an approximation to the non-computable object y which
satisfies Q(x, y, ⇠(y)), where ⇠ is some arbitrary functional, which
in this sense calibrates how ‘strong’ we want the approximation
to be. In what follows, we often express the ND-interpretation in
the form (⇤) before the final step in order the minimise syntax, in
which case we call it the partial functional interpretation.

3. Learning algorithms

Having given a fairly normal overview of the first main subject of
the article, we now move on to a much more non-standard treatment
of the second key concept – learning. We define below precisely
what we mean by a learning algorithm, and while our definition
is related to those found in e.g. [2, 3], here it is more general and
tailored to our specific situation.

Definition 3.1 (Learning algorithm). A learning algorithm L of
types X,Y, Z is a tuple (Good, �, ⇠,�), where

•
Good is a decidable predicate on X , treated as a boolean-
valued functional X ! B;

•
� : X ! Z and ⇠ : X ! Y are functionals;

• � : X⇥Y ! X is a functional which we view as an operation
and write in infix notation as x� y.

Definition 3.2 (Learning procedures and limits). For any point
x : X the learning algorithm L triggers a learning procedure L[x],
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which is the sequence (x

i

) recursively defined by

x0 := x and x

i+1 :=

(
x

i

if Good(x

i

)

x

i

� ⇠(x

i

) if ¬Good(x

i

).

We say that a learning procedure terminates if there exists some x
k

satisfying Good(x

k

), in which case we say that x
k

is a limit point
and �(x

k

) the limit of the learning procedure, writing

lim L[x] := �(x

k

).

Note that this is well-defined when it exists since any x

k

satisfying
Good(x

k

) must be equal to the first such point in the learning
procedure.

The components of learning algorithms are intended to have the
following intuitive meaning:

•
Good is a predicate which decides whether or not an element of
X is ‘good’ in some specific context which will vary throughout
the paper;

• The operation
x

i

7! x

i

� ⇠(x

i

)

is an instance of learning, namely it takes x
i

and updates it with
some additional piece of information ⇠(x

i

);
•
� is simply a function which, assuming it is eventually provided
with a good x

k

: X returns a final value �(x

k

) : Z.

A learning procedure starting at x0 is an attempt at finding a good
element of X , guided by ⇠. At each stage in the procedure either
x

i

is good, in which case we have reached a limit point and return
�(x

i

), or x
i

is bad and we respond by updating it with some new
piece of information ⇠(x

i

) in the hope that x
i+1 = x

i

� ⇠(x

i

) is
good.

Underneath the mathematical syntax, a learning algorithm L is
essentially nothing more than a simple while loop (Algorithm 1),
with L[x] just a trace of the variable y given some initial value x,

Algorithm 1 Computing lim L[x]
1: input y = x

2: while ¬Good(y)

3: y ! y � ⇠(y)

4: return �(y)

and lim L[x] the output of the program when it terminates. We
will utilise this informal association of a learning procedure with a
imperative program throughout the paper.

Example 3.3. Take an arbitrary pair of functions f, g : N ! N.
Then there is some integer n such that

f(n)  f(g(n)). (2)

This follows by classical logic by defining n to be a least element
of the set (N,�) ordered by x � y :⌘ f(x) < f(y). However,
n can also be computed as the limit of a learning procedure. Let
L := (Good, ◆, g,�) for Good(x) :⌘ f(x)  f(g(x)), x�y = y

and ◆ the identity function. Then for any x, L[x] terminates and
n := lim L[x] satisfies (2).

To see this, let (x
i

) = L[x]. Then as long as f(x
i

) > f(g(x

i

))

we have x

i+1 = x

i

� g(x

i

) = g(x

i

) and thus L[x] is just the
sequence

x, g(x), g

(2)
(x), . . . , g

(k)
(x), g

(k)
(x), g

(k)
(x), . . .

where k is the first point satisfying f(g

(k)
(x))  f(g

(k+1)
(x)).

Thus n = lim L[x] = g

(k)
(x) works.

In this example, we computed the minimal element n by first
making some arbitrary guess x. Either this was good with f(x) 
f(g(x)), or we were able to learn from the failure of x and update
x 7! g(x) with x � g(x). In this way, by well-foundedness of
� we eventually arrived at a good guess x

k

= g

(k)
(x) for n. The

simple example illustrates a fundamental idea already stated in the
introduction, namely:

Learning algorithms compute approximations to non-computable
objects which arise from classical reasoning.

Our purpose is to show that the functional interpretation interpreta-
tion of key classical principles can be directly realized by typed
learning procedures in the sense of Definition 3.1. In this way
we gain some insight into the algorithmic behaviour of extracted
programs, which can often become obscured beneath the com-
plex forms of higher-type recursion traditionally associated with
the functional interpretation. However, before we go on, we want
to be able to ensure that learning procedures and their limits can be
defined within a standard calculus of recursive functionals.

Definition 3.4. The learning algorithm L := (Good, �, ⇠,�)

reduces with respect to some binary relation � on X , if for any
x : X , ¬Good(x) implies x � ⇠(x) � x. In particular, if � is
well-founded then lim L[x] exists for any x.

Lemma 3.5. Let � be a (possibly empty) extension of E-HA! such
that E-HA!

+ � allows the definition of functionals by recursion
over �. If L reduces with respect to �, then lim L[x] exists for all
x provably in E-HA!

+�, and the functional �x.lim L[x] can be
defined as a term of E-HA!

+�.

Proof. Define the term lL : X ! X

⇤ via recursion over � as

lL(x) =

(
hxi if Good(x)

hxi ⇤ lL(x� ⇠(x)) otherwise.

Then lL(x) is an initial segment of L[x] up to its limit point and
�x.lim L[x] is defined by �x.�(last(lL(x))).

Before we go into technical details in the next section, it will
be helpful to state a simple, abstract result which underpins much
of what follows. Let App(x) be some arbitrary predicate on X , the
intended meaning being that x is an approximation of some non-
constructive object, and let 9zP (z) be some target formula that we
want to realize. Suppose that we have

8x
(
App(x) ! Good(x) ! 9zP (z)

App(x) ! ¬Good(x) ! 9yApp(x� y),

(3)

which can be read as: if x is an approximation which is sufficiently
good then we can infer our goal 9zP (z), and if it fails to be suffi-
ciently good, then from this information we can learn an additional
piece of information y such that x� y is a better approximation of
x. Then 9zP (z) can be realized by a learning procedure.

Theorem 3.6. Suppose that (3) is realized by � : X ! Z and
⇠ : X ! Y i.e.

8x
(
App(x) ! Good(x) ! P (�(x))

App(x) ! ¬Good(x) ! App(x� ⇠(x))

and that the learning algorithm L := (Good, �, ⇠,�) reduces with
respect to some well-founded ordering �. Then the formula

8x(App(x) ! 9zP (z))

is realized by the functional

�x.lim L[x]
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Proof. Take some x satisfying App(x) and assume that L[x] is
given by x0, . . . , xk

, x

k

, . . . where x

k

is its limit point. Then
App(x0) holds by definition, and since 8i < k¬Good(x

i

) and
thus App(x

i

) ! App(x

i

� ⇠(x

i

)) ! App(x

i+1) we have
App(x

k

) by induction. Thus from Good(x

k

) we obtain P (�(x

k

))

i.e. P (lim L[x]).

4. The functional interpretation of the minimum

principle

The first main contribution of the paper is to demonstrate that
learning procedures as defined in the previous section give a very
natural realizer of the ND-interpretation of a generalisation of the
well-known minimum principle on N. Let � be a well-founded,
decidable relation on X , and � : X ⇥ Y ! X a binary operation.
Given some predicate A on X , the minimum principle Min

A,�,�
is defined by

Min
A,�,� : 9x̄A

x̄

! 9x(A
x

^ 8y(x� y � x ! ¬A
x�y

)).

Note that the usual minimum principle on N is just an instance of
Min for �=< and x � y = y. However, our formulation above
is not only more general but syntactically richer, and allows us
to work over more interesting co-inductive data structures such
as extensions of finite lists (as illustrated in Section 4.2), thereby
leading to the possibility of being able to extract more natural and
efficient programs from proofs which are based on such structures.

This section is inspired by the work of Schwichtenberg [16],
who shows that the functional interpretation of well-founded in-
duction can be realized by well-founded recursion. In fact, a real-
izer for well-founded induction also follows directly from our re-
sult, since induction just the contrapositive of the minimum prin-
ciple and its functional interpretation is the same. Although com-
pletely equivalent to induction from this point of view, we prefer
to work with the minimum principle since it fits more visually into
our framework, in which our main realizer can be viewed directly
as a program which builds an approximation to a minimal element
through learning. Apart from this reformulation, the key differences
between here and [16] are syntactic, namely the presence of the
operator � and our construction of the realizer as the limit of a
learning procedure rather than a via a well-founded recursor.

4.1 Interpreting Min
A,�,� for quantifier-free A

We begin by interpreting the special case of the minimum princi-
ple for quantifier-free, and hence decidable A. Not only is this case
interesting in its own right, but it will help motivate the general in-
terpretation in Section 4.3. Even for quantifier-free A, it is impos-
sible to give a general computable witness for the D-interpretation
of Min, since the existence of a minimal element requires classical
reasoning. Therefore in order to interpret the principle we must first
apply a negative translation. As remarked earlier, we do not for-
mally apply the negative translation. Rather, we simply observe that
Min

A,�,� is classically equivalent to the following double negated
form:

9x̄A
x̄

! ¬¬9x(A
x

^ 8y(x� y � x ! ¬A
x�y

)). (4)

which can be formally obtained from any standard double negation
translation using intuitionistic logic plus at semi-intuitionistic laws
like Markov’s principle that admit a direct D-interpretation. Thus in
contrast to Min

A,�,� we are able to realize the D-interpretation of
(4). The reader could now just directly apply the defining equations
(1) to the negated formula (4) in order to obtain its functional
interpretation, although we provide below a sequence of informal
steps in order to make the interpretation slightly more intuitive.

Let us first focus on the conclusion of Min
A,�,�, which is

partially (i.e. with the final Skolemisation step 8⇠9x ! 9�8⇠

omitted) interpreted via the following intuitive steps

¬¬9x(A
x

^ 8y(x� y � x ! ¬A
x�y

))

;¬¬9x8y(A
x

^ (x� y � x ! ¬A
x�y

))

;8⇠X!Y 9x(A
x

^ (x� ⇠(x) � x ! ¬A
x�⇠(x))| {z }

P

A

⇠

(x)

).

Thus MinN
A,�,� is partially interpreted via

9x̄A
x̄

! 8⇠9xPA

⇠

(x)

;8x̄, ⇠9x(A
x̄

! P

A

⇠

(x))

for PA

⇠

(x) defined as above. The full interpretation of (4) is there-
fore

9�X!(X!Y )!X8x̄, ⇠(A
x̄

! P

A

⇠

(�x̄⇠)).

Whereas the minimum principle states that if A
x̄

holds for some x̄

then there is some minimal element x satisfying A

x

, in line with
our comments in Section 2 the ND-interpretation states that from
any x̄ satisfying A

x̄

, we can compute an approximately minimal
element x relative to an arbitrary functional ⇠ : X ! Y . Now
let us try to produce a realizer � which does this. First, define the
predicates Good

⇠

(x) and App

x̄

(x) by

•
Good

A

⇠

(x) :⌘ Min(A, ⇠, x), and

•
App

A

x̄

(x) :⌘ A

x̄

! A

x

.

where

Min(A, ⇠, x) :⌘ x� ⇠(x) � x ! ¬A
x�⇠(x)

Then it is easy to show

8x
(
(A

x̄

! A

x

) ! Min(A, ⇠, x) ! (A

x̄

! P

A

⇠

(x))

(A

x̄

! A

x

) ! ¬Min(A, ⇠, x) ! (A

x̄

! A

x�⇠(x))

and hence by Theorem 3.6 we have

8x((A
x̄

! A

x

) ! A

x̄

! P

A

⇠

(lim LA

⇠

[x]))

for LA

⇠

:⌘ (Min(A, ⇠,�), ◆, ⇠,�) (for ◆ the identity function).
Note that ¬Min(A, ⇠, x) ! x � ⇠(x) � x and thus LA

⇠

reduces
with respect to �. Obviously A

x̄

! A

x̄

holds and thus we have

A

x̄

! P

⇠

(lim LA

⇠

[x̄]).

Theorem 4.1 (Functional interpretation of Min
A,�,� for quanti-

fier-free A). The ND-interpretation of Min
A,�,� given (in partial

form) by

8x̄, ⇠9x(A
x̄

! P

A

⇠

(x))

is realized by the functional

�x̄, ⇠ . lim LA

⇠

[x̄]

for LA

⇠

:⌘ (Min(A, ⇠,�), ◆, ⇠,�).

Remark 4.2. Note that by Lemma 3.5 this realizer is definable
in any extension of E-HA! which admits �-recursion, and so in
particular if there is a measure µ : X ! N such that x � x

0 $
µ(x) <N µ(y) then it is definable in E-HA! , coinciding with the
standard result that the ND-interpretation of the minimum principle
for <N can be realized by a primitive recursive functional.

The main advantage of Theorem 4.1 is that it not only provides a
realizer of a general induction principle, but the algorithmic mean-
ing of the realizer can be clearly understood from its syntax. The
approximately minimal object x is constructed by a learning pro-
cedure, which starts at a point x̄ for which we know A

x̄

holds,
and at each stage x

i

test whether or not x
i

is approximately mini-
mal with respect to ⇠. If it is then we are done and x

i

is our limit,
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and if not then we have discovered some strictly smaller element
x

i+1 := x

i

�⇠(x

i

) satisfying A

x

i

�⇠(x
i

), and we can continue. We
can take advantage of this intuitive reading in order to understand
the behaviour of programs extracted from proofs that use Min as a
lemma, as we will now illustrate.

4.2 A worked example: The Euclidean algorithm

In [16] Schwichtenberg uses well-founded recursion to extract a
program from a classical proof of the statement that a common
divisor of any pair of natural numbers can be expressed a linear
combination of the two, and highlights the fact that this program
is closely related to the Euclidean algorithm. We follow this exam-
ple and use our learning-based realizer of Min to extract a program
along the same lines, although the proof we use exploits our formu-
lation of the minimum principle and is based on a slightly different
well-founded ordering to that in [16].

Theorem 4.3. Given any two natural numbers a � b > 0 there
exist integers n,m such that am+ bn | a, b.

Proof. Define the measure µ : N2 ! N by µ~x := ~x · (a, b) =

x1a+ x2b, and the ordering � on (N2
)

⇤ by

h~xi � hi and µ~x < µ~y ) s ⇤ ~y ⇤ ~x � s ⇤ ~y.
where (N2

)

⇤ denotes the type of finite sequences of vectors and
s ⇤ ~x = hs0, . . . , sk�1, ~xi the concatenation of s with a single
vector ~x. It is clear that � is well-founded, and moreover that t � s

iff t = s ⇤ ~x for some ~x. Let rem(n,m) denote the remainder of
n when divided by m, and e0, e1 = h1, 0i, h0, 1i be the usual unit
vectors. Now, define the decidable predicate A on (N2

)

⇤ by

A

s

:⌘ |s| � 2^
(
i = 0, 1 ) s

i

= e

i

i � 2 ) µs

i

> 0 ^ µs

i

= rem(µs

i�2, µsi�1)

where |s| denotes the length of s (cf. Notation 2.1). Then Ahe0,e1i
trivially holds, and thus by Min

A,�,⇤ there is some minimal s

satisfying A

s

i.e.

9s(A
s

^ 8~x(s ⇤ ~x � s ! ¬A
s⇤~x)).

Denote l = |s| and suppose that r = rem(µs

l�2, µsl�1). Define
~r := s

l�2 � quot(µs
l�2, µsl�1)sl�1, where quot(n,m) denotes

the quotient of n and m. This is just a vector representation of r,
so that µ~r = r. By A

s

this is all well defined and we must have
µ~r < µs

l�1 and hence s ⇤ ~r � s.
But by minimality of s this means that ¬A

s⇤~r , which is only
possible if µ~r = r = 0 and hence µs

l�1 | µs
l�2, and thus by in-

duction along s we must have more generally 8i < s(µs

l�1 | µs
i

),
and in particular for i = 0, 1 we have µs

l�1 | µe0, µe1 i.e.
µs

l�1 | a, b. Therefore we can set hm,ni = s

l�1.

We now (quite informally), extract a program from this classical
proof. There are two main components: namely an instance of
Min and then the construction of m,n from a minimal s. The
implication

9sA
s

^ 8~x(s ⇤ ~x � s ! ¬A
s⇤~x) ! 9n,m(am+ bn | a, b)

requires realizing terms ⇠ and � satisfying

8s((A
s

^ (s ⇤ ⇠(s) � s ! ¬A
s⇤⇠(s))) ! �(s) · (a, b) | a, b)

which can be read off from the proof as

⇠(s) := s

l�2 � quot(µs
l�2, µsl�1)sl�1 and �(s) := last(s)

for l = |s|. Now, observe that µ, A, ⇠ and � are all implic-
itly parametrised by a, b, which we now add as subscripts. Since
(A

a,b

)he0,e1i holds for arbitrary a, b, by Theorem 4.1 we have

8a, b(h(a, b) · (a, b) | a, b)

for h := �a, b . last(lim LA

a,b

[he0, e1i]) and

L
a,b

:⌘ (Min(A

a,b

, ⇠

a,b

,�), ◆, ⇠

a,b

, ⇤).

But expanding definitions we can show (although for the sake of
space we do not give details here) that for any s satisfying (A

a,b

)

s

we have

Min(A

a,b

, ⇠

a,b

, s) , rem(µ

a,b

s

l�2, µa,b

s

l�1) = 0.

Therefore, written out analogously to Algorithm 1, our realizer es-
sentially performs the procedure given by Algorithm 2, which is

Algorithm 2 8a, b9m,n(am+ bn | a, b)
1: input a, b

2: s = he0, e1i
3: while rem(µ

a,b

s

l�2, µa,b

s

l�1) > 0

4: ~r ! s

l�2 � quot(µ
a,b

s

l�2, µa,b

s

l�1)sl�1

5: s ! s ⇤ ~r
6: return last(s)

nothing more than the Euclidean algorithm in vector form. This ex-
ample is not only of interest in that a program extracted using our
general learning realizer produces an inherently intuitive and effi-
cient program, but also from the reverse perspective that Euclid’s
algorithm can be derived formally from a general computational in-
terpretation of the minimum principle. It would be interesting in the
future to formalize the extraction using learning realizers properly,
along the lines of [16].

4.3 Interpreting Min
A,�,� for general A

We now define a learning-based realizer for the ND-interpretation
of our minimum principle for arbitrary formulas A. This section
follows the basic outline of Section 4.1, but is naturally somewhat
more complex.

First, as before, we realize the D-interpretation of the following
negative-translated version of Min

A,�,�:

9x̄, ā8c|AN

x̄

|ā
c

! ¬¬9x, a(8c|AN

x

|a
c

^ 8y, b(x� y � x ! ¬8c|AN

x�y

|b
c

))

where 9a8c|AN

x

|a
c

is the functional interpretation of the negative
translation of A

x

. Observe that setting B

x,a

:⌘ 8c|AN

x

|a
c

and
defining (x, a)�0

(y, b) := (x�y, b) and (z, b) �0
(x, a) := z �0

x (note that �0 is well-founded whenever � is), by encoding (x, a)

as one variable x this can be reduced to the minimum principle for
the universal formula 8c|B

x

|
c

i.e. it is sufficient to interpret

9x̄8c|B
x̄

|
c

! ¬¬9x(8c|B
x

|
c

^8y(x�y � x ! ¬8c|B
x�y

|
c

)).

We can now follow the steps of Section 4.1 closely. We first con-
sider the D-interpretation of the conclusion, which we obtain as
follows:

¬¬9x(8c|B
x

|
c

^ 8y(x� y � x ! ¬8c|B
x�y

|
c

))

;¬¬9x(8c|B
x

|
c

^ 9g8y(x� y � x ! ¬|B
x�y

|
gy

))

;¬¬9x, g8c, y(|B
x

|
c

^ (x� y � x ! ¬|B
x�y

|
gy

))

;8⇠9x, g(|B
x

|
⇠0xg

^ (x� ⇠1xg � x ! ¬|B
x�⇠1xg|g(⇠1xg))| {z }

P

B

⇠

(x,g)

)

where the functional ⇠ combines the output variables c, y and ⇠0, ⇠1

are its components. Therefore analogously to the decidable case,
the minimum principle is partially interpreted as

9x̄8c|B
x̄

|
c

! 8⇠9x, gPB

⇠

(x, g)

;8x̄, ⇠9c, x, g(|B
x̄

|
c

! P

B

⇠

(x, g))
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and the full interpretation is

9�8x̄, ⇠(|B
x̄

|�0x̄⇠
! P

B

⇠

(�1x̄⇠,�2x̄⇠)).

Whereas for the decidable case we were able to put this directly
into the form where it could be solved using Theorem 3.6, for the
general case we need a trick, which is to deal with the functional
part g of P

B

⇠

(x, g) first. For any x define the functional g⇠0
x

by
�-recursion on x by

g

⇠0
x

:= �y . if x� y � x then ⇠0(x� y, g

⇠0
x�y

), else 0.

Now define

•
Good

B

⇠

(x) :⌘ Min

⇤
(B, ⇠, x), and

•
App

B

x̄,⇠0
(x) :⌘ |B

x̄

|
⇠0x̄g

⇠0
x̄

! |B
x

|
⇠0xg

⇠0
x

.

where

Min

⇤
(B, ⇠, x) :⌘ x� ⇠1xg

⇠0
x

� x ! ¬|B
x�⇠1xg

⇠0
x

|
g

⇠0
x

(⇠1xg
⇠0
x

)
.

Lemma 4.4. Define the functionals �
x̄,⇠

and ˜

⇠ by

�

x̄,⇠

(x) := (⇠0x̄g
⇠0
x̄

, x, g

⇠0
x

) and ˜

⇠(x) := ⇠1xg
⇠0
x

.

and the predicate Q(z) by

Q(z) :⌘ |B
x̄

|
z0

! P

B

⇠

(z1, z2).

Then for App

x̄,⇠

defined as above, we have

8x
(
App

B

x̄,⇠0
(x) ! Min

⇤
(B, ⇠, x) ! Q(�

x̄,⇠

(x))

App

B

x̄,⇠0
(x) ! ¬Min

⇤
(B, ⇠, x) ! App

B

x̄,⇠0
(x� ˜

⇠(x))

Proof. The first line just follows directly from expanding the def-
initions. For the second part, ¬Min(B, ⇠, x) implies both x �
⇠1xg

⇠0
x

= x � ˜

⇠(x) � x and |B
x�⇠̃(x)|

g

⇠0
x

(⇠̃(x))
. But, using

x� ˜

⇠(x) � x, we have

g

⇠0
x

(

˜

⇠(x)) = ⇠0(x� ˜

⇠(x), g

⇠0

x�⇠̃(x)
)

by the defining equation of g⇠0 , and hence

|B
x�⇠̃(x)|

⇠0(x�⇠̃(x),g⇠
x�⇠̃(x)

)
,

from which App

B

x̄,⇠0
(x� ˜

⇠(x)) trivially follows.

Theorem 4.5 (Functional interpretation of the minimum principle).
The formula

8x̄, ⇠9c, x, g(|B
x̄

|
c

! P

B

⇠

(x, g))

is satisfied by the functional

�x̄, ⇠ . lim LB

x̄,⇠

[x̄]

for LB

x̄,⇠

:= (Min

⇤
(B, ⇠,�), �

x̄,⇠

,

˜

⇠,�), where �

x̄,⇠

and ˜

⇠ as
defined as in Lemma 4.4.

Proof. By Lemma 4.4 and Theorem 3.6 we have

8x(App

B

x̄,⇠0
(x) ! Q(lim LB

x̄,⇠

[x])),

and since App

B

x̄,⇠0
(x̄) trivially holds, the result follows by defini-

tion of Q.

5. Learning algorithms on infinite sequences

We now come to the main part of the paper, in which we define
a simple operation on countable sequences of learning algorithms
that combines them into a single learning algorithm on infinite se-
quences. This operation allows us to build approximations to choice

functions and thereby give a computational interpretation to math-
ematical analysis, as we will prove in Section 6 below. In Section
7 we then compare these learning-based realizers to those obtained
using Spector’s bar recursion. However, we begin by simply defin-
ing our operation and providing an informal argument that the re-
sulting learning procedures are well-founded in continuous models.

Definition 5.1. Suppose that ↵ : X

N and (n, x) : N ⇥ X . Then
↵[n 7! x] : X

N denotes the function � defined by �(m) = ↵(m)

for m 6= n and �(n) = x.

Definition 5.2. Let X and Y be arbitrary types, and suppose
that we have a sequence of decidable predicates Good

n

(⇠, x) on
(X ! Y ) ⇥ X together with a sequence of binary operations
�

n

: X ⇥ Y ! X . Define the decidable predicate Good1(E,↵)

on (X

N ! N ⇥ Y ) ⇥ X

N and the binary operation �1 :

X

N ⇥ (N⇥ Y ) ! X

N by

(a) Good1(E,↵) := Good

E0↵(�x.E1(↵[E0↵ 7! x]),↵(E0↵));
(b) ↵�1 (n, y) := ↵[n 7! ↵n�

n

y].

The idea behind these constructions is the following: for any
n : N, ⇠ : X ! Y and � : X ! Z, we can construct a ‘pointwise’
learning algorithm

Ln

⇠,�

:= (Good

n

(⇠,�), �, ⇠,�
n

)

of type X,Y, Z, while for any E : X

N ! N ⇥ Y and D :

X

N ! Z

0 we can combine these algorithms into a ‘global’ learning
algorithm

L1
E,D

:= (Good1(E,�), D,E,�1)

of type X

N
,N ⇥ Y, Z

0. The usefulness of this construction will
become clear in the next section, but first we want to justify that
it produces learning procedures that terminate in some reasonable
setting.

Lemma 5.3. Suppose that for any ⇠, Ln

⇠,�

reduces with respect to
the ordering �

n

, in other words

8n, ⇠, x(¬Good

n

(⇠, x) ! x�
n

⇠(x) �
n

x). (5)

Then for any E, L1
E,D

reduces with respect to the ordering �E0
1

defined by

� �F

1 ↵ := 9x(� = ↵[F↵ 7! x] ^ x �
F↵

↵(F↵)),

for F : X

N ! N a parameter. In other words

8E,↵(¬Good1(E,↵) ! ↵�1 E(↵) �E0
1 ↵).

Proof. By definition we have

¬Good1(E,↵) ! ¬Good

E0↵(⇠,↵(E0↵))

for ⇠ := �x.E1(↵[E0↵ 7! x]), and setting n = E0↵ and
x = ↵(E0↵) in (5) this implies that

↵(E0↵)�E0↵ ⇠(↵(E0↵)) �E0↵ ↵(E0↵).

But since ⇠(↵(E0↵)) = E1(↵[E0↵ 7! ↵(E0↵)]) = E1↵ it
follows that

↵(E0↵)�E0↵ E1↵ �
E0↵ ↵(E0↵),

and since ↵ �1 E↵ = ↵[E0↵ 7! ↵(E0↵) �E0↵ E1↵] we must
have ↵�1 E↵ �E0

1 ↵.

At this point we need to take a little care, since even if the �
n

are provably well-founded in E-HA! , it is not too difficult to define
a set-theoretic functional F : X

N ! N for which �F

1 is not well-
founded. For example, we can take X = (N, <) and F↵ to be the
least n such that ↵(n) > 0 and 0 otherwise. Then

1, 1, 1, . . . �F

1 0, 1, 1, . . . �F

1 0, 0, 1, . . . �F

1 . . .
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However, we can overcome this problem by requiring F to be con-
tinuous, so that in particular the computation of F↵ only depends
on finitely many values of ↵ i.e.

9N8�(8n < N(↵n = �n) ! F↵ = F�). (6)

This continuity principle is satisfied, for example, by all F of type
X

N ! N in the standard Kleene-Kreisel type structure C! of
continuous functionals [12].

To see that �F

1 is well-founded in this case, suppose for con-
tradiction that there is some infinite descending chain (↵

i

) which
satisfies ↵

i+1 �F

1 ↵

i

for all i i.e.

↵

i+1 = ↵

i

[F↵

i

7! x

i

] and x

i

�
F↵

i

↵

i

(F↵

i

)

for some sequence of elements (x

i

). For any fixed n, we have
↵

i+1(n) �
n

↵

i

(n) for all i, and since �
n

is well-founded the
sequence (↵

i

(n))

i2N eventually stabilizes, so we can define a limit
function ↵̃ by

↵̃(n) := ↵

i

n

(n) for i
n

such that ↵
i

(n) = ↵

i

n

(n) for all i � i

n

.

Let N be the point of continuity we obtain from (6) applied to
↵̃, and let I := max

nF ↵̃,N

{i
n

}. Then for all n < N we have
I � i

n

and thus ↵
I

(n) = ↵

i

n

(n) = ↵̃(n), which by (6) implies
that F↵

I

= F ↵̃. But then ↵

I+1(F ↵̃) = x

I

�
F ↵̃

↵

I

(F ↵̃), which
contradicts the fact that ↵

I+1(F ↵̃) = ↵

I

(F ↵̃) = ↵

i

F ↵̃

(F ↵̃).
Following Lemma 4.4, we can define realizers of the form

�x.lim L1
E

[↵] in any extension of E-HA! with a recursion op-
erator over �F

1, such as

�

�,F

(↵) := �(�x . �

�,F

(↵[F↵ 7! x]) if x �
F↵

↵(F↵) else 0).

This is essentially a variant of the open recursion operator stud-
ied by Berger in [5]. By adapting the well-foundedness argument
above, one can then show that � defines a total continuous func-
tional and therefore is satisfied in the model C! , analogously to [5,
Section 5]. However, we omit any details here. In the next section
we will simply show that realizers for the ND-interpretation of clas-
sical analysis can be given as limits of learning procedures of the
form L1, and our goal here was simply to convince the reader that
these limits make sense in standard continuous models of higher-
type functionals.

6. The functional interpretation of classical

analysis

We now demonstrate that our construction on learning algorithms
gives a very natural way of building approximations to choice func-
tions. The running example we use to illustrate this is arithmetical
comprehension for ⌃1-formulas i.e.

⌃1-CA : 9gN!B8n(gn = > $ 9xP
n

(x))

where P
n

(x) is quantifier-free, although our construction allows us
to interpret a much more general class of principles.

As we recount in the next section, following Spector [17], the
traditional way of realizing the ND interpretation of ⌃1-CA is to
realize the D-interpretation of the stronger double negation shift

DNS : 8n¬¬A
n

! ¬¬8nA
n

using an extension of the primitive recursive functionals with bar
recursion. In this section we take a more intuitive approach that
bears a lot in common with Hilbert’s epsilon elimination procedure
and the recent work on learning realizability of Aschieri et al. [2].
Rather than giving an interpretation to the DNS as a whole, we
show that our operation on learning algorithms interprets a certain
rule form of the DNS: namely that whenever its premise can be re-
alized by a countable collection of learning algorithms Ln, its con-
clusion can be realized by L1. Although less general than Spec-
tor’s approach, we still obtain a realizer of the ND-interpretation of

⌃1-CA (a principle already strong enough to formalise a large por-
tion of mathematical analysis) as a very simple instance of L1, and
our realizers enjoy the advantage that their algorithmic behaviour
can be directly understood in terms of a simple while-loop.

Theorem 6.1. Suppose that 9xX8yY |A
n

|x
y

is the D-interpretation
of A

n

, and App

n

is some arbitrary sequence of predicates such that

8n, ⇠X!Y

, x

(
App

n

(x) ! Good

n

(⇠, x) ! |A
n

|x
⇠(x)

App

n

(x) ! ¬Good

n

(⇠, x) ! App

n

(x�
n

⇠(x))

(7)
holds. Then the formula

8x̄, n, ⇠9x(App

n

(x̄) ! |A
n

|x
⇠(x)) (8)

is realized by the functional

�x̄, n, ⇠ . lim Ln

⇠

[x̄]

for Ln

⇠

:= (Good

n

(⇠,�), ◆, ⇠,�
n

), assuming Ln

⇠

reduces with
respect to some well-founded ordering, and the formula

8↵̄,!X

N!N
,�

X

N!Y 9↵(8nApp

n

(↵̄n) ! |A
!↵

|↵(!↵)
�↵

) (9)

is realized by the functional

�↵̄,!,� . lim L1
(!,�)[↵̄]

with L1
(!,�) := (Good1((!,�),�), ◆, (!,�),�1) as in Defini-

tion 5.2, assuming L1
(!,�) reduces w.r.t. some well-founded order-

ing. In particular, for any sequence (x

n

) satisfying 8nApp

n

(x

n

),
the D-interpretation of 8n¬¬9x8y|A

n

|x
y

is realized by

�n, ⇠ . lim Ln

⇠

[x

n

]

and the D-interpretation of ¬¬8n9x8y|A
n

|x
y

is realized by

�!,� . lim L1
(!,�)[�n.xn

].

Proof. The realizer of (8) follows directly by (7) and Theorem 3.6.
In order to verify the realizer of (9), we prove
(
App1(↵) ! Good1((!,�),↵) ! |A

!↵

|↵(!↵)
�↵

App1(↵) ! ¬Good1((!,�),↵) ! App1(↵�1 (!,�)(↵))

for all !,�,↵, where App1(↵) :⌘ 8nApp

n

(↵n), in which case
correctness follows from Theorem 3.6.

First, note that by Definition 5.2 we have

Good1((!,�),↵) $ Good

!↵

(⇠,↵(!↵))

for ⇠ := �x.�(↵[!↵ 7! x]). Therefore if Good1((!,�),↵)

holds, then since App1(↵) ! App

!↵

(↵(!↵)) then by (7) we ob-
tain |A

!↵

|↵(!↵)
⇠(↵(!↵)), and since ⇠(↵(!↵)) = �↵ this is equivalent to

|A
!↵

|↵(!↵)
�↵

. On the other hand, if ¬Good1((!,�),↵) then by (7)
we obtain App

!↵

(↵(!↵)�
!↵

⇠(↵(!↵))) i.e. App

!↵

(↵(!↵)�
!↵

�↵), which along with the assumption App1(↵) proves that
App1(↵�1 (!,�)(↵)), and we’re done.

6.1 Interpreting ⌃1-CA

We now show how the ND interpretation of ⌃0
1-CA can be obtained

as a simple consequence Theorem 6.1. By a quick calculation
using equations (1) we can show that the ND-interpretation of
⌃

0
1-CA is equivalent to that of ¬¬9↵N!B⇥X8n, y(P

n

(↵1n)_↵0n

¬P
n

(y)), where ↵0 represents the comprehension function g and
↵1 a sequence such that ↵1n realizes 9xP

n

(x) whenever ↵0n =

>. This in turn is identical to the D-interpretation of ¬¬8nA
n

for
A

n

:⌘ 9x, b8y(P
n

(x) _
b

¬P
n

(y)), so we can apply Theorem 6.1
directly.

Lemma 6.2. Define
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(a) App

n

(b, x) :⌘ (b = > ! P

n

(x));
(b) Good

n

(⇠, b, x) :⌘ (b = ? ! ¬P
n

(⇠bx)) and
(c) (b, x)�

n

y := (>, y).

Then the D-interpretation of

8n¬¬9b, x8y(P
n

(x) _
b

¬P
n

(y))

which is
8n, ⇠9b, x(P

n

(x) _
b

¬P
n

(⇠bx))

is realized by the learning procedure

�n, ⇠ . lim Ln

⇠

[(?,0)]

for Ln

⇠

:= (Good

n

(⇠,�), ◆, ⇠,�
n

), while the D-interpretation of

¬¬8n9b, x8y(P
n

(x) _
b

¬P
n

(y))

and hence ⌃1-CA, which is

8!,�9↵(P
!↵

(↵1(!↵)) _
↵0(!↵) ¬P!↵

(�↵))

is realized by the learning procedure

�!,� . lim L1
(!,�)[�n.(?,0)]

for L1
(!,�) := (Good1((!,�),�), ◆, (!,�),�1).

Proof. By Theorem 6.1 it suffices to show that (7) holds, which
after unwinding the definitions is completely trivial. Bearing in
mind that App

n

(?,0) also holds for any n, the result follows.

As a consequence of expressing it in terms of a learning al-
gorithm, the underlying procedural behaviour of our realizer for
⌃1-CA is much easier to understand. In informal terms, it produces
a functional ↵ of type N ! B⇥X which we can imagine as encod-
ing a partial function of type N ! X , where the first component
↵0n : B informs us if n is in the domain of ↵, while the second
↵1n : X contains the actual value. Thus the initial element of the
procedure �n.(?,0) just encodes the empty partial function ;, and
unfolding all the definitions the test predicate Good1((!,�),↵)

can be expressed as !↵ /2 domain(↵) ! ¬P
!↵

(�↵). Therefore
the underlying learning procedure is equivalent to the simple while-
loop sketched in Algorithm 3. We start with an empty approxima-

Algorithm 3 8!,�9↵(P
!↵

(↵1(!↵)) _
↵0(!↵) ¬P!↵

(�↵))

1: input !,�

2: ↵ = ;
3: while !↵ /2 domain(↵) ^ P

!↵

(�↵)

4: ↵ ! ↵[!↵ 7! (>,�↵)]

5: return ↵

tion ; to a comprehension function ↵, and gradually build up a
better approximation by adding realizers of 9xP

n

(x) whenever we
find them. Eventually, the program terminates at a stage where ei-
ther !↵ 2 domain(↵), and by definition ↵1(!↵) is a realizer of
9xP

!↵

(x), or !↵ /2 domain(↵) and ¬P
!↵

(�↵).
This way of building approximations to a comprehension func-

tion is by no means new: algorithms of this form underlie Hilbert’s
epsilon substitution method, are studied by Avigad in [3] where
they are known as update procedures, and are essential to the
learning-realizability of [2]. The novelty here is that it forms an
instance of a general framework for obtaining learning-based real-
izers for choice functions via the ND interpretation. Interestingly,
this solution in the case of ⌃0

1-CA was briefly considered by Spec-
tor as an alternative to bar recursion in [17, 12.1]. According to the
posthumous footnotes of Kreisel, Spector planned to extend this to
solve more general instances of double negation shift, as we have
done to an extent here. Sadly, it is not clear precisely what Spec-
tor’s intentions were as he died before he was able to carry them
out.

7. Bar recursion and ‘forgetful’ learning

Spector did, however, give a full computational interpretation to
the DNS using bar recursion. We conclude the article by showing
that, underneath the complex syntax, simple cases of bar recursion
produce limits of a special kind of learning procedure which forget
everything that they have learned above the point that is being
updated. This section is the most technically involved of the paper,
and casual readers not already familiar with bar recursion may
prefer to skim over the details of the section up until 7.1, where
analogously to Section 6.1 we illustrate the main points by looking
at the simple case of ⌃1-CA.

As mentioned earlier, Spector’s realizer for comprehension
principles was obtained by realizing the D-interpretation of the
full double negation shift. The interpretation is given as follows:

8n¬¬9x8y|A
n

|x
y

! ¬¬9↵8n, y|A
n

|↵n

y

;9L8n, ⇠|A
n

|Ln⇠

⇠(Ln⇠) ! 8!,�9↵|A
!↵

|↵(!↵)
�↵

;8L,!,�9n, ⇠,↵(|A
n

|Ln⇠

⇠(Ln⇠) ! |A
!↵

|↵(!↵)
�↵

).

In his landmark paper, Spector witnessed this last line by using the
bar recursive functional BRL,!,�

: X

⇤ ! X

N defined as (see
Notation 2.1)

BRL,!,�

(s) =

(
ŝ if !̂(s) < |s|
BRL,!,�

(s ⇤ y
s

) otherwise,

where y

s

:=

X

L|s|(�x . �(BRL,!,�

(s ⇤ x))). He demonstrated
that ↵ := BRL,!,�

(hi), n := !↵ and ⇠ := �x.�(BRL,!,�

([↵](n)⇤
x)) satisfy the equations

↵(!↵) = Ln⇠ and �↵ = ⇠(Ln⇠)

thus solving the functional interpretation of DNS. We do not go any
further into the details of this general solution of DNS (for these the
reader is directed to e.g. [10, 13]). Rather we try to link everything
to the previous section and focus on the underlying algorithmic
meaning of the resulting realizer for ¬¬8nA

n

, in cases where the
premise of DNS is realized by a simple kind of learning procedure,
namely

L

a

n⇠ := lim Ln

⇠

[an]

for
Ln

⇠

:= (T

n

(�, ⇠(�)), ◆, ⇠,�
n

)

for some decidable predicate T

n

on X ⇥ Y , operation �
n

and a :

X

N. Note that this is more restrictive than the learning algorithms
of the previous section, but is still general enough to include ⌃1-CA
as a very simple case. In addition we assume that Ln

⇠

reduces with
respect to some well-founded order �

n

, and thus we can express
L

a

n⇠ as a �
n

-recursive function i.e. La

n⇠ = l

n,⇠

(an) where l

n,⇠

is defined by

l

n,⇠

(x) :=

(
x if T

n

(x, ⇠(x))

l

n,⇠

(x�
n

⇠(x)) otherwise.

We claim that for La of this form, the realizer BRL

a

,!,�

(hi) is the
limit of a learning procedure, which we define now. We first need
some preliminary definitions.

Definition 7.1. Let s : X

⇤ be a finite sequence, a : X

N an infinite
sequence and ! : X

N ! N a functional. Define N

s,a,!

to be the
least n � |s| such that

!̂(s ⇤ ha|s|, . . . , an�1i) < n

and define
s

a,!

:= s ⇤ ha|s|, . . . , aN

s,a,!

�1i
The point N

s,a,!

always exists for continuous !, and as shown in
e.g. [14] is definable in E-HA!

+ (BR).
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Definition 7.2. Let the interval [m,n) denote the set {m, . . . , n�
1} if m < n and ; otherwise. Given a decidable predicate P (n)

and finite X ⇢ N let µ̄n 2 X . P (n) denote the greatest n 2 X

such that P (n) holds, and just 0 if no such n exists.

Definition 7.3. Given a collection of predicates T
n

(x, y) on X⇥Y

together with a collection of operations �
n

: X ⇥ Y ! X which
partially define Ln as above, for each m 2 N define the learning
algorithm

L1,m

a,!,�

:= (Good

m

a,!,�

, D

m

a,!,�

, E

m

a,!,�

,�
a

)

of type X⇤
,N⇥ Y,X

N parametrised by a : X

N, ! : X

N ! N and
� : X

N ! Y as

(a) Good

m

a,!,�

(s) := 8n 2 [m, |s
a,!

|) T
n

((s

a,!

)

n

,

ˆ

�(s

a,!

));
(b) D

m

a,!,�

s := ds
a,!

;
(c) (E

m

a,!,�

)0s := µ̄n 2 [m, |s
a,!

|) . ¬T
n

((s

a,!

)

n

,

ˆ

�(s

a,!

));
(d) (E

m

a,!,�

)1s :=

ˆ

�(s

a,!

);
(e) s�

a,!

(n, y) := [s

a,!

](n)⇤((s
a,!

)

n

�
n

y) if n < |s
a,!

| else hi.
Theorem 7.4. Let La

n⇠ := l

n,⇠

(an) for l as defined above (with
respect to some T

n

, �
n

). Then for any infinite sequence a, the limit
of L1,0

a,!,�

[hi] (w.r.t. the same T

n

, �
n

) exists and we have

lim L1,0
a,!,�

[hi] = BRL

a

,!,�

(hi)
In particular, the realizer of ¬¬8nA

n

given by Spector’s bar re-
cursion in this case is just �!,�.lim L1,0

a,!,�

[hi].

Proof. The proof consists of a single instance of the following
variant of bar induction:

8�X

N
9NB([�](N)) ^ 8s(8xB(s ⇤ x) ! B(s)) ! B(hi),

which is classically valid for any B by the axiom of dependent
choice. We use it with B(s) defined as the formula

8a(the limit of L1,|s|
a,!,�

[s] exists and is equal to BRL

a

,!,�

(s)).

The theorem then follows directly from B(hi). Thus we need to es-
tablish the two premises of bar induction. Because the parameters
! and � remain fixed throughout, we omit these from L1,m

a,!,�

and
its components from now on.

(i) 8�9NB([�](N))

Take some infinite sequence �. Then assuming we are working in
a model of E-HA!

+ (BR) such as the continuous functionals,
there exists some N such that !̂([�](N)) < N . In this case
Good

N

a

([�](N)) is trivially true, since [�](N)

a,!

= [�](N) and
thus [N, |[�](N)

a,!

|) = ;, and therefore

lim L1,N

a

[[�](N)] =

\
[�](N)

a,!

=

\
[�](N) = BRL

a

([�](N)),

the last equality following from the defining equation of BRL

a

(s)

for !̂(s) < |s|. This establishes B([�](N)).

(ii) 8s(8xB(s ⇤ x) ! B(s))

Fixing s, we can assume that !̂(s) � |s|, for if !̂(s) < |s| then we
have lim L1,|s|

a

[s] = ŝ = BRL

a

(s) by exactly the same reasoning
as with the case (i) above. We now come to the core of the proof,
which is to show that for fixed a : X

N we have

lim L1,|s|
a

[s ⇤ x] exists and is equal to BRL

a

(s ⇤ l|s|,⇠(x)))| {z }
Q

a

(x)

for all x, with
⇠ := �x . �(BRL

a

(s ⇤ x)).

Note that the learning procedure in Q

a

(x) is L1,|s|
a

and not
L1,|s⇤x|

a

, and so this is not the same as proving B(s ⇤ x)! We
prove Q

a

(x) by induction on x with respect to the ordering �|s|.
We fix x and assume 8x0 �|s| xQa

(x

0
).

Let (u
i

), (v

i

) : (X

⇤
)

N be, respectively, the learning procedures
L1,|s|

a

[s ⇤ x] and L1,|s⇤x|
a

[s ⇤ x]. By the main bar induction hy-
pothesis B(s ⇤ x) we can assume that (v

i

) has a limit point v
j

and
that

D

|s⇤x|
a

(v

j

) =

\
(v

j

)

a,!

= BRL

↵

(s ⇤ x). (10)
We claim that for all i  j

(a) u

i

= v

i

, and
(b) [(u

i

)

a,!

](|s|+ 1) = [(v

i

)

a,!

](|s|+ 1) = s ⇤ x.

We use a side induction from i = 0 to i = j. For the base case we
clearly have u0 = s ⇤ x = v0 and [(s ⇤ x)

a,!

](|s| + 1) = s ⇤ x

by definition. Now assume that (a) and (b) hold for i < j. Since v

i

is not a limit point, we must have ¬Good

|s⇤x|
a

(v

i

), which implies
there is some k 2 [|s ⇤ x|, |(v

i

)

a,!

|) such that

¬T
k

(((v

i

)

a,!

)

k

,

ˆ

�((v

i

)

a,!

)).

But since u

i

= v

i

then this k is also the greatest in [|s|, |(u
i

)

a,!

|)
satisfying

¬T
k

(((u

i

)

a,!

)

k

,

ˆ

�((u

i

)

a,!

)),

and thus ¬Good

|s|
a

(u

i

) also holds with E

|s|
a

(u

i

) = E

|s⇤x|
a

(v

i

) =

(k,

ˆ

�(u

i

)

a,!

). Therefore

u

i+1 = u

i

�
a

E

|s|
a

(u

i

) = v

i

�
a

E

|s⇤x|
a

(v

i

) = v

i+1.

Moreover, since |u
i+1| = (E

|s|
a

)0(ui

) + 1 = k+1 > k > |s| and
((u

i

)

a,!

)|s| = x we must also have

[(u

i+1)↵,!

](|s|+1) = [u

i+1](|s|+1) = [(u

i

)

↵,!

](|s|+1)=s⇤x
the last step using the side induction hypothesis (b) for u

i

. This
proves the claim. Now, since v

j

is a limit point we have Good

|s⇤x|
a

(v

j

)

and thus since u

j

= v

j

Good

|s|
a

(u

j

) $ T|s|(((uj

)

a,!

)|s|, ˆ�((uj

)

a,!

)).

But by our claim (a), (b) for i = j we have

((u

j

)

a,!

)|s|
(b)
= x

and

ˆ

�((u

j

)

a,!

)

(a)
=

ˆ

�((v

j

)

a,!

)

(10)
= �(BRL

a

(s ⇤ x)) = ⇠(x) (11)

And thus
Good

|s|
↵

(u

j

) $ T|s|(x, ⇠(x)).

There are two cases to consider: Either T|s|(x, ⇠(x)) holds and thus

lim L1,|s|
a

[s ⇤ x] = \
(u

j

)

a,!

(a)
=

\
(v

j

)

a,!

(10)
= BRL

a

(s ⇤ x) (12)

or ¬T|s|(x, ⇠(x)), in which case E

|s|
a

(u

j

) = (|s|, ˆ�((u
j

)

a,!

))

11
=

(|s|, ⇠(x)) and thus

u

j+1 = u

j

�
a

E

|s|
a

(u

j

)

= [(u

j

)

!,a

](|s|) ⇤ (((u
j

)

!,a

)|s| �|s| ⇠(x)))

(b)
= s ⇤ (x�|s| ⇠(x))

Now x

0
:= x�|s| ⇠(x) �|s| x since ¬T|s|(x, ⇠(x)) and therefore

lim L1,|s|
a

[s ⇤ x] = lim L1,|s|
a

[u

j+1] = lim L1,|s|
a

[s ⇤ x0
]

so by the induction hypothesis Q
a

(x

0
) we obtain

lim L1,|s|
a

[s ⇤ x0
] = BRL

↵

(s ⇤ l|s|,⇠(x0
)). (13)
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Thus together with (12) we have

lim L1,|s|
a

[s ⇤ x] =
(
BRL

a

(s ⇤ x) if T|s|(x, ⇠(x))

BRL

a

(s ⇤ l|s|,⇠(x�|s| ⇠(x))) otherwise

= BRL

a

(s ⇤ l|s|,⇠(x)).
This completes the auxiliary induction step, and so we have estab-
lished that 8xQ

a

(x), and therefore in particular Q
a

(a(|s|)) i.e.

lim L1,|s|
a

[s ⇤ a(|s|)] = BRL

a

(s ⇤ l|s|,⇠(a(|s|)))
= BRL

a

(s ⇤ La|s|⇠)
= BRL

a

(s)

the last equality following from definition of ⇠ and the defining
equation of BRL

a

for !̂(s) � |s|. All that remains is to show that

lim L1,|s|
a

[s] = lim L1,|s|
a

[s ⇤ a(|s|)] (14)

and we’re done, since then lim L1,|s|
a

[s] = lim L1,|s|
a

[s ⇤ a(|s|)] =
BRL

a

(s), and since a was arbitrary this establishes B(s), and
we’re done with the second bar induction premise. But (14) is
easy (though tedious) to prove. Since !̂(s) � |s| we must have
s

a,!

= (s ⇤ a(|s|))
a,!

and thus since Good

|s|
a

(t), D

|s|
a

(t), E|s|
a

(t)

and t�
a

(n, y) depend only on t

a,!

we have either

lim L1,|s|
a

[s] = D

|s|
a

(s) = D

|s|
a

(s⇤a(|s|)) = lim L1,|s|
a

[s ⇤ a(|s|)]

in the case that Good

|s|
a

(s) (equivalently Good

|s|
a

(s⇤a(|s|))) holds,
or otherwise

lim L1,|s|
a

[s] = lim L1,|s|
a

[t] = lim L1,|s|
a

[s ⇤ a(|s|)]

for t = s�
a

E

|s|
a

(s) = (s ⇤ a(|s|))�
a

E

|s|
a

(s ⇤ a(|s|)).

7.1 Interpreting ⌃1-CA, revisited

Let A
n

:⌘ 9x, b8y(P
n

(x)_
b

¬P
n

(y)) as in Section 6.1. It is easy
to check that 8n¬¬A

n

is realized by L

;
n⇠ = l

n,⇠

(?,0) with

l

n,⇠

(b, x) =

(
(b, x) if b = ? ! ¬P

n

(⇠bx)

(>, ⇠bx) otherwise,

(denoting ; = �n.(?,0) as before) and thus by Spector’s result the
ND interpretation of ¬¬8nA

n

can be given by �!,�.BRL

;
,!,�

(hi).
But by Theorem 7.4 we have BRL

;
,!,�

(hi) = lim L1,0
;,!,�

[hi] for
T

n

((b, x), y) :⌘ b = ? ! ¬P
n

(y) and (b, x) �
n

y := (>, y).
Assuming the convention 0B⇥X

= (?,0
X

), it is not to difficult to
show that s;,! as in Definition 7.1 is just the sequence s⇤h0, . . . ,0i
of length N

s

, for

N

s

:=

 (
|s| if !̂(s) < |s|
!̂(s) + 1 otherwise

!
= max{|s|, !̂(s) + 1}.

Using this, we can unwrap all the definitions (we do not give the
details here, though again this is all fairly straightforward) and see
that the underlying learning algorithm is given as in Algorithm 4,
where we use the notation n /2 domain(s) :⌘ (s

n

)0 = ? as in
Section 6.1. It is highly illuminating to compare this with Algo-

Algorithm 4 8!,�9↵(P
!↵

(↵1(!↵)) _
↵0(!↵) ¬P!↵

(�↵))

1: input !,�

2: s = hi
3: while 9n < max{|s|, !̂(s)+1} . n /2 domain(s)^P

n

(�(ŝ))

4: s ! [ŝ](n) ⇤ (>,�(ŝ)) for the greatest such n

5: return ↵ := ŝ

rithm 3. The basic idea of starting with an empty approximation to

a comprehension function and updating with realizers for 9xP
n

(x)

is the same, but the manner in which it is done is completely dif-
ferent. In particular, when updating with a realizer at point n, all
realizers for P

m

(x) with m > n are forgotten.
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Abstract
Recently Beyersdorff, Bonacina, and Chew [10] introduced a nat-
ural class of Frege systems for quantified Boolean formulas (QBF)
and showed strong lower bounds for restricted versions of these
systems. Here we provide a comprehensive analysis of the new ex-
tended Frege system from [10], denoted EF

+ 8red, which is a nat-
ural extension of classical extended Frege EF.

Our main results are the following: Firstly, we prove that the
standard Gentzen-style system G

⇤
1 p-simulates EF

+ 8red and that
G

⇤
1 is strictly stronger under standard complexity-theoretic hard-

ness assumptions.
Secondly, we show a correspondence of EF+ 8red to bounded

arithmetic: EF+ 8red can be seen as the non-uniform propositional
version of intuitionistic S1

2 . Specifically, intuitionistic S1
2 proofs

of arbitrary statements in prenex form translate to polynomial-size
EF

+ 8red proofs, and EF

+ 8red is in a sense the weakest system
with this property.

Finally, we show that unconditional lower bounds for EF+ 8red
would imply either a major breakthrough in circuit complexity or
in classical proof complexity, and in fact the converse implications
hold as well. Therefore, the system EF

+ 8red naturally unites the
central problems from circuit and proof complexity.

Technically, our results rest on a formalised strategy extraction
theorem for EF+ 8red akin to witnessing in intuitionistic S1

2 and a
normal form for EF+ 8red proofs.

Categories and Subject Descriptors F.2.2 [Analysis of algo-
rithms and problem complexity]: Nonnumerical Algorithms and
Problems—Complexity of proof procedures

General Terms Proof complexity, bounded arithmetic, quantified
Boolean formulas

Keywords QBF proof systems, sequent calculus, Frege systems,
intuitionistic logic, strategy extraction, lower bounds, simulations

1. Introduction
Proof complexity addresses the main question of how hard it is to
prove theorems in a given calculus, in particular: what is the length
of the shortest proof of a given theorem in a fixed formal system,
typically comprised of axioms and rules. This research bears tight
and fruitful connections to computational complexity (separating
complexity classes in an approach known as Cook’s programme
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[20]), to first-order logic (theories of bounded arithmetic [19, 31]),
as well as to practical SAT- and QBF-solving [15].

While the bulk of activity in proof complexity concerns proposi-
tional proofs, there has been intense research during the last decade
employing proof-complexity methods to further logics, most no-
tably non-classical logics (cf. [7]) and proof complexity of quanti-
fied Boolean formulas (QBF).

Recent research in QBF proof complexity has been largely trig-
gered by exciting advances in QBF solving—powerful algorithms
that solve large classes of formulas from industrial applications.
Compared to SAT solving, due to the PSPACE completeness of
QBF the success of QBF solvers even extends to further fields
such as planning [24, 36] and formal verification [5]. To model
the strengths of modern QBF solvers, a number of resolution-based
proof systems have been recently suggested and analysed from a
proof complexity perspective (cf. [3, 8, 9, 11]).

While we have a relatively good understanding of these weak
resolution-type systems, much less is known for strong proof sys-
tems, and this judgement applies to both propositional and QBF
proof complexity. There are two main approaches for designing
strong calculi: via sequent-style systems (Gentzen’s LK [25]) and
axiom-rule based systems known as Frege or Hilbert-type calculi
[20]. In propositional logic, both Gentzen and Frege systems are
equivalent from a proof complexity point of view [20, 31].

The situation is more intricate for QBF; and indeed the main
aim of the present paper is to shed light on this topic.

Gentzen systems for QBF were already introduced in the late
80’s by Krajı́ček and Pudlák [32], of which we use slightly modi-
fied versions Gi and G

⇤
i due to Cook and Morioka [18]. These sys-

tems are known to be strictly more powerful than QBF resolution
[23], but lower bounds are out of reach with current techniques.

As for strong propositional systems, the main source of infor-
mation on QBF Gentzen systems stems from their correspondence
to Buss’ theories of bounded arithmetic [13, 18, 32]. This corre-
spondence allows to translate first-order formulas into sequences
of QBFs, and indeed first-order proofs in S i

2 or T i
2 to polynomial-

size G⇤
i or Gi proofs, respectively [18, 32], thus providing the main

tool to construct short propositional proofs.
On the other hand, QBF Frege systems were only developed

very recently [10]. Their definition is very elegant, adding to classi-
cal Frege just one single 8red rule for managing quantifiers, lead-
ing to the QBF system Frege

+ 8red. Alternatively, they can be seen
as substitution Frege systems with substitutions allowed just for
universally quantified variables.

As for classical Frege, the strength of Frege+ 8red can be cal-
ibrated by allowing different classes of formulas (or more directly
Boolean circuits [28]) as their underlying objects. With a tech-
nique [8, 10] uncovering a direct relation between circuit complex-
ity and proof complexity very strong lower bounds have been ob-
tained for QBF Frege, the strongest of which yields an exponen-
tial lower bound for AC

0

[p]-Frege+ 8red. In sharp contrast, the
strongest lower bound in the propositional world holds for AC

0-
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⇤
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Theorem 5.2
(p-simulation is open)

Figure 1. The simulation order of QBF Gentzen and Frege systems

Frege [1, 33, 35], while lower bounds for the stronger AC

0

[p]-
Frege constitute a major problem, open for more than twenty years.

This striking development prompts us to target at a better under-
standing of the new QBF Frege systems. What is their relation to
the well-studied QBF Gentzen calculi? Does QBF Frege also ad-
mit a correspondence to bounded arithmetic? Can we push lower
bounds even beyond the current state-of-the-art bound for AC0

[p]-
Frege

+ 8red from [10]?
In this paper we give answers to all of these three questions.

1.1 Our contributions
Below we summarise our main contributions of this paper, sketch-
ing the main results and techniques.

A. Gentzen vs. Frege in QBF: simulations and separations.
In classical proof complexity Frege and Gentzen’s sequent system
LK are p-equivalent, i.e., proofs can be efficiently translated be-
tween the systems [20]. In contrast, our findings show a more com-
plex picture for QBF. We concentrate on the most important stan-
dard Gentzen-style systems G

⇤
0 and G

⇤
1 as well as the QBF Frege

systems Frege

+ 8red and EF

+ 8red, forming QBF analogues of
the classical Frege and extended Frege system EF from [20].

For these four systems the following picture emerges (cf. Fig-
ure 1): We prove that G⇤

1 p-simulates EF+ 8red (Theorem 5.1) and
G

⇤
0 simulates Frege

+ 8red under a relaxed notion of p-simulation
(Theorem 5.2). On the other hand, the converse simulations are
unlikely to hold. Under standard complexity-theoretic assumptions
we show that EF+ 8red is strictly weaker than G

⇤
1 (Theorems 3.1,

3.3). Moreover, EF

+ 8red is incomparable to both G

⇤
0 and G0

(Theorems 3.4, 3.5). Hence, unlike in the propositional framework,
Gentzen appears to be stronger than Frege in QBF.

While all these separations make use of complexity-theoretic as-
sumptions, it will be hard to improve these results to unconditional
lower bounds (see C. below). However, since we use a number of
different and indeed partly incomparable assumptions, our separa-
tions seem very plausible.

B. QBF Frege corresponds to intuitionistic logic. The strongest
tool for an understanding of classical Frege as well as proposi-
tional and QBF Gentzen systems comes from their correspondence
to bounded arithmetic [19, 31]. Here we show such a correspon-
dence between EF

+ 8red and first-order intuitionistic logic IS1
2,

introduced in [14, 22]. For this first-order arithmetic formulas are
translated into sequences of QBFs [32].

Our main result on the correspondence states that translations
of arbitrarily complex prenex theorems in IS1

2 admit polynomial-
size EF

+ 8red proofs (Theorem 7.1). Informally, this says that
all IS1

2 consequences can be efficiently derived in EF

+ 8red, and
moreover, EF+ 8red is the weakest system with this property.

The second facet of the correspondence is that IS1
2 can prove

the correctness of EF+ 8red in a suitable encoding (Theorem 7.2),

and in a certain sense EF

+ 8red is the strongest proof system that
is provably sound in the theory IS1

2.
Technically, the correspondence as well as the simulation re-

sults mentioned under A. above rest on a formalisation of the
Strategy Extraction Theorem for QBF Frege systems from [10].
This strategy extraction result states that for formulas provable in
EF

+ 8red one can compute witnesses for all existential quanti-
fiers with Boolean circuits that can be efficiently extracted from
the EF

+ 8red proof.
We provide two formalisations for this result: one in first-order

logic, where we formalise strategy extraction in S1
2 (Theorem 4.1),

and a second more direct one, where we construct Frege proofs for
the witnessing properties (Theorem 4.3). While the second formal-
isation applies to more systems and gives the simulation structure
detailed in A., the first formalisation is stronger and enables the
correspondence to IS1

2.
Although intuitionistic bounded arithmetic was already devel-

oped by Buss in the mid 80’s [14], no QBF counterpart of this
theory was found so far—in sharp contrast to most other arithmetic
theories [19]. As we show here, the missing piece in the puzzle is
the recent QBF Frege system EF

+ 8red.
Indeed, the appealing link between IS1

2 and EF

+ 8red comes
via their witnessing properties: similarly as EF+ 8red has strategy
extraction for arbitrarily complex QBFs [10], the theory IS1

2 admits
a witnessing theorem for arbitrary first-order formulas [22].

C. Characterising lower bounds for QBF Frege. The main
question left open by the recent advances in strong QBF lower
bounds [10] is whether unconditional lower bounds can be obtained
for Frege+ 8red or even EF

+ 8red. We show here that such a result
would imply either a major breakthrough in circuit complexity (a
lower bound for non-uniform NC

1 or even P/poly) or a major
breakthrough in propositional proof complexity (lower bounds for
classical Frege or even EF); and in fact the opposite implications
hold as well (Theorem 8.1).

This means that the problem of lower bounds for QBF Frege
very naturally unites the central problem in circuit complexity with
the central problem in proof complexity. Indeed, by our simulations
shown in A. this also means that a lower bound for any of the QBF
Gentzen systems Gi or G⇤

i for i � 1 would imply either a circuit
lower bound or a lower bound for propositional Frege.

This is conceptually very interesting as a direct connection be-
tween progress in circuit complexity and proof complexity has
been often postulated (cf. [4]). Our results show that this con-
nection directly manifests in Frege

+ 8red, thus highlighting that
Frege

+ 8red is indeed a natural and important system.
Technically, this result uses a normal form that we achieve

for Frege+ 8red proofs: these can be decomposed into a classical
Frege proof followed by a number of 8red steps (Theorem 6.1).
We further show that even 8red steps suffice that only substitute
constants (Theorem 6.3).

Conceptually, our work draws on the close interplay of ideas and
techniques from proof complexity, computational complexity, and
bounded arithmetic; and it is really the interaction of these areas
and techniques that form the technical basis of our results (which
enforces us also to include rather extensive preliminaries).

1.2 Organization
In Section 2 we provide background on proof complexity, bounded
arithmetic, and QBF Gentzen and Frege systems. We prove the con-
ditional separations and the simulations in Sections 3 and 5, re-
spectively. Section 4 formalizes strategy extraction in QBF Frege
in S1

2 and Frege, and Section 6 derives from this a normalisation
of EF+ 8red proofs. This enables us to show the correspondence
between the theory IS1

2 and EF

+ 8red in Section 7. Finally, in Sec-
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tion 8 we give the characterization of Frege+ 8red and EF

+ 8red
lower bounds in terms of lower bounds for Boolean circuits or
propositional Frege.

2. Preliminaries
2.1 Notions from computational complexity
We use standard notation and concepts from computational com-
plexity (cf. [2]). In particular, we use the circuit class P/poly of
functions computed by polynomial-size Boolean circuits and the
class NC

1 of functions computed by polynomial-size circuits of
logarithmic depth (cf. [37]). We say that a function is hard for
P/poly if it is not computable by a sequence of polynomial-size
circuits.

By FP

⌃

p

i

[O(log n)] we denote the set of functions computed
by a polynomial-time Turing machine making at most O(log n)

queries to a ⌃p

i

-oracle. FP⌃

p

i is defined analogously but without the
restriction on the number of queries.

2.2 Notions from proof complexity
Proof systems. According to [20] a proof system for a language L
is a polynomial-time onto function P : {0, 1}⇤ ! L. Each string
� 2 L is a theorem and if P (⇡) = �, ⇡ is a proof of � in P . Given
a polynomial-time function P : {0, 1}⇤ ! {0, 1}⇤ the fact that
P ({0, 1}⇤) ✓ L is the soundness property for L and the fact that
P ({0, 1}⇤) ◆ L is the completeness property for L.

Proof systems for the language TAUT of propositional tautolo-
gies are called propositional proof systems and proof systems for
the language TQBF of true QBF formulas are called QBF proof
systems. Equivalently, propositional proof systems and QBF proof
systems can be defined respectively for the languages UNSAT of
unsatisfiable propositional formulas and FQBF of false QBF for-
mulas, in this second case we call them refutational.

Given two proof systems P and Q for the same language L, P
p-simulates Q (denoted Q p P ) if there exists a polynomial-time
function t such that for each ⇡ 2 {0, 1}⇤, P (t(⇡)) = Q(⇡). Two
systems are called p-equivalent if they p-simulate each other.

A proof system P for L is called polynomially bounded if there
exists a polynomial p such that every x 2 L has a P -proof of size
 p(|x|).

Frege systems. Frege proof systems are the common ‘textbook’
proof systems for propositional logic based on axioms and rules
[20]. The lines in a Frege proof are propositional formulas built
from propositional variables xi and Boolean connectives ¬, ^,
and _. A Frege system comprises a finite set of axiom schemes
and rules, e.g., � _ ¬� is a possible axiom scheme. A Frege

proof is a sequence of formulas where each formula is either a
substitution instance of an axiom, or can be inferred from previous
formulas by a valid inference rule. Frege systems are required to be
sound and implicationally complete. The exact choice of the axiom
schemes and rules does not matter as any two Frege systems are p-
equivalent, even when changing the basis of Boolean connectives
[20] and [31, Theorem 4.4.13]. Therefore we can assume w.l.o.g.
that modus ponens is the only rule of inference.

Usually Frege systems are defined as proof systems where the
last formula is the proven formula. Equivalently, we can view them
as refutation Frege systems where we start with the negation of the
formula that we want to prove and derive a contradiction, and we
switch between the two different formulations when convenient.

A number of subsystems and extensions of Frege have been
considered in the literature (cf. [4]). An elegant framework for these
systems was introduced by Jeřábek [28], where C-Frege directly
operates with circuits from the set C using a finite set of derivation
Frege rules. For example, if there are no restrictions on C then C-
Frege is p-equivalent to the extended Frege system EF, cf. [28].

If C is restricted to formulas, i.e., C = NC

1, then C-Frege is just
Frege. Throughout the paper, whenever we speak of EF we indeed
mean P/poly-Frege and Frege stands for NC1-Frege.

Sequent calculus. Gentzen’s sequent calculus [25] is another
classical proof system, both for first-order and propositional logic
(cf. [31]). Propositional sequent calculus LK operates with sequents
� �! � with the semantic meaning

V
�2� � |=

W
 2�  . An

important rule in LK is the cut rule

� �! �, A A,� �! �

(cut rule)
� �! �

where A is called the cut formula.
LK is well known to be p-equivalent to Frege (cf. [31]).

2.3 Quantified Boolean formulas
Quantified Boolean formulas (QBF) extend propositional formulas
by propositional quantifiers 8x�(x) with the semantic meaning
�(0) ^ �(1), and 9x�(x) meaning �(0) _ �(1).

The quantifier complexity of QBFs is captured by sets ⌃

q
i and

⇧

q
i , which are defined inductively. ⌃q

0 = ⇧

q
0 is the set of quantifier-

free propositional formulas, ⌃q
i+1 is the closure of ⇧q

i under exis-
tential quantification, and ⇧

q
i+1 is the closure of ⌃q

i under universal
quantifiers.

Often it is useful to think of a QBF Q1X1 . . .QkXk � as
a game between the universal and the existential player. In the
i-th step of the game, the player Qi assigns values to all the
variables Xi. The existential player wins the game iff the matrix �
evaluates to 1 under the assignment constructed in the game. The
universal player wins iff the matrix � evaluates to 0. Given a
universal variable u with index i, a strategy for u is a function from
all variables of index < i to {0, 1}. A QBF is false iff there exists a
winning strategy for the universal player, i.e. if the universal player
has a strategy for all universal variables that wins any possible
game [27], [2, Sec. 4.2.2].

2.4 Sequent calculi for QBF
Quantified propositional calculus G, as defined by Cook and
Morioka [18], extends Gentzen’s classical propositional sequent
calculus LK, cf. [31, Chapter 4.3], by allowing quantified propo-
sitional formulas in sequents and by adopting the following extra
quantification rules for 8-introduction

�(x/ ),��! �

(8-l)8x�,��! �

��! �,�(x/p)
(8-r)

��! �, 8x�

and 9-introduction
�(x/p),��! �

(9-l)9x�,��! �

��! �,�(x/ )
(9-r).

��! �, 9x�

For the rules 8-l and 9-r, �(x/ ) is the result of substituting  
for all free occurrences of x in �. The formula  may be any
quantifier-free formula (i.e., without bounded variables) that is free
for substitution for x in � (i.e., no free occurrence of x in � is within
the scope of a quantifier Qy such that y occurs in  ). The variable
p in the rules 8-r and 9-l must not occur free in the bottom sequent.

For i � 0, Gi is a subsystem of G with cuts restricted to prenex
⌃

q
i [ ⇧

q
i -formulas. G⇤

i denotes the subsystem of Gi allowing only
tree-like proofs.

The systems G and Gi were originally introduced slightly differ-
ently, cf. [30–32], not restricting the formulas  in 8-l and 9-r to be
quantifier-free, and defining Gi as the system G allowing only ⌃

q
i -

formulas in sequents. Hence, Gi’s could not prove all true QBFs.
We will, however, use the redefinition of these systems by Cook
and Morioka [18].
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Notably, (for Cook and Morioka’s definition) Jeřábek and
Nguyen [29] showed that the system Gi with cuts restricted to
prenex ⌃

q
i -formulas is p-equivalent to Gi with cuts restricted to

prenex ⇧

q
i -formulas and p-equivalent to Gi with cuts restricted to

(not necessarily prenex) ⌃q
i [⇧

q
i -formulas. Moreover these equiv-

alences hold as well for the tree-like versions of these systems.
Cook and Morioka [18] also proved that their definition of Gi

is p-equivalent to Gi from [32] for i � 0 and prenex ⌃

q
i [ ⇧

q
i -

formulas (so by [29] also for non-prenex ones).
On propositional formulas G0 is p-equivalent to Frege and G1

is p-equivalent to the Extended Frege system EF, cf. [31].
Finally, the systems Gi and G

⇤
i have quite constructive witness-

ing properties. Whenever there are polynomial-size G

⇤
1 proofs of

formulas 9y An(x, y) for An(x, y) 2 ⌃

q
1, there exist polynomial-

size circuits Cn witnessing the existential quantifiers, i.e., the for-
mula An(x,Cn(x)) holds, cf. [18, Theorem 7]. In case of G0 the
circuits witnessing ⌃

q
1-formulas are from NC

1, cf. [18, Theorem 9].
The witnessing theorems can be generalized to systems G⇤

i and Gi

for i � 1 w.r.t. ⌃q
i -formulas and witnessing functions correspond-

ing to higher levels of the polynomial hierarchy.

2.5 Frege systems for QBF
An alternative way to define reasoning with QBFs was given in [10]
by using systems denoted as C-Frege+ 8red. C-Frege+ 8red is a
refutational proof system augmenting the classical C-Frege system
by a 8red rule. Formally, a C-Frege+ 8red refutation of a QBF Q�
with quantifier prefix Q is a sequence of circuits L1, . . . , Ll 2 C
where L1 = �, Ll = ;, and each Li is derived from previous Lj’s
using the inference rules of C-Frege or the following 8red rule

Lj(u)
(8red)

Lj(u/B)

where u is a universal variable that is the innermost (wrt. the
quantifier prefix Q) among the variables of Lj , and B 2 C is a
circuit that contains only variables to the left of u in the quantifier
prefix Q. In particular, C-Frege+ 8red does not manipulate the
prefix of the given QBF, so it proves only QBFs in prenex form.

In principle, variables not quantified in the prefix of a QBF
might appear in its C-Frege+ 8red refutation as consequences of
C-Frege rules. However, all such variables can be substituted by
arbitrary constants without changing the proven QBF. Therefore,
we assume that there are no such ‘redundant’ variables.

If there are no restrictions on C, we denote C-Frege+ 8red as
EF

+ 8red. If C is restricted to formulas, we speak of Frege+ 8red.
Note that C-Frege+ 8red is essentially a refutational substitu-

tion Frege system SF, cf. [31], with substitutions allowed only for
rightmost universally quantified variables.

In Section 6.1 we will show that in fact restricting the substitut-
ing circuit B to constants 0, 1 results in a p-equivalent proof system
denoted C-Frege+ 8red0,1.

A characteristic property of the C-Frege+ 8red systems is the
so called Strategy Extraction Theorem. The theorem obtained in
[10] says that whenever there is a C-Frege+ 8red refutation ⇡ of
a QBF 9x18y1, . . . , 9xk8yk �(x1, . . . , xk, y1, . . . , yk), then there
are O(|⇡|)-size witnessing circuits C1, . . . , Ck 2 C satisfying

n̂

i=1

(y0
i $ Ci(x1, . . . , xi, y

0
1, . . . , y

0
i�1))

! ¬�(x1, . . . , xn, y
0
1, . . . , y

0
n).

2.6 Bounded arithmetic
In first-order logic we will work with the language L = { 0, S,+, ·,
,
⌅
x
2

⇧
, |x|,# } where the function |x| is intended to mean ‘the

length of the binary representation of x’ and x#y = 2

|x|·|y|.

A quantifier is bounded if it has the form 9x, x  t or 8x, x 
t for x not occurring in the term t. A bounded quantifier is sharply
bounded if t has the form |s| for some term s. By ⌃

b
0 (=⇧b

0 =

�

b
0) we denote the set of all formulas in the language L with all

quantifiers sharply bounded. For i � 0, the sets ⌃

b
i+1 and ⇧

b
i+1

are defined inductively. ⌃b
i+1 is the closure of ⇧b

i under bounded
existential and sharply bounded quantifiers, and ⇧

b
i+1 is the closure

of ⌃

b
i under bounded universal and sharply bounded quantifiers.

That is, the complexity of bounded formulas in the language L
(formulas with all quantifiers bounded) is defined by counting the
number of alternations of bounded quantifiers, ignoring the sharply
bounded ones. For i > 0, �b

i denotes ⌃b
i \⇧

b
i .

Bounded formulas capture the polynomial hierarchy: for any
i > 0 the i-th level ⌃p

i

of the polynomial hierarchy coincides with
the sets of natural numbers definable by ⌃

b
i -formulas. Dually for

⇧

p

i

and ⇧

b
i .

Buss [13] introduced theories of bounded arithmetic S i
2, T i

2 for
i � 1 in the language L. The axioms of S i

2 consist of a set of
basic axioms defining properties of symbols from L, cf. [31], and
length induction ⌃

b
i -LIND, which is the following scheme for ⌃b

i -
formulas A (or equivalently, for A 2 ⇧

b
i , in which case we speak

of ⇧b
i -LIND):

A(0) ^ 8x (A(x) ! A(x+ 1)) ! 8xA(|x|).
Theories T i

2 are defined similarly, but here the induction scheme is

A(0) ^ 8x (A(x) ! A(x+ 1)) ! 8xA(x)

for A 2 ⌃

b
i .

T i
2 proves the totality of FP

⌃

p

i functions, cf. [31, Theorem
6.1.2]. More precisely, for any f 2 FP

⌃

p

i there is a ⌃

b
i+1-formula

f(x) = y such that T i
2 ` 8x9y f(x) = y. In the same way,

S i
2 proves the totality of functions in FP

⌃

p

i

[O(log n)], cf. [31,
Theorem 6.2.2]. By Parikh’s theorem, T i

2 ` 9y f(x) = y implies
T i

2 ` 9y (|y|  p(|x|) ^ f(x) = y) for some polynomial p, and
the same is true for S i

2 (cf. [13, 34]).
S i
2 can be seen as a first-order non-uniform version of G⇤

i , i � 1.
Firstly, for j � 1 any ⌃

b
j-formula �(x) can be translated into a

sequence k�(x)kn of ⌃q
j -formulas, where n denotes the size of the

input x in binary (cf. [31, Definition 9.2.1]). Then, for i, j � 1

whenever S i
2 ` A for A 2 ⌃

b
j , there is a polynomial p such that

formulas kAkn have G⇤
i -proofs of size p(n). This also holds for T i

2

in place of S i
2 if G⇤

i is replaced by Gi. The ability to use arbitrary
j is due to Cook and Morioka [18, Theorem 3] who generalized a
standard result, cf. [31, Theorem 9.2.6], which worked for j = i.

If A 2 ⇧

b
1, we abuse notation and also denote by kAkn the

propositional formulas obtained as in kAkn, but leaving the uni-
versally quantified variables free. S1

2 ` A for A 2 ⇧

b
1 implies that

S1
2 proves the existence of polynomial-size G

⇤
1-proofs of proposi-

tional formulas kAkn, cf. [31, Theorems 9.2.6 and 9.2.7].

3. Separating Gentzen and Frege for QBF
We start with proving a number of conditional separations between
Gentzen and Frege systems for QBF. As we will show later in
Section 8, improving these separations to unconditional results
tightly corresponds to major open problems in circuit complexity
and proof complexity.

3.1 Formulas easy in Gentzen, but hard in Frege
We first provide three different properties that are easy for QBF
Gentzen systems, but hard for EF

+ 8red. Our first conditional
result shows that there are ⌃

q
2-formulas with polynomial-size G

⇤
1

proofs but no polynomial-size EF

+ 8red proofs, and this result
generalises to stronger systems.
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Theorem 3.1. Let i � 1. Assume f 2 FP

⌃

p

i is hard for P/poly.
Then formulas k9y (|y|  p(|x|) ^ f(x) = y)kn, where p is
a polynomial and f(x) = y is expressed by a ⌃

b
i+1-formula,

have polynomial-size Gi proofs and require super-polynomial-size
EF

+ 8red proofs. If f 2 FP

⌃

p

i

[O(log n)] then Gi can be replaced
by G

⇤
i .

Proof. As T i
2 proves the totality of FP⌃

p

i functions [13], it proves
the totality of f and the proof can be transformed into a sequence
of polynomial-size Gi proofs [18, 32]. If the totality of f can
be shown by polynomial-size proofs in EF

+ 8red, then, by the
Strategy Extraction Theorem [10], f is in P/poly.

Similarly, S i
2 proves the totality of FP

⌃

p

i

[O(log n)] functions
and such proofs translate into sequences of polynomial-size G

⇤
i

proofs [13, 18, 32].

It seems that the separation above of G

⇤
1 and EF

+ 8red by
⌃

q
2-formulas cannot be improved to ⌃

q
1-formulas as it is tight

in the following sense. If we had ⌃

q
1-formulas 9y An(x, y) with

polynomial-size G

⇤
1 proofs but without polynomial-size EF

+ 8red
proofs, this would imply that EF is not polynomially bounded: by
the witnessing theorem for G⇤

1, cf. [18, Theorem 7], there would be
polynomial-size circuits Cn such that formulas An(x,Cn(x)) are
true, and so ¬An(x,Cn(x)) would be hard to refute in EF.

G

⇤
1 and EF

+ 8red can be conditionally separated also on the
bounded collection scheme.

Definition 3.2. The bounded collection scheme BB(�) is the for-
mula

9i < |a| 9w < t(a) 8u < a 8j < |a| (�(i, u) ! �(j, [w]j))

where �(i, u) is a formula which can have other free variables,
[w]j is the j-th element of the sequence coded by w, and t(a)
is a concrete L-term depending on the choice of the encoding of
sequences.

Roughly, BB(�) says that u’s witnessing �(i, u) can be col-
lected in a sequence w:

8i < |a| 9u < a, �(i, u) ! 9w < t(a) 8j < |a|, �(j, [w]j).

Theorem 3.3. G

⇤
1 has polynomial-size proofs of kBB(�)kn for

all � 2 ⌃

b
1. In contrast, there exists � 2 ⌃

b
1 such that formulas

kBB(�)kn are hard for EF

+ 8red unless each polynomial-time
permutation with n inputs can be inverted by polynomial-size cir-
cuits with probability � 1� 1/n.

Proof. The upper bound follows from the S1
2 -provability of BB(�)

for � 2 ⌃

b
1, cf.[13, Theorem 14], and its transformation to G

⇤
1

proofs [18, 32].
For the lower bound we will use a result by Cook and Thapen

[21] showing that Cook’s theory PV does not prove BB(�) for all
� 2 ⌃

b
0 unless factoring is in probabilistic polynomial time.

Let a = 2

n and �(i, u) be the formula f(u) = [y]i for a
polynomial-time permutation f (defined by a ⌃

b
1 formula), and y

encoding a sequence of n strings of length n.
Assume that EF+ 8red has polynomial-size proofs of kBB(�)kn.

By the Strategy Extraction Theorem [10] there are polynomial-size
circuits B, C such that

9u < 2

n, f(u) = [y]C(y) ! 8j < n, f([B(y)]j) = [y]j . (1)

To invert f we proceed as follows. Given z 2 {0, 1}n, pick
randomly n strings si 2 {0, 1}n and let i0 be a position (a
nonuniform advice) such that Pry[C(y) = i0]  1/n where
y’s are sequences of n strings of length n. Define yz,s to be
the sequence of elements z, f(s1), . . . , f(sn�1) ordered so that
[yz,s]i0 = z and let xz,s be the sequence of z, s1, . . . , sn�1

ordered so that f([xz,s]i) = [yz,s]i for i 6= i0. For random strings
z, s1, . . . , sn�1 we have that yz,s is a random sequence of n strings
of length n and Prz,s1,...,sn [C(yz,s) = i0]  1/n. Consequently,
with probability � 1�1/n, f([xz,s]C(yz,s)) = [yz,s]C(yz,s) holds
and by (1) the inverse of f on z is [B(yz,s)]i0 .

While the previous two results exhibited formulas easy for G⇤
1

and hard for EF+ 8red, we now show that even G

⇤
0 can prove ⌃

q
2-

formulas hard for EF+ 8red (modulo hardness of factoring).
For this we use a result by Bonet, Pitassi, and Raz [12], who

showed that Frege systems do not admit the so called feasible
interpolation property unless factoring of Blum integers is solvable
by polynomial-size circuits. (A Blum integer is the product of two
distinct primes, which are both congruent 3 modulo 4.)

Theorem 3.4. There are ⌃

q
2-formulas with polynomial-size G

⇤
0

proofs. However, assuming factoring of Blum integers is not
computable by polynomial-size circuits, these formulas require
EF

+ 8red proofs of super-polynomial size.

Proof. In [12] it is shown that there are propositional formulas
A0(x, y), A1(x, z) with common variables x such that A0(x, y)_
A1(x, z) have polynomial-size Frege proofs but, unless factor-
ing of Blum integers is computable by polynomial-size circuits,
there are no polynomial-size circuits C(x) recognizing which of
A0(x, y) or A1(x, z) holds for a given x.

Frege is p-equivalent to G

⇤
0 on propositional formulas [31] and

so it is possible to derive in G

⇤
0 the sequents in Figure 2.

Therefore, the ⌃

q
2-formulas

9b 8y, u ((A0(x, y) ^ b) _ (A1(x, u) ^ ¬b))

have polynomial-size G

⇤
0 proofs.

If these formulas had polynomial-size EF

+ 8red proofs, then,
by the Strategy Extraction Theorem [10], there would be polynomial-
size circuits computing b from x and thus recognizing which of
A0(x, y), A1(x, u) holds.

We remark that the assumptions of Theorems 3.3 and 3.4 are
stronger than the assumption of Theorem 3.1. However, while fac-
toring forms a good candidate for a one-way function, it is not
known if the existence of one-way functions implies the existence
of one-way permutations.

3.2 Formulas hard in Gentzen, but easy in Frege
We now give the opposite separation, exhibiting formulas (condi-
tionally) hard for G0, but easy for EF+ 8red. Thus G⇤

0 and G0 ap-
pear to be incomparable to EF

+ 8red.

Theorem 3.5. If P/poly 6= NC

1 then there are ⌃

q
1-formulas with

polynomial-size EF

+ 8red proofs but without polynomial-size G0

proofs.

Proof. Let f be a function in P/poly. Then EF

+ 8red has simple
polynomial-size proofs of ⌃q

1 formulas 9y 9z f(x) = y expressing
the totality of f with auxiliary variables z representing nodes of a
polynomial-size circuit computing f . The EF

+ 8red proof refutes
the propositional formula f(x) 6= y by gradually replacing each
variable from z, y by the circuit it represents.

If the totality of f had polynomial-size G0 proofs, by the ⌃

q
1

witnessing property, cf. [18, Theorem 9], f would be in NC

1.

Notably, in Section 6 we show that Frege+ 8red and EF

+ 8red
are p-equivalent to their tree-like versions. This is open for G0 and
G1, thus providing some further evidence for the incomparability
of Gentzen and Frege in QBF.
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�! A0(x, y), A1(x, z)

�! (A0(x, y) ^ ¬0) _ (A1(x, u) ^ 0), (A0(x, v) ^ ¬1) _ (A1(x, z) ^ 1)

�! 8y, u ((A0(x, y) ^ ¬0) _ (A1(x, u) ^ 0)), (A0(x, v) ^ ¬1) _ (A1(x, z) ^ 1)

�! 8y, u ((A0(x, y) ^ ¬0) _ (A1(x, u) ^ 0)), 8y, u ((A0(x, y) ^ ¬1) _ (A1(x, u) ^ 1))

�! 9b8y, u ((A0(x, y) ^ ¬b) _ (A1(x, u) ^ b)), 9b8y, u ((A0(x, v) ^ ¬b) _ (A1(x, z) ^ b))

�! 9b8y, u ((A0(x, y) ^ ¬b) _ (A1(x, u) ^ b))

Figure 2. The G

⇤
0 derivation in the proof of Theorem 3.4

4. Formalized strategy extraction
In order to prove that G⇤

1 p-simulates EF+ 8red we first formalize
the Strategy Extraction Theorem from [10]. We provide two differ-
ent formalizations, one in S1

2 and another one directly in EF. Both
are sufficient for the simulation result. These formalizations guar-
antee that the extracted strategy is not just correct, but EF (resp.
C-Frege) provably correct.

Theorem 4.1 (Formalized Strategy Extraction). There is a linear-
time algorithm A such that S1

2 proves the following. Assume that ⇡
is an EF

+ 8red refutation of a QBF  of the form

9x18y2 . . . 9xn8yn �(x1, . . . , xn, y1, . . . , yn)

where � 2 ⌃

q
0. Then A(⇡) outputs n circuits C1(x1), . . . ,

Cn(x1, . . . , xn, y1, . . . , yn�1) defining a winning strategy for the
universal player on formula  ; that is,

8x1, . . . , xn, y1, . . . , yn.
⇥ n̂

i=1

(yi $

Ci(x1, . . . , xi, y1, . . . , yi�1)) ! ¬�(x1, . . . , xn, y1, . . . , yn)
⇤
.

Proof. We will inspect the original proof of the Strategy Extraction
Theorem from [10], and point out that it essentially uses a ⇧

b
1-

induction on the number of steps in the proof ⇡, i.e., ⇧b
1-LIND

available in S1
2 .

Let ⇡ = (L1, . . . , Ls) be an EF

+ 8red refutation of the QBF
Q� given as in Theorem 4.1 and put

⇡s := ;, ⇡i := (Li+1, . . . , Ls) for i < s

�0 := �, �i := � ^ L1 ^ · · · ^ Li for i > 0.

We will show by downward induction on i, that from ⇡i it is
possible to construct in linear time a winning strategy

�i
= {Ci

1(x1), . . . , C
i
n(x1, . . . , xn, y1, . . . , yn�1)}

for the universal player for the QBF Q�i. The statement of the
Formalized Strategy Extraction Theorem corresponds to the case
i = 0.

In the base case, �s contains a contradiction and the winning
strategy can be defined as the set of trivial circuits {0, . . . , 0}.

Assume now that �i is a winning strategy for Q�i.
If Li is derived by an EF rule, then we set �i�1

:= �i.
Assume now that Li = Lj [u/B] is the result of an application

of a 8red rule on Lj where u is the rightmost variable in Lj . We
define Ci�1

l := Ci
l if u 6= yl, otherwise we set

Ci�1
l (z) :=

(
B(z) if Lj [u/B](z) = 0

Ci
l (z) if Lj [u/B](z) = 1.

This constructs circuits Ci
l from ⇡i by a standard O(|⇡i|)-time

algorithm.
To show that the strategies �i are winning for any 0  i  |⇡|,

we need to analyze the inductive step.

Assume that �i is the winning strategy for the universal player
on Q�i. If Li is derived by an EF rule, the winning strategy for
Q�i works also for Q�i�1 because a falsification of Li by a given
assignment implies a falsification of one of its predecessors. If Li

is the result of an application of 8red, Ci�1
l (z) is redefined only if

Lj [u/B](z) = 0. For z such that Lj [u/B](z) = 1, the strategy �i

has to work also for Q�i�1. Therefore, �i�1 is a winning strategy
for the universal player on Q�i�1.

The statement that a strategy � is winning for the universal
player on Q is a coNP predicate (given ⇡) expressible as a well-
behaved ⇧

b
1-formula. The induction we used is on the number of

steps in ⇡. Hence, the presented proof is an S1
2 -proof.

The statement provable in S1
2 in Theorem 4.1 is a coNP predi-

cate expressible by a ⇧b
1-formula. Consequently, translating the S1

2

proof to EF, the extracted strategy is even EF-provably correct:

Corollary 4.2. Given an EF

+ 8red refutation ⇡ of a QBF

9x18y2 . . . 9xn8yn �(x1, . . . , xn, y1, . . . , yn)

where � 2 ⌃

q
0, we can construct in time |⇡|O(1) an EF proof of

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

¬�(x1, . . . , xn, y1, . . . , yn)

for some circuits Ci.

We will now show the same result as in the last corollary for
Frege

+ 8red (and in fact provide an alternative direct proof without
making use of bounded arithmetic for EF+ 8red as well).

Theorem 4.3. Let C be the circuit class NC1 or P/poly.1 Given a
C-Frege+ 8red refutation ⇡ of a QBF

9x18y2 . . . 9xn8yn �(x1, . . . , xn, y1, . . . , yn)

where � 2 ⌃

q
0, we can construct in time |⇡|O(1) a C-Frege proof of

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

¬�(x1, . . . , xn, y1, . . . , yn)

for some circuits Ci 2 C.

Proof. Again, we will inspect the original proof of the Strategy
Extraction Theorem.

Let ⇡ = (L1, . . . , Ls) be a C-Frege+ 8red refutation of a QBF

Q� given as in Theorem 4.3 and put

⇡s := ;, ⇡i := (Li+1, . . . , Ls) for i < s

�0 := �, �i := � ^ L1 ^ · · · ^ Li for i > 0.

1 Indeed, the result should be easily generalisable to further ‘natural’ circuit
classes C such as AC

0 or TC

0, but we will focus here on the two most
interesting cases NC1 and P/poly leading to Frege and EF systems.
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We will show by downward induction on i, that from ⇡i it is
possible to construct in linear time a winning strategy

�i
= {Ci

1(x1), . . . , C
i
n(x1, . . . , xn, y1, . . . , yn�1)}

for the universal player for the QBF Q�i. Moreover, formula

n̂

l=1

(yl $ Ci
l (x1, . . . , xl, y1, . . . , yl�1)) !

¬�i(x1, . . . , xn, y1, . . . , yn)

denoted �i
(�i) will have a C-Frege proof of size K|⇡i|K for a

constant K depending only on the choice of the C-Frege system.
The statement of the theorem corresponds to the case i = 0.

In the base case, �s contains a contradiction so the winning
strategy can be defined as the set of trivial circuits {0, . . . , 0} and
it is trivially provably correct.

Assume now that �i
(�i) has a C-Frege proof of size K(s+1�

i)|⇡i|K .
If Li is derived by a C-Frege rule, then �i�1

:= �i.
Let now Li = Lj [u/B] be the result of an application of a 8red

rule on Lj where u is the rightmost variable in Lj . Then define
Ci�1

l := Ci
l if u 6= yl, otherwise set

Ci�1
l (z) :=

(
B(z) if Lj [u/B](z) = 0

Ci
l (z) if Lj [u/B](z) = 1.

This constructs strategies �i from ⇡ by a D|⇡i|-time algorithm
for a constant D. W.l.o.g. D < K. In fact, circuits Ci

l are in C.
We want to show that �i�1

(�i�1) has a C-Frege proof of size
K(s+ 1� (i� 1))|⇡i�1|K .

If Li is derived by a C-Frege rule, then �i also witnesses ¬�i�1

because

¬Li ! ¬(L0
1 ^ · · · ^ L0

t)

for some conjuncts L0
1, . . . , L

0
t in �i�1. Note that Ci�1

l ’s are then
Ci

l ’s. The implications

¬�i ! ¬�i�1

�i
(�i) ^ (¬�i ! ¬�i�1) ! �i�1

(�i�1)
(2)

can be derived by a fixed sequence of C-Frege rules depending
only on the choice of C-Frege. Thus, the common size of C-Frege
proofs of both these implications is  K0|⇡i�1|K0 where w.l.o.g.
K0 < K. Therefore �i�1

(�i�1) has a C-Frege proof of size
 K(s+1�i)|⇡i|K+K1|⇡i�1|K1  K(s+1�(i�1))|⇡i�1|K
where K1 > K0 depends again on a fixed sequence of C-Frege
rules needed to derive �i�1

(�i�1) from (2) and �i
(�i), so w.l.o.g.

K1 < K.
Assume Li = Lj [u/B] is the result of an application of 8red

where u = yl. Then there is a fixed sequence of C-Frege rules
deriving implications

�i
(�i) ^ ¬Lj [u/B] ! Ci�1

l = B ^ �i�1
(�i�1)

�i
(�i) ^ Lj [u/B] ! Ci�1

l = Ci
l ^ �i�1

(�i�1).

The total size of both C-Frege derivations is K0|⇡i�1|K0 where
K0 depends on the choice of C-Frege and the size of Ci�1

l ’s. The
size of all Ci�1

l ’s is bounded by K|⇡i�1|K . Hence we can assume
K0 < K. It follows that �i�1

(�i�1) has a C-Frege proof of size
 K(s+1�i)|⇡i|K+K1|⇡i�1|K1  K(s+1�(i�1))|⇡i�1|K
where as before K1 depends on a fixed sequence of C-Frege rules
needed to simulate a fixed set of ‘cut’ rules, i.e., w.l.o.g. K1 <
K.

5. Gentzen simulates Frege for QBF
We now apply the formalised Strategy Extraction Theorem from
the last section to show that Gentzen systems simulate Frege sys-
tems in the QBF context. Frege and Gentzen are well known to
be equivalent in the classical propositional case [31]. However, in
QBF the opposite simulations (Gentzen by Frege) are very likely
false as shown by the conditional separations in Section 3.

Theorem 5.1. G

⇤
1 p-simulates EF+ 8red.

Proof. By Corollary 4.2, any EF

+ 8red refutation ⇡ of a QBF  
(given as in Corollary 4.2) can be transformed in time |⇡|O(1) into
an EF proof of

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

¬�(x1, . . . , xn, y1, . . . , yn)

for certain circuits Ci.

Claim 1. There is a |⇡|O(1)-size G⇤
1 proof of the following sequent

{yi = Ci(x1, . . . , xi, y1, . . . , yi�1)}ni=1 �!
¬�(x1, . . . , xn, y1, . . . , yn)

where the encoding of circuits Ci might use some auxiliary vari-
ables.

Proof of claim. To see that the claim holds note first that by p-
equivalence of EF and G

⇤
1 (cf. [31]), the EF proof obtained above

can be turned into a |⇡|O(1)-size G

⇤
1-proof of the formula

¬
 

n̂

i=1

yi = Ci(x1, . . . , xi, y1, . . . , yi�1)

!
_ ¬�.

This proof can be easily modified so that the _ connective is not
introduced, leading to a |⇡|O(1)-size G

⇤
1-proof of the sequent

�! ¬
 

n̂

i=1

yi = Ci(x1, . . . , xi, y1, . . . , yi�1)

!
,¬�.

Moving ¬
�Vn

i=1 yi = Ci(x1, . . . , xi, y1, . . . , yi�1)
�

from the
succedent to the antecedent we obtain

n̂

i=1

(yi = Ci(x1, . . . , xi, y1, . . . , yi�1)) �! ¬�.

Finally, G⇤
1 derives the sequent we want by ‘not introducing’ ^ in

the antecedent. This proves the claim.

Applying 9-r and 9-l introductions, G⇤
1 then derives

�, 9yn (yn = Cn(x1, . . . , xn, y1, . . . , yn�1)) �!
9yn ¬�(x1, . . . , xn, y1, . . . , yn)

where � = {yi = Ci(x1, . . . , xi, y1, . . . , yi�1)}n�1
i=1 .

As G⇤
1 proves efficiently �! 9y (y = C(x)) for any circuit C,

we can cut 9yn (yn = Cn(x1, . . . , xn, y1, . . . , yn�1)) out of the
antecedent and derive

{yi = Ci(x1, . . . , xi, y1, . . . , yi�1)}n�1
i=1 �! 9yn ¬�.

Now, we use 8-r introduction to obtain

{yi = Ci(x1, . . . , xi, y1, . . . , yi�1)}n�1
i=1 �! 8xn9yn ¬�.

In this way we can gradually cut out all formulas from the an-
tecedent, quantify all variables and derive ¬ in G

⇤
1 by a proof

of size |⇡|O(1).
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To introduce the quantifyer prefix of  in the previous proof we
needed to cut ⌃q

1-formulas. We would like to use a similar proof to
simulate Frege

+ 8red by G

⇤
0. However, G⇤

0 is allowed to cut only
⌃

q
0-formulas. Therefore we obtain just a simulation of Frege+ 8red

by G

⇤
0 where the proven sequent in G

⇤
0 contains a nonempty (easily

derivable) antecedent.

Theorem 5.2. There is a polynomial-time function t such that
given any Frege

+ 8red refutation of a QBF  of the form

9x18y2 . . . 9xn8yn �(x1, . . . , xn, y1, . . . , yn)

where � 2 ⌃

q
0, t(⇡) is a G

⇤
0 proof of the sequent

8x19y2 . . . 8xn9yn
n̂

i=1

yi = Ci(x1, . . . , xi, y1, . . . , yi�1) �! ¬ 

for some formulas Ci. Note that the antecedent has a G

⇤
0 proof of

size |⇡|O(1).

Proof. By Theorem 4.3, any Frege

+ 8red refutation ⇡ of a QBF  
can be transformed in time |⇡|O(1) into a Frege proof of

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

¬�(x1, . . . , xn, y1, . . . , yn)

for certain formulas Ci.
Analogously as in the proof of Theorem 5.1, we efficiently

obtain a |⇡|O(1)-size G

⇤
0 proof of

n̂

i=1

yi = Ci(x1, . . . , xi, y1, . . . , yi�1) �! ¬�.

Applying rules 9-r, 9-l, 8-l, 8-r (in this order) we derive

8xn9yn
n̂

i=1

yi = Ci(x1, . . . , xi, y1, . . . , yi�1) �! 8xn9yn ¬�.

In this way we efficiently introduce all quantifiers and derive the
required sequent in G

⇤
0.

6. Normal forms for QBF Frege proofs
In this section we apply results from Section 4 to obtain two normal
forms for Frege

+ 8red and EF

+ 8red proofs. Firstly, we show
that any EF

+ 8red refutation can be efficiently rewritten as an EF

derivation followed essentially just by 8red rules, and the same
normalisation applies to Frege

+ 8red. Secondly, we show that in
the 8red rule it is sufficient to only substitute constants.

Theorem 6.1. Let C be the circuit class NC

1 or P/poly. For any
C-Frege+ 8red refutation ⇡ of a QBF  of the form

9x18y2 . . . 9xn8yn �(x1, . . . , xn, y1, . . . , yn)

where � 2 ⌃

q
0, there is a |⇡|O(1)-size C-Frege+ 8red refutation of

 starting with a C-Frege derivation of
n_

i=1

(yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1)) (3)

from � for some circuits Ci, followed by n applications of the
8red rule, gradually replacing the rightmost variable yi by cir-
cuit Ci(x1, . . . , xi, y1, . . . , yi�1) and cutting the inequality yi 6=
Ci(x1, . . . , xi, y1, . . . , yi�1) out of the disjunction (3).

Proof. Given a C-Frege+ 8red refutation ⇡ of  , by Theorem 4.3,
there is a |⇡|O(1)-size C-Frege proof of

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

¬�(x1, . . . , xn, y1, . . . , yn).

Having  freely available in the refutation, C-Frege can derive (3)
by applying the cut rule (derivable in C-Frege).

The refutation then continues by n applications of the 8red
rule, which one by one replaces the rightmost variable yi by
Ci(x1, . . . , xi, y1, . . . , yi�1) and eliminates

yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1)

from the disjunction
W

i yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1).

As the Frege (resp. EF) derivation can be efficiently replaced
by a tree-like Frege (resp. EF) proof, cf. [31], and the rest of the
C-Frege+ 8red refutation given above is tree-like we obtain the
following.

Corollary 6.2. Frege

+ 8red is p-equivalent to tree-like Frege+ 8red.
Likewise, EF+ 8red is p-equivalent to tree-like EF

+ 8red.

6.1 Substituting constants in 8red is sufficient
Frege

+ 8red and EF

+ 8red proofs can be further simplified so that
every 8red rule substitutes only constants instead of general cir-
cuits. This shows that the systems are indeed very robustly defined.

Theorem 6.3. Frege

+ 8red is p-equivalent to Frege

+ 8red0,1.
Likewise, EF+ 8red is p-equivalent to EF

+ 8red0,1.

Proof. Let C be either NC1 or P/poly. It is enough to show that
any C-Frege+ 8red refutation can be transformed efficiently into
a refutation where the 8red rule substitutes only constants. By
Theorem 6.1, for any C-Frege+ 8red refutation ⇡ of Q� there is a
|⇡|O(1)-size C-Frege derivation of

n_

i=1

(yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1))

from �(x1, . . . , xn, y1, . . . , yn). Applying 8red0,1 on yn we can
then derive

Cn(x1, . . . , xn, y1, . . . , yn�1) 6= c_
n�1_

i=1

(yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1))

for both constants c = 0, 1. However, there is a polynomial-size
C-Frege proof of

Cn(x1, . . . , xn, y1, . . . , yn�1) = 1_
Cn(x1, . . . , xn, y1, . . . , yn�1) = 0,

so we can derive
W

i<n (yi 6= Ci(x1, . . . , xi, y1, . . . , yi�1)). In
this way we can efficiently cut all disjuncts and derive a contradic-
tion in C-Frege+ 8red0,1.

7. Intuitionistic logic corresponds to EF+ 8red
The main information on strong propositional and QBF systems
stems from their correspondence to first-order theories of bounded
arithmetic (cf. [6, 19, 31]). In this sense, G⇤

1 corresponds to S1
2 and

G1 to T 1
2 (cf. Section 2.6). Here we will establish such a correspon-

dence between first-order intuitionistic logic and EF

+ 8red.
In [14] Buss developed an intuitionistic version of S1

2 , denoted
IS1

2, and showed that for any formula A, IS1
2 ` 9y A(x, y) implies
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the existence of a polynomial-time function f such that A(x, f(x))
holds. This witnessing property resembles the Strategy Extraction
Theorem for EF+ 8red. Using the formalized Strategy Extraction
Theorem we can make the correspondence between these systems
formal.2

First, we recall the definition of IS1
2 by Cook and Urquhart

[22]. It is equivalent to Buss’ original definition, cf. [14]. IS1
2 is

a theory in the language L (like S1
2 ), with underlying intuitionistic

predicate logic, cf. [22], a set of basic axioms defining properties of
symbols from L, cf. [22], and a polynomial induction scheme for
⌃

b+
1 -formulas A:

A(0) ^ 8x
⇣
A(

jx
2

k
) ! A(x)

⌘
! 8xA(x).

Here, ⌃b+
1 -formulas are ⌃

b
1-formulas without negation and impli-

cation signs.
S1
2 is ⌃b

0-conservative over IS1
2, cf. [22, Corollary 1.7].

We will also use Cook and Urquhart’s conservative extension
of IS1

2 denoted IPV , cf. [22, Chapter 4 and Theorem 4.12]. IPV
is defined by adding intuitionistic predicate logic to Cook’s the-
ory PV , cf. [17]. The language of IPV consist of symbols for
all polynomial-time functions. The hierarchy of formulas ⇧b

i (PV )

is defined analogously as ⇧

b
i but in the language of IPV . Also,

propositional translations kAkn for ⇧b
1(PV )-formulas A are de-

fined analogously as in the case of A 2 ⇧

b
1. Consequently, IPV `

A for A 2 ⇧

b
1(PV ) implies that propositional formulas kAkn have

polynomial-size EF proofs, cf. [31, Theorem 9.2.7].
Cook and Urquhart [22, Corollary 8.18] generalized Buss’ wit-

nessing theorem: whenever IPV ` 8x9y A(x, y) for an arbitrar-
ily complex formula A, then there is a polynomial-time function f
(with an IPV function symbol f ) such that IPV ` 8xA(x, f(x)).

We are now ready to derive the correspondence between IS1
2

and EF

+ 8red. The correspondence consists of two parts (cf. [6]).
For the first part we translate first-order formulas � into sequences
of QBFs [32] and show that translations of provable IS1

2 formulas
have short EF+ 8red proofs.

Theorem 7.1. If IS1
2 proves a statement T in prenex form, then

there exist polynomial-size EF

+ 8red refutations of k¬Tkn.

Proof. By Cook and Urquhart’s improvements of Buss’ witnessing
theorem, if IS1

2 proves T of the form

8x19y1 . . . 8xn9yn T 0
(x1, . . . , xn, y1, . . . , yn)

for T 0 2 ⌃

b
0, there is an IPV -function f1(x1) such that IPV `

8x1, x29y2 . . . 8xn9yn T 0
(x1, . . . , xn, f1(x1), y2, . . . , yn). Iter-

ating this argument all existential quantifiers of T can be witnessed
provably in IPV by polynomial-time functions f1, . . . , fn. There-
fore, IPV proves the ⇧

b
1(PV ) formula

n̂

i=1

(yi $ fi(x1, . . . , xi, y1, . . . , yi�1)) !

T 0
(x1, . . . , xn, y1, . . . , yn) (4)

and the formulas k(4)kn have polynomial-size EF proofs. EF+ 8red
can now refute k¬Tkn in polynomial size by deriving

W
i (yi 6=

2 It could be tempting to expect that an adequate counterpart to IS1
2 would

be intuitionistic propositional logic. However, intuitionistic propositional
logic admits the feasible interpolation property, cf. [16], while IS1

2 can
(constructively) prove 8x, z [A(x, y) _ B(x, z)], in principle, without the
existence of an efficient interpolant. It is also known, cf. [26], that IS1

2 `
8y A(x, y)_ 8z B(x, z) implies the existence of an efficient interpolating
circuit, but moving the universal quantifiers inside the disjunction is a priori
not allowed in intuitionistic logic.

fi(x1, . . . , xi, y1, . . . , yi�1)) and cutting all the disjuncts as in the
proof of Theorem 6.1.

The second part of the correspondence consists in proving the
soundness of the proof systems in the first-order theory. For this
we need to express the correctness of EF

+ 8red by QBFs. This
is typically done by the reflection principle of a proof system P ,
stating that whenever � has a P -proof (resp. a P -refutation), then
� is true (resp. false).

Here, the Formalized Strategy Extraction Theorem allows us
to express the reflection principle of EF

+ 8red by a ⇧

b
1-formula

Ref(EF

+ 8red). More precisely, we define Ref(EF

+ 8red) as the
⇧

b
1-formula expressing that if ⇡ is a proof of a QBF, then circuits

Ci(x1, . . . , xi, y1, . . . , yi�1) obtained as in the Strategy Extrac-
tion Theorem witness the existential quantifiers in the QBF as in
the statement of Theorem 4.1.

Theorem 7.2. IS1
2 proves Ref(EF+ 8red).

Proof. The claim follows from Theorem 4.1 together with the ⌃

b
0-

conservativity of S1
2 over IS1

2 [22].

Theorem 7.2 implies that EF+ 8red is the weakest proof system
that allows short proofs of all IS1

2 theorems, i.e., whenever Theo-
rem 7.1 holds for a ‘decent’ proof system P in place of EF+ 8red,
then P p-simulates EF+ 8red on QBFs: If Theorem 7.1 holds for
a proof system P , then by Theorem 7.2, there are polynomial-size
P -proofs of kRef(EF+ 8red)kn. Hence, if ⇡ is an EF

+ 8red proof
of a QBF  , then P has |⇡|O(1)-size proofs of  with the existen-
tial quantifiers witnessed by some circuits. By P being decent we
mean that P can introduce efficiently the existential quantifiers in
place of the witnessing circuits and this way prove  efficiently in
the size of ⇡. That is, P is decent if it can derive  efficiently in the
length of the shortest derivation of  witnessed by some circuits.

On the other hand, EF+ 8red is intuitively the strongest proof
system for which IS1

2 proves the reflection principle. Technically,
this only holds for proof systems that admit the Strategy Extrac-
tion Theorem as for other systems we would need to define the re-
flection principle as a more complex statement. (Nevertheless, IS1

2

provability of the reflection principle for ⌃q
k-formulas for any fixed

k implies the strategy extraction for the given proof system.)

8. Characterising QBF Frege lower bounds
We finally address the question of lower bounds for Frege+ 8red
or even EF

+ 8red. Our next result states that achieving such lower
bounds unconditionally will either imply a major breakthrough
in circuit complexity or a major breakthrough in classical proof
complexity. (Notice that it might be much easier to obtain the
disjunction than any of the disjuncts.)

Theorem 8.1.

1. EF+ 8red is not polynomially bounded if and only if EF is not
polynomially bounded or PSPACE 6✓ P/poly.

2. Frege+ 8red is not polynomially bounded if and only if Frege
is not polynomially bounded or PSPACE 6✓ NC

1.3

Proof. If PSPACE 6✓ P/poly then EF

+ 8red is not polynomially
bounded by [10, Theorem 5.13]. Clearly, also if EF is not polyno-
mially bounded then EF

+ 8red is not polynomially bounded.
In the opposite direction, assume that EF+ 8red is not polyno-

mially bounded. Then there is a sequence of true QBFs Q n such

3 By NC

1 we mean non-uniform NC

1. Note that by the space hierarchy
theorem it is known that PSPACE 6✓ uniformNC

1, but this does not
suffice for Frege+ 8red lower bounds.
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that ¬Q n do not have polynomial-size refutations in EF

+ 8red.
Let Q n have the form

8x19y1 . . . 8xn9yn  n(x1, . . . , xn, y1, . . . , yn).

If PSPACE 6✓ P/poly, we are done. Otherwise, there are polynomial-
size circuits Ci witnessing the existential quantifiers in Q n. That
is, for any x1, . . . , xn, y1, . . . , yn

n̂

i=1

(yi $ Ci(x1, . . . , xi, y1, . . . , yi�1)) !

 n(x1, . . . , xn, y1, . . . , yn). (5)

We claim that (5) is a sequence of tautologies without polynomial-
size EF proofs. Otherwise, having ¬ n, EF can derive

W
i yi 6=

Ci(x1, . . . , xi, y1, . . . , yi�1) by a polynomial-size proof, and so
as in Theorem 6.1, EF+ 8red can efficiently refute ¬Q n.

The analogous argument works for item 2 of the theorem.

This result also essentially answers the main question left open
in [10], whether a lower bound for Frege

+ 8red can be shown
by a different technique than the strategy extraction technique es-
tablished in that paper. By Theorem 8.1, any such technique for
Frege

+ 8red would immediately transfer to classical Frege, thus
solving the main problem in propositional proof complexity.

9. Conclusion
In this paper we have undertaken a comprehensive analysis of
QBF Frege systems, clarifying their relationships to bounded arith-
metic and to Gentzen systems. While the emerging picture clearly
shows that Gentzen systems are strictly stronger than Frege in QBF,
one question left open by our results is whether the simulation of
Frege

+ 8red by G

⇤
0 in Theorem 5.2 can be made to work in the

standard way, i.e., whether G⇤
0 p-simulates Frege+ 8red.

Acknowledgments
This research was supported by grant no. 48138 from the John
Templeton Foundation and EPSRC grant EP/L024233/1.

References
[1] M. Ajtai. The complexity of the pigeonhole-principle. Combinatorica,

14(4):417–433, 1994.
[2] S. Arora and B. Barak. Computational Complexity: A Modern Ap-

proach. Cambridge University Press, 2009.
[3] V. Balabanov, M. Widl, and J.-H. R. Jiang. QBF resolution systems

and their proof complexities. In SAT’14, pages 154–169, 2014.
[4] P. Beame and T. Pitassi. Propositional proof complexity: Past, present,

and future. In G. Paun, G. Rozenberg, and A. Salomaa, editors,
Current Trends in Theoretical Computer Science: Entering the 21st
Century, pages 42–70. World Scientific Publishing, 2001.

[5] M. Benedetti and H. Mangassarian. QBF-based formal verification:
Experience and perspectives. JSAT, 5(1-4):133–191, 2008.

[6] O. Beyersdorff. On the correspondence between arithmetic theories
and propositional proof systems – a survey. Mathematical Logic
Quarterly, 55(2):116–137, 2009.

[7] O. Beyersdorff and O. Kutz. Proof complexity of non-classical logics.
In N. Bezhanishvili and V. Goranko, eds., Lectures on Logic and
Computation - ESSLLI 2010/11, pages 1–54. Springer, 2012.

[8] O. Beyersdorff, L. Chew, and M. Janota. Proof complexity of
resolution-based QBF calculi. In Proc. Symposium on Theoretical As-
pects of Computer Science (STACS’15), pages 76–89. LIPIcs, 2015.

[9] O. Beyersdorff, L. Chew, M. Mahajan, and A. Shukla. Feasible inter-
polation for QBF resolution calculi. In Proc. International Colloquium
on Automata, Languages, and Programming (ICALP’15), pages 180–
192. Springer, 2015.

[10] O. Beyersdorff, I. Bonacina, and L. Chew. Lower bounds: From cir-
cuits to QBF proof systems. In Proc. ACM Conference on Innovations
in Theoretical Computer Science (ITCS), pages 249–260. ACM, 2016.

[11] O. Beyersdorff, L. Chew, M. Mahajan, and A. Shukla. Are short
proofs narrow? QBF resolution is not simple. In Proc. Symposium
on Theoretical Aspects of Computer Science (STACS’16), 2016.

[12] M. L. Bonet, T. Pitassi, and R. Raz. On interpolation and automatiza-
tion for Frege systems. SIAM J. Comp., 29(6):1939–1967, 2000.

[13] S. R. Buss. Bounded Arithmetic. Bibliopolis, Napoli, 1986.
[14] S. R. Buss. The polynomial hierarchy and intuitionistic bounded

arithmetic. In Proc. Structure in Complexity Theory Conference, pages
77–103, 1986.

[15] S. R. Buss. Towards NP-P via proof complexity and search. Ann. Pure
Appl. Logic, 163(7):906–917, 2012.

[16] S. R. Buss and G. Mints. The complexity of the disjunction and ex-
istential properties in intuitionistic logic. Annals of Pure and Applied
Logic, 99(1–3):93–104, 1999.

[17] S. A. Cook. Feasibly constructive proofs and the propositional calcu-
lus. In Proc. ACM Symposium on Theory of Computing, pages 83–97,
1975.

[18] S. A. Cook and T. Morioka. Quantified propositional calculus and a
second-order theory for NC1. Arch. Math. Log., 44(6):711–749, 2005.

[19] S. A. Cook and P. Nguyen. Logical Foundations of Proof Complexity.
Cambridge University Press, 2010.

[20] S. A. Cook and R. A. Reckhow. The relative efficiency of propositional
proof systems. The Journal of Symbolic Logic, 44(1):36–50, 1979.

[21] S. A. Cook and N. Thapen. The strength of replacement in weak
arithmetic. ACM Trans. Comput. Log., 7(4):749–764, 2006.

[22] S. A. Cook and A. Urquhart. Functional interpretations of feasibly
constructive arithmetic. Ann. Pure Appl. Logic, 63(2):103–200, 1993.

[23] U. Egly. On sequent systems and resolution for QBFs. In Theory and
Applications of Satisfiability Testing (SAT’12), pages 100–113, 2012.

[24] U. Egly, M. Kronegger, F. Lonsing, and A. Pfandler. Conformant plan-
ning as a case study of incremental QBF solving. In Artificial Intelli-
gence and Symbolic Computation (AISC’14), pp. 120–131, 2014.

[25] G. Gentzen. Untersuchungen über das logische Schließen. Mathema-
tische Zeitschrift, 39:68–131, 1935.

[26] K. Ghasemloo and J. Pich. A note on natural proofs and intuitionism.
available at karlin.mff.cuni.cz/⇠pich/natcons.pdf, 2013.

[27] A. Goultiaeva, A. Van Gelder, and F. Bacchus. A uniform approach for
generating proofs and strategies for both true and false QBF formulas.
In IJCAI, pages 546–553, 2011.
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Abstract
This paper modifies our previous work in combining classical logic
with intuitionistic logic [16, 17] to also include affine linear logic,
resulting in a system we call Affine Control Logic. A propositional
system with six binary connectives is defined and given a phase
space interpretation. Choosing classical, intuitionistic or affine rea-
soning is entirely dependent on the subformula property. Moreover,
the connectives of these logics can mix without restriction. We give
a sound and complete sequent calculus that requires novel proof
transformations for cut elimination. Compared to linear logic, clas-
sical fragments of proofs are better isolated from non-classical frag-
ments. One of our goals is to allow non-classical restrictions to co-
exist with computational interpretations of classical logic such as
found in the �µ calculus. In fact, we show that the transition be-
tween different modes of proof, classical, intuitionistic and affine,
can be interpreted by delimited control operators. We also discuss
how to extend the definition of focused proofs to this logic.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Proof Theory

Keywords linear logic, proof theory, phase semantics, classical
logic, lambda-mu calculus, delimited continuations, focusing

1. Introduction
The goal of this paper is to formulate a unified logic that combines
classical, intuitionistic and affine-linear logics (restricting contrac-
tion but allowing weakening). The unification is achieved seman-
tically, proof-theoretically, and in terms of the computational in-
terpretation of proofs. The connectives of this logic are similar to
those of linear logic but contractions are controlled in a very dif-
ferent way. The system we introduce here, Affine Control Logic
(ACL), is an extension of our PCL system presented in [17], which
only combined classical and intuitionistic logics. This system also
descends from previous attempts at formulating unified logics, in-
cluding LU [8] and our own LKU [15]. These systems were based
on linear logic. Linear logic embeds both classical and intuitionistic
logics, but it is limited in its ability to mix them. For example, the
interpretation of intuitionistic implication as !A �� B is a crucial
component of linear logic. However, this interpretation is not com-
patible with the fragment that interprets classical logic. Consider
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?((!A �� B) � C) (equivalently ?(!A �� B)O?C): here we are
attempting to write an intuitionistic implication as a subformula of
a classical disjunction. However, the strength of intuitionistic im-
plication disintegrates: it is possible for A to escape its scope and
be used in the derivation of C: the intuitionistic meaning and proof
structure of !A��B would not survive such a mixture.

Our goal is to better isolate classical reasoning to fragments of
proofs, thereby allowing them to coexist with non-classical frag-
ments without collapse. However, creating an alternative to lin-
ear logic is no easy task. Linear logic generalizes the principles of
Gentzen to preserve cut elimination when some but not all formulas
are subject to contraction. This is an essential role of the ?/! duality
and we propose to replace it. Once a ? is placed before a formula
we lose much of the ability to impose invariants on proofs: con-
tractions on that formula may appear anywhere. In other words, the
placement of ? represents a static rather than a dynamic approach
to controlling contractions: We would like to control where in a
proof contractions are allowed. The key approach is to adopt a new
form of negation centered around a reinterpretation of the constant
?, with which a Peirce-like formula, ((P ! ?) ! P ) ! P , be-
comes admissible. However, unlike with classical logic, ? cannot
be replaced by an arbitrary formula. In linear logic, several ? sym-
bols must be present for the equivalent formula to be provable. This
formula justifies right-hand side contractions, but an equivalent rule
can also be written in a single-conclusion form:

�, P ! ? ` P

� ` P

lock

Speaking of proof construction bottom up, the “copy” of P pro-
duced by the contraction is “locked” in the form P ! ? on the
left, and is only “unlocked” when ? reappears on the right:

�0 ` P

�0
, P ! ? ` ? unlock

This version of Peirce’s formula was key to our earlier system PCL.
With the addition of the affine-linear dimension, we also require
something that enables contractions on the left: without such a sym-
metry cut elimination would be lost. Fortunately, Peirce’s formula
also implies the admissibility of a “counterpart” to itself, which we
can write as (P ! P ! ?) ! P ! ?. This formula implies the
admissibility of left-side contractions when ? appears on the right:

�, P, P ` ?
�, P ` ?

Of course, this formula is provable in intuitionistic logic (with
�x�y.xyy) while Pierce’s formula is not. Note however, that this
formula can also be proved with contraction on the right, which is
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enabled by the first Peirce-like formula above: in sequent calculus:

P ` P P ! ? ` P ! ?
P, P ! (P ! ?) ` P ! ?

P, P ! (P ! ?), (P ! ?) ! ? ` ?
P ! (P ! ?), (P ! ?) ! ? ` P ! ?

P ! (P ! ?) ` P ! ? lock

` (P ! (P ! ?)) ! P ! ?

The contracted formula (P ! ?) is on the right, not the left. The
admissibility of Peirce formula is stronger, and implies the admis-
sibility of contractions left and right once ? appears on the right-
hand side. One might call it a self dual principle. It replaces the du-
ality of ? and !, where one is used for contractions on the right while
the other one is used on the left. Although sharing many similarities
with linear logic, ACL is a different system. Its cut elimination pro-
cedure requires proof transformations not found in linear logic or
systems that can be captured in linear logic (e.g., Gentzen’s sequent
calculi). These transformations correspond to interesting computa-
tional phenomenon, including delimited control operators.

2. Syntax and “Colors”
We present ACL as a propositional logic but will discuss its exten-
sion to a second order logic (the first order case is rather standard).
Formulas are freely composed from connectives &, �, !, _, ⌦
and _, constants >, 0 and ?, and atomic formulas. The symbol_ represents affine implication while ! represents intuitionistic
implication. Although we use the symbols & and � from linear
logic, here they can be classical or non-classical. Intuitionistic dis-
junction requires a separate connective: _. The linear constant 1 is
equivalent to > in affine logic. Despite using the same symbol, the
constant ? in ACL has an entirely new meaning compared to its
counterpart in linear logic.

We use a device similar to ‘polarization, but to avoid confusion
we use the term “colors.” Formulas are colored red or green.
Atomic formulas are arbitrarily colored, while the coloring of other
formulas is as follows:

• ? and > are green; 0 is red.
•
A&B is green if A and B are green, else it is red.

•
A�B is green if A or B is green, else it is red

•
A ! B is green if B is green, else it is red

•
A _ B is green if B is green, else it is red.

•
A⌦B and A _B are always red.

Since there are two implications and two constants for false, a green
? and a red 0, there are four forms of negation in ACL which are
abbreviated as follows: �A = A _ ?, ¬A = A ! ?, ⇠A =
A ! 0, aA = A _ 0. ¬A and �A are logically equivalent but
give different proof structures.

We use the letter E for an arbitrary green formula and e for ei-
ther a green atom or ?. Unlike the positive/negative polarities, red
and green are not “duals” of each other. For example, �E is still
green: “�” is not an involutive negation. It is also possible for red
and green formulas to be logically equivalent. Conceptually, green
means classical and red means arbitrary: classical or non-classical.
The coloring of & and � is similar to the positive/negative polar-
ization of LC [7], but the similarities stop here. The polarities of
LC are consistent with those of focused proofs [1, 3]. Although the
proof systems of ACL require an element of focusing, that is not
the main purpose of the colors. One advantage of red/green, in con-
trast to positive/negative polarization, is the unambiguous coloring
of second-order quantified formulas (see Section 5). It is possible

to explain positive/negative polarization purely syntactically, such
as in terms of the invertibility of inference rules. In contrast, the red
and green colors are best explained semantically.

3. Semantics
The red and green coloring of formulas characterize two levels of
provability. The green ? defines a stronger level of consistency
compared to the red 0. Although we hope to study denotational
interpretations of ACL proofs in future work, we first require a
model theory to explain this distinction. The syntactic properties
that green formulas induce will appear fanciful without a proper
explanation from this perspective (imagine the dereliction rule of
linear logic inverted).

Define a Phased Frame to be a structure hW,�, r, ·i where � is
a partial ordering relation on the set of possible worlds (or phases)
W . This structure also forms a commutative monoid with operation
· and unit r 2 W . We write ab for a · b. Given sets A and B,
AB = {xy : x 2 A, y 2 B}. We require the following property:

• a � b if and only if ac = b for some c.

It is important that � is a proper partial order and not just a
preorder. Thus not every commutative monoid gives rise to such
a structure: inverses are not allowed. The models that are built
for the completeness proof will have monoids formed by multisets
of formulas, with multiset union being the monoid operation. The
partial order is defined by inclusion. This is a typical way to prove
completeness for phase semantics, but this extra structure was
never important until now.

Clearly it always holds that a � ab. Critically, the anti-
symmetry of � implies that the unit r is unique and is the least
element of W since r � ru = u for all u 2 W . We refer to r as
the root. The following properties are also easily inferred:

• if a � b then ac � bc.
• if a � b and bb = b, then ab = b.

Our phased models are based on those of Okada [19] rather than
Girard’s original. The principal difference between ACL semantics
and other phase semantics is twofold. First, the facts of the frame
(subsets of W that can interpret formulas) are upwardly closed sets.
A set S is upwardly closed if x 2 S and x � y implies y 2 S.
This property corresponds to the monotonicity property of intu-
itionistic Kripke models. However, unlike intuitionistic logic, not
all upwardly closed sets are necessarily facts. The second differ-
ence is that in phase semantics for linear logic ? is represented by
an arbitrary set whereas here it is fixed to be W\{r}: the upwardly
closed set that consists of all worlds above the root. The pair of sets
W (>) and W\{r} (?) form a two-element boolean algebra that
will interpret the green formulas. This approach may appear sim-
ple, but the subtlety is to avoid a collapse to this boolean algebra
when green and red formulas mix. Such a collapse occurs with the
double-negation operation of intuitionistic logic. To an extent, such
a collaspe also occurs with ? in linear logic.

Let an Ordered Phase Space be a structure of the form (W,�
, r, ·, D) that also defines a set D of upwardly closed subsets of
W called facts that is furthermore required to satisfy the following
properties:

1. D contains W and W\{r}, both of which are upwardly closed
(� is a partial order, not just a preorder).

2. For any subsets A and B of W with B 2 D, the set {x 2
W : for all y 2 A, xy 2 B} is in D. This set is upwardly
closed because if x � x

0 then x

0 = xz and xzy 2 B

since B is upwardly closed. We can call this set the pseudo-
pseudocomplement of A relative to B.
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3. D must be closed under the following closure operator on
subsets of W : cl(S) =

T
{V 2 D : S ✓ V }. Upward closure

is preserved by arbitrary intersections.

It holds that S ✓ cl(S) and if S is already a fact in D then S =
cl(S). It also holds that cl(cl(S)) = cl(S), cl(S)V ✓ cl(SV ) and
if S ✓ V then cl(S) ✓ cl(V ) (see [19]).

Given S ✓ W , let I(S) = {u 2 S : uu = u}. I(W ) is never
empty since rr = r. A phase model on an ordered phase space
is defined by a mapping (valuation) from atomic formulas to facts,
with the following conditions:

• Red atoms are mapped to arbitrary facts.
• Green atoms are mapped to either W\{r} or to W , i.e., to either
? or >.

The valuation of all formulas is defined as follows:

• ?⇤ = W\{r} >⇤ = W = cl({r}).
• 0⇤ = cl(;) =

T
D (; is the empty set).

• (A⌦B)⇤ = cl(A⇤
B

⇤) = cl({xy : x 2 A

⇤
, y 2 B

⇤})
• (A _ B)⇤ = {x 2 W : for all y 2 A

⇤
, xy 2 B

⇤}
• (A ! B)⇤ = {x 2 W : for all y 2 I(A⇤), xy 2 B

⇤}
• (A�B)⇤ = cl(A⇤ [B

⇤); (A&B)⇤ = A

⇤ \B

⇤

• (A _B)⇤ = cl(I(A⇤) [ I(B⇤))

In cases where the cl operator is not needed (i.e., the negative cases)
the sets are already facts. A [ B and AB are already upwardly
closed if A and B are, but the closure operator is still required for
completeness. The presence of cl distinguishes this semantics from
a Kripke style semantics: one cannot just substitute “|=” for “2”
and say, for example, “u |= A�B iff u |= A or u |= B.”

Note that under the global assumption I(W ) = W , we can
show that x 2 (A ! B)⇤ holds iff for all y ⌫ x, y 2 A implies
y 2 B, which is the definition of ! in intuitionistic Kripke models.

A formula A is valid in a model if r 2 A

⇤, which by upward
closure is equivalent to A

⇤ = >⇤ = W . A formula is valid if it is
valid in all models.

It is easily shown by induction on formulas that all green for-
mulas valuate to ? or >:

LEMMA 1. For every green formula E, E⇤ 6= >⇤ if and only if
E

⇤ = ?⇤.

This is why A⌦B (and A_B) is always red: we cannot guarantee
it will valuate to > or ? even if A “and” B are green. The constant
> can be designated red or green: it makes little difference. It holds
that ? _ E is valid for all green E.

In the following, we sometimes ignore the distinction between
A and its interpretation A

⇤ when the intended meaning is obvious.
A consequence of interpreting ? as W\{r} is that A��A is

valid. Note that showing r 2 A _ B is equivalent to showing that
A ✓ B. Thus if r 62 A

⇤ then A

⇤ ✓ ?⇤ and therefore r 2 �A

⇤.
Thus r 2 A

⇤ [ �A

⇤ ✓ cl(A⇤ [ �A

⇤).
A more important consequence is that a version of Peirce’s

formula, ((P _ E) ! P) _ P, is valid as long as E is green.
P can be arbitrary (the occurrence of ! is stronger than _ in
that position). If r 2 P (r 2 P

⇤) the result is obvious since
then (P _ E) ! P ✓ P = W because P is upwardly
closed. If r 62 P , then r 2 (P _ E) since ? ✓ E (all green
formulas valuate to ? or >). Then, since rr = r, we also have
(P _ E) ! P ✓ P .

The left-side consequence of Peirce’s formula in the form
(P ! (P _ E)) _ (P _ E) is also valid if E is green. When
stated in terms of affine implication in ACL, this formula has the
effect of canceling the restriction on left-side contraction when a

green formula E is on the right-hand side of a sequent. In other
words, the appearance of a green formula in the “stoup” of a se-
quent enables contractions, not just on green formulas but on all
formulas. This characteristic is consistent with lessons from the
proof theory of Gentzen and Girard: in order to allow contractions
on the right, at some point contractions must also be allowed on
the left (consider permuting a cut on ?A above a promotion). A
correspondence between right- and left-side contractions is critical
for cut elimination. In ACL, ? and ! are replaced by these versions
of Peirce’s formula.

The semantics also show the validity of the following:
•
A⌦B _ A&B. This is valid because of weakening.

•
A ! E ⌘ A _ E ⌘ �A � E (for green E) Green
implications collapse into classical disjunction.

• ¬¬E ! E holds only for green E. No implication is involutive
otherwise. In addition, ⇠⇠E ! E and aaE _ E are still
invalid even with a green E.

• �(A&B) _ �A��B. The De Morgan laws are valid.

The following countermodel, with three distinct worlds r, q and qq

ordered as shown and three facts a, b, c, verifies further properties.

r

q 2 a, c

qq 2 a, b, c

Here it is assumed that qq = qqq = qqqq, i.e., I(W ) = {r, qq}.
In this model, all upwardly closed sets are facts. This means that
cl(S) = S for all upwardly closed S: this is almost an intuitionistic
Kripke model and if u 2 A

⇤ we will say that “u forces A.” q forces
a, c, and qq forces a, b, c. For example, r forces a ! b since
the only world above r that has the property uu = u is qq. But
r 62 a _ b because q 2 a but rq = q 62 b. Another example:
q 2 a & c but q 62 a ⌦ c because qq 6= q. The same model also
shows that ¬ and � are not involutive negations: let d be a red atom
that is not forced at any world. Then all worlds above r force ��d

because they force ? (?⇤ = {q, qq}), but they do not force d, and
thus r 62 ��d _ d. The same model also plays the part of an
intuitionistic Kripke model and shows that c� ⇠c is not valid and
that ⇠⇠c ! c is not valid, even though in this example c

⇤ = ?⇤

(c can be green).
The root world is the only classically consistent world (consis-

tent with respect to ?). However, the validity of red formulas and
subformulas are determined by more than just the root. Thus the
meaning of non-classical (red) formulas do not necessarily collapse
when mixed with classical (green) formulas. The green formula
E� ⇠E is still not valid because the subformula ⇠E = E ! 0 is
an intuitionistic implication.

Our semantics preserve the advantage of Kripke semantics in
the existence of small but effective countermodels. However, the
monoid’s closure property also diverges from what is typically
expected in Kripke models. As in other phase semantics, 0⇤ is not
always the empty set. The countermodel for ⇠a� ⇠⇠a requires a
top world that “forces” 0:

r

u

v 2 a

uv 2 0, a

In this model 0⇤ = {uv} and a

⇤ = {v, uv}. The empty set, which
is upwardly closed, is not a fact since 0⇤ must be the smallest fact.
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Possible worlds that “force” 0 are rare but not unknown in Kripke
semantics [13, 22]. However, they are rather unavoidable in phase
semantics.

4. A Sequent Calculus
We introduce a sequent calculus that serves as a platform for prov-
ing cut elimination and completeness, and upon which the correct-
ness of other proof systems of ACL will be based. The sequent cal-
culus LAC is found in Figure 1. Here, � is a multiset but � is a set
and A,� does not preclude the possibility that A 2 �. Weakening
and contraction in �, and weakening in �, hold as admissible rules.
The semantic interpretation of a sequent �;� ` A is the same as
for the formula �& ! (�⌦ _ A), where �& is the &-conjunction
over formulas in � and �⌦ is the ⌦-conjunction over formulas in
�. An empty � or � means >. Elements [⇥ :A] can only appear
in � and have the logical meaning of the formula �(⇥⌦ _ A).
The special notation is used so that this formula can only be princi-
pal as part of the Unlock rule. Unlock is a focused version of the
! L rule combined with the ?L and ⌦L rules. (see Corollary 3 of
Section 5). We often refer to the single formula on the right-hand
side as the stoup. A formula A is provable if ;` A is provable.

The Lock rule allows contraction not only the stoup formula
but also part of the multiset on the left: this is required for cut
elimination. Since we interpret ;⇥ ` A as ⇥⌦ _ A, this rule
is semantically sound because the Peirce-like formula (�P !
P ) _ P is valid. Computationally speaking, Lock saves not only
a copy of the current continuation but also a part of its operating
environment. The continuation is no longer stateless.

The Unlock rule is sound because A ! �A _ e is valid if e is
green. Together with Lock, Unlock can already provide left-side
contractions when the stoup is green. However, the Pr rule is still
needed because of our dyadic treatment of sequents (with sets and
multisets). Pr is valid by the counterpart to Peirce’s formula. Dr

is the equivalent of dereliction but Pr is stronger than promotion.
Except for ?L and _R, the introduction rules are mostly standard
(e.g., see [11]).

The most important aspect of LAC is the restriction to a green
atom or ? for the Unlock, Pr and ?L rules. Without the restric-
tion the system would collapse into classical logic. Although Lock

can be applied at any point in a proof, the effect of contraction is
only available when Unlock can be applied.

Two sample proofs, of a version of the excluded middle, A��A

(A � A _ ?) and of a version of the double-negation axiom,
⇠�A _ A (((A _ ?) ! 0) _ A), are found in Figure
2. The proofs will fail if ? is replaced with a red formula, such
as 0 (A� ⇠A remains unprovable). On the other hand, if 0 was
replaced with ? in the proof of ⇠�A _ A, then that proof will
also fail, unless A is green (? _ A holds only for green A). None
of the negations of ACL are involutive without conditions, but the
negations can be mixed to give the desired computational effect
(i.e., the C control operator [6]). A slight adjustment to the proof of
⇠�A _ A also proves (�A ! A) _ A.

It may be tempting, but incorrect, to assume that the green
color is the equivalent of ? in linear logic. A ? on the right or !
on the left only enables contraction on one formula. In contrast,
the presence of a green e in the stoup switches the proof into a
“classical mode:” contractions become unlocked on all formulas
regardless of color. There is no need to use ? on all formulas that
may at some point require contraction. Compared to the example
of Section 1, although (A ! B) � E is green (if E is green),
A cannot escape its scope unless B is also green: intuitionistic
implication survives the mixture with classical logic. It is possible
to simulate the properties of ?A (at least with respect to dereliction

and left-side promotion) with a form of double negation in ACL:
(A _ q) ! q where q is some green atom.

Locks are useless without Unlock: before a green atom or ?
is encountered in the stoup only non-classical inferences can be
applied. In proving a formula such as Peirce’s: ((P _ E) !
P ) _ P , only E needs to be green whereas in linear logic, several
?s would be needed. In ACL, there is no restriction on the formula
P . Only the inner P _ E becomes a classical implication: the
others keep their strengths: the proof segment below Unlock stays
non-classical and must stay as such.

The presence of a green e in the stoup also does not cancel
the meaning of all non-classical connectives and constants. For
example, while ¬¬E ! E is provable, ⇠⇠ E ! E ((E !
0) ! 0) ! E is still not provable. The constant 0, being red,
cannot enable a contraction on E, despite E being green. It would
be incorrect to suppose that the entire subproof above a sequent
with e in the stoup becomes classical. Once the green e vacates the
stoup the classical mode is canceled.

ACL as a Unified Logic
Within ACL, whether a proof is classical or non-classical, linear or
intuitionistic, is determined by the subformula property. Restrict-
ing to green atoms, ?, &, � (and optionally !) generates purely
(hereditarily) green formulas and yields classical logic as all re-
strictions on structural rules are removed. Restricting to purely red
formulas with 0, !, & and _ gives intuitionistic logic (> can be
replaced by 0 ! 0, or simply considered red). Locks would be use-
less and can be discarded. Restricting to purely red formulas but us-
ing all connectives gives essentially intuitionistic linear logic, albeit
affine. Clearly other combinations are possible, effectively defining
a host of new logical systems.

Note on Intuitionistic Disjunction
The connective _ is included in ACL for the sake of intuitionistic
completeness. With �, all the propositional intuitionistic axioms
are provable except (A ! C) ! (B ! C) ! (A � B) ! C

where C is red. Using a green C will mean a collapse of ! into
classical implication. However, including _ as a connective also
has consequences. Note that the _R rule folds in a weakening:
elsewhere weakening can be pushed to the initial rules. A _ B is
similar to !A�!B in linear logic, which requires an empty linear
context. In the affine case, the context must be weakened away.
It is also possible to simulate !A as A _ 0, and consequently,
intuitionistic implication becomes equivalent to (A _ 0) _ B. It
holds that (A _B) _ (A�B). A _ ¬A is also provable.

Our previous system PCL [17] is not technically a fragment of
ACL. The Kripke models of PCL can be seen as ACL models where
I(W ) = W , thus eliminating the difference between _ and � as
well as between ! and _. Other, minor differences with PCL as
presented in [17] include calling green and red “polarities,” using
the symbol 1 in place of > and ^ in place of &. More importantly,
without the affine component, _ can be green or red. The terms red
and green were first introduced in [16], but with a slightly different
meaning.

5. Cut Elimination and its Consequences
For a logic that is claiming to be new, not only must cut elimination
hold, but there should be something different about the way in
which cuts are reduced compared to existing systems1.

1 This section is presented in outline form. Further details of the cut elim-
ination and completeness proofs are presented in a longer version of this
paper available at http://www.cs.hofstra.edu/⇠cscccl/aclpaper.pdf.
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[⇥ : A],�;�⇥ ` A

�;�⇥ ` A

Lock

�;�⇥ ` A

[⇥ : A],�;� ` e

Unlock

�;�, A ` B

A,�;� ` B

Dr

A,�;� ` e

�;�, A ` e

Pr

�;�, A ` B

�;� ` A _ B

_ R

�;�1 ` A �;�2, B ` C

�;�1�2, A _ B ` C

_L

A,�;� ` B

�;� ` A ! B

! R

�;` A �;�, B ` C

�;�, A ! B ` C

!L

�;�1 ` A �;�2 ` B

�;�1�2 ` A⌦B

⌦R

�;�, A,B ` C

�;�, A⌦B ` C

⌦L

�;� ` A

i

�;� ` A1 �A2
�R

�;�, A ` C �;�, B ` C

�;�, A�B ` C

�L

�;� ` A �;� ` B

�;� ` A&B

&R

�;�, A

i

` C

�;�, A1 &A2 ` C

&L

�;` A

i

�;� ` A1 _A2
_R

A,�;� ` C B,�;� ` C

�;�, A _B ` C

_L

�;�, a ` a

Id

�;� ` > >R

�;�, 0 ` A

0L
�;�,? ` e

?L

Figure 1. The Unified Sequent Calculus LAC. e must be a green atom or the constant ?

;A ` A

Id

;A ` A��A

�R

[:A��A];A ` ? Unlock

[:A��A];` �A

_ R

[:A��A];` A��A

�R

;` A��A

Lock

;A ` A

Id

[:A];A ` ? Unlock

[:A];` �A

_ R

[:A]; 0 ` A

0L

[:A];⇠�A ` A

! L

;⇠�A ` A

Lock

;` ⇠�A _ A

_ R

Figure 2. Sample Proofs

There are two cut rules for LAC:
�;�1 ` A �;�2, A ` B

�;�1�2 ` B

cut1
�;` A A,�;� ` B

�;� ` B

cut2

The interesting cases of the cut elimination proof concern the four
structural rules and the rule ?L. One of the most interesting cases
is the following:

�1;�1 ` A

[: A],�1;�1 ` e1
Unlock

...
[: A],�;` A

�;` A

Lock

A,�0;�0 ` B

��0;�0 ` B

cut2

This figure means to convey that there could be multiple Unlocks

above the left subproof, possibly stacked. This cut is reduced to

�1;�1 ` A

�1�1;` A

Dr

⇤
A,�0;�0 ` B

�0�1�1;�
0 ` B

cut2

[�0 : B],�0�1�1;` e1
Unlock

[�0 : B],�0�1;�1 ` e1
Pr

⇤

...
[�0 : B],��0;` A A,�0;�0 ` B

[�0 : B],��0;�0 ` B

cut2

��0;�0 ` B

Lock

The inductive measure is the lexicographical ordering consisting of
the size of the cut formula, followed by the number of Lock rules

on the cut formula above the cut, then the number of Pr rules above
the cut, then the number of Dr rules above the cut, followed by the
heights of subproofs.

Another interesting case concerns Unlock:

�;�1⇥ ` A

[⇥ : A],�;�1 ` e

Unlock

�;�2, e ` B

[⇥ : A],�;�1�2 ` B

cut1

Here, the left subproof is substituted into the right one as in natural
deduction. If the e is ?, then instances of ?L will have another
green formula on the right, at which point the Unlock is enabled.
This case is the principal reason that in LAC the green formula in
the stoup is restricted to be atomic or ?. This restriction can be
relaxed (see Lemma 4), but it facilitates cut-elimination. The color
and form of formulas make cut elimination more deterministic in
a manner similar to polarization (see [3]). The difference is that in
ACL, it is not an option to ignore this information.

Observe that, if B were also a green atom or ? (in fact any
green formula), then the cut can be permuted directly above the
Unlock. A red B forces the reduction strategy to change. This is
caused by a transition from green to red in the form of a formula of
type e _ R were R is red. Such a transition can be said to delimit
the cut reduction strategy to switch from one form to another.

A similar situation occurs when reducing cuts with respect to
the Pr rule:

A,�;� ` e

�;�, A ` e

Pr

�;�0
, e ` R

�;��0 ` R

cut1

If R was not red, then it would be possible to permute the cut di-
rectly above the structural rule. This case is reduced by combining
the techniques for Lock and Unlock. We shall explore further the
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connection between the type of cut-permutation needed here and
delimited control operations in Section 6.

Cut elimination with respect to these three structural rules (plus
?L

2) require a novel combination of techniques that offers the
strongest argument that ACL is not just a repackaging of old ideas.
It requires its own, unique proof theory.

THEOREM 2. cut1 and cut2 are admissible in LAC.

Another result, easy to prove but just as important is initial
elimination: ;A ` A is always provable. With this additional result
we can show the following:

COROLLARY 3. [⇥ : A],�;� ` B is provable if and only if
�(⇥⌦ _ A),�;� ` B is provable

The Unlock rule incorporates a small but important element of
focusing. Unlock can be simulated by a series of rules starting with_ L: focusing enforces that the right premise of this rule is initial
(;? ` e). The forward direction of the corollary represents the
soundness of focusing while the reverse direction, which requires
cut elimination and initial elimination, represents the completeness
of focusing:

;⇥ ` ⇥⌦ ;A ` A

;⇥⌦ _ A,⇥ ` A

_ L

[⇥ : A];⇥⌦ _ A ` ?
Unlock

[⇥ : A];` �(⇥⌦ _ A)
_ R

�(⇥⌦ _ A),�;� ` B

[⇥ : A],�;� ` B

cut2

Semantic Completeness
The first crucial step to proving completeness is to show that:

LEMMA 4. The restriction to e being a green atom or ? in the
Unlock, Pr and ?L rules can be relaxed to allow any green
formula E.

This result follows from induction on the green formulas, using a
series of proof permutations that we chose not to fold into the cut
elimination proof. We show two representative cases below.

�;�⇥ ` A

[⇥ : A],�;� ` B _ E

Unlock

is transformed to
�;�⇥ ` A

�;�⇥, B ` A

(weakening)

[⇥ : A],�;�, B ` E

Unlock

[⇥ : A],�;� ` B _ E

_ r

The top-most inference follows from the admissibility of weaken-
ing. As another example,

A,�;� ` B � E

�;�, A ` B � E

Pr

is transformed to
A,�;� ` B � E

[: B � E], A,�;� ` E

Unlock

[: B � E],�;�, A ` E

Pr

[: B � E],�;�, A ` B � E

�R

�;�, A ` B � E

Lock

Such a transformation would not be possible for ⌦, which is the
syntactic reason that it is designated always red.

2 the Dr structural rule represents dereliction and is also found in some
proof systems for linear logic

The rest of the completeness proof emulates Okada [19] with
the following key differences.
• Instead of a universal model, we construct a countermodel for a

formula assumed unprovable. Possible worlds are set-multiset
pairs �;� (or a multiset with denumerable copies of some
elements). When � is empty, these worlds have the property
uu = u.

• The unit/root is not the empty set but a Henkin style maximally
consistent set. Since the root has no multiset component, such
a saturation is possible. All other worlds contain the root.

• Cut Elimination is required in the proof.

The most important argument of the proof is that, since the root
is maximally consistent and since B � �B is provable, by cut-
elimination exactly one of B or �B must be in the root. Thus
any proper addition to the root will cause it to derive ?, i.e., ?
is represented by all worlds above the root.

THEOREM 5. A formula is provable in LAC if and only if it is valid
in ACL.

The soundness of LAC is proved by a relatively straightforward
induction.

The Substitution Property and Second Order Quantification
Another important consequence of cut elimination and initial elim-
ination (and Lemma 4) is the substitution property:

COROLLARY 6.

1. If a formula A is provable with an atom b colored red, then
A{C/b} is also provable for any formula C.

2. If a formula A is provable with an atom e colored green, then
A{E/e} is also provable for any green formula E.

This result implies that, were ACL extended to include second
order quantifiers, then the colors of bound variables are not in
question: universally quantified propositional variables are red,
while existentially quantified ones are green. The color of 8X.P

and 9X.P is the color of P under these respective assumptions.
One proves, for example, 8X.X ! X but only 9X.¬¬X ! X:
the classical result does not hold for an arbitrary (red) X . Universal
quantification over green formulas is still possible with 8X.(? _
X) ! ..., which states that X has effectively the property of
green formulas. Existentially quantifying over a red variable is a
self-contradiction. The (right) introduction of 8 requires a fresh
variable assumed to be red, but the introduction of 9 can use a
formula of any color as witness (information about the color of the
witness is lost by existential quantification, so it must be assumed
to be green). This clear relationship between color and second-
order quantification contrasts with the situation of positive/negative
polarization, where there’s no clear way to determine the polarity
of a bound variable.

6. Computational Interpretation
To investigate the computational properties of ACL, we define a
natural deduction system NAC (Figure 3) with proof terms,. In this
presentation we consider only the connectives !, _, ⌦ and the
two forms of false. We prefer to associate a proof term with an
entire subproof, as in [21], and not just the stoup formula.

We have modified the Lock and Unlock (and ?E) rules based
on the generalized Peirce’s formula

((P _ E) ! P ) _ P

where E can be any green formula, not just an atom or ? (see
Lemma 4). The restricted form was more appropriate for sequent
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s : [By1
1 . . . B

yn
n

: A]d
E

,�;Bx1
1 . . . B

xn
n

,� ` A

�d.s{x1/y1 . . . xn

/y

n

} : �;Bx1
1 . . . B

xn
n

,� ` A

Lock

E

t : �;�⇥ ` A

[d]t : [⇥ : A]d
E

,�;� ` E

Unlock

E

t : �;�, A

y ` B

t{x/y} : Ax

,�;� ` B

Dr

t : Ay

,�,� ` E

t{x/y} : �;�, A

x ` E

Pr

s : �;�, A

x ` B

�x.s : �;� ` A _ B

_ I

s : �;�1 ` A _ B t : �;�2 ` A

(s t) : �;�1�2 ` B

_ E

s : Ax

,�;� ` B

�

!
x.s : �;� ` A ! B

! I

s : �;� ` A ! B t : �;` A

(s t) : �;� ` B

! E

s : �;�1 ` A t : �;�2 ` B

(s; t) : �;�1�2 ` A⌦B

⌦I

s : �;�1 ` A⌦B t : �;�2, A
x

, B

y ` C

let (x; y)=s in t : �;�1�2 ` C

⌦E

t : �;� ` ?
B(t) : �;� ` E

?E

t : �;� ` 0

A(t) : �;� ` A

0E
exit : �;� ` > >I

x : �;�, A

x ` A

Id

Figure 3. The Natural Deduction System NAC. E must be green in Unlock, Pr and ?E

x : [:P ]d
E

; ((P _ E) ! P )x ` (P _ E) ! P

y : ;P y ` P

Id

[d]y : [:P ]d
E

;P y ` E

Unlock

E

�y.[d]y : [:P ]d
E

;` P _ E

_ I

(x �y.[d]y) : [:P ]d
E

; ((P _ E) ! P )x ` P

! E

�d.(x �y.[d]y) : ; ((P _ E) ! P )x ` P

Lock

E

K = �x.�d.(x �y.[d]y) : ;` ((P _ E) ! P ) _ P

_ I

x : ;aaAx `aaA

z : ;aez `ae
y : Ay ` A

[d]y : [:A]d
e

;Ay ` e

Unlock

e

z [d]y : [:A]d
e

;aez, Ay ` 0
_ E

�y.(z [d]y) : [:A]d
e

;aez `aA
_ I

(x �y.(z [d]y)) : [:A]d
e

;aez,aaAx ` 0
_ E

A(x �y.(z [d]y)) : [:A]d
e

;aez,aaAx ` A

0E

�d.A(x �y.(z [d]y)) : aez,aaAx ` A

Lock

e

C1 = �z�x.�d.A(x �y.(z [d]y)) : ;`ae _ (aaA _ A)
_ I

⇤

Figure 4. Sample proofs: Peirce’s Formula and Use-Once Control Operator

calculus and its cut elimination proof. Once LAC is proved com-
plete with cut elimination, we can experiment with a variety of al-
ternative inference rules. Here, [⇥ : A]

E

has the meaning of the
formula (⇥⌦ _ A) _ E. The new Lock

E

rule only superficially
violates the subformula property. It is useless without Unlock

E

,
which can only be applied if E is a subformula of what is being
proved. Instances of Lock

E

where E is not such a subformula can
be discarded. A formula locked using Lock? can be unlocked by
any green formula E by the validity of ? _ E. The original, un-
subscripted versions of Lock/Unlock are still valid and are equiv-
alent to Lock?/Unlock?. The generalized rules are not required
for completeness but are more useful in that they allow us to use
the green formulas more meaningfully as types.

All formulas except the stoup are indexed. The notation [⇥ :
A]d

E

indicates that the index variable d is associated with the entire

intended formula (⇥⌦ _ A) _ E. Such boxed formulas are in-
dexed by �-variables while others are indexed by �-variables. We
assume that variables are always distinguishable and are renamed
to avoid clash when necessary. In particular, renamings are used
in the Lock

E

and Unlock

E

rules (notation {x/y} represents sub-
stitution). The rules for Dr and Pr carry no meaning except for
renaming. Lock

E

and Unlock

E

already implement both left and
right-side contractions while Pr and Dr are required because of
our representation of sequents. It is however, possible to annotate
these rules, especially Pr, more meaningfully in special contexts:
see Section 7.

Terms �d.s represent contraction and are equivalent to µd.[d]s
in classical �µ calculus. Since we use a single-conclusion sys-
tem, weakening on the right can only take the form of 0E (abort),
?E (break) and Unlock?. The �µ notation [d]t is equivalent to
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(dt), or to B(dt) in the case of Unlock?. It is also possible to
design a multiple-conclusion proof system, based on the multiple-
conclusion version of intuitionistic sequent calculus (i.e., the Beth-
Fitting intuitionistic tableau). In such a context an additional, in-
tuitionistic version of µ would be needed, and � can then lock a
formula on the right that’s not in the stoup, which means that � can
be seen as a non-binding operator. We showed in [17] how such
an interpretation, along with an appropriate abstract machine, can
formulate dynamically scoped continuation jumps. However, that
subject is orthogonal to the main aims of the present paper.

There are two types of lambda abstraction: � and �

!, that cor-
respond to _ and ! respectively. There are also two types of ap-
plication: (s t) and (s t): these correspond, respectively, to A ⌦
(A _ B) _ B and A ! (A ! B) _ B, the two forms
of Modus Ponens that are possible. It is not valid to mix ⌦ with
! and still deduce B without severe restrictions. One potential
problem with linear lambda terms is how to type terms such as
�x.((�f.�y.f (f y)) x): here, x appears once before reduction but
twice afterwards. In (intuitionistic) linear logic there is only one
�� and a ! operator that can be placed anywhere, offering few in-
variants. The solution to this problem in our unified logic is rather
obvious: the term �x.((�!f.�y.f (f y)) x) cannot be assigned a
red type, because of the context restriction on ! elimination. The
term �x.((�!f.�y.f (f y)) x) is not typable at all.

Figure 4 displays two sample proofs. The first is for our version
of Peirce’s formula. The second is more interesting: ae _ (aa
A _ A). Here, A is any formula, red or green. The assumption
ae = e _ 0 causes a collapse into classical logic since it implies
that 0, and therefore all formulas, have the characteristics of green
formulas. However it is a one-time only assumption: the collapse is
momentary. In order for this use-once control operator to have its
usual effect, a permission “token” in the form ae (or ⇠e) needs to
be consumed. A similar proof derives a call-once/cc operator, this
time with no restriction on Q:

�x�z.�d.x(�y.A(z [d]y)) : ((P _ Q) _ P ) _ae _ P

Although the continuation ([: P ]) is stored in the contractable set
context, jumps to these continuations can be controlled by the
presence of affine tokens. With an appropriate regime of using red
and green atoms, we can enforce that [d] appears at most once in
a term �d.s. Such a level of fine-grained control can be useful if
we are to interpret a continuation jump as a task switch, or the
execution of a parallel thread.

6.1 �µ-style Reductions
All of our proof terms can be interpreted in classical �µ-calculus:
only the typing discipline is more refined. This means that reduc-
tion rules, as well as abstract machines, can be inherited directly
from �µ with only notational differences. We list a set of these
rules below:

• (�x.s) t �! s{t/x}, (�!x.s) t �! s{t/x}
• (�d.s) t �! �d.s{[d]wt/[d]w} t

(�d.s) t �! �d.s{[d](w t)/d[w]} t

• A(s) t/A(s) t �! A(s), B(s) t/B(s) t �! B(s)
•
let (x; y) = (u; v) in t �! t{u/x, v/y}

•
�a�b.s �! �a.s{a/b}, [d]�a.s �! [d]s{d/a}

•
�d.s �! s when d is not free in s

The last three rules are renaming rules, which eliminate redundant
Locks (redundant contractions).

We can show that these rules satisfy subject reduction in that
each rule represents a valid proof transformation. These rules also
inherit known properties from classical �µ calculus, including

strong normalization. Every typable NAC term is typable in classi-
cal logic. Every reduction path corresponds to a reduction path in
�µ calculus. For example, the case for let (x; y) = (u; v) in t is
just a special case of (�x�y.t)uv. The presence of Dr, Pr and the
treatment of indices in the Lock and Unlock rules represent noth-
ing more than ↵-conversion, which does not affect normalization.

7. Structural Rules and Delimited Control
The recent work of Ilik [12] suggests that delimited control be-
havior can be seen as resulting from the transition between a non-
classical and a classical mode of proof. In ACL, these types of tran-
sitions have a similar impact, giving us opportunities to consider
delimited control proof theoretically. For this purpose we require
additional term structure and rewrite rules than presented in the
previous section.

7.1 Delimited Abort
The manner in which coloring determines how cut is reduced with
respect to the Unlock (Unlock?) and ?E rules leads to an inter-
esting computational effect. Consider

s : �;� ` e1 ! e2

t : �;�0 ` A

[d]t : [�0 :A]d,�;` e1
Unlock

(s [d]t) : [�0 :A]d,�;� ` e2
! E

With e1 and e2 both green, there are two ways to reduce this cut.
The first is by usual �-reduction, once s has been reduced to a
lambda-term. A second possibility is to reduce it to:

t : �;��0 ` A

[d]t : [�0 :A]d,�;� ` e2
Unlock

With the admissibility of weakening, the same t still proves the
premise. The same choice exists for _. The context formed by s

is discarded. However, if e2 was not green, then the only choice is
�-reduction. A similar situation exists if the last rule of s is also
Unlock (assuming the relaxed version of Unlock).

In contrast to an abort term A(t), which uses 0-elimination,
the “break” generated by a [d]t or B(t) cannot escape the entire
program context but is thrown upwards towards the nearest red
context, i.e., the red continuation skips to where the break occurs.
We can write a special case of _ elimination (similarly for !-
elimination) marking a switch between green and red contexts (R
is red):

u : �;� ` E _ R v : �;�0 ` E

(u ]v) : �;��0 ` R

_ ]E

This rule should be applied in place of the usual _ E in all such
cases. Reduction, restricted to simple � terms plus B(t) (which
subsumes Unlock where [d]s ⌘ B(d s)), can be redefined by the
following rules, in order of precedence:

s B(t) = B(t);
(�x.s) t = match t with

| ]v ) s{v/x}
| v ) s{v/x}

The “delimiter” ] is a type annotation that indicates a transition
from green to red; it has no meaning independently of such a con-
text. The delimiter is dropped after substitution, which gives this
reset/prompt marker a dynamic behavior. We can prove that this
reduction relation preserves types (subject reduction) regardless of
evaluation order. Instances of subterms (s t) where s is of type
E _ R are not well-typed: they must be in the form (s ]t). For
example, (�x.g ](f2 x)) ](f1 B(u)) reduces to (g ]B(u)). Both f1

and f2 are aborted. Here, f2 must be of some type E _ E

0 and
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g of type E

0 _ R. Reducing to a term that contains (f2 ]B(u))
is not type-sound. This behavior is dynamic because one cannot
determine which ] will stop the break without reducing the term.
In practice, finer control can be gained by casting a green type E

into a red equivalent such as E ⌦ > (use a “dummy” term of type
E _ E ⌦>), which would then allow ] to appear.

7.2 Capturing Delimited Continuations
Besides Unlock and ?E, the other rule that is sensitive to color-
ing information is Pr, which cancels the non-contractable affine
context when the stoup is green. Consider the following scenario:

u : �;` e _ R

f : �;` e

0 _ e

t : �1;�1 ` e

0

[:e0]k
e

,�1;�1 ` e

Unlock

e

...
[:e0]k

e

,��;` e

0

��;` e

0 Lock

e

s : �;� ` e

0 Pr

⇤

fs : �;� ` e

_ E

u ](fs) : �;� ` R

_ ]E

With R red but e, e0 green, it is possible to permute the cut with
proof f above the Pr, and then above the Unlock. However, the
only way to cut with u is to substitute the right subproof into u (�-
reduction), as R will not be able to duplicate Pr. Here is another
opportunity for delimited control. We can create a special version of
Lock that incorporates Pr which is also characterized by locking
a green stoup:

t : [⇥ :E]k
E

0 ,��;⇥ ` E

Dk.t : �;�⇥ ` E

Control�Lock

Together with the _ ]E rule introduced previously, the continu-
ation captured by Dk is delimited by the nearest ]. The behavior
of the delimiter is again dynamic as long as the usage of _ ]E is
mandatory. Conceptually, a term such as

(�x.x+ 1) ]((�y.y + 2) Dk.(k (k 4)))

should evaluate to 9. The continuation k captured by D here is
�y.y+2. We assume a call-by-value evaluation strategy as in [20].
Clearly a call-by-name strategy cannot be used for this purpose. It
is known that call-by-value evaluation can be logically enforced
using focused proofs are that positively biased (LKQ); see e.g.,
[18]. Although focusing is orthogonal to the red/green colors of
ACL, we shall discuss how ACL can still be focused in Section 8.

To facilitate comparison with existing systems for delimited
continuations (e.g. [14]), we formalize terms, values and evaluation
contexts as follows:

• Values v = x | �x.t
• Terms t = v | (t1 t2) | (t1 ]t2) | Dk.t

• Contexts F = [ ] | (F t) | (v F ) | (F ]t) | (v ]F )

• Pure Contexts P = [ ] | (P t) | (v P )

The intuitionistic �

! and t1 t2 can be included, but would add
nothing new. The reduction rules are:

• (�x.t) v �! t{v/x}
• (�x.t) ]v �! t{v/x}
•
v ]P [Dk.t] �! v ]P [t{�x.P [x]/k}]

There are no typable terms of the form (P [Dk.t] ]t0): it is eas-
ily shown that P [Dk.t] can only be of green type. A dummy v

(or a special rule) would be needed to allow Dk to capture a non-
delimited continuation. Compared to the dynamic Control/Prompt
operations [5], the (pure) context P is repeated because Lock rep-
resents a form of Peirce’s formula, not double-negation elimina-
tion. A contraction is required. The external P can only be dropped
using a ?-elimination (break) or 0-elimination (abort). The static
Shift/Reset operations [4], which require the substitution to be in the
form t{�x.]P [x]/k}, can be simulated by using “dummy” terms of
type E _ E⌦T , which in effect relaxes the requirement of _ ]E.

8. Focusing
This section is presented as continuing work.

Normal forms of proofs defined by polarization and focusing are
increasingly being recognized as a principal topic in proof theory as
it naturally extends the notion of cut-free proofs. Clear connections
between focusing and computation have been established [2, 10].
The colors of ACL are similar to polarities, and like focusing, these
colors and their impact on cut-elimination suggest normal forms
for proofs. In particular, we can assume that the green formula that
triggers the essential structural rules be restricted to an atom or ?
(as already adopted in LAC). Focusing ACL presents unique chal-
lenges. If we tried to build a focused proof system for ACL based
on those of linear logic and systems that can be translated into lin-
ear logic, we are certain to make mistakes. The polarities of binary
connectives is defined by the invertibility of their introduction rules
as in other focused systems. However, in ACL we require that ?
and green atoms are negative, while red atoms can be negative or
positive. This designation is consistent with the element of focusing
already present in the Unlock rule.

Focusing in linear, intuitionistic and classical logics permute
instances of structural rules to the borders between the positive
phases. But in ACL contractions can take place anywhere in the
form of Lock and we do not know where these contractions might
be unlocked. Contraction requires the suspension (release) of focus.
The solution is to embed structural rules into some synchronous
introduction rules. This is not unusual for sequent calculi, which
often contains such rules:

A,A ^B,� ` C

A ^B,� ` C

^L

We similarly require rules such as

[�1�2 : A⌦B],�;�1 ` +
A [�1�2 : A⌦B],�;�2 ` +

B

�;�1�2 ` +
A⌦B

Here, + indicates the formula under focus. Not all synchronous
rules require this treatment: contraction can be permuted beneath
�R, for example.

Focusing the intuitionistic connectives ! and _ together with
the linear connectives represents the most significant divergence
from other focused systems. A chain of synchronous introductions
should represent the introduction of a synthetic connective. How-
ever, if we considered A _ (B � C) as such a connective, then its
introduction rules must be:

�;` A

i

�;� ` A1 _ (A2 �A3)
_�R

A,�;� ` D �;�, B ` D �;�, C ` D

�;�, A _ (B � C) ` D

_� L

But one would not be able to prove initial elimination using these
introduction rules because of the non-empty affine context:

;A _ (B � C) ` A _ (B � C)

However, the same exercise will show that A � (B _ C) can be
considered a synthetic connective. We therefore require two levels
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of positive formulas and two levels of focus (+ and +�). It will
be possible to preserve focus from � to a _, but not vice versa.
In addition to the “reaction” rules of other systems (that mark
the boundaries of focusing phases), we need rules that govern the
transition between the two synchronous phases:

�;` +�
A _B

�;� ` +
A _B

Intuitionistic implication must also fold in such a lateral transition:

[⌦, A ! B : C],�;` +�
A [⌦ : C],�;⌦, +B ` C

�;⌦, +A ! B ` C

! L

For more varied structure in focused proofs, we can also add a
purely intuitionistic conjunction ^ to ACL, with interpretation (A^
B)⇤ = cl(I(A⇤)I(B⇤)) and the following inference rules:

�;` +�
A ^B

�;� ` +
A ^B

�;` +�
A �;` +�

B

�;` +�
A ^B

A,B,�;� ` C

�;�, A ^B ` C

Like _, ^ will be positive at a different level from � and ⌦.
Also like _, A ^ B is always red. However, despite the pseudo-
multiplicative behavior of ^, in terms of provability & and ^ are
equivalent without _ and ⌦ and thus, unlike _, this connective
is not required for intuitionistic completeness (without a classical
collapse). When affine elements are present, ^ has a different
logical meaning. For example ; a, b ` a ^ b is not provable while
; a, b ` a& b is.

The full details of a focused ACL proof system will be presented
elsewhere.

9. Conclusion
Considering cut elimination in the presence of contraction, with the
intent to derive computational content from proofs, has resulted in
important advances in proof theory. Both linear logic and the �µ

calculus fit this description. Subsequent developments, notably the
discovery of focusing, continue this trend. The system presented
here, although diverging slightly from linear logic, nevertheless be-
longs to this tradition. We are not satisfied with the existing ap-
proaches to combining classical and non-classical modes of deduc-
tion. Linear logic gives refined decompositions of classical and in-
tuitionistic logics, but faces restrictions in mixing them. Polarizing
classical logic (LC), for example, leaves out a direct representation
of implication as a connective. Thus we introduced green and red
as an alternative classification, one based on levels of provability
rather than the dualities of linear logic. A red implication (intuition-
istic or affine) is still negative, but is treated non-classically. Red
formulas can contain green subformulas, which, when encountered
in the stoup, triggers a temporary switch to the classical mode, en-
abling computational effects including delimited control. Our proof
system is also compatible with focusing and depends on an im-
portant element of focusing in isolating the classical fragments of
proofs from the non-classical fragments.
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Abstract

We extend the classical model of lossy channel systems by consid-
ering systems that operate on a finite set of variables ranging over
an infinite data domain. Furthermore, each message inside a chan-
nel is equipped with a data item representing its value. Although
we restrict the model by allowing the variables to be only tested for
(dis-)equality, we show that the state reachability problem is unde-
cidable. In light of this negative result, we consider bounded-phase
reachability, where the processes are restricted to performing either
send or receive operations during each phase. We show decidability
of state reachability in this case by computing a symbolic encoding
of the set of system configurations that are reachable from a given
configuration.

Categories and Subject Descriptors F.3.1 [Specifying and Verify-
ing and Reasoning about Programs]

General Terms Theory

Keywords Reachability Problem, Lossy Channel Systems

1. Introduction

Model checking has played an important role in the area of algo-
rithmic program verification. The original applications of model
checking were aimed at finite-state systems, such as hardware cir-
cuits and protocol skeletons, which have a finite control struc-
ture and operate on finite data domains. However, in the last two
decades, there has been a large amount of research devoted to the
development of techniques for
• models with unbounded (or infinite) control structure, usually

owing to auxiliary storage, such as Petri nets, (multi-) push-
down systems, channel machines etc., and

• models handling data from an unbounded domain such as timed
automata, (data) register automata, etc.

There is a body of research extending finite state automata to
infinite alphabets [9, 20, 21, 26, 29]. The unbounded data domain
in these models is uninterpreted and data values may be compared
only for (dis-)equality. Of particular interest are register automata
where data values may be stored in a finite set of registers (vari-
ables) and transition guards involve register comparisons, and en-
joy a PSPACE-complete reachability problem [17].
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Recent works have considered systems that are infinite in the
control structure as well as the data domain. For example infinite
control structure may be due to pushdown storage and the infinite
data may be interpreted as timestamps giving rise to timed push-
down systems [3, 14, 15]. In [11], distributed systems with un-
bounded number of processes are considered where (multi-) push-
down is used to model recursively definable protocols and the infi-
nite data represent the process identifiers. Individual processes in
such systems may be described using communicating register au-
tomata [10] (see also [6, 12]). The global evolution of such systems
may be described using data nets (e.g., [24, 28]). In the setting
of communicating timed automata [8, 16, 22] the infinite control
structure is due to unbounded channels and infinite data is inter-
preted as time. Such systems are also studied when the channels
are assumed lossy [2].

Lossy Channel Systems (LCS) are a variant of communicating
finite state machines, where the channel contents are assumed to be
lossy. This gives a decidable control state reachability problem, and
at the same time is useful to model communication protocols that
are designed to work correctly even when the underlying medium
is unreliable in the sense that it can lose messages [1, 18, 19]. The
model, however, assumes finite domain, which means that program
variables and the messages inside the channels are assumed to
range over finite domains.

In this paper, we extend lossy channel systems by adding (unin-
terpreted) data, thus obtaining data lossy channel systems (DLCS).
Processes in DLCS are register automata and messages in the chan-
nels can carry data values from an infinite domain D.

Our model is unbounded in two dimensions, namely we have
an unbounded number of messages inside the channels each with
an attribute that is fetched from the infinite domain D. The oper-
ations we allow on the channels are the standard send and receive
operations. When sending a message to a channel, its value may
be defined to be the value of a program variable. When a message
is received from a channel, its value may be copied to a variable.
A DLCS allows comparing the values of variables, where two vari-
ables may be tested for equality or disequality. Also, a variable may
be assigned a new arbitrary value, or the value of another variable.

Thus, our model combines the expressiveness of two orthogonal
models, each having a decidable reachability problem. However,
our first main result is undecidability of the control-state reachabil-
ity for DLCS. Our undecidability proof relies on a novel encoding
that uses the relation (equality and disequality) among the messages
inside the channels in order to encode counters. An important prop-
erty of the encoding is its “stability” in the presence of messages
losses inside the channels. If a message is lost at any point during
a run of the system, no subsequent steps of the system (including
message losses) will make the channel contents a valid encoding of
a counter again. Furthermore, this will be detected by the system
which will then halt its run and thereby not reach the target process
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state. Thus, the runs that may potentially reach a target state are
only those that faithfully mimic a (two-) counter machine.

A useful policy that has recently been used extensively in order
to circumvent undecidability (or to increase efficiency), in the veri-
fication of multi-threaded programs communicating through shared
memory, is that of context-bounding [25, 27]. Inspired by the suc-
cess of bounded context switches for shared memory programs,
several definitions of contexts (and phases) have been proposed
also for message passing programs (e.g., [4, 7, 13, 23]). In [4], the
definition of a phase is a run of the system where processes are
restricted to perform either send or receive operations on the chan-
nels [4]. In this paper, we show that, when considering only runs
with a given bounded number k of phases, the reachability prob-
lem becomes decidable for DLCS. In fact, we show a stronger result,
namely that the set of configurations reachable under the bounded
phase assumption can be represented symbolically, and we provide
a procedure for computing it.

Our proof of decidability relies on an intricate construction that
exploits several properties of DLCS. For instance, configurations
that have identical (dis)equality relations on the set of variables
and messages inside the channels, will have similar behaviors,
and in particular they are able to perform identical sequences of
transitions. We will then provide a symbolic encoding based on a
class of regular expressions augmented with data. For a given set
of configurations, we will use the symbolic encoding for uniform
characterization of the (infinite) set of reachable configurations
during any phase of the computation.

Related Work The timed extension of LCS [2] has an entirely dif-
ferent behavior compared to DLCS. For instance, the state reacha-
bility problem is decidable for the former. In particular, the model
of [2] does not allow the assignment of data (clock) values carried
by messages to the process variables.

In [4], we consider the bounded-phase reachability problem for
LCS (without data). The construction in [4] is different from the
one presented here, and is based on a translation to a quantifier-free
Presburger formula. In particular, it is shown in [4] that the prob-
lem is NP-COMPLETE for LCS, while there is trivially a PSPACE
lower bound on the problem for DLCS since DLCS embed register
automata [17]. Also note that with the definition of phase from [4],
phase bounded reachability is undecidable for perfect channel sys-
tem even when a finite message alphabet is considered. Lossiness
of the channel was necessary for obtaining decidability in [4]. In
this paper we show that the decidability continues even when the
lossy channel system is enhanced to operate on unbounded data.

Multi-pushdown systems were extended with data in [11], and
a bound on the number of phases were imposed to obtain decid-
ability of model checking against monadic second-order logic. The
definition of phase used in [11] as well as the proof technique is
different from ours.

2. Lossy Channel system with Data

In this section, we introduce our model, by defining its syntax and
operational semantics. We assume an arbitrary infinite data domain
D (e.g., the set of natural numbers N). First we need to fix some
notations for the rest of this paper.

For sets A and B, we use f : A fiÑ B to denote that f is a
(possibly partial) function that maps A to B. We write fpaq “ K
to indicate that f is undefined for a. For a P A and b P B, we
use f ra – bs to denote the function f

1 where f

1paq “ b and
f

1pa1q “ fpa1q for all a1 ‰ a. For A1 Ñ A, we use f

ˇ̌
A

1 to denote
the restriction of f to A

1. For a relation R Ñ A ˆ A, we use Rˇ̌
A

1
to denote the restriction of R to A

1. For functions f1 : A1 fiÑ B

and f2 : A2 fiÑ B with A1 Ñ A2, we write f1 Ñ f2 to denote
that f1paq “ f2paq for all a P A1. We use A

˚ to denote the set

of words over A; and use ✏ to denote the empty word. For words
w,w

1 P A

˚, we use w1 ‚ w2 to denote the concatenation of w1

and w2. We write w ® w

1 to denote that w is a (not necessarily
contiguous) subword of w1, and define wÓ:“  

w

1 | w1 ® w

(
to be

the downward closure of w. We use |w| to denote the length of w.
For i : 1 § i § |w| we use wris to denote the i

th element of w.

Syntax. A Lossy Channel System with Data (or simply DLCS) is a
tuple L “ xQ,X , C,⌃,�y where Q is a finite set of (local) states,
X is a finite set of variables that range over D, C is a finite set of
channels, ⌃ is a finite (message) alphabet, and � is a finite set of
transitions. A transition t is a triple

@
q, op, q

1D where op is one of
the following forms (where x, y P X are variables, a P ⌃ is a
symbol in the alphabet, and ch P C is a channel):

(a) x – y, assigns the value of y to x.
(b) x – ⇣, assigns a locally fresh value to x. That is x is nondeter-

ministically assigned a value that is different from the current
values of other variables and itself.

(c) x “ y tests whether the values of x and y are equal.
(d) x ‰ y tests whether the values of x and y are different.
(e) ch!xa, xy sends a together with the value of the variable x to

the channel ch.
(f) x :“ ch?a receives a from ch, and stores the associated value

in the variable x.

We define SourceOf ptq :“ q1, OpOf ptq :“ op, and
TargetOf ptq :“ q2. We define �

snd to be the set of transitions
in � that perform operations of the form (a)–(e). That is, it is the
set of transitions that do not perform receive operations. We define
�

rcv analogously for the receive transitions, to be those performing
operations of the form (a)–(d) or (f).

Semantics. A variable state is a function V : X fiÑ D that
defines the values of the variables. A channel state is a function
! : C fiÑ p⌃ ˆ Dq˚, which gives the content of each channel. This
content is a word of pairs each consisting of an alphabet symbol
together with a value. A configuration is a triple � “ xq, V,!y
where q P Q is a state, V is a variable state, and ! is a channel state.
We use StateOf p�q, VarStateOf p�q, ChannelStateOf p�q to
denote q, V , and ! respectively. We say � is plain if !pchq “ ✏

for all channels ch P C. We use ConfsOf pLq to denote the set of
configurations of L.

We extend the ordering ® to channel states, such that ! ® !

1 if
!pchq ® !

1pchq for all channels ch P C. We further extend the or-
dering to configurations such that � “ xq, V,!y ®

@
q

1
, V

1
,!

1D “
�

1 if (i) q1 “ q, (ii) V 1 “ V , and (iii) ! ® !

1. In other words, the
states and values of variables in � and �

1 coincide, while the con-
tent of each channel in � is a subword of the content of the same
channel in �

1

We define the transition relation ›ÑL on the set of configura-
tions in two steps as follows. In the first step, we define the relation
ãÑL. For configurations � “ xq, V,!y and �

1 “ @
q

1
, V

1
,!

1D, and
a transition t “ @

q, op, q

1D P �, we write �

tãÑL�
1 if one of the

following conditions is satisfied:

•
op is of the form x – y, V 1 “ V rx – V pyqs and !

1 “ !.
The variable x is assigned the value of y; the values of other
variables and the contents of channels are not changed.

•
op is of the form x – ⇣, V

1 “ V rx – ds for some
d P DztV pxq | x P X u, and !

1 “ !. The variable x is non-
deterministically assigned an arbitrary value different from the
values of other variables; the other variable values and channel
contents remain the same.
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•
op is of the form x “ y, V pxq “ V pyq, V

1 “ V , and
!

1 “ !. The transition is enabled only if the values of x and y

are identical; only the control state is modified.
•
op is of the form x ‰ y, V pxq ‰ V pyq, V

1 “ V , and
!

1 “ !. The transition is enabled only if the values of x and y

are different; only the control state is modified.
•
op is of the form ch!xa, xy, V 1 “ V , and !

1 “ !rch –
xa, V pxqy ‚ !pchqs. The transition adds a message consisting
of the symbol a and the value of x to the tail of channel ch.

•
op is of the form x :“ ch?a, V 1 “ V rx – ds, and ! “
!

1rch – !

1pchq ‚ xa, dys for some d P D. The transition re-
ceives the message at the head of channel ch if the alphabet
symbol in that message is a. The value stored inside the mes-
sage is assigned to x.

In the second step, we define the relation ›ÑL. More precisely,
we let � t›ÑL�

1 denote that there are configurations �1, �2 such
that �1 ® �, �1 ® �2, and �1

tãÑL�2. We write �›ÑL�
1 to denote

that � t›ÑL�
1 for some t P �. The reflexive transitive closure of

the relation ›ÑL is denoted by ›̊ÑL. A computation of L is a
sequence �0

t1›ÑL�1
t2›ÑL ¨ ¨ ¨ t

n›ÑL�n.

Reachability For a configuration �, we define Reach pLq p�q :“!
�

1 | �›̊ÑL�
1
)

, i.e., it is the set of configuration reachable from
�. For a set � Ñ ConfsOf pLq of configurations, we define
Reach pLq p�q :“ Y

�P�Reach pLq p�q. For a state q P Q, we use
�›̊ÑLq to denote that �›̊ÑL�

1 for some �1 with StateOf
`
�

1˘ “
q, i.e., from �, we can reach a configuration whose state is q. In such
a case we say that q is reachable from �. An instance of the reach-
ability problem is defined by a plain configuration � and a state
Target P Q. The question is whether Target is reachable from �.

Bounded-Phase Reachability We introduce bounded-phase
computations [4]. We view a computation as consisting of a num-
ber of phases where, during a given phase, the system either only
performs send operations, or only performs receive operations (in
addition to the operations on variables). Consider a computation
⇡ “ �0

t1›ÑL�1
t2›ÑL ¨ ¨ ¨ t

n›ÑL�n. We define ⇡

‚
:“ t1t2 ¨ ¨ ¨ t

n

,
i.e., it is the sequence of transitions that occur in ⇡. Given a
sequence of transitions � “ t1t2 ¨ ¨ ¨ t

n

P �

˚, we say that � is
a phase if either t

i

P �

snd for all i : 1 § i § n, or t
i

P �

rcv

for all i : 1 § i § n. A computation ⇡ is said to be k-phase
bounded if ⇡

‚ “ �1 ‚ �2 ‚ ¨ ¨ ¨ ‚ �

j

where j § k and �

i

is a
phase for all i : 1 § i § j. In other words, the transitions in ⇡

form at most k phases. For configurations � and �

1, we say that
�

1 is k-phase reachable from � if �

1 is reachable from � by a
k-phase bounded computation. For a configuration �, we define
Reach pkq pLq p�q :“  

�

1 | �1 is k-phase reachable from �

(
, i.e.,

it is the set of configurations that are k-phase reachable from �

1.
Bounded phase reachability is defined in a similar manner to state
reachability. In the bounded-phase reachability problem, we are
also given a natural number k P N, and we are asked whether
Target is k-phase reachable from �.

3. Undecidability of Reachability

In this section, we reduce the reachability problem for 2-counter
machines to the reachability problem for DLCS.

The main idea of the reduction is to encode the value of each
counter using a family of sets F

n

(described below). These sets
have an important feature (captured by Lemma 1), namely that we
cannot obtain one set from another through the deletion of mes-
sages. This makes them good candidates for the exact representa-
tion of counter values (in the presence of losses) in the channels.

F0 F2

H2

Figure 1: Illustrations of F
n

and H
n

.

A counter value cannot be “accidentally” reduced through the loss
of messages. This would give an element of a different set H

n

.
As we shall see below, our simulation can recognize that this has
happened. In such a case, we make sure that the simulation will
never reach the target state. After presenting the encoding, we de-
scribe how to translate an instance of the reachability problem for
2-counter machines to an equivalent instance of the reachability
problem for DLCS. We will give three gadgets that simulate the
operations of decrementing, incrementing, and testing the value of
a counter respectively. Using this, we describe how a run of the
counter machine is simulated by a run of the DLCS.

3.1 Counter Machines

We recall the standard model of 2-counter machines operating
on two counters c1 and c2. Such a machine is a triple M “
xQ, q

init

,�y, where Q is a finite set of (local) states, q
init

P Q is
the initial state, and � is a finite set of transitions. A transition is a
triple

@
q, op, q

1D where q, q

1 P Q are states, and op is an operation
of one of the three forms (where c P tc1, c2u): (i) incpcq increases
the value of c by one; (ii) decpcq decreases the value of c by one;
(iii) c “ 0? checks whether the value of c is equal to zero. The
machine M induces a transition system as follows. A configuration
� is a triple xq, n1, n2y where q P Q gives the state of M, and
n1, n2 P N are the values of the counters. The transition relation
›ÑM is the standard one for Minsky machines. An instance of the
reachability problem consists of a state Target P Q, and the task
is to check whether xq

init

, 0, 0y ›̊ÑM xTarget, n1, n2y for some
n1, n2 P N. It is well-known that this problem is undecidable.

3.2 Encoding

We present a family of sets that we use to encode counter values.
Define the set E :“ D˚, i.e., E is the set of words over D. We
define a family F0,F1,F2, . . . Ä E such that w P F

n

if the
following two conditions are satisfied: (i) |w| “ 2n ` 6, and (ii)
wri1s “ wri2s if and only if either (2a) i1 “ 2 and i2 “ |w| ´ 1,
or (2b) 1 § i1 § |w| ´ 3, i1 mod 2 “ 1, and i2 “ i1 ` 3. In
other words, two elements are equal if either (i) the first element is
in an odd position and the second element is three positions away,
or (ii) they are the second and next last elements respectively. As
an example, if we take D to be N, then an element of F2 would
be 4 2 5 4 3 5 8 3 2 8. We can imagine the sets F

n

as
words with edges that connect the partner elements. Illustrations
of elements in the sets F0 and F2 are given in the Fig. 1, where
a line connecting two positions indicates the values stored in these
positions are equal. We notice that each word in F

n

consists of
pairs of elements with identical values. We call each element of a
pair, a (left or right) partner of the other. For instance, in a word in
F3, element 5 is the left partner of 8, and 10 is the right partner of
7. For each F

n

we distinguish six elements that we call the pivot
elements. The three left-most symbols are called the first, second,
and third left pivot elements; and the three right-most symbols are
called the first, second, and third right pivot elements. We call
the rest of the elements in the word intermediate elements. For
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instance, in a word in F2, the pivot elements are the first, second,
third, 8th, 9th, and 10

th elements respectively; while the 4

th, 5th,
6

th and 7

th elements are intermediate. Notice that the second left
pivot and the right second pivot are always partners. Also, notice
that a word in F0 only contains pivot elements, and that each left
pivot element is the left partner is the partner of the corresponding
right pivot element.

For n P N, we define G
n

:“ F
n

Ó and define H
n

:“ G
n

´ F
n

.
In other words, we get a member of H

n

by deleting some elements
in F

n

. Fig. 1 shows a member of H2 derived by deleting the second
and fifth elements. We define F :“ Y

n•0Fn

, G :“ Y
n•0Gn

, and
H :“ Y

n•0Hn

. Notice that any data word from the set F forms
a closed inter-linked chain. If some message (or letter data pair )
is lost, then a link is broken and the chain opens up. Losing more
messages will only result in breaking more links, and hence the
chain once open can never be closed again. This observation allows
us to derive the following lemma, namely, for m ‰ n, we cannot
derive F

m

from F
n

though the deletion of elements.

LEMMA 1. F X H “ H.

3.3 Translation

Consider an instance of the reachability problem for 2-counter
machines defined by a 2-counter machine M “ @

Q

M
, q

M
init

,�

MD

and a state Target P Q

M. We will construct an equivalent instance
of the reachability problem for DLCS. More precisely, we will
derive a DLCS L “ @

Q

L
,XL

, CL
,⌃

L
,�

LD
with Target P Q

L,
and a plain configuration �

L
init

P ConfsOf pLq, such that
�

L
init

›̊ÑLTarget iff �

M
init

“ @
q

M
init

, 0, 0

D ›̊ÑM xTarget, n1, n2y
for some n1, n2 P N. The DLCS L operates on two chan-
nels ch1 and ch2 which are used to encode the values of the
counters c1 and c2 respectively. The message alphabet is de-
fined by ⌃

L “ ta,C,Bu. The occurrences of a together with
the associated data values encode some set F

n

correspond-
ing to the value n of a counter. The symbols C and B are
end-markers: they mark the left and right ends of the word of
messages inside the channel. A word w P pta,C,Bu ˆ Dq˚

is said to be an encoding of value n if w is of the form
xC, dy xa, d1y xa, d2y ¨ ¨ ¨ xa, d

k

y @
B, d

1D, and d1d2 ¨ ¨ ¨ d
k

P F
n

(the values d and d

1 can be chosen arbitrarily and have no effect
on the encoding.) We say that w a semi-encoding of value n if w
is of one of the forms (i) xC, dy xa, d1y xa, d2y ¨ ¨ ¨ xa, d

k

y @
B, d

1D,
(ii) xa, d1y xa, d2y ¨ ¨ ¨ xa, d

k

y @
B, d

1D, (iii)
xC, dy xa, d1y xa, d2y ¨ ¨ ¨ xa, d

k

y or (iv) xa, d1y xa, d2y ¨ ¨ ¨ xa, d
k

y
where d1d2 ¨ ¨ ¨ d

k

P G
n

. A channel state ! of L is said to be
an encoding (of values n1 and n2) if !pch1q and !pch2q are
encodings (of values n1 and n2 respectively). By Lemma 1 it
follows that if ch is a semi-encoding of value n then it cannot be an
encoding of value m for any m ‰ n. The set of states QL contains
a unique initial state q

L
init

. For each state q P Q

M there is a copy
q P Q

L. Furthermore, QL also contains a number of additional
“temporary” states that are used to perform “intermediate steps”
in the simulation. These states will be given names like tmp,
tmp1

t

, tmp1,2
t

, etc. Whenever we introduce such a new state in the
simulation we assume that it is unique (different from all other
states, whether temporary or not). A configuration xq, n1, n2y of
M is encoded by configurations of L of the form xq, V,!y where
! is an encoding of values n1 and n2. Finally, the set of variables
is given by XL “ tx, x0, x1, x2, x3u.

We introduce some syntactic sugar that we will use in the
rest of the section. Consider a channel ch and states q1, q2.
We use xq1, ch œC, q2y to denote the sequence of transitions
xq1, x :“ ch?C, tmpy xtmp, ch!xx,Cy , q2y. In other words, we
rotate the left end-marker by first receiving it, storing its value
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À
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Figure 2: Decrementing the value of a counter

in x, and then sending it back to the channel (in fact, the
value of C will not be relevant in our simulation). We define
the operation ch œB analogously. For y P tx, x0, x1, x2, x3u,
we use xq1, ch œ

y, q2y to denote the sequence of transitions
xq1, y :“ ch?a, tmpy xtmp, ch!xy, ay , q2y. In other words, we ro-
tate the next a-symbol in the channel storing its value in y.

3.4 Decrementing

Consider a transition
@
q, decpcq, q1D P �

M. Let ch be the channel
used for encoding the value of c (i.e., ch “ ch1 if c “ c1 and
ch “ ch2 if c “ c2). The gadget for decrementing the value of c
is shown in Fig. 2. It performs two tasks (i) it checks whether the
content of ch is an encoding of value n for some n ° 0, and (ii)
at the same time transforms the content of ch to an arbitrary semi-
encoding of value n ´ 1 (in particular it may transform the content
of ch to an encoding of value n ´ 1). If the test in task (i) fails at
any point of the simulation, the system is immediately blocked. To
obtain a (semi-) encoding of value n ´ 1, we do the following: (i)
Remove the third right pivot together with its partner. (ii) Keep the
role of the second right pivot. (iii) Transform the first right pivot to
the third right pivot. (iv) Transform the fifth right-most element into
the first right pivot. This is carried out by four segments (sequences)
of transitions, called  , À, Ã, and Õ, described below.

Segments   and À These segments are the initial phase of the
gadget. They correspond to the case where n is odd and even
respectively. We will consider the case where n is odd (segment
 ). The case where n is even (segment À) is similar. In segment  ,
we start from q and perform the following steps: (i) Rotate the right
end-marker. (ii) Remove the third right pivot and store its value
in x1. (iii) Receive the second pivot and store its value in x0. (iv)
Rotate the first right pivot, which means that it will now become
the third right pivot. (v) Remove the partner of the third right pivot
and store its value in x (together with step (ii), this means that
we have now removed both the third right pivot and its partner).
(vi) check whether the values of the third pivot and its partner are
equal. This is done by comparing the values of x and x1. This step
is needed since we want to ensure that the content of the channel is
an encoding. (vii) Put back the second right pivot (Recall that the
value of the second right pivot was stored in x0 in step (iii)). (viii)
Rotate the new third right pivot. (ix) Enter segment Ã. Observe
that if the simulation starts from segment   and an odd value of
n, then it will get blocked during the simulation of segment Ã and
therefore will never succeed to enter into segment Õ.
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Figure 3: Generating a fresh value.

Segment Ã In this segment, the intermediate elements are
checked and rotated in the channel. We read the values of the right
partners and compare them with the values of their left partners.
Recall that such partners are three positions apart in the channels,
and that their values should be equal. During this segment, the vari-
ables x1 and x2 hold the values of the two most recently read right
partners. The value of the most recently read left partner is stored
in the variable x.

Segment Õ We perform the following steps: (i) Rotate the next
message which we guess to be the second left pivot and store its
value in x (if the guess fails then the simulation is halted). (ii)
Compare the value of this message for equality with the value x0

(which still holds the value of the second right pivot). (iii) Rotate
the next message which we expect to be the first left pivot and store
its value in x. (iv) Compare the value of this message for equality
with the value x1 (which holds the value of most recently read right
partner, i.e., the supposed partner of the first left pivot). (v) Rotate
the left end-marker and reach q

1.

3.5 Incrementing

Consider a transition
@
q, incpcq, q1D P �

M. Let ch be the channel
used for encoding the value of c. The gadget for incrementing the
value of c is shown in Fig. 4. In a similar manner to the case of
decrementing, the gadget for incrementing the value of c performs
two tasks (i) it checks whether the content of ch is an encoding
of value n for some n P N, and (ii) transforms the content of ch
to an arbitrary semi-encoding of value n ` 1 (also here, it may
transform the content of ch to an encoding of value n ` 1). Even
in this case, if the test in step (i) fails at any point, the system
will be blocked. To obtain a (semi-) encoding of value n ` 1, we
do the following: (i) Keep the right pivots as they are. (ii) Keep
the intermediate elements. (iii) Transform the third left pivot to
an intermediate element. (iv) Transform the first left pivot into the
third left pivot. (v) Keep the second left pivot. (vi) Add a new first
left pivot with a fresh value (together with its right partner). The
gadget consists of four segments of transitions, namely,  , À, Ã,
and Õ. We first introduce a gadget that produces a value that is fresh
wrt. a channel, i.e., a value that is different from all values that are
currently inside the channel.

Generating Fresh Values To get a value that is fresh wrt. channel
ch, we generate an arbitrary value and then rotate the contents of
ch (see Fig. 3.) In each rotation step, we check that the generated
value is different from the value that is being rotated. Concretely,
we perform the following steps: (i) Assign an arbitrary value to
x1. (ii) Rotate the right end-marker. (iii) Rotate each message in
the channel storing its value in x2 and then compare (to check
disequality) with the newly generated value (stored in x1). (iv)
Rotate the left end-marker. We use x – fresh pchq to denote that
we generate a value that is fresh wrt. channel ch, and store the value
in the variable x.

Segments   and À These segments are the initial phase of the
gadget, and they handle changes to the right pivots. They corre-
spond to the case where n is odd and even respectively. We will
consider the case where n is odd (segment  ). In segment  , we
start from q and perform the following steps: (i) Use the freshness
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Figure 4: Incrementing the value of a counter

gadget to generate a new value that we store in the variable x3. This
value will be later used to define the new left pivot together with its
right partner. (ii) Rotate the right end-marker. (iii) Rotate the third,
second, and first right pivots and store them in the variables x1, x0,
and x2 respectively. These messages are rotated (and not removed)
since they will keep their places in the new channel content.

Segment Ã. This segment is similar to the case of decrementing.
The intermediate elements are checked and rotated to the channel
in an identical manner.

Segment Õ. We perform the following steps: (i) Remove the next
message which we guess to be the old second left pivot and store
its value in x (if the guess fails then the simulation is halted).
This message will keep its status as the second left pivot, and will
therefore be added back to the channel in a later step. (ii) Compare
the value of this message for equality with the value x0 (which
still holds the value of the second right pivot). (iii) Insert the right
partner of the new first left pivot. The value of this message is still
stored in x3. (iv) Rotate the next message which expect to be the old
first left pivot and store its value in x. By this rotation, the message
will become the third left pivot element. (v) Compare the value of
this message for equality with the value x1 which holds the value of
the current third left pivot (i.e., the value of the old first left pivot).
(vi) Insert the new second left pivot (whose value is stored in x0).
(vii) Insert the new first left pivot (whose value is stored in x3).
(viii) Rotate the left end-marker.

3.6 Zero Testing

Consider a transition
@
q, c “ 0?, q

1D P �

M. Let ch be the channel
used for encoding the value of c. The gadget for checking whether
the value of c is equal to zero is shown in Fig. 5. It checks whether
the content of ch is an encoding of value 0. As a side effect of the
testing the content of the channel may be changed to an arbitrary
semi-encoding of value 0. In particular, it may keep the content
of ch as an encoding of value 0 (if no messages are lost in the
channel during the simulation). If the content of the channel is not
an encoding of value 0 then the simulation is blocked. We start from
q and perform the following steps: (i) Check that the right end-
marker is the last message in the channel, in which case we rotate
it. (ii) Rotate the next three messages. These messages are supposed
to contain the values of the third, second, and first right pivots. We
store these values in the variables x2, x1, and x0 respectively. (iii)
Rotate the next message. This message is supposed to contain the
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value of the third left pivot. We store this value in the variable x.
Since the values of the third left and right pivots should be equal,
we compare the values of x and x2 for equality. We repeat the
procedure for the second and first pivots. (iv) We rotate the left
end-marker, and enter state q

1

3.7 Simulation

L initializes the contents of the channels ch1 and ch2. More pre-
cisely, L starts from q

L
init

(with empty channels) and sends two ar-
bitrary sequences of messages to the channels ch1 and ch2. Let
�

L
init

“ @
q

L
init

, V

init

,!

init

D
be the initial configuration of L with

!

init

pch1q “ !

init

pch2q “ ✏. Then, it checks whether the sent
sequences form encodings of size 0 (using the gadget for zero test-
ing). If the test is successful, L enters the state q

M
init

from which it
starts the proper simulation. In such a way, for each computation
⇡ of M from �

M
init

“ @
q

M
init

, 0, 0

D
to a configuration of the form

xTarget, n1, n2y, there is a computation ⇡

1 of L from �

L
init

to a
configuration of the form xTarget, V,!y where ! is an encoding
of values n1 and n2. On the other hand, since each gadget repre-
sents one transition in M, and the simulation halts immediately
if it detects that a semi-encoding is not an encoding (that is, if any
messages have been lost inside the channels), it follows that if there
is a computation ⇡ of L from �

L
init

to a configuration of the form
xTarget, V,!y then there is a computation ⇡

1 in M from �

M
init

to a
configuration of the form xTarget, n1, n2y. Since we have reduced
the reachability problem for 2-counter machines to the reachability
problem for DLCS, we get the following theorem.

THEOREM 2. The reachability problem for DLCS is undecidable.

4. Symbolic Encoding

We introduce our symbolic encoding of (infinite) sets of configura-
tions. We will first recall different concepts related to equivalence
relations, and define some operations on such relations.

Equivalence Relations Consider an equivalence relation, i.e., a
reflexive, symmetric, and transitive relation R on a set A. We
use aRb to denote that xa, by P R, and use A{R to denote the
set of blocks (equivalence classes) of R. For an element a P A,
we use rasR to denote the block of a. In other words aRb iff
rasR “ rbsR. We use EqRel pAq to denote the set of equivalence
relations on the set A. In our symbolic encoding, we put variables
with identical values in the same block. We define R ra ñ bs to be
the equivalence relation we get by moving a from its original block
to the block of b. We use this operation to encode the effect of
assigning the value of one variable to another (we move the second
variable to the block of the first variable). We define R ra ñ ⇣s to
be the equivalence relation we get by removing a from its original
block, and putting it alone in a new block. We use this operation to
encode the effect of updating the value of a variable to a value that
is different from the values of all the other variables.

For sets A1, A2, an equivalence relation R P EqRel pA1q, and
a function f : A1 fiÑ A2 from A1 to A2, we write f |ù R to
denote that, for all a1, a2 P A1, we have that ra1sR “ ra2sR
iff fpa1q “ fpa2q, i.e., f assigns identical (and unique) values to

elements belonging to the same block in R. We will use this to
encode the fact that the process variables have values that respect a
given equivalence relation on the set of variables.

We will define a number of operations on equivalence relations.
For a set A, and an operation op, we define a partial function
op : EqRel pAq fiÑ EqRel pAq. For an equivalence relation R P
EqRel pAq, we define oppRq :“ R1 P EqRel pAq as follows. (i)
if op is x – y and then R1 “ R rx ñ ys, i.e., if x is assigned
y then we move x to the block of y. (ii) op is x – ⇣ then
R1 “ R rx ñ ⇣s, i.e., x is moved to a newly created block. (iii)
op is x “ y, rxsR “ rysR, and R1 “ R, i.e., if x and y belong
to the same block, then they satisfy the condition of the operation
and the relation R is not changed. (iv) op is x “ y, rxsR ‰ rysR
then R1 “ K, i.e., since x and y belong to different blocks, they do
not satisfy the condition of the operation, and hence the operation
is blocked. The cases when op is x ‰ y are similar to x “ y. (v)
op is ch!xa, xy and R1 “ R, i.e., sending a message to a channel
does not affect the relation.

Symbolic Configurations Assume a DLCS L “ xQ,X , C,⌃,�y.
The symbolic encoding will characterize, in a uniform manner, sets
of k-phase reachable configurations in terms of the initial values of
the variables. To that end, we will use a finite set I whose elements
we call initiators. The initiators will be used as place holders for
the initial values of the variables. For a set A (typically a subset of
X Y I), an A-valuation is a mapping ✓ : A fiÑ D.

First, we define a symbolic encoding to represent (infinite)
sets of channel states. A symbolic word v over I is of the form
a1p◆1qa2p◆2q ¨ ¨ ¨ a

n

p◆
n

q, where a, a1, . . . , an

P ⌃ and, for all
i : 1 § i § n, either ◆

i

P I or ◆
i

is of the form  J for some
set J Ñ I . We will use symbolic words as encodings of channel
states. If the argument is ◆ P I , then the value carried by the mes-
sage is equal to the value of ◆. If the argument is J , then the value
is different from the values of all initiators in J . Formally, for an I-
valuation ✓, we define the denotation JvK

✓

to be the set of all words
w P p⌃ ˆ Dq˚ of the form a1pd1qa2pd2q ¨ ¨ ¨ a

n

pd
n

q satisfying the
following two conditions for all i : 1 § i § n: (i) if ◆

i

P I then
d

i

“ ✓p◆
i

q; and (ii) if ◆
i

“  J then d

i

‰ ✓p◆q for all ◆ P J .
We introduce a class of expressions to generate symbolic words

as follows. A plain atomic expression over I is of the form ap◆q`✏,
where a P ⌃ and either ◆ P I or ◆ “  J for some J Ñ I . A star
atomic expression over I is of the form pa1p◆1q ` ¨ ¨ ¨ ` a

n

p◆
n

qq˚,
where a1, . . . , an

P ⌃ and, for all i : 1 § i § n, either ◆
i

P I or
◆

i

“  J for some J Ñ I . Sometimes, we use a set notation E

˚ to
write the star expression above where E “ ta1p◆1q, . . . , a

n

p◆
n

qu.
An atomic expression e over I is either a plain or a star atomic
expression over I . A product p over I is either (i) of the form
e1 ‚ ¨ ¨ ¨ ‚ e

n

where e1, . . . , en are atomic expressions over I ,
or (ii) the empty word ✏. The denotation J�K of a product over I
is a set of symbolic words defined (in the expected manner) as
follows. Jap◆q ` ✏K :“ tap◆q, ✏u, Jpa1p◆1q ` . . . ` a

k

p◆
n

qq˚K :“
ta

j1p◆
j1q ‚ ¨ ¨ ¨ ‚ a

j

k

p◆
j

k

q | j1, . . . , jk P t1, . . . , nuu, and
Je1 ‚ ¨ ¨ ¨ ‚ e

n

K :“ tv1 ‚ ¨ ¨ ¨ ‚ v

n

| @i : 1 § i § n. v

i

P Je
i

Ku.
For a product p and an I-valuation ✓, we define the denotation
JpK

✓

:“  
w | Dv. pv P JpKq ^ `

w P JvK
✓

˘(
. In other words, we

first generate the symbolic words in the denotation of p and then
instantiate them according to the valuation ✓.

A (C-indexed Data Simple Regular Expression) (or simply a
DSRE) over I is a function � that maps each channel ch P C
to a product p over I . For an I-valuation ✓, and a DSRE �, we
define J�K

✓

such that J�K
✓

pchq :“ J� pchqK
✓

for each ch P C.
For DSREs �1,�2, we define �1 ‚ �2 to be the DSRE � where
� pchq “ �1pchq ‚ �2pchq for all channels ch P C.

Next, we define a symbolic encoding for (infinite) sets of config-
urations. A symbolic configuration over I is a triple � “ xq,V,�y
where q P Q is a state, V P EqRel pX Y Iq is an equiva-
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lence relation over X Y I , and � is a DSRE over I . For a set
J Ñ X Y I , and a J-valuation ✓, we define the denotation J�K

✓

to be the set of all configurations of the form xq, V,!y such that
there is a ✓

1
: X Y I fiÑ D where (i) ✓ Ñ ✓

1, (ii) ✓

1 |ù V,
(iii) V “ ✓

1 ˇ̌
X , and (iv) ! P J�K

✓

1
ˇ̌
ˇ̌
I

. In other words, it is the set

all configurations whose states are q, whose variable states respect
the equivalence relation V wrt. the values assigned to the initia-
tors, and where the channel states are defined by the denotation
of the given DSRE. Notice that, if J “ X Y I and ✓ |ù V then

J�K
✓

:“
#

xq, V,!y | `
V “ ✓

ˇ̌
X

˘ ^
˜
! P J�K

✓

ˇ̌
ˇ̌
I

¸+
. For a set B

of symbolic configurations, we define JBK
✓

:“ Y
�PBJ�K

✓

.
For a symbolic configuration �, and a transition t P �, we

define Post ptq p�q to be a finite set B of symbolic configura-
tions such that for every J Ñ I and ✓ : J fiÑ D, we have
that JBK

✓

“
!
�

1 | D� P J�K
✓

. �

t›ÑL�
1
)

. Define Post p�q :“
Y

tP�Post ptq p�q, and Post pBq :“ Y
�PBPost p�q

LEMMA 3. The set Post pBq is computable.

5. Bounded-Phase Reachability

In this section, we show, for a given symbolic configuration �, how
to characterize the set of bounded-phase reachable configurations
from the denotation of �. We do this in a stepwise manner. More
precisely, we consider six types of DLCS, ¿,¡, . . . ,≈, where each
type is defined by imposing different kinds of restrictions on the
set of allowed transitions. We show how to reduce the reachability
problem for each type to the reachability problem for a simpler type
(one with more restrictions). Furthermore, for the simplest types,
we show how to compute the needed sets of symbolic configura-
tions. Finally, we show how to derive the sets of symbolic configu-
rations for the more general types in terms of the sets of symbolic
configurations for the simpler types. First, we consider a “graph”
view of DLCS that we will use in our construction.

5.1 DLCS as Graphs

Sometimes, we view a DLCS L “ xQ,X , C,⌃,�y as a labeled
graph GraphOf pLq where each node in the graph is a state q P Q,
and where there is an edge between two nodes q1 and q2 labeled
with an operation op, denoted q1

op Lq2 , if there is a transition
t “ xq1, opq2y P �. Furthermore, we write q1 Lq2 to denote
that q1

op Lq2 for some op, and use ˚ L to denote the reflexive
transitive closure of  L. We define pq ˚ Lq :“

!
q

1 | q ˚ Lq
1
)

.
Using the graph view, we will use graph terms to describe prop-
erties of L. For instance, by “L is a Strongly Connect Com-
ponent (SCC)” we mean that GraphOf pLq is an SCC, and by
“the SCC graph of L” we mean the SCC graph of GraphOf pLq,
etc. For a state q P Q, we use SCCOf pL, qq to denote the (set
of states in the) SCC to which q belongs. For a set Q

1 Ñ Q,
we define the DLCS Lˇ̌

Q

1 :“ @
Q

1
,X , C,⌃,�1D where �

1
:“ @

q, op, q

1D | `@
q, op, q

1D P �

˘ ^ pq P Q

1q ^ pq1 P Q

1q(
.

5.2 DLCS Types

We introduce different types of DLCS by imposing restrictions of
the allowed types of transitions.

Type ¿ A general DLCS L is of type ¿. In the sequel we will
identify syntactic fragments of L which does not use send oper-
ations and receive operations. These two fragments would corre-
spond to type ≈ and ¡ respectively. We further identify more re-
fined fragments of type ¡ DLCS which give rise to types ¬ . . . ƒ.

Type ¡ A DLCS L is of type ¡ if � “ �

snd , i.e., L does not
contain any receive transitions. Notice that for any DLCS of type ¡,
reachability and k-phase reachability coincide for all k • 1.

Type ¬ Consider a DLCS L “ xQ,X , C,⌃,�y. Consider a
function � : Q fiÑ EqRel pX q that labels each state of L with
an equivalence relation on the set of variables X . We say that L is
of type ¬ wrt. � if the following conditions are satisfied: (i) L is of
type ¡. (ii) Each transition xq1, op, q2y P �, with � pq1q “ R1 and
� pq2q “ R2, satisfies that R2 “ oppR1q ‰ K. A configuration
� “ xq, V,!y is said to be consistent wrt. � if V |ù � pqq.

We show how to reduce the reachability problem for DLCS
L “ xQ,X , C,⌃,�y of type ¡ to the reachability problem for
DLCS of type ¬. To that end, we will define three functions that
(i) convert a DLCS L of type ¡ to a DLCS K type ¬, (ii) con-
vert a configuration of L to a configuration of K, (iii) convert a
set of configurations of K to a set of configurations of L. We de-
fine Conv¡¨¬ pLq to be the DLCS K :“ @

Q

K
,XK

, CK
,⌃

K
,�

KD
,

where XK
:“ X , CK

:“ C, ⌃

K
:“ ⌃. We define Q

K
:“

txq,Ry | pq P Qq ^ pR P EqRel pX qqu, i.e., each state in K is
composed of a state of L together with an encoding of the equiva-
lence relation to be satisfied by the current values of the variables.
We define �K to be the set of tuples xxq1,R1y , op, xq2,R2yy such
that (i) xq1, op, q2y P �, and (ii) R2 “ oppR1q ‰ K. Define the
labeling � where � pxq,Ryq :“ R.

LEMMA 4. K is of type ¬ wrt. �.

For a configuration � “ xq, V,!y, we define Conv¡¨¬ p�q :“
xxq,Ry , V,!y where R is the (unique) equivalence relation R P
EqRel pX q such that V |ù R. In other words, R is an abstraction
of V relating elements that are assigned identical values by V .

For a configuration � “ xxq,Ry , V,!y P ConfsOf pKq with
V |ù R, we define Conv¬¨¡ p�q :“ xq, V,!y, i.e., we ab-
stract away the equivalence relation in the definition of a state
in K. For a set of configurations � Ñ ConfsOf pKq, we define
Conv¬¨¡ p�q :“

!
Conv¬¨¡ p�q | � P �

)
.

LEMMA 5. Reach pLq p�q “
Conv¬¨¡

´
Reach

´
Conv¡¨¬ pLq

¯ ´
Conv¡¨¬ p�q

¯¯
.

Type √ We say that L is of type √ wrt. a labeling function
� : Q fiÑ EqRel pX q if (i) L is of type ¬ wrt. �. (ii) L is an
SCC.

Type ƒ To define DLCS of type ƒ, we use the following defi-
nition. For a DLCS L “ xQ,X , C,⌃,�y, and a set of variables
I Ñ X , we say that L is stable wrt. I if each variable ◆ P I is
only used in operations of the form x – ◆, where x R I . In other
words, the value of a variable in I may be assigned to another vari-
able (outside I). However, its value is never modified, or compared
to other variables. Furthermore, such a variable is not used in send
operations.

Consider a DLCS L “ xQ,X Y I, C,⌃,�y, where the set of
variables is partitioned in two subsets X and I . Consider a function
� : Q fiÑ EqRel pX Y Iq. We say that L is of type ƒ wrt. � and I if
the following conditions are satisfied: (i) L is of type √ wrt. �. (ii)
L is stable wrt. I . Intuitively, each variable ◆ P I is used to record
the initial value of some variables in X , and hence ◆ is never used
in transitions except when its value is assigned to some other vari-
able. We will define three functions, namely Conv√¨ƒ pL,�, rq,
Conv√¨ƒ p�q, and Convƒ¨√ p�q, to convert the reachability prob-
lem for type √ DLCS to the reachability problem for type ƒ DLCS.

Consider a DLCS L “ xQ,X , C,⌃,�y of type √ wrt. a la-
beling � : Q fiÑ EqRel pX q, and a state r P Q. We define
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Conv√¨ƒ pL,�, rq to be the DLCS K :“ @
Q

K
,XK

, CK
,⌃

K
,�

KD

where CK “ C, ⌃

K “ ⌃, and XK
:“ X Y I with I “

t◆
x

| x P X u. In other words, we add a new variable ◆

x

for each
variable x P X . Define S P EqRel pX Y Iq to be the unique re-
lation such that S ˇ̌

X “ � prq and rxsS “ r◆
x

sS for all x P X .
In other words, S extends each block B in � prq with the cor-
responding elements from I . We define the set of states Q

K Ñ
Q ˆ EqRel

`XK˘
and define �

K to be the smallest set such that

• xr,Sy P Q

K, and
• if xq1,R1y P Q

K, xq1, op, q2y P � and R2 “ oppR1q ‰ K
then (i) xq2,R2y P Q

K, (ii) xxq1,R1y , op, xq2,R2yy P �

K,
and (iii) if op “ px – ⇣q and r◆sR1

X X “ H then
xxq1,R1y , x– ◆, xq2,R2yy P �

K where R2 “ R1 rx ñ ◆s.
Intuitively, for each transition in t P �, we add a transition per-
forming an identical operation in �

K such that the latter respects
the equivalence relations on the variables (the ones in both X and
I). Notice that t only uses the variables in X . Furthermore, since
operations of the form x – ⇣ will assign to x values that are dif-
ferent from the values of all the variables in I , we also need to add a
transition of the form x– ◆ in case the block of ◆ does not contain
elements from X (the block in such a case is a singleton.) Define
the labeling �

1 such that �1 pxq,Ryq :“ R.

LEMMA 6. K is of type ƒ wrt. �1 and I .

Consider a configuration � “ xr, V,!y P ConfsOf pLq that is
consistent wrt. �. Define Conv√¨ƒ p�q :“ �

1 “ @xr,Sy , V 1
,!

D

where V

1
: pX Y Iq fiÑ D is the unique variable state such that

V

1 ˇ̌
X “ V

ˇ̌
X and V

1p◆
x

q “ V pxq. In other words, we derive �

1

from � by defining the value of each member of I to be equal
to the value of corresponding variable in X . For a configuration
� “ xxq,Ry , V,!y P ConfsOf pKq, we define Convƒ¨√ p�q :“@@

q,Rˇ̌
X

D
, V

ˇ̌
X ,!

D
, i.e., we abstract away the values of the vari-

ables in I . For a set of configurations � Ñ ConfsOf pKq, we define
Convƒ¨√ p�q :“

!
Convƒ¨√ p�q | � P �

)
.

LEMMA 7. Reach pLq p�q “
Convƒ¨√

´
Reach

´
Conv√¨ƒ pL,�, rq

¯ ´
Conv√¨ƒ p�q

¯¯
.

Type ≈ We say that L is of type ≈ if � “ �

rcv , i.e., L does not
contain any send transitions.

5.3 Computing k-Phase Reachability

In this section, we show how to compute a finite set of symbolic
configurations that characterize the reachability set. We start by
the simplest types of DLCS, and then derive the set of symbolic
configurations for one type from those computed for the simpler
types.

Type ƒ. Consider a DLCS L “ xQ,X Y I, C,⌃,�y of type ƒ
wrt. a labeling � and I . For a state q P Q, we say that q is cov-
ered wrt. � and I , if, for every x P X , there is an ◆ P I such that
rxs

�pqq “ r◆s
�pqq. For a configuration � P ConfsOf pLq, we say

that � is covered wrt. � and I , if StateOf p�q is covered wrt. �
and I . We say that � is proper wrt. � and I , if � is (i) covered wrt.
� and I , and (ii) consistent wrt. �. Proper configurations represent
“initial configurations” from which we will start the computations
of the system. We will define a set of symbolic configurations over
the set I that uniformly characterizes the reachable sets from all
proper configurations that have a given local state and whose vari-
ables satisfy a given equivalence relation. The characterization is
based on several properties of DLCS of type ƒ. First, if we start
from a proper configuration �, then for any reachable configuration

�

1 (i.e., �›̊ÑL�
1), it is the case that �1 is consistent with �. This

implies that all transitions t with SourceOf ptq “ StateOf
`
�

1˘

are enabled from �

1, and hence, from �

1 we can traverse any se-
quence of transitions corresponding to a path inside GraphOf pLq.
Consequently all states in Q are actually reachable from �. Fur-
thermore, for all states, we reach exactly the same set of channel
states. The reason is that whenever we have a given word w in a
channel ch in a state q1, we can traverse a sequence of transitions
leading from q1 to another state q2 while losing all the extra mes-
sages we send to ch along the path, and hence obtaining w in ch
in q2. Finally, the set of channel states can be characterized by a
star atomic expression. The reason is that different messages can
be sent to the channels arbitrary numbers of times, by traversing
the graph of L, and the order among messages is irrelevant (we can
obtain any order trough re-sending and losing of messages).

We characterize the channel states as a DSRE over I For each
channel ch P C, we define DSREOf pch,L,�q :“ E

˚ where E

is the smallest star atomic expression E

˚ over I , with E con-
taining the following elements: (i) For each q1, q2 P Q, ch P C,
x P X , ◆ P I , a P ⌃, such that rxs

�pq1q X I ‰ H and
xq1, ch!xa, xy , q2y P �, we have that ap◆q P E for some ◆ with
rxs

�pq1q “ r◆s
�pq1q. Intuitively, the current value of x is equal

to the initial value ◆, and hence the value of the message sent to
the channel is encoded correspondingly. (ii) For each q1, q2 P Q,
ch P C, x P X , a P ⌃, such that rxs

�pq1q X I “ H and
xq1, ch!xa, xy , q2y P �, we have that ap Iq P E. The current
value of x is different from the initial values of all the variables,
and hence the value of the message is encoded accordingly. Define
the DSRE DSREOf pL,�q :“ � where �pchq :“ DSREOf pch,L,�q
for all ch P C. Define the set of symbolic configurations
SymConfOf pL,�q :“ txq,�pqq, DSREOf pL,�qy | q P Qu. Notice
that SymConfOf pL,�q is defined over I . Consider a plain config-
uration � P ConfsOf pLq that is proper wrt. � and I . Define the
valuation ✓ : I fiÑ D such that ✓p◆

x

q :“ VarStateOf p�q pxq.

LEMMA 8.
 @

q, V

ˇ̌
X ,!

D | xq, V,!y P Reach pLq p�q( “
JSymConfOf pL,�qK

✓

.

Type √ We derive the set of symbolic configurations for DLCS
of type √ from the set of symbolic configurations DLCS of type
ƒ. Consider a DLCS L “ xQ,X , C,⌃,�y of type √ wrt. a la-
beling � : Q fiÑ EqRel pX q, and a state r P Q. Define K :“
Conv√¨ƒ pL,�, rq. Let the labeling �

1 be such that �1pq,Rq “
R. Define SymConfOf pL,�, qq to be the set of symbolic con-
figurations of the form xq,V,�y such that xxq,Ry ,V,�y P
SymConfOf

`K,�

1˘ for some R P EqRel
`XK˘

. Consider a plain
configuration � P ConfsOf pLq such that StateOf p�q “ r and
such that � is consistent wrt. �. Define the valuation ✓ : I fiÑ D
such that ✓p◆

x

q :“ VarStateOf p�q pxq. Using Lemma 8 and
Lemma 7 we can prove the following lemma.

LEMMA 9. Reach pLq p�q “ JSymConfOf pL,�, rqK
✓

.

Type ¬ Consider a DLCS L “ xQ,X , C,⌃,�y that is of type ¬
wrt. a labeling � : Q fiÑ EqRel pX q. We describe how to compute
the symbolic configurations for L. The idea is to consider the
SCC graph of GraphOf pLq, derive the symbolic configurations
for each SCC separately, and then combine the results for the
different SCCs. In defining the symbolic configurations, we will
use particular sets of initiators. More precisely, for a DLCS with a
set of variables X , we will use the set IX :“ t◆

x

| x P X u, which
contains one initiator for each variable in X . Intuitively, we will use
◆

x

to carry the initial value of x. Furthermore, for each i, j P N,
we consider the initiator set I

i

X :“  
◆

i

x

| x P X(
, and define

I

ri..js
X :“ Y

i§k§j

I

k

X . We will use the different sets to characterize
initial values of variables in the different SCCs in the graph of a
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DLCS. We define Depth pLq to be the length of the longest simple
path in the SCC graph of L. Let d “ Depth pLq. We will use
induction on d to compute the set of symbolic configurations. To
that end we use the set of Ir0..d s

X of initiators. Intuitively, we first
define a set of symbolic configurations over IX for the current
SCC C using the construction for type √ described above. Then,
using induction, we derive a set of symbolic configurations over
I

r0..d ´1s
X corresponding to the paths from C in SCC graph of
GraphOf pLq. Finally, we compose these sets to obtain a set over
I

r0..d s
X . First we define some operations on the sets. For x P X , and
i P N, we define x

``
:“ x, p◆

x

q``
:“ ◆

0
x

, and
`
◆

i

x

˘``
:“ ◆

i`1
x

.
In other words, the operation leaves a variable in X as it is,
transforms an initiator in IX to the corresponding initiator in I

0
X ,

and increases the index of the initiator otherwise. We will now
define operations to compose symbolic configurations for a given
SCC C with the ones derived for the SCCs below C. Consider a
set J Ñ X YIX YI

ri..js
X , and a relation R P EqRel pJq. We define

the relation R``
:“  @

x

``
, y

``D | xx, yy P R(
. Notice that,

if J Ñ X Y I

ri..js
X then R`` P EqRel

´
X Y I

ri`1..j`1s
X

¯
. For

relations R1 P EqRel pX Y IX q and R2 P EqRel
´
X Y I

r0..is
X

¯
,

we define R1 d R2 to be the set of equivalence relations
R3 P EqRel

´
X Y I

r0..i`1s
X

¯
such that R``

2 “ R3

ˇ̌
XYI

r1..i`1s
X

,
`R3 X pI0X ˆ I

0
X q˘ “  @

◆

0
x

, ◆

0
y

D | @
◆

x

, ◆

y

D P R1

(
,`R3 X pI1X ˆ I

1
X q˘ “  @

◆

1
x

, ◆

1
y

D | xx, yy P R1

(
, and`R3 X pI0X ˆ I

1
X q˘ “  @

◆

0
x

, ◆

1
y

D | x◆
x

, yy P R1

(
. For a DSRE

� over IX or over I

r0..is
X , we define �

`` to be the DSRE �

1

we get by replacing each occurrence of an initiator ◆ in � with
◆

``. Notice that �

1 is defined over I

0
X in the first case, and

over I

r1..i`1s
X in the second case. For a symbolic configuration

� “ xq,V,�y, we define �

``
:“ @

q,V``
,�

``D
. Consider

symbolic configurations �1 “ xq1,V1,�1y over IX , and
�2 “ xq2,V2,�2y over I

r0..is
X . We define �1 d �2 to be the set

of symbolic configurations �3 “ xq3,V3,�3y where q3 “ q2,
V3 P V1 d V2, and �3 “ �

``
1 ‚ �

``
2 . Notice that �3 is defined

over I

r0..i`1s
X . Intuitively, �1 characterizes a set of reachable

configurations, defined over IX , for a given SCC C, while �2

characterizes a set of reachable configurations, defined over Ir0..ds
X ,

for the SCCs below C. For a state q P Q, define OutOf pqq :“
tt P � | pSourceOf ptq “ qq ^ pTargetOf ptq R SCCOf pL, qqqu.

Consider a state q P Q. We define a set of symbolic con-
figurations B :“ SymConfOf pL,�, qq where B over I

r0..d s
X .

We define B using induction on d as follows. Define L1 :“
Lˇ̌

SCCOfpL,qq, and �1 :“ �

ˇ̌
SCCOfpL,qq. Since L1 is of type √

wrt. �1, we can, as described above, compute the set of sym-
bolic configurations B1 “ SymConfOf pL1,�1, qq over IX . De-
fine B2 :“ î

tPOutOfpqq Post ptq pB1q. Intuitively, the set B2 char-
acterizes the set of configurations we get after performing tran-
sitions that connect the SCC corresponding to L1 to the next
SCCs in GraphOf pLq. We define B to be the smallest set con-
taining both B``

1 and the following elements. Take any �2 “
xq2,V2,�2y P B2. Define the DLCS L2 :“ Lˇ̌

q2 ̊L
. Notice

that d2 :“ Depth pL2q § d ´ 1. Define �2 :“ �

ˇ̌
q2 ̊L

.
By the induction hypothesis, we can compute the set B3 :“
SymConfOf pL2,�2, q2q of symbolic configurations over I

r0..d2s
X .

For each �3 P B3, the set B contains the set �2 d �3.
Consider a plain configuration � P ConfsOf pLq such that

StateOf p�q “ q and such that � is consistent wrt. �. Define the
valuation ✓ : I

0
X fiÑ D such that ✓p◆0

x

q :“ VarStateOf p�q pxq.
By Lemma 9 we get the following lemma.

LEMMA 10. Reach pLq p�q “ JSymConfOf pL,�, qqK
✓

.

Type ¡ Consider a DLCS L “ xQ,X , C,⌃,�y of type
¡, a state q P Q, and a relation R P EqRel pX q. De-
fine L1

:“ Conv¡¨¬ pLq. Define SymConfOf pL, q,Rq :“
SymConfOf

`L1
,�, xq,Ry˘

where � pxq,Ryq “ R. Consider a
plain configuration � P ConfsOf pLq such that StateOf p�q “ q

and VarStateOf p�q |ù R. Define the valuation ✓ : I

0
X fiÑ D such

that ✓p◆0
x

q :“ VarStateOf p�q pxq. By Lemma 10 and Lemma 5
we get the following lemma.

LEMMA 11. Reach pLq p�q “ JSymConfOf pL, q,RqK
✓

.

Type ≈ Consider a DLCS L “ xQ,X , C,⌃,�y of type ≈ Con-
sider a set of symbolic configurations B defined over an initia-
tor set I . We define measure pBq P N as follows. For a prod-
uct p “ e1 ‚ ¨ ¨ ¨ ‚ e

n

, we define measure ppq :“ n, i.e., it
is the length of p. For a DSRE �, we define measure p�q :“
maxchPC measure p�pchqq. For a symbolic configuration �, we de-
fine measure p�q :“ measure pChannelStateOf p�qq. Finally
we define measure pBq :“ max

�PB measure p�q. Notice that,
for symbolic configurations �1,�2, and a transition t P �

rcv , if
�2 P Post ptq p�1q then measure p�2q § measure p�1q. Notice
also that for each k P N, there are only finitely many symbolic
configurations over I with measure k.

Consider a finite set B of symbolic configurations over I . Let B1

be the smallest set such that (i) B Ñ B1, and (ii) B1 “ Post
`
B1˘.

By the two properties of the function measure stated above, it
follows that B1 is finite. Consider a valuation ✓ : I

X
0 fiÑ D. By

the definition of Post it follows that:

LEMMA 12. Reach pLq `
JBK

✓

˘ “ JB1K
✓

.

Type ¿ Consider a DLCS L “ xQ,X , C,⌃,�y of type ¿, a state
q P Q, and a relation R P EqRel pX q. We show by induction
that, for each k, we can derive an ` P N and construct a set of
symbolic configurations SymConfOf pL, q,Rq :“ B over I

r0..`s
X

such that, for each plain configuration �, with StateOf p�q “
q and VarStateOf p�q |ù R, the following holds. Define the
valuation ✓ : I

0
X fiÑ D such that ✓p◆0

x

q :“ VarStateOf p�q pxq.

LEMMA 13. Reach pkq pLq p�q “ JSymConfOf pL, q,RqK
✓

.

Suppose that we have already derived B for k phases. We will show
by induction that we can, for the next phase, derive a new set B1 and
`

1 P N such that the statement of Lemma 13 is satisfied. If the next
phase is a receive then we apply the construction of Lemma 12 to
derive B1 and define `

1
:“ ` (notice that the we do not change the

set of initiators in this case.)
Now, we consider the case where the next phase is a

send. The next phase will then correspond to a DLCS L1 “A
Q

1
,X 1

, C1
,⌃

1
,�

1 E
of type ¡. We define the set B1 to contain

all symbolic configurations of the form of �

1 derived below. Let
�1 “ xq1,V1,�1y P B. Let R1 :“ V1

ˇ̌
X . Use the construction

of Lemma 11 to derive B2 :“ SymConfOf pL, q1,R1q. Suppose
that B2 is defined over the set Ir0..`2s

X . Select any symbolic con-
figuration �3 “ xq3,V3,�3y P B2. Let �4 “ xq4,V4,�4y be
the symbolic configuration we get from �3 by replacing each ini-
tiator ◆i

x

by the initiator ◆i```1
x

. Notice that q4 “ q3 and that �4

is defined over Ir``1..```2`1s
X . Define �

1
:“ xq5,V5,�5y, where

q5 “ q4 and �5 “ �4 ‚ �1. Furthermore, we select V5 P
EqRel

´
X Y I

r0..````2`1s
X

¯
to be a relation such that V5

ˇ̌
I

r0..`s
X

“
V1, V5

ˇ̌
XYI

r``1..```2`1s
X

“ V4, and V5 X pIjX ˆ I

r``1s
X q “

 @
◆

j

x

, ◆

``1
y

D | @
◆

j

x

, y

D P V1

(
, for all j : 0 § j § `. This gives

the following theorem.
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THEOREM 14. Consider a DLCS L “ xQ,X , C,⌃,�y, a state
q P Q, and a relation R P EqRel pX q. For any k P N, we
can derive an ` P N and a finite set B of symbolic configurations
over Ir0..`s

X such that for any plain configuration � P ConfsOf pLq
such that StateOf p�q “ q and VarStateOf p�q |ù R, we have
Reach pkq p�q pqq “ JBK

✓

, where ✓ : I

0
X fiÑ D is such that

✓p◆0
x

q “ V pxq for all x P X .

From Theorem 14 we get decidability of the k-bounded-
phase reachability problem. More precisely, given a DLCS L “
xQ,X , C,⌃,�y, a plain configuration �, and a state Target P
Q we proceed as follows. Let q “ StateOf p�q and let R P
EqRel pX q be the unique relation such that VarStateOf p�q |ù R.
Derive a set B of symbolic configurations as described in Theo-
rem 14, and check whether the state of any member of B is equal
to Target.

THEOREM 15. The bounded-phase reachability problem is decid-
able.

6. Conclusions and Future Work

We have presented a model, called DLCS, that generalizes lossy
channel systems by augmenting the model with a finite set of vari-
ables and channel messages that carry values from an infinite data
domain. We have shown undecidability of the reachability prob-
lem, and decidability of the bounded phase reachability problem.
The undecidability result can be strengthened in several ways. For
instance, we can show undecidability for DLCS that are restricted
to have a single channel, by concatenating the encoding of the two
counters in the given channel. We can also remove the endmarkers
used in the simulation thus obtaining undecidability for the case
where the channel alphabet is a singleton. We use five variables
in our undecidability proof, and leave open the case where we re-
strict the DLCS to have a fewer number of variables (the case of
a single variable can be easily reduced to the case of LCS without
data.) Another direction for future work is to consider bounded-
phase reachability under a richer set of relations on the data do-
main, e.g., by allowing gap-order constraints [5] on the set of vari-
ables instead of only equalities and disequalities. Finally we intend
to study context-bounded analysis [23] as another way to achieve
decidability results for DLCS.
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Abstract
We study the FO model checking problem of dense graph classes,
namely those which are FO-interpretable in some sparse graph
classes. Note that if an input dense graph is given together with the
corresponding FO interpretation in a sparse graph, one can easily
solve the model checking problem using the existing algorithms for
sparse graph classes. However, if the assumed interpretation is not
given, then the situation is markedly harder.

In this paper we give a structural characterization of graph
classes which are FO interpretable in graph classes of bounded
degree. This characterization allows us to efficiently compute such
an interpretation for an input graph. As a consequence, we obtain
an FPT algorithm for FO model checking of graph classes FO
interpretable in graph classes of bounded degree. The approach we
use to obtain these results may also be of independent interest.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Model theory

General Terms FO Logic, Model-Checking, Logic Interpreta-
tions, Sparse Graph Classes, Parameterized Complexity

Keywords FO Logic, Model-Checking, Logic Interpretations,
Sparse Graph Classes, Parameterized Complexity

1. Introduction
Algorithmic metatheorems are theorems stating that all problems
expressible in a certain logic are efficiently solvable on certain
classes of (relational) structures, e.g. on finite graphs. Note that
the model checking problem for first-order logic – given a graph
G and an FO formula � we want to decide whether G satisfies �
(written as G |= �) – is trivially solvable in time |V (G)|O(|�|).
“Efficient solvability” hence in this context often means fixed-
parameter tractability (FPT); that is, solvability in time f(|�|) ·
|V (G)|O(1) for some computable function f .

In the past two decades algorithmic metatheorems for FO logic
on sparse graph classes received considerable attention. After the
result of Seese [16] establishing fixed-parameter tractability of FO
model checking on graphs of bounded degree there followed a se-
ries of results [3, 5, 6] establishing the same result for increasingly
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rich sparse graph classes. This line of research culminated in the
result of Grohe, Kreutzer and Siebertz [11], who proved that FO
model checking is FPT on nowhere dense graph classes.

The result of Grohe, Kreutzer and Siebertz [11] is essentially the
best possible of its kind, in the following sense: If a graph class D is
monotone (i.e., closed on taking subgraphs) and not nowhere dense,
then the FO model checking problem on D is as hard as that on
all graphs. Possible ways to continue the research into algorithmic
metatheorems for FO logic include the following two.

First, one can study relational structures other than graphs. This
line of research has recently been initiated by Bova, Ganian and
Szeider [1], who gave an FPT algorithm for existential FO model
checking on partially ordered sets of bounded size of a maximum
antichain. Shortly after followed the result of Gajarský et al. [8],
who extended [1] to full FO. Apart from these results, very little is
known and it remains to be seen what other types of structures and
their parameterizations admit fast FO model checking algorithms.
Second, one may consider metatheorems for FO logic on classes
of graphs which are not sparse. Again, little is known along this
line of research. One can mention the result of Ganian et al. [10]
establishing that certain subclasses of interval graphs admit an FPT
algorithm for FO model checking. Besides, the aforementioned
result of [8] can also be seen as a result about dense (albeit directed)
graphs, and [8] actually happens to imply the result of [10].

We would like to initiate a systematic study of dense graph
classes for which the FO model checking problem is efficiently
solvable. It appears that a natural way to arrive at new graph classes
admitting FPT algorithms for FO model checking, is by means of
interpretation. In a simplified setting (although, see Section 4.3
for the more general case) – given a graph G and an FO formula
 (x, y) with two free variables, we can define a graph H = I (G)
on the same vertex set as G and the edge set determined by  (x, y):
a pair of distinct vertices u, v is an edge of H iff G |=  (u, v) or
G |=  (v, u). We then say that H is interpreted in G using  . A
graph class D is interpretable in a graph class C if there exists an
FO formula  (x, y) such that every member of D is interpreted in
some member of C using  .

In this context we ask the following question:

Question 1.1. Let C be a graph class admitting an FPT algorithm
for FO model checking, and D be a graph class interpretable in C.
Does there exist an FPT algorithm for FO model checking on D?

It might seem that a definite easy answer is ‘yes’, based on
the following natural property of interpretations: if H 2 D is
interpreted in G 2 C using formula  (x, y), and our question is
to decide whether H |= �, it is a standard routine to construct a
sentence �0 such that H |= � if and only if G |= �0. Then G |= �0

is decided by the FPT algorithm given for C. However, the difficulty
lies in the fact that our inputs come from D, without any reference
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to the respective members of C in which they are interpreted.
Even if the interpretation formula  (x, y) is fixed and known
beforehand, we have generally no efficient way of obtaining the
respective member G 2 C for an input H 2 D. Thus, Question 1.1
can be reduced to the following:

Question 1.2. Let C,D be graph classes such that D is inter-
pretable in C. Does there exist an integer s and a polynomial-time
algorithm A such that; given H 2 D as input, A outputs G 2 C
and an FO formula  (x, y) of size at most s such that H is inter-
preted in G using  ?

An answer to Question 1.2 is far from being obvious. Take, for
example, the following particular FO interpretation: A graph H is
the square of a graph G if the edges of H are those pairs of vertices
which are at distance at most 2 in G. Then the problem; given H
find G such that H is the square of G, is NP-hard [14]. Another
such negative example, specifically tailored to our settings, is dis-
cussed in Section 4.4. These examples show that it is important to
choose a suitable interpretation formula  (avoiding the hard cases)
in an answer to Question 1.2.

Our contribution. We answer both Questions 1.1 and 1.2 in the
positive for the case when C is a class of graphs of bounded degree.

We first define near-uniform graph classes, based on a new
notion of near-k-twin relation, which generalizes the folklore twin-
vertex relation, and is related also to the neighbourhood diversity
parameter of [12]. The idea behind this approach is to classify pairs
of vertices which have almost the same adjacency to the rest of the
graph. The approach seems promising and may be of independent
use in further investigation of well structured dense graph classes.

We then give an efficient FO model checking algorithm for the
near-uniform graph classes. This algorithm is based upon the above
idea of interpretation; briefly, given a graph H we use the near-
k-twin relation for a suitable value of k to partition the vertex
set of H and to find a bounded degree graph G, such that H is
interpreted in G using a universal formula  depending only on the
class in question. Then we employ the aforementioned algorithm
of Seese [16].

In the second half of the paper we show that the concept of
near-uniform graph classes is robust and sufficiently rich in con-
tent, by proving that the near-uniform graph classes are exactly the
classes which are FO interpretable in graphs of bounded degree. At
this place we remark that properties of graphs which are FO inter-
pretable in graphs of bounded degree have already been studied,
e.g., by Dong, Libkin and Wong in [4] in a different context, but
those previous results do not imply our conclusions. We finish by
sketching some interesting open directions for future research.

2. Preliminaries and outline
In this section we define and discuss interpretations and afterwards
give a brief exposition of ideas leading to our results. We start by
explaining the core ideas behind our approach to analysing dense
graphs and then we sketch the how interpretations are combined
with our approach to dense graphs to obtain the results presented in
Sections 3 and 4.

Graph theory. We work with finite simple undirected graphs and
use standard graph theoretic notation.

Interpretations. We recall the definitions of FO interpretability
for graphs and graph classes. In order to simplify our exposition
and proofs we use a slightly simplified version of interpretations.
However, as we argue later (Section 4.3), this does not really lead
to a loss of generality in our case.

Let  (x, y) be an FO formula with two free variables over
the language of (possibly labelled) graphs such that for any graph

and any u, v it holds that G |=  (u, v) , G |=  (v, u) and
G 6|=  (u, u), i.e. the relation on V (G) defined by the formula
is symmetric and irreflexive. From now on we will assume that
formulas with two free variables are symmetric and irreflexive.
Given a graph G, the formula  (x, y) maps G to a graph H =
I (G) defined by V (H) = V (G) and E(H) = {{u, v} | G |=
 (u, v)}. We then say that the graph H is interpreted in G. Notice
that even though the graph G can be labelled, our graph H is not.
This is to simplify our arguments – nevertheless, one may easily
inherit labels from G to H if needed.

In the rest of the paper, whenever we consider graphs G and
H in context of interpretations, graph G will be the graph in
which we are interpreting, and graph H will be the "result" of the
interpretation.

The notion of interpretation can be extended to graph classes
– to a graph class C the formula  (x, y) assigns the graph class
D = I (C) = {H | H = I (G), G 2 C}. We say that a
graph class D is interpretable in a graph class C if there exists
formula  (x, y) such that D ✓ I (C). Note that we do not require
D = I (C), we just want every graph from D to have a preimage
in C.

Interpretations are useful for defining new graphs from old us-
ing logic (again, we think of H as a result of application of  to
G), but can also be used to evaluate formulas on H quickly, pro-
vided that we have a fast algorithm to evaluate formulas on G. Let
H = I (G), let ✓ be a sentence and let ✓0 be a sentence obtained
from ✓ by replacing every occurrence of the atom edge(x, y) by
 (x, y). Then H |= ✓ () G |= ✓0.

Note that in our definition of interpretation we require that
V (H) = V (G) and use the formula  (x, y) to define the edges
of H , while the usual definition employs a pair of formulas ⌫(x)
and µ(x, y) so that V (H) = {u 2 V (G) | G |= ⌫(u)} and
E(H) = {{u, v} ✓ V (H) | G |= µ(u, v)}. Nevertheless, this
simplification does not lead to a loss of generality: First it is easy to
see that our version of interpretation is just an instance of the ordi-
nary one, by taking µ(x, y) =  (x, y) and setting ⌫(x) = true. As
for the opposite direction, we show in Section 4.3 that graph classes
obtained from graphs of bounded degree using ordinary interpreta-
tions (using ⌫(x) and µ(x, y)) can be equivalently characterized
using only  (x, y).

2.1 Locality, indistinguishability, and the new approach
The existing FPT algorithms for FO model checking of sparse
graph classes we mentioned at the beginning of Section 1 rely heav-
ily on the use of locality of FO logic – the problem of evaluating
FO formulas can be reduced to evaluating local FO formulas (cf.
Gaifman theorem [7], also in Section 4). This, together with the
fact that in sparse graphs it is possible to evaluate local formulas
efficiently, made the locality-based approach suitable for studying
FO logic on sparse graphs. The problem with using this approach
for dense graphs is obvious – in a dense graph the whole graph can
be in the 1-neighbourhood of a single vertex1. This makes evaluat-
ing local formulas around such a vertex expensive (from the FPT
perspective), because this amounts to evaluating them on the whole
graph.

An alternative approach to FO model checking is based on the
concept of vertex indistinguishability. This approach can be used
for dense graphs, but is a bit too limited in its scope. The key no-
tion here is that of twin vertices – two vertices of a graph G are
twins if they have the same neighbourhood. The fact that two ver-
tices u, v are twins means that they behave the same with respect
to any other vertex in a graph. Consequently, no FO formula can

1 This is also true for some sparse graphs, say stars, but we hope that it is
clear that for dense graphs this can cause substantial problems.
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distinguish between u and v. It is not hard to see that the twin re-
lation is an equivalence on the vertex set of a graph. The number
of equivalence classes of this relation is called the neighbourhood
diversity [12] of a graph and graph classes of bounded neighbour-
hood diversity admit a very simple FPT algorithm for FO model
checking. However, as already mentioned, the problem with this
approach is that it is too restrictive – even such simple graph classes
as paths have unbounded neighbourhood diversity.

Our approach is based on observing that the locality-based ap-
proach, when used on sparse graphs, is in its essence based on in-
distinguishability of vertices. For example, in a graph of bounded
degree, all vertices behave in the same way with respect to the rest
of the vertex set (they are non-adjacent to it), with only a few ex-
ceptions (their 1-neighbourhoods). In other words, any two vertices
have almost the same neighbourhood. This leads to the relaxation
of the notion of twin vertices. We say that two vertices are near-
k-twins if their neighbourhoods differ in at most k vertices. To see
how this notion works around the issues with locality and indistin-
guishability explained above, let us consider the near-k-twin rela-
tion on the class Gd of graphs of degree at most d and on the class
Gd of its complements. On every graph from these graph classes,
the near-2d-twin relation is an equivalence with one class. Graphs
from Gd are dense and some of them contain universal vertices.
Moreover, the class of all paths is a subset of G2.

It is important to note that, unlike the ordinary twin relation,
the near-k-twin relation is not automatically guaranteed to be an
equivalence (this depends heavily on specific G and k). However,
when it indeed is an equivalence, it enjoys some desirable structural
properties. This leads us to studying graph classes such that for
each graph from these classes there exists a small k such that
the near-k-twin relation is an equivalence with a small number of
classes – the near-uniform graph classes. The precise definition
of near-uniformity, as well as the details of the above mentioned
structural properties are explained in the first part of Section 3,
where we also show how to exploit these properties to obtain
an FPT algorithm for FO model checking on near-uniform graph
classes.

2.2 Interpretability in graphs of bounded degree
The graph classes which are interpretable in graphs of bounded
degree are studied in Section 4. Their characterization relies on
a simple corollary of Gaifman’s locality theorem: For a graph G
and two vertices u, v 2 V (G) which are far apart form each other,
the validity formula  (u, v) depends only on formulas with one
free variable (up to the quantifier rank q, which depends on  )
valid on u and v (i.e. its logical q-types). This in turn means that
when the formula  (u, v) is used for interpretation (to obtain the
graph H from a graph G of degree at most d) and vertices u and u0

satisfy the same formulas with one free variable (again, up to the
quantifier rank q), u and u0 will be adjacent to the same vertices
in the resulting graph, except for a small number of vertices which
were in their respective r-neighbourhoods in graph G (here r also
depends on  (x, y)). Any two vertices of the same q-type will
therefore be near-k-twins for k = 2 · dr . Since the relation "being
of the same q-type" is an equivalence with a bounded number of
classes, this could lead one to believe that the near-k-twin relation
(for a suitably chosen k) is an equivalence with a bounded number
of classes (independent of G) for any graph from a graph class
interpretable in a class of graphs of bounded degree. This, however,
is not true – it can happen that some vertices u and v of different
q-types can be near-k-twins and vertex w of yet different q-type
can be near-k-twin of v and not a near-k twin of u, thus failing the
transitivity.

The desired characterization of graph classes interpretable in
classes of graphs of bounded degree therefore has a bit more com-

plicated form: A class D is interpretable in a class of graphs of
bounded degree if there exist k0 and p such that for every H 2 D
there exists k 2 {0, . . . , k0} such that near-k-twin relation is an
equivalence on V (H) with at most p classes – this characteri-
zation thus precisely coincides with near-uniformity. Notice that
this, in turn, also implies the existence of an FPT model check-
ing algorithm for graph classes interpretable in classes of graphs of
bounded degree.

3. Near-k-twins and FO model checking
In this section we extend the concept of indistinguishability of twin
vertices and show how this can lead to an efficient FO model check-
ing algorithm. This constitutes the main algorithmic contribution of
the paper. We start by giving a definition of the near-k-twin relation
and outlining the model checking algorithm based on this, while we
postpone further details and a proof of Theorem 3.3 to the rest of
this section.

We begin by clarifying the terminology. We assume that 0 is
a natural number, i.e. 0 2 N. Let X 4Y denote the symmetric
difference of two sets. For a graph G and a vertex v 2 V (G),
we define the neighbourhood of v as NG(v) = {w 2 V (G) |
{v, w} 2 E(G)}. If the graph G is clear from the context, we
write just N(v). Note that, by definition, v 62 N(v).

A useful concept in graph theory is that of twin vertices. Two
vertices u, v 2 V (G) are called false twins if N(u) = N(v), and
they are true twins if N(u) [ {u} = N(v) [ {v}. We actually
follow the concept of false twins, which better suits our purposes,
in the next definition.

Definition 3.1 (near-k-twin). For a graph G and k 2 N, the
near-k-twin relation of G is the relation ⇢k on V (G) defined by
(u, v) 2 ⇢k () |N(u)4N(v)|  k .

Considering, e.g., k a small parameter and G a large graph then,
intuitively, two vertices of G are near-k-twins if they have “almost
the same” neighbourhood. This relation, unlike the ordinary twin
relations on graph vertices, does not always “behave nicely”; in
particular, ⇢k may not be an equivalence relation (see e.g. the
examples below). On the other hand, if the near-k-twin relation is
an equivalence of bounded index, then we can use it to decompose
the vertex set of the graph G and efficiently find an interpretation
of G in a graph of bounded degree. This leads to the following.

Definition 3.2 (near-uniform). A graph G is (k0, p)-near-uniform
if there exists k  k0 for which near-k-twin relation of H is an
equivalence of index at most p.
A graph class D is (k0, p)-near-uniform if every member of D is
(k0, p)-near-uniform, and D is near-uniform if there exist integers
k0, p such that D is (k0, p)-near-uniform.

Our algorithm for near-uniform graph classes can be summa-
rized in the following three steps.

The FO model checking algorithm. Given is graph H from a
(k0, p)-near-uniform graph class D and an FO formula �. Perform
the following steps:

1. For each k := 0, 1, . . . , k0; compute the near-k-twin relation
⇢k of H , and check whether ⇢k is an equivalence of index at
most p. This test has to succeed for some value of k.

2. Compute a universal formula  (x, y) depending on k0 and p,
and the graph GH depending on H and k found in step 1,
such that H = I (GH) and the vertex degrees in GH are at
most 2k0p (Theorem 3.7).

3. Run the algorithm of [16] for FO model checking on graphs
of bounded degree on GH and the formula �0, where �0 is
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Figure 1. An example. The near-2-twin relation ⇢2 of this path
includes pairs (b, d) and (d, f) but not (b, f), and so ⇢2 is not an
equivalence. On the other hand, ⇢1 is an equivalence on this path
and its near-1-twin classes are {a, c}, {e, g}, {b}, {d}, {f}.

obtained from � by replacing every occurrence of edge(z, z0)
with  (z, z0).

Theorem 3.3. Let D be a (k0, p)-near-uniform graph class for
some k0, p 2 N. Then the FO model checking problem in D is fixed-
parameter tractable when parameterized by the formula size, i.e.,
solvable in time f(|�|) · |V (G)|O(1) for a computable function f
and input G,�.

3.1 Properties of the near-k-twin relation
To give details of the algorithm and to prove Theorem 3.3, we study
some structural properties of graphs for which the near-k-twin
relation is actually an equivalence. To simplify the discussion, we
use the following notation. If ⇢k of Definition 3.1 is an equivalence
relation, then we call ⇢k the near-k-twin equivalence of G, and the
equivalence classes of ⇢k the near-k-twin classes of G.

For example, take a class Gd of the graphs of maximum degree
at most d, and let k = 2d. Then the near-k-twin relation ⇢k is
a trivial equivalence of index one (i.e., with one class) for every
graph from Gd. The same holds for the class Gd of the complements
of graphs of Gd. Another sort of examples comes, say, with a
class Bd of the graphs obtained from complete bipartite graphs by
subtracting a subgraph of degrees at most d. For k = 2d and every
graph of Bd, the near-k-twin relation ⇢k is an equivalence of index
at most two.

On the other hand, we can easily see that the near-2-twin rela-
tion of, e.g., a path of length 6 is not an equivalence; Figure 1. Even
more, examples such as that of Figure 1 show that, having a near-k-
twin equivalence for some k, does not imply that the near-k0-twin
relation is an equivalence for k0 > k. That is why we cannot simply
use one universal value of k in Definition 3.2.

As outlined above in the algorithm, our key step is to show that
all near-uniform graph classes are FO interpretable in graph classes
of bounded degree. For this we show that for any two large enough
equivalence classes of a near-k-twin equivalence, it holds that every
vertex from one class is connected to almost all or to almost none
vertices of the other class and vice versa. More precisely:

Lemma 3.4. Let k � 1 and G be a graph such that the near-k-
twin relation ⇢k of G is an equivalence on V (G). Let U and V be
two near-k-twin classes of G with at least 4k + 2 vertices each (it
may be U = V ). Then for every v 2 V we have

min{|U \N(v)|, |U \N(v)|}  2k.

Note that the claim of Lemma 3.4 universally holds only when
both U and V are sufficiently large. A counterexample with small
U is a graph consisting of U = {u} and V inducing a large clique,
such that u is connected to half of the vertices of V . For this graph
the near-1-twin classes are exactly U and V , but both |V \N(u)|
and |V \N(u)| are unbounded.

u

w

u0

U 0,
|U 0| = 4k + 2

V ,
|V | � 4k + 2

Figure 2. An illustration; counting the pairs (w, {u, u0}) such that
w 2 V , u, u0 2 U 0 in the proof of Lemma 3.4, in case U 6= V .

Proof. For x 2 V (G) and A ✓ V (G), let ↵A(x) = min{|N(x)\
A|, |A \ N(x)|}. Thus to prove the lemma we need to show that
↵U (v)  2k for v 2 V .

Towards a contradiction assume ↵U (v) � 2k + 1 for some
v 2 V . Clearly, there is a subset U 0 ✓ U such that |U 0| = 4k + 2
and ↵U0

(v) � 2k + 1, too. Since |N(w)4N(v)|  k for
any w 2 V by the definition of ⇢k, we also get ↵U0

(w) �
↵U0

(v)� k � 2k + 1� k = k + 1 for all w 2 V .
We are going to count the number D of pairs (w, {u, u0}) such

that w 2 V , u, u0 2 U 0 are distinct vertices and exactly one of
wu, wu0 is an edge of G. See Figure 2. On the one hand, for any
fixed u, u0 2 U 0, every w forming such a desired pair (w, {u, u0})
belongs to N(u)4N(u0) and so we have got an upper bound

D 
X

{u,u0}2(U0
2 )

|N(u)4N(u0)| 


 
|U 0|
2

!
· k =

 
4k + 2

2

!
· k < 3k2(4k + 2) ,

(1)

where |N(u)4N(u0)|  k holds by the definition of ⇢k.
On the other hand, we may fix w 2 V and count the number

of unordered pairs u, u0 2 U 0 \ {w} such that exactly one of
wu, wu0 is an edge of G; this number is equal to |N(w) \ U 0| ·
|U 0 \ N(w)| = ↵U0

(w) ·
�
|U 0| � ↵U0

(w)
�

if w 62 U 0, and to
↵U0

(w) ·
�
|U 0|�1�↵U0

(w)
�

or (↵U0
(w)�1) ·

�
|U 0|�↵U0

(w)
�

if w 2 U 0. Therefore,

D �
X

w2V

�
↵U0

(w)� 1
�
·
�
|U 0|� 1� ↵U0

(w)
�

�
X

w2V

(k + 1� 1)(4k + 2� 1� k � 1)

= |V | · 3k2 � 3k2(4k + 2)

(2)

since we have got ↵U0
(w) � k + 1 and |V | � 4k + 2 = |U 0|.

Now, (1) and (2) are in a contradiction, and hence the sought
conclusion follows.

Corollary 3.5. Let U and V be the two classes of Lemma 3.4 such
that |U |, |V | � 5k + 1. Then exactly one of the following two
possibilities holds:

a) every vertex of U is connected to at most 2k vertices of V and
every vertex of V is connected to at most 2k vertices of U , or

b) every vertex of U is connected to all but at most 2k vertices of V
and every vertex of V is connected to all but at most 2k vertices
of U .

Proof. We first show that either
• every vertex of U is connected to at most 2k vertices of V , or
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• every vertex of U is connected to all but 2k vertices of V .

Indeed, for any vertex v 2 U taken separately, only one of these
cases can happen since |V | > 4k, and one of these cases has to
happen by Lemma 3.4. Assume that there exist v, w 2 U with v
having at most 2k neighbours in V while w is connected to all but
at most 2k vertices of V . Then |N(v)4N(w)| � |V |�2k�2k �
k + 1, contradicting the definition of ⇢k.

To finish the proof, we have to show the the following case
(relevant if U 6= V ) is impossible: every vertex of U connected
to at most 2k vertices of V and every vertex of V connected to
all but at most 2k vertices of U . In the argument we count the total
number of edges between U and V ; it would be at most 2k·|U | and,
at the same time, at least (|U | � 2k) · |V |. Though, the difference
between these lower and upper estimates is

(|U |� 2k) · |V | � 2k · |U |
= |U | · |V |� 2k · (|U |+ |V |)
=

�
|U |� 4k

��
|V |� 4k

�
+ 2k

�
|U |+ |V |

�
� 16k2

> k · k + 2k(5k + 5k)� 16k2 = 5k2 > 0,

(3)

a contradiction, thus finishing the whole proof.

Remark 3.6. Note that Corollary 3.5 still applies if U = V . I.e., for
a single near-k-twin equivalence class U with |U | > 5k + 1 either

a) every vertex of U has at most 2k neighbours in U , or
b) every vertex of U has at least |U |� 2k neighbours in U .

3.2 From near-k-twins to bounded degree
Here we present the core of our algorithm – a procedure which,
given a graph H for which the near-k-twin relation of H is an
equivalence of bounded index, produces a (labelled) graph GH (on
the same vertex set) of bounded degree, and a formula  (x, y) such
that H = I (GH).

The idea behind the procedure is the following: We start by
dividing the near-k-twin classes of H into “small” and “large” ones
(w.r.t. k), dealing with each of these two types of classes separately.

• Each large class (more precisely, the vertices in the class) is
assigned a label and each pair of large classes receives another
label indicating whether there are “almost all” or “almost none”
edges between the two classes. The exceptions to “almost all”
or “almost none” rules will be remembered by edges of the
graph GH (by Corollary 3.5 each vertex has a bounded number
of such exceptions, hence the bounded degree of GH ). Using
these labels and the graph GH we properly encode the H-
adjacency between the vertices in the large classes.

• The H-adjacency of the vertices from small equivalence classes
(both within the small classes and also to the large ones) is
encoded by assigning a new label to each such vertex and
another new label to its neighbourhood. The vertices from small
classes have no edges in the graph GH .

Note that the construction sketched above depends on k and also
on the number of near-k-twin equivalence classes of H . Unfortu-
nately, as explained earlier, we cannot fix one universal value of the
parameter k beforehand, but at least we can use upper bounds on
both k and the number of equivalence classes (as in Definition 3.2).
With a slightly more complicated use of labels, we can then give
a universal formula  (x, y) which depends only on the parameters
k0 and p of a (k0, p)-near-uniform graph class D, but is indepen-
dent from particular H 2 D. This way we get a result even stronger
than what is required for the proof of Theorem 3.3 (see Section 4
for more discussion):

W W

V1

V2

V3

Figure 3. An illustration; small (on the left, W ) and large (on
the right, W ) near-k-twin classes of a graph H , and prevailing
adjacencies within the large classes remembered by sets F1 = {1}
and F2 = {{1, 2}}, as in the proof of Theorem 3.7.

Theorem 3.7. Let k0, p 2 N, and D be a (k0, p)-near-uniform
graph class. There exists an FO formula  (x, y), depending only
on k0 and p, such that D ✓ I (G2k0p) where Gd denotes the class
of (finite) graphs of degree at most d.

Furthermore, for any H 2 D and k  k0 such that the near-
k-twin relation of H is an equivalence of index at most p, one
can in polynomial time compute a graph GH 2 G2k0p such that
H = I (GH).

Proof. We are going to prove the theorem by defining the formula
 (x, y) and, for each H 2 D, efficiently constructing a graph
GH 2 G2k0p such that H = I (GH). We give the construction
of the graph GH first, while postponing the definition of  to the
end of the proof.

Let 0  k  k0 be such that the near-k-twin relation of
H is an equivalence of index at most p. Let V1, . . . , Vm where
m  p be the near-k-twin classes of H with more than 5k vertices
(possible “small” near-k-twin classes are ignored now). Observe
that W = V1[· · ·[Vm contains all but at most 5k(p�m)  5k0p
vertices of H . Let W = V (H) \W denote the remaining vertices
in “small” equivalence classes. See an illustration in Figure 3.

We will construct the graph GH in three stages. First, we define
the graph G1 = (W,E1 [ E2) on the set W , where the edge sets
are given as:

• Let F1 be the set of those indices i from {1, . . . ,m} such
that every vertex of Vi has at least |Vi| � 2k neighbours in Vi

(case (b) of Remark 3.6). We put E1 =
�
{u, v} | u 6= v^9i 2

F1 s.t. u, v 2 Vi

 
.

• Let F2 be the set of those index pairs {i, j} from {1, . . . ,m}
such that every vertex of Vi is connected to all but at most 2k
vertices of Vj and every vertex of Vj is connected to all but
at most 2k vertices of Vi (case (b) of Corollary 3.5). We put
E2 =

�
{u, v} | 9{i, j} 2 F2 s.t. u 2 Vi ^ v 2 Vj

 
.

In the second step, we adjust G1 by the original edges from H:
Let EW = {{u, v} 2 E(H) | u, v 2 W}. Then we put
G2 = (W,E(G1)4EW ). See in Figure 4. Note that every vertex
of G2 has degree at most 2km by Corollary 3.5.

In the degenerate case of k = 0 we arrive at the same conclusion
by the following alternative argument. By the definition, each near-
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�1,�
N
2

�2,�
N
1 �3

�4 �5

�6

�0
1, µ

0
1,2, µ1,3

�2, ⌫
0
1,2, µ2,3

�3, ⌫1,3, ⌫2,3

�N
1 ,�N

5

�N
1 ,�

N
6

W W

Figure 4. An illustration; graph G2 of maximum degree 3 con-
structed for H (the dotted edges) from Figure 3, and the resulting
labelling of V (G2) = W [W , as in the proof of Theorem 3.7.

0-twin class is an independent set and each pair of classes is again
independent or induces a complete bipartite subgraph—this now
defines G1 and G2 which is actually edgeless.

In the third step we add back the vertices from W (remember
that V (H) = W [W ) by putting GH = (W [W,E(G2)). Note
that GH 2 G2km✓ G2k0p ,

Finally we label the vertices of GH by the following fixed label
set, which is independent of particular H 2 D:

L := {�i,�
0
i : i = 1, . . . , p}

[ {µi,j , ⌫i,j , µ
0
i,j , ⌫

0
i,j : 1  i < j  p}

[ {�j ,�
N
j : j = 1, . . . , 5k0p}

The vertices of GH are labelled as follows (see again Figure 4):

• For i = 1, . . . ,m  p, each vertex of Vi is assigned label �0
i if

i 2 F1, and label �i otherwise.
• For 1  i < j  m  p, each vertex of Vi is assigned label
µ0
i,j and each of Vj label ⌫0i,j if {i, j} 2 F2, and labels µi,j and
⌫i,j , respectively, if {i, j} 62 F2.

• Let W = {w1, w2, . . . , wr} be indexed in any chosen order.
For j = 1, . . . , r  5k0p, the vertex wj is assigned label �j

and each neighbour of wj in H is assigned label �N
j .

With GH in place, we can now define the formula

 (x, y) ⌘ (x 6= y) ^ ( 0(x, y) _  0(y, x))

where

 0(x, y) ⌘
_

1 ip

�
�i(x) ^ �i(y) ^ edge(x, y)

�

_
_

1 ip

�
�0
i(x) ^ �0

i(y) ^ ¬edge(x, y)
�

_
_

1 i<j p

�
µi,j(x) ^ ⌫i,j(y) ^ edge(x, y)

�

_
_

1 i<j p

�
µ0
i,j(x) ^ ⌫0i,j(y) ^ ¬edge(x, y)

�

_
_

1 j 5k0p

�
�j(x) ^ �N

j (y)
�
.

Clearly,  (x, y) is independent of particular H 2 D and de-
pends only on the parameters k0 and p. The construction of GH

from H and k is finished in polynomial time and it is also a simple
routine to verify that H = I (GH).

This also finishes the proof of Theorem 3.3 via the fixed-
parameter tractable algorithm of Seese [16].

4. Interpretability of graphs of bounded degree
Having defined near-uniform graph classes, and showing these
classes can be FO interpreted in graph classes of bounded degree,
it is a natural question to ask what is the exact relationship between
those kinds of classes. As it turns out, we can prove (Theorem 4.3)
that each class FO interpretable in a class of graphs of bounded
degree is indeed near-uniform. Thus, near-uniform graph classes
are exactly those graph classes, which are FO interpretable in graph
classes of bounded degree.

4.1 Adjusted Gaifman’s theorem
In the proof of the main result of this section we use the famous
Gaifman’s locality theorem [7] (see also [13]) about the local nature
of the FO logic. However, for our purposes we need a specific
variant of this theorem. To keep the paper self-contained, in this
section we first recap the notation and statement of Gaifman’s
theorem and then state and prove a corollary tailored to our needs.

An FO formula �(x1, . . . , xl) is r-local, sometimes denoted by
�(r)(x1, . . . , xl), if for every graph G and all v1, . . . , vl 2 V (G) it
holds G |= �(v1, . . . , vl) ()

S
1il N

G
r (vi) |= �(v1, . . . , vl),

where NG
r (v) is the subgraph of G induced by v and all vertices of

distance at most r from v.

Theorem 4.1 (Gaifman’s locality theorem). Every first-order for-
mula with free variables x1, . . . , xl is equivalent to a Boolean com-
bination of the following

• local formulas �(r)(x1, . . . , xl) around x1, . . . , xl, and
• basic local sentences, i.e. sentences of the form

9x1 . . . 9xk

0

@
^

1i<jk

dist(xi, xj) > 2r ^
^

1ik

�(r)(xi)

1

A .

For a given q, the set of semantically different FO formulas � of
quantifier rank qr(�)  q with one free variable is finite. Clearly,
this also holds for local FO formulas, as they are a special case of
FO formulas. For a vertex v of a graph G, we define its local logical
FO (q, r)-type as tpG

q,r(v) = {�(r)(x) |G |= �(r)(v) and qr(�) 
q}.

It can be derived from Gaifman’s theorem that if two vertices
u and v are far apart in the graph, then whether  (u, v) holds true
depends only on the logical (q, r)-type of u and v, where q and r
depend on  . This finding is formalized by the following (folklore)
corollary of Theorem 4.1; as we were not able to find this precise
formulation in the literature, we also provide a proof, for the sake
of completeness.

Corollary 4.2. For every FO formula  (y, z) of two free variables
there exist integers r and q such that the following holds true for
any graph G: If u, v1, v2 2 V (G) such that dist(u, v1) > 2r,
dist(u, v2) > 2r and tpG

q,r(v1) = tpG
q,r(v2), then G |=  (u, v1) if

and only if G |=  (u, v2).

Proof. Let  (y, z) be a formula, G a graph and u, v1, v2 2 V (G)
as in the statement of the Corollary. By Theorem 4.1,  (y, z) is
equivalent to a Boolean combination of local formulas �(r)(y, z)
around y and z and basic local sentences. The validity of  (y, z)
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for any choice of y and z therefore depends only on local formulas
�(r)(y, z) around y and z (because the validity of basic local
sentences is independent of the choice of y and z). Thus, whether
G |=  (u, v1) holds true depends only on formulas �(r)(u, v1)
evaluated on the graph induced by NG

r (u) [NG
r (v1).

Because dist(u, v1) > 2r, this graph is actually a disjoint
union of the graphs induced by NG

r (u) and NG
r (v1). By the stan-

dard Ehrenfeucht-Fraisse games argument, validity of NG
r (u) [

NG
r (v1) |= �(r)(u, v1) is then fully determined by the types

tpG
q,r(u) and tpG

q,r(v1) of u and v1 respectively. The same reason-
ing can be applied to u and v2, and since tpG

q,r(v1) = tpG
q,r(v2), the

result follows.

4.2 Characterization of the interpretation
The following theorem provides us with a strong characterization of
the classes FO-interpreted in graphs of degree at most d, in terms of
near-k-twin equivalence. It amounts to, in an essence, the "opposite
direction" to Theorem 3.7.

Theorem 4.3. Let Gd be the class of (finite) graphs with maximum
degree at most d and let  (x, y) be an FO formula with two free
variables. Then there exist k0 and p, depending on d and  , such
that for every H 2 I (Gd) there exists k  k0 for which the near-
k-twin relation of H is an equivalence of index at most p.

Note that, for different graphs H , we may need different values
of k (in particular, there may not be a universal value of k which
would work for the whole class I (Gd)).

Proof. Let G 2 Gd such that H = I (G). Recall that V (H) =
V (G) and {u, v} 2 E(H) if and only if G |=  (u, v). Fixing
G and H , we say that a vertex x 2 V (H) is a-far from y 2
V (H) if the graph distance from x to y in G is greater than a.
From Corollary 4.2 and the fact that there exist altogether finitely
many possible logical q-types of graph vertices (for each q), we
immediately get that there exist integers c (take c = 2r from
Corollary 4.2) and m0 depending on  such that the following
claim holds true.

I. Every graph H = I (G), for G 2 Gd, has a vertex partition
U1 [ · · · [ Um = V (H), where m  m0, satisfying the
following: if u, v 2 Ui for some i 2 {1, . . . ,m} and X ✓
V (G) denotes the set of vertices which are c-far from both u
and v, then NH(u) \X = NH(v) \X . In other words, the
neighbourhoods of u and v in H may differ only in vertices
which are at a distance  c in G.

Since the maximum degree of G is at most d, any vertex of G
has at most 1 + d(d� 1)c�1  1 + dc vertices at distance up to c
from it. Let t0 = 0 and ti = |Ui| for i = 1, . . . ,m.

Let us first briefly consider the case that ti  t0 + · · ·+ ti�1 +
4(1+ dc) for i = 1, . . . ,m. Then |V (H)| = t0 + t1 + · · ·+ tm is
bounded by a function of d and  , and so we can set k := |V (H)|
and thus have only one near-k-twin class of H .

So, for the rest of the proof, we assume that there exists j 2
{1, . . . ,m} such that tj > t0+ t1+ · · ·+ tj�1+4(1+dc). In this
case we fix the least such index j and set k := t1 + · · · + tj�1 +
2(1 + dc). Note that k is again bounded by a function of d and  
only. For any pair u, v 2 Ui where i 2 {1, . . . ,m}, u and v are
near-k-twins since their neighbourhoods differ in at most 2(1+dc)
vertices by (I). For u, v from different parts of (U1, . . . , Um), we
say that a vertex w distinguishes u from v if w is c-far from both
u, v and exactly one of wu,wv is an edge of H . If no vertex from
Uj [ Uj+1 [ · · · [ Um distinguishes u from v, then again, u and

u u0

w0
w1

v0 v Ui0

Ui

U`

Figure 5. An illustration; there are (many) vertices w1 in U` which
are neighbours of u 2 Ui and at the same time not neighbours of
v 2 Ui0 , as argued in the proof of Theorem 4.3. The dotted lines in
the picture represent non-edges, i.e. nonadjacent pairs of vertices.
The dashed (red) ellipses mark c-neighbourhoods of the respective
vertices u, u0, v0, v.

v are in the near-k-twin relation of H since their neighbourhoods
differ in at most t1 + · · ·+ tj�1 + 2(1 + dc) = k vertices.

On the other hand, assume that there exist i 6= i0 2 {1, . . . ,m}
such that some pair u0 2 Ui, v0 2 Ui0 is distinguished by a vertex
w0 2 U` where j  `  m. Up to symmetry, u0w0 2 E(H) while
v0w0 62 E(H). See an illustration in Figure 5. Consider any pair
u 2 Ui, v 2 Ui0 . Since t` � tj > 2(1 + dc), there exists a vertex
w1 2 U` which is c-far from both u0, u. Since u0w0 2 E(H), we
get u0w1 2 E(H) and then uw1 2 E(H) by (I). Hence there are
at least t` � (1 + dc) vertices in U` which are c-far from u and are
neighbours of u. By symmetry, there exist at least t` � (1 + dc)
vertices in U` which are c-far from v and are not neighbours of v.
Altogether, we have got at least t`�2(1+dc) � tj�2(1+dc) > k
vertices in NH(u)4NH(v) and so u, v are not in the near-k-twin
relation of H .

To recapitulate, u and v are near-k-twins if and only if both
u, v are from the same part of (U1, . . . , Um), or u, v are from
distinct parts Ui, Ui0 such that no pair of representatives of Ui, Ui0

can be distinguished by a vertex from Uj [ Uj+1 [ · · · [ Um.
The near-k-twin relation of H is thus a coarsening of the partition
(U1, . . . , Um), and so it is an equivalence of index at most m. We
can now choose p := m and k0 to be the maximum of the possible
(and bounded) values of k considered above.

Putting together the results of Theorems 3.7 and 4.3, we easily
get also the following corollary which is interesting on its own:

Corollary 4.4. Let D be a near-uniform graph class, and �(x, y)
be an FO formula with two free variables. Then the class I�(D) is
again a near-uniform graph class.

Proof. By Theorem 3.7, there exists an FO formula  (x, y) such
that D ✓ I (Gd) for suitable degree bound d depending on D.
We construct a formula �0(x, y) from �(x, y) by replacing every
occurrence of edge(z, z0) with  (z, z0). Then D0 = I�(D) ✓
I�0(Gd). By Theorem 4.3, there exist k0 and p such that, for every
H 2 D0, there exists k  k0 for which the near-k-twin relation
of H is an equivalence of index at most p. Consequently, D0 is a
near-uniform graph class.

4.3 Characterization of ordinary interpretation
We now briefly return to ordinary meaning of an interpretation, in
which one is allowed to select, in addition to new edges, also a
subset of the domain. We easily argue that if we are given a graph H
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obtained as an interpretation of some graph G 2 Gd using formulas
⌫(x) and µ(x, y) so that V (H) = {u 2 V (G) | G |= ⌫(u)} and
E(H) = {{u, v} ✓ V (H) | G |= µ(u, v)} then, again, there exist
k0, p independent of particular G such that the near-k-twin relation
of H is an equivalence with at most p classes for some k  k0.

We proceed as follows:

i. We consider the formula  (x, y) ⌘ ⌫(x) ^ ⌫(y) ^ µ(x, y)
and the graph H 0 = I (G). Notice that V (H) ✓ V (H 0) and
the vertices from V (H 0) \ V (H) are isolated (they have no
incident edges) by the definition of  (x, y).

ii. We apply Theorem 4.3 to H 0 and  (x, y) to obtain k0 and p
such that the near-k-twin relation of H 0 is an equivalence with
at most p classes on V (H 0) for some k  k0.

iii. Since deleting an isolated vertex does not change the near-
k-twin relation on the remaining vertices, after deleting the
vertices V (H 0) \ V (H) from H 0 to obtain H , the near-k-twin
relation of H is still an equivalence with at most p classes.

4.4 Hardness of recognizing an interpretation
Recall the aforementioned result [14] claiming that it is NP-hard to
decide whether a given graph is a square of some graph. The square
of a graph can be straightforwardly described by an FO interpreta-
tion with  s(x, y) ⌘ edge(x, y) _ [x 6= y ^ 9z(edge(x, z) ^
edge(z, y))], expressing that edges of the square are original edges
or pairs at distance exactly two.

In our context, [14] hence means that there exist a graph class
C and an FO formula  (x, y) such that the problem, for a given
graph H 2 I (C), to find G 2 C such that H = I (G) is not
efficiently solvable (unless P=NP). Though, the reduction of [14]
requires a class C of unbounded maximum degree while we are
primarily interested in interpretations of the classes Gd of graphs
of degrees at most d. Here we show a simple alternative reduction
working already with the class G3 of graphs of degree at most 3.

Notice that such a result is not in a contradiction with Theo-
rem 3.7 since each of the two results speaks about a different par-
ticular formula(s)  .

Theorem 4.5. Let G3 denote the class of graphs of degree at
most 3. There exists an FO formula  0(x, y) such that the problem,
for a given graph H 2 I 0(G3), to find G 2 G3 such that
H = I 0(G) is NP-hard.

Proof. We reduce from the folklore NP-hard problem of 3-colouring
a given 4-regular graph H0. We construct a graph H from an arbi-
trary 4-regular graph H0 as follows:

• Every vertex v of H0 is replaced with a graph Tv which is a
copy of the graph in Figure 6 including the dashed edges.

• Every edge e of H0 is replaced with a graph Ue which is a copy
of the graph in Figure 7 including the dashed edges.

• For every edge e = {u, v} of H0, the terminal e1 of Ue is
identified with ui of Tu, and e2 of Ue is identified with vj of
Tv , where e is the i-th edge at u and the j-th edge at v (for
arbitrarily chosen orderings of edges incident to u, v).

The construction of H is independent of whether H0 is 3-colourable.
Note that since Ue contains a vertex of degree 5, it is H 62 G3.

Before defining the formula  0, we briefly explain the underly-
ing idea of the reduction. For a suitable subgraph G of H (on the
same vertex set), we would like to have H = I 0(G) if and only if
every vertex gadget (of a vertex of H0) restricted to G encodes one
of three available colours (for this vertex in H0), and every edge
gadget in G “verifies” that the ends of the edge (in H0) receive
distinct colours.

v1

v2

v3

v4

Figure 6. The vertex gadget Tv in the proof of Theorem 4.5.

e1 e2

Figure 7. The edge gadget Ue in the proof of Theorem 4.5.

The above rough sketch is made precise now. Considering
colours 1, 2, 3, we define three reduced vertex gadgets of a ver-
tex v 2 V (H0) as T 1

v = Tv and T 2
v , T

3
v obtained from Tv by

removing one or the other dashed edge of Tv in Figure 6. Similarly,
a reduced edge gadget U 0

e of an edge e 2 E(H0) is obtained from
Ue in Figure 7 by removing both dashed edges. Assuming any 3-
colouring c : V (H0) ! {1, 2, 3}, we construct a graph G 2 D3

analogously to the above construction of H , while replacing every
vertex v 2 V (H0) with T

c(v)
v and every edge e 2 E(H0) with U 0

e.
Note that G ⇢ H . We call a vertex w a v-marker if w is adjacent

to precisely one vertex of degree 1, and we call w an e-marker if
w is adjacent to two vertices of degree 1 (see the circled vertices in
Figures 6 and 7, respectively). Then every e-marker w of G belongs
to some U 0

e of e = {u, v} 2 E(H0), and there are precisely two
v-markers of G at distance 9 from w belonging to T i

u and to T j
v .

We would now like to “verify” that the colouring c is proper, i.e.
that i 6= j, in the formula  0.

We define  0(x, y) ⌘ edge(x, y) _ ⌫(x, y) _ ⌘(x, y) where

• ⌫(x, y) asserts that there exists z which is a neighbour of x
or y, such that z is a v-marker and the 5-neighbourhood of z is
isomorphic to one of T 1

v , T
2
v , T

3
v , and that x, y are the ends of

one of the dashed edges in Figure 6;
• ⌘(x, y) asserts that one of x, y, say x, is an e-marker, y is at dis-

tance two from x, and the following holds: there exist vertices
z, z0 at distance 9 from x such that z, z0 are v-markers with their
5-neighbourhoods isomorphic to T i

v and T j
v where i 6= j.

It is routine to rewrite the above description into an FO formula.
Clearly, H = I 0(G) if and only if the above colouring c is

proper. Conversely, it remains to prove that if H = I 0(G) for any
G 2 G3, then H0 is 3-colourable. Notice that G ✓ H and that
the formula  0 does not “add” edges to degree-1 vertices, and so
the degree-1 vertices of G must be in a one-to-one correspondence
with the v-marker and e-marker vertices of H .

Fix an e-marker w belonging to Ue ✓ H . Since w is of degree
5 in H and of degree  3 in G 2 D3, it is G |=  0(w, t) for some
(actually, at least two) neighbour t of w in H . In particular, by the
definition of ⌘(w, t), this means there exist two v-markers w0, w00

at distance 9 from w in G. From the construction of H we know
that w0, w00 belong to Tu, Tv , respectively, where u, v are the ends
of e in H0. Again by G |=  0(w, t), the subgraph of G induced by
V (Tu) is one of T 1

u , T
2
u , T

3
u , say it is T i

u. Similarly, the subgraph
of G induced by V (Tv) is, say, T j

v and i 6= j. Since the same
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holds for any edge of H0, an (arbitrary) graph G 2 D3 such that
H = I 0(G) indeed encodes a proper 3-colouring of H0.

5. Questions and open problems
Our approach and results open several natural questions which we
believe are worth further investigation. Namely:

1. Can one characterize under which conditions on a formula
 (x, y) and a graph class C, the following holds? Given a graph
H 2 D as an input, it would be possible to compute in polyno-
mial (or in FPT with respect to  and C) time a graph G 2 C
such that H =  (G). Compare this to Theorems 3.7 and 4.5.

2. It is easy to generalize the notion of near-k-twins u, v in such a
way that it would measure not the size of the symmetric differ-
ence between the neighbourhoods, |N(u)4N(v)|, but struc-
tural properties of the subgraph induced on N(u)4N(v). For
example, we may define a near-sdk-twin relation, in which two
vertices u, v would be near-sdk-twins if the subgraph induced
on N(u)4N(v) has shrub-depth at most k (see [9] for the def-
inition of shrub-depth). One may then consider graph classes
where the near-sdk-twin relation is an equivalence. Is there an
FPT algorithm for FO model checking on such graph classes?

3. Is it possible to extend our results to graph classes interpretable
in more general sparse graph classes? For example, what is a
characterization of graph classes interpretable in planar graphs?
In graph classes of bounded expansion? Are there FPT algo-
rithms for FO model checking on such classes?

4. In relation to the previous point, we know from Corollary 4.4
that the notion of near-uniform graph classes is robust under FO
interpretations. We know of (at least) two other examples of such
behaviour – the graph classes of bounded clique-width [2] and
the graph classes of bounded shrub-depth [9] (which are robust
even under MSO interpretations). Can one come up with other
natural and interesting graph properties defining graph classes
robust under FO interpretations?

5. Inspired by the classification of sparse graph classes by Nešetřil
and Ossona de Mendez [15], we may investigate graph classes D
with the property that, for every FO formula  (x, y) there exists
a graph F (as “forbidden”) such that F is not present as an
induced subgraph in any member of I (D). This logical defini-
tion may be considered in analogy to the structural definition(s)
of nowhere dense classes [15]. Can we say that such a class D is
FO interpretable in some nowhere dense class?

To conclude, we make the following two explicit conjectures
related to points 3 and 5 of the discussion.

Conjecture 5.1. Let C be a nowhere dense graph class and D a
graph class FO interpretable in C. Then D has an FPT algorithm
for FO model checking.

Conjecture 5.2. Let D be a graph class with the following prop-
erty: for every FO formula  (x, y) there exists a graph F such
that F is not an induced subgraph of any member of I (D). Then
the class D is FO interpretable in some nowhere dense graph class.
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[10] R. Ganian, P. Hliněný, D. Král’, J. Obdržálek, J. Schwartz, and
J. Teska. FO model checking of interval graphs. In ICALP 2013,
Part II, volume 7966 of LNCS, pages 250–262. Springer, 2013.

[11] M. Grohe, S. Kreutzer, and S. Siebertz. Deciding first-order properties
of nowhere dense graphs. In STOC’14, pages 89–98. ACM, 2014.

[12] M. Lampis. Algorithmic meta-theorems for restrictions of treewidth.
In ESA’10, pages 549–560, 2010.

[13] L. Libkin. Elements of Finite Model Theory. Texts in Theoretical
Computer Science. An EATCS Series. Springer, 2004.

[14] R. Motwani and M. Sudan. Computing roots of graphs is hard.
Discrete Applied Mathematics, 54(1):81–88, 1994.
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Abstract
Correctness of multi-threaded programs typically requires that they
satisfy liveness properties. For example, a program may require
that no thread is starved of a shared resource, or that all threads
eventually agree on a single value. This paper presents a method
for proving that such liveness properties hold. Two particular chal-
lenges which are addressed in this work are that (1) the correctness
argument may rely on global behaviour of the system (e.g., the cor-
rectness argument may require that all threads collectively progress
towards “the good thing” rather than one thread progressing while
the others do not interfere), and (2) such programs are often de-
signed to be executed by any number of threads, and the desired
liveness properties must hold no matter how many threads are ac-
tive in the system.

1. Introduction
Many multi-threaded programs are designed to be executed in
parallel by any number of threads. A challenging and practically
relevant problem is to verify that the program is correct no matter
how many threads are running.

Let us consider as an example the ticket mutual exclusion pro-
tocol, pictured in Figure 1. This protocol is an idealized version of
the one used to implement spinlocks in the Linux kernel. The pro-
tocol maintains two natural-typed variables: s (the service number)
and t (the ticket number), which are both initially zero. A fixed
but unbounded number of threads simultaneously execute the pro-
tocol, which operates as follows. First, the thread acquires a ticket
by atomically storing the current value of the ticket number into a
local variable m and incrementing the ticket number. Second, the
thread waits for the service number to reach m (its ticket value), and
then enters its critical section. Finally, the thread leaves its critical
section by incrementing the service number, allowing the thread
with the next ticket to enter.

Mutual exclusion, a safety property, is perhaps the first property
that comes to mind for this protocol: no two threads should be in
their critical sections at the same time. But one of the main rea-
sons that the ticket protocol came to replace simpler implementa-
tions of spinlocks in the Linux kernel was because it satisfies non-
starvation [11] (a liveness property): no thread which acquires a
ticket waits forever to enter its critical section (under the fairness
assumption that every thread is scheduled to execute infinitely of-
ten).

Intuitively, the argument for non-starvation in the ticket proto-
col is obvious: tickets are assigned to threads in sequential order,
and whenever a thread exits its critical section, the next thread in
the sequence enters. However, it is surprisingly difficult to come up
with a formal correctness argument manually, let alone automati-
cally. This paper presents a theoretical foundation for algorithmic
verification of liveness properties of multi-threaded programs with
any number of threads.

The core of our method is the notion of well-founded proof
spaces. Well-founded proof spaces are a formalism for proving

global nat s, t

local nat m

while(true):
m=t++ // Acquire a ticket
while(m>s): // Busy wait
skip

// Critical section
s++ // Exit critical

1 2 3
m=t++

[m<=s]

s++

[m>s]

Figure 1. Ticket mutual exclusion protocol
properties of infinite traces. An infinite trace is an infinite sequence
of program commands paired with a thread identifier to indicate
which thread executes that command. We associate with each well-
founded proof space a set of infinite traces which the space proves
to be terminating. A well-founded proof space constitutes a proof
of program termination if every trace of the program is proved
terminating, and constitutes a proof of a liveness property if every
trace of the program that does not satisfy the liveness property is
proved terminating.

The main technical contribution of the paper is an approach to
verifying that a well-founded proof space proves that all program
traces terminate. Checking this condition is a language inclusion
problem, which is complicated by the fact that the languages con-
sist of traces of infinite length, and are defined over an infinite al-
phabet (since each command must be tagged with an identifier for
the thread which executed it). This inclusion problem is addressed
in two steps: first, we show how the inclusion between two sets of
infinite traces of a particular form can be proven by proving inclu-
sion between two sets of finite traces (Theorems 3.8 and 4.2). This
is essentially a reduction of infinite trace inclusion to verification
of a safety property; the reduction solves the infinite length aspect
of the inclusion problem. Second, we develop quantified predicate
automata, a type of automaton suitable for representing these lan-
guages, which gives a concrete characterization of this safety prob-
lem as an emptiness problem (Theorem 4.5). In this context, quan-
tification is used as a mechanism for enforcing behaviour which all
threads must satisfy. This solves the infinite alphabet aspect of the
inclusion problem.

The overall contribution of this paper is a formal foundation
for automating liveness proofs for parameterized programs. We
investigate its theoretical properties, and pave the way for future
work on exploring efficient algorithms to implement the approach.

1.1 Related work
There exist proof systems for verifying liveness properties of pa-
rameterized systems (for example, [29]). However, the problem of
automatically constructing such proofs has not been explored. To
the best of our knowledge, this paper is the first to address the
topic of automatic verification of liveness properties of (infinite-
state) programs with a parameterized number of threads.

Parameterized model checking considers systems which con-
sist of unboundedly many finite-state processes running in parallel
[1, 2, 13, 15, 16, 25]. In this paper, we develop an approach to
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the problem of verifying liveness properties of parameterized pro-
grams, in which processes are infinite state. This demands substan-
tially different techniques than those used in parameterized model
checking. The techniques used in this paper are more closely re-
lated to termination analysis and parameterized program analysis.

Termination analysis an active field with many effective tech-
niques [8, 10, 12, 20, 24, 32]. One of the goals of the present paper
is to adapt the incremental style of termination analysis pioneered
by Cook et al. [7, 8] to the setting of parameterized programs. The
essence of this idea is to construct a termination argument itera-
tively via abstraction refinement: First, sample some behaviours of
the program and prove that those are terminating. Second, assemble
a termination argument for the example behaviours into a candidate
termination argument. Third, use a safety checker to prove that the
termination argument applies to all behaviours of the program. If
the safety check succeeds, the program terminates; if not, we can
use the counter-example to improve the termination argument.

Termination analyses have been developed for the setting of
concurrent programs [9, 23, 27]. Our work differs in two respects.
First, our technique handles the case that there are unboundedly
many threads operating simultaneously in the system. Second, the
aforementioned techniques prove termination using thread-local
arguments. A thread-local termination argument expresses that
each thread by itself, individually, progresses towards some goal
assuming that its environment (formed by the other threads) is
either passive or at least does disrupt the individual progress. In
contrast, the technique proposed in the paper is able reason about
termination that requires coordination between all threads (that is,
all threads together progress towards some goal). This enables our
approach to prove liveness for programs such as the Ticket protocol
(Figure 1): proving that some distinguished thread will eventually
enter its critical section requires showing that all other threads
collectively make progress on increasing the value of the service
number until the distinguished thread’s ticket is reached.

Parameterized safety analysis deals with proving safety prop-
erties of infinite state concurrent programs with unboundedly many
threads [21, 22, 30, 31]. Safety analysis is relevant to liveness anal-
ysis in two respects: (1) In liveness analysis based on abstraction
refinement, checking the validity of a correctness argument is re-
duced to the verification of a safety property [7, 8] (2) An invariant
is generally needed in order to establish (or to support) a ranking
function. Well-founded proof spaces can be seen as an extension of
proof spaces [17], a proof system for parameterized safety analysis,
to prove liveness properties. A more extensive comparison between
proof spaces and other methods for parameterized safety analysis
can be found in [17].

2. Parameterized Program Termination
This section defines parameterized programs and parameterized
program termination in a language-theoretic setting.

A parameterized program is a multi-threaded program in which
each thread runs the same code, and where the number of threads
is an input parameter to the system. A parameterized program can
be specified by a control flow graph which defines the code which
each thread executes. A control flow graph is a directed, labeled
graph

P = hLoc,⌃, `
init

, src, tgti
where Loc is a set of program locations, ⌃ is a set of program
commands, `

init

is a designated initial location, and src, tgt : ⌃ !
Loc are functions mapping each program command to its source
and target location.

Let P be a program as given above. An indexed command
h� : ii 2 ⌃ ⇥ N of P is a pair consisting of a program command

� and an identifier i for the thread which executes that command.1
For any natural number N , define ⌃(N) to be the set of indexed
commands h� : ii with i 2 {1, ..., N}.

Let ⌃ be a set of program commands and N 2 N be a natural
number. A trace over ⌃(N) is a finite or infinite sequence of
indexed commands. When it is clear from the context, we typically
use the word “trace” to mean either “finite trace” or “infinite trace”
(rather than “finite or infinite trace”). We use ⌃(N)⇤ to denote the
set of all finite traces over ⌃(N) and ⌃(N)! to denote the set
of infinite traces over ⌃(N). For a finite trace ⌧ , we use |⌧ | to
denote the length of ⌧ . For a (finite or infinite) trace ⌧ , we use ⌧

k

to denote the kth letter of ⌧ and ⌧ [m,n] to denote the sub-sequence
⌧
m

⌧
m+1· · · ⌧n. For a finite trace ⌧ , and a (finite or infinite) trace

⌧ 0, we use ⌧ ·⌧ 0 to denote the concatenation of ⌧ and ⌧ 0. We use ⌧!

for the infinite trace obtained by the infinite repeated concatenation
of the finite trace ⌧ (⌧ · ⌧ · ⌧ · · ·).

For a parameterized program P and a number N 2 N, we use
P (N) to denote a Büchi automaton which accepts the traces of the
N -threaded instantiation of the program P . Formally, we define
P (N) = hQ,⌃(N),�, q0, F i where
• Q = {1, ..., N} ! Loc (states are N -tuples of locations)
• � = {(q, h� : ii, q0) : q(i) = src(�) ^ q0 = q[i 7! tgt(�)]}
• q0 = �i.`

init

(initially, every thread is at `
init

)
• F = Q (every state is accepting)

We use L(P (N)) to denote the language recognized by P (N), and
define the set of traces of P to be L(P ) =

S
N2N L(P (N)). We

call the traces in L(P ) program traces.
Fix a set of global variables GV and a set of local variables LV.

For any N 2 N, we use LV(N) to denote a set of indexed local
variables of the form l(i), where l 2 LV, and i 2 {1, ..., N}.
Var(N) denotes the set GV [ LV(N). We do not fix the syntax
of program commands. A program assertion (program term) is
a formula (term) over the vocabulary of some appropriate theory
augmented with a symbol for each member of GV and LV(N) (for
all N ). For example, the program term (x(1) + y(2) + z) refers to the
sum of Thread 1’s copy of the local variable x, Thread 2’s copy of
the local variable y, and the global variable z, and can be evaluated
in a program state with at least the threads {1, 2}; the program
assertion (x(1) > x(2)) is satisfied by any state (with at least the
threads {1, 2}) where Thread 1’s value for x is greater than Thread
2’s.

We do not explicitly formalize the semantics of parameterized
programs, but will rely on an intuitive understanding of some stan-
dard concepts. We write s |= ' to indicate that the program state s

satisfies the program assertion '. We write s
h�:ii���! s0 to indicate

that s may transition to s0 when thread i executes the command �.
Lastly, we say that a program state s is initial if the program may
begin in state s.

A trace
h�1 : i1ih�2 : i2i· · ·

is said to be feasible if there exists a corresponding infinite execu-
tion starting from some initial state s0:

s0
h�1:i1i����! s1

h�2:i2i����! · · · .
A trace for which there is no corresponding infinite execution is
said to be infeasible.

Finally, we may give our definition of parameterized program
termination as follows:

Definition 2.1 (Parameterized Program Termination). We say

1 In the following, we will use typewriter font i as a meta-variable which
ranges over thread identifiers (so i is just a natural number, but one that is
intended to identify a thread).
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that a parameterized program P terminates if every program trace
of P is infeasible. That is, for every N , every ⌧ 2 L(P (N)) is
infeasible. �

This definition captures the fact that a counter-example to pa-
rameterized termination involves only finitely many threads (i.e.,
a counter example is a trace ⌧ 2 L(P (N)) for some N ). This is
due to the definition of the set of traces of a parameterized program
L(P ) (which is a language over an infinite alphabet) as an infinite
union of languages L(P (N)), each over a finite alphabet.

The next two sections concentrate on parameterized program
termination. We will return to general liveness properties in Sec-
tion 5.

3. Well-founded Proof Spaces
A well-founded proof space is a formalism for proving parame-
terized termination by proving that its set of program traces are
infeasible. This section defines well-founded proof spaces, estab-
lishes a sound proof rule for parameterized program termination,
and describes how well-founded proof spaces can be used in an
incremental algorithm for proving parameterized program termina-
tion.

3.1 Overview
We motivate the formal definitions that will follow in this section
by informally describing the role of well-founded proof spaces in
an incremental strategy (á la [7, 8]) for proving termination of pa-
rameterized programs. The pseudocode for this (semi-)algorithm is
given in Algorithm 1. The algorithm takes as input a parameter-
ized program P and returns “Yes” if P terminates, “No” if P has
a trace that can be proved non-terminating, and “Unknown” if the
algorithm encounters a trace it cannot prove to be terminating or
non-terminating. (There is also a fourth possibility that the algo-
rithm runs forever, repeatedly sampling traces but never finding a
termination argument that generalizes to the whole program).

Input : Parameterized program P
1 B  ; /* Initialize the basis, B */

/* Has every program trace been proved infeasible? */
2 while L(P ) * !(hhBii) do

/* Sample a possibly-feasible trace */
3 Pick ⌧ 2 L(P ) \ !(hhBii)
4 switch FindInfeasibilityProof(⌧) do
5 case Infeasibility proof ⇧
6 Construct B0 from ⇧ so that ⌧ 2 !(hhB0ii)
7 B  B +B0

8 case Feasibility proof ⇧
9 return No /* P is non-terminating */

10 otherwise
11 return Unknown /* Inconclusive */
12 return Yes /* P is terminating */

Algorithm 1: Incremental algorithm for parameterized program
termination

Algorithm 1 builds a well-founded proof space by repeatedly
sampling traces of P , finding infeasibility proofs for the samples,
and then assembling the proofs into a well-founded proof space.
More precisely, the algorithm builds a basis B for a proof space,
which can be seen as a finite set of axioms that generates a (typ-
ically infinite) well-founded proof space hhBii. The well-founded
proof space hhBii serves as an infeasibility proof for a set of traces,
which is denoted !(hhBii) (Definition 3.3). The goal of the al-
gorithm is to construct a basis for a well-founded proof space
which proves the infeasibility of every program trace (at line 2,
L(P ) ✓ !(hhBii)): if the algorithm succeeds in doing so, then P

terminates.
We will illustrate the operation of this algorithm on the sim-

ple example pictured in Figure 2. The algorithm begins with an
empty basis B (at line 1): the empty basis generates an empty well-
founded proof space hhBii, which proves infeasibility of an empty
set of traces (i.e., !(hhBii) = ;). Since the inclusion L(P ) ✓
!(hhBii) does not hold (at line 2), we sample (at line 3) a possibly-
feasible program trace ⌧ 2 L(P ) \ !(hhBii) (we delay the discus-
sion of how to verify the inclusion L(P ) ✓ !(hhBii) to Section 4).
Suppose that our choice for ⌧ is the trace pictured in Figure 3(a),
in which a single thread (Thread 1) executes the loop forever. This
trace is ultimately periodic: ⌧ is of the form ⇡ · ⇢! , where ⇡ (the
stem) and ⇢ (the loop) are finite traces. Under reasonable assump-
tions (which we formalize in Section 3.3) we ensure that sample
traces (counter-examples to the inclusion L(P ) ✓ !(hhBii)) are
ultimately periodic. The importance of ultimate periodicity is two-
fold: first, ultimately periodic traces have a (non-unique) finite rep-
resentation: a pair of finite words h⇡, ⇢i. Second, ultimately peri-
odic traces correspond to a simple class of sequential programs,
allowing Algorithm 1 to leverage the wealth of techniques that
have been developed for proving termination [3, 19, 26] and non-
termination [18]. The auxiliary procedure FindInfeasibilityProof

denotes an (unspecified) algorithm which uses such techniques to
prove feasibility or infeasibility of a given trace.

Suppose that calling FindInfeasibilityProof on the sample trace
⌧ gives the infeasibility proof pictured in Figure 3(b) and (c). The
infeasibility proof has two parts. The first part is an invariance
proof, which is a Hoare proof of an inductive invariant (d(1) > 0)
which supports the termination argument . The second part is a
variance proof, which is a Hoare proof that (assuming the inductive
invariant holds at the beginning of the loop) executing the loop
causes the state of the program to decrease in some well-founded
order. This well-founded order is expressed by the ranking formula
old(x) > x^old(x) � 0 (the post-condition of the variance proof).
This formula denotes a (well-founded) binary relation between
the state of the program and its old state (the program state at
the beginning of the loop) which holds whenever the value of x
decreases and was initially non-negative. Since there is no infinite
descending sequence of program states in this well-founded order,
the trace ⌧ (which executes the loop infinitely many times) is
infeasible.

We use the termination proof for ⌧ to construct a basis B0 for
a well-founded proof space (at line 6). This is done by breaking
the termination proof down into simpler components: the Hoare
triples which were used in the invariance and variance proofs, and
the ranking formula which was used in the variance proof. The
basis B0 constructed from Figure 3 is pictured in Figure 4. We
then add B0 to the incrementally constructed basis B (at line 7)
and begin the loop again, sampling another possibly-feasible trace
⌧ 0 2 L(P ) \ !(hhBii).

The incremental algorithm makes progress in the sense that it
never samples the same trace twice: if ⌧ is sampled at some loop
iteration, then ⌧ 2 !(hhBii) for all future iterations. But in fact,
!(hhBii) contains infinitely many other traces, whose termination
proofs can be derived from the same basic building blocks (Hoare
triples and ranking formulas) as ⌧ . For example, !(hhBii) contains
all traces of the form
hx=pos() : iihd=pos() : ii(h[x>0] : iihx=x-d : ii)!

(all of which are, intuitively, infeasible for the same reason as ⌧ ).
The essential ideas is that new Hoare triples triples and ranking
formulas can be deduced from the ones that appear in the basis B
by applying some simple inference rules. The resulting collections
of Hoare triples and ranking formulas (which are closed under
these inference rules) forms a well-founded proof space hhBii. Thus
in Algorithm 1, well-founded proof spaces serve as a mechanism
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global int x

local int d

x = pos()

d = pos()

while (x > 0):

x = x - d

1 2 3 3
x=pos() d=pos()

[x>0]

x=x-d

Figure 2. Decrement example, pictured along side its control flow
graph. The expression pos() denotes a non-deterministically gen-
erated positive integer, and the command [x>0] is an assumption;
its execution does not change the state of the program, but it can
only proceed when x is greater than 0.

hx=pos() : 1ihd=pos() : 1i
| {z }

Stem

(h[x>0] : 1ihx=x-d : 1i
| {z }

Loop

)!

(a) An ultimately periodic trace of Figure 2

{true}
hx=pos() : 1i

{true}
hd=pos() : 1i
{d(1) > 0}
h[x>0] : 1i
{d(1) > 0}
hx=x-d : 1i
{d(1) > 0}

(b) Invariance proof

{d(1) > 0 ^ old(x) = x}
h[x>0] : 1i

{d(1) > 0^ old(x) = x^ old(x) � 0}
hx=x-d : 1i

{old(x) > x ^ old(x) � 0}
(c) Variance proof

Figure 3. An ultimately periodic trace along with a termination
proof.
for generalizing infeasibility proofs: they provide an answer to the
question given infeasibility proofs for a finite set of sample traces,
how can we re-arrange the ingredients of those proofs to form
infeasibility proofs for other traces?

We will stop our demonstration of Algorithm 1 here, concluding
with a listing of the remaining Hoare triples that must be discovered
by the algorithm to complete the proof (that is, if those triples are
added to the basis B, then !(hhBii) contains L(P )):

{d(1) > 0} hx=pos() : 2i {d(1) > 0}
{d(1) > 0} hd=pos() : 2i {d(1) > 0}
{d(1) > 0} h[x>0] : 2i {d(1) > 0}
{d(1) > 0} hx=x-d : 2i {d(1) > 0}

{old(x) � 0} h[x>0] : 1i {old(x) � 0}
{old(x) � 0} hx=x-d : 1i {old(x) � 0}
{old(x) > x} h[x>0] : 1i {old(x) � 0}

{d(1) > 0 ^ old(x) > x} hx=x-d : 1i {old(x) > x}
The remainder of this section is organized as follows: in Sec-

tion 3.2, we give the formal definition of well-founded proof
spaces, and describe how a well-founded proof space proves infea-
sibility of an infinite set of traces. This section treats well-founded
proof spaces as a mathematical object, divorcing it from its al-
gorithmic side. In Section 3.3, we describe regular well-founded
proof spaces, a restricted form of well-founded proof spaces. The
key result in this section (Theorem 3.8) is that to prove parameter-
ized program termination, it is sufficient for a regular proof space
to prove that the ultimately periodic traces of the terminate.

3.2 Formal definition of Well-founded proof spaces
A well-founded proof space is a set of Hoare triples and a set of
ranking terms, both closed under certain rules of inference. They
serve two roles. First, they are the core of a proof rule for parame-
terized program termination. A well-founded proof space acts as a
termination certificate for a set of infinite traces (Definition 3.3); we
may prove that a program P terminates by showing that all traces

Hoare triples:
{true} hx=pos() : 1i {true}

{true} hd=pos() : 1i {d(1) > 0}
{d(1) > 0} h[x>0] : 1i {d(1) > 0}
{d(1) > 0} hx=x-d : 1i {d(1) > 0}

{old(x) = x} h[x>0] : 1i {old(x) = x}
{old(x) = x} h[x>0] : 1i {old(x) � 0}

{d(1) > 0 ^ old(x) = x} hx=x-d : 1i {old(x) > x}
{old(x) � 0} hx=x-d : 1i {old(x) � 0}

Ranking formula: old(x) > x ^ old(x) � 0

Figure 4. Basis computed from the termination proof in Figure 3
of L(P ) are contained inside this set. Second, well-founded proof
spaces are a mechanism for proof generalization: starting from a
(finite) basis of Hoare triples, we can take the closure of the basis
under some simple inference rules to form a well-founded proof
space, which proves the termination of a larger set of infinite traces
(Definition 3.2). We will now define these notions formally.

We begin by formalizing the components of well-founded proof
spaces, Hoare triples and ranking formulas, and their inference
rules.

A Hoare triple
{'} h� : ii { }

consists of an indexed command h� : ii and two program asser-
tions ' and  (the pre- and post-condition of the triple, respec-
tively). We say that such a triple is valid if for any pair of program
states s, s0 such that s |= ' and s

h�:ii���! s0, we have s0 |=  .
We can infer new valid Hoare triples from a set of given ones

using the inference rules of proof spaces, namely SEQUENCING,
SYMMETRY, and CONJUNCTION [17]. We will recall the definition
of these three rules below.

SEQUENCING is a variation of the classical sequencing rule of
Hoare logic. For example, we may sequence the two triples

{true} hd=pos() : 1i {d(1) > 0} and
{d(1) > 0} h[x>0] : 1i {d(1) > 0}

to yield
{true} hd=pos() : 1i · h[x>0] : 1i {d(1) > 0}

Two triples may be sequenced only when the post-condition of
the first entails the pre-condition of the first, according to a combi-
natorial entailment rule. The combinatorial entailment relation �
is defined as
'1 ^ ... ^ '

n

�  1 ^ ... ^  
m

iff {'1, ...,'n

} ◆ { 1, ..., m

}
(i.e., ' �  iff, viewed as sets of conjuncts, ' is a superset of  ).
Combinatorial entailment is a weaker version of logical entailment
(which is used in the classical sequencing rule in Hoare logic). Our
sequencing rule can be written as follows:

SEQUENCING

{'0} ⌧0 {'1} '1 � '0
1 {'0

1} ⌧1 {'2}
{'0} ⌧0 · ⌧1 {'2}

SYMMETRY allows thread identifiers to be substituted uni-
formly in a Hoare triple. For example, from

{true} hd=pos() : 1i {d(1) > 0}
we may derive

{true} hd=pos() : 2i {d(2) > 0}
via the symmetry rule. Given a permutation ⇡ 2 N ! N and a pro-
gram assertion ', we use '[⇡] to denote the result of substituting
each indexed local variable l(i) in ' with l(⇡(i)). The symmetry
rule may be written as follows:

SYMMETRY
{'} h�1 : i1i· · · h�n

: i
n

i { }
{'[⇡]} h�1 : ⇡(i1)i· · · h�n

: ⇡(i
n

)i { [⇡]}
⇡ : N ! N
is a permutation
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CONJUNCTION is precisely the conjunction rule of Hoare logic.
For example, from the triples

{d(1) > 0} h[x>0] : 1i {d(1) > 0} and

{old(x) = x} h[x>0] : 1i {old(x) � 0}
we may derive
{d(1) > 0 ^ old(x) = x} h[x>0] : 1i {d(1) > 0 ^ old(x) � 0}
The conjunction rule can be written as follows:

CONJUNCTION
{'1} ⌧ { 1} {'2} ⌧ { 2}

{'1 ^ '2} ⌧ { 1 ^  2}
A proof space is defined to be a set of valid Hoare triples which

is closed under these three rules [17]. Proof spaces were used in
[17] to prove infeasibility of a set of finite traces. To form a well-
founded proof space, which proves infeasibility of a set of infinite
traces, we enrich a proof space with a set of ranking formulas.

A ranking formula is a logical representation of a well-founded
order on program states. Since ranking formulas represent binary
relations on states, we will assume that each program variable x

has an associated old version old(x) which allows formulas to refer
to the value of x in some “previous” state. A ranking formula is
defined to be a formula w over the program variables and their old
copies such that set of state pairs (s, s0) such that (s, s0) |= w
(using s to interpret the old variables and s0 to interpret the rest) is
a well-founded order.

The only inference rule that we consider for ranking formulas
is a symmetry rule: if w is a ranking formula and ⇡ : N ! N is a
permutation of thread identifiers, then w[⇡] is a ranking formula.

We may now define well-founded proof spaces formally:

Definition 3.1 (Well-founded proof space). A well-founded proof
space hH ,W i is a pair consisting of a set of Hoare triples H and
a set ranking formulas W such that H is closed under SEQUENC-
ING, SYMMETRY, and CONJUNCTION, and W is closed under per-
mutations of thread identifiers. �

We may present a well-founded proof as the closure of some
basis (perhaps constructed from termination proofs of some small
set of sample traces). Formally,

Definition 3.2. Let H be a set of valid Hoare triples, and let W
be a set of ranking formulas. H and W generate a well-founded
proof space hhH,W ii, defined to be the smallest well-founded
proof space hH ,W i such that H ✓ H and W ✓ W . We say
that hH,W i is a basis for hH ,W i. �

The fact that hhH,W ii is well-defined (i.e., contains only valid
Hoare triples and ranking functions) follows immediately from the
soundness of the inference rules for well-founded proof spaces.

We associate with each well-founded proof space the set of
all infinite traces which it proves infeasible. Intuitively, a well-
founded proof space proves that a trace ⌧ is infeasible by exhibiting
a ranking formula w and a decomposition of ⌧ into (infinitely
many) finite segments ⌧ = ⌧0⌧1⌧2· · · such that for each i, the
program state decreases in the order w along each segment ⌧

i

. More
formally,

Definition 3.3. Let hH ,W i be a well-founded proof space. We
define the set !(H ,W ) of infinite traces recognized by hH ,W i
to be the set of infinite traces ⌧ = h�1 : i1ih�2 : i2i· · · 2 ⌃(N)!

such that {i
k

: k 2 N} is finite and there exists a sequence of
naturals {↵

k

}
k2N, and a ranking formula w 2 W such that:

1. For all k 2 N, ↵
k

< ↵
k+1

2. For all k 2 N, there exists some formula ' such that
{true} ⌧ [1,↵

k

] {'} 2 H , and

{' ^
^

x2Var(N)

old(x) = x} ⌧ [↵
k

+ 1,↵
k+1] {w} 2 H �

The fundamental property of interest concerning the definition
of !(H ,W ) is the following soundness theorem:

Theorem 3.4 (Soundness). Let hH ,W i be a well-founded proof
space. Then every infinite trace in !(H ,W ) is infeasible. �

Theorem 3.4 is the basis of our proof rule for termination: for
a given program P , if we can derive a well-founded proof space
hH ,W i such that !(H ,W ) contains all the traces of P , then P
terminates. This proof rule justifies the soundness of Algorithm 1.

3.3 Ultimately periodic traces
Algorithm 1 relies on an auxiliary procedure FindInfeasibili-

tyProof to prove infeasibility of sample traces (counter-examples
to the inclusion L(P ) ✓ !(hhBii)). An attractive way of imple-
menting FindInfeasibilityProof is to use existing sequential pro-
gram termination techniques [3, 19, 26], which are very good at
proving termination by synthesizing ranking functions for pro-
grams of a restricted form, namely so-called lasso programs. To
take advantage of these techniques, we must ensure that the sam-
ple traces given to FindInfeasibilityProof are ultimately periodic,
so that they may be represented by lasso programs. This section
defines a regularity condition on well-founded proof spaces which
enables us to ensure that ultimately periodic counter-examples al-
ways exist.

An ultimately periodic trace is an infinite trace of the form
⇡ ·⇢! , where ⇡ and ⇢ are finite traces. Such a trace corresponds to a
lasso program, a sequential program which executes the sequence
⇡ followed by ⇢ inside of a while loop (since only finitely many
threads are involved in ⇡ and ⇢, the local variables of each thread
may be renamed apart).

x=0

while(true):
i = 0

while(i < x):

i++

x++

The question in this sub-section is
how can we prove parameterized pro-
gram termination while sampling only
the counter-example traces to the suffi-
ciency of the proof argument which are
ultimately periodic? Phrased differently,
is proving termination of ultimately periodic traces enough to prove
parameterized program termination? The (sequential) program to
the right illustrates the potential pitfall: even though every ulti-
mately periodic trace of the program is infeasible, the program
does not terminate.

We place restrictions on well-founded proof spaces so that any
(restricted) well-founded proof space that proves termination for all
ultimately periodic program traces inevitably proves termination of
all program traces (i.e., such that if !(H ,W ) includes all ulti-
mately periodic trace in L(P ), it inevitably contains all of L(P )).
These restrictions are somewhat technical, and can be skipped on a
first reading.

First, we exclude Hoare triples in which local variables “spon-
taneously appear”, such as x(2) in:

{true} hx = 0 : 1i {x(1) = x(2) _ x(1) = 0}
This triple is valid, but the appearance of x(2) in the post-condition
is arbitrary. This technical restriction is formalized by well-formed
Hoare triples:

Definition 3.5 (Well-formed Hoare triple). A Hoare triple
{'} ⌧ { }

is well-formed if for each i 2 N such that an indexed local variable
of the form x(i) appears in the post-condition  , then either i

executes some command along ⌧ or x(i) or some other indexed
local variable y(i) with the same index i must appear in the pre-
condition '. �
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The second restriction we make is that we require a finite basis
for the well-founded proof spaces which has no “weak” Hoare
triples. There are types of weakness we prohibit. First, we exclude
Hoare triples with conjunctive post-conditions

{'} ⌧ { 1 ^  2}
because such a triple can be derived from the pair

{'} ⌧ { 1} and {'} ⌧ { 2}
via the CONJUNCTION rule. Second, we exclude Hoare triples for
traces of length greater than one

{'} ⌧ · h� : ii { }
because such a triple can be derived from the pair

{'} ⌧ {'0} and {'0} h� : ii { }
(for some choice of '0) via the SEQUENCING rule. We formalize
these restrictions with basic Hoare triples:

Definition 3.6 (Basic Hoare triple). A Hoare triple
{'} h� : ii { }

is basic if it is valid, well-formed, and the post-condition  is
atomic in the sense that it cannot be constructed by conjoining two
other formulas.2 �

We call a well-founded proof space which meets all of these
technical restrictions regular. Formally:

Definition 3.7 (Regular). We say that a well-founded proof space
hH ,W i is regular if there exists a finite set of basic Hoare triples
H and a finite set of ranking formulas W such that hH,W i gener-
ates hH ,W i. �

The justification for calling such proof spaces regular is that if
hH ,W i is regular, then !(hH ,W i) is “nearly” !-regular, in the
sense that !(hH ,W i) \ ⌃(N)! is !-regular for N 2 N.

Finally, we may state the main result of this sub-section: regular
well-founded proof spaces guarantee the existence of ultimately
periodic counter-examples. More precisely, if there is a sample
program trace which cannot be proved terminating by a given
regular well-founded proof space, then there is also an ultimately
periodic counter-example.

Theorem 3.8. Let P be a parameterized program and let hH ,W i
be a regular well-founded proof space. If every ultimately periodic
program trace ⇡ · ⇢! 2 L(P ) is included in !(H ,W ), then every
program trace ⌧ 2 L(P ) is included in !(H ,W ). �
Proof. For any set of traces L ✓

S
N

⌃(N)! , we define UP(L) to
be the set of ultimately periodic traces which belong to L:

UP(L) = {⌧ 2 L : 9⇡, ⇢ 2 ⌃(N)⇤.⌧ = ⇡⇢!)} .

We must prove that if UP(L(P )) ✓ !(H ,W ) then L(P )) ✓
!(H ,W ). We suppose that UP(L(P )) ✓ !(H ,W ) and (re-
calling the definition L(P ) =

S
N

L(P (N))) prove that for all
N 2 N, the inclusion L(P (N)) ✓ !(H ,W ) holds.

Let N be an arbitrary natural number. Since UP(L(P (N))) ✓
UP(L(P )) ✓ !(H ,W ) we have

UP(L(P (N))) \ ⌃(N)! ✓ !(H ,W ) \ ⌃(N)! .

Since (by definition) L(P (N)) ✓ ⌃(N)! , we can simplify:
UP(L(P (N))) ✓ !(H ,W ) \ ⌃(N)! . (1)

It is a well known fact that if L1 and L2 are !-regular languages
(over a finite alphabet), then UP(L1) ✓ L2 implies L1 ✓ L2.
The language L(P (N)) is !-regular by definition, so if we can

2 Note that our definition of basic Hoare triple differs from [17] in that
the well-formedness condition “goes in the opposite direction.” [17] admits
{true} hx = 0 : 1i {x(1) = x(2) _ x(1) = 0} as a basic Hoare triple,
but {s  m(2) ^ m(2) < m(1)} h[m<=s] : 1i {false} is not allowed. In
our setting, it is the opposite.

show that !(H ,W ) \ ⌃(N)! is !-regular, then Inclusion (1)
implies L(P (N)) ✓ !(H ,W ) \ ⌃(N)! and thus the desired
result L(P (N)) ✓ !(H ,W ).

It remains only to show that !(H ,W ) \ ⌃(N)! is !-regular.
Here we will sketch the intuition why there exists a Büchi au-
tomaton which recognizes !(H ,W ) \ ⌃(N)! . Since hH ,W i
is regular, every Hoare triple in H is well-formed: this can be
proved by induction on the derivation of the triple from the (well-
formed) basis. As a result, there are only finitely many program
assertions which are relevant to the acceptance condition of a trace
⌧ 2 ⌃(N)! in !(H ,W ). Intuitively, we can construct from this
finite set of relevant assertions the (finite) state space of a Büchi
automaton which recognizes !(H ,W ) \ ⌃(N)! .

Discussion of Theorem 3.8. The example program above shows
that it would not be sound to prove program termination by proving
termination of only its ultimately periodic program traces. How-
ever, it is sound to check sufficiency of a candidate regular well-
founded proof space by inspecting only the ultimately periodic pro-
gram traces. This soundness boils down to the fact that each infinite
execution involves only finitely many threads; more technically, the
premise of our proof rule (the inclusion between two sets of traces
over an infinite alphabet) is equivalent to the validity of an infinite
number of inclusions between two !-regular languages (over finite
alphabets).

4. Checking Proof Spaces
The previous section defines a new proof rule for proving termi-
nation of parameterized programs: given a parameterized program
P , if there is some well-founded proof space hH ,W i such that
!(H ,W ) contains every trace of P , then P terminates. This sec-
tion addresses two problems: (1) how can we verify that the premise
of the proof rule holds?, and (2) how can we generate an ultimately
periodic counter-example if it does not? The key idea in this sec-
tion is to reduce the problem of checking the premise (an inclusion
problem for sets of infinite traces over an unbounded alphabet) to a
non-reachability problem for a particular type of abstract machine
(namely, quantified predicate automata).

The first step in our reduction to non-reachability is to reduce
the inclusion L(P ) ✓ !(H ,W ) on infinite traces to an inclusion
problem on finite traces. By Theorem 3.8, we know that it is suf-
ficient to check that the ultimately periodic traces of L(P ) are in-
cluded in (the ultimately periodic traces of) !(H ,W ). Ultimately
periodic traces can be represented as finite traces which we call las-
sos. A lasso is a (finite) trace of the form ⌧$⇢, where ⌧, ⇢ 2 ⌃(N)⇤

(for some N ) and $ is a special character not appearing in ⌃(N).
A lasso ⌧$⇢ can be seen as a finite representation of the ultimately
periodic trace ⌧ · ⇢! . Note, however, that the correspondence be-
tween lassos and ultimately periodic traces is not one-to-one: an
ultimately periodic trace ⌧⇢! is represented by infinitely many las-
sos, for example ⌧$⇢, ⌧$⇢⇢, ⌧⇢$⇢, and so on.

For a set of traces L, we define its lasso language as
$(L) = {⌧$⇢ : ⌧ · ⇢! 2 L}

It is easy to show (using Theorem 3.8) that the inclusion L(P ) ✓
!(H ,W ) holds if and only if $(L(P )) ✓ $(!(H ,W )). How-
ever, it is not easy to give a direct definition of $(!(H ,W ))
(i.e., a definition which lends itself to recognition by an automa-
ton of some variety). Instead, we give an alternate lasso language
$(H ,W ) which is not exactly equal to $(!(H ,W )), but (as we
will see in the following) is suitable for our purpose:

Definition 4.1. Let hH ,W i be a well-founded proof space. De-
fine $(H ,W ) to be the set of lassos ⌧$⇢ such that there is some
N 2 N so that ⌧, ⇢ 2 ⌃(N)⇤ and there exists some assertion ' and
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some ranking formula w 2 W such that:
i) {true} ⌧ {'} 2 H

ii) {' ^
V

x2Var(N) old(x) = x} ⌧ {w} 2 H �
Note that $(H ,W ) is neither a subset nor a superset of the set

of lassos $(!(H ,W )) which correspond to ultimately periodic
words in !(H ,W ). In fact, $(H ,W ) may even contain lassos
⌧$⇢ such that ⌧ · ⇢! is feasible: consider for example the lasso
hy = 1 : 1i$hx = x - y : 1ihy = -1 : 1i – a well-founded
proof space can prove that x decreases across the loop of this
lasso, but this holds only for the first iteration of the loop, and
says nothing of subsequent iterations. Despite this, if the inclusion
$(L(P )) ✓ $(H ,W ) holds, then every trace of P is proved
infeasible by the well-founded proof space hH ,W i. The intuition
behind this argument is that if the inclusion $(L(P )) ✓ $(H ,W )
holds, then for any ultimately periodic trace ⌧ · ⇢! of L(P ) every
representation of ⌧ · ⇢! as a lasso is included in $(L(P )), and thus
in $(H ,W ).

Theorem 4.2 (Inclusion soundness). Let P be a parameterized
program, and let hH ,W i be a regular well-founded proof space.
If $(L(P )) ✓ $(H ,W ), then L(P ) ✓ !(H ,W ). �
Proof. Suppose that the inclusion $(L(P )) ✓ $(H ,W ) holds. By
Theorem 3.8, it is sufficient to prove that every ultimately periodic
trace of L(P ) is in !(H ,W ). So let ⌧ · ⇢! 2 L(P ), and we will
prove that ⌧ · ⇢! 2 !(H ,W )).

Since ⌧⇢! 2 L(P ), we must have ⌧⇢n$⇢k 2 $(L(P )) ✓
$(H ,W ) for all naturals n and positive naturals k. From the mem-
bership of ⌧⇢n$⇢k in $(H ,W ) and the definition of $(H ,W ),
there must exist some program assertion '

n,k

and some ranking
formula w

n,k

2 W such that:
{true} ⌧⇢n {'

n,k

} 2 H , and

{'
n,k

^
^

x2Var(N)

old(x) = x} ⇢k {w
n,k

} 2 H

Define an equivalence relation ⇠ on the set of pairs (n,m) 2
N2 such that n < m by defining (n,m) ⇠ (n0,m0) iff the
ranking formulas w

n,m�n

and w
n

0
,m

0�n

0 are equal. Since the set
of ranking formulas {w

n,k

2 W : n, k 2 N ^ k � 1} is finite
(following the same reasoning as in the proof of Theorem 3.8), the
equivalence relation ⇠ has finite index. We use [w] to denote the
equivalence class consisting of all (n,m) such that w

n,m�n

= w.
By Ramsey’s theorem [28], there is some ranking formula w and
some infinite set of naturals D ✓ N such that for all d, d0 2 D with
d < d0, we have (d, d0) 2 [w].

We conclude that ⌧⇢! 2 !(H ,W ) by observing (c.f. Defi-
nition 3.3) that there is an infinite sequence of naturals {↵

i

}
i2N

defined by
↵
i

= |⌧ |+ d
i

· |⇢|
(where d

i

is the ith smallest element of D) such that the following
hold:

i) For any i 2 N, since (by definition) d
i

< d
i+1, we have

↵
i

= |⌧ |+ d
i

· |⇢| < |⌧ |+ d
i+1 · |⇢| = ↵

i+1

ii) Let i 2 N, and define
n = (↵

i

� |⌧ |)/|⇢|
k = (↵

i+1 � ↵
i

)/|⇢| .
Observe that:

⌧⇢![1,↵
i

] = ⌧ · ⇢n

⌧⇢![↵
i

+ 1,↵
i+1] = ⇢k .

Recalling that w = w
n,k

, it holds that

{true} ⌧⇢n {'
n,k

} 2 H

{'
n,k

^
^

x2Var(N)

old(x) = x} ⇢k {w
n,k

} 2 H

Remark 4.3. We note that the reverse of the Inclusion Soundness
theorem does not hold: if L(P ) ✓ !(H ,W ), it is not necessarily
the case that $(L(P )) ✓ $(H ,W ). �
4.1 Quantified Predicate Automata
The previous section establishes that a sufficient condition for ver-
ifying the premise L(P ) ✓ !(H ,W ) of our proof rule (an in-
clusion problem for sets of infinite traces) is to verify the inclu-
sion $(L(P )) ✓ $(H ,W ) (an inclusion problem for sets of finite
traces). In this section, we define quantified predicate automata, a
class of automaton which is capable of recognizing the difference
$(L(P )) \ $(H ,W ). This allows us to characterize the problem
of checking the inclusion $(L(P )) ✓ $(H ,W ) as a safety prob-
lem (non-reachability of an accepting configuration in a quantified
predicate automaton).

Quantified predicate automata (QPA) are a type of infinite-
state automaton which recognize sets of finite traces. QPAs extend
predicate automata, defined in [17], to support quantification and
enable QPAs to recognize the lasso language $(L(P )). Predicate
automata are themselves infinite-state generalizations alternating
finite automata [4, 6]. Our presentation of QPA will follow the
presentation of predicate automata from [17].

Every quantified predicate automaton is equipped with a finite
relational vocabulary hQ, ari, consisting of a finite set of predicate
symbols Q and a function ar : Q ! N which maps each predicate
symbol to its arity. Given a vocabulary hQ, ari, we use F(Q, ar)
to denote the set of positive first-order formulas over hQ, ari (for-
mulas with quantifiers, equality and dis-equality, but without nega-
tion). The configurations of a QPA are finite structures over its vo-
cabulary. For our purposes, we may think of the universe of a con-
figuration to be a set of thread identifiers. The dynamics of a QPA
is defined by a symbolic transition function, which maps each sym-
bolic proposition q(i1, ..., iar(q)) and each symbolic indexed letter
h� : i0i (where i0, ..., iar(q) denote variable symbols) to a formula
in F(Q, ar) where the free variables are among the ones bound by
the transition (that is, {i0, ..., iar(q)}). Formally:

Definition 4.4 (Quantified predicate automata). A quantified
predicate automaton (QPA) is a 6-tuple

A = hQ, ar,⌃, �,'
start

, F i
where
• hQ, ari is a finite relational vocabulary
• ⌃ is a finite alphabet
• '

start

2 F(Q, ar) is a sentence over the vocabulary hQ, ari
• F ✓ Q is a set of accepting predicate symbols
• � : Q ⇥ ⌃ ! F(Q, ar) is a transition function which satisfies

the property that for any q 2 Q and � 2 ⌃, the free variables
of the formula �(q,�) belong to the set {i0, ..., iar(q)} (where
i0, i1, ... is an ordered enumeration of variable symbols). �
A QPA A = hQ, ar,⌃, �,'

start

, F i defines an infinite-state
non-deterministic transition system, with transitions labeled by in-
dexed commands. The configurations of the transition system are
the set of finite structures over the vocabulary hQ, ari. That is, a
configuration C of A consists of a finite universe UC ✓fin N along
with an interpretation qC ✓ (UC)ar(q) for each predicate symbol
q 2 Q. A configuration C is initial C |= '

start

, and accepting if for
all q /2 F , qC = ;. Given A-configurations C and C0, � 2 ⌃, and
k 2 UC , we write

C �:k��! C0

if C and C0 have the same universe (UC = UC0
), and for all
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predicate symbols q 2 Q and all hi1, ..., iar(q)i 2 qC , we have

C0 |= �(q,�)[i0 7! k, i1 7! i1, ..., iar(q) 7! iar(q)] .

QPAs read input traces from right to left. A finite trace ⌧ =
h�1 : i1i· · · h�n

: i
n

i is accepted by A if there is a sequence of
configurations C

n

, ..., C0 such that:
1. C

n

is initial

2. for each r 2 {1, ..., n}, C
r

�r :ir���! C
r�1

3. C0 is accepting
We define L(A) to be the set all traces which are accepted by A.

Recall that the goal stated at the beginning of this section was to
develop a class of automaton capable of recognizing the difference
$(L(P )) \ $(H ,W ) (for any given parameterized program P and
regular well-founded proof space hH ,W i), and thereby arrive at
a sufficient automata-theoretic condition for checking the premise
of the proof rule established in Section 3. The following theorem
states that quantified predicate automata achieve this goal.

Theorem 4.5. Let P be a parameterized program and a let
hH ,W i be a well-founded proof space, where H has a finite basis
H . Then there is a QPA which accepts $(L(P )) \ $(H ,W ). �

The proof of this theorem proceeds in three steps: (I) $(L(P ))
is recognizable by a QPA (Proposition 4.6), (II) $(H ,W ) is recog-
nizable by a QPA (Proposition 4.6), and (III) QPAs are closed un-
der Boolean operations (Proposition 4.8). In the remainder of this
section we will informally argue these three steps (leaving formal
proofs to the appendix).

Starting with step (I), we need the following proposition.

Proposition 4.6. Let P be a parameterized program. Then there
is a QPA A(P ) which accepts $(L(P )). �

An example QPA for the decrement example (Figure 2) illus-
trating the intuition behind the construction in Proposition 4.6 is
given in Figure 5. Each node represents a monadic predicate and
each edge represents a transition. Self-loops (corresponding to the
movement of environment threads) are omitted from the figure: for
example, the outgoing edge from h2, 1i corresponds to a transition

�(h2, 1i(i), x=pos() : j) = (i = j^h1, 1i(i))_(i 6= j^h2, 1i(i)) .
A word ⌧$⇢ is a lasso of the program if for each thread i, (1)

the word obtained by projecting ⌧⇢ onto the actions of thread i
corresponds to a path in the control flow automaton in Figure 2,
and (2) ⇢ corresponds to a loop. The QPA has two parts: the first
row is responsible for recognizing the stem of a lasso, and rows
2-5 are responsible for recognizing the loop. The stem part of the
QPA is simply the reversal of the control flow automaton. For the
lasso part, the QPA must “remember where the loop began”, which
is accomplished using four (reversed) copies of the control flow
automaton (the columns of rows 2-4). The initial formula of the
automaton is

8i.h1, 1i(i) _ h2, 2i(i) _ h3, 3i(i) _ h4, 4i(i) .
Upon reading the special marker $, the automaton transitions from
hu, vi(i) to u(i) on the condition that u = v (i.e., the ⇢ part is a
loop), and otherwise rejects.

Moving on to step (II):

Proposition 4.7. Let hH ,W i be a regular well-founded proof
space with basis hH,W i. Then there is a QPA A(H,W ) which
accepts $(H ,W ). �

Intuitively, each Hoare triple in the basis of a regular proof space
corresponds to a transition of a QPA. For example, the Hoare triple

{d(1) > 0 ^ old(x) = x} hx=x-d : 1i {old(x) > x}

$

$

$

$

h1, 1i

h2, 1i

h3, 1i

h4, 1i

x=pos()

d=pos()

[x>0]

x=x-d

h1, 2i

h2, 2i

h3, 2i

h4, 2i

x=pos()

d=pos()

[x>0]

x=x-d

h1, 3i

h2, 3i

h3, 3i

h4, 3i

x=pos()

d=pos()

[x>0]

x=x-d

h1, 4i

h2, 4i

h3, 4i

h4, 4i

x=pos()

d=pos()

[x>0]

x=x-d

1 2 3 4
x=pos() d=pos()

[x>0]

x=x-d

Figure 5. Depiction of QPA for Figure 2.
corresponds to the transition

�([old(x) > x], hx=x-d : ii) = [d(1) > 0](i) ^ [old(x) = x]

Finally, we conclude with step (III):

Proposition 4.8. QPA languages are closed under Boolean oper-
ations (intersection, union, and complement). �

The constructions follow the classical ones for alternating finite
automata.

4.2 QPA Emptiness
We close this section with a discussion of the emptiness problem
for quantified predicate automata. First, we observe that the empti-
ness problem for QPA is undecidable in the general case, since
the emptiness is undecidable even for quantifier-free predicate au-
tomata [17]. In this respect, our method parallels incremental ter-
mination provers for sequential programs: the problem of checking
whether a candidate termination argument is sufficient is reduced
to a safety problem which is undecidable. Although the emptiness
problem is undecidable, safety is a relatively well-studied problem
for which there are existing logics and algorithmic techniques. In
particular, inductive invariants for QPA can be serve as certificates
certify their emptiness. In the remainder of this section we detail
emptiness certificates, which formalize this idea.

Intuitively, an emptiness certificate for a QPA is a positive for-
mula which is entailed by the initial condition, inductive with re-
spect to the transition relation, and which has no models which
are accepting configurations. A problem with this definition is that
the transition relation is infinitely-branching (we must verify that
the emptiness certificate is inductive with respect to the transition
relation labeled with any indexed command, of which there are in-
finitely many). So first we define a symbolic post-condition op-
erator which give a finite representation of these infinitely many
transitions.

Given a QPA A = hQ, ar,⌃, �,'
start

, F i, we define a symbolic
post-condition operator �̂ : F(Q, ar)⇥⌃ ! F(Q, ar) as follows:

�̂(',�) = 9i.�̂(', h� : ii),
where i is a fresh variable symbol not appearing in ' and �̂(', h� :
ii) is the result of substituting each proposition q(j1, ..., jar(q))
which appears in ' with

�(q,�)[i0 7! i, i1 7! j1, ..., iar(q) 7! jar(q)] .

We may now formally define emptiness certificates:
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Definition 4.9. Let A = hQ, ar,⌃, �,'
start

, F i be a QPA. An
emptiness certificate for A is a positive first-order formula ' 2
F(Q, ar) along with proofs of the following entailments:
1. Initialization: '

start

` '

2. Consecution: For all � 2 ⌃, �̂(',�) ` '
3. Rejection: ' `

W
q2Q\F 9i1, ..., iar(q).q(i1, ..., iar(q)). �

The following result establishes that that emptiness certificates
are a sound proof system for verifying emptiness of a QPA.

Theorem 4.10. Let A = hQ, ar,⌃, �,'
start

, F i be a QPA. If
there is an emptiness certificate for A, then L(A) is empty. �
5. Beyond Termination
In the last two sections, we developed a technique for using well-
founded proof spaces to prove termination of parameterized pro-
grams. This section extends the technique to prove more general
liveness properties. The class of liveness properties we consider
are those which are definable in (thread) quantified linear tempo-
ral logic (QLTL), which extends linear temporal logic with thread
quantifiers to express properties of parameterized systems.

Given a finite alphabet ⌃, a QLTL(⌃) formula is a formula built
using the connectives of first-order and linear temporal logic, where
quantifiers may not appear underneath temporal modalities, and
where every proposition is either i = j (for some thread variables
i, j) or h� : ii (for some � 2 ⌃ and thread variable i).3 For
example, the following formula expresses the liveness property of
the ticket protocol (Figure 1), “if every thread executes infinitely
often, then no thread is starved”:�

8i.GF
_

�2⌃

h� : ii
�
)

�
8i.GFh[m<=s] : ii

�

We employ a classical idea for temporal verification [33]: to
show that every execution of a parameterized program satisfies a
QLTL property ', we show that every program trace which violates
' is (or equivalently, satisfies ¬') infeasible. Towards that end,
we must show that the set of lassos which satisfy a given QLTL
property is recognizable by a QPA.

Theorem 5.1. Let ⌃ be a finite alphabet, and let ' be a QLTL(⌃)
sentence. There is a QPA A(') which recognizes the language:

$(L(')) = {⌧$⇢ 2
[

N

⌃(N)! : ⌧⇢! |= '} �
Example 5.2. To illustrate the idea behind this approach, we give
manual construction of a QPA for the (negated) liveness property
of the ticket protocol. The negated liveness property can be written
as a conjunction of a fairness constraint and a negated liveness
constraint:�

8i.GF
_

�2⌃

h� : ii
�
^
�
9i.FG¬h[m<=s] : ii

�

We can construct a QPA for each conjunct and then take the
intersection.

The fairness constraint (every thread executes infinitely often) is
satisfied by lasso when ever thread executes at least one command
in the loop. This can be encoded using a single unary predicate
exec, which has the following transition rules

�(exec(i), h$ : ji) = false
and for all other �,

�(exec(i), h� : ji) = i = j _ exec(i)
The initial formula for the QPA is 8i.exec(i), and there are no
accepting predicate symbols.

3 The logic QLTL is similar to indexed LTL considered in [14]. Indexed LTL
corresponds to the fragment of QLTL without existential quantification.

The negation of the liveness property is that there exists some
thread which never enters its critical section. This property is satis-
fied by a lasso if some thread fails to execute [m<=s] in the loop.
This is encoded using a single unary predicate enter, which has the
following transition rules:

�(enter(i), h[m<=s] : ji) = i 6= j ^ enter(i)
�(enter(i), h$ : ji) = true

�(enter(i), hm=t++ : ji) = enter(i)
�(enter(i), hs++ : ji) = enter(i)

�(enter(i), h[m>s] : ji) = enter(i)
The initial formula for the QPA is 9i.enter(i), and there are no
accepting predicate symbols. �

We conclude this section with our proof rule for QLTL proper-
ties, stated as follows. Given a QLTL sentence ' and a parameter-
ized program P , if there exists regular well-founded proof space
hH ,W i with basis hH,W i such that the language L(A(P ) ^
A(¬') ^ ¬A(H,W )) is empty, then P satisfies '.

6. Discussion
Although well-founded proof spaces are designed to prove termi-
nation of parameterized concurrent programs, a natural question
is how they relate to existing methods for proving termination of
sequential programs. This section investigates this question. In par-
ticular, we will compare with the method of disjunctively well-
founded transition invariants, as exemplified by Terminator [7],
and the language-theoretic approach, as used by Automizer [20].
We shed more light on well-founded proof spaces by showing what
it shares with these two approaches, and how it differs.

Terminator, Automizer, and our approach using well-founded
proof spaces employ the same high-level tactic for proving termi-
nation. The termination argument is constructed incrementally in
a sample-synthesize-check loop: first, sample a lasso of the pro-
gram, then synthesize a candidate termination argument (using a
ranking function for that lasso), then check if the candidate argu-
ment applies to the whole program. However, they are based on
fundamentally different proof principles.

i = pos()

if(0  i  1):

i = 2*i - 1

// i is either 1 or -1
while(x>0 ^ y>0):

x = x + i

y = y - i

Terminator is based on the principle
of disjunctively well-founded transition
invariants. In this method, the program
is proved terminating by showing that
the transitive closure of the transition
relation is contained inside the union of
a finite number of well-founded rela-
tions. As a concrete example, consider the example to the right.
Assuming that we restrict ourselves to linear ranking functions,
well-founded proof spaces (and Automizer) cannot prove this ex-
ample terminating, because there is no linear term which decreases
at every loop iteration. Terminator can prove this example termi-
nates by showing that no matter how many iteration of the loop are
executed, x decreases or y decreases.

flag = true

while(y > 0):
if(flag):
x = y

y = pos()

else:
y = x - 1

x = pos()

flag = ¬flag

Like well-founded proof spaces, Automizer
is based on an language-theoretic view of ter-
mination. In order to prove that a program
terminates, Automizer shows that each of the
traces of the program terminates. This is done
by computing a family of Büchi automata, each
of which recognizes a language of traces which
terminates “for the same reason” (some given
ranking function decreases infinitely often).
Again assuming that we restrict ourselves to linear ranking func-
tions, Terminator cannot prove this example terminating because
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there is no linear disjunctively well-founded relation which in-
cludes the odd loop iterations. Automizer (and well-founded proof
spaces) can prove this example terminating using the linear ranking
function y, which decreases infinitely often along any infinite trace
(in fact, at every even iteration of the loop).

Restricted to sequential programs, well-founded proof spaces
are equivalent in power to Automizer. In the case of sequential
programs, the premise of the proof rule (L(P ) ✓ !(H ,W )) can
be checked effectively. This is due to the fact that both L(P (1))
and !(H ,W ) \ ⌃(1)! are !-regular, and thus the inclusion can
be checked using algorithms for Büchi automata.

The method we introduce in Section 4 uses a weak variant of
the proof rule than Section 3. The weak variant is obtained by
replacing the premise L(P ) ✓ !(H ,W ) by the inclusion between
lasso languages $(L(P )) ✓ $(H ,W ). The weak variant of the
proof rule is strictly weaker than the one employed by Automizer,
and the above example cannot be verified for the same reason that
Terminator fails: there is no ranking function that decreases after
odd iterations of the loop. That is, we cannot construct a well-
founded proof space such that $(H ,W ) contains ⌧$⇢i for odd
i (where ⌧ represents the stem flag = true and ⇢ represents
one iteration of the while loop). There is an interesting connection
between the weak variant of the well-founded proof spaces and
disjunctively well-founded transition invariants. The connection is
most easily seen in the safety problem which Terminator poses
in order to check a termination argument. In order to verify that
the transitive closure of the transition relation is contained inside a
given disjunctively well-founded relation, Terminator makes use of
the following program transformation. At some point, the program
non-deterministically saves the program state and jumps to another
(disconnected) copy of the program, in which at every loop iteration
we must verify the assertion that “saved” and “current” state are
related by the disjunctively well-founded relation. Intuitively, this
jump corresponds to exactly the $ marker which we employ in lasso
languages: the traces which perform the jump in the transformed
program can be put in exact correspondence with the traces of the
lasso language $(L(P )).

Thus, well-founded proof spaces relate to both the Terminator
and Automizer proof rules. Section 3 is aligned with the language-
theoretic view of program termination used by Automizer. Sec-
tion 4 mirrors the program transformation employed by Terminator
to cope with transitive closure.

7. Conclusion
This paper introduces well-founded proof spaces, a formal founda-
tion for automated verification of liveness properties for parameter-
ized programs. Well-founded proof spaces extend the incremental
termination proof strategy pioneered in [7, 8] to the case of concur-
rent programs with unboundedly many threads. This paper investi-
gates a logical foundation of an automated proof strategy. We leave
for future work the problem of engineering heuristic techniques to
make the framework work well in practice.
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A. Proofs
Theorem 3.4 (Soundness). Let hH ,W i be a well-founded proof
space. Then every infinite trace in !(H ,W ) is infeasible. �
Proof. For a contradiction, suppose that there is an execution

s0
h�1:i1i����! s1

h�2:i2i����! · · ·
such that h�1 : i1ih�2 : i2i· · · 2 !(H ,W ). Then there is a se-
quence of naturals {↵

k

}
k2N and a ranking formula w 2 W which

satisfy the conditions of Definition 3.3. It is straightforward to show
that {s

↵k}k2N is an infinite descending sequence of program states
in the order w, contradicting the fact that w defines a well-founded
order.

Proposition 4.6. Let P be a parameterized program. Then there
is a QPA A(P ) which accepts $(L(P )). �
Proof. Let P = hLoc,⌃, `

init

, src, tgti be a parameterized pro-
gram.

Intuitively, we can recognize that ⌧$⇢ is a lasso of the program
P (reading ⌧$⇢ from right to left) as follows:

• While reading the loop ⇢, we keep track of the control location
of every thread, but also “remember” the control location in
which each thread started. This is accomplished with unary
predicates of the form h`1, `2i(i) (with `1, `2 2 Loc), so that
h`1, `2i(i) holds when thread i is at location `1 and started in
location `2

• When reading the separator symbol $, we verify that each
thread is in a loop by transitioning from h`1, `2i(i) to `1(i) if
`1 = `2 (i.e., thread i is currently at the same location it started
in), and otherwise rejecting by transitioning to false.

• When reading the stem ⌧ , we track the control location of each
thread using unary predicates of the form `(i).

• To verify that after reading ⌧$⇢ every thread is in the initial
control location (equivalently, no thread is at a location other
than the initial one) by making every predicate symbol except
`
init

rejecting.

Formally, we construct the QPA A(P ) = hQ, ar,⌃, �,'
start

, F i
as follows:

• Q = Loc [ (Loc⇥ Loc) [ {�, $, loc}. Intuitively,
�(i) stands for the disjunction

W
`1,`22Loc

h`1, `2i(i)
loc(i) stands for the disjunction

W
`2Loc

`(i)

$ is used to enforce the condition that the loop of a lasso
may not be empty (i.e., $ does not appear at the end of an
accepted word)

• The arity of each predicate symbol is 1, except $ which has arity
0.

• '
start

= $ ^ 8i.�(i) (i.e., initially every thread is currently
where it started)

• F = {`
init

, loc}

� is defined as follows:
�(h`1, `2i(i), h� : ji) =(

if i = j then hsrc(�), `2i(i) else h`1, `2i(i) if tgt(�) = `1
i 6= j ^ h`1, `2i(i) otherwise

�(`(i), h� : ji) =

(
if i = j then src(�)(i) else `(i) if tgt(�) = `

i 6= j ^ `(i) otherwise

�(�(i), h� : ji) = if i = j then hsrc(�), tgt(�)i(i) else �(i)

�(loc(i), h� : ji) = if i = j then src(�)(i) else loc(i)

�($, h� : ji) = true

�(h`1, `2i(i), $) =
(
`1(i) if `1 = `2
false otherwise

�(`(i), $) = false
�(�(i), $) = loc(i)

�(loc(i), $) = false

�($, $) = false

Proposition 4.7. Let hH ,W i be a regular well-founded proof
space with basis hH,W i. Then there is a QPA A(H,W ) which
accepts $(H ,W ). �
Proof. Our construction follows a similar structure to the construc-
tion of a (quantifier-free) predicate automaton from a proof space
[17]. Let hH ,W i be a regular well-founded proof space, and let
hH,W i be a basis for hH ,W i.

The intuition behind the construction of a QPA A(H,W ) which
recognizes $(H ,W ) is that the predicate symbols in A corre-
spond to program assertions in H , and the transition function corre-
sponds to the Hoare triples in H . More explicitly, we define a QPA
A(H,W ) = hQ, ar,⌃, �,'

start

, F i as follows.
The set of predicate symbols Q is the set of canonical names

for the assertions which appear in H . A canonical name is a repre-
sentation of an equivalence class of program assertions, where two
assertions ' and  are equivalent if there is a permutation of thread
identifiers ⇡ : N ! N so that '[⇡] =  . For example, the asser-
tions m(4) < m(2) and m(2) < m(9) are both represented by the
same canonical assertion, which we write as [m(2) < m(9)]. The
arity of a predicate symbol is the number of distinct thread indices
which appear in it (e.g., ar([m(2) < m(9)]) = 2).

Each Hoare triple in H corresponds to a transition rule of
A(H,W ). For example, the Hoare triple

{m(1) < t} hm=t++ : 2i {m(1) < m(2)}
corresponds to the transition
�([m(1) < m(2)](i, j), hm=t++ : ki) = k = j ^ [m(1) < t](i)

If there are multiple Hoare triples with the same command and
canonical post-condition, then the transition rules are combined via
disjunction. For example, if the following Hoare triple also belongs
to the basis:

{m(2) < m(1)} hm=t++ : 3i {m(2) < m(1)}
then the transition rule is:
�([m(1) < m(2)](i, j), hm=t++ : ki) = k = j ^ [m(1) < t](i)

_k 6= i ^ k 6= j ^ [m(1) < m(2)](i, j)
For any global variable g, by reading $ we may transition from

[old(g) = g] to true (and similarly for local variables l):
�([old(g) = g], h$ : i0i) = true

�([old(l(1)) = l(1)](i1), h$ : i0i) = true

For all other predicate symbols q, reading $ has no effect:
�(q(i1, ..., iar(q)), h$ : i0i) = q(i1, ..., iar(q))

The initial formula of A(H,W ) expresses the desired post-
condition that the some ranking formula decreases. Formally, '

init

is defined as follows:
'

init

=
_

w2W

9~i.w(~i)
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Lastly, there are no accepting predicate symbols (F = ;), which
expresses the desired pre-condition true.

Theorem 4.10. Let A = hQ, ar,⌃, �,'
start

, F i be a QPA. If
there is an emptiness certificate for A, then L(A) is empty. �
Proof. Let A = hQ, ar,⌃, �,'

start

, F i be a QPA and let ' be an
emptiness certificate for A. Intuitively, the Initialization and Con-
secution conditions for ' express that ' is an inductive invariant
for the transition system on A-configurations, while the Rejection
condition expresses that no model of ' is accepting.

The non-standard part of argument is proving the soundness
of the consecution condition, since the consecution condition ex-
presses that ' is inductive under �̂ rather than the transition rela-
tion on A-configurations. In other words, we must establish that if
C, C0 are A-configurations, � 2 ⌃ and k 2 N so that that C |= '

and C �:k��! C0, then C0 |= �̂(',�). This property can be proved by
induction on '.

Theorem 5.1. Let ⌃ be a finite alphabet, and let ' be a QLTL(⌃)
sentence. There is a QPA A(') which recognizes the language:

$(L(')) = {⌧$⇢ 2
[

N

⌃(N)! : ⌧⇢! |= '} �
Proof. Any QLTL(⌃) formula is equivalent to one written as a
disjunction of QLTL(⌃) formulas of the form

Q1i1.Q2i2, ...Qk

i
k

.
� ^

j 6=j

0

i
j

6= i
j

0
�
^ '

m

(i1, ..., ik) ,

where each Q
j

is either 9 or 8, and '
m

(i1, ..., ik) is quantifier-free.
It is sufficient to construct the QPA for a single disjunct of this form,
since QPA languages are closed under union (Proposition 4.8).

Since the formula '
m

[i1 7! 1, . . . , i
k

7! k] is equivalent to an
LTL formula, the the set of all infinite traces ⌧ 2 ⌃(k + 1)! such
that

⌧ |= '
m

[i1 7! 1, . . . , i
k

7! k]
can be recognized by a Büchi automaton [34]. Let A!('

m

) denote
this Büchi automaton. From A!('

m

), we may derive a determin-
istic finite automaton A$('

m

) = hQ
m

,⌃(k + 1), �
m

, s
m

, F
m

i
which recognizes $(L(A!('))), following the construction from
[5]. From A$('

m

), we may construct a QPA
A(') = hQ, ar,⌃, �,'

start

, F i
which recognizes the language

$(L(Q1i1.Q2i2, ...Qk

i
k

.
� ^

j 6=j

0

i
j

6= i
j

0
�
^ '

m

(i1, ..., ik)))

as follows:

• Q = Q
m

• For each predicate symbol q 2 Q, define ar(q) = k
• '

init

= Q1i1.· · · Qk

i
k

.
�V

j 6=j

0 ij 6= i
j

0
�
^
�W

q2Fm
q(i1, ..., ik)

�

• For every q 2 Q
m

and � 2 ⌃ [ {$}, � is defined by:
�(q(~i), h� : i0i) = i0 = i1 ^

�W
{q0(~i) : �

m

(q0, h� : 1i) = q}
�

...
_i0 = i

k

^
�W

{q0(~i) : �
m

(q0, h� : ki) = q}
�

_
V

k

j=1 i0 6= i
j

^
�W

{q0(~i) : �
m

(q0, h� : k+ 1i) = q}
�

• F = {q0}
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Abstract
Given a model of a system and an objective, the model-checking
question asks whether the model satisfies the objective. We study
polynomial-time problems in two classical models, graphs and
Markov Decision Processes (MDPs), with respect to several funda-
mental !-regular objectives, e.g., Rabin and Streett objectives. For
many of these problems the best-known upper bounds are quadratic
or cubic, yet no super-linear lower bounds are known. In this work
our contributions are two-fold: First, we present several improved
algorithms, and second, we present the first conditional super-linear
lower bounds based on widely believed assumptions about the com-
plexity of CNF-SAT and combinatorial Boolean matrix multiplica-
tion. A separation result for two models with respect to an objective
means a conditional lower bound for one model that is strictly higher
than the existing upper bound for the other model, and similarly
for two objectives with respect to a model. Our results establish the
following separation results: (1) A separation of models (graphs
and MDPs) for disjunctive queries of reachability and Büchi objec-
tives. (2) Two kinds of separations of objectives, both for graphs
and MDPs, namely, (2a) the separation of dual objectives such as
Streett/Rabin objectives, and (2b) the separation of conjunction and
disjunction of multiple objectives of the same type such as safety,
Büchi, and coBüchi. In summary, our results establish the first model
and objective separation results for graphs and MDPs for various
classical !-regular objectives. Quite strikingly, we establish condi-
tional lower bounds for the disjunction of objectives that are strictly
higher than the existing upper bounds for the conjunction of the
same objectives.

Categories and Subject Descriptors F [2]: 2—Computations on
discrete structures

General Terms Algorithms, Verification

Keywords Conditional lower bounds; Graph algorithms; Markov
Decision processes; Model checking;
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1. Introduction
The fundamental problem in formal verification is the model-
checking question that given a model of a system and a property
asks whether the model satisfies the property. The model can be, for
example, a standard graph, or a probabilistic extension of graphs,
and the property describes the desired behaviors of the model. For
several basic model-checking questions, though polynomial-time
algorithms are known, the best-known existing upper bounds are
quadratic or cubic, yet no super-linear lower bounds are known. In
graph algorithmic problems unconditional super-linear lower bounds
are very rare when polynomial-time solutions exist. However,
recently there have been many interesting results that establish
conditional lower bounds [1, 3, 5]. These are lower bounds based
on the assumption that for some well-studied problem such as 3-
SUM [23] or All-Pairs Shortest Paths [33, 36] no (polynomially1)
faster algorithm exists (compared to the best known algorithm). The
lower bounds in this work assume (A1) there is no combinatorial2

algorithm with running time of O(n3�"

) for any " > 0 to multiply
two n ⇥ n Boolean matrices; or (A2) for all " > 0 there exists
a k such that there is no algorithm for the k-CNF-SAT problem
that runs in 2

(1�")·n · poly(m) time, where n is the number of
variables and m the number of clauses. These two assumptions
have been used to establish lower bounds for several well-studied
problems, such as dynamic graph algorithms [1, 5], measuring
the similarity of strings [2, 4, 7, 9, 10], context-free grammar
parsing [3, 31], and verifying first-order graph properties [32, 38].
No relation between conjectures (A1) and (A2) is known. In this
work we present conditional lower bounds that are super-linear for
fundamental model-checking problems.
Models. The two most classical models in formal verification are
standard graphs and Markov decision processes (MDPs). MDPs
are probabilistic extensions of graphs, and an MDP consists of a
finite directed graph (V,E) with a partition of the vertex set V into
player 1 vertices V

1

and random vertices V
R

and a probabilistic
transition function that specifies for vertices in V

R

a probability
distribution over their successor vertices. Let n = |V | and m = |E|.
An infinite path in an MDP is obtained by the following process.
A token is placed on an initial vertex and the token is moved
indefinitely as follows: At a vertex v 2 V

1

a choice is made to
move the token along one of the outedges of v, and at a vertex
v 2 V

R

the token is moved according to the probabilistic transition
function. Note that if V

R

= ;, then we have a standard graph, and

1 In particular improvements by polylogarithmic factors are not excluded.
2 Combinatorial here means avoiding fast matrix multiplication [30], see also
the discussion in [26].

197



if V
1

= ;, then we have a Markov chain. Thus MDPs generalize
standard graphs and Markov chains.

Objectives. Objectives (or properties) are subsets of infinite paths
that specify the desired set of paths. Let T ✓ V be a set of target
vertices. The most basic objective is reachability where an infinite
path satisfies the objective if the path visits a vertex of T at least
once. The dual objective to reachability is safety where an infinite
path satisfies the objective if the path does not visit any vertex of T .
The next extension of a reachability objective is the Büchi objective
that requires the set T to be reached infinitely often. Its dual, the
coBüchi objective, requires the set T to be reached only finitely
often. A natural extension of single objectives are conjunctive and
disjunctive objectives [16, 22, 40]. For two objectives  

1

and  
2

their conjunctive objective is equal to  
1

\  
2

and their disjunctive
objective is equal to  

1

[  
2

. The conjunction of reachability
(resp. Büchi) objectives is known as generalized reachability (resp.
Büchi) [22, 40]. A very central and canonical class of objectives
in formal verification are Streett (strong fairness) objectives and
their dual Rabin objectives [35]. A one-pair Streett objective for
two sets of vertices L and U specifies that if the Büchi objective for
target set L is satisfied, then also the Büchi objective for target set
U has to be satisfied; in other words, a one-pair Streett objective
is the disjunction of a coBüchi objective (with target set L) and
a Büchi objective (with target set U ). The dual one-pair Rabin
objective for two vertex sets L and U is the conjunction of a Büchi
objective with target set L and a coBüchi objective with target set U .
A Streett objective is the conjunction of k one-pair Streett objectives
and its dual Rabin objective is the disjunction of k one-pair Rabin
objectives.

Algorithmic questions. Given a model and an objective, the algorith-
mic question (a) for standard graphs is whether there is a path that
satisfies the objective and (b) for MDPs is whether there is a strategy
that resolves the non-deterministic choices of outgoing edges for
player 1 to ensure that the objective is satisfied with probability 1.
Observe that if we consider the model-checking question for MDPs
with V

R

= ;, then it exactly corresponds to the model-checking
question for standard graphs. Given k objectives, the conjunctive
query question asks whether there is a strategy for player 1 to ensure
that all the objectives are satisfied with probability 1, and the dis-
junctive query question asks whether there is a strategy for player 1
to ensure that one of the objectives is satisfied with probability 1.
Conjunctive queries coincide with conjunctive objectives on graphs
and MDPs, while disjunctive queries coincide with disjunctive ob-
jectives on graphs but not on MDPs.

Significance of model and objectives. Standard graphs are the model
for non-deterministic systems, and provide the framework to model
hardware and software systems [20, 27], as well as many basic
logic-related questions such as automata emptiness. MDPs model
systems with both non-deterministic and probabilistic behavior; and
provide the framework for a wide range of applications from random-
ized communication and security protocols, to stochastic distributed
systems, to biological systems [8, 29]. In verification, reachability
objectives are the most basic objectives for safety-critical systems.
In general all properties that arise in verification (such as liveness,
fairness) are !-regular languages (!-regular languages extend regu-
lar languages to infinite words), and every !-regular language can
be expressed as a Streett objective (or a Rabin objective). Impor-
tant special cases of Streett (resp. Rabin) objectives are Büchi and
coBüchi objectives [14]. Thus the algorithmic questions we consider
are the most basic questions in formal verification.

Model separation and objective separation questions. In this work
our results (upper and conditional lower bounds) aim to establish
the following two fundamental separations:

• Model separation. Consider an objective where the algorithmic
question for both graphs and MDPs can be solved in polynomial
time, and establish a conditional lower bound for MDPs that is
strictly higher than the best-known upper bound for graphs.

• Objective separation. Consider a model (either graphs or MDPs)
with two different objectives and show that, though the algorith-
mic question for both objectives can be solved in polynomial
time, there is a conditional lower bound for one objective that
is strictly higher than the best-known upper bound for the other
objective.

To the best of our knowledge, there is no previous work that establish
any model separation or objective separation result in the literature.
Our results. In this work we present improved algorithms as well
as the first conditional lower bounds that are super-linear for
algorithmic problems in model checking that can be solved in
polynomial time, and together they establish both model separation
and objective separation results. An overview of the results for
the different objectives is given in Table 1, where our results
are highlighted in boldface. We use MEC to refer to the time to
compute the maximal end-component decomposition of an MDP.
An end-component is a strongly connected sub-MDP for which
random vertices have no edges out of the component. We have
MEC = O(min(n2,m1.5

)) [14]. Moreover, we use k to denote
the number of combined objectives in the case of conjunction or
disjunction of multiple objectives and b to denote the total number
of elements in all the target sets that specify the objectives. We
first describe Table 1 and our main results and then discuss the
significance of our results for model and objective separation.

1. Conjunctive and Disjunctive Reachability (and Büchi) Prob-
lems. First, we consider conjunctive and disjunctive reachability
objectives and queries. Recall that conjunctive objectives and
queries in general and disjunctive objectives and queries on
graphs coincide. For reachability further the disjunctive objec-
tive can be reduced to a single objective. The following results
are known: the algorithmic question for conjunctive reachabil-
ity objectives is NP-complete for graphs [18], and PSPACE-
complete for MDPs [22]; and the disjunctive objective can be
solved in linear time for graphs and in O(min(n2,m1.5

) + b)
time in MDPs [14, 15]. We present three results for disjunctive
reachability queries in MDPs: (i) We present an O(km+MEC)-
time algorithm. (ii) We show that under assumption (A1) there
does not exist a combinatorial O(k · n2�"

) algorithm for any
" > 0. (iii) We show that for k = ⌦(m) there does not exist an
O(m2�"

) time algorithm for any " > 0 under assumption (A2).
Hence we establish an upper bound and matching conditional
lower bounds based on (A1) and (A2).
Disjunctive Büchi objectives (on graphs and MDPs) can be
reduced in linear time to disjunctive reachability objectives and
vice versa, therefore the same results apply to disjunctive Büchi
problems. The basic algorithm for conjunctive Büchi objectives
runs in time O(m+ b) on graphs and in time O(MEC + b) on
MDPs.

2. Conjunctive and Disjunctive Safety Problems. Second, we con-
sider conjunctive and disjunctive safety objectives and queries.
The following results are known: the conjunctive problem can
be reduced to a single objective and can be solved in linear time,
both in graphs and MDPs (see e.g. [17]); disjunctive queries for
MDPs can be solved in O(k ·m) time; and disjunctive objectives
for MDPs are PSPACE-complete [22]. We present two results:
(i) We show that for the disjunctive problem in graphs under as-
sumption (A1) there does not exist a combinatorial O(k · n2�"

)

algorithm for any " > 0. This implies the same conditional
lower bound for disjunctive queries and objectives in MDPs and
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Table 1. Upper and lower bounds. Our results are boldface and respective results are referred.
Graphs MDPs

upper bound lower bound⇤ upper bound lower bound⇤

Reach Conj. NP-c [18] PSPACE-c [22]

Disj. Obj.
⇥(m + b)

O(MEC + b) [14, 15]
Disj. Qu. O(k · m + MEC) [Th. 4.1] k · n2�o(1) [Th. 3.1], m2�o(1) [Th. 3.4]

Safety Conj. ⇥(m + b) ⇥(m + b)

Disj. Obj.
O(k · m) k · n2�o(1) [Th. 3.7]

PSPACE-c [22]
Disj. Qu. O(k · m) k · n2�o(1) [Th. 3.7], m2�o(1) [Th. 3.10]

Büchi Conj. ⇥(m + b) O(MEC + b)

Disj. Obj.
⇥(m + b)

O(MEC + b) [14, 15]
Disj. Qu. O(k · m + MEC) [Th. 4.1] k · n2�o(1) [Cor. 3.13], m2�o(1) [Cor. 3.14]

coBüchi Conj. ⇥(m + b) O(MEC + b)

Disj. Obj.
O(k · m) k · n2�o(1) [Cor. 3.13]

O(k · m + MEC) [Th. 4.3] k · n2�o(1) [Cor. 3.13], m2�o(1) [Cor. 3.14]
Disj. Qu. O(k · m + MEC) [Th. 4.3] k · n2�o(1) [Cor. 3.13], m2�o(1) [Cor. 3.14]

Singleton Disj. Obj.
⇥(m) [Th. 4.4]

m2�o(1) [Cor. 3.14]
Disj. Qu. m2�o(1) [Cor. 3.14]

Streett O(min(n2,m
p
m logn, km) + b logn) [19, 25] O(min(n2,m

p
m log n) + b log n) [Th. 4.2]

Rabin O(k · m) k · n2�o(1) [Cor. 3.13] O(k · MEC) k · n2�o(1) [Cor. 3.13], m2�o(1) [Cor. 3.14]
⇤ k · n2�o(1) lower bounds are based on the combinatorial Boolean Matrix Multiplication Conjecture / Strong Triangle Conjecture (A1)
m2�o(1) lower bounds are based on the Orthogonal Vectors Conjecture / Strong ETH (A2)

matches the upper bound for graphs and disjunctive queries in
MDPs. (ii) We present, for k = ⌦(m), an ⌦(m2�o(1)

) lower
bound for disjunctive objectives and queries in MDPs under
assumption (A2). Again this lower bound matches the upper
bound of O(k ·m) for disjunctive queries.

3. Conjunctive and Disjunctive coBüchi Problems. For coBüchi, a
conjunctive objective can be reduced to a single objective. For
single objectives the basic algorithm runs in time O(MEC + b)
on MDPs and in time O(m+b) on graphs. Our conditional lower
bounds for disjunctive safety objectives and queries also hold for
coBüchi objectives. Here the running times and the conditional
lower bounds are matching for both disjunctive queries and
disjunctive objectives. For the conditional lower bound based
on assumption (A2) only singleton coBüchi objectives, i.e.,
coBüchi objectives with target sets of cardinality one, are
needed, therefore the bound already holds for this case. We
additionally present two results: (i) We present O(km+ MEC)-
time algorithms for disjunctive queries and objectives in MDPs.
(ii) We present a linear time algorithm for disjunctive singleton
coBüchi objectives in graphs.

4. Rabin and Streett objectives. Finally, we consider Rabin and
Streett objectives. The basic algorithm for Rabin objectives runs
in time O(k ·m) on graphs and in time O(k · MEC) on MDPs.
As disjunctive coBüchi objectives are a special case of Rabin
objectives, the conditional lower bounds for coBüchi objectives
of ⌦(k · n2�o(1)

) on graphs and additionally ⌦(m2�o(1)

) on
MDPs extend to Rabin objectives. The conditional lower bound
for graphs is matching (for combinatorial algorithms). Further-
more, we extend the results of [19, 25] from graphs to MDPs
to show that MDPs with Streett objectives can be solved in
O(min(m

p
m log n, n2

) + b log n) time.

Significance of our results. We now describe the model and objective
separation results that are obtained from the results we established.

Table 2. Model Separation.
upper bound Graphs lower bounds MDPs

Reach/Büchi Disj. Qu. m + nk k · n2�o(1),m2�o(1)

coBüchi Singl. Disj. m m2�o(1)

Table 3. Dual Objective Separation for Graphs.
upper bound lower bound

Reach Disj. m + nk k · n2�o(1) Safety Disj.
Büchi Disj. m + nk k · n2�o(1) coBüchi Disj.

Büchi Conj. m + nk k · n2�o(1) coBüchi Disj.
Streett n2

+ nk logn k · n2�o(1) Rabin

Table 4. Dual Objective Separation for MDPs.
upper bound lower bound

Büchi Disj. O. min(n2,m1.5
) + nk k · n2�o(1),m2�o(1) coB. Disj. O.

Büchi Conj. min(n2,m1.5
) + nk k · n2�o(1),m2�o(1) coB. Disj. O.

Streett eO(min(n2,m1.5
)) k · n2�o(1),m2�o(1) Rabin

1. Model Separation. Table 2 shows our results that separate graphs
and MDPs regarding their complexity for certain objectives and
queries under assumptions (A1) and (A2). First, for reachabil-
ity and Büchi objectives disjunction in graphs is in linear time
while in MDPs we have ⌦(kn2�o(1)

) and ⌦(m2�o(1)

) condi-
tional lower bounds for disjunctive queries. Second, in graphs
the disjunction of coBüchi objectives where each target set is
a singleton is in linear time while we establish an ⌦(m2�o(1)

)

conditional lower bound for MDPs for both disjunctive objec-
tives and queries.
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2. Objective Separation. We consider two aspects, separations
between dual objectives like Büchi and coBüchi (Tables 3
and 4), and separations between conjunction and disjunction
of objectives (Table 5). We compare dual objectives in two ways:
(i) we show that single objectives that are dual to each other
behave differently when we consider disjunction for each of
them and (ii) we compare conjunctive objectives and their dual
disjunctive objectives. For (ii) we have that conjunctive Büchi
objectives are dual to disjunctive coBüchi objectives, and Streett
objectives are dual to Rabin objectives.

(a) Separating Dual Objectives in Graphs. In graphs we have
that for reachability objectives disjunction is in linear time
while for disjunctive safety objectives we establish an
⌦(kn2�o(1)

) lower bound under assumption (A1). Anal-
ogous results hold for Büchi and coBüchi objectives. Further,
conjunctive Büchi objectives are in linear time and thus
can be separated from their dual objective, the disjunctive
coBüchi objectives. Finally, for Streett objectives in graphs
with b = O(n2/ log n) we have an O(n2

) algorithm while
we establish an ⌦(n3�o(1)

) lower bound for Rabin objec-
tives when k = ⇥(n).

(b) Separating Dual Objectives in MDPs. On MDPs disjunc-
tive Büchi objectives are in time O(MEC + b), which is
in O(min(n2,m1.5

) + nk), while for coBüchi objectives
we show ⌦(kn2�o(1)

) and ⌦(m2�o(1)

) conditional lower
bounds for both disjunctive queries and disjunctive objec-
tives. This separates the two objectives for both sparse
and dense graphs. Further conjunctive Büchi objectives can
be solved in O(MEC + b) time and thus there is also
a separation between disjunctive coBüchi objectives and
their dual. Finally, for Streett objectives in MDPs with
b = O(min(n2,m1.5

)/ log n) we show both an O(n2

)-
time and an O(m1.5

)-time algorithm while we establish
⌦(n3�o(1)

) and ⌦(m2�o(1)

) conditional lower bounds for
Rabin objectives when k = ⇥(n).

(c) Separating Conjunction and Disjunction in Graphs and
MDPs. Except for reachability, i.e., in particular for all con-
sidered polynomial-time problems, we observe that the dis-
junction of objectives is computationally harder than the con-
junction of these objectives (under assumptions (A1), (A2)).
First, for safety objectives conjunction is in linear time even
for MDPs while for disjunctive queries (disjunctive objec-
tives are PSPACE-complete) we present ⌦(kn2�o(1)

) and
⌦(m2�o(1)

) conditional lower bounds, where the first bound
also holds for graphs. Second, for Büchi and coBüchi objec-
tives conjunction is in O(MEC+b) on MDPs (and O(m+b)
on graphs) while we show ⌦(kn2�o(1)

) and ⌦(m2�o(1)

)

conditional lower bounds for disjunctive coBüchi objectives
and disjunctive Büchi / coBüchi queries on MDPs. Further,
for coBüchi objectives our ⌦(kn2�o(1)

) bound also holds on
graphs, which separates conjunction and disjunction also in
this setting. Third, corollaries of our results are that for each
of one-pair Streett objectives and one-pair Rabin objectives
their disjunction is harder than their conjunction.

Remark about Streett and Rabin objective separation. One remark-
able aspect of our objective separation result is that we achieve it
for Rabin and Streett objectives (both in graphs and MDPs), which
are dual. In more general models such as games on graphs, Ra-
bin objectives are NP-complete and Streett objectives are coNP-
complete [21]. In graphs and MDPs, both Rabin and Streett objec-
tives can be solved in polynomial time. Since Rabin and Streett
objectives are dual, and they belong to the complementary complex-

Table 5. Separating Conjunction and Disjunction.
Conjunction Disjunction

Safety Graphs m + nk k · n2�o(1)

MDP Qu. m + nk k · n2�o(1),m2�o(1)

Büchi MDPs Qu. min(n2,m1.5
) + nk k · n2�o(1),m2�o(1)

coBüchi Graphs m + nk k · n2�o(1)

MDPs min(n2,m1.5
) + nk k · n2�o(1),m2�o(1)

1-pair Streett Graphs n2
+ nk logn k · n2�o(1)

MDPs ⇤min(n2,m1.5
) + nk k · n2�o(1),m2�o(1)

1-pair Rabin Graphs m + nk k · n2�o(1)

MDPs min(n2,m1.5
) + nk k · n2�o(1),m2�o(1)

⇤
logn factor omitted

ity classes (either both in P, or one is NP-complete, other coNP-
complete), they were considered to be equivalent for algorithmic
purposes for graphs and MDPs. Quite surprisingly we show that un-
der some widely believed assumptions, both for MDPs and graphs,
Rabin objectives are algorithmically harder than Streett objectives.
Remark about separating conjunction and disjunction. In logic dis-
junction and conjunction are dual and for polynomial-time problems
to the best of our knowledge there have not been any results which
show that one is harder than the other. For reachability objectives the
conjunctive problems are harder (NP-complete for graphs, PSPACE-
complete for MDPs) compared to the disjunctive problems, which
are in polynomial time. In terms of strategy complexity, again con-
junctive objectives are harder than disjunctive objectives: While
for disjunctive Büchi objectives memoryless strategies suffice, for
conjunctive Büchi objectives strategies require memory; and while
for Rabin objectives memoryless strategies suffice, for Streett ob-
jectives strategies require memory (even exponential memory in
games). Given the existing results, there was no evidence to expect
that when polynomial-time algorithms exist that disjunction is harder
than conjunction. On the contrary, existing results show that some
aspects of conjunctive objectives are harder than the disjunctive
counterpart. Surprisingly, our results indicate that from an algorith-
mic point of view several polynomial-time problems are harder for
the disjunctive problems than for their conjunctive counterparts.
Technical contributions.

Algorithms. (1) We show that given the MEC-decomposition
of an MDP, the almost-sure reachability problem can be solved
in linear time on the MDP where each MEC is contracted to
a player 1 vertex. This yields to the improved algorithms for
disjunctive queries of reachability and Büchi objectives on MDPs.
(2) For MDPs with disjunctive coBüchi objectives and disjunctive
queries of coBüchi objectives we use the MEC-decomposition in a
different way; namely, we show that it is sufficient to do a linear-
time computation in each MEC per coBüchi objective to solve both
disjunctive questions. (3) Further we show that for graphs with a
disjunctive coBüchi objective for which the target set of each of
the single coBüchi objectives has cardinality one the problem can
be solved with a breadth-first search like algorithm in linear time.
(4) Finally, we provide faster algorithms for MDPs with Streett
objectives. The straight-forward algorithm repeatedly computes
MEC-decompositions in a black-box manner; we show that one
can open this black-box and combine the current best algorithms for
MEC-decomposition [14] and graphs with Streett objectives [19, 25]
to achieve almost the same running time for MDPs with Streett
objectives as for graphs.

Conditional Lower Bounds. (a) Conjecture (A1) is equivalent
to the conjecture that there is no combinatorial O(n3�"

) time algo-
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rithm to detect whether an n-vertex graph contains a triangle [36].
We show that triangle-detection in graphs can be linear-time reduced
to disjunctive queries of almost-sure reachability in MDPs and thus
that the latter is hard assuming (A1). (b) For the hardness under (A2)
we consider the intermediate problem Orthogonal Vectors, which
is known to be hard under (A2) [37], and linear-time reduce it to
disjunctive queries of almost-sure reachability in MDPs. (c) For
disjunctive safety problems we give a linear-time reduction from
triangle-detection that only requires player 1 vertices and thus hard-
ness also holds in graphs when assuming (A1). (d) However, the
reduction we give from Orthogonal Vectors to disjunctive safety
problems requires random vertices and thus hardness under (A2)
only holds on MDPs. (e) We then exploit reductions between the
different types of objectives to obtain the hardness results for Büchi,
coBüchi, and Rabin.
Outline. In Section 2 we provide formal definitions and state the
conjectures on which the conditional lower bounds are based.
In Section 3 we first describe the conditional lower bounds for
disjunctive reachability queries in MDPs and the disjunction of
safety objectives in graphs and MDPs and then outline how other
conditional lower bounds follow from these results. In Section 4 we
summarize our algorithmic results. All details can be found in the
full version.

2. Preliminaries
Markov Decision Processes (MDPs) and Graphs. An MDP P =

((V,E), (V
1

, V
R

), �) consists of a finite directed graph with vertices
V and edges E with a partition of the vertices into player 1 vertices
V
1

and random vertices V
R

and a probabilistic transition function �.
We call an edge (u, v) with u 2 V

1

player 1 edge and an edge (v, w)

with v 2 V
R

a random edge. The probabilistic transition function is
a function from V

R

to D(V ), where D(V ) is the set of probability
distributions over V and a random edge (v, w) 2 E if and only if
�(v)[w] > 0. Graphs are a special case of MDPs with V

R

= ;.
Plays and Strategies. A play or infinite path in P is an infinite
sequence ! = hv

0

, v
1

, v
2

, . . .i such that (v
i

, v
i+1

) 2 E for
all i 2 N; we denote by ⌦ the set of all plays. A player 1
strategy � : V ⇤ · V

1

! V is a function that assigns to every
finite prefix ! 2 V ⇤ · V

1

of a play that ends in a player 1
vertex v a successor vertex �(!) 2 V such that there exists an
edge (v,�(!)) 2 E; we denote by ⌃ the set of all player 1
strategies. A strategy is memoryless if we have �(!) = �(!0

)

for any !,!0 2 V ⇤ · V
1

that end in the same vertex v 2 V
1

.
Objectives and Almost-Sure Winning Sets. An objective  is a subset
of ⌦ said to be winning for player 1. We say that a play ! 2 ⌦

satisfies the objective if ! 2  . For any measurable set of plays
A ✓ ⌦ we denote by Pr

�

v

(A) the probability that a play starting at
v 2 V belongs to A when player 1 plays strategy �. A strategy �
is almost-sure winning from a vertex v 2 V for an objective  if
Pr

�

v

( ) = 1. In graphs the existence of an almost-sure winning
strategy corresponds to the existence of a play in the objective. The
almost-sure winning set hh1iias (P, ) of player 1 is the set of vertices
for which player 1 has an almost-sure winning strategy. Let Inf(!)
for ! 2 ⌦ denote the set of vertices that occurs infinitely often in !.

Reachability For a vertex set T ✓ V the reachability objective
is the set of infinite paths that contain a vertex of T , i.e.,
Reach (T ) = {hv

0

, v
1

, v
2

, . . .i 2 ⌦ | 9j � 0 : v
j

2 T}.
Safety For a vertex set T ✓ V the safety objective is the set

of infinite paths that do not contain any vertex of T , i.e.,
Safety (T ) = {hv

0

, v
1

, v
2

, . . .i 2 ⌦ | 8j � 0 : v
j

/2 T}.
Büchi For a vertex set T ✓ V the Büchi objective is the set of

infinite paths in which a vertex of T occurs infinitely often, i.e.,
Büchi (T ) = {! 2 ⌦ | Inf(!) \ T 6= ;}.

coBüchi For a vertex set T ✓ V the coBüchi objective is the set
of infinite paths for which no vertex of T occurs infinitely often,
i.e., coBüchi (T ) = {! 2 ⌦ | Inf(!) \ T = ;}.

Streett Given a set SP of k pairs (L
i

, U
i

) of vertex sets L
i

, U
i

✓ V
with 1  i  k, the Streett objective is the set of infinite
paths for which it holds for each 1  i  k that whenever a
vertex of L

i

occurs infinitely often, then a vertex of U
i

occurs
infinitely often, i.e., Streett (SP) = {! 2 ⌦ | L

i

\ Inf(!) =
; or U

i

\ Inf(!) 6= ; for all 1  i  k}.
Rabin Given a set RP of k pairs (L

i

, U
i

) of vertex sets L
i

, U
i

✓ V
with 1  i  k, the Rabin objective is the set of infinite
paths for which there exists an i, 1  i  k, such that a
vertex of L

i

occurs infinitely often but no vertex of U
i

occurs
infinitely often, i.e., Rabin (RP) = {! 2 ⌦ | L

i

\ Inf(!) 6=
; and U

i

\ Inf(!) = ; for some 1  i  k}.

Given c objectives  
1

, . . . , 
c

, the conjunctive objective  =

 
1

\ . . .\ 
c

is given by the intersection of the c objectives, and the
disjunctive objective  =  

1

[ . . .[ 
c

=

W
c

i=1

 
i

is given by the
union of the c objectives. For the conjunctive query of c objectives
 

1

, . . . , 
c

we define the (almost-sure) winning set to be the set of
vertices that have one strategy that is (almost-sure) winning for each
of the objectives  

1

, . . . , 
c

. Analogously, a vertex is in the (almost-
sure) winning set

W
c

i=1

hh1iias (P, i

) for the disjunctive query of
the c objectives if it is in a (almost-sure) winning set for at least one
of the c objectives (i.e. we take the union of the winning sets).

2.1 Conjectured Lower Bounds
While classical complexity results are based on standard complexity-
theoretical assumptions, e.g., P 6= NP, polynomial lower bounds are
often based on widely believed, conjectured lower bounds about well
studied algorithmic problems. Our lower bounds will be conditioned
on the popular conjectures discussed below.

First, we consider conjectures on Boolean matrix multiplica-
tion [1, 36] and triangle detection [1] in graphs, which build the
basis for our lower bounds on dense graphs. A triangle in a graph is
a triple x, y, z of vertices such that (x, y), (y, z), (z, x) 2 E.

Conjecture 2.1 (Combinatorial Boolean Matrix Multiplication
Conjecture (BMM)). There is no O(n3�"

) time combinatorial
algorithm for computing the boolean product of two n⇥ n matrices
for any " > 0.

Conjecture 2.2 (Strong Triangle Conjecture (STC)). There is no
O(n3�"

) time combinatorial algorithm that can detect whether a
graph contains a triangle for any " > 0.

BMM is equivalent to STC [36]. A weaker assumption, without
the restriction to combinatorial algorithms, is that detecting a
triangle in a graph takes super-linear time.

Second, we consider the Strong Exponential Time Hypothe-
sis [11, 28] and the Orthogonal Vectors Conjecture [6], the former
dealing with satisfiability in propositional logic and the latter with
the Orthogonal Vectors Problem.

The Orthogonal Vectors Problem (OV). Given two sets S
1

, S
2

of d-bit vectors with |S
i

|  N , d 2 ⇥(logN), are there u 2 S
1

and v 2 S
2

such that
P

d

i=1

u
i

· v
i

= 0?

Conjecture 2.3 (Strong Exponential Time Hypothesis (SETH)).
For each " > 0 there is a k such that k-CNF-SAT on n variables
and m clauses cannot be solved in O(2

(1�")n

poly(m)) time.

Conjecture 2.4 (Orthogonal Vectors Conjecture (OVC)). There is
no O(N2�"

) time algorithm for OV for any " > 0.

SETH implies OVC [37], i.e., whenever a problem is hard
assuming OVC, it is also hard when assuming SETH. Hence, it
is preferable to use OVC for proving lower bounds. Finally, to
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Figure 1. Illustration of Reduction 3.2, with G = ({a, b, c},
{(a, b), (b, a), (b, c), (c, a)}). Vertices drawn as cycle are owned
by player 1, vertices drawn as diamond are random vertices.

the best of our knowledge, no relations between the former two
conjectures and the latter two conjectures are known.

Remark 2.5. The conjectures that no polynomial improvements
over the best known running times are possible do not exclude
improvements by sub-polynomial factors such as poly-logarithmic
factors or factors of, e.g., 2

p
logn as in [39].

3. Conditional Lower Bounds
In this section we present all conditional lower bounds.

3.1 Disjunctive Reachability in MDPs
We first present our lower bound for dense MDPs based on STC.

Theorem 3.1. There is no combinatorial O(n3�✏

) or O((k ·
n2

)

1�✏

) algorithm (for any ✏ > 0) for disjunctive reachability
queries in MDPs under Conjecture 2.2 (i.e., unless STC and BMM
fail). The bounds hold for dense MDPs with m = ⇥(n2

).

The above theorem is by the following reduction from the
triangle detection problem.

Reduction 3.2. Given an instance of triangle detection, i.e., a graph
G = (V,E), we build the following MDP P .

• The vertices V 0 of P are given by four copies V 1, V 2, V 3, V 4 of
V , a start vertex s, and absorbing vertices F = {g

v

| v 2 V }.
The edges E0 of P are defined as follows: There is an edge
from s to the first copy v1 2 V 1 of every v 2 V and the last
copy v4 2 V 4 of every v 2 V is connected to its first copy v1

and its corresponding absorbing vertex g
v

2 F ; further for
1  i  3 there is an edge from vi to ui+1 iff (v, u) 2 E.

• The set of vertices V 0 is partitioned into player 1 vertices
V 0
1

= {s}[V 1 [V 2 [V 3 [F and random vertices V 0
R

= V 4.
Moreover, the probabilistic transition function for each vertex
v 2 V 0

R

chooses among v’s successors with equal probability
1/2 each.

The reduction is illustrated in Figure 1. Next we prove that
Reduction 3.2 is indeed a valid reduction from triangle detection to
disjunctive reachability queries in MDPs.

Lemma 3.3. A graph G has a triangle iff s is contained inW
v2V

hh1iias (P,Reach (T
v

)), where P is the MDP given by Re-
duction 3.2 and T

v

= {g
v

} for v 2 V .

Proof. For the only if part assume that G has a triangle with vertices
a, b, c and let ai,bi,ci be the copies of a, b, c in V i. Now a strategy
for player 1 in the MDP P to reach g

a

with probability 1 is as
follows: When in s, go to a1; when in a1, go to b2; when in b2, go

to c3; when in c3, go to a4. As a, b, c form a triangle, all the edges
required by the above strategy exist. When player 1 starts in s and
follows the above strategy the only random vertex he encounters
is a4. The random choice sends him to the target vertex g

a

and to
vertex a1 with probability 1/2 each. In the former case he is done,
in the latter case he continues playing his strategy and will reach
a4 again after three steps. The probability that player 1 has reached
g
a

after 3q + 1 steps is 1 � (1/2)q which converges to 1 with q
going to infinity. Thus we have found a strategy to reach g

a

with
probability 1.

For the if part assume that s 2
W

v2V

hh1iias (P,Reach (T
v

)).
That is, there is an a 2 V such that s 2 hh1iias (P,Reach (T

a

)).
Let us consider a corresponding strategy for reaching T

a

= {g
a

}.
First, assume that the strategy would visit a vertex v4 for v 2
V \ {a}. Then with probability 1/2 player 1 would end up in
the vertex g

v

which has no path to g
a

, a contradiction to s 2
hh1iias (P,Reach (T

a

)). Thus the strategy has to avoid visiting ver-
tices v4 for v 2 V \ {a}. Second, as the only way to reach g

a

is a4,
the strategy has to choose a4. But then with probability 1/2 it will
be send to a1 and there must be a path from a1 to g

a

that doesn’t
not cross V 4 \ {a4}. By the latter this path must be of the form
a1, b2, c3, a4, g

a

for some b, c 2 V . Now by the construction of
G0 in the MDP P the vertices a, b, c form a triangle in the original
graph G.

The size and the construction time of the MDP P , constructed
by Reduction 3.2, is linear in the size of the original graph G
and we have k = ⇥(n) target sets. Thus if we would have a
combinatorial O(n3�✏

) or O((k ·n2

)

1�✏

) algorithm for disjunctive
queries of reachability objectives in MDPs for any ✏ > 0, we would
immediately get a combinatorial O(n3�✏

) algorithm for triangle
detection, which contradicts STC and BMM.

Next we present a lower bound for sparse MDPs based on OVC
and SETH.

Theorem 3.4. There is no O(m2�✏

) or O((k ·m)

1�✏

) algorithm
(for any ✏ > 0) for disjunctive reachability queries in MDPs under
Conjecture 2.4 (i.e., unless OVC and SETH fail).

To prove the above we give a reduction from OVC to disjunctive
reachability queries in MDPs.

Reduction 3.5. Given two sets S
1

, S
2

of d-dimensional vectors, we
build the following MDP P .

• The vertices V of the MDP P are given by a start vertex s,
vertices S

1

and S
2

representing the sets of vectors, vertices
C = {c

i

| 1  i  d} representing the coordinates, and
absorbing vertices F = {g

v

| v 2 S
2

}. The edges E of P
are defined as follows: the start vertex s has an edge to every
vertex of S

1

and every vertex v 2 S
2

has an edge to s and to
its corresponding absorbing vertex g

v

2 F ; further for each
x 2 S

1

there is an edge to c
i

2 C iff x
i

= 1 and for each
y 2 S

2

there is an edge from c
i

2 C iff y
i

= 0.
• The set of vertices V is partitioned into player 1 vertices
V
1

= {s} [ C [ F and random vertices V
R

= S
1

[ S
2

. The
probabilistic transition function for each vertex v 2 V

R

chooses
among v’s successors uniformly at random.

The reduction is illustrated on an example in Figure 2.

Lemma 3.6. There exist orthogonal vectors x 2 S
1

, y 2 S
2

iff
s 2

W
v2V

hh1iias (P,Reach (T
v

)) where P is the MDP given by
Reduction 3.5 and T

v

= {g
v

} for v 2 V .

Proof. If one of the sets S
1

and S
2

contains the all-zero vector, an
orthogonal pair of vectors exists trivially and this can be detected in
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Figure 2. Illustration of Reduction 3.5 for S
1

= {(1, 0, 0),
(1, 1, 1), (0, 1, 1)} and S

2

= {(1, 1, 0), (0, 1, 0), (0, 0, 1)}.

linear time; thus we assume w.l.o.g. that none of the sets contains
the all-zero vector.

For the only if part assume that there are orthogonal vectors
x 2 S

1

, y 2 S
2

. Now a strategy for player 1 in the MDP P to
reach g

y

with probability 1 is as follows: When in s, go to x; when
in some c 2 C, go to y. As x and y are orthogonal, each c

i

2 C
reachable from x has an edge to y, i.e., for x

i

= 1 it must be that
y
i

= 0. When player 1 starts in s and follows the above strategy,
he reaches y after three steps. There the random choice sends him
to the target vertex g

y

and back to vertex y with probability 1/2
each. In the former case he is done, in the latter case he continues
playing his strategy and will reach y again after three steps. The
probability that player 1 has reached g

y

after 3q steps is 1� (1/2)q ,
which converges to 1 with q going to infinity. Thus we have found a
strategy to reach g

y

with probability 1.
For the if part assume that s 2

W
v2V

hh1iias (P,Reach (T
v

)).
That is, there is an y 2 S

2

such that s 2 hh1iias (P,Reach (T
y

)).
Let us consider a corresponding strategy for reaching T

y

= {g
y

}.
First, assume that the strategy would visit a vertex y0 2 S

2

for
y0 6= y. Then with probability 1/2 the player would end up
in the vertex g

y

0 which has no path to g
y

, a contradiction to
s 2 hh1iias (P,Reach (T

y

)). Thus the strategy has to avoid visiting
vertices S

2

\ {y}. Second, as the only way to reach g
y

is y, the
strategy has to choose y. But then with probability 1/2 it will be
send to s and thus there must be a strategy to reach g

y

from s
with probability 1 that does not cross S

2

\ {y}. As y is the only
predecessor of g

y

, there must also be such a strategy to reach y. In
other words, there must be an x 2 S

1

such that for each successor
c
i

2 C there is an edge to y. By the construction of the MDP P
this is equivalent to the existence of an x 2 S

1

such that whenever
x
i

= 1 then y
i

= 0, and thus x and y are orthogonal vectors.

The number of vertices in P , constructed by Reduction 3.5, is
O(N) and the construction can be performed in O(N logN) time
(recall that d 2 O(logN)). The number of edges m is O(N logN)

(thus we consider P to be a sparse MDP) and the number of target
sets k 2 ⇥(N) = ✓(m/ logN). Finally, if we would have an
O(m2�✏

) or O((k ·m)

1�✏

) algorithm for disjunctive reachability
queries in MDPs for any ✏ > 0, we would immediately get an
O(N2�✏

) algorithm for OV, which contradicts OVC (and thus
SETH).

3.2 Safety Objectives
We first present a lower bound for disjunctive safety based on STC
that even holds on graphs.
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Figure 3. Illustration of Reduction 3.8, with G = ({a, b, c, d},
{(a, b), (b, a), (b, c), (c, a), (c, d), (d, a)}). The target sets for
disjunctive safety are T

a

= {b1, c1, d1, b4, c4, d4}, T
b

=

{a1, c1, d1, a4, c4, d4}, T
c

= {a1, b1, d1, a4, b4, d4}, and T
d

=

{a1, b1, c1, a4, b4, c4}.

Theorem 3.7. There is no combinatorial O(n3�✏

) or O((k ·
n2

)

1�✏

) algorithm (for any ✏ > 0) for disjunctive safety (objectives
or queries) in graphs under Conjecture 2.2 (i.e., unless STC and
BMM fail).

The above is by the linear time reduction from triangle detection
to disjunctive safety in graphs provided below.

Reduction 3.8. Given a graph G = (V,E) (for triangle detection),
we build a graph G0

= (V 0, E0
) (for disjunctive safety) as follows.

As vertices V 0 we have four copies V 1, V 2, V 3, V 4 of V and a
vertex s. A vertex vi 2 V i has an edge to a vertex ui+1 2 V i+1

iff (v, u) 2 E. Finally, s has an edge to all vertices in V 1 and all
vertices in V 4 have an edge to s.

Reduction 3.8 is illustrated in Figure 3.

Lemma 3.9. Let G0 be the graph given by Reduction 3.8 for a
graph G and let T

v

= (V 1 \ {v1}) [ (V 4 \ {v4}). Then G has a
triangle iff s is in the winning set of (G0,

W
v2V

Safety (T
v

)).

Proof. For the only if part assume that G has a triangle with vertices
a, b, c and let ai,bi,ci be the copies of a, b, c in V i. Now a strategy
for player 1 in G0 to satisfy Safety (T

a

) is as follows: When in s, go
to a1; when in a1, go to b2; when in b2, go to c3; when in c3, go to
a4; and when in a4, go to s. As a, b, c form a triangle, all the edges
required by the above strategy exist. When player 1 starts in s and
follows the above strategy, then he plays an infinite path that only
uses vertices s, a1, b2, c3, a4 and thus satisfies Safety (T

a

).
For the if part assume that there is a winning play starting in s and

satisfying Safety (T
a

). Starting from s, this play has to first go to a1,
as all other successors of s would violate the safety constraint. Then
the play continues on some vertex b2 2 V 2 and c3 2 V 3 and then,
again by the safety constraint, has to enter a4. Now by construction
of G0 we know that there must be edges (a, b), (b, c), (c, a) in the
original graph G, i.e. there is a triangle in G.

The size and the construction time of the graph G0, constructed
by Reduction 3.8, is linear in the size of the original graph G
and we have k = ⇥(n) target sets. Thus if we would have a
combinatorial O(n3�✏

) or O((k ·n2

)

1�✏

) algorithm for disjunctive
safety objectives or queries in graphs, we would immediately get
a combinatorial O(n3�✏

) algorithm for triangle detection, which
contradicts STC (and thus BMM).

The above reduction uses a linear number of safety constraints
which are all of linear size. Thus, a natural question is whether
smaller safety sets would make the problem any easier. Next we
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Figure 4. Illustration of how to reduce the number of entries in the
target sets in Reduction 3.8 with two complete binary trees. Here
G = ({a, b, c, d}, {(a, b), (b, a), (b, c), (c, a), (c, d), (d, a)}) and
the target sets for disjunctive safety are T

a

= {b1, x
2

, b4, y
2

}, T
b

=

{a1, x
2

, a4, y
2

}, T
c

= {d1, x
1

, d4, y
1

}, and T
d

= {c1, x
1

, c4, y
1

}.

argue that our result even holds for safety sets that are of logarithmic
size. To this end we modify Reduction 3.8 as follows. We remove all
edges incident to s and replace them by two complete binary trees.
The first tree with s as root and the vertices V 1 as leaves is directed
towards the leaves, the second tree with root s and leaves V 4 is
directed towards s. Now for each pair v1, v4 one can select one
vertex of each level of the trees (except for the root levels) for the set
T
v

such that the only safe path starting in s has to use v1 and each
safe path to s must pass v4. As the depth of the trees is logarithmic
in the number of leaf vertices, we get sets of logarithmic size. The
construction with the binary trees is illustrated in Figure 4.

Next we present an ⌦(m2�o(1)

) lower bound for disjunctive
objective/query safety in sparse MDPs.

Theorem 3.10. There is no O(m2�✏

) or O((k ·m)

1�✏

) algorithm
(for any ✏ > 0) for disjunctive safety objectives/queries in MDPs
under Conjecture 2.4 (i.e., unless OVC & SETH fail).

To prove the above, we give a linear time reduction from OV to
disjunctive safety objectives/queries.

Reduction 3.11. Given two sets S
1

, S
2

of d-dimensional vectors,
we build the following MDP P .
• The vertices V of the MDP P are given by a start vertex s,

vertices S
1

and S
2

representing the sets of vectors, and vertices
C = {c

i

| 1  i  d} representing the coordinates. The edges
E of P are defined as follows: the start vertex s has an edge to
every vertex of S

1

and every vertex v 2 S
2

has an edge to s;
further for each x 2 S

1

there is an edge to c
i

2 C iff x
i

= 1

and for each y 2 S
2

there is an edge from c
i

2 C iff y
i

= 1.
• The set of vertices V is partitioned into player 1 vertices
V
1

= {s}[S
2

and random vertices V
R

= S
1

[C. Moreover, the
probabilistic transition function for each vertex v 2 V

R

chooses
among v’s successors uniformly at random.

The reduction is illustrated on an example in Figure 5.

Lemma 3.12. Given two sets S
1

, S
2

of d-dimensional vectors, the
corresponding MDP P given by Reduction 3.11 and T

v

= {v} for
v 2 S

2

the following statements are equivalent

1. There exist orthogonal vectors x 2 S
1

, y 2 S
2

.
2. s 2

W
v2S2

hh1iias (P, Safety (T
v

))

3. s 2 hh1iias

⇣
P,

W
v2S2

Safety (T
v

)

⌘

Proof. W.l.o.g. we assume that the 1-vector, i.e., the vector with all
coordinates being 1, is contained in S

2

(adding the 1-vector does

s

(1,0,0)

(1,1,1)

(0,1,1)

c
1

c
2

c
3

(1,1,0)

(1,1,1)

(0,1,0)

(0,0,1)

Figure 5. Illustration of Reduction 3.11, for S
1

= {(1, 0, 0),
(1, 1, 1), (0, 1, 1)} and S

2

= {(1, 1, 0), (1, 1, 1), (0, 1, 0),
(0, 0, 1)}.

not change the result of the OV instance). Then a play in the MDP
P proceeds as follows. Starting from s, player 1 chooses a vertex
x 2 S

1

; then a vertex c 2 C and then a vertex y 2 S
2

are picked
randomly; then the play goes back to s, starting another cycle of the
play.

(1))(2): Assume there are orthogonal vectors x 2 S
1

, y 2 S
2

.
Now player 1 can satisfy Safety (T

y

) in the MDP P by simply going
to x whenever the play is in s. The random player will then send
it to some adjacent c 2 C and then to some adjacent vertex in S

2

,
but as x and y are orthogonal, this c is not connected to y. Thus the
play will never visit y.

(2))(3): Assume s 2
W

v2S2
hh1iias (P, Safety (T

v

)). Then there
is a vertex y 2 S

2

such that s 2 hh1iias (P, Safety (T
y

)). Now
we can enlarge the objective to

W
v2S2

Safety (T
v

) and obtain

s 2 hh1iias

⇣
P,

W
v2S2

Safety (T
v

)

⌘
.

(3))(1): Assume s 2 hh1iias

⇣
P,

W
v2S2

Safety (T
v

)

⌘
and con-

sider a corresponding strategy �. W.l.o.g. we can assume that this
strategy is memoryless [34]. Thus whenever the play is in s, it picks
a fixed x 2 S

1

as the next vertex. Assume towards contradiction that
there is no orthogonal vector y 2 S

2

for x. Then for each y 2 S
2

we have that there is a c 2 C connecting x to y. In each cycle of
the play one goes from s to x and then by random choice to some
vertex in S

2

. By the above, each of the vertices in S
2

has a non-zero
probability to be reached in this cycle, which can, for each fixed n,
be lower bounded by a constant p. Thus after n cycles in the play
with probability at least p|S2| all vertices in S

2

have been visited
and thus none of the safety objectives is satisfied, a contradiction to
the assumption that with probability 1 at least one safety objective is
satisfied. Thus there must exist a vector y 2 S

2

orthogonal to x.

The number of vertices in the MDP P , constructed by Reduc-
tion 3.11, is O(N), the number of edges m is O(N logN) (re-
call that d 2 O(logN)), we have k 2 ⇥(N) target sets, and the
construction can be performed in O(N logN) time. Thus, if we
would have an O(m2�✏

) or O((k ·m)

1�✏

) algorithm for disjunctive
queries or disjunctive objectives of safety objectives for any ✏ > 0,
we would immediately get an O(N2�✏

) algorithm for OV, which
contradicts OVC (and thus SETH).
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3.3 Discussion on other Conditional Lower Bounds
With the following observations the conditional lower bounds for
Rabin objectives and several disjunctive questions for Büchi and
coBüchi objectives (see Table 1) follow as corollaries from the
results presented for reachability and safety objectives. First there
exists a linear time reduction from reachability to Büchi objectives
in MDPs [12, Remark 2.3] that also holds for disjunctive queries
(see Observation 2.6 in the full version). Second the conditional
lower bounds for disjunctive safety objectives and queries actually
already hold for the question whether the (almost-sure) winning
set is empty. Further we have that the winning set for disjunctive
safety objectives (resp. queries) is empty if and only if the winning
set for disjunctive coBüchi objectives (resp. queries) with the same
target sets is empty. Finally it is easy to see that disjunctive coBüchi
objectives are special instances of Rabin objectives.

Corollary 3.13. Assuming BMM or STC, there is no combinatorial
O(n3�✏

) or O((k · n2

)

1�✏

) algorithm for each of

1. disjunctive Büchi queries in MDPs,
2. disjunctive coBüchi queries or objectives in graphs, and
3. Rabin objectives in graphs.

Corollary 3.14. Assuming SETH or OVC, there is no O(m2�✏

) or
O((k ·m)

1�✏

) algorithm for each of

1. disjunctive Büchi queries in MDPs,
2. disjunctive coBüchi objectives or queries in MDPs (even if all

target sets have cardinality one), and
3. Rabin objectives in MDPs.

4. Improved Algorithms
Disjunctive Reachability and Büchi Queries in MDPs. The improved
algorithm for disjunctive reachability queries in MDPs is based on
the following three ideas:

1. In an MDP without end-components, almost-sure reachability
can be solved in linear time.

2. For almost-sure reachability either all vertices in a MEC are
winning or none.

3. When each MEC of an MDP is contracted to a single vertex,
then the resulting MDP has no end-components (other than self-
loops).

Thus, given the MEC decomposition of an MDP, disjunctive reacha-
bility queries can be answered in linear time per target set. Finally,
Büchi objectives can be reduced to reachability objectives in linear
time [12, Remark 2.3].

Theorem 4.1. For an MDP and target sets T
i

for 1  i  k
the almost-sure winning set for disjunctive reachability (or Büchi)
queries can be computed in O(km+ MEC) time.

MDPs with Streett Objectives. On graphs, the algorithms for
Streett objectives with Streett pairs SP = {(L

i

, U
i

) | 1  i  k}
are based on finding “good” strongly connected subgraphs and then
determining which vertices can reach these “good components”.
A good component is a strongly connected subgraph induced by
vertices C such that for each 1  i  k we have L

i

\ C = ; or
U

i

\ C 6= ;, i.e., if an infinite path traverses exactly the vertices of
the good component infinitely often, then this path is winning.

(a) First we show (compare [8]) that we can use a similar ap-
proach for MDPs: finding good end-components, i.e., end-
components X with L

i

\ X = ; or U
i

\ X 6= ; for each
1  i  k, and then compute almost-sure reachability on
the union of all good end-components to determine the almost-
sure winning set. In a good end-component player 1 has an

almost-sure winning strategy that visits with probability 1 all
the vertices in the good end-component infinitely often.

(b) The basic algorithm to find good end-components, starting
with the MEC-decomposition, repeatedly removes vertices that
cannot be in a good end-component, namely sets L

i

for which no
vertex of U

i

is in the same end-component, and then recomputes
the MEC-decomposition of the remaining MDP. This algorithm
maintains a set of end-components as candidates for good end-
components.

(c) To improve upon the basic algorithm, we do not maintain
end-components but only sets of vertices without outgoing
random edges for which we can guarantee that each good end-
component is contained in one candidate. This relaxed invariant
allows us, after initializing with the MEC-decomposition, to
make progress in each iteration only with computing maximal
strongly connected components (SCCs) and removing certain
vertices. This algorithm can be seen as “interleaving” the
removal of vertices that cannot be in a good end-component
and the recomputations of MEC-decompositions.

(d) We then extend the two techniques that lead to the best asymp-
totic running times on graphs [13], one for dense graphs and
one for sparse graphs, to MDPs. Both techniques basically en-
able to check for strong connectivity faster after the removal
of vertices. For dense graphs we use a sparsification technique
called Hierarchical Graph Decomposition that was introduced
by [24] for undirected graphs and extended to directed graphs
and game graphs by [14]. For sparse graphs we use “parallel
local searches” similar to [25].

Theorem 4.2. For an MDP with Streett objectives defined by
Streett pairs SP = {(L

i

, U
i

) | 1  i  k} with b =P
k

i=1

(|L
i

|+ |U
i

|) the almost-sure winning set can be computed in
O(min(n2,m

p
m log n) + b log n) time.3

MDPs with Disjunctive coBüchi Objectives and Queries. For
disjunctive coBüchi we want to know whether there is a strategy
that visits one of the target sets only finitely often. For this we can
test each of the target sets by removing vertices from the MDP and
computing MECs and almost-sure reachability in the remaining
graph. The improved algorithm is based on the observation that,
instead of computing a MEC-decomposition for each target set, we
can compute a MEC-decomposition once in the beginning and then
check for each MEC and each target set whether a certain set of
vertices contains all vertices of the MEC.

Theorem 4.3. For an MDP and target sets T
i

for 1  i  k
the almost-sure winning set for disjunctive coBüchi objectives and
queries can be computed in O(km+ MEC) time.

Graphs with Disjunctive Singleton coBüchi Objectives. To com-
pute the winning set for graphs with disjunctive coBüchi objectives
that are all singletons, it is sufficient to detect whether a strongly
connected graph contains a cycle that does not contain all the ver-
tices in the union of the coBüchi target sets. We first take one of
the target vertices and check whether there is a cycle not containing
this vertex by computing SCCs once. If not, then this vertex s is
contained in all cycles of the graph. We then assign 0-1 edge weights
to the edges of G such that all edges that lead to target vertices have
weight 1 and all other edges have weight 0. Then there exists a cycle
not containing all target vertices iff we can go from s to s (using
at least one edge) on a path of total weight less than k. We can
compute the total weight of the shortest such path in linear time
using a breadth-first search like algorithm.

3 It can also be computed in O((MEC + b) · k) time, which is faster for
some combinations of parameters with k = O(logn).
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Theorem 4.4. Given a graph and coBüchi objectives with target
sets T

i

with |T
i

| = 1 for 1  i  k, the winning set for the
disjunction over the coBüchi objectives can be computed in O(m)

time.

5. Conclusion
In this work we present improved algorithms and the first conditional
super-linear lower bounds for several fundamental model-checking
problems in graphs and MDPs w.r.t. to !-regular objectives. Our
results establish the first model separation results for graphs and
MDPs w.r.t. to classical !-regular objectives, and the first objective
separation results both in graphs and MDPs for dual objectives, and
the conjunction and disjunction of objectives of the same type. An
interesting direction of future work is to consider similar results for
other models, such as, games on graphs.
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Abstract

We study the computational and descriptional complexity
of the following transformation: Given a one-counter au-
tomaton (OCA) A, construct a nondeterministic finite au-
tomaton (NFA) B that recognizes an abstraction of the lan-
guage L(A): its (1) downward closure, (2) upward closure,
or (3) Parikh image. For the Parikh image over a fixed al-
phabet and for the upward and downward closures, we find
polynomial-time algorithms that compute such an NFA. For
the Parikh image with the alphabet as part of the input, we
find a quasi-polynomial time algorithm and prove a com-
pleteness result: we construct a sequence of OCA that ad-
mits a polynomial-time algorithm iff there is one for all
OCA. For all three abstractions, it was previously unknown
whether appropriate NFA of sub-exponential size exist.
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1. Introduction

The family of one-counter languages is an intermedi-
ate class between context-free and regular languages: it is
strictly less expressive than the former and strictly more ex-
pressive than the latter. For example, the language {ambm |
m � 0} is one-counter, but not regular, and the set of palin-
dromes over the alphabet {a, b} is context-free, but not one-
counter. From the verification perspective, the correspond-
ing class of automata, one-counter automata (OCA), can
model some infinite-state phenomena with its ability to keep
track of a non-negative integer counter, see, e.g., [10], [28,
Section 5.1], and [3, Section 5.2].

Reasoning about OCA, however, is hardly an easy task.
For example, checking whether two OCA accept some word
in common is undecidable even in the deterministic case; for
nondeterministic OCA even language universality, as well
as language equivalence, is undecidable. For deterministic
OCA, equivalence is NL-complete; the proof of the member-
ship in NL took 40 years [9, 34].

This lack of tractability suggests the study of finite-state
abstractions for OCA. Such a transition is a recurrent theme
in formal methods: features of programs beyond finite state
are modeled with infinite-state systems (such as pushdown
automata, counter systems, Petri nets, etc.), and then finite-
state abstractions of these systems come as an important
tool for analysis (see, e.g., [4–7, 15, 30, 33]). In our work, we
focus on the following three regular abstractions, each
capturing a specific feature of a language L ✓ ⌃

⇤:
• The downward closure of L, denoted L#, is the set of

all subwords (subsequences) of all words w 2 L, i.e.,
the set of all words that can be obtained from words
in L by removing some letters. The downward closure
is always a superset of the original language, L ✓ L#,
and, moreover, a regular one, no matter what L is, by
Higman’s lemma [22].

• The upward closure of L, denoted L", is the set of all
superwords (supersequences) of all words w 2 L, i.e., the
set of all words that can be obtained from words in L by
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inserting some letters. Similarly to L#, the language L"
satisfies L ✓ L" and is always regular.

• The Parikh image of L, denoted  (L), is the set of all
vectors v 2 N|⌃|, that count the number of occurrences
of letters of ⌃ in words from L. That is, suppose ⌃ =

{a
1

, . . . , ak}, then every word w 2 L corresponds to a
vector  (w) = (v

1

, . . . , vk) such that vi is the number
of occurrences of ai in w. The set  (L) is always a
regular subset of N|⌃| if L is context-free, by the Parikh
theorem [32].
It has long been known that all three abstractions can

be effectively computed for context-free languages (CFL),
by the results of van Leeuwen [35] and Parikh [32]. Algo-
rithms performing these tasks, as well as finite automata
recognizing these abstractions, are now widely used as build-
ing blocks in the language-theoretic approach to verification.
Specifically, computing upward and downward closures oc-
curs as an ingredient in the analysis of systems communi-
cating via shared memory, see, e.g., [4, 6, 7, 30]. As the
recent paper [27] shows, for parameterized networks of such
systems the decidability hinges on the ability to compute
downward closures. The Parikh image as an abstraction in
the verification of infinite-state systems has been used ex-
tensively; see, e.g., [1, 2, 5, 13, 15, 17, 20, 24, 33]. For push-
down systems, it is possible to construct a linear-size ex-
istential Presburger formula that captures the Parikh im-
age [36], which leads, for a variety of problems (see, e.g.,
[1, 13, 20, 24]), to algorithms that rely on deciding sat-
isfiability for such formulas (which is in NP). Finite au-
tomata for Parikh images are used as intermediate repre-
sentations, for example, in the analysis of multi-threaded
programs [5, 15, 33] and in recent work on so-called avail-
ability languages [2].

Extending the scope of these three abstractions from CFL
to other classes of languages has been a natural topic of
interest. Effective constructions for the downward closure
have been developed for Petri nets [19] and stacked counter
automata [38]. The paper [37] gives a sufficient condition for
a class of languages to have effective downward closures; this
condition has since been applied to higher-order pushdown
automata [21]. The effective regularity of the Parikh image is
known for linear indexed languages [12], phase-bounded and
scope-bounded multi-stack visibly pushdown languages [25,
26], and availability languages [2]. However, there are also
negative results: for example, it is not possible to effectively
compute the downward closure of languages recognized by
lossy channels automata—this is a corollary of the fact that,
for the set of reachable configurations of a lossy channel
system, boundedness is undecidable [31].

Our contribution
We study the construction of nondeterministic finite au-
tomata (NFA) for L#, L", and  (L), if L is given as an OCA
A with n states: L = L(A). It turns out that for one-counter
languages—a proper subclass of CFL—all three abstractions
can be computed much more efficiently than for the entire
class of CFL.
Upward and downward closures: We show, for OCA, how
to construct NFA accepting L" and L# in polynomial time
(Theorems 1 and 7). The construction for L" is straightfor-
ward, but the one for L# is involved and uses pumping-like
techniques from automata theory.

These results are in contrast with the exponential lower
bounds known for both closures in the case of CFL [18]:

Several constructions for L" and L# have been proposed in
the literature (see, e.g., [8, 11, 18, 35]), and the best in terms
of the size of NFA are exponential, due to van Leeuwen [35]
and Bachmeier, Luttenberger, and Schlund [8], respectively.
Parikh image: For OCA, the problem of constructing NFA
for the Parikh image turns out to be quite tricky. While
we were unable to solve the problem completely, we make
significant progress towards its solution:
• For any fixed alphabet ⌃ we provide a complete solu-

tion: We find a polynomial-time algorithm that computes
an NFA for  (L(A)) that has size O(|A|poly(|⌃|)

) (The-
orem 8). Two key ingredients of this construction are a
sophisticated version of a pumping lemma (Lemma 14;
cf. a standard pumping lemma for one-counter languages,
due to Latteux [29]) and the classic Carathéodory theo-
rem for cones in Rm.

• We provide a quasi-polynomial solution to this problem
in the general case: We find an algorithm that constructs
a suitable NFA of size O(|⌃|·|A|O(log(|A|))

) (Theorem 22).
This construction has two steps, both of interest. In the
first step we show, using a combination of local and global
transformations (Lemmas 20 and 21), that we may focus
our attention on runs with at most polynomially many
reversals. In the second step, which also works for push-
down automata, we turn the bound on reversals, using
an argument with a flavour of Strahler numbers [16], into
a logarithmic bound on the stack size of a pushdown sys-
tem (Lemma 23).

• We prove a lower-bound type result (Theorem 24): We
find a sequence of OCA (Hn)n�1

, where n denotes the
number of states, over alphabets of growing size, that ad-
mits a polynomial-time algorithm for computing an NFA
for the Parikh image if and only if there is such an algo-
rithm for all OCA. Thus, the problem of transforming an
arbitrary OCA A into an NFA for  (L(A)) is reduced to
performing this transformation on Hn, which enables us
to call Hn complete. This result also has a counterpart
referring to just the existence of NFA of polynomial size.

For the Parikh image of CFL, a number of constructions can
be found in the literature as well; we refer the reader to the
paper by Esparza et al. [14] for a survey and state-of-the-
art results: exponential upper and lower bounds of the form
2

⇥(n) on the size of NFA for  (L).
In the main part of our paper, Sections 3–5 (on different

constructions) can be read independently of each other.

Applications
Our results show that for OCA, unlike for pushdown sys-
tems, NFA representations of downward and upward clo-
sures and Parikh image (for fixed alphabet size) have ef-
ficient polynomial constructions. This suggests a possible
way around standard NP procedures that handle existential
Presburger formulas. This insight also leads to significant
gains when abstractions are used in a nested manner, as
illustrated by the following examples.

Consider a network of pushdown systems communicat-
ing via a shared memory; the reachability problem is un-
decidable in this setting. In [7] a restriction called stage-
boundedness, generalizing context-boundedness, is explored:
during a stage, the memory can be written to only by one
system. Reachability along runs with at most k stages turns
out to be decidable when all but one pushdown in the net-
work are counters. The procedure in [7] uses NFA that
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accept upward and downward closures of one-counter lan-
guages; the polynomial-time algorithms developed in the
present paper bring the complexity from NEXP down to
NP for any network with a fixed number of components.

Availability expressions [23] extend regular expressions
by an additional counting operator to express quantitative
properties of behaviours. It uses a feature called occurrence
constraint to impose a set of linear constraints on the num-
ber of occurrences of alphabet symbols in sub-expressions.
As the paper [2] shows, the emptiness problem for avail-
ability expressions is decidable, and the algorithm involves
nested calls to Parikh image computation for OCA. Our
algorithms for the Parikh image bring the complexity from
non-elementary down to 3-EXP (2-EXP for fixed alphabets).

2. Preliminaries

A one-counter automaton (OCA) A is a 5-tuple (Q,⌃, �,
q
0

, F ) where Q a a finite set of states, q
0

2 Q is an initial
state, and F ✓ Q is a set of final states. ⌃ is a finite
alphabet and � ✓ Q ⇥ (⌃ [ {"}) ⇥ {�1, 0,+1, z} ⇥ Q is a
set of transitions. Transitions (p

1

, a, s, p
2

) 2 � are classified
as incrementing (s = +1), decrementing (s = �1), internal
(s = 0), or tests for zero (s = z). The size of A is |A| def

= |Q|.
A configuration of an OCA is a pair that consists of a

state and a (non-negative) counter value, i.e., (q, n) 2 Q⇥N.
A pair (p

1

, c
1

) 2 Q⇥Z may evolve to a pair (p
2

, c
2

) 2 Q⇥Z
via a transition t = (p

1

, a, s, p
2

) 2 � iff either s 2 {�1, 0,+1}
and c

1

+ s = c
2

, or s = z and c
1

= c
2

= 0. We denote this
by (p

1

, c
1

)

t�!(p
2

, c
2

).
Consider a sequence of the form ⇡ = (p

0

, c
0

), t
1

, (p
1

, c
1

),
t
2

, . . . , tm, (pm, cm) where (pi, ci) 2 Q ⇥ Z for 0  i 
m and, whenever i > 0, it also holds that ti 2 � and
(pi�1

, ci�1

)

ti��!(pi, ci). We say that ⇡ induces a word w =

a
1

a
2

. . . am 2 ⌃

⇤ where ai 2 ⌃[{"} and ti = (pi�1

, ai, s, pi);
we also say that the word w can be read or observed along
the sequence ⇡. We call the sequence ⇡:

• a quasi-run, denoted ⇡ = (p
0

, c
0

)

w
=)

A

(pm, cm), if none
of ti is a test for zero;

• a run, denoted ⇡ = (p
0

, c
0

)

w��!
A

(pm, cm), if all (pi, ci) 2
Q⇥ N.

We abuse notation and write w
=) (resp. w��!) to mean w

=)
A

(resp. w��!
A

) when it is clear from context. For m = 0,
we also use this notation with w = ". In addition, for any
quasi-run ⇡ as above, the sequence of transitions t

1

, . . . , tm
is called a walk from the state p

0

to the state pm.
We will concatenate runs, quasi-runs, and walks, using

the notation ⇡
1

·⇡
2

and sometimes dropping the dot. If ⇡
2

is
a walk and ⇡

1

is a run, then ⇡
1

·⇡
2

will also denote a run. In
this and other cases, we will often assume that the counter
values in ⇡

2

are picked or adjusted automatically to match
the last configuration of ⇡

1

.
The number m is the length of ⇡, denoted |⇡|; for a walk,

its length is equal to the length of the sequence. All concepts
and attributes naturally carry over from runs to walks and
vice versa. Quasi-runs are not used until further sections;
the semantics of OCA is defined just using runs.

A run (p
0

, c
0

)

w��!(pm, cm) is called accepting in A if
(p

0

, c
0

) = (q
0

, 0) where q
0

is the initial state of A, the state
pm is a final state of A (i.e., pm 2 F ), and cm = 0. In
such a case the word w is accepted by A; the set of all
accepted words is called the language of A, denoted L(A).
(Our results remain true if the condition cm = 0 is left out.)

2.1 Regular abstractions
A nondeterministic finite automaton with "-transitions
(NFA) is a one-counter automaton where all transitions
are tests for zero. Languages of the form L(N ), where N is
an NFA, are regular. If A is an OCA, then L(A) —a one-
counter language— is not necessarily regular. In what fol-
lows, we consider three regular abstractions of (one-counter)
languages: upward closures, downward closures, and Parikh-
equivalent regular languages.

Let w,w0 2 ⌃

⇤. We say that the word w is a subword
of the word w0 if w = a

1

. . . an and there are xi 2 ⌃

⇤,
1  i  n + 1, such that w0

= x
1

a
1

x
2

a
2

. . . xnanxn+1

. We
write w � w0 to indicate this. For any language L ✓ ⌃

⇤, the
upward and downward closures of L are the languages

L" = {w0 | 9w 2 L. w � w0} and
L# = {w | 9w0 2 L. w � w0}, respectively.

Any w 2 ⌃

⇤ defines a function  (w) : ⌃ ! N, called the
Parikh image of w (i.e.,  (w) 2 N⌃ for all w 2 ⌃

⇤). The
value  (w)(a) is the number of occurrences of a in w. The
Parikh image of a language L is the following subset of N⌃:

 (L) = { (w) | w 2 L}.
In the sequel, we usually identify N⌃ and N|⌃|.

It follows from Higman’s lemma [22] that, for any L ✓ ⌃

⇤,
the languages L" and L# are regular; since they abstract
away some specifics of L, they are regular abstractions of
L. For Parikh images, the situation is different: for example,
unary languages L ✓ {a}⇤ are essentially unaffected by the
Parikh mapping  , but it is easy to find unary languages that
are not even decidable, let alone regular. However, Parikh’s
theorem [32] states that if L ✓ ⌃

⇤ is a context-free language,
then there exists a regular language R ✓ ⌃

⇤ that is Parikh-
equivalent to L, i.e., such that  (L) =  (R). Hence, such
languages R are also regular abstractions of L; since all one-
counter languages are context-free, every OCA A has at least
one regular language that is Parikh-equivalent to L(A).

2.2 Simple OCA
A quick observation shows that for all our abstractions,
it essentially suffices to consider OCA without zero tests.
Therefore, we will focus on the following subclass of OCA:
A simple one-counter automata (simple OCA) is an OCA
where (1) there are no zero tests, (2) there is a unique final
state, F = {qfinal}. We now show that this restriction is
without loss of generality.

Suppose we can construct (quasi-)polynomial abstrac-
tions (i.e., NFA for the upward closure, downward closure,
and Parikh image) for simple OCA and we are given an
OCA A = (Q,⌃, �, q

0

, F ). First, we may certainly assume
that |F | = 1. Second, for each p, q 2 Q, we define a simple
OCA Ap,q def

= (Q,⌃, �+, p, {q}) where �+ ✓ � is the set of
all transitions in � that are not tests for zero. Then we con-
struct an abstracting NFA Bp,q for each p, q 2 Q and obtain
an NFA B as follows. We start with the state set Q and
for each p, q 2 Q, we glue in the automaton Bp,q between p
and q. Clearly, L(B) is an abstraction of L(A), and it is of
(quasi-)polynomial size because so is each Bp,q.

3. Upward and Downward Closures

A simple pumping argument shows that for any accepting
run of an OCA A on some word w there is an accepting run
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on some word x � w in which the counter value does not
exceed |A|2 (cf. [29, Proposition 7]). This gives

Theorem 1. There is a polynomial-time algorithm that
takes as input an OCA A = (Q,⌃, �, q

0

, F ) and computes
an NFA with O(|A|3) states accepting L(A)".

Next we show a polynomial-time procedure that con-
structs an NFA accepting the downward closure of the lan-
guage of any simple OCA. For PDA the construction in-
volves a necessary exponential blow-up. We sketch some ob-
servations that lead to our polynomial time construction.

Let A = (Q,⌃, �, q
0

, F ) be a simple OCA and let K =

|Q|. Consider any run ⇢ of A from a configuration (p, i) to
a configuration (q, j). If the value of the counter increases
(resp. decreases) by at least K in ⇢, then it contains a
segment that can be pumped (or iterated) to increase (resp.
decrease) the value of the counter. Quite clearly, the word
read along this iterated run will be a superword of the word
read along ⇢. The following lemmas formalize this.

Lemma 2. Let (p, i)
x�!(q, j) with j � i > K. Then, there

is an integer k > 0 such that for each N � 0 there is a run

(p, i)
w=y1.(y2)

N+1.y3������������!(p0, j +N · k) with x = y
1

y
2

y
3

.

Lemma 3. Let (q0, j0)
z�!(p0, i0) with j0 � i0 > K. Then,

there is an integer k0 > 0 such that for every N � 0 there is

a run (q0, j0+N ·k0

)

w=y1(y2)
N+1y3�����������!(p0, i0) with z = y

1

y
2

y
3

.

A consequence of these somewhat innocuous lemmas is
the following interesting fact: we can turn a triple consisting
of two runs, where the first one increases the counter by
at least K and the second one decreases the counter by at
least K, and a quasi-run that connects them, into a real run
provided we are content to read a superword along the way.

Lemma 4. Let (p, i) x�!(q, j)
y
=) (q0, j0)

z�!(p0, i0), with j �
i > K and j0 � i0 > K. Then, there is a run (p, i)

w��!(p0, i0)
such that xyz � w.

Interesting as this may be, this lemma still relies on
the counter value being recorded exactly in all the three
segments in its antecedent and we weaken this next.

Lemma 5. Let (p, i)
x�!(q, j),(q, j) z�!(p0, i0), with j � i >

K and j� i0 > K. Let there be a walk from q to q that reads
y. Then, there is a run (p, i)

w��!(p0, i0) such that xyz � w.

Proof. Let the given walk result in the quasi-run (q, j)
y
=)

(q, j+d) (where d is the net effect of the walk on the counter,
which may be positive or negative). Iterating this quasi-run
m times yields a quasi-run (q, j)

ym

==) (q, j + m · d), for any
m � 0. Next, we use Lemma 2 to find a k > 0 such that
for each N > 0 we have a run (p, i)

xN���!(q, j + N · k) with
x � xN . Similarly, we use Lemma 3 to find a k0 > 0 such
that for each N 0 > 0 we have a run (q, j+N 0 ·k0

)

zN0���!(p0, i0)
with z � zN0 .

Now, we pick m and N to be multiples of k0 in such a
way that N · k+m · d > 0. This can always be done since k
is positive. Thus, N ·k+m ·d = N 0 ·k0 with N 0 > 0. Now we
combine the (quasi-)runs (p, i)

xN���!(q, j +N · k), (q, j +N ·
k)

ym

==) (q, j+N ·k+m · d) and (q, j+N 0 ·k0

)

zN0���!(p0, i0) to
form a run. We are almost there, as j+N ·k+m·d = j+N 0·k0.
However, it is not guaranteed that this combined quasi-run is
actually a run as the value of the counter may turn negative
in the segment (q, j + N · k) ym

==) (q, j + N · k + m · d). Let

�N 00 be the smallest value attained by the counter in this
segment. Then by replacing N by N + N 00 · k0 and N 0 by
N 0

+N 00 ·k we can manufacture a triple which actually yields
a run (since the counter values are � 0).

With this lemma in place, recall that we want to convert
an OCA into an NFA; we will do this by relaxing the us-
age of the counters in the following sense. Let us focus on
runs that are interesting, that is, those in which the counter
value exceeds K. Any such run may be broken into 3 stages:
the first stage where counter value starts at 0 and remains
strictly below K + 1, the second stage where it starts and
ends at K + 1, and the last stage where the value begins at
K and remains below K and ends at 0 (the 3 stages are con-
nected by two transitions, an increment and a decrement).
Suppose the given accepting run is (p, 0) w1��!(q, c)

w2��!(r, 0)
where (q, c) is a configuration in the second stage. If a 2 ⌃ is
a letter that may be read by some transition on some walk
from q to q, then w

1

aw
2

is in L(A)#. This is a direct conse-
quence of Lemma 5. This means that in the configurations
in the middle stage we may freely read certain letters with-
out bothering to update the counters. This turns out to be
a crucial step in our construction. To turn this relaxation
idea into a construction, the following seems natural.

We make an equivalent, but expanded version of A. This
version has 3 copies of the state space: A

1

, A
2

, and A
3

, all
of them simulating A with the following modifications:
• A

1

is used as long as the value of the counter stays below
K + 1, and on attaining this value A

2

is entered;
• A

2

nondeterministically chooses to enter A
3

when the
counter value changes from K + 1 to K; and

• A
3

does not permit the counter value to exceed K.

For every letter a and state q with a walk from q to q
along which a is read on some transition, we add a self-loop
transition to the state corresponding to q in A

2

that does not
affect the counter and reads the letter a. This idea has two
deficiencies: first, it is not clear how to define the transition
from A

2

to A
3

, as that requires knowing that value of the
counter is K +1, and second, this is still an OCA (since A

2

simply faithfully simulates A) and not an NFA.
Suppose we bound the value of the counter by some

value U in the second stage. Then we can overcome both of
these defects and construct an NFA, essentially by keeping
the counter value as part of the control state. By using
a slight generalization of Lemma 5, which allows for the
simultaneous insertion of a number of walks (or by applying
the lemma iteratively), we can show that any word accepted
by such an NFA lies in L(A)#. As it turns out, the converse
can also be enforced; the crucial step is the following lemma:

Lemma 6. If U � K2

+K +1, then every word in L(A) is
accepted by the 3-stage NFA.

The proof is by a double induction, first on the maximum
value attained by the counter and then on the number of
times this value is attained along the run. Clearly, segments
of the run where the value of the counter does not exceed
K2

+K +1 can be simulated as is. A careful analysis shows
that whenever the counter value exceeds this number, we can
find suitable segments that increase and decrease counters,
but whose net effect on the counter is 0, which can be
simulated using the self-loop transitions added to stage 2
(which do not modify the counters) reducing the maximum
value of the counter along the run. We have:
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Theorem 7. There is a polynomial-time algorithm that
takes as input a simple OCA A = (Q,⌃, �, q

0

, F ) and com-
putes an NFA with O(|A|3) states accepting L(A)#.

4. Parikh image: Fixed alphabet

The result of this section is the following theorem.

Theorem 8. For any fixed alphabet ⌃ there is a polynomial-
time algorithm that, given as input a one-counter automaton
over ⌃ with n states, computes a Parikh-equivalent NFA.

Note that in Theorem 8 the size of ⌃ is fixed. The theo-
rem implies, in particular, that any one-counter automaton
over ⌃ with n states has a Parikh-equivalent NFA of size
poly

⌃

(n), where poly

⌃

is a polynomial of degree bounded
by f(|⌃|) for some computable function f .

We now provide the intuition behind the proof of Theo-
rem 8. Our key technical contribution is capturing the struc-
ture of the Parikh image of the language L(A).

Recall that a set A ✓ N|⌃| is called linear if it is of
the form Lin(b;P )

def
= {b + �

1

p
1

+ . . . + �rpr | �
1

, . . . ,�r 2
N, p

1

, . . . , pr 2 P} for some vector b 2 N|⌃| and some
finite set P ✓ N|⌃|; this vector b is called the base and
vectors p 2 P periods. A set S ✓ Nd is called semilinear
if it is a finite union of linear sets, S = [i2ILin(bi;Pi).
Semilinear sets were introduced in the 1960s and have since
received a lot of attention in formal language theory and
its applications to verification. They are precisely the sets
definable in Presburger arithmetic, the first-order theory of
natural numbers with addition. Intuitively, semilinear sets
are a multi-dimensional analogue of ultimately periodic sets
in N. For our purposes, of most importance is the following
way of stating the Parikh theorem [32]: the Parikh image of
any context-free language is a semilinear set; in particular, so
is the Parikh image of any one-counter language,  (L(A)).

Our proof of Theorem 8 captures the periodic structure
of this set  (L(A)). More precisely, we prove polynomial
upper bounds on the number of linear sets in the semilinear
representation of  (L(A)) and on the magnitude of periods
and base vectors. Since converting such a semilinear repre-
sentation into a polynomial-size NFA is easy, these bounds
(subsection 4.1) entail the existence of an appropriate NFA.
After this, we show how to compute, in time polynomial in
|A|, this semilinear representation from A (subsection 4.2).

4.1 Semilinear representation of  (L(A))

We now explain where the periodic structure of the set
 (L(A)) comes from. Consider an individual accepting run
⇡ and assume that one can factorize it as ⇡ = ⇢ · � · ⌧ so
that for any k � 0 the run ⇢ · �k · ⌧ is also accepting. Values
k > 0 correspond to pumping the run “up”, and the value
k = 0 corresponds to “unpumping” the infix �. If we apply
this “unpumping” to ⇡ several times (each time taking a
new appropriate factorization of shorter and shorter runs),
then the remaining part eventually becomes small (short).
Its Parikh image will be a base vector, and the Parikh images
of different infixes � will be period vectors of a linear set in
the semilinear representation.

However, this strategy faces several obstacles. First, the
overall reasoning should work on the level of the whole au-
tomaton, as opposed to individual runs; this means that we
need to rely on a form of a pumping lemma to factorize long
runs appropriately. The pumping lemma for one-counter lan-
guages [29, Proposition 7] involves, instead of individual in-
fixes �, their pairs (�

1

,�
2

), so that the entire run factorizes

as ⇡ = ⇢ · �
1

· � · �
2

· ⌧ , and runs ⇡ = ⇢ · �k
1

· � · �k
2

· ⌧
are accepting for all k � 0. We incorporate this into our
argument, talking about split runs (Definition 9). Here and
below, for any run ⇣, e↵ect(⇣) denotes the effect of ⇣ on the
counter: the difference between the final and initial counter
value along ⇣.

Definition 9 (split run). A split run is a pair of runs
(�

1

,�
2

) such that e↵ect(�
1

) � 0 and e↵ect(�
2

)  0.

Second and most importantly, it is crucial for the pe-
riodic structure of the set that individual “pumpings” and
“unpumpings” can be performed independently. That is, sup-
pose we can insert a copy of a sub-run � into ⇡, as above;
also suppose we can remove from ⇡ some other sub-run �0.
What we need to ensure is that, after removing �0 from ⇡,
the obtained run ⇡0 will have the property that we can still
insert a � in it, as in the original run ⇡. In general, of course,
this does not have to be the case: even for finite-state ma-
chines, removal of loops can lead to removal of individual
control states, which can, in turn, prevent the insertion of
other loops (in our case the automaton also has a counter
that must always stay non-negative). To deal with this phe-
nomenon, we introduce the concept of “availability” (Defi-
nition 11). Essentially, a “pumpable” part of the run—i.e.,
a “split walk”—defines a direction (Definition 10); we say
that a direction is available at the run ⇡ if it is possible to
insert its copy into ⇡. Thus, when doing “unpumping”, we
need to make sure that the set of available directions does
not change: we call such unpumpings safe (Definition 13).
We show that long accepting runs can always be safely un-
pumped (Lemma 14), which will lead us (Lemma 15) to the
semilinear representation that we sketched at the beginning
of this subsection.

We now describe the formalism behind our arguments.
By drop(⇣) we denote the difference between the initial
counter value and the minimal counter value observed along
⇣. We will need three specific univariate polynomials in n,
whose precise definition we leave out: f

1

(n) = O(n10

),
f
2

(n) = O(n4

), and f
3

(n) = O(n2

).

Definition 10 (direction). A direction is a pair of walks ↵
and �, denoted d = h↵,�i, such that:
• ↵ begins and ends in the same control state,
• � begins and ends in the same control state,
•

0 < |↵|+ |�| < f
1

(n),
•

drop(↵), drop(�)  f
2

(n),
•

0  e↵ect(↵)  f
3

(n),
•

e↵ect(↵) + e↵ect(�) = 0, and
• if e↵ect(↵) = 0, then either |↵| = 0 or |�| = 0.

The direction is of the first kind if e↵ect(↵) = 0 and of the
second kind otherwise.

One can think of a direction as a pair of short loops with
zero total effect on the counter. Pairs of words induced by
these loops are sometimes known as iterative pairs. Direc-
tions of the first kind are essentially just individual loops; in
a direction of the second kind, the first loop increases and
the second loop decreases the counter value (this restric-
tion, however, only concerns the total effects of ↵ and �;
i.e., proper prefixes of ↵ can have negative effects and proper
prefixes of � positive effects). The upper bounds on drop and
e↵ect are relied upon in the proof of the key Lemma 14, and
the upper bound on the length is crucial for obtaining our
polynomial-time algorithm.
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Definition 11 (availability of directions). Suppose ⇡ is
an accepting run. A direction d = h↵,�i is available at
⇡ if there exists a factorization ⇡ = ⇡

1

· ⇡
2

· ⇡
3

such that
⇡0

= ⇡
1

· ↵⇡
2

� · ⇡
3

is also an accepting run. We write ⇡ + d
to refer to ⇡0.

Note that for a particular run ⇡ there can be more than
one factorization of ⇡ into ⇡

1

,⇡
2

,⇡
3

such that ⇡
1

·↵⇡
2

� · ⇡
3

is an accepting run. In such cases the direction d can be
introduced at different points inside ⇡. We only use the
notation ⇡ + d to refer to a single run ⇡0 obtained in this
way, without specifying a particular factorization of ⇡.

Denote by avail(⇡) the set of all directions available at ⇡.

Lemma 12 (monotonicity of availability). If ⇡ is an ac-
cepting run of an OCA and d is a direction available at ⇡,
then avail(⇡) ✓ avail(⇡ + d).

Definition 13 (unpumping). A run ⇡0 can be unpumped if
there exist a run ⇡ and a direction d such that ⇡0

= ⇡ + d.
If additionally avail(⇡0

) = avail(⇡), then we say that ⇡0 can
be safely unpumped.

Note that avail(⇡0

) is always a superset of avail(⇡) by
Lemma 12. The key part of our argument is the proof that,
indeed, every long run can be unpumped in a safe way:

Lemma 14 (safe unpumping lemma). Every accepting run
⇡0 of A of length greater than O(n20

) can be safely un-
pumped.

Proof (sketch). We consider two cases, depending on whether
the height (largest counter value) of ⇡0 exceeds a certain
polynomial in n. The strategy of the proof is the same for
both cases (although the details are somewhat different).
We first show that sufficiently large parts (runs or split
runs) of ⇡0 can always be unpumped (as in standard pump-
ing arguments). We notice that for such an unpumping to
be unsafe, it is necessary that the part contain a configura-
tion whose removal shrinks the set of available directions—a
reason for non-safety; this important configuration cannot
appear anywhere else in ⇡0. We prove that the total number
of important configurations is at most poly(n). As a result, if
we divide the run ⇡0 into sufficiently many sufficiently large
parts, at least one of the parts will contain no important
configurations and, therefore, can be unpumped safely.

Define Parikh images of runs and directions as Parikh
images of words that they induce. Lemma 14 ensures that
we faithfully represent the semilinear structure of the Parikh
image of the entire language when we take Parikh images
of short runs as base vectors and Parikh images of available
directions as period vectors in the semilinear representation:

Lemma 15. For any simple OCA A, it holds that

 (L(A)) =

[

|⇡|  O(n20
)

Lin( (⇡); (avail(⇡))), (1)

where the union is taken over all accepting runs of A of
length at most O(n20

).

Finally, to keep the representation of the Parikh image
small, we rely on a Carathéodory-style argument ensuring
that the number of linear sets in the semilinear represen-
tation needs to grow only polynomially in the size of the
original OCA, while the sets of period vectors are also kept
small. For this (and only this) part of the argument, we need
the alphabet size, |⌃|, to be fixed.

4.2 Computing the semilinear representation
Lemma 15 suggests the following algorithm for computing
the semilinear representation of  (L(A)). Enumerate all
potential Parikh images v of small accepting runs ⇡ of A
and all potential Parikh images of directions. For every v
and for every tuple of r  |⌃| vectors v

1

, . . . , vr that could
be Parikh images of directions in A, check if A indeed has
an accepting run ⇡ and directions d

1

, . . . , dr available at ⇡
such that  (⇡) = v and  (d)i = vi for all i. Whenever the
answer is yes, take a linear set Lin(v; {v

1

, . . . , vr}) into the
semilinear representation of  (L(A)). Terminate when all
tuples (v, v

1

, . . . , vr) have been considered for all r  |⌃|.
We now explain why this algorithm works in polynomial

time. Recall that the size of the alphabet, |⌃|, is fixed. Note
that by Definition 10 the total length of runs ↵i and �i
in a direction di = h↵i,�ii is at most polynomial in n;
similarly, equation (1) in Lemma 15 only refers to accepting
runs ⇡ of polynomial length. Therefore, all the components
of all potential Parikh images v and v

1

, . . . , vr are upper-
bounded by polynomials in n of fixed degree. The number
of such vectors in N|⌃| is polynomial, and so is the number of
appropriate tuples (v, v

1

, . . . , vr), r  |⌃|. It now remains to
argue that each tuple can be processed in polynomial time.

Lemma 16. For every ⌃ there is a polynomial-time al-
gorithm that, given a simple OCA A over ⌃ and vectors
v, v

1

, . . ., vr 2 N⌃, 0  r  |⌃|, with all numbers written in
unary, decides if A has an accepting run ⇡ and directions
d
1

, . . . , dr 2 avail(⇡) with  (⇡) = v and  (di) = vi for all i.

Lemma 16 is based on the following building block:

Lemma 17. For every ⌃ there is a polynomial-time al-
gorithm that, given a simple OCA A over ⌃, two config-
urations (q

1

, c
1

) and (q
2

, c
2

) and a vector v 2 N⌃ with all
numbers written in unary, decides if A has a run ⇡ =

(q
1

, c
1

)�!(q
2

, c
2

) with  (⇡) = v.

The algorithm of Lemma 17 solves a version of the
Parikh membership problem for OCA. In fact, it can be
implemented as a nondeterministic logspace algorithm that
guesses the run step by step. The space is used to remember
the current configuration of the OCA and the Parikh image
of the guessed prefix. The length of the run is bounded byP

|⌃|

i=1

vi, so logarithmic space suffices.
This completes our description of how to compute, from

an OCA A, a semilinear representation of  (L(A)). Trans-
forming this representation into an NFA is a simple exercise.

5. Parikh image: Unbounded alphabet

In this section we describe an algorithm to construct an NFA
Parikh-equivalent to an OCA A without assumptions on
|⌃|. The NFA has O(|⌃|KO(log(K))

) states where K = |A|,
significantly better than the O(2

poly(K,|⌃|)

) bound for PDA.
We establish this result in two steps. In the first step,

we show that we can focus our attention on computing
Parikh images of words recognized along reversal bounded
runs. A reversal in a run occurs when the OCA switches
to incrementing the counter after a non-empty sequence of
decrements (and internal moves) or when it switches to
decrementing the counter after a non-empty sequence of
increments (and internal moves). For a number R, a run
is R reversal bounded, if the number of reversals along the
run is  R. Let us use LR(A) to denote the set of words
accepted by A along runs with at most R reversals.
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We construct a new polynomial-size simple OCA from A
and show that we can restrict our attention to runs with
at most R reversals of this OCA, where R is a polynomial
in K. In the second step, from any simple OCA A with
K states and any integer R we construct an NFA of size
O(|⌃|KO(log(R))

) whose Parikh image is LR(A). Combina-
tion of the two steps gives an O(|⌃|KO(log(K))

) construction.

5.1 Reversal bounding
We establish that, up to Parikh image, it suffices to consider
runs with 2K2

+K reversals. We use two constructions: one
that eliminates large reversals (think of a waveform) and
another that eliminates small reversals (think of the noise
on a noisy waveform). For large reversals, the idea used is
the following: we can reorder the transitions used along a
run, hence preserving Parikh image, to turn it into a new
run with few large reversals (a noisy waveform with few
reversals). The key idea used is to move each simple cycle at
state q with a positive (resp. negative) effect on the counter
to the first (resp. last) occurrence of the state along the run.
To eliminate smaller reversals (noise), the idea is to maintain
the changes to the counter in the state and transfer it back
to the counter only when necessary to avoid unnecessary
reversals. We begin with the removal of small reversals.

counter

time

no
ise

large reversal

noiseno
ise

noise
noise

large reversal

Consider a run of A starting at a configuration (p, c)
and ending at some configuration (q, d) such that the value
of the counter e in any intermediate configuration satisfies
c �D  e  c +D (where D is some positive integer). We
refer to such a run as a D-band run. Reversals along such a
run are not important and we get rid of them by maintaining
the (bounded) changes to the counter within the state.

We construct a simple OCA A[D] as follows: its states are
Q[Q

1

[Q
2

where Q
1

= Q⇥[�D,D] and Q
2

= [�D,D]⇥Q.
All transitions of A are transitions of A[D] as well and thus
using Q it can simulate any run of A faithfully. From any
state q 2 Q the automaton may move nondeterministically
to (q, 0) in Q

1

. The states in Q
1

are used to simulate D-band
runs of A without altering the counter and by keeping track
of the net change to the counter in the second component
of the state. From a state (q, j) in Q

1

, A[D] is allowed to
nondeterministically move to (j, q) indicating that it will
now transfer the (positive or negative) value j to the counter.
After completing the transfer A[D] reaches a state (0, q)
from where it can enter the state q via an internal move to
continue the simulation of A.

Observe that there are no reversals in the simulation and
it involves only increments (if d > c) or only decrements
(if d < c). Actually this automaton A[D] does even better.
Concatenation of D-band runs is often not a D-band run
but the idea of reversal-free simulation extends to certain
concatenations. We say that a run (p

0

, c
0

)

w��!(pn, cn) is an
increasing (resp. decreasing) iterated D-band run if it can
be decomposed as

(p
0

, c
0

)

w1��!(p
1

, c
1

)

w2��! . . . (pn�1

, cn�1

)

wn��!(pn, cn)

where each (pi, ci)
wi+1����!(pi+1

, ci+1

) is a D-band run and
ci  ci+1

(resp. ci � ci+1

). We say it is an iterated D-band
run if it is an increasing or decreasing iterated D-band run.

Lemma 18. Let (p, c)
w��!(q, d) be an increasing (resp. de-

creasing) iterated D-band run in A. Then, there is a run

(p, c)
w��!(q, d) in A[D] along which the counter value is

never decremented (resp. incremented).

While clearly L(A) ✓ L(A[D]), the converse is not true
in general, as along a run of A[D] the real value of the
counter (i.e., the current value of the counter plus the offset
available in the state) may be negative, leading to runs that
are not simulations of runs of A. The trick that helps us get
around this is to relate runs of A[D] to A with a shift in
counter values as stated in the following Lemma.

Lemma 19. Let p, q 2 Q. If (p, 0) w��!(q, 0) is a run in A[D]

then (p,D)

w��!(q,D) is a run in A.

With these two lemmas we have enough information
about A[D] and its relationship with A. We need a bit more
terminology to proceed. We say that a run of A is a D



run
(resp. D

�

run) if the value of the counter is bounded from
above (resp. below) by D in every configuration encountered
along the run. We say that a run of A is a D> run if it is of
the form (p,D)

w��!(q,D), it has at least 3 configurations and
the value of the counter at every configuration other than the
first and last is > D. Consider any run from a configuration
(p, 0) to (q, 0) in A. Once we identify the maximal D> sub-
runs, what is left is a collection of D



subruns.
Let ⇢ = (p, c)

w��!(q, d) be a run of A with c, d  D.
If ⇢ is a D



run then its canonical D-decomposition is ⇢.
Otherwise, its D-decomposition is given by a sequence of
runs ⇢

0

, ⇢0
0

, ⇢
1

, ⇢0
1

. . . ⇢0n�1

, ⇢n with ⇢ = ⇢
0

⇢0
0

⇢
1

⇢0
1

. . . ⇢0n�1

⇢n,
where each ⇢i is a D



run and each ⇢0i is a D> run for
0  i  n. Notice that some of the ⇢i’s may be trivial. Since
the D> subruns are uniquely identified, the run ⇢ always
has a unique canonical decomposition. We refer to the ⇢0i’s
(resp. ⇢is) as the D> (resp. D



) components of ⇢.
Observe that the D



runs of A can be easily simulated
by an NFA. Thus we may focus on transforming the D>

runs, preserving just the Parikh image, into a suitable form.
For D,M 2 N, we say that a D> run ⇢ is a (D,M)-good run
(think noisy waveform with few reversals) if there are runs
�
1

,�
2

. . . ,�n,�n+1

and iterated D-band runs ⇢
1

, ⇢
2

, . . . , ⇢n
such that ⇢ = �

1

⇢
1

�
2

⇢
2

. . .�n⇢n�n+1

and |�
1

|+. . .+|�n+1

|+
n  M . Using Lemma 18 and that it is a D> run we show

Lemma 20. Let (p,D)

w��!(q,D) be a (D,M)-good run of
A. Then, there is a run (p, 0)

w��!(q, 0) in A[D] with at most
M reversals.

So far we have not used the fact that we can ignore
the ordering of the letters read along a run (since we are
only interested in the Parikh image of L(A)). We show
(Lemma 21) that for any run ⇢ of A we may find another
run ⇢0 of A that is equivalent up to Parikh image, such
that every D> component in the D-decomposition of ⇢0 is
(D,M)-good, where M and D are polynomial in K.

We fix D = K in what follows. We take M = 2K2

+K for
reasons that will become clear soon. We focus our attention
on some D> component ⇠ of ⇢ that is not (D,M)-good. Let
X ✓ Q be the set of states of Q that occur in at least two
different configurations along ⇠. For each of the states in X
we identify the configuration along ⇠ where it occurs for the
very first time and the configuration where it occurs for the
last time. There are at most 2|X|  2K such configurations
and these decompose the run ⇠ into a concatenation of
at most 2|X| + 1  2K + 1 runs ⇠ = ⇠

1

⇠
2

. . . ⇠m, where
each ⇠i is a segment connecting two such configurations.
Suppose |⇠i| � K for some i. Then ⇠i must contain a sub-run
(p, c)�!(p, d) with at most K moves, for some p 2 X (so, this
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is necessarily a K-band run). If d� c � 0 (resp. d� c < 0),
then we transfer this subrun from its current position to the
first (resp. last) occurrence of p in the run ⇠. This still leaves
a valid run ⇠0, since ⇠ starts with counter value K, and the
transferred sub-run has length  K. Moreover, ⇠ and ⇠0 are
equivalent up to Parikh image.

Suppose this ⇠0 continues to be a K> run. Then we
again examine if it is (K,M)-good, and, if not, repeat the
operation described above. As we proceed, we accumulate
an increasing iterated K-band run at the first occurrence of
each state and decreasing iterated K-band run at the last
occurrence of each state; we ensure that at each step we only
pick a segment that does not appear in these 2|X| iterated
K-bands. This process will stop when either (i) the segments
outside the iterated K-bands are all of length < K and we
cannot find any suitable segment to transfer, or (ii) when
the resulting run is no longer a K> run. In the case (i), we
must necessarily have a (K, 2K2

+K)-good run. In the case
(ii), the resulting run decomposes as usual into K



and K>

components, and each new K> component is strictly shorter
than ⇠. The result is as follows:

Lemma 21. Let ⇢ = (p, 0)
w��!(q, 0) be any run in A. Then,

there is a run ⇢0 = (p, 0)
w0��!(q, 0) of A with  (w) =

 (w0

) such that every K> component ⇠ in the canonical
decomposition of ⇢0 is (K, 2K2

+K)-good.

Let Bp,q, p, q 2 Q, be some NFA with language Parikh-
equivalent to L

2K2
+K(A[K]

p,q
) where A[K]

p,q is A[K] with
p as the only initial and q as the only final state. As a con-
sequence of Lemmas 19, 20, and 21, we can obtain an NFA
B with  (L(B)) =  (L(A)). This B has

P
p,q2Q |Bp,q|+K2

states. What remains to be settled is the size of the au-
tomata Bp,q. This problem is solved in the next subsection,
and the solution (Lemma 23) implies that the size of Bp,q is
bounded by O(|⌃|KO(log(K))

). Thus we have

Theorem 22. There is an algorithm that, given an OCA
with K states and alphabet ⌃, constructs a Parikh-equivalent
NFA with O(|⌃|KO(log(K))

) states.

5.2 Parikh image under reversal bounds
Here we show that, for an OCA A, with K states and whose
alphabet is ⌃, and any R 2 N, an NFA with language
Parikh-equivalent to LR(A) can be constructed with size
O(|⌃|(RK)

O(log(R))

). As a matter of fact, this construction
works even for pushdown systems and not just OCA.

Let A be a simple OCA. It will be beneficial to think
of the counter as a stack with a single letter alphabet, with
pushes for increments and pops for decrements. Then, in any
run from (p, 0) to (q, 0), we may relate an increment move
uniquely with its corresponding decrement move, the pop
that removes the value inserted by this push.

Now, consider a one reversal run ⇢ of A from say (p, 0)
to (q, 0) involving two phases, a first phase ⇢

1

with no
decrement moves and a second phase ⇢

2

with no increment
moves. Such a run can be simulated, up to equivalent Parikh
image (i.e., up to reordering of the letters read along the
run) by an NFA as follows: simultaneously simulate the first
phase (⇢

1

) from the source and the second phase, in reverse
order (⇢rev

2

), from the target. (The simulation of ⇢rev
2

uses
the transitions in the opposite direction, moving from the
target of the transition to the source of the transition). The
simulation matches increment moves of ⇢

1

against decrement
moves in ⇢rev

2

(more precisely, matching the ith increment ⇢
1

with the ith decrement in ⇢rev
2

) while carrying out moves that

do not alter the counters independently in both directions.
The simulation terminates (or potentially terminates) when
a common state is reached from both ends, signifying the
boundary between ⇢

1

and ⇢
2

.
The state space of such an NFA will need pairs of states

from Q, to maintain the current state reached by the forward
and backward simulations. Since only one letter of the input
can be read in each move, we will also need two moves to
simulate a matched increment and decrement and will need
states of the form Q⇥Q⇥⌃ for the intermediate state that
lies between the two moves.

Unfortunately, such a naive simulation would not work if
the run had more reversals. For then the ith increment in the
simulation from the left need not necessarily correspond to
the ith decrement in the reverse simulation from the right.
In this case, the run ⇢ can be written as follows:

(p, 0)⇢
1

(p
1

, c)
⌧1��!(p0

1

, c+ 1)⇢
3

(p0
2

, c+ 1)

⌧2��!(p
2

, c)⇢
4

(q
1

, c)⇢
5

(q, 0),

where the increment ⌧
1

corresponds to the decrement ⌧
2

and
the increments in ⇢

1

are exactly matched by decrements in
⇢
5

(⇢
1

and ⇢
5

may be empty). Notice that the increments
in the run ⇢

3

are exactly matched by the decrements in
⇢
3

, and the same holds for ⇢
4

. Thus, to simulate such
a well-matched run from p to q, after simulating ⇢

1

and
⇢rev
5

simultaneously, matching corresponding increments and
decrements and reaching the state p

1

on the left and q
1

on
the right, we can choose to now simulate matching runs from
p
1

to p
2

and from p
2

to q
1

(for some p
2

). Our idea is to choose
one of these pairs and simulate it first, storing the other on
a stack. We call such pairs obligations. The simulation of
the chosen obligation may produce further such obligations
which are also stored on the stack. The simulation of an
obligation succeeds when the state reached from the left
and right simulations are identical, and at this point we
we may choose to close this simulation and pick up the
next obligation from the stack, or continue simulating the
current pair further. The entire simulation terminates when
no obligations are left. Thus, to go from a single reversal
case to the general case, we have introduced a stack into
which pairs of states, representing obligations, are stored.

A little more analysis shows that there is a simulating run
where the height of the stack is bounded by log(R) where
R is the number of reversals in the original run. Thus, to
simulate all runs of A with at most R reversals, we may
bound the stack height of the PDA by log(R).

For this bound, the main invariant is that, if the current
stack height is h, then we can choose to simulate only runs
with at most 2

log(R)�h reversals for the obligation at hand
(and ignore all other runs). Once we show this, it will follow
that, when h = log(R), we only need to simulate runs with
1 reversal—and we already showed above how this can be
done without using the stack. In other words, the overall
height of the stack will never need to go above log(R). Now
we explain how to establish the invariant above. Clearly it
holds initially when h = 0. Let us show that whenever the
stack height changes (via a push or a pop), the invariant is
maintained. Whenever we split an obligation, we choose the
obligation with fewer reversals to simulate first, pushing the
other obligation onto the stack. Notice that this obligation
with fewer reversals is guaranteed to contain at most half
the number of reversals of the current obligation (which has
been split in two). Thus, whenever the stack height increases
by 1, the number of reversals to be explored in the current
obligation falls at least by half as required by the invariant.
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Figure 1. One-counter automaton Hn

On the other hand, any obligation (p, q) that lies in the
stack at position h from the bottom was placed there while
executing (earlier) an obligation (p0, q0) that only required
2

log(R)�h+1 reversals. Since the obligation (p, q) contributes
only a part of the obligation (p0, q0), its number of reversals
is also bounded by 2

log(R)�h+1. And when (p, q) is removed
from the stack for simulation, the stack height is h�1. Thus,
the invariant is maintained. Once we have the bound log(R)

on the height of the stack, for a given R, we can simulate it
by an exponentially large NFA:

Lemma 23. There is a procedure that takes a simple OCA
A with K states and whose alphabet is ⌃, and a number
R 2 N and returns an NFA of size O(|⌃|(RK)

O(logR)

) whose
language is Parikh-equivalent to LR(A).

5.3 Completeness result
We do not know whether all OCA have polynomial-size
Parikh-equivalent NFA. Here, we present a simple sequence
(Hn)n�1

of OCA that poses an obstacle: it seems difficult
to find polynomial-size Parikh-equivalent NFA for them.
We prove a completeness property: If the OCA Hn have
polynomial-size Parikh-equivalent NFA, then so do all OCA.

It will be convenient to slightly extend the definition of
OCA. An extended OCA is defined as an OCA, but in its
transition (p, a, s, q), the entry s can assume any integer
(in addition to z). Of course here, the number of states is
not an appropriate measure of size. Therefore, the size of
a transition t = (p, a, s, q) of A is |t| = max(0, |s| � 1) if
s 2 Z and 0 if s = z. If A has n states, then we define
its size is |A| = n +

P
t2� |t|. Given an extended OCA of

size n, one can clearly construct an equivalent OCA with n
states. Furthermore, if one considers an (ordinary) OCA as
an extended OCA, then its size is the number of states.

Our sequence (Hn)n�1

of automata consists of extended
OCA and is illustrated in Figure 1. The automaton Hn has
n states, q

1

, . . . , qn. On each qi and for each k 2 [1, n], there
is a loop reading ai,k and adding (�1)

i+1 · k to the counter.
Moreover, for i, j 2 [1, n] with i < j, there is a transition
reading ci,j that does not use the counter. Note that Hn is
of size n+

Pn
k=1

n(k � 1)  n3.

Theorem 24. There are polynomials p and q such that:

1. If for each n there is a Parikh-equivalent NFA for Hn

with h(n) states, then for every OCA of size n there is a
Parikh-equivalent NFA with at most q(h(p(n))) states.

2. If there is an algorithm that computes a Parikh-equivalent
NFA for Hn in time O(h(n)), then one can compute
a Parikh-equivalent NFA for arbitrary OCA in time
O(q(h(p(n)))).

Explicitly, we only prove the first statement and keep
the time-complexity counterpart implicit. Our proof consists
of three steps (Lemmas 25, 27, and 28). Intuitively, each
of them is an algorithmic step one has to carry out when
constructing a Parikh-equivalent NFA for a given OCA.

For the first step in our proof, we need some terminology.
Let A = (Q,⌃, �, q

0

, F ) be an extended OCA. Recall that a
word (p

1

, a
1

, s
1

, p0
1

) · · · (pn, an, sn, p
0

n) over � is called a walk
if p0i = pi+1

for every i 2 [1, n � 1]. The walk u is called a
p
1

-cycle (or just a cycle) if p0n = p
1

. If, in addition, i 6= j
implies pi 6= pj , then u is called simple. A cycle as above is
called proper if there is some i 2 [1, n] with pi 6= p

1

. We say
that A is acyclic if it has no proper cycles, i.e., if all cycles
consist solely of loops. Equivalently, an OCA is acyclic if
there is a partial order  on the set of states such that if a
transition leads from a state p to q, then p  q.

A transition (p, a, s, q) is called positive (negative) if s > 0

(s < 0). We say that a walk contains k reversals if it
has a scattered subword of length k + 1 in which positive
and negative transitions alternate. An (extended) OCA is
called (r-)reversal-bounded if none of its walks contains
r + 1 reversals. Observe that an acyclic (extended) OCA
is reversal-bounded if and only if on each state, there are
either no positive loops or no negative loops. We call such
automata RBAA (reversal-bounded acyclic automata). A
regular substitution is a map � : ⌃ ! 2

�

⇤
for alphabets ⌃,�

such that �(a) ✓ �

⇤ is a regular language for each a 2 ⌃.
It is represented by an NFA for each �(a), a 2 ⌃. Then, its
size is the maximal size of such an NFA. For K ✓ ⌃

⇤, the
language �(K) ✓ �

⇤ is obtained by replacing each a with
�(a) in the obvious way.

Recall that we have seen in subsection 5.1 (see the
remarks before Theorem 22) that constructing Parikh-
equivalent NFA can be reduced to the case of reversal-
bounded simple OCA. Our first step here takes a reversal-
bounded automaton and decomposes it into an RBAA and
a regular substitution. This means, if we can find Parikh-
equivalent NFA for RBAA, we can do so for arbitrary OCA:
Given an NFA for the RBAA, we replace every letter by the
finite automaton specified by the substitution.

Lemma 25. Given an r-reversal-bounded simple OCA A of
size n, one can construct an RBAA B of size 6n5

(r+1) and
a regular substitution � of size at most n(n + 1) such that
 (�(L(B))) =  (L(A)).

We prove this by showing that runs of reversal-bounded
simple OCA can be ‘flattened’: Each run can be turned into
one with Parikh-equivalent input that consists of a skeleton
of polynomial length in which simple cycles are inserted
flat, i.e., without nesting them. The RBAA B simulates the
skeleton and has self-loops which are replaced through �
with a regular language that simulates simple cycles.

In the next construction (Lemma 27), we employ a com-
binatorial fact. A Dyck sequence is a sequence x

1

, . . . , xn 2 Z
such that

Pk
i=1

xi � 0 for every k 2 [1, n]. It is r-reversal-
bounded if it has at most r alternations between positive
numbers and negative numbers. A subset I ✓ [1, n] is re-
movable if removing all xi, i 2 I, from the sequence yields
again a Dyck sequence, and

P
i2I xi =

Pn
i=1

xi.

Lemma 26. Let N � 0 and x
1

, . . . , xn be an r-reversal-
bounded Dyck sequence with xi 2 [�N,N ] for each i 2 [1, n]
such that

P
i=1

xi 2 [0, N ]. Then it has a removable subset
I ✓ [1, n] with |I|  2r(2N2

+N).

215



We now want to make sure that the self-loops on our
states are the only transitions that use the counter. Note
that this is a feature of Hn. An RBAA is loop-counting if
its loops are the only transitions that use the counter, i.e.,
all other transitions (p, a, s, q) have s = 0. We will employ
the language L

(K)

(A) for K � 0, which consists of all input
words observed along runs of A from (q

0

,K) to (qfinal,K).
Lemma 27. Given an RBAA A, one can construct a loop-
counting RBAA B of polynomial size such that L(A) ✓
L(B) ✓ L

(K)

(A) for some polynomially bounded K � 0.

Here, the idea is to add an internal counter in the state
that tracks all counter actions of non-loop transitions. How-
ever, in order to show that the resulting automaton can still
simulate all runs while respecting its own counter (i.e., it has
to reach zero in the end and cannot drop below zero), we
allow loops of the original run to act either on the internal
counter or on B’s infinite counter. Then, using Lemma 26, we
pick a set of loops and make them use the internal counter.

Using a slight extension of the idea from section 2.2, one
can construct abstractions for arbitrary OCA by abstracting
languages L with L(Ap,q

) ✓ L ✓ L
(K)

(Ap,q
): We start with

an NFA that simulates A for counter values up to K and
then glue in NFA that abstract such languages L. Hence,
Lemma 27 is, in effect, a reduction to the case of loop-
counting RBAA. We are now ready to reduce to Hn.
Lemma 28. Given a loop-counting RBAA A of size n, one
can construct a regular substitution � of size at most 2 such
that  (�(L(H

2n+2

))) =  (L(A)).

Here, roughly speaking, we embed the partial order on
the set of states into the one in H

2n+2

. Then the substitution
� will replace each symbol in H

2n+2

by the outputs of the
corresponding transition in A. This concludes the proof.
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Abstract
Automata-logic connections are pillars of the theory of regular lan-
guages. Such connections are harder to obtain for transducers, but
important results have been obtained recently for word-to-word
transformations, showing that the three following models are equiv-
alent: deterministic two-way transducers, monadic second-order
(MSO) transducers, and deterministic one-way automata equipped
with a finite number of registers. Nested words are words with a
nesting structure, allowing to model unranked trees as their depth-
first-search linearisations. In this paper, we consider transforma-
tions from nested words to words, allowing in particular to produce
unranked trees if output words have a nesting structure. The model
of visibly pushdown transducers allows to describe such transfor-
mations, and we propose a simple deterministic extension of this
model with two-way moves that has the following properties: i) it is
a simple computational model, that naturally has a good evaluation
complexity; ii) it is expressive: it subsumes nested word-to-word
MSO transducers, and the exact expressiveness of MSO transduc-
ers is recovered using a simple syntactic restriction; iii) it has good
algorithmic/closure properties: the model is closed under composi-
tion with a unambiguous one-way letter-to-letter transducer which
gives closure under regular look-around, and has a decidable equiv-
alence problem.

Categories and Subject Descriptors F.4.3 [Mathematical Logic
and Formal Languages]: Formal Languages

Keywords Transductions, Pushdown automata, Logic.

1. Introduction
Pillars of word language theory The theory of languages is one
of the deepest and richest theory in computer science, with success-
ful applications such as, computer-aided verification and synthesis.
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A major reason for this success is the strong connections between
models of languages, with quite different flavours, that are based
on two important pillars: computation and logic. Perhaps one of
the most famous example is the effective correspondence for reg-
ular languages of finite words between a low-level computational
model, finite state automata, and a high-level declarative formal-
ism, monadic second-order logic (MSO). Similar connections have
been obtained for other structures (e.g. infinite words, finite and
infinite trees, nested words) (Thomas 1997; Comon-Lundh et al.
2007). In some cases, it has been even possible to build a third pil-
lar based on algebra. The class of regular languages for instance is
known to be the class of languages with finite syntactic congruence.

The logic/two-way/one-way trinity of word transductions To
model functions from (input) words to (output) words, i.e. word
transductions, and more generally word binary relations, automata
have been extended to transducers, i.e. automata with outputs.
Whenever a transducer reads an input symbol, it can produce on the
output a finite word, the final output word being the right concate-
nation of all the finite words produced along the way. To capture
functions mirroring or copying twice the input word, transducers
need to read the input word in both directions: this yields the class
of two-way finite state transducers (2FST). Two-way transduc-
ers have appealing properties: they are closed under composition
(Chytil and Jákl 1977) and if they are deterministic, their equiva-
lence problem is decidable (in PSpace) (Gurari 1982; Culik and
Karhumaki 1987) and the transduction can be evaluated in constant
space (for a fixed transducer), the output being produced on-the-fly.

Impressively, in the late 90s, deterministic two-way transducers
have been shown in (Engelfriet and Hoogeboom 2001) to corre-
spond to monadic second-order transducers (MSOT), a powerful
logical formalism introduced in (Courcelle 1994) in a more gen-
eral context, with independent motivations. It was the first logic-
transducer connection obtained for a class of transductions with
high and desirable expressiveness. This correspondence has been
extended to finite tree transductions (Engelfriet and Maneth 1999,
2003; Bloem and Engelfriet 2000).

Recently, an MSOT-expressive one-way model, streaming string
transducers (SST), has been introduced in (Alur and Černý 2010,
2011): it uses registers that can store output words and can be com-
bined and updated along the run in a linear (copyless) manner The
main advantage of this model is its one-wayness, but the price to
pay is the space complexity of evaluation: it depends also on the
size of the register contents.

The models MSOT, deterministic 2FST and deterministic SST
have the same expressive power, and we refer to this correspon-
dence as the logic/two-way/one-way trinity. This trinity has been
extended to transductions of infinite words (Alur et al. 2012) and
ranked trees (Courcelle and Engelfriet 2012; Alur and D’Antoni
2012). For trees, bi-directionality is replaced by a tree walking abil-
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ity: the transducer can move along the edges of the tree in any di-
rection. However, to capture MSOT, the transducer needs to have
regular look-around, i.e. needs to be able to test regular properties
of the context of the tree node in which it is currently positioned
(Courcelle and Engelfriet 2012). Look-arounds can be removed at
the price of adding a pushdown store (Courcelle and Engelfriet
2012). For one-way machines, uni-directionality is modeled by fix-
ing the traversal of the tree to be a depth-first left-to-right traversal
and, as for words, to capture MSOT, the transducer needs to have
registers (Alur and D’Antoni 2012). Tree-walking transducers with
look-around, and tree transducers with registers are strictly more
expressive than MSOT, but restrictions have been defined that cap-
ture exactly MSOT. Finally, let us mention the macro tree trans-
ducers, the first computational model shown to capture, with suit-
able restrictions, MSOT ranked tree transductions (Engelfriet and
Maneth 1999, 2003; Bloem and Engelfriet 2000). This model has
parallel computations, like a top-down tree automaton, and regis-
ters.

Nested words In this paper, we consider transductions of nested
words to words. Nested words are words with a nesting structure,
built over symbols of two kinds: call and return symbols1. In par-
ticular, nested words can model ordered unranked trees, viewed as
their depth-first, left-to-right, linearisation, and in turn are a natural
model of tree-structured documents, such as XML documents. Vis-
ibly pushdown automata (VPA) have been introduced in (Alur and
Madhusudan 2009) as a model of regularity for languages of nested
words. They are pushdown automata with a constrained stack pol-
icy: whenever a call symbol is read, exactly one symbol is pushed
onto the stack, and when reading a return symbol, exactly one sym-
bol is popped from the stack. Therefore, at any point, the height
of the stack corresponds to the nesting level (call depth) of the
word. Roughly, VPA are tree automata over linearised trees, and
as such they inherit all the good closure and algorithmic proper-
ties of tree automata. However, viewing trees as nested words has
raised motivating questions in the context of tree streams, such as
streaming XML validation (Picalausa et al. 2011; Segoufin and Sir-
angelo 2007), streaming XML queries (Kumar et al. 2007; Gauwin
et al. 2011), as well as streaming XML transformations (Filiot et al.
2011) (see also (Alur 2016) for other applications of VPA).

By using a matching predicate M(x, y) that holds true if x is a
call symbol, y is a return symbol and is the matching return of x,
MSO logic can be extended from words to nested words, and it is
known to correspond to regular nested word languages (Alur and
Madhusudan 2009).

Nested word to word transductions Besides the motivations
given before for considering nested words instead of unranked
trees, we argue that seeing unranked trees as nested word yields
a natural and simple two-way model for transductions of nested
words, presented later. On the output, we do not require the words
to have a particular structure. It is not a weakness: nested words
are words, and the model we introduce in this paper can as well
produce output words that are nested.

VPA have been extended with output, yielding the class of
visibly pushdown transducers (VPT, (Filiot et al. 2010)). When
reading an input symbol, VPT can generate a word on the output.
VPT have good algorithmic and closure properties, and are well-
suited to a streaming context (Filiot et al. 2011). However, VPT
suffer from a low expressive power, as they are only one-way,
without registers.

Based on MSO for nested words, one can define MSO trans-
ducers à la Courcelle to define nested word to word transductions.

1 Sometimes, internal symbols are also considered but in this paper, to ease
the presentation, we omit them. This is wlog as an internal symbol a can be
harmlessly replaced by a call symbol c

a

followed by a return symbol r
a

.

From now on, we refer to such MSO transducers as MSOT. A one-
way model has already been defined in (Alur and D’Antoni 2012)
that captures exactly MSOT. They extend VPA with registers that
can store partial output words. Whenever a call symbol is read, the
contents of the registers are pushed onto the stack and all the regis-
ters reset. On reading return symbols, they can combine the content
of the current registers with the content of the registers stored on the
stack, in a copyless fashion. The space complexity of evaluation for
such transducers is linear in the length of the input nested word, and
they have decidable equivalence problem.

Objective and two-way visibly pushdown transducers Our main
goal in this paper is to establish a logic/two-way/one-way trinity
for nested word to word transductions. Since the logic/one-way
connection has already been shown in (Alur and D’Antoni 2012),
we want in particular to define a two-way computational model with
the following requirements: it must be conceptually simple, at least
as expressive as MSOT and have decidable equivalence problem.

To this aim, we introduce deterministic two-way visibly push-
down transducers (D2VPT) and show it meets the later require-
ments. D2VPT read their input in both directions, and their stack
behaviour not only depends on the type of symbols they read, but
also on the reading mode they are in, either backward or forward. In
a forward mode, they behave just like VPT. On the backward mode,
they behave like VPT where the call and return types are swapped:
when reading a return symbol backward, they push a symbol onto
the stack, and when reading a call symbol backward, they pop a
symbol from the stack. They can change their mode at any moment,
and produce words on the output.

Let us give now an illustrating example of a transduction f
s

of
nested words, which will be formalised in Example 1. Assume a
set of call symbols {1, . . . , n} ordered by the total order on nat-
ural numbers, and one return symbol {r}. The transduction f

s

sorts an input nested word in ascending order, recursively nest-
ing level by nesting level, according to the order on calls. We
assume inputs start and end with special symbols . and / (call
and return resp.). E.g., f

s

maps .22r1rr1r3r/ to .1r21r2rr3r/
and .23r1r2rr2r3r1r/ to .1r21r2r3rr2r3r/ (see Figure 1). To
make f

s

a function in case the same call symbol occurs twice at the
same level, f

s

preserves their order of appearance. The tree repre-
sentation of this mapping is given in Figure 1 (omitting return sym-
bols). The transduction f

s

is easily implemented with a D2VPT
T
s

. To process a sequence of siblings at level k, T
s

works as fol-
lows: for i from 0 to n, T

s

performs a forward pass on the siblings
(note that a sibling is actually a tree whose linearisation is of the
form jwr where w is again a sequence of linearised trees). During
this forward pass, T

s

transforms a sibling jwr into ✏ if j 6= i, and
into iw0r otherwise, where w0 is the result of sorting recursively w.
To implement the loop, when T

s

has finished the i-th forward pass,
i.e. when it reads a return symbol at level j � 1, it comes back to
its matching call and starts from there the (i + 1)-th forward pass,
if i < n.

Contributions By linearising input trees, the simple and well-
known concept of bi-directionality can be generalised naturally
from words to trees. While D2VPT, as we show in this paper, allow
one to lift known results from word transductions to nested word to
word transductions, we think that D2VPT are an appealing model
for the following reasons:

memory efficiency Regarding the complexity of evaluation, for a
fixed D2VPT, computing the output word of an input nested
word w can be done in space O(d(w)), where d(w) is the
depth of w. Indeed, only the stack and current state need to
be kept in memory when processing an input nested word. It
is an appealing property when transforming large but not deep
tree-structured documents, such as XML documents in general.
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Figure 1. On top, the transformation of the input. Between siblings
with the same labeling, the original order is preserved. Below, the
run of the transducer. Dashed lines are non producing sequences.

expressiveness At the same time, we show that this efficiency does
not entail expressive power: D2VPT can express all MSOT
transductions. They are strictly more expressive than MSOT
as they can for instance express transduction of exponential
size increase, while MSOT are only of linear size increase. By
putting a simple decidable restriction on D2VPT, called single-
useness, D2VPT capture exactly MSOT transductions.

algorithmic properties Despite their high expressive power, D2VPT
still have decidable equivalence problem. We also prove that
preprocessing the input of a D2VPT by a letter-to-letter unam-
biguous VPT does not increase its expressive power, as their
composition is again a D2VPT.

The proof of expressiveness relies on an existing correspon-
dence between tree-walking and MSO transducers of ranked trees
to words (Courcelle and Engelfriet 2012), and on the classical first
child-next sibling (fcns for short) encoding of unranked trees into
binary trees. As in (Courcelle and Engelfriet 2012), we use an in-
termediate automata model equipped with MSO look-around, and
then show that these look-around tests can be removed. For the
latter property, our proof differs from that of (Courcelle and Engel-
friet 2012) in which a pushdown stack is used to update informa-
tion on MSO-types. On binary trees, their model pushes the stack
while moving to the first-child, but also while moving to the second
child. This latter push corresponds, through the fcns encoding, to
pushing a symbol while moving to the next sibling, an operation
that is not allowed with a visibly pushdown stack. Hence, in order
to prove that look-around tests can be removed in our model, we
need a more involved construction, that extends a non-trivial result
proven in (Hopcroft and Ullman 1967) for two-way automata on
words. Decidability of D2VPT equivalence is done by reduction
to deterministic top-down tree to word transducer equivalence, a
problem which was opened for long and recently solved in (Seidl
et al. 2015).

Application 1: Unranked tree to word walking transducersD2VPT
can easily be translated into a pushdown walking model of un-
ranked tree to word transductions. It works exactly as in the ranked
tree case of (Courcelle and Engelfriet 2012): one stack symbol is
pushed while going downward and popped while going upward.
While moving along sibling relations, the stack is untouched. As a
consequence of our results, this model, with single-use restriction,
captures exactly MSOT. This model is discussed in the last section.

Application 2: Query 2VPA Deterministic two-way VPA have
been introduced in (Madhusudan and Viswanathan 2009) as an
equi-expressive model for MSO-definable unary queries on nested

words. Using (Neven and Schwentick 2002; Niehren et al. 2005),
such queries can be shown to be equivalent to unambiguous VPA
with special states which select the nested word positions that are
answers to the query. As shown in (Madhusudan and Viswanathan
2009), unambiguity can be traded for determinism, at the price of
adding two-wayness. This result comes as a consequence of ours: a
one-way unambiguous selecting VPA can be seen as a deterministic
VPT with look-around, that annotates the input positions selected
by the VPA (look-around resolves nondeterminism), which can be
transformed into a D2VPT using our results. The main ingredient
of the proof of (Madhusudan and Viswanathan 2009) is also a
Hopcroft-Ullman construction, but in a setting simpler than ours 2.

Organisation of the paper In Section 2, we introduce two-way
VPA and two-way VPA with look-around, define the notion of
transition algebra for 2VPA and use this to show that they are
equivalent to one-way VPA. As a consequence, they have decidable
(exptime-c) emptiness problem. In Section 3, we introduce D2VPT
and D2VPT with look-around, show that they are equivalent, and
study their algorithmic properties. Section 4 is devoted to the ex-
pressiveness of D2VPT, with a comparison to MSOT and to other
known models of nested word to word transductions. Due to lack
of space, some results are proved in Appendix. Finally, all our ex-
pressiveness equivalences are effective.

2. Two-way visibly pushdown automata
2.1 Definitions
We introduce in this section two-way visibly pushdown automata,
following the definition of (Madhusudan and Viswanathan 2009).

We consider a structured alphabet ⌃ defined as the disjoint
union of call symbols ⌃

c

and return symbols ⌃
r

. The set of words
over ⌃ is ⌃⇤. As usual, ✏ denotes the empty word. Amongst words,
the set of nested words N (⌃) is defined as the least set such that
✏ 2 N (⌃) and if w1, w2 2 N (⌃) then both w1w2 and cw1r (for
all c 2 ⌃

c

and r 2 ⌃

r

) belong to N (⌃). In the following, we
assume that input words of our models are always nested words.
This is not restrictive as all our models can recognize and filter
nested words.

For a word w 2 ⌃

⇤, its length is denoted by |w| and we
denote by w(i) its ith symbol. Its set of positions is pos(w) =

{1, . . . , |w|}, and for i, j 2 pos(w) such that i < j, we say
that (i, j) is a matching pair of w if w(i) 2 ⌃

c

, w(j) 2 ⌃

r

and w can be decomposed into w = w1w(i)w2w(j)w3, where
w1, w3 2 ⌃

⇤, w2 2 N (⌃) and |w1| = i � 1, |w2| = j � i � 1.
Note that if w 2 N (⌃), then necessarily, w1w3 2 N (⌃).

When dealing with two-way machines, we assume the struc-
tured alphabet ⌃ to be extended into ⌃ by adding two special sym-
bols ., / in ⌃

c

and ⌃

r

respectively, and we consider words with
left and right markers from .⌃⇤/.

DEFINITION 1. A two way visibly pushdown automaton (2VPA
for short) A over ⌃ is given by (Q, q

I

, F,�, �) where Q is a finite
set of states, q

I

2 Q is the initial state, F ✓ Q is a set of final
states and � is a finite stack alphabet. Given the set D = { ,!}
of directions, the transition relation � is defined by �push[�pop where

• �push ✓ ((Q⇥{!}⇥⌃

c

)[(Q⇥{ }⇥⌃

r

))⇥((Q⇥D)⇥�)

• �pop ✓ ((Q⇥{ }⇥⌃
c

⇥�)[(Q⇥{!}⇥⌃
r

⇥�))⇥(Q⇥D)
Additionally, we require that for any states q, q0 and any stack
symbol �, if (q, , ., �, q0, d) 2 �pop then d =! and if (q,!
, /, �, q0, d) 2 �pop then d = .

2 They provide a construction for the composition of a co-deterministic
VPA with an unambiguous VPA, while we study that of a D2VPA with
an unambiguous VPA.
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Informally, a 2VPA has a reading head pointing between sym-
bols (and possibly on the left of . and on the right of /). A con-
figuration of the machine is given by a state, a direction d and a
stack content. The next symbol to be read is on the right of the
head if d =! and on the left if d = . Note that when reading the
left marker from right to left (resp. the right marker from left to
right!), the next direction can only be! (resp. ). The structure
of the alphabet induces the behaviour of the machine regarding the
stack when reading the input word: when reading on the right, a call
symbol leads to push onto the stack while a return symbol pops a
symbol from the stack. When reading on the left, a dual behaviour
holds (hence, at a given position in the input word, the height of
the stack is always constant at each visit to that position in the run).
Finally, the state and the direction are updated.

Let w 2 N (⌃). We set w(0) = . and w(|w| + 1) = /. For a
move d and 0  i  |w|, we denote by
•
move(d, i) the integer i� 1 if d = and i+ 1 if d =!.

•
read(w, d, i) the symbol w(i) if d = and w(i+1) if d =!.

Formally, a stack � is a finite word over �. The empty stack/word
over � is denoted ?. For a word .w/ where w 2 N (⌃) and
a 2VPA A = (Q, q

I

, F,�, �), a configuration of A is a triple
(q, i, d,�) where q 2 Q, 0  i  |w|+ 1, d 2 D and � is a stack.
A run of A on a word w is a finite non-empty sequence of config-
urations (q0, i0, d0,�0)(q1, i1, d1,�1) . . . (q`, i`, d`,�`

) where for
all 0  j  `, the configuration (q

j+1, ij+1, dj+1,�j+1) satisfies
i
j+1 = move(i

j

, d
j

) and
• if read(w, d

j

, i
j

) 2 ⌃

c

and d
j

=! or read(w, d
j

, i
j

) 2 ⌃

r

and d
j

= then (q
j

, d
j

, read(w, d
j

, i
j

), q
j+1, dj+1, �) 2

�push and �
j+1 = �

j

�.
• if read(w, d

j

, i
j

) 2 ⌃

c

and d
j

= or read(w, d
j

, i
j

) 2 ⌃

r

and d
j

=! then (q
j

, d
j

, read(w, d
j

, i
j

), �, q
j+1, dj+1) 2

�pop and �
j+1� = �

j

.

By the special treatment of . and / ensured by the definition of
2VPA, the indices i

j

all belong to {0, . . . , |w|+ 1}. Note also that
any configuration is actually a run on the empty word ✏. A run on
a nested word w is accepting whenever q0 = q

I

, i0 = 0, d0 =!,
�0 = ? and q

`

2 F , i
`

= |w|+ 1, d
`

=!, �
`

= ?.
Note that A being a visibly pushdown automaton, for any

two configurations in a run of A at the same position i in the
word (q, i, d,�) and (q0, i, d0,�0

), the stack �, �0 have the same
height/length.

The language L(A) defined by A is the set of nested words w
from ⌃

⇤ such that there exists an accepting run of A on .w/.

DEFINITION 2. A two-way visibly pushdown automaton is
• deterministic (D2VPA for short) if we may write �push, �pop as

functions from ((Q ⇥ {!} ⇥ ⌃

c

) [ (Q ⇥ { } ⇥ ⌃

r

)) to
(Q ⇥ D) ⇥ � and from ((Q ⇥ { } ⇥ ⌃

c

⇥ �) [ (Q ⇥ {!
}⇥ ⌃

r

⇥ �)) to Q⇥ D respectively.
• codeterministic if we may write �push, �pop as injective applica-

tions, with the same type as in the previous item.
• unambiguous iff for any word w, there exists at most one ac-

cepting run on w.

Obviously, if A is (co)deterministic, for any word w from
N (

¯

⌃), there exists a unique run on w in A from any fixed con-
figuration. Hence, any (co)deterministic 2VPA is unambiguous.
Note also that the determinism of A implies that any configuration
can occur only once in some accepting run (otherwise, the machine
would loop without reaching a final configuration).

A two-way visibly pushdown automaton is a (one-way) visibly
pushdown automaton (VPA for short) whenever d0 = d =! for
all (q, d,↵, q0, d0, �0

) in �push and for all (q, d,↵, �, q0, d0) in �pop.

For VPA, we may omit directions in the transition relation,
configurations and runs.

Finally, we will denote DVPA the class of deterministic VPA.
In this case, the transition relation is defined as a function omitting
directions.

2.2 Transition algebra for 2VPA

Nested words from N (⌃) (or N (⌃)) induce a natural algebra
W = (N (⌃), ., {f

c,r

| c 2 ⌃

c

, r 2 ⌃

r

}, ✏) where ’.’ is a binary
operation, the f

c,r

form a family of unary operations and ✏ is a
constant. The semantics of ✏ is the empty word, of . is concatenation
and for any w in N (⌃), f

c,r

(w) = cwr. Obviously, the operators
finitely generates N (⌃) which can be seen as the free generated
algebra over this signature quotiented by the associativity of ’.’ and
the neutrality of ✏ wrt the concatenation ’.’.

The traversal congruence ⇠ Inspired by works on two-way au-
tomata on words (Pécuchet 1985; Shepherdson 1959), we study
traversals of a 2VPA A. A traversal of some nested word w ab-
stracts a run of A keeping track only of the fact that it starts read-
ing the word from the left or from the right (depending on the ini-
tial direction) in some state p and leaves it in some state q. Now,
formally, for any states p, q, and any two directions d1, d2 2 D,
((p, d1), (q, d2)) belongs to the traversal of w if there exists a run
of A on w starting in the configuration (p, pos(d1), d1,?) and end-
ing in (q, pos(d2), d2,?), where
⇢

pos(d1) = 0 if d1 =! and pos(d1) = |w| otherwise
pos(d2) = |w| if d2 =! and pos(d2) = 0 otherwise

Note that the reading starts either at the beginning or at the end
of w depending on the initial current direction and that the final
direction indeed leads to leave the word. One may associate with
a nested word the set of its traversals and define a relation ⇠ on
nested words such that u ⇠ v if u and v have the same traversals.

Obviously, ⇠ is an equivalence relation over N (⌃) and we
denote by [w]⇠ the set of traversals of a nested word w. We prove
that ⇠ is actually a congruence, that is if w1 ⇠ w2 and w0

1 ⇠ w0
2

then f
c,r

(w1) = cw1r ⇠ cw2r = f
c,r

(w2) and w1.w
0
1 ⇠ w2.w

0
2

for any nested words w1, w
0
1, w2, w

0
2 in N (⌃).

PROPOSITION 1. The relation ⇠ is a congruence of finite index.

The transition algebra T
A

Based on Proposition 1, the congru-
ence relation ⇠ induces a finite algebra T

A

= (Trav
A

, .TA , {fTA
c,r

|
c 2 ⌃

c

, r 2 ⌃

r

}, ✏TA
) where the support is Trav

A

the set of all
traversals induced by A, .TA is a binary operation which is asso-
ciative, each fTA

c,r

is a unary operation and ✏TA is a constant from
Trav

A

and a neutral element for .TA . More specifically, ✏TA
= [✏]⇠,

[u]⇠.
TA

[v]⇠ = [uv]⇠ and fTA
c,r

([u]⇠) = [cur]⇠. These operations
are well-defined since ⇠ is a congruence.

Hence, there exists a unique and canonical morphism µTA from
W, the algebra of nested words, onto T

A

, that satisfies µTA(w) =

[w]⇠. We also denote [w]⇠ as wTA since it can be considered as
the interpretation of w (which is an element W) in T

A

.
The correction of this morphism µTA directly implies:

PROPOSITION 2. Let A = (Q, q
I

, F,�, �) be a 2VPA. L(A) =

µ�1
TA

({m 2 Trav
A

| m \ ({(q
I

,!)}⇥ F ⇥ {!}) 6= ?}).
Note that this statement corresponds to the classical notion of

recognizability by some finite algebra.

2.3 From two-way visibly pushdown automata to visibly
pushdown automata

In this subsection we give a reduction from 2VPA to VPA. While
this result can be inferred from (Madhusudan and Viswanathan
2009), our Shepherdson-inspired approach gives an upper bound
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on the complexity of the procedure. We first recall the notion
of recognizability by finite algebra and show that this notion is
equivalent to recognazibility by DVPA. Then we prove the main
result of this section appealing to the transition algebra T

A

.
Let A = (DA, .

A, (fA
c,r

)(c,r)2⌃c⇥⌃r , ✏
A
) be a finite algebra

such that .A is associative having ✏A as neutral element. There exists
a unique morphism µA from the algebra of nested words W onto A.

DEFINITION 3. A language L ✓ N (⌃) is recognized by A if there
exists a set LA ✓ DA such that L = µ�1

A (LA).

As an example, as shown in Proposion 2, a language L defined
by a 2VPA is recognized by the transition algebra T

A

. We show
that recognability by finite algebra implies DVPA recognizability.

LEMMA 1. If L is recognized by a finite algebra A then it is recog-
nizable by a DVPA BA. Moreover, the size of BA is polynomial in
the size of DA, the support of A.

Proof. For A and the set LA ✓ DA, we define the DVPA
BA = (DA, ✏

A,LA,⌃c

⇥ DA, �BA) where �
BA = �push

BA [ �pop
BA

and �push
BA

(mA, c) = (✏A, (c,mA
)), �pop

BA
(m0A, r, (c,mA

)) = mA �
fA
c,r

(m0A
). Obviously, BA is deterministic. Its correctness can be

proved by induction on nested words showing for all w 2 N (⌃),
there exists a run in BA on w from (mA, 0,?) to (m0A, |w|,?)

iff m0A
= mA.AµA(w). And so, for an accepting run on w from

(✏A, 0,?) to (m0A, |w|,?) with m0A 2 LA, m0A
= µA(w). Hence,

L(BA) = µ�1
A (LA). Finally, note that the number of states of BA

is precisely the cardinality of the support of A. ⇤
We can now come to the main result of this section.

THEOREM 1. For any 2VPA A, one can compute (in exponential
time) a DVPA B such that L(A) = L(B) and the size of B is
exponential in the size of A.

Proof. One can build from the 2VPA A the elements of {[w]⇠ |
w 2 N (⌃)} and thus, the transition algebra T

A

, in exponential
time. Then, by Lemma 1, a VPA BTA is built from T

A

. The
correctness follows from Proposition 2 for LTA = {mTA 2
Trav

A

| mTA \ ({(q
I

,!)}⇥ F ⇥ {!}) 6= ?}. ⇤

COROLLARY 1. For any 2VPA A, deciding the emptiness of A (ie
L(A) = ?) is EXPTIME-C. The same result holds for D2VPA.

Proof. We prove the upper-bound for 2VPA and the lower bound
for D2VPA. For the upper-bound, it suffices to build from A in ex-
ponential time a equivalent DVPA B possibly exponentially larger
than A (Theorem 1). Then, emptiness of B can be tested in poly-
nomial time (Alur and Madhusudan 2009).

The proof of the lower bound proceeds by a reduction of the
emptiness problem of intersection of k deterministic top-down tree
automata, that is known to be EXPTIME-C.

2.4 2VPA with look-around
As we will later on need the notion of look-around for transducers,
we introduce it first for automata to ease the presentation. Hence,
we extend the model of 2VPA with look-around. The feature will
add a guard to each transition of the machine. This guard will
require to be satisfied for the transition to be applied.

DEFINITION 4. A 2VPA with look-around (2VPALA for short) is
given by a triple (A,�, B) such that A is a 2VPA and B a unam-
biguous VPA and � is a mapping from the transitions of A to the
states of B.

The notion of runs is adapted to take into account look-around
as follows: in any run on some nested word w, for any two suc-

cessive configurations (q
j

, i
j

, d
j

,�
j

)(q
j+1, ij+1, dj+1,�j+1) ob-

tained by a transition t, we require that there exists a unique accept-
ing run on w in B and that this run contains a configuration of the
form (�(t), read(w, d

j

, i
j

),�).
The definition of accepting runs remains the same and the lan-

guage defined by such machines is defined accordingly.
The notion of one-wayness extends trivially to 2VPA with look-

around. For determinism, we ask the look-around to be disjoint
on transitions with the same left hand-side: for any two different
transitions of A, t1 = (q, d, a, q01, d

0
1, �1), t2 = (q, d, a, q02, d

0
2, �2)

in �
c

(resp. t1 = (q, d, a, �, q01, d
0
1), t2 = (q, d, a, �, q02, d

0
2) in �

r

),
it holds that �(t1) 6= �(t2).

Non-surprisingly, 2VPA are closed under look-around:

THEOREM 2. Given a 2VPALA
(A,�, B), there exists a VPA A0

such that L((A,�, B)) = L(A0
).

3. Two-way visibly pushdown transducers
3.1 Definitions
Let ⌃,� be two finite alphabets such that ⌃ is structured. Two-way
visibly pushdown transducers (2VPT) from ⌃ to � extend 2VPA
over ⌃ with a one-way-left-to-right output tape. They are defined as
a pair T = (A,O) where A is a 2VPA over ⌃ and O is a morphism
from the set of rules of A to words in �

⇤.
A run of a 2VPT T = (A,O) on an input word w 2 N (⌃)

is a run ⇢ of A on w. We say the run is accepting if it is in A. A
run ⇢ may be simultaneously a run on a word w and on a word
w0 6= w, however, when the underlying input word w is given,
there is a unique sequence of transitions t1t2 . . . tn associated with
⇢ and w. In this case, the output produced by the run ⇢ on w is
defined as the word v = O(t1)O(t2) . . .O(t

n

) 2 �

⇤. This word is
denoted by outw(⇢). If ⇢ contains a single configuration, then we
let outw(⇢) = ✏. The transduction defined by T is the relation

JT K = {(w, outw(⇢)) 2 N (⌃)⇥�

⇤ | ⇢ is an accepting run of T on w}.
We say that T is functional if JT K is a function, and that T is
deterministic (resp. unambiguous) if A is deterministic (resp. un-
ambiguous). The class of deterministic two-way visibly pushdown
transducers is denoted D2VPT. Observe that if T is determinis-
tic or unambiguous, then it is trivially functional. Last, when T is
functional, we may interpret the relation JT K as a partial function
on N (⌃): given a word w 2 N (⌃), denote by JT K(w) the unique
word v 2 ⌃

⇤ such that (w, v) 2 JT K, whenever it exists. To ease
readability, we may simply write T to denote JT K when it is clear
from the context, for example when considering composition of
functions.

We consider classes of one-way visibly pushdown transduc-
ers, obtained by considering the corresponding classes of one-way
visibly pushdown automata. The notions of functional, determin-
istic and unambiguous transducers are naturally defined for these
transducers, and we denote by (D)VPT the class of (deterministic)
one-way visibly pushdown transducers. Last, we say that a VPT
T = (A,O) from ⌃ to � is letter-to-letter if � is a structured al-
phabet and if O maps every call transition of A to an element of �

c

and every return transition of A to an element of �
r

.
2VPT (resp. D2VPT) can be extended with look-around, as we

did for 2VPA. Formally, a two-way visibly pushdown transducer
with look-around (2VPTLA for short) is a pair T = (A0,O) where
A0

= (A,�, B) is a 2VPALA and O is a morphism from the set
of rules of A to words in �

⇤. We say that such a machine is
deterministic if the 2VPALA A is deterministic, the resulting class
being denoted by D2VPTLA.

EXAMPLE 1. We now formally express the transduction given in
the introduction (see Figure 1). Let Q = {q1, . . . , qn} [ {q

i,j

|
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1  i, j  n or i = .}[ {q
f

} be the set of states with initial state
q1 and final state q

f

, a set of stack symbols � = {?} [ {i | i =
1, . . . , n}, and for all i, j, k 2 {., 1, . . . , n}, we have the rules:

q

i

,! i|i,+i����! q1,! q

n

,! r|r,�j����! q

j

,!
q

i

,! (j,r)���! q

i

,! if j 6= i q

i,j

, (j,r)���! q

i,j

,!
q

i

,! r|✏,�j����! q

i,j

, if i < n q

i,j

,! k|✏,+j����! q

i+1,!
The markers are treated as letters, except that they push ? in-

stead of . and upon popping ? in state q
n

, the transducer goes to
q
f

and accepts. The transitions labeled by (j, r) are macros cor-
responding to moves along matching relation, which can easily be
implemented.

Evaluation Observe here that if a transformation is given as a
D2VPT T , then one can evaluate it using a memory linear in the
depth of the input word w (we assume w can be accessed as we
want on some media). Indeed, one simply needs to store the current
configuration of T , given as a state and a stack content.

3.2 Closure under composition
We prove in this subsection that 2VPT are closed by composition
with a letter-to-letter unambiguous VPT, extending a similar result
for transducers on words (Hopcroft and Ullman 1967). This will
reveal useful to show that D2VPT are closed under look-around.
First, we extend to nested words a result that was known for finite
transducers:

LEMMA 2. Any unambiguous VPT T can be written as the com-
position of two VPT T1 � T2, where T1 is deterministic and T2 is
letter-to-letter and co-deterministic. Furthermore, if T is letter-to-
letter, so is T1.

THEOREM 3. Given a letter-to-letter DVPTA and a 2VPTB, we
can construct a 2VPT C that realizes the composition C = B �A.

If furthermore B is deterministic, then so is C.

Proof. We first notice that since we are considering visibly push-
down machines and the first machine is letter-to-letter, the stacks
of both machines are always synchronized, meaning that they have
the same height on each position. Then, let us remark that when the
2VPT moves to the right, we can do the simulation in a straight
forward fashion by simulating it on the production of the one-way.
It becomes more involved when it moves to the left. We then need
to rewind the run of the one-way, and nondeterminism can arise. To
bypass this, let us recall that a similar construction from (Hopcroft
and Ullman 1967) exists for classical transducers, and that the
rewinding is done through a back and forth reading of the input,
backtracking the run up to a position where the nondeterminism is
cleared, and then moving back to the current position. The method
is to compute the set of possible candidates for the previous state,
and keep moving to the left until we reach a position i where there
is only one path left leading to the starting position j. Afterward,
we simply follow this path along another one from position i + 1.
As we know that they will merge at position j, we can stop at po-
sition j � 1 with the correct state. If we reach the beginning of
the word with multiple candidates, we do the same procedure, the
correct path being the one starting from the initial state.

This cannot be done as such on pushdown transducers since
rewinding the run might lead to popping the stack, and losing in-
formation. However, if at each push position, we push not only the
stack symbols but also the current state, we are able, when rewind-
ing the run, to clear the nondeterminism as soon as we pop this
information by using it as a local initial state, limiting the back and
forth reading to the current subhedge. The overall construction can
be seen as a classical Hopcroft-Ullman construction on hedges, ab-
stracted as words over the left-to-right traversals of their subhedges,

c • r

c1 • r1
w1

c2 • r2
w2

c
n

• r
n

w
n

· · ·
u :

Figure 2. The nested word cc1w1r1c2w2r2 . . . cnwn

r
n

r is ab-
stracted as a word u over letters (c

i

, S
i

, r
i

) where S
i

is the sum-
mary of w

i

. The position labelled by c serves as initial position of
the word and the corresponding state was pushed to the stack upon
reading it.

which are called summaries in (Alur and Madhusudan 2009) (see
Figure 2). These summaries can be computed on-demand by a one-
way automaton.

Finally, note that to apply this construction, we need to push
this local initial state each time we enter a subhedge, whether we
enter from the right or from the left. This can be maintained since
when entering from the left, it simply corresponds to the current
state and when entering from the right, this state is computed by
the Hopcroft-Ullman construction. Note also that the Hopcroft-
Ullman routine is deterministic, and consequently the construction
preserves determinism. ⇤

THEOREM 4. Let A be a D2VPT and relab be an unambiguous
letter-to-letter VPT. Then the composition A�relab can be defined
by a D2VPT.

Proof. The proof is straightforward using previous results. First,
Lemma 2 states that relab can be decomposed in T1 �T2, where T1

is a deterministic VPT and T2 is a co-deterministic one, and both
are letter-to-letter, i.e A � relab = A � T1 � T2. Now Theorem 3
states that we can construct a D2VPT A0 that realizes the compo-
sition A � T1. Finally, as a co-deterministic VPT can be seen as a
deterministic one going right-to-left, a symmetric construction of
Theorem 3 on A0 � T2 gives a D2VPT that realizes A � relab. ⇤

A look-around can be viewed as an MSO formula with one free
variable, and it is satisfied iff the formula is satisfied at this posi-
tion. In (Madhusudan and Viswanathan 2009), the authors consider
MSO queries on nested words. An MSO query is an MSO formula
with one free variable that annotates the positions of the input word
that satisfies it. They proved, using a Hopcroft-Ullman argument,
that MSO queries were also implemented by D2VPA. Theorem 4
proves that looks-around can be done on the fly while following the
run of an other D2VPA. Since a look-around can be encoded as an
unambiguous letter-to-letter VPT, we get the following corollary,
that subsumes the result by (Madhusudan and Viswanathan 2009).

COROLLARY 2. D2VPT = D2VPTLA.

3.3 Decision problems
We consider the following type-checking problem: given a VPA
A1 on ⌃, a finite-state automaton A2 on �, and a D2VPT T from
N (⌃) to �

⇤, decide whether for every word w 2 L(A1), JT K(w)

belongs to L(A2). This property is denoted by T (A1) ✓ A2
3. The

equivalence problem asks whether given two D2VPT as input, they
define the same transduction. We prove the following result:

THEOREM 5. 1. The inverse image of a regular language of words
by a D2VPT is recognizable by a VPA.

2. The type-checking problem for D2VPT is EXPTIME-complete.

3 If A2 is a VPA, the problem is known to be undecidable even for T a
DVPT (Raskin and Servais 2008).
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3. The equivalence problem for D2VPT is decidable.

Proof. We prove the three results independently.
(1) Given a D2VPT T = (A,O) and an automaton on words

B, we can define a 2VPA A0 as a product construction of A and
B which simulates B on the production by O. States of A0 are
simply pairs of states of A and B, and A0 recognizes {w 2 N (⌃) |
JT K(w) 2 L(B)} = JT K�1

(L(B)). Observe that the construction
is linear in the sizes of A and B, and that as B may be non-
deterministic, A0 may also be non-deterministic.

(2) EXPTIME membership: as in the proof of the previous item,
we can build a 2VPA A whose size is linear in the sizes of T and
A2, and such that L(A) = JT K�1

(L(A2)). Thus, T (A1) ✓ A2

holds iff L(A1) ✓ L(A) holds. This can be checked in EXPTIME
thanks to Theorem 1.

EXPTIME hardness: we reduce the problem of emptiness of a
D2VPA A. From A, we build a D2VPT T = (A,O) such that O
maps every transition of A to the empty word ✏. Then, we let A1

be a VPA such that L(A1) = N (⌃) and A2 such that L(A2) = ;.
Then T (A1) ✓ A2 holds iff L(A) = ;.

(3) As proved in Section 4, D2VPT are included in the class
of deterministic hedge-to-string transducers with look-ahead, i.e.
deterministic top-down tree-to-string transducers with look-ahead,
run on the first-child-next-sibling encoding of the input hedge. The
equivalence problem for these machines has recently been proven
decidable in (Seidl et al. 2015). ⇤

4. Expressiveness of Two-Way Visibly Pushdown
Transducers

In this section, we study the expressiveness of D2VPT by com-
paring them with Courcelle’s MSO-transductions casted to nested
words, the one-way model of (Alur and D’Antoni 2012), and a top-
down model for hedges, inspired by top-down tree-to-string trans-
ducers.

4.1 MSO-definable Transductions
We first define MSO for nested words and words, as done in
(Alur and Madhusudan 2009), and then MSO-transductions from
nested words to words, based on Courcelle’s MSO-definable graph
transductions (Courcelle 1994).

MSO on nested words and words Let ⌃ be a structured alphabet.
A nested word w 2 N (⌃) is viewed as a structure with pos(w) as
domain, over the successor predicate S(x, y) interpreted as pairs
(i, i + 1) for i 2 pos(w)\{|w|}, the label predicates �(x) for
� 2 ⌃, interpreted by the positions labeled by �, and the matching
predicate M(x, y) interpreted as the set of matching pairs in w.

Monadic second-order logic (MSO) extends first-order logic
with quantification overs sets. First-order variables x, y, . . . are
interpreted by positions of words, while second-order variables
X,Y, . . . are interpreted by sets of positions. MSO formulas for
nested words over ⌃ are defined by the following grammar:
' ::= �(x) | x 2 X | S(x, y) | M(x, y) | ¬' | ' _ ' | 9x.' | 9X.'

where � 2 ⌃. The semantics of an MSO formula is defined
in a classical way, and for ' an MSO formula, w 2 N (⌃), ⌫
a valuation of the free variables of ' into positions and sets of
positions of w, we write w, ⌫ |= ' to mean that w is a model
of ' under the valuation ⌫. When ' is a sentence, we just write
w |= '. We denote by MSOnw[⌃] the set of MSO formulas
for nested words over ⌃ (and just MSOnw when ⌃ is clear from
the context). Since we are interested in transductions from nested
words to words, we also define MSO for words. Similarly as nested
words, words are seen as structures but in that case we do not have
the matching pair predicate M(x, y). MSO formulas on words are
defined accordingly to this smaller signature.

EXAMPLE 2. We interpret MSOnw[⌃] on nested words rather that
on words in ⌃

⇤. It is not a restriction since checking whether a
given relation M(x, y) is a valid matching relation is definable by
an MSO formula �

wn

. This formula expresses that M is a bijection
between call and return symbols, and that it is well-nested (there is
no crossing), as follows:

¬9x
c

, x

r

, y

c

, y

r

.M(x
c

, x

r

) ^M(y
c

, y

r

) ^ x

c

� y

c

� x

r

� y

r

^ bij(M) ^ 8x, y.M(x, y) ! x � y

where � is the transitive closure of S (well-known to be MSO-
definable) and bij(M) expresses that M maps bijectively call and
return symbols (it is trivially MSO-definable).

MSO transducers from nested words to words MSO-transducers
define (partial) functions from nested words to word structures. The
output word structure is defined by taking a fixed number k of
copies of the input structure domain. Nodes of these copies can be
filtered out by MSOnw formulas with one free first-order variable.
In particular, the nodes of the c-th copy are the input positions that
satisfy some given MSOnw formula �c

pos

(x). The label predicates
�(x) and the successor predicate S(x, y) of the output structure
are defined by MSOnw formulas with respectively one and two free
first-order variables, interpreted over the input structure. Formally,
an MSO-transducer from nested words to words is a tuple T =

(k,�
dom

, (�c

pos

(x))1ck

, (�c

�

(x))1ck
�2⌃

, (�c,d

S

(x, y))1c,dk

)

where k 2 N and the formulas �
dom

, �c

pos

, �c

a

and �c,d

S

are MSOnw

formulas. We denote by MSO[nw2w] the class of MSO-transducers
from nested words to words.

An MSO-transducer T defines a function from nested word
structures over ⌃ to word structures over ⌃, denoted by JT K.
The domain of JT K consists of all nested word structures u such
that u |= �

dom

. Given a nested word structure u 2 dom(JT K),
the output structure v such that (u, v) 2 JT K is defined by the
domain Dv ✓ pos(u) ⇥ {1, . . . , k} such that Dv

= {(i, c) | i 2
pos(u), c 2 {1, . . . , k}, u |= �c

pos

(i)}, a node (i, c) 2 Dv

of the output structure is labeled a 2 ⌃ if u |= �c

a

(i), and a
node (j, d) 2 Dv is the successor of a node (i, c) 2 Dv if
u |= �c,d

S

(i, j). Note that the output structure is not necessarily a
word, because for instance, nothing guarantees that an output node
is labeled by a unique symbol, or that the successor relation forms a
linear order on the positions. However, it is not difficult to see that
it is decidable whether an MSO[nw2w] transducer produces only
words (see for instance (Filiot 2015)).

We say that a function f from nested words to words is MSO-
definable if there exists an T 2 MSO[nw2w] such that JT K = f .
By definition of MSO[nw2w] transducers, for any MSO-definable
function f there exists k 2 N such that for all u 2 Dom(f),
|f(v)|  k.|u| (by taking k as the number of copies of the
MSO[nw2w] transducer defining f ). We say in that case that f
is of linear-size increase.

EXAMPLE 3. This example transforms a nested word into the se-
quence of calls of maximal depth (the leaves). E.g., c1c2r2c3c4r4r3r1
is mapped to c2c4. This transformation is MSO-definable. The do-
main is defined by the formula �

wn

(see Example 2). One needs
only one copy of the input word, whose positions are filtered out
by the formula �1

pos

(x) = 9y.M(x, y) ^ S(x, y) which holds true
iff x is a call position and its successor position y is its matching
return position. The labels are preserved: �1

a

(x) = a(x) for all
a 2 ⌃. Finally, the successor relation is defined by �1,1

S

(x, y) =

�1
pos

(x) ^ �1
pos

(y) ^ x � y ^ ¬9z.�1
pos

(z) ^ x � z � y.

4.2 Logical equivalences
An MSO[nw2w] T is said to be order-preserving if for any word u
of the domain of T , any positions i, j of u and any copies c, d of T ,
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if u |= �c,d

S

(i, j) then i  j. This means that the output arrows can
not point to the right. It is emphasized by the next theorem, which
echoes a similar result on words proved in (Bojanczyk 2014; Filiot
2015).

THEOREM 6. An order-preserving transduction is definable in
MSO[nw2w] if, and only if, it is definable by a functional4 VPT.

In the following, we show that D2VPT are strictly more ex-
pressive than MSO[nw2w], and define a restriction that capture
exactly MSO[nw2w]. The fact that D2VPT are more expressive
than MSO[nw2w] can be easily shown, based on a similar result
for ranked trees established in (Courcelle and Engelfriet 2012).
Since D2VPT can, using their stack, express transductions of
exponential-size increase, while MSO-transductions are of linear-
size increase, they are strictly more expressive than MSO[nw2w].

To capture exactly MSO[nw2w], one defines the single-use re-
striction for D2VPT (and D2VPTLA). Intuitively, this restriction
requires that when a D2VPT passes twice at the same position
with the same state, then necessarily the transitions fired from these
states produces ✏.

DEFINITION 5 (Single-use restriction). A D2VPT (resp. D2VPTLA)
T = (A,O) with A = (Q, q

I

, F,�, �) a 2VPA (resp. 2VPALA)
is single-use with respect to a set P ✓ Q if any transition t
from a state q 62 P satisfies O(t) = ✏, and if for all runs
r = (q0, i0, d0,�0) . . . (q`, i`, d`,�`

) of T on a word w and all
states p 2 P , r does not visit twice the same position in state p, i.e.
if (q

↵

, i
↵

) = (q
�

, i
�

) for ↵ 6= �, then q
↵

= q
�

62 P .
A D2VPT (resp. D2VPTLA) is single-use if it is single-use w.r.t.

some set P ✓ Q, and strongly single-use if it is single-use w.r.t. Q.

We denote by D2VPTsu (resp. D2VPTLA
su ) the class of single-

use D2VPT (resp. D2VPTLA). By reduction to the D2VPA empti-
ness, we get:

PROPOSITION 3. Deciding the single use property on a 2VPT is
EXPTIME-C.

A single-use restriction was already defined in (Courcelle and
Engelfriet 2012) for deterministic tree-walking transducers with
look-around to capture MSO-transductions from trees to trees (and
words). It requires that in any accepting run, every node is visited at
most once by a state. It is therefore more restrictive than our single-
restriction and, as a matter of fact, corresponds to what we call the
strongly single-use restriction. However, the following result shows
that the strongly single-use restriction is not powerful enough, in
our context, to capture all MSO-definable transductions, even with
regular look-arounds.

LEMMA 3. There is an MSO-definable nested word to word trans-
duction f which is not definable by strongly single-use D2VPTLA.

We now proceed to the first logical equivalence, between our
model and MSO-transductions, which is mainly a consequence of
results from (Courcelle and Engelfriet 2012).

THEOREM 7. Let f be a transduction from nested words to words.
Then f is MSO-definable iff it is definable by a (look-around)
D2VPTsu, i.e.,

MSO[nw2w] = D2VPTLA
su = D2VPTsu.

Sketch of proof. We show that both other models are equiva-
lent to D2VPTLA

su . We have already seen that look-around can be

4 Within the class of VPT, the class of functional VPT is decidable in
PTime (Filiot et al. 2010)

removed from D2VPTLA (Theorem 2), while preserving their ex-
pressive power. Our Hopcroft-Ullman’s construction can add expo-
nentially more visits to the same positions, but these visits are only
✏-producing. In other words, our Hopcroft-Ullman’s construction
does not preserve the strongly single-use restriction, but it preserves
the single-use restriction. As a consequence of this observation and
Corollary 2, we obtain that D2VPTsu = D2VPTLA

su .
To show MSO[nw2w] ✓ D2VPTLA

su , we rely on the equiva-
lence of (Courcelle and Engelfriet 2012) between deterministic bi-
nary tree to word walking transducers with look-around (DTWTla)
and MSO-transductions from binary trees to words (MSO[b2w]).
Informally, DTWTla can follow the directions of binary trees (1st
child, 2nd child and parent) and take their transitions based on reg-
ular look-around information. Due to determinism, they are always
strongly single-use, in the sense that any position is not visited
twice by the same state. Such a machine, running on first-child
next-sibling encoding of nested words, is easily encoded into an
equivalent D2VPTLA

su . In this encoding, a nested word over ⌃ is en-
coded as a binary tree over (⌃

c

⇥⌃

r

)[{?}, inductively defined as
fcns(cw1rw2) = (c, r)(fcns(w1), fcns(w2)) and fcns(✏) = ?. In
this encoding, moving to a 1st child corresponds to moving from
c to w1, which can be done by a D2VPTLA

su , and moving to a
2nd child corresponds to moving from c to w2. This can be done
also by a D2VPTLA

su , but it needs to traverse all the word cw1r,
while producing ✏ only. Similarly, one can encode moves to par-
ent nodes. The two latter moves implies that the D2VPTLA

su is not
strongly single-use anymore, but it remains single-use: the extra
moves are all ✏-producing. The result follows as MSO[nw2w] =
MSO[b2w] � fcns.

To show D2VPTLA
su ✓ MSO[nw2w], we rely on another cor-

respondence shown in (Courcelle and Engelfriet 2012), between
MSO[b2w] and deterministic (visibly) pushdown binary tree to
word walking transducers with look-around of linear-size increase
(DPTWTla

lsi

). These transducers extend DTWTla with a pushdown
store with a visibly condition: when moving to a child, they push
one symbol, and moving up, they pop one symbol. The lsi restric-
tion is semantical: they restrict the class to transducers that define
lsi transductions. Any D2VPTLA

su defines an lsi transduction, and
can be easily encoded into a DPTWTla

lsi

running on fcns encod-
ings, which mimics the moves of the D2VPTLA

su . Again, the result
follows by the equality MSO[nw2w] = MSO[b2w] � fcns. ⇤

4.3 Comparison with other transducer models
In this section, we relate D2VPT to two other transducer mod-
els, namely streaming tree-to-string transducers and determinis-
tic hedge-to-string transducers with look-ahead. Streaming tree-to-
string transducers with a simple copyless restriction of updates will
serve as the third edge of our trinity. Deterministic hedge-to-string
transducers with look-ahead is a natural model for which equiva-
lence is known to be decidable.

Streaming tree-to-string transducers are deterministic one-way
machines (Alur and D’Antoni 2012) equipped with registers stor-
ing words. We fix a finite alphabet � and, given two finite sets X
and Y , denote by U(X ,Y) the set of mappings from X to (�[Y)

⇤.

DEFINITION 6. A streaming tree-to-string transducer S (STST for
short) is a deterministic machine defined over a structured alphabet
⌃ and given by the tuple (Q, q

I

,�,X , �, µ
F

) where Q is a finite set
of states, q

I

2 Q is the initial state, � is a finite set of stack symbols
and X is a finite set of registers. Finally, µ

F

is a partial mapping
from Q to (�[X )

⇤ and � = �push]�pop where �push : Q⇥⌃

c

!
Q⇥�⇥U(X ,X ) and �pop : Q⇥⌃

r

⇥� ! Q⇥U(X ,X [X 0
),

X 0 being a disjoint copy of X .
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Let V�
X be the set of mappings from from X to �

⇤. These
mappings are extended to (X[�)

⇤ by considering them as identity
over �. An accepting run of a STST S on a nested word w
is a (non-empty) sequence (q0, ✓0,�0, w0) . . . (q`, ✓`,�`

, w
`

) of
quadruples from Q ⇥ V�

X ⇥ (� ⇥ V�
X )

⇤ ⇥ ⌃

⇤ such that q0 = q
I

,
w0 = w, w

`

= ✏, ✓0 is the mapping ✓
✏

which associates ✏ to any X
in X , �0, �

`

are equal to ? the empty stack and for all 0  i < `,
one has either
• w

i

= cw
i+1 and there exists (q

i

, c, q
i+1, �, ⌫) 2 �push,

✓
i+1 = ✓

✏

and �
i+1 = �

i

(�, ✓
i

� ⌫),
• w

i

= rw
i+1 and there exists (q

i

, r, �, q
i+1, ⌫) 2 �pop, �

i

=

�
i+1(�, ✓) and ✓

i+1 = ✓0 � ✓
i

� ⌫, where ✓0 2 V�
X 0 is defined

by ✓0(X 0
) = ✓(X) for all X 2 X .

The semantics [[S]] of the STST S is a partial mapping from
N (⌃) to �

⇤ such that [[S]](w) = v if there exists an accepting
run on w in S ending in some configuration (q

`

, ✓
`

,?, ✏) and
v = ✓

`

(µ
F

(q
`

)).
Using a restriction on the updates U used in STST (so-called

copyless updates), (Alur and D’Antoni 2012) proved that copyless
STST and MSO[nw2w] are expressively equivalent. As a conse-
quence, we obtain the logic/two-way/one-way trinity announced in
the introduction:

THEOREM 8. MSO[nw2w] = D2VPTsu = copyless STST

A well-known class of transducers running on ranked trees is
the class of deterministic top-down tree transducers with look-
ahead. This class can be defined to output strings. We consider
now the extension of this class to unranked trees, or more precisely
sequences of unranked trees, that is, hedges.

DEFINITION 7. An hedge automaton (HA for short) over the struc-
tured alphabet ⌃ 5 is a tuple (Q,F, �) where Q is a finite set of
states, F ✓ Q is a set of final states and � is a transition relation
such that � ✓ Q⇥ ⌃

c

⇥ ⌃

r

⇥Q⇥Q.

An hedge automaton is said to be bottom-up deterministic if
whenever (q, c, r, q1, q2) and (q0, c, r, q1, q2) belongs to �, it holds
that q = q0. The semantics of an HA B is given by means of sets
LB

q

✓ N (⌃) defined for each q 2 Q inductively as follows: (i)
✏ 2 LB

q

for all q and (ii) cwrw0 2 LB

q

if (q, c, r, q1, q2) 2 � and
w 2 LB

q1
, w0 2 LB

q2
. The language defined by an HA B is thenS

q2F

LB

q

. Note that when B is bottom-up deterministic whenever
q1 6= q2, it holds that LB

q1
\ LB

q2
= ?.

DEFINITION 8. A deterministic hedge-to-string transducer with
look-ahead (dH2SLA) H over the structured alphabet ⌃ and the
output alphabet � is given by a tuple (Q, I, F, �, B) where Q is a
finite set of states, q

I

2 Q is an initial state, F ✓ Q is a set of final
states, B is a deterministic bottom-up hedge automaton with states
Q0, and � is a transition relation given by a partial mapping

� : Q⇥ ⌃

c

⇥ ⌃

r

⇥Q0 ⇥Q0 ! �

⇤
Q

�

Q

is the finite set of symbols (�[{q(x
i

) | 1  i  2, q 2 Q})⇤.

The semantics of a dH2SLA is first given by a partial map-
ping [[H]] from N (⌃) ⇥ Q onto �

⇤ defined inductively as: (i)
[[H]](✏, q) = ✏ if q 2 F , and (ii) for w = cw1rw2 with
w1, w2 2 N (⌃), [[H]](w, q) = ![q

i

(x
ij )  [[H]](w

ij , qi)]
where ![q

i

(x
ij )  [[H]](w

ij , qi)] denotes the word ! in which
each occurrence of q

i

(x
ij ) has been replaced by [[H]](w

ij , qi) if

5 Usually, such automata are given over a classical unstructured but unary
alphabet. However, for having a uniform presentation, we choose wlog this
definition which corresponds somehow to consider a pair from ⌃

c

⇥⌃
r

as
single symbol.

�(q, c, r, q0, q00) = !, w1 2 Lq

0

B

and w2 2 Lq

00

B

and undefined
otherwise.

Then, the transduction [[H]] defined by H is given by {(w, s) |
w 2 N (⌃), s = [[H]](w, q

I

)}.

THEOREM 9. D2VPT ( STST and D2VPT ( dH2SLA

Sketch of proof. The two results rely on a same intermediate
model that extends the transition algebra described in Section 2.
This algebra allows to describe the possible traversals of a D2VPA.
One can extend it to D2VPT by storing in matrices the words
produced by traversals. This yields an infinite algebra, realized by a
finite set of operations. We use this to describe effective translations
into STST and dH2SLA.

As an illustration, in order to build of an equivalent STST,
the set of variables considered is the set ⌅ = {x(p,d),(p0,d0) |
(p, d), (p0, d0) 2 Q⇥ D}, i.e. one variable for each traversal. This
generalizes the construction described in (Alur and Černý 2010;
Alur et al. 2012) in order to translate a deterministic two-way
transducer (on words) into a streaming string transducer.

The fact that the inclusions are strict relies on a simple argument
based on size increase: on nested words of bounded depth, D2VPT
are linear-size increase, while STST and dH2SLA are not. ⇤

5. Discussion
Unranked tree to word transductions Since unranked trees t
can be linearised into nested words lin(t), our result also gives
a model for unranked tree to word transductions. If one denotes
by MSO[u2w] the transductions from unranked trees to words
definable by an MSO transducer (over the signature of unranked
trees that has the child and next-sibling predicates), it is easy to
show that MSO[u2w] = D2VPTsu � lin.

One could argue that D2VPT for realising transductions of un-
ranked trees is not an adequate model, because it performs unnec-
essary ✏-producing moves to navigate, for instance, from a node n
to its next-sibling. Indeed, the D2VPT needs to walk through the
whole subtree rooted at n.

First, while it is true from an operational point of view, we think
that the simplicity of D2VPT makes them a good candidate as
a specification model of unranked tree transductions, and to this
aim, it is easy to define, as we did for next-sibling moves (rules
q

(c,r)���! p), macros that realise moves given by the predicates
of unranked trees (and their inverse). Second, for instance in the
context of stream processing of XML documents, it cannot be
always assumed that the input document is given by its DOM (with
the unranked tree predicates) as sometimes, it is just stored as plain
text, i.e. as its linearisation.

Finally and most importantly, our result allows one to get an ex-
tension of a known model of ranked tree to word transductions, to
unranked tree to word transductions, namely, deterministic push-
down unranked tree to word walking transducers (DPUWT). To
avoid technical details, we define formally this model only in Ap-
pendix, and rather give intuitions here. DPUWT can walk through
the unranked tree following the next-sibling and first-child pred-
icates (and their inverse), while producing words on the output.
They are also equipped with a pushdown store with a visibly con-
dition: whenever they go down the tree by one level, they have to
push one symbol onto the stack, and going up, they pop one sym-
bol. They let the stack unchanged when moving horizontally be-
tween siblings. With the single-use restriction, defined similarly as
for D2VPT, we get that MSO[u2w] = DPUWT

su

. Therefore, if
the input is given by an unranked tree, one can rather use a DPUWT
or a D2VPT on the linearisation.
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Nested word to nested word transductions As we claimed earlier,
D2VPTsu can be used to define unranked tree transformations
represented as nested word to nested word transducers, that is, as
nested word to word tranduscers with a structured output alphabet.

On the logical side, MSO[nw2w] transductions can be extended
with binary formulas 'c,d

M

(x, y) aiming at representing the match-
ing relation existing on output nested words. As checking whether
a relation denotes a matching relation is MSO definable (see Ex-
ample 2), one can decide whether any input nested word is indeed
transformed by the MSO[nw2w] transducer into a nested word by
testing the validity of the sentence obtained from the logical defi-
nition of the matching M (Example 2) by replacing the predicate
M with

W
c,d

'c,d

M

. So, starting from an MSO[nw2w] transducer
with a matching relation defined on its output, one may forget this
matching and view this transducer as an ordinary MSO[nw2w]
transducer; this machine turns out to be equivalent in the sense
that remaining call and returns symbols induce uniquely the erased
matching. Finally, by the results presented in this paper, one can
from this MSO[nw2w] transducer build an equivalent D2VPTsu

whose range will indeed contain only nested words and thus, de-
fines an unranked tree transformation.

Let us point out that our results do not entail the trinity for tree-
to-tree transformations: the class of D2VPT which produce only
nested words/trees as output may be a good candidate to complete
the missing part (the equivalence between MSO transformations
and streaming tree transducers has already been established in
(Alur and D’Antoni 2012)). Nonetheless, deciding this class seems
to be challenging and moreover, there is actually no guarantee that
it corresponds to the other two cited members of this trinity.

Input streaming In an input streaming scenario, one assumes
that the input nested word is given as a stream of call and return
symbols. In such a scenario, one wants to transform the input
stream as soon as possible, on-the-fly, and it is not reasonable
to load the whole stream in memory. An interesting question is
whether a given D2VPT really needs its two-way ability ? In other
words, can we decide whether a given D2VPT is equivalent to a
(one-way) VPT? For words and two-way finite transducers, this
question has been shown to be decidable in (Filiot et al. 2013). As
future work, we want to extend this result to D2VPT.
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Abstract

This article is inspired by two works from the early 90s. The first
one is by Bogaert and Tison who considered a model of automata
on finite ranked trees where one can check equality and disequality
constraints between direct subtrees: they proved that this class of
automata is closed under Boolean operations and that both the
emptiness and the finiteness problem of the accepted language are
decidable. The second one is by Niwinski who showed that one can
compute the cardinality of any !-regular language of infinite trees.

Here, we generalise the model of automata of Tison and Bogaert
to the setting of infinite binary trees. Roughly speaking we consider
parity tree automata where some transitions are guarded and can
be used only when the two direct sub-trees of the current node
are equal/disequal. We show that the resulting class of languages
encompasses the one of !-regular languages of infinite trees while
sharing most of its closure properties, in particular it is a Boolean
algebra. Our main technical contribution is then to prove that it also
enjoys a decidable cardinality problem. In particular, this implies
the decidability of the emptiness problem.

Categories and Subject Descriptors Theory of Computation [For-
mal languages and automata theory]: Tree languages

Keywords Automata on infinite trees, Automata with equality and
disequality constraints, Emptiness problem, Finiteness problem.

1. Introduction

Finite automata on infinite trees are a powerful tool for decision
procedures in logic and synthesis of finite state programs from
logical specifications [19–21]. Formulas of monadic second-order
logic (MSO) over infinite trees can be translated inductively into
equivalent finite automata using the closure properties of this
automaton class. Satisfiability of a formula then corresponds to
the non-emptiness problem for the equivalent automaton, which is
decidable, for example using game-theoretic techniques (see [22]).
In [17] it is shown that not only the emptiness problem is decidable
but one can even decide whether the language of an automaton on
infinite trees is finite, countable, or uncountable (it is shown that no
other cardinal is possible).

While finite automata on infinite trees enjoy very good algorith-
mic and closure properties, their expressive power is limited. One
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line of research studies extensions of automata on infinite trees, aim-
ing at identifying more expressive models while retaining (most of)
the algorithmic and closure properties. One important such exten-
sion, which has been studied in recent years, considers models that
can express (un)boundedness properties [4–6, 8, 9, 23] that cannot
be expressed with classical tree automata or MSO.

In the present paper, we consider a different kind of extension for
automata on infinite trees, namely by a mechanism for comparing
subtrees for equality.

The theory of tree automata with equality and disequality con-
straints on finite trees has been developed during the last two decades.
The original motivation for such models was to develop tools and
algorithms for non-linear term rewrite systems. Over the last two
decades, the decidability results have been pushed to stronger and
stronger models. As one remarkable result, the theory of these au-
tomata has provided tools for solving a long standing open question,
namely the decidability of the “HOM problem” [14, 15], which
asks for a given regular language T of finite trees and a tree ho-
momorphism h, whether the image h(T ) of T under h is a regular
tree language. Another motivation is the development of automaton
models for capturing constraints in XML specification languages,
like monadic key constraints for XML documents [1].

There are two types of equality and disequality constraints: local
constraints, specified in the transitions of a tree automaton, and
global constraints, evaluated on the level of runs of the automaton.
Local constraints are of the form u = v or u 6= v, where u and v

are tree nodes. For example, a constraint 0 = 10 is satisfied in a tree
if the left subtree (addressed by the node 0) of the root is equal to
the left subtree of the right subtree (addressed by the node 10) of
the root. In tree automata with equality and disequality constraints
(TAED), the transitions are enriched with such constraints, and
can be executed at a tree node if all constraints are satisfied by
the subtree rooted at this node. For the full class of TAED, the
emptiness problem is undecidable (see [10]). For some restricted
classes, however, positive algorithmic results have been obtained.
In [2] the model restricted to constraints of direct subtrees is
analysed and it is shown that emptiness and finiteness of the accepted
language are decidable for this model. Furthermore, this class of
automata is closed under Boolean operations. Another model with
decidable emptiness problem is obtained when restricting the use
of equality tests and allowing for arbitrary disequality tests. This
class is referred to as reduction automata (see [10] and references
therein).

A model with global constraints has been defined in [12, 13]. In
these tree automata with global equality and disequality constraints
(TAGED), the constraints are specified on the state space of the
automaton. A constraint q

1

= q

2

(or q

1

6= q

2

) is satisfied in a
run of the automaton if all pairs of subtrees that evaluate to q

1

and
q

2

, respectively, are equal (or different). Originally, this model has
been defined in [11] for analysing a logic called TQL for querying
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semi-structured data [7]. As it turned out to be a useful tool for
deciding logics whose expressive power goes beyond MSO, the
model has been further investigated in [12, 13], where decidability
results for emptiness on restricted classes of TAGED have been
obtained. These results have then been further generalised in [1] to
the full class of TAGED (even enriched with arithmetic constraints).
Besides the use of TAGED for the logic TQL, there are variants of
monadic second-order logic with equality and disequality tests that
characterise the class of TAGED, and the algorithmic results lead to
decision procedures for these versions of MSO [1, 13].

This brief overview on tree automata with equality and disequal-
ity constraints over finite trees, shows that this is a very rich theory
that has produced powerful decidability results with interesting ap-
plications.

In this paper, we make a first step of extending this theory to
infinite trees. To the best of our knowledge, there is no existing work
on this subject. We study the model with local constraints between
siblings, which was the first one for the case of finite trees for which
the emptiness problem was shown to be decidable [2].

For infinite trees, we prove that the cardinality problem (that
asks for the cardinality of a given language) is decidable for parity
tree automata with equality and disequality tests between siblings.
We restrict to binary trees to simplify the presentation. In this case,
a transition of such an automaton either has no constraint, or it has
the constraint = or 6=, meaning that the two subtrees of the current
node are equal, resp. not equal.

We prove that the class of tree languages defined by these au-
tomata forms a Boolean algebra, and we show how equality con-
straints can be eliminated (making use of alternating tree automata
[16]). Our main contributions are decidability results for the empti-
ness and finiteness problems for automata on infinite trees with
equality and disequality constraints. The methods used for finite
trees do not generalise to infinite trees. For our solution, we have
to develop different methods for dealing with different acceptance
conditions.

We first present an algorithm that identifies for each state
of a given Büchi tree automaton with constraints whether the
unconstrained language accepted from this state is empty, finite,
countable or uncountable (the unconstrained language being the one
accepted by the automaton in which the equality and disequality
constraints are removed). Distinguishing these cases, we then
iteratively refine the knowledge on the constrained language for
each state: If the unconstrained language is empty or finite, one can
directly check which trees are contained in the constrained language.
Countable regular languages of infinite trees can be characterised
in terms of regular languages of finite trees [17], and thus for this
case we can build on the results for automata with constraints on
finite trees. This allows us to test whether the constrained language
is empty, finite, or countable in case the unconstrained language is
countable. Based on the information gathered in such an iteration,
we modify the automaton (possibly changing the unconstrained
languages of the states but not the constrained ones) and run the
test again for each state. If no new states are identified as empty,
finite, or countable, we can prove that the remaining states all accept
an uncountable constrained language, using a characterisation of
uncountable tree languages from [17].

We then develop an algorithm for co-Büchi automata using a
fixpoint computation that in each step invokes our algorithm for
Büchi automata. Finally we sketch an extension of our ideas to the
case of full parity tree automata.

The paper is structured as follows. In Section 2 we introduce
basic definitions and some results on automata with equality and
disequality constraints concerning closure properties and expres-
siveness. Section 3 then defines the decision problems concerning
the cardinality of languages and gives some examples. In Section 4

we study the cardinality of constrained languages in the case that
the unconstrained language is countable. Building on these results
we then develop an algorithm for determining the cardinality of the
constrained language of a Büchi tree automaton in Section 5. In
Section 6 we present the ideas for solving the cardinality problem
for co-Büchi automata, and in Section 7 we explain how to extend
the ideas to the full class of parity tree automata.

2. Definitions and Preliminary Results

2.1 Words

An alphabet is a finite set A of letters. In the sequel A⇤ denotes
the set of finite words over A, and A

! the set of infinite words
over A. The empty word is written "; the length of a word u is
denoted by |u|. For any k � 0, we let Ak

= {u | |u| = k},
A

k

= {u | |u|  k} and A

�k

= {u | |u| � k}. We let
A

+

= A

⇤ \ {"}. Let u 2 A

⇤ be a finite word and v 2 A

⇤ [ A

!

be a (possibly infinite) word. Then u · v (or simply uv) denotes
the concatenation of u and v; the word u is a prefix of v, denoted
u v v, iff there exists a word w such that v = u · w. We denote by
u @ v the fact that u is a strict prefix of v (ie. u v v and u 6= v).

2.2 Trees

Let A be some finite alphabet. An A-labelled infinite tree is a
mapping t : {0, 1}⇤ ! A. Elements of {0, 1}⇤ are called nodes

and we refer to " as the root. For a node u, we refer to u0 (resp. u1)
as the left son (resp. right son) of u; the nodes u0 and u1 are said
to be siblings. A branch is an infinite word in {0, 1}! .

For a given tree t and a node u 2 {0, 1}⇤ we denote by t[u]

the subtree of t rooted at u, that is the tree defined by letting
t[u](v) = t(uv) for every v 2 {0, 1}⇤. For a node u, we refer
to t[u0] (resp. t[u1]) as the left (resp. right) subtree rooted at u.

With any A-labelled tree t we associate a unique (A⇥ {=, 6=})-
labelled tree denoted t

?
= obtained by annotating every node u in

t by an extra information regarding on whether the left and the
right subtrees rooted at u are equal or not. More formally, for every
u 2 {0, 1}⇤ one lets

t

?
=

(u) =

(
(t(u),=) if t[u0] = t[u1]

(t(u), 6=) if t[u0] 6= t[u1]

A regular tree is a tree t that contains finitely many distinct
subtrees, ie. such that the set {t[u] | u 2 {0, 1}⇤} is finite. Let
RegTrees denote the set of regular trees.

Example 1. Let t be the {a, b}-labelled tree defined by t(") = a,
t(u0) = a and t(u1) = b for every node u 2 {0, 1}⇤. The tree
t is regular because t[u0] = t[0] and t[u1] = t[1] for every node

u 2 {0, 1}⇤. One can also remark that t
?
=

(u) = (t(u), 6=) for every
node u 2 {0, 1}⇤.

An equivalent definition of regular trees is as follows (see also
[22]). Let G = (V,E ✓ V ⇥ {0, 1} ⇥ V ) be an edge-labelled
finite directed graph, let r be a special vertex called the root and let
⇠ ! A be a function assigning a label in A to every vertex. Assume
moreover that E is deterministic, that is, for every vertex v there is
exactly one vertex v

0

(resp. v
1

) in V such that (v, 0, v
0

) 2 E (resp.
(v, 1, v

1

) 2 E). From (G, r, ⇠) we define a regular tree t by letting
t(u) = ⇠(v

u

) where v
u

is the (unique) vertex that is reached from r

in G by following a path labelled by u. See Figure 1 for an example.

2.3 Tree Automata, !-Regular Tree Languages

A (non-deterministic) parity tree automaton over an alphabet A is
a tuple A = (Q,A, q

in

,�,Col) where Q is a finite set of control
states, A is a finite labelling alphabet, q

in

2 Q is the initial state,
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Figure 1: A graph (on the left) G; the regular tree associated with G

where the root is the node labelled by a

� ✓ Q⇥ A⇥Q⇥Q is the transition relation and Col : Q ! N
is a colouring function.

Let t be an infinite A-labelled tree. Then a run of A on t is
a Q-labelled tree r such that (r(u), t(u), r(u0), r(u1)) 2 � for
every u 2 {0, 1}⇤. A run r is accepting if r(") = q

in

and for
every branch ↵

1

↵

2

· · · 2 {0, 1}! , lim inf(Col(r(↵

1

· · ·↵
i

)))

i�0

(the least colour that appears infinitely often) is even. We say that
the branch satisfies the parity condition. A tree t is accepted by A
if there is an accepting run of A on t.

In case all states are assigned the same (even) colour by Col, we
refer to A as a safety automaton; in case the colour given by Col

are either 0 or 1, we refer to A as a Büchi automaton and to the
states in Col

�1

(0) as final states (and we may in that case describe
Col by explicitly giving the final states instead of Col). A co-Büchi

automaton is a parity automaton using colours 1 and 2.
Let q be a state. Say that q is reachable if it can be reached from

the initial state by transitions. We say that q is productive if there
is some tree t, some accepting run r over t and some node u such
that r(u) = q.

We denote by L(A) the set of all trees accepted by A. We refer
to such a language as an !-regular tree language and we denote by
REG the set of !-regular languages. The following is a well-known
result [20].

Theorem 1. The class REG is an effective Boolean algebra.

2.4 Tree Automata With Equality And Disequality

Constraints Between Siblings

A parity tree automaton with (equality and disequality) con-

straints over an alphabet A is a parity tree automaton A over the
alphabet A⇥ {=, 6=}. Hence, viewed as a standard tree automaton,
it recognises a language of A⇥ {=, 6=}-labelled trees. However, it
will mainly be used to define languages of A-labelled trees: for that
we define

L

con

(A) = {t | t
?
= 2 L(A)}

Remark 1. An alternative way of thinking of an automaton with
constraints processing an A-labelled tree is by considering it as
using guards: a transition (q, (a, ◆), q

0

, q

1

) can only be fired in a
node labelled by a where both subtrees are equal (resp. different) in
case ◆ is = (resp. 6=).

In the following, we will refer to L

con

(A) as the language

recognised by A. Sometimes we explicitly refer to L

con

(A) as the
constrained language of A to stress that it satisfies the constraints
from the transitions. We denote by REG

?
= the class of languages

recognised by automata with equality and disequality constraints.
The following is an immediate consequence of the definition of
REG

?
= and of Theorem 1.

Theorem 2. The class REG
?
= is an effective Boolean algebra.

We shall for ease of presentation write (q, (a,?), q

0

, q

1

) 2 �

to mean that both (q, (a,=), q

0

, q

1

) and (q, (a, 6=), q

0

, q

1

) belongs
to �. Hence, ? can be understood as a no-constraint symbol.

Obviously, every standard tree automaton can easily be turned
into an equivalent tree automaton with constraints (using ? in all
transitions). Furthermore, it is clear that the language of {a, b}-
labelled trees L = {t | t[0] = t[1]} can be recognised by some tree
automaton with constraints but not by a standard tree automaton.
This is summarised in the following fact.

Fact 1. The class REG is strictly included in REG
?
=.

Later on, it will be useful to consider the unconstrained version bA
of a tree automaton with constraints A. In the spirit of Remark 1, b

A

mimics A but ignores the guards. More formally, starting from A =

(Q,A ⇥ {=, 6=}, q
in

,�,Col) we let bA = (Q,A, q

in

,�

0
,Col)

where �

0
= {(q, a, q

0

, q

1

) | (q, (a,=), q

0

, q

1

) 2 � or (q, (a, 6=
), q

0

, q

1

) 2 �}. We refer to L(

bA) as the unconstrained language

of A.

Fact 2. For any automaton with equality and disequality constraints
A one has Lcon

(A) ✓ L(

bA).

2.5 Extended Tree Automata

We want to allow our automata to directly check, in some node u,
that t[u] is equal to some regular tree. This will not add any expres-
sive power to our model (both the constrained and the unconstrained
one) but it will later substantially simplify the presentation. We first
give the definition in the model without constraints.

An extended tree automaton is a tuple A = (Q,A, q

in

,

�,Col) where Q is a finite set of control states, A is a finite labelling
alphabet, q

in

2 Q is an initial state, Col : Q ! N is a colouring
function and � is a finite subset of Q ⇥ A ⇥ (Q [ RegTrees) ⇥
(Q [ RegTrees) called the (extended) transition relation.

A run of A on t is a (Q[RegTrees[{]})-labelled tree r (where
] is a dummy symbol) such that the following holds.

1. For every node u 2 {0, 1}⇤ with r(u) 2 Q, one has that
(r(u), t(u), r(u0), r(u1)) 2 �;

2. For every node u 2 {0, 1}⇤ with r(u) 2 RegTrees one has
r(u) = t[u] and for every v such that u @ v one has r(u) = ].

A run r is accepting if r(") = q

in

, and every branch ↵

1

↵

2

· · · ,
such that r(↵

1

· · ·↵
i

) 2 Q for all i � 0, satisfies the parity
condition. A tree t is accepted by A if there is an accepting run
of A on t.

Extended tree automata with equality and disequality constraints
are defined in a similar way but working on A⇥ {=, 6=}-labelled
tree; in particular we can safely assume that any regular trees used in
the transition relation is of the form t

?
= for some A-labelled regular

tree t.
For every regular tree t, it is straightforward to build a safety

tree automaton that accepts only t. This implies that extended tree
automata are not more expressive than classical ones.

Fact 3. For every extended tree automaton (possibly with con-
straints) one can build a (non-extended) tree automaton that recog-
nises the same language and uses the same set of colours in its
acceptance condition.

2.6 Getting Rid of Equality Constraints

In this paper we are interested in computing the cardinality of
languages of the form L

con

(A). For that we will consider special
cases of automata, automata with disequality everywhere, that
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correspond to automata with a transition relation � ✓ Q ⇥
(A ⇥ { 6=}) ⇥ Q ⇥ Q. Obviously, these automata are strictly
less expressive than the full class of automata with equality and
disequality constraints. However, Theorem 3 below shows that
one can remove equality constraints and even require disequality
constraints in all transitions without changing the cardinality of the
language.

Theorem 3. Let A be a parity automaton with equality and
disequality constraints. Then one can build an automaton B with
disequality everywhere (over an alphabet with two new symbols)
that is such that Lcon

(A) and L

con

(B) have the same cardinality.
If A is a safety (resp. Büchi) automaton, then so is B.

Proof sketch. We only sketch the idea.
We use the concept of alternating automata, which can send

several states into the same direction in the tree. These states then
independently produce runs on the same subtree. In [16] it is shown
that this does not increase the expressive power of the automaton
model: each alternating parity automaton can be transformed into
an equivalent nondeterministic one. Furthermore, when starting
from an alternating safety or Büchi automaton, the equivalent
nondeterministic one has the same type of acceptance condition.

From a parity automaton with equality and disequality con-
straints A, we build an alternating automaton that replaces tran-
sitions (q, (a,=), q

0

, q

1

) with a transition (q, (a, 6=), {q
0

, q

1

}, ⇣)
that sends both q

0

and q

1

to the left subtree (thus checking whether
both can accept the left subtree), and checks that the right subtree is
a fixed regular tree ⇣ over a new alphabet of two symbols. Further-
more, ⇣ is chosen such that it satisfies disequality everywhere. One
can show that the resulting language has the same cardinality as the
one of A.

We then apply the result from [16] to obtain an equivalent
nondeterministic automaton.

2.7 The Regular Tree Membership Problem

Let A be an extended automaton with constraints and let t be a
regular tree. The following result shows that we can decide whether
t 2 L

con

(A).

Proposition 1. Let A be an extended automaton with equality and
disequality constraints and let t be a regular tree. Then one can
decide whether t 2 L

con

(A).

Proof. Let (G = (V,E), r, ⇠) be a finite graph defining t. We can

build t

?
= by checking for each node v whether the two subtrees are

equal or different. Checking whether (G, v

0

, ⇠) and (G, v

1

, ⇠) are
equal for the two successor nodes v

0

, v

1

of v is the same as checking
(strong) bisimilarity of the associated transitions systems, which can
even be done efficiently (see eg. [18]). By definition of Lcon

(A),

we now need to check whether t
?
= 2 L(A). This can be done, for

example, by constructing a safety tree automaton that accepts only
t

?
=, and then test the intersection with A for emptiness, which is

decidable (see [22]).

3. Cardinality Problems for Constrained

Languages

One of the most important decision problems for automata is
the emptiness problem (decide whether the accepted language
of a given automaton empty). In terms of logic, this corresponds
to the satisfiability problem. Furthermore, many other decision
problems reduce to the emptiness problem by applying Boolean
operations (for example, the equivalence problem for automata). A
generalisation of the emptiness problem is the cardinality problem:

Definition 1 (Cardinality Problem). The cardinality problem asks,
for a given automaton with equality and disequality constraints A
to compute the cardinality of Lcon

(A).

Obviously, the decidability of the cardinality problem implies the
decidability of the emptiness problem. Furthermore, it generalises
the finiteness problem, which is to decide for a given automaton
whether its language is finite.

3.1 Cardinality Profiles

We prove in the following sections that the cardinality problem
is decidable for parity automata with equality and disequality
constraints A. We make use of the cardinality profile A of A,
which is a mapping that assigns to each state q of A the cardinality
of L

con

(A
q

). Denote by @
0

the cardinality of the set of natural
numbers, and by 2

@0 the cardinality of the set of the real numbers.
We prove that Lcon

(A
q

) is either finite or in {@
0

, 2

@0}, that is, A
is a mapping A : Q ! N [ {@

0

, 2

@0} (for regular languages of
infinite trees this is shown in [17]).

In Section 5 we give an algorithm that directly computes the car-
dinality profile for Büchi automata with disequality everywhere. It
relies on computing the cardinalities of the unconstrained languages
for each state. In the case where L(

cA
q

) is countable, we propose
in Section 4 a technique to compute the cardinality of Lcon

(A
q

)

(which works for general parity automata, not only Büchi automata).
In case L

con

(A
q

) is finite, q is replaced in A by the finitely many
regular trees it accepts. Iterating this process finally yields the cardi-
nality profile.

The two examples below illustrate that the cardinality of the
constrained and unconstrained language of a state can differ.

Example 2. Let t
a

be the regular tree whose root is labelled by a

and such that any left child is labelled by a and any right child is
labelled by b, ie. t

a

(") = a, t
a

(u0) = a and t

a

(u1) = b for any
u 2 {0, 1}⇤. Let t

b

be defined similarly but requiring that the root is
labelled by b. Note that t

a

[0] = t

a

and t

a

[1] = t

b

(resp. t
b

[0] = t

a

and t

b

[1] = t

b

). Also remark that any siblings in t

a

(resp. t
b

) are
distinct.

Let A be the (extended) safety automaton with disequality con-
straints everywhere (QA, {(a, 6=), (b, 6=)}, q

in

,�A,Col) where
QA = {q

in

, q

b

} and transitions (q

in

, (a, 6=), q

in

, t

b

), (q
in

, (a, 6=
), q

b

, t

b

), (q
b

, (b, 6=), t

a

, t

b

). Then L(

bA) consists of those {a, b}-
labelled trees such that every right subtree is equal to t

b

, and the
leftmost branch contains at most one b (which is not at the root).
Thus, |L( bA)| = @

0

.
However, the constrained language consists only of a single tree,

namely Lcon

(A) = {t
a

}, which is the tree that does not contain any
b on the leftmost branch. This follows from the fact that a b-node on
the leftmost branch would induce a left subtree equal to t

b

, violating
the disequality constraint at the parent.

This gives an example of a safety automaton such that |L( bA)| =
@
0

while |Lcon

(A)| is finite (in this case equal to 1 but one could
easily get any finite cardinality).

Example 3. Building on top of Example 2, we can construct a
safety automaton with disequality constraints everywhere B such
that |L( bB)| = 2

@0 while L

con

(B) is empty. Indeed, assume that B
works by checking that the leftmost branch is labelled only by c’s
and that any right subtree of a node on that branch is such that the
root is labelled by c, the left subtree is t

a

while the right subtree is
accepted by the automaton A from Example 2:

B = (QB, {(a, 6=), (b, 6=), (c, 6=)}, q
c

,�B,Col) with QB =

QA [ {q
c

, q

0
c

} and �B = �A [ {(q
c

, (c, 6=), q

c

, q

0
c

), (q

0
c

, (c, 6=
), t

a

, q

in

)}.
Now, because L(

bA) contains more than one tree different from
t

a

, it is easily seen that |L( bB)| = 2

@0 (because for every node in
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0

⇤
11 we have two different possible trees to plug in). But because

L

con

(A) = {t
a

} it directly follows that Lcon

(B) = ;.

3.2 Infinity Profiles

In Section 6 we show for co-Büchi automata how to compute a
profile that does not distinguish the two infinite cardinalities, we
call this the infinity profile.

Formally, the infinity profile pA of A is defined by letting for
every state q 2 Q,

pA(q) =

(
L

con

(A
q

) if |Lcon

(A
q

)| < 1
1 otherwise

Note that for states with finite languages it does not only assign the
cardinality of the language, but the language itself. Since we want
to compute with these profiles for parity automata with disequality
everywhere, we first show that such languages only consist of regular
trees, and thus can be explicitly represented.

Lemma 4. Let A be a parity automaton with disequality every-
where. If Lcon

(A) is finite, then it contains only regular trees.

Proof. Assume that Lcon

(A) contains a non-regular tree t. Let r be
an accepting run of A on t. Since t is non-regular, it has infinitely
many different subtrees. Hence, there is a state q and infinitely many
nodes u

1

, u

2

, · · · such that all the subtrees t[u
i

] are different and
r(u

i

) = q for all i. This means that Lcon

(A
q

) is infinite. If we now
pick one occurrence of q at a node u in r, we can replace the subtree
by infinitely many different subtrees that are all accepted from q

while retaining the disequality constraints (there are only finitely
many nodes above u at which disequality constraints have to be
satisfied). Hence, Lcon

(A) is also infinite.

The next result shows that it is possible to compute the cardinality
profile of an automaton from its infinity profile. The proof is a direct
construction of either 2@0 many different trees or the proof that
there are only countably many.

Proposition 2. Let A = (Q,A ⇥ { 6=}, q
in

,�,Col) be a parity
automaton with disequality everywhere and let pA be its infinity
profile. Then for every state q 2 Q one can compute the cardinality
of Lcon

(A
q

), which belongs to N [ {@
0

, 2

@0}.

Hence, computing the infinity profile is sufficient in order to
solve the cardinality problem.

4. The Case of Countable Unconstrained

Languages

In this section, we show that we can determine the cardinality of
L

con

(A) for a parity tree automaton with equality and disequality
constraints under the assumption that L( bA) is countable. For this,
we reduce the computation of the cardinality of Lcon

(A) to a similar
question but for automata on finite trees (for which the solution is
known from [2]). So we first recall the setting and central results
for automata with constraints on finite trees. Then we explain a
characterisation of !-regular tree languages of countable cardinality
from [17]. Finally we give the reduction.

4.1 Finite Trees

A tree domain is a prefix-closed subset Dom of {0, 1}⇤ such that
for every u 2 {0, 1}⇤ one has u0 2 Dom , u1 2 Dom.

We use two finite alphabets A
2

and A

0

for the internal (binary)
nodes and the leafs, respectively. An (A2, A0)-labelled finite tree

is a mapping t : Dom ! A

2

[ A

0

where Dom is a finite tree
domain, and t(u) 2 A

2

iff u0, u1 2 Dom. Elements of Dom are
called nodes; we refer to " as the root and to maximal elements (for

prefix ordering) in Dom as leaves. For a node u, we refer (when
exists) to u0 (resp. u1) as the left child (resp. right child) of u.

For a node u 2 Dom we denote by t[u] the subtree of t rooted
at u, that is, the finite tree with domain u

�1

Dom = {v | uv 2
Dom}) defined by letting t[u](v) = t(uv) for any v 2 u

�1

Dom.
For a (non-leaf) u, we refer to t[u0] (resp. t[u1]) as the left (resp.
right) subtree rooted at u.

A (non-deterministic) finite-tree automaton over (A
2

, A

0

) is
a tuple A = (Q,A

2

, A

0

, q

in

,�, Acc) where Q is a finite set of
control states, q

in

2 Q is an initial state, � ✓ Q⇥A

2

⇥Q⇥Q is
the transition relation and Acc ✓ A

0

⇥Q is an acceptance condition.
Let t : Dom ! A

2

[ A

0

be a finite (A

2

, A

0

)-labelled tree.
Then a run of A on t is a mapping r : Dom ! Q such that
(r(u), t(u), r(u0), r(u1)) 2 � for every node u 2 {0, 1}⇤ that is
not a leaf. A run r is accepting if r(") = q

in

, and for every leaf
u 2 Dom one has (t(u), r(u)) 2 Acc. A tree t is accepted by A if
there exists an accepting run of A on t. We denote by L(A) the set
of all trees accepted by A. We refer to such a language as a regular

tree language.
With any (A

2

, A

0

)-labelled finite tree t we associate an (A

2

⇥
{=, 6=}, A

0

)-labelled tree denoted t

?
= obtained by annotating every

binary node u in t by an extra information regarding on whether the
left and the right subtrees rooted at u are equal or not (or whether u
is a leaf). More formally, for every u 2 {0, 1}⇤ one lets

t

?
=

(u) =

8
><

>:

t(u) if u is a leaf
(t(u),=) if t[u0] = t[u1]

(t(u), 6=) if t[u0] 6= t[u1]

A finite-tree automaton with (equality and disequality) con-

straints over an alphabet A is a finite-tree automaton A over
(A

2

⇥ {=, 6=}, A
0

). As for infinite trees, we define the constrained
language L

con

(A) of (A
2

, A

0

)-labelled finite trees by

L

con

(A) = {t | t
?
= 2 L(A)}

Bogaert and Tison proved in [2] that one can compute the
cardinality of such languages.

Theorem 4 ([2]). Let A be a finite-tree automaton with equality and
disequality constraints. Then one can compute |Lcon

(A)|. Moreover,
in case it is finite L

con

(A) can be computed.

4.2 Countable !-Regular Tree Languages

We first recall a result due to Niwinski [17] characterising countable
!-regular tree languages.

Let X = {x
1

, . . . , x

`

} be a set of substitution symbols that we
use as leaf alphabet A

0

. Let t : Dom ! A [ X be an (A,X)-
labelled finite tree and let t

1

, . . . , t

`

be some A-labelled infinite
trees. Then we denote by t

[x1/t1,...,x
`

/t

`

]

the infinite A-labelled
tree built from t by replacing every leaf labelled by x

i

by the tree t
i

.
Formally: t

[x1/t1,...,x
`

/t

`

]

(u) = t(u) if u 2 Dom is not a leaf and
t

[x1/t1,...,x
`

/t

`

]

[u] = t

i

if u is a leaf with t(u) = x

i

.

Theorem 5 ([17]). Let B be a parity tree automaton (without con-
straints) over an alphabet A. Then one can compute the cardinality
of L(B). Moreover, if this cardinality is at most countable one can
compute the following:

• A number ` and a finite set {t
1

, . . . , t

`

} of regular trees over an
alphabet A;

• A finite-tree automaton C over (A,X) with X = {x
1

, . . . , x

`

}
such that L(B) = {t

[x1/t1,...,x
`

/t

`

]

| t 2 L(C)}.

Fix an automaton B = (Q,A, q

in

,�,Col) that recognises a
countable set of infinite trees and a set B = {t

1

, . . . , t

`

} as in
Theorem 5. Without loss of generality we can assume that B is
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closed under subtrees (ie. for every t 2 B and every node u,
t[u] 2 B): if needed, one adds the missing regular subtrees to
B. Also fix a set X = {x

1

, . . . , x

`

} as in Theorem 5. For every
(A,X)-labelled finite tree t, we say that t is B-reduced if for every
non-leaf node u in t, the infinite tree t

[x1/t1,...,x
`

/t

`

]

[u] does not
belong to B.

Lemma 5. For every (A,X)-labelled finite tree t there exists a
unique (A,X)-labelled finite B-reduced tree t

0 such that

t

[x1/t1,...,x
`

/t

`

]

= t

0
[x1/t1,...,x

`

/t

`

]

Proof. The tree t

0 is built by considering all nodes u in t by length
lexicographic ordering and replacing t[u] by a single leaf labelled
x

i

whenever t[u] = t

i

for some t

i

2 B. Uniqueness comes from
the fact that two different B-reduced trees t1 and t

2 lead to different
trees t1

[x1/t1,...,x
`

/t

`

]

and t

2

[x1/t1,...,x
`

/t

`

]

.

Lemma 6. The set of B-reduced trees is regular.

Proof. Let a 2 A and t
0

, t

1

be two trees: denote by a(t
0

, t

1

) the tree
with root labelled by a, left son t

0

and right son t

1

. Note that a tree t
is B-reduced if and only if every node labelled by some a with two
children leaves labelled by some x

0

,x
1

is such that a(t
0

, t

1

) /2 B

for t

0

, t

1

2 B. Hence an automaton accepting B-reduced trees
simply check this property.

Lemma 7. The following set is regular:

T

L

={t | t is an (A,X)-labelled finite tree s.t.
t

[x1/t1,...,x
`

/t

`

]

2 L(B)}

Proof. For every state q of B, call B
q

the automaton obtained
from B by taking q as the initial state. For every tree t

i

let Q
i

be the set of states q such that B
q

accepts t

i

. An automaton
B0

= (Q,A, q

in

,�, Acc) accepting the set T
L

simply mimics B;
acceptance at the leaf requiring that a variable x

i

corresponds to a
state q 2 Q

i

, ie. we let Acc =

S
i=1...`

{x
i

}⇥Q

i

.

Lemma 8. There exists a regular language Rd of (A,X)-labelled
finite trees such that

(i) Rd consists only of reduced trees;
(ii) L(B) = {t

[x1/t1,...,x
`

/t

`

]

| t 2 Rd};
(iii) Rd and L(B) have the same cardinal.

Proof. Define Rd to be the set of B-reduced trees intersected with
the language T

L

from Lemma 7. It is regular because it is defined as
the intersection of two regular languages. Item (i) is by definition,
while items (ii) and (iii) follows from Lemma 7 and Lemma 5
(together with the fact that two different B-reduced trees, lead to two
different infinite tree after substitution of the x

i

’s by the t

i

’s).

4.3 Back to Automata with Equality and Disequality

Constraints

The following fact relates the sibling equalities for a B-reduced tree
t and its infinite version t

[x1/t1,...,x
`

/t

`

]

after substitution .

Fact 9. Let t be an (A,X)-labelled finite B-reduced tree. Then for

every non-leaf node u in t one has t
?
=

(u) = t

?
=

[x1/t1,...,x
`

/t

`

]

(u).

We are now ready to go back to automata with equality and
disequality constraints and give an analogue of Lemma 8.

Lemma 10. Let A be a parity automaton with equality and dise-
quality constraints such that L( bA) is countable. One can construct
an automaton C with equality and disequality constraints on finite
trees such that

(i) L

con

(C) consists only of reduced trees;
(ii) L

con

(A) = {t
[x1/t1,...,x

`

/t

`

]

| t 2 L

con

(C)};
(iii) L

con

(C) and L

con

(A) have the same cardinality.

Proof. Apply Lemma 8 to A viewed as a standard parity tree
automaton for (A ⇥ {=, 6=})-labelled trees. The resulting set Rd

comes with an automaton C. Fact 9 implies that the properties
transfer to the constrained languages of A and C.

Combining Lemma 10 and Theorem 4 directly leads to the
following result.

Theorem 6. Let A be an automaton with equality and disequality
constraints on infinite trees. If L( bA) is countable, then one can
compute the cardinality of Lcon

(A), and in case it is finite Lcon

(A)

consists only of regular trees and can be effectively computed.

5. Büchi Automata

We now turn to the solution of the cardinality problem for Büchi au-
tomata. We give an algorithm that takes as input a Büchi automaton
A with disequality constraints everywhere (we can always safely
assume this thanks to Theorem 3) and outputs its cardinality profile.
The algorithms identifies states with a countable unconstrained lan-
guage and determines the cardinality of the constrained language
based on the techniques developed in Section 4. If the constrained
language is finite, it basically replaces the state by the finitely many
regular trees in the constrained language. This is iterated until no
new states with countable unconstrained language are found.

We start by introducing two operations to be applied for states
with a finite constrained language. Then we present the algorithm in
more detail, and finally prove its correctness.

5.1 Replacing States by Finite Languages

We now give two constructions used in our algorithm. Each of them
takes an (extended) automaton with disequality everywhere A and
produces another automaton B that is such that (when used in the
right context) (i) Lcon

(A) = L

con

(B); and (ii) L( bB) ✓ L(

bA).

5.1.1 The operation A 7! A
q 7!;

Let A = (Q,A, q

in

,�,Col) be an extended automaton with dise-
quality everywhere. Let q 2 Q be a state such that Lcon

(A
q

) = ;.
Then we define a new automaton A

q 7!; = (Q\{q}, A, q

in

,�

0
,Col)

where �

0 is obtained from � by only keeping transitions that do
not involve q, ie. �0

= {(p, (a, 6=), p

0

, p

1

) 2 � | p, p
0

, p

1

6= q}.
The following is immediate.

Fact 11. For every extended automaton with disequality everywhere
A and for every state q such that Lcon

(A
q

) = ;, one has that
L

con

(A) = L

con

(A
q 7!;) and L(

\A
q 7!;) ✓ L(

bA).

5.1.2 The operation A 7! A
q 7!t1,...,tn

Let A = (Q,A, q

in

,�,Col) be an extended automaton with
disequality everywhere. Let q 2 Q be a state such that Lcon

(A
q

) =

{t
1

, . . . , t

n

} is a finite set of regular trees. Then we define a new
automaton A

q 7!t1,...,tn = (Q \ {q}, A, q

in

,�

0
,Col) where �

0

is obtained from � by replacing every transition of the form
(p, (a, 6=), q

0

, q

1

) with q

0

and/or q

1

being equal to q by all the
transitions obtained by substituting occurrences of q with elements
of {t

1

, . . . , t

n

}, where in case q
0

= q

1

= q the trees substituted for
the two occurrences of q have to be different.

The following is immediate

Fact 12. For every extended automaton with disequality everywhere
A and for every state q such that Lcon

(A
q

) = {t
1

, . . . , t

n

}, one
has that Lcon

(A) = L

con

(A
q 7!t1,...,tn) and L(

\A
q 7!t1,...,tn) ✓

L(

bA).
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Algorithm 1 Solve the cardinality problem for Büchi automata

Input: Tree automaton with disequality constraints everywhere
A = (Q,A, q

in

,�, Acc)

Data Structure:

Set S  Q

Automaton B  A
Function  : Q! N [ {@

0

, 2

@0}; (q) 2

@0 for all q
Code:

1: while 9q 2 S s.t. |L(cB
q

)|  @
0

do

2: (q) |Lcon

(B
q

)|
3: if (q) = 0 then

4: B  B
q 7!;

5: else if (q) < @
0

then

6: Let Lcon

(B
q

) = {t
1

, . . . , t

n

}
7: B  B

q 7!t1,...,tn

8: end if

9: S  S \ {q}
10: end while

11: return 

5.2 Main Algorithm

Our algorithm (Algorithm 1) takes as input an automaton with dise-
quality constraints everywhere A = (Q,A, q

in

,�, Acc). The algo-
rithm identifies states whose unconstrained language is countable
(which is decidable according to Theorem 5), and then determines
the cardinality of the constrained language (Theorem 6). States for
which the constrained language is finite are substituted by the reg-
ular trees in this language (which can be computed according to
Theorem 6) using the operation A

q 7!t1,...,tn , and states with empty
constrained language are eliminated using the operation A

q 7!;. Note
that these states remain in the state set because we want to keep the
set fixed. However, they become unreachable by these operations.

The modifications do not change the constrained language
accepted by the automaton (Facts 11 and 12). However, it might
change the unconstrained languages. In particular, an unconstrained
language that was uncountable may become countable by such
a modification (see Example 4 below). The algorithm iterates
this process until no new states with countable unconstrained
language are found, and returns a cardinality profile . We prove
that if the acceptance condition in A is a Büchi condition, then
 is the cardinality profile of A. This proof basically amounts
to showing that the states for which the unconstrained language
is uncountable upon termination of the algorithm, also have an
uncountable constrained language.

Example 4. Consider the following execution of Algorithm 1 on
automaton B of Example 3. It first detects that |L(dB

q

in

)|  @
0

,
computes (q

in

) = 1 and therefore modifies B by changing it to
B

q

in

7!t

a

. Next (for the new B), |L(dB
q

0
c

)|  @
0

and the algorithm
computes (q0

c

) = 0. Then, the algorithm detects that (q
c

) = 0.
Recall that the unconstrained language of q

c

is uncountable in the
original automaton. Finally, it detects that (q

b

) = 1.

5.3 Correctness

Fix an automaton with disequality constraints everywhere A =

(Q,A, q

in

,�, Acc) and let B denote the automaton B at the end of
the execution of Algorithm 1.

For the correctness proof, we define a partition Q;]Qf]Qc]Qu
of Q by letting Q; = {q | (q) = 0}, Qf = {q | 1  (q) < @

0

},
Qc = {q | (q) = @

0

} and Qu = {q | (q) = 2

@0}.

Note that the states from Q; and Qf are not reachable anymore
in B because they have been substituted by the regular trees from
their languages in the transitions.1

Remark that thanks to Fact 11 and Fact 12 we get the following
invariant for Algorithm 1.

Lemma 13. At any moment in the execution of Algorithm 1 one has
L

con

(B
q

) = L

con

(A
q

).

The preceding invariant directly implies the correctness of the
sets Q;, Qf and Qc.

Lemma 14. For every q 2 Q; [Qf [Qc, one has (q) = A(q).

The next lemma completes the picture.

Lemma 15. If A is equipped with a Büchi condition, then for every
state q 2 Qu one has (q) = A(q) = 2

@0 .

The proof is a technical construction showing how to build
uncountably many trees in the constrained language of each state
in Qc. It is based on a result of Niwinski [17] that characterises
uncountable !-regular languages.

Combining Lemma 15 and Theorem 3 we obtain the following
decidability result.

Theorem 7. The cardinality problem is decidable for Büchi tree
automata with equality and disequality constraints.

6. Co-Büchi Automata

A natural question is whether Algorithm 1 works for other conditions
than the Büchi condition, a first candidate here being the co-Büchi
condition. We negatively answer this question, by exhibiting below
a co-Büchi automaton with disequality constraints everywhere A
such that |L(A

q

)| = 2

@0 for all states q of the automaton, while
L

con

(A
q

) = ;. On such an automaton Algorithm 1 wrongly
declares A(q) = 2

@0 for all states q.
More precisely, define A = ({q

a

, q

b

}, {a, b}, q
a

,�,Col)

where Col(q

a

) = 2 and Col(q

b

) = 1, and � consists of those
transitions (q

x

, (x, 6=), q

0

, q

1

) where x 2 {a, b} and q

0

, q

1

are any
states. On a given input tree there is at most one possible run, namely
the one that assigns q

x

to each node labelled by (x, 6=).
The unconstrained language from state q

x

is the set of all trees
such that the root is labelled by x and such that any branch contains
finitely many b’s. It is easily seen that this set is uncountable (just
think of the trees where there might be a b only at nodes in 0

⇤
1:

these trees are all accepted and there are uncountably many different
ones).

Now, we claim that Lcon

(A
q

x

) = ; for x 2 {a, b}. Indeed, by
contradiction, if there was an accepted tree, it would contain at least
one node labelled by b because the left and right subtrees of the
root must be different. Let u

1

be such a node. Now, in the subtree
rooted at u

1

, for the same reason there is a node u

2

labelled by b.
Hence, by repeating this process, we construct an infinite sequence
u

1

@ u

2

@ u

3

· · · of nodes that are all labelled by b. Since all
these nodes belong to the same infinite branch, the tree cannot be
accepted, which leads to a contradiction.

This shows that we need to use different methods for solving
the cardinality problem for co-Büchi automata (and parity automata
in general). In this section we develop such methods for co-Büchi
automata with disequality everywhere. Note that Theorem 3 does
not apply to co-Büchi automata (removing equality constraints from
co-Büchi automata might result in a more complex parity condition).
However, the goal of this section is to introduce the main ideas

1 The initial state can be an exception since it is always reachable. This can
be dealt with and does not produce any problems but we do not want to
obfuscate the presentation with such a minor detail.
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in a simple setting. In the next section we briefly explain how
to generalise the ideas to parity conditions, for which Theorem 3
applies.

From now on, let A = (Q,A⇥{ 6=}, q
in

,�,Col) be a co-Büchi
automaton (ie. Col : Q ! {1, 2}) with disequality everywhere. We
say that an infinite tree t is valid if we have t[u0] 6= t[u1] for every
node u. In the sequel we may focus on valid trees only (as trees
belonging to L

con

(A) are all valid).

6.1 Accepting Traces of A
In the sequel we call a trace of A a pair ⇢ = (t

⇢

, r

⇢

) where t

⇢

is

an A-labelled infinite valid tree and r

⇢

is a run of A on t

?
=

⇢

starting
from some arbitrary state. The trace is called accepting if the run
satisfies the acceptance condition (we do not require the state at the
root to be initial in this definition). Depending on the context, we
should either think of a trace as a pair made of a tree and a run, or
as an (A⇥Q)-labelled tree.

We define two operations on sets of traces as follows.

•
Attr(X) = {(t

⇢

, r

⇢

) trace of A | 8 infinite branch ⇡, 9u @
⇡ s.t. (t

⇢

[u], r

⇢

[u]) 2 X}. Equivalently, by König’s lemma it
means that traces in Attr(X) are exactly those obtained by
considering a finite prefix of an arbitrary (valid) trace and plug
in every leaf a trace of X (starting from the same state as the
one at the leaf).

•
Safety(X) = {(t

⇢

, r

⇢

) trace of A | 8 infinite branch ⇡, either
8u @ ⇡, Col(r

⇢

(u)) = 2, or 9u @ ⇡ s.t. (t
⇢

[u], r

⇢

[u]) 2
X and Col(r

⇢

(v)) = 2 for all v @ u}.

The following fact is immediate.

Fact 16. For a set X of accepting traces

1. X ✓ Attr(X) and X ✓ Safety(X), and
2. Attr(X) and Safety(X) are sets of accepting traces.

We now define an increasing transfinite sequence (X

↵

)

↵

of
accepting traces by letting X

0

= ;, X
↵+1

= Attr(Safety(X

↵

)),
and X

↵

=

S
�<↵

X

�

for limit ordinals ↵. We call ATraces

the limit of this sequence. The definition of the sequence (X

↵

)

↵

corresponds to the nesting of greatest (Safety(·)) and least (Attr(·))
fixpoint in the semantics of a co-Büchi condition. Hence, the
following lemma is not surprising.

Lemma 17. The set ATraces is the set of accepting traces of A.

6.2 Computing Infinity Profiles

We now aim at computing the infinity profile pA of A (see Section 3
for the definition). We approximate it from below, and thus work
with mappings p that associate with any state q 2 Q either a finite
set of A-labelled valid regular trees or the value 1 (recall that
according to Lemma 4 the finite sets used in infinity profiles consist
of regular trees). We refer to such a mapping p simply as a profile.

We aim at computing a sequence of profiles that converges to
the infinity profile of A. For that we compare profiles by letting
p1  p2 if for every q 2 Q one has p1(q) � p2(q) where x � y

means that either y = 1 or both x and y are sets and x ✓ y. A
profile p is A-compatible if one has p  p

A

. Note that the profile
that maps ; to every state is A-compatible.

We now give a profile counterpart of the X 7! Attr(X) and
X 7! Safety(X) operations. Let p be an A-compatible profile. We
define new profiles Attr(p) and Safety(p) as follows.

(i) For every state q 2 Q such that p(q) is a finite set of regular
trees {t

1

, . . . , t

`

} we choose for every tree t

i

an (arbitrary)

accepting run r

i

of A
q

over t

?
=

i

: this leads to a set X
q

of
accepting traces {(t

1

, r

1

), . . . , (t

`

, r

`

)}.

(ii) For every state q 2 Q such that p(q) = 1 we choose an
(arbitrary) infinite countable subset {t

i

| i � 1} ✓ L

con

(A
q

)

and for every tree t

i

we choose an (arbitrary) accepting run
r

i

of A
q

over t
?
=

i

: this leads to an infinite countable set X
q

of
accepting traces {(t

i

, r

i

) | i � 0}.
(iii) We let X =

S
q2Q

X

q

and consider Attr(X). Then for ev-
ery state q 2 Q we consider the set T

q

= {t | 9(t, r) 2
Attr(X) with r(") = q}: if this set is finite (hence, con-
sists only of regular trees, by Lemma 18 below) we let
Attr(p)(q) = T

q

and otherwise we let Attr(p) = 1.
(iv) We let X =

S
q2Q

X

q

and consider Safety(X). Then for
every state q 2 Q we consider the set T

q

= {t | 9(t, r) 2
Safety(X) with r(") = q}: if this set is finite (hence, con-
sists only of regular trees, by Lemma 18 below) we let
Safety(p)(q) = T

q

and otherwise we let Safety(p) = 1.

A simple analysis of this process yields the following result.

Lemma 18. Let p be an A-compatible profile. The following holds.

(1) Neither Attr(p) nor Safety(p) depends on the choice of the r
i

(resp. (t
i

, r

i

)) at step (i) (resp. at step (ii)).
(2) p  Attr(p) and p  Safety(p).
(3) If Attr(p)(q) 6= 1 then it consists only of regular trees.
(4) If Safety(p)(q) 6= 1 then it consists only of regular trees.

One key ingredient of the decision procedure for co-Büchi
automata is given in the next two lemmas, which show that Attr(p)
and Safety(p) can effectively been computed starting from p.

Lemma 19. Let p be an A-compatible profile. Then one can
compute Attr(p).

Proof sketch. The main idea is to construct an extended Büchi
automaton B that behaves like A at the beginning but has to do
on every branch one of the following actions:

• When being in some state q such that p(q) 6= 1, check that the
current subtree belongs to p(q).

• When being in some state q such that p(q) = 1 check that
the current subtree belongs to a fixed countable !-regular set of
valid trees (using labels from an alphabet disjoint from A).

The final states are the ones used after stopping simulating A.
The infinity profile of B is then shown to be equal to Attr(p)

on the states of A. Since B can be built so that it only requires a
Büchi acceptance condition we can use the results from Section 5
and compute its infinity profile.

The idea for the next lemma is the same as for the proof
Lemma 19.

Lemma 20. Let p be an A-compatible profile. Then one can
compute Safety(p).

The following lemma says that pA is the smallest fixpoint of
the operator p 7! Attr(Safety(p)), which is a direct consequence
of the definition of the operator p 7! Attr(Safety(p)) and of the
characterisation in Lemma 17.

Lemma 21. Let p be a profile that is A-compatible. If p =

Attr(Safety(p)) then p = pA.

Hence a natural idea from Lemma 19, Lemma 20 and Lemma 21
is to start from the profile that maps ; to every state and to
iteratively apply the operator p 7! Attr(Safety(p)) until reaching
a fixpoint. Unfortunately, it is not clear whether this sequence always
converges in a finite number of steps. Hence, we need to speed-up
the convergence.
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6.3 Speeding-Up Convergence

We first need to introduce some basic definitions (partly borrowed
from [17]).

Let q 2 Q be a state and let t be a (valid) tree. We say that t is
q-good if there exists an accepting run r of A

q

on t

?
=, a node u 6= "

such that (i) t[u] = t, (ii) r(u) = q, and (iii) the smallest colour
seen in r between the root and u (included) is even.

Lemma 22. Given a regular tree t one can decide for any state q

whether t is q-good.

Proof. One first checks that t is valid (see the proof of Proposition 1).
Then the problem boils down to a question on standard tree automata
and can be solved with classical methods, for example using a
two-player game on a finite graph with an !-regular winning
condition.

Two distinct q-good trees can be combined to build infinitely
many accepted trees, as stated in the following lemma.

Lemma 23. Let q be a state. If there are two trees t 6= t

0 that are
both q-good then L

con

(A
q

) is uncountable.

We now describe an algorithm — InfinityCheck(q

0

, T ) — that
takes as input a state q

0

together with a finite set T of regular trees
in L

con

(A
q0) and checks whether the set T contains enough infor-

mation to identify L

con

(A
q0) as being infinite based on Lemma 23.

In this case it outputs “infinite”, and “do not know” otherwise. The
algorithm works as follows:

(1) Define X = {t0 | t0 is a subtree of some t 2 T}.

(2) Define Q

reach

= {q | 9r accepting t

?
= from q

0

for some t 2
T and 9u with r(u) = q}, ie. we consider those states that
appear in accepting runs over trees in T .

(3) For all states q 2 Q

reach

, let Good(q) = {t 2 X |
t is q-good}. For all states q /2 Q

reach

, let Good(q) = ;.
(4) If for some q 2 Q

reach

, |Good(q)| > 1 then return “Infinite”
and stop.

(5) Define the profile p
Good

by letting p
Good

(q) = Good(q).
Compute Attr(p

Good

)(q

0

). If it is equal to 1 then return
“Infinite” otherwise return “Do not know”.

Now let p be a profile. We define SpeedUp(p) by letting for
any state q, SpeedUp(p)(q) = 1 if p(q) = 1 or if p(q) 6=
1 and the algorithm InfinityCheck(q

0

, T ) returns “Infinite” on
(q,p(q)); and SpeedUp(p)(q) = p(q) otherwise (ie. if the algo-
rithm InfinityCheck(q

0

, T ) returns “Do not know”). Obviously,
p  SpeedUp(p).

The next lemma shows that the previous sequence converges in
finite time to infinity profile of A.

Lemma 24. Let p
0

be the profile that maps ; to every state
and let (p

i

)

i�0

be defined by letting, for any i � 0, p
i+1

=

SpeedUp(Attr(Safety(p
i

))). Then the sequence (p
i

)

i�0

con-
verges in a finite number of steps to pA.

Lemma 24 implies that we can compute the infinity profile of
A. In combination with Proposition 2 we obtain the following
decidability result.

Theorem 8. The cardinality problem is decidable for co-Büchi
automata with disequality everywhere.

7. Parity Automata

We now turn to the general case where A is a parity automaton with
disequality everywhere using colours in [0, n]. Our main result is

an algorithm to compute the infinity profile of such an automaton.
Hence combined with Theorem 3 and Proposition 2 we obtain the
following result.

Theorem 9. The cardinality problem is decidable for parity tree
automata with equality and disequality constraints.

Proof sketch. Computing the infinity profile of A is quite involved
and we only explain here the key ideas and relate to the Büchi and
co-Büchi cases presented in Sections 5 and 6.

The algorithm proceeds by induction on the number of colours.
More precisely, for 0  k  n+ 1, we consider runs using colours
in [k, n], the base case being the one where k = n + 1 and the
targeted one being the one where k = 0.

The algorithm is based on an inductive characterisation of
accepted traces generalising the one we gave for the co-Büchi case.
Here, it is no longer sufficient to work on traces: in order to manage
a larger set of colours than for the co-Büchi setting, we need to
consider contexts which can be viewed as traces with holes (possibly
infinitely many).

Of special interest are those contexts CParity([k, n]) that are
accepting (meaning that every infinite branch is accepting) and
only use colours in [k, n] (but remember we can have infinitely
many holes). It is important here to stress that we do not deal with
constraints for the moment (as we did also in the co-Büchi case). A
key ingredient is an inductive characterisation of CParity([k, n])
using CParity([k + 1, n]) in terms of two operators on sets of
context denoted X 7! Iter

{k}
⇤ (X) and X 7! CoBuchi

[k�1,n]

(X),
which is inspired by the characterisation of winning regions from
[24]. Unsurprisingly, the characterisation is dissymmetric depending
on whether k is even or odd.

Next, we define A-pre-profiles which are an analogue of profiles
as defined in the co-Büchi case. These are mapping that approximate
from below the infinity profile of A. A difficulty here is that, in order
to deal with the induction, we need more information than the sole
pre-profile. For this reason we have an operation Cnt(k,p) that
builds a (compact but possibly infinite representation of a) set of
valid accepting contexts (a context is valid if every infinite subtree
in it is valid). In a nutshell, a context belongs to Cnt(k,p) if it is
valid and can be obtained by completing an accepting context (that
only uses colours � k) using the informations from the pre-profile
p. An important fact is that Lcon

(A) = Cnt(0,p;) where p; is
the pre-profile that maps ; to any state.

To compute the profile of Lcon

(A) = Cnt(0,p;) we need two
ingredients. First we derive from the inductive characterisation of
CParity([k, n]) an inductive characterisation of Cnt(k,p) depend-
ing on Cnt(k + 1,p) and using two operators X 7! Iter

R

⇤(X)

and X 7! CoBuchi

R

(X), which are a slight modification of the
previously mentioned ones that were putting constraints on a set of
colours C to be used while here the constraints is on a set of states
R to be used. The second (easy) ingredient is a notion of profile
Profp(X) for a set X of contexts knowing a pre-profile p (used to
derive informations at holes). As this notion coincides with the one
on trees when considering context without holes, our original prob-
lem is reduced to compute Profp;(Cnt(0,p;)) and this latter task
is made possible thanks to the previous inductive characterisation of
Cnt(k,p).

Therefore we define an algorithm Profiler(k,p) that takes as
input an integer k 2 [0, n + 1] and a pre-profile p and outputs
Profp(Cnt(k,p)). The algorithm works by case inspection. The
base case is when k > n. For the case where k is odd it follows the
same approach as for the co-Büchi case, constructing an increasing
sequence of under-approximations that is ensured to converge thanks
to (a slight variant of) the previous SpeedUp operator. For the
case where k is even we have to deal with the X 7! Iter

R

⇤(X)

operator and the first step is to prove that it suffices to apply this
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operator to a subset of contexts which we prove to be regular.Then
we successively apply this operator as long as we discover countable
(regular) set of contexts: for each of them we can compute their
cardinality in the constrained version using the same technique as in
Section 4. Finally, when no more countable sets are found we prove
that for the remaining states their constrained version has cardinality
2

@0 : this is done by generalising the technique of Lemma 15 used
in the Büchi case.

8. Discussion

In this paper we have started an investigation of automata with
equality and disequality constraints on infinite trees, by analysing
the model with constraints between siblings. Besides showing that
the resulting language class forms a Boolean algebra, our main
contribution is a solution for the cardinality problem (and hence
for the emptiness and finiteness problems). While this shows that
this extension of classical parity tree automata preserves many
of the good properties, we do not have a result concerning the
projection of languages accepted by automata with constraints
between siblings. For establishing connections to logic, projection
is an essential operation for dealing with quantifiers. Nevertheless,
our results can be used to solve some decision problems for MSO
over infinite trees. First of all, given an MSO formula ' and a
parity tree automaton with constraints between siblings A, it is
decidable whether ' has a model accepted by A (transform '

into an equivalent parity automaton, take the intersection with A,
and test the resulting automaton for emptiness). Furthermore, it is
also possible to solve satisfiability for extended MSO queries, for
example, Boolean combinations of queries of the following form,
where ','

0

,'

1

are standard MSO formulas:

8x.(t[x] |= ') =) (t[x0] 6= t[x1] ^ t[x0] |= '

0

^ t[x1] |= '

1

)

A tree t satisfies this query if for each node x at which the subtree
t[x] satisfies ', the two subtrees of x are different and satisfy '

0

and '

1

, respectively. The satisfiability of such a property can be
checked by building a parity automaton with sibling constraints that
guesses a node at which the property fails, and then complementing
this automaton and testing it for emptiness.

In future work we plan to consider further decision problems
for this automaton class, for example the regularity problem, ask-
ing for a given automaton with constraints whether the accepted
language is regular (for the case of finite trees this is known to be
decidable [3]). Furthermore, we want to investigate models with
global constraints. In particular, we are interested in finding models
with decidable emptiness problem that capture extensions of MSO
with isomorphism tests.
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Abstract
A program is interpreted as a collection of resource terms by the
Taylor expansion, as a collection of plays by game semantics, and
as a collection of types by a non-idempotent intersection type as-
signment system. This paper investigates the connection between
these models and aims to show that they are essentially the same
in a certain sense. Technically we study the relational interpreta-
tions of resource terms and of plays, which can be seen as non-
idempotent intersection type assignment systems for resource terms
and plays, respectively. We show that both relational interpretations
are injective, have the same image, and respect composition. This
result allows us to study a property of the game model by using the
syntax of a resource calculus and vice versa.

Categories and Subject Descriptors Theory of computation [Se-
mantics and reasoning]: Program semantics

General Terms Theory

Keywords Game semantics, resource calculus, intersection types,
relational models.

1. Introduction
The relationship between game-semantic and syntactic notions has
been studied since the beginning of game semantics (or even be-
fore). For example, in the HO/N game model [26], the key notion
of P-view corresponds to the notion of path of PCF terms in cer-
tain canonical form (see, e.g., [12, 13, 26]). This correspondence is
important from both conceptual and technical points of view. Con-
ceptually it provides us with an intuitive understanding of game-
semantic notions (such as P-views and innocent strategies) through
syntactic notions (such as paths of abstract syntax trees and terms
in normal form), which are often more accessible. From the techni-
cal side, the correspondence is essential to the proof of the compact
definability result, and hence that of the full abstraction result [26].

There are other examples. Danos, Herbelin and Regnier [16]
have pointed out that interaction of innocent strategies in the HO/N
game model can be seen as a sequence of linear head reduction,
or a run of a Pointer Abstract Machine. They also developed an
abstract machine for the AJM game model [4]. Melliès [35] has
shown that a strategy in the orbital game model [32], which is a
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reformulation of the AJM game model, can be represented by a
term (or Böhm tree) of an affine �-calculus with tuples of length !
(named non-uniform �-calculus).

However, the preceding results all concern themselves with the
syntactic counterpart of strategies. To the best of our knowledge,
no syntactic notion has been related to plays in the HO/N game
model.

This is the problem we address in this paper. Specifically we
answer the question:

What is the syntactic counterpart of plays in HO/N-games?

Fortunately we do not need to introduce a new calculus to answer
the question: plays in HO/N-games are terms of a well-known and
important calculus, the resource calculus [23].

Let us first point out similarities between plays and resource
terms.

A play is a sequence of moves with an additional structure,
called justification pointers. It is a quantitative notion in the sense
that a play may contain one or more copies of the same move.
Composition of plays s of type A ! B and s0 of type B ! C
is defined only if they match on the common component B. Hence
composition is a partial operation on plays. An interpretation of a
�-term is a strategy, which is a collection of plays.

A term of the resource calculus is basically a term of the �-
calculus. The difference is that an application takes as the argument
a multiset of terms (called a bag) and it is linear in the sense that
each element of a bag must be used exactly once. For example,
f [�x.x,�x.x] is a resource term that expects f to call the argument
twice. This is the quantitative aspect of the resource calculus.
Consequently, substituting �h.h [z] for f is problematic since f
calls its argument h only once. In fact, (�h.h [z])[�x.x,�x.x] is
reduced to a meaningless value. In this sense, composition in the
resource calculus is a partial operation. A �-term can be interpreted
as a collection of resource terms via the Taylor expansion [23].1

There is a notable difference: composition of plays is a unique
play if defined, but composition of terms, namely substitution fol-
lowed by normalisation, results in a set of resource terms, which
may have more than one element. This difference leads us to the
idea that a resource term corresponds to a set of plays.

1.1 Contribution
The main result of this paper can be stated as follows (for precise
statements, see Corollary 30, Theorem 39, and Theorem 44).

Theorem. There exists a family of bijections parametrised by
simple types T

$T : (plays of arena T )/⇠ ! (resource terms of type T )

1 This paper considers only formal sums with coefficients in the ring {0, 1}.
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that preserves composition (where ⇠ is the alternating homotopy
relation of Melliès [35], see Definition 9). Via the bijections, the
game-semantic interpretation of a simply-typed �-term coincides
with the Taylor expansion followed by normalisation.

As a by-product, we show that the category of HO/N games is
isomorphic to a subCCC of the coKleisli category MRel of the
finite multiset comonad Mfin on the category of sets and relations
(Theorem 42). It is worth noting that the proofs of these results do
not rely on any categorical structure of the game model; even the
fact that HO/N games form a category is not used. On the contrary,
we can show as a corollary that HO/N games form a category (and
a CCC). Note that the purely game-semantic proof of this fact is
quite involved.

This result has both technical and conceptual importance.
From the technical point of view, the coincidence provides us

with a way to use the techniques of the Taylor expansion and/or
MRel to study game semantics, and vice versa. An example ap-
plication of such a technology transfer is discussed above: one can
prove that the game model is a CCC (Theorem 43). Another is the
characterisation of the image of the Taylor expansion. In game se-
mantics, the image of the interpretation has been well-studied. One
can exploit this idea in game semantics to characterise the image of
the Taylor expansion. As an example, we give a complete character-
isation of the image of the Taylor expansion of a nondeterministic
simply-typed �-terms (Theorem 48).

Conceptually this result suggests a deep connection between
seemingly different research areas, game semantics and differential
linear logic. It poses several questions that are worth investigating
(see also Section 1.3).

1.2 Overview
A rough and informal sketch of the idea is shown in Figure 1. A
resource term in normal form can be written as a tree, as in the
middle of Figure 1. Each node is labelled by �-abstraction followed
by a head variable.2 The edges express the relationship between
functions and arguments: the child of a node is an argument of
the head variable of the parent. Then we line up the nodes of the
tree in such a way that every node is located to the left side of its
children. The resulting sequence of �-abstractions and variables is
equipped with leftward pointers: the pointer from an abstraction
(solid lines in Figure 1) comes from the parent-child relation in the
tree, and that from a variable (dotted lines) is determined by the
binder-bindee relation. The sequence with pointers is reminiscent
of a play in the HO/N game model; indeed one can construct a
play from it by replacing �-abstraction and variables with O- and
P-moves, respectively, in an appropriate way.

A resource term generates a set of plays because the process
of lining up is nondeterministic. The main theorem states that the
set of plays generated by a resource term is a ⇠-equivalence class.
Moreover every play is generated by a resource term.

The idea will now be intuitively clear. However the definition
based on the above argument, which heavily depends on graphical
operations, does not seem so easy to handle.

A tractable definition that we shall use in this paper is based
on the interpretations on the category of sets and relations, or
non-idempotent intersection assignment systems. In other words,
we shall use non-idempotent intersection types as the bridge. This
change is beneficial since the intersection type assignment systems
for both the resource calculus and the game model have already
been studied: a relational model is a common tool for studying
resource terms as in [10], and game semantics for an intersection
type assignment system has been studied in [36].

2 We consider �-abstraction that can bind a (possibly empty) sequence of
variables, although only sequences of length 1 appear in Figure 1.

The definition of the bijection used in this paper is illustrated in
Figure 2. It is divided into four steps.

Step 1: Colouring a play We assign a “colour” (written as ↵, �,
� and � in Fig. 2) to each occurrence of moves in such a way that
• every consecutive O-P moves have the same colour, and
• different O-moves (reps. P-moves) have different colours.

Thus one needs n colours to annotate a play of length 2n.

Step 2: Representing a coloured play by a tree This step simply
forgets the sequential structure of the (coloured) play. The resulting
structure is a tree whose edge is a justification pointer of the play
and whose node is labelled by a pair of a move and a colour. For
example, the move and colour of the node named l7 in Figure 2 is
o11 and �. The node named li corresponds to the ith move in the
original play. This structure is called a valuated thick subtree in [8],
a high-level arena in [36], and a partitioned position in [20].

Step 3: Constructing an intersection type High-level arenas (or,
valuated thick subtrees) bijectively correspond to intersection types
that refine the simple type. Let us write ⌧i for the type correspond-
ing to the subtree whose root is li. For example, (1) ⌧8 is an atomic
type � that refines o111, (2) ⌧3 is the type � ! � that refines
o111 ! o11, (3) ⌧5 is the type > ! � that refines o111 ! o11,
where > is the empty intersection type, and (4) ⌧2 is the type
((� ! �) ^ (> ! �)) ! ↵ that refines (o111 ! o11) ! o1.
The type ⌧1 is written in Figure 2.

Step 4: Computing the inhabitant The resource term correspond-
ing to the play is the inhabitant of the intersection type. An inhabi-
tant always exists uniquely (up to ↵-conversion) for an intersection
type constructed in this way.

There are several difficulties in proving bijectivity of the map de-
fined above. In particular, in the last step, the existence and unique-
ness of an inhabitant are challenging to establish. Our strategy is
to study the map defined by Steps 1-3 and the inverse of Step 4.
We characterise the images of those maps, using game semantics,
and show their coincidence. Then, given a type in the image, we
construct a play and a resource term and prove their uniqueness.

Preservation of composition by the bijection is relatively easy
to prove by applying known results.

1.3 Further considerations
This paper concerns only the simply-typed calculus, but the tech-
niques are more generally applicable. To interpret an untyped cal-
culus, one needs an arena with infinite moves. A problem here is
that the notion of ⌘-long terms does not make sense if a head vari-
able expects an infinite arguments. To overcome the problem, one
should use the resource calculus with tests [24] and then an analogy
of the main theorem holds for this calculus.

The approach of this paper is not applicable to game models for
stateful computation (e.g., [2]) since a strategy in such a model is
not necessarily closed under the alternating homotopy ⇠.

Several questions about the relationship between games and
differential linear logic would naturally arise.

The first one concerns the possibility of extending the result to
other calculi/logics. For example, can the game models of (frag-
ments of) linear logic [1, 3, 34] be seen as the Taylor expan-
sion in some sense? The converse also seems worth investigating;
e.g. a game-semantic counterpart of the Taylor expansion of MELL
proof-nets could turn out to be a known or new model. We are
also interested in the ⇡-calculus, which has interpretations based
on game semantics [28] and on differential interaction nets [22].

The second question is about coefficients of the resource calcu-
lus. The Taylor expansion considered in this paper uses the resource
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Figure 1. Idea of the correspondence

32

1 4

Figure 2. Illustration of the correspondence (where the simple type, or the arena, is T = ((o111 ! o11) ! o1) ! o✏)

calculus with coefficients taken from the Boolean algebra { 0, 1 }.
This is often called the support of the Taylor expansion. It it natu-
ral to ask what is the game semantics of the Taylor expansion with
more general coefficients as in [23]. The relationship to the proba-
bilistic game model [14] would be worth studying.

1.4 Related work
The closest work to ours is that by Boudes [8], which concerns
the connection between games and proof-nets for polarised linear
logic [30]. He introduced the notion of thick subtrees (see Sec-
tion 2.4) and observed correspondence between thick subtrees of an
innocent strategy regarded as a tree of P-views and experiments of
the corresponding proof-nets. The correspondence gives a functor
from the category of polarised games and innocent strategies to the
category of sets and relations. The proof of functoriality in [8] re-
lies on a rich property of the game model, namely, correspondence
between game semantics and syntax at the level of strategies/proof-
nets. Our work can be seen as a refinement of his work, studying
the correspondence in the same spirit but at the level of plays.

Another close result was given by Di Gianantonio and Lenisa [20],
pointing out that game semantics can be seen as an intersection type
assignment system. They first gave a reformulation of the HO/N
game model in terms of partitioned positions, and then showed
that a partitioned position can be seen as an intersection type. As
they pointed out [20, Section 2.2], a partitioned position is almost
identical to a valuated thick subtree in [8]. So Di Gianantonio and
Lenisa’s work and Boudes’ work share the same idea. 3

The preceding work can be placed in the series of work in the
spirit of Timeless Games [5], which aims to relate a dynamic model
such as the game model, and a static model such as the relational
model. The idea is to forget the sequential structure of plays, and
they showed that this time-forgetting map is a lax functor. This
idea has subsequently been studied quite deeply, using relation-
like static models such as coherence spaces [11] and hypercoher-
ences [7, 33].

3 We also proposed a closely related notion of two-level arenas [36] before
[20] without noticing Boudes’ work [8].

Among others, Melliès [35] showed that innocent strategies of
asynchronous games are positional and thus can be seen as relations
on positions. The present work is inspired by his work, and in
fact uses the alternating homotopy relation ⇠ introduced in [35].
Unfortunately his approach is not directly applicable to the HO/N
game model because of the exponential modality implicitly used
in the function type A ! B = !A ( B. An approach based on
orbital games [32] is mentioned in [35], but then composition is
associative only up to the equivalence induced by the group action,
as in the AJM game model [4]. This is why we need to annotate
colours to moves (see Figure 2).

As for the relationship between games and differential linear
logic, Laird et al. [29] studied the relationship from the categori-
cal perspective. They developed a way to construct a differential
category [6] from a symmetric monoidal category, and then recon-
structed a known category of games from a new category of ex-
hausting games. As a consequence of this construction, one has a
functor from games to relations. Compared to our work, this func-
tor can be seen as the colourless version (i.e. the set of atomic types
X is singleton) of the functor in this paper.

The map from resource terms to relations has been well studied
in the context of the relational interpretation of proof-nets, since
a differential proof-net in the Taylor expansion of a proof-net is
essentially an injective experiment of the original proof-net [18,
19]. Hence the map of the inverse direction of 4 in Fig. 2 is known.

2. Reviewing Category of Sets and Relations
Here we briefly discuss the category MRel, which is the co-Kleisli
category of the finite multiset comonad Mfin on the category Rel
of sets and relations. This category plays an important rôle and all
other categories in this paper can be seen as its subcategories. Since
MRel is a CCC, one can interpret a simple type as an object.
For a simple type T , its interpretation [[T ]] can be seen as the set
of refinement non-idempotent intersection types for A and as two-
level arenas for (the arena corresponding to) A.

Notation Given sets X1 and X2, we write X1+X2 for the tagged
union, i.e. X1 + X2 := {(1, x1) | x1 2 X1} [ {(2, x2) |
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x2 2 X2}. The function ◆̂i : Xi ! X1 + X2 is defined by
◆̂i(x) := (i, x) for i 2 { 1, 2 }. This connective is left-associative,
i.e. X + Y + Z = (X + Y ) + Z. By abuse of notation, we write
◆i : Xi ! X1+ · · ·+Xn for the embedding to the ith component,
i.e. ◆1(x) := ◆̂n�1

1 (x) and ◆i(x) = ◆̂n�i
1 (◆̂2(x)) for i > 1.

2.1 Category MRel

We write Rel for the category of sets and relations. An object of
Rel is a set and a morphism from X to Y is a relation R ✓ X⇥Y .
The composite of R1 ✓ X ⇥ Y and R2 ✓ Y ⇥ Z is given by
R2 •T R1 := { (x, z) | 9y 2 Y.(x, y) 2 R1 and (y, z) 2 R2 }.

Given a set X , a finite multiset over X is a function f :
X ! N to natural numbers such that f(x) = 0 for all but
finitely many x 2 X . Given finite multisets f and g on X , their
sum f · g is defined by (f · g)(x) := f(x) + g(x). We write
[x1, . . . , xn] for the multiset x 7! #{ i | xi = x } (where #Y is
the number of elements in Y ). Then [x1, . . . , xn] · [y1, . . . , yk] =
[x1, . . . , xn, y1, . . . , yn]. In this notation, permutation of elements
do not change the multiset, i.e. [x1, . . . , xn] = [x⇢(1), . . . , x⇢(n)]
for every bijection ⇢ : { 1, . . . , n } ! { 1, . . . , n }.

Let us write Mfin(X) for the set of all finite multisets on X .
This is a functor on Rel that acts on morphisms as Mfin(R) :=
{ ([x1, . . . , xn], [y1, . . . , yn]) | 8i  n.(xi, yi) 2 R }. Further-
more Mfin is a comonad with counit ✏x := { ([x], x) | x 2
X } : Mfin(X) ! X and comultiplication �X := { (✓1 · · · · ·
✓n, [✓1, . . . , ✓n]) | 8i  n.✓i 2 Mfin(X) } : Mfin(X) !
Mfin(Mfin(X)).

Then the coKleisli category MRel of Mfin is given as follows.
An object of MRel is a set and a morphism from X to Y is a
subset of Mfin(X)⇥ Y . Given R ✓ Mfin(X)⇥ Y , we define

R! := { (✓1 · · · · · ✓n, [y1, . . . , yn]) | 8i  n. (✓i, yi) 2 R }.
The composite of R ✓ Mfin(X) ⇥ Y and S ✓ Mfin(Y ) ⇥ Z is
defined as S •T R!.

MRel is a CCC. The product of X and Y is given by the
disjoint union X + Y of sets and the exponential X ) Y is
Mfin(X) ⇥ Y . The natural bijection ⇤X,Y,Z : MRel(X +
Y, Z) ⇠= MRel(X,Y ) Z) is given by, for R ✓ Mfin(X +
Y )⇥ Z,

⇤X,Y,Z(R) := { ([x1, . . . , xn], ([y1, . . . , yk], z)) |
([◆̂1(x1), . . . , ◆̂1(xn), ◆̂2(y1), . . . , ◆̂2(yk)], z) 2 R }.

2.2 Simple types and their interpretation
The set of simple types is given by the following grammar: T ::=
o | T ! T , where o is the unique atomic type. Since MRel is
a CCC, a simple type can be interpreted as an object in MRel if
the interpretation of the atomic type o is determined. Let X be a
countably infinite set, fixed in this paper. Then [[T ]] is inductively
defined by: [[o]] := X and [[T ! T 0]] := Mfin([[T ]])⇥ [[T 0]].

Let A be a (possibly empty) sequence (T1, . . . , Tn) of simple
types, which we consider as a product type T1 ⇥ · · · ⇥ Tn. Its
interpretation [[A]] in MRel is defined as [[T1]] + · · ·+ [[Tn]].

2.3 Elements of [[T ]] as refinement intersection types
Given a simple type T , [[T ]] can be seen as the set of all intersection
types that refine T [17]. We use ↵ and � for elements of X . Then
an element of [[o]] is an atomic type ↵ 2 X . Given a sequence
⌧1, . . . , ⌧n of elements in [[T ]], we write ⌧1^· · ·^⌧n for the multiset
[⌧1, . . . , ⌧n] 2 Mfin([[T ]]). Then the intersection connective ^ is
associative and commutative but non-idempotent as in [17, 27]. An
element of [[T ! T 0]] = Mfin([[T ]])⇥ [[T 0]] is a pair (✓, ⌧), which
we write as ✓ ( ⌧ . Now [[T ]] can be seen as the set of intersection
types given by the grammar

⌧ ::= ↵ | ✓ ( ⌧ ✓ ::= ⌧1 ^ · · · ^ ⌧n (n � 0)

that refines T (written as ⌧ :: T ), where the refinement relation
⌧ :: T and ✓ :: !T is defined by the following rules.

↵ :: o

✓ :: !S ⌧ :: T

(✓ ( ⌧) :: (S ! T )

8i 2 {1, . . . n}. ⌧i :: T
⌧1 ^ · · · ^ ⌧n :: !T

In case ⌧ :: T , we say that ⌧ is a refinement type of T ; similarly
in case ✓ :: !T , we say that ✓ is a refinement intersection of T . We
use > to mean the empty intersection, that is, the empty bag [ ] of
types.

Let A = (T1, . . . , Tn) be a sequence of simple types. A re-
finement type binding of A is of the form ◆i(⌧) with ⌧ :: Ti,
i.e. ◆i(⌧) 2 [[A]] = [[T1]] + · · · + [[Tn]]. We write ◆i(⌧) :: A if
◆i(⌧) is a refinement type binding of A. A refinement type environ-
ment of A, ranged over by ⇥ and ⌅, is a multiset of elements of
the form ◆ij (⌧j), i.e. ⇥ 2 Mfin([[A]]). We write ⇥ :: A if ⇥ is a
refinement type environment of A. They have type-based represen-
tation once one fixes variables xi for each 1  i  n. Consider
a simple type environment � = (x1 : T1, . . . , xn : Tn). Then a
refinement type binding ◆i(⌧) can be written as xi : ⌧ , and a re-
finement type environment [◆i1(⌧1), . . . , ◆ik (⌧k)] can be written as
xi1 : ⌧1, . . . , xik : ⌧k. Note that a refinement type environment
may have several type declaration for the same variable and it is
not changed by a permutation of type bindings. The concatenation
⇥,⌅ (or ⇥ ^ ⌅) of refinement type environments is given by con-
catenation as sequences or by multiset sum.

Let A and B be sequences of simple types. A refinement type
of (A,B) is a pair (⇥, ◆i(⌧)) such that ⇥ :: A and ◆i(⌧) :: B. A
refinement intersection of (A,B) is a pair (⇥,⌅) such that ⇥ :: A
and ⌅ :: B. We write Ty(A,B) (resp. Ty!(A,B)) for the set of
all refinement types (resp. refinement intersections) of (A,B).

A morphism in MRel from [[A]] to [[B]] is a subset of Ty(A,B).
Given a morphism R ✓ Mfin([[A]]) ⇥ [[B]] from [[A]] to [[B]] in
MRel, R! can be seen as a subset of Ty!(A,B).

2.4 Elements of [[A]] as trees or arenas
Sequences A of simple types as well as elements of [[A]] can be seen
as forests. This view point, which can be found in [8] and [36], will
play an important rôle in this paper.

A directed graph A = (NA, EA ✓ NA ⇥NA) is a forest if for
every node n, there exists a unique path n0 EA n1 EA · · · EA

nk = n for some k � 0, where n0 is a node that has no incoming
edge, called a root. A tree is a forest with a unique root. A forest is
finite if its node set is finite. A node n 2 NA of a forest is positive
if the length of the path from the root is even and it is negative
otherwise.

A forest homomorphism from A to B is a function f : NA !
NB on nodes that preserves edges (i.e. (n, n0) 2 EA implies
(f(n), f(n0)) 2 EB) and roots (i.e. if n 2 NA is a root of
A, then f(n) is a root of B). A forest isomorphism is a forest
homomorphism which is a bijection on nodes.

Let N = {1, 2, . . . } be the set of natural numbers and N+

be the set of (non-empty) finite sequences of natural numbers. We
write " for the empty sequence (which is not a member of N+). A
subset Z ✓ N+ is an ordered forest if

• ⇠ · i 2 Z and ⇠ 6= " implies ⇠ 2 Z, and
• ⇠ · i 2 Z and j < i implies ⇠ · j 2 Z,

An ordered forest Z defines a forest (Z,EZ), where EZ := {(⇠, ⇠ ·
i) | ⇠ · i 2 Z, ⇠ 6= "}. An ordered tree is an ordered forest of
which the corresponding forest is a tree. We shall use A,B,C as
metavariables for ordered forests and S, T for ordered trees.

Let T1, . . . , Tn be a sequence of ordered trees with n � 0. We
write (T1, . . . , Tn) for the ordered forest defined by {i · ⇠ | 1 · ⇠ 2
Ti}. An ordered forest can be canonically described in this form.

There is a bijective correspondence between simple types and
finite ordered trees: o corresponds to the tree with a unique node
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and T1 ! · · · ! Tn ! o to the tree with n children of which the
ith child is the tree associated to Ti. We shall identify the simple
types with finite ordered trees. Similarly a finite sequence of simple
types, which can be seen as a simple type environment, corresponds
to a finite ordered forest.

In this paper, we shall consider only finite trees and forests
(which are ordered or unordered). We call them simply trees and
forests.

We introduce another presentation of elements in [[A]] that we
call the two-level representation [36]. This representation is essen-
tially the same as thick subtrees, as studied by Boudes [8]. The
work [36] is based on game semantics, in which a forest represent-
ing a simple type is called an arena. Henceforth we use arena as a
synonym of (ordered or unordered) forest.

Given an ordered forest A = (NA, EA), a high-level arena of
A is a tuple ⇥ = (N⇥, E⇥, h⇥, c⇥), where

• |⇥| = (N⇥, E⇥) is an unordered forest,
• h⇥ : |⇥| ! A is a forest homomorphism, and
• c⇥ : N⇥ ! X is a colouring function.

A high-level arena is finite if the underlying forest is finite. A two-
level arena is a pair ⇥ :: A of an arena A and a high-level arena
⇥ of A. It is pointed if |⇥| is a tree. We use metavariable ✓ for
high-level arenas of a tree T , and ⌧ for pointed high-level arenas of
a tree. (See Lemma 1 for justifications of these notations.)

A homomorphism of high-level arenas from ⇥ :: A to ⌅ :: A is
a function f : N⇥ ! N⌅ such that

• f is a forest homomorphism from |⇥| to |⌅|,
• h⇥(n) = h⌅(f(n)) for every n 2 N⇥, and
• c⇥(n) = c⌅(f(n)) for every n 2 N⇥.

It is an isomorphism of high-level arenas if f is a bijection. We
identify isomorphic high-level arenas in the sequel.

Lemma 1. Let T be an ordered tree (or a simple type) and A be
an ordered forest (or a sequence of simple types). Then (i) pointed
high-level arenas of T bijectively correspond to refinement types
of T , (ii) high-level arenas of T bijectively correspond to refine-
ment intersections of T , and (iii) high-level arenas of A bijectively
correspond to sequences of refinement intersections of A.

We shall use the two representations interchangeably.

2.5 Renaming preorder and equivalence
The set Ty(A,B) and Ty!(A,B) can be regarded as a preorder
by what we call the renaming preorder. Let � : X ! X be a
function on X . Its action on elements in [[A]] is defined induc-
tively by: �(x) is already defined for x 2 [[o]], �([a1, . . . , an]) :=
[�(a1), . . . ,�(an)] for [a1, . . . , an] 2 Mfin([[T ]]), �((a, b)) :=
(�(a),�(b)) for (a, b) 2 [[T ! T 0]], and �(◆i(a)) := ◆i(�(a))
for ◆i(a) 2 [[(T1, . . . , Tn)]]. In the two-level presentation, given a
high-level arena ⇥ of A, we define �(⇥) := (N⇥, E⇥, h⇥,��c⇥).
Given (⇥, ◆i(⌧)), (⇥

0, ◆i0(⌧
0)) 2 Ty(A,B), we write (⇥, ◆i(⌧)) w

(⇥0, ◆i0(⌧
0)) if there exists � such that ⇥ = �(⇥0) and ◆i(⌧) =

�(◆i0(⌧
0)) (hence i = i0). We define a preorder on Ty!(A,B)

similarly. The equivalence induced by this preorder is written as ⇡.
Given a set f ✓ Ty(A,B) (or f ✓ Ty!(A,B)), we write +f for
its downward closure with respect to w.

3. Resource Terms, Plays and Refinement
Non-idempotent Intersection Types

This section introduces a bijection between plays and resource
terms. More precisely, given ordered forests A = (T1, . . . , Tn)
and B = (S1, . . . , Sk), we shall establish bijections between the
following sets:
• The set TP (A,B)/⇡ of playful refinement intersection types,

which is a subset of refinement types, modulo ⇡.

• The set { (j,M) | M 2 NF, v1 : T1, . . . , vn : Tn ` M : Sj }
of (tagged) terms of the resource calculus in normal form.

• The set P(A,B)/⇠ of well-opened plays modulo alternating
homotopy [35].

We first give two functions � and  from terms and plays, respec-
tively, to refinement intersection types (which are not necessarily
playful). These functions are injective but not surjective. To cap-
ture the precise images of � and  , we introduce the notion of
playful types and show that the images of � and  are the set of
playful types. Then $ := ��1 � is a bijection between plays and
resource terms.

3.1 Plays in game semantics
This subsection defines the notion of plays in the HO/N game
model [26], as well as the notions of alternating homotopy [35]
and of morphisms between plays [31, 37].
Remark 2. The plays in this paper are not necessarily O-visible.
This is crucial. (This is the same as in [8, 20, 37].)

Definition 3. Let A be an ordered forest. In the context of game
semantics, A is called an arena and a node m 2 NA is called a
move, ranged over by the metavariable m. A move is an O-move if
the unique path from a root to the node is of even length. Otherwise
it is called a P-move. We write MA for the set of moves, that
is, NA. The set of O-moves (resp. P-moves) is written as MO

A

(resp. MP
A). The enabling relation (`A) ✓ (NA + {?}) ⇥ NA

is defined by the following rules:
• If (m,m0) 2 EA, then m `A m0.
• If m0 is a root, i.e. ¬9m. (m,m0) 2 EA, then ? `A m0.

A root is called an initial move.

Definition 4. An arena pair is a pair (A,B) of arenas. The move-
set MA,B of the pair is the disjoint union of moves, i.e. MA,B :=
MA + MB . We define MO

A,B := MP
A + MO

B and MP
A,B :=

MO
A + MP

B . We write m `A,B m0 if either m,m0 2 MA and
m `A m0 or m,m0 2 MB and m `B m0. Similarly ? `A,B m if
? `A m or ? `B m. Note that an arena pair (A,B) is the same as
the disjoint union (NA +NB , EA + EB) of the forests except for
the polarity of moves: the polarity of moves in A is inverted.

Definition 5. Let (A,B) be an arena pair. A justified sequence
over (A,B) is a sequence of moves of (A,B) equipped with
justification pointers. Formally it is a triple s = (#s, s, ⇢s), where

• #s = {1, 2, . . . , n} for some n � 0,
• s : #s ! MA,B is a move function and
• ⇢s : #s ! (#s [ {0}) is a justification pointer

subject to the following conditions for every i 2 #s:
• ⇢s(i) < i.
• ⇢s(i) = 0 implies ? `A,B s(i).
• ⇢s(i) 6= 0 implies s(⇢s(i)) `A,B s(i).

We define #0s := {0}[#s. An alternating justified sequence is a
justified sequence s such that s(i) 2 MO

A,B if and only if i is odd.
A justified sequence s is well-opened if it has exactly one initial
O-move (namely s(1)).

Definition 6 (Morphism between plays). Let s and t be alternating
justified sequences of (A,B). A morphism f : s ! t between
alternating justified sequences is an injective function f : #0s !
#0t subject to the following conditions: for every i 2 #s,

f(0) = 0 s(i) = t(f(i)) and f(⇢s(i)) = ⇢t(f(i)),

and

f(i+ 1) = f(i) + 1 for every odd index i 2 #s.

The image of f is defined by img(f) := {f(i) | i 2 #s} ✓ #t.
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Definition 7 (P-view/P-visibility). An even-length, alternating jus-
tified sequence s is a P-view if it is not empty and ⇢s(i) = i � 1
for every odd i 2 #s. In other words, if every O-move in s points
to the previous move (and s has a unique initial O-move, namely
s(1)). A morphism f : p ! s from a P-view p to an alternating
justified sequence s is called a P-view of s. An alternating justi-
fied sequence s is P-visible if for every i 2 #s, there is a P-view
f : p ! s such that i 2 img(f).

Definition 8 (Play). A play over arena pair (A,B) is an even-
length, P-visible, alternating justified sequence over (A,B). We
write P(A,B) for the set of well-opened plays of (A,B) and
P!(A,B) for the set of plays of (A,B).

Definition 9 (Alternating homotopy [35]). Alternating homotopy
⇠A,B is the least equivalence relation on P!(A,B) generated by

s1 ·m1 · n1 ·m2 · n2 · s2 ⇠A,B s1 ·m2 · n2 ·m1 · n1 · s2,
where m1 and m2 are O-moves, n1 and n2 are P-moves and
m2 does not point to n1. Hence s ⇠A,B s0 means that s is a
“rearrangement” of s0. This relation can be defined using morphism
between plays (see [37] for the proof): s ⇠A,B s0 if and only if
there exists an isomorphism f : s ! s0 (i.e. img(f) = #s0).

3.2 From plays to types
We define a map from plays to types by introducing an intersection
type assignment for plays, following the idea in [8, 20, 36].

Definition 10 (Colouring, types of a play). Let s 2 P!(A,B)
be a play. A colouring of s is a function c : #s ! X such that
c(i) = c(i+1) for every odd index i 2 #s. We write (s, c) for the
high-level arena (#s, Es, s, c) of (A,B), where Es := { (i, j) 2
#s ⇥ #s | i = ⇢s(j) }. The set of intersection types for a play
s 2 P!(A,B) is given by:

[[s]] := { (s, c) 2 Ty!(A,B) | c : colouring of s }.
It is easy to see that, if s is well-opened (i.e. s 2 P(A,B)), then

[[s]] ✓ Ty(A,B).
Example 11. Let s be the play in Figure 2, which belongs to
P!(A,B) where A is the empty arena and B = (T ) with T =
(((o111 ! o11) ! o1) ! o✏. Consider the colouring c on s
defined by c(1) = c(2) = ↵, c(3) = c(4) = �, c(5) = c(6) = �,
and c(7) = c(8) = �. Then the associated high-level arena (s, c)
is the one in Figure 2.

There is a canonical type from which other types can be ob-
tained: it is the type corresponding to a colouring c : #s ! X that
is injective on odd indexes.

Lemma 12. Let s 2 P!(A,B) be a play and c0 : #s ! X be a
colouring of s. Suppose for every distinct odd indexes i, j 2 #s,
one has c0(i) 6= c0(j). Then [[s]] = +{ (s, c0) }.

Lemma 13. If s1 ⇠ s2, then [[s1]] = [[s2]].

The function  A,B : P(A,B)/⇠ ! Ty(A,B)/⇡ maps a
play to its canonical type, i.e.,

 A,B(s) := [(s, c0)]⇡,

where c0 : #s ! X is the canonical colouring. By Lem-
mas 12 and 13, it is a well-defined function. The function  !

A,B :
P!(A,B)/⇠ ! Ty!(A,B)/⇡ is defined similarly.

3.3 Terms of the resource calculus
Here we give the standard definitions (see [21, 23, 24]).

Terms and bags The syntax of terms and bags is given by the
following grammar:

M,N := x | �x.M | M P P,Q := [M1, . . . ,Mn] (n � 0).

M is called a term and P is a finite multiset of terms, called a bag.
Since a bag is a multiset, a bag is identified with a permutation of its
elements. Given bags P = [M1, . . . ,Mn] and Q = [N1, . . . , Nk],
we write P · Q for [M1, . . . ,Mn, N1, . . . , Nk]. Henceforth we
allow tacit renaming of bound variables. So ↵-equivalent terms
(resp. bags) are identified.

Simple type assignment A simple type environment, � = x1 :
T1, . . . , xn : Tn, is a finite sequence of pairs of variables and
simple types such that xi 6= xj if i 6= j. We write x : T 2 �
to mean x = xi and T = Ti for some 1  i  n. The typing rules
are listed below.

x : T 2 �

� ` x : T

�, x : S ` M : T

� ` �x.M : S ! T

� ` M : S ! T � ` P : S

� ` M P : T

8i 2 {1, . . . , n}. � ` Mi : T

� ` [M1, . . . ,Mn] : T

In what follows, we consider simply-typed terms, although the
simple type is often omitted.

Normal terms and bags A typed term � ` M : T is �-normal if
it does not have a subterm of the form (�x.M)P . It is ⌘-long if it is
typable by the type system in which the variable and the application
rules are replaced with the following rules:

x : T1! · · ·!Tn!o 2 �
� ` P1 : T1...
� ` Pn : Tn

� ` xP1 . . . Pn : o

� ` M : T1! · · ·!Tn!o

� ` P1 : T1...
� ` Pn : Tn

� ` M P1 . . . Pn : o

In words, every application and variable in a ⌘-long term is fully
applied. A �-normal ⌘-long term is called a normal term. The
notion of normal bags are defined similarly. We write M 2 NF
and P 2 NF if M and P are normal.

Let A = (S1, . . . , Sn) and B = (T1, . . . , Tk) be ordered
forests, which can be seen as sequences of simple types. We shall
define sets Tm(A,B) and Tm!(A,B) of normal terms and bags,
respectively. Assume an infinite sequence v1, v2, . . . of distinct
variables, fixed in this paper.

An element of Tm!(A,B) is a tuple of bags (P1, . . . , Pk) such
that v1 : S1, . . . , vn : Sn ` Pi : Ti and Pi 2 NF for every
1  i  k. This is reminiscent of a morphism in the syntactic
category of, for example, the simply-typed lambda calculus, which
is a sequence of terms.

An element of Tm(A,B) is a pair (i,M) of an index i and a
term M such that v1 : S1, . . . , vn : Sn ` M : Ti and M 2 NF.
We write ◆i(M) for the pair and A ` ◆i(M) : B to mean the above
simple-type judgement. Then there is an obvious bijection between
Tm!(A,B) and the set of finite multisets of Tm(A,B).

3.4 From terms to types
We define the families of functions Tm(A,B) ! P(Ty(A,B))
and Tm!(A,B) ! P(Ty!(A,B)), based on an intersection type
assignment system. The typing rules are listed below:

x : ⌧ ` x : ⌧

�1 ` M : ✓ ( ⌧ �2 ` P : ✓

�1,�2 ` M P : ⌧

�, x : ⌧1, x : ⌧2, . . . , x : ⌧n ` M : ⌧ x /2 �

� ` �x.M : (⌧1 ^ · · · ^ ⌧n) ( ⌧

8i 2 {1, . . . , n}.�i ` Mi : ⌧i
�1, . . . ,�n ` [M1, . . . ,Mn] : ⌧1 ^ · · · ^ ⌧n

Here �1,�2 is concatenation. The operation
V

1in �i is de-
fined by the same way. Here in the rule for variables, we implicitly
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assume that ⌧ respects the simple type of xi, i.e. if xi is a variable
of simple type T , it must be the case that ⌧ :: T . Then every prov-
able judgement respects the simple types of the terms and bags. For
a sequence of intersections ⇥ = (✓1, . . . , ✓n), we write ⇥ ` M : ⌧
(resp. ⇥ ` P : �) to mean v1 : ✓1, . . . , vn : ✓n ` M : ⌧
(resp. v1 : ✓1, . . . , vn : ✓n ` P : �).

Given a term ◆i(M) 2 Tm(A,B), we define

[[◆i(M)]] := { (⇥, ◆i(⌧)) 2 Ty(A,B) | ⇥ ` M : ⌧ }.

Similarly given a bag (P1, . . . , Pk) 2 Tm!(A,B), we define

[[(P1, . . . , Pk)]] := { (
^

1in

⇥i,
^

1in

◆i(✓i)) |

8i 2 {1, . . . , n}.⇥i ` Pi : ✓i }

where ◆i(⌧1 ^ . . . ⌧k) means ◆i(⌧1) ^ · · · ^ ◆i(⌧k).
Let M be a normal term. A judgement ⇥ ` M : ⌧ is canonical

if each atomic type has at most one positive occurrence. A canoni-
cal judgement for a bag is defined similarly.
Example 14. Let M be the normal term in Figure 2, i.e. M =
�f.f [�x.f [�y.y], �x0.f [] ]. Then [[M ]] contains (>, ⌧1) and
(>, ⌧2) where ⌧1 =

⇣
(((� ! �) ^ (> ! �)) ! ↵) ^ ((> !

�) ! �) ^ (> ! �)
⌘

! ↵, and ⌧2 =
⇣
(((� ! �) ^ (> !

�)) ! ↵) ^ ((> ! ↵) ! �) ^ (> ! ↵)
⌘
! ↵. The former is

canonical though the latter is not.

Lemma 15. Every normal term ◆i(M) 2 Tm(A,B) has a deriv-
able canonical judgement ⇥ ` M : ⌧ . Furthermore, for ev-
ery canonical judgement ⇥ ` M : ⌧ , we have [[◆i(M)]] =
+{ (⇥, ◆i(⌧)) }. A similar statement holds for bags.

Remark 16. For Lemma 15, the assumption that M is normal
(since Tm(A,B) is a set of normal terms) is essential. For ex-
ample, consider x : o ! o ` x : o ! o, which is not normal.
Then x : > ! ↵ ` x : > ! ↵ and x : � ! ↵ ` x : � ! ↵ are
canonical but not ⇡-equivalent.

The function �A,B : Tm(A,B) ! Ty(A,B)/⇡ is defined as
the mapping from a term to the canonical typing, i.e. for a normal
term ◆i(M) 2 Tm(A,B) with the canonical typing ⇥ ` M : ⌧ ,
we define �A,B(◆i(M)) := [(⇥, ◆i(⌧))]⇡. Then it is a well-defined
function since the canonical typing is unique up to ⇡ by Lemma 15.
The function �!

A,B : Tm!(A,B) ! Ty!(A,B)/⇡ is defined
similarly.

3.5 Playful types and bijectivity
This section characterises the images of � and  . We employ ideas
from game semantics and call a type in the image a playful type.

3.5.1 Playful types
Let (A,B) be a pair of ordered forests, fixed in this subsection. A
refinement intersection (⇥,⌅) 2 Ty!(A,B) is involutive just if

{ (m,m0) 2 MO
⇥,⌅ ⇥MP

⇥,⌅ | c⇥,⌅(m) = c⇥,⌅(m
0) }

is a bijection from MO
⇥,⌅ to MP

⇥,⌅, which induces a fixpoint free
involution on M⇥,⌅. This condition simply says that every colour
↵ 2 X appearing in (⇥,⌅) has exactly two occurrences, one
positive and the other negative.

Given an involutive type (⇥,⌅) 2 Ty!(A,B), let R⇥,⌅ be the
relation on colours X⇥,⌅ = {c⇥,⌅(a) | a 2 N⇥,⌅} ✓ X that
appear in (⇥,⌅) defined by:

R⇥,⌅ = { (c⇥,⌅(a), c⇥,⌅(b)) | a 2 MP
⇥,⌅, (a, b) 2 E⇥,⌅ }.

The pair (⇥,⌅) is said to be P-visible if
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Figure 3. High-level arena in Figure 2

• (c⇥,⌅(a), c⇥,⌅(b)) 2 R⇤
⇥,⌅ for every (a, b) 2 E⇥,⌅ (including

the case that a 2 MO
⇥,⌅), and

• for every root b of ⇥, there exists a root a of ⌅ such that
(c⇥,⌅(a), c⇥,⌅(b)) 2 R⇤

⇥,⌅,

where R⇤
⇥,⌅ is the reflexive and transitive closure of R⇥,⌅.

A type is playful if it is involutive and P-visible. We write
PTy(A,B) ✓ Ty(A,B) and PTy!(A,B) ✓ Ty!(A,B) for
the respective restrictions to playful types.
Example 17. Let ⌧ be the type corresponding to the high-level
arena in Figure 3. Consider (>, ◆1(⌧)) 2 Ty!(A,B), where A
is the empty arena and B = (T ) with T = (((o111 ! o11) !
o1) ! o✏. This is involutive and R>,◆1(⌧) is { (↵,�), (↵, �), (�, �) }.
To see that this type is playful, one needs to check if, for each edge,
the colours of the parent and the child are related by R⇤

>,◆1(⌧)
. For

example, focusing on the edge between l3 and l8, we should check
if (�, �) 2 R⇤

>,◆1(⌧)
. It is not difficult to see that this type is playful.

Remark 18. An involutive type induces a proof structure and P-
visibility is equivalent to the correctness criterion of multiplicative
linear logic. Consider the involutive type ((> ( �) ( �) ^
((� ( �) ( ↵) ( ↵ that refines ((o ! o) ! o) ! o.
One can associate it to the formula of multiplicative linear logic
(� ⌦ �?) M ((�? M �) ⌦ ↵?) M ↵, by interpreting ^ as the
tensor product and A ( B as A? M B. This formula induces a
unique proof structure. The proof structure satisfies the correctness
criterion [15, 25] if and only if the type satisfies P-visibility (and
thus playfulness).

We need some auxiliary lemmas used in the proof of bijectivity.
A consequence of the first result is that R⇤

⇥,⌅ is a partial order.

Lemma 19. Let (⇥,⌅) 2 Ty!(A,B) be a playful type. Then
(X⇥,⌅, R⇥,⌅) is a forest with roots { c⇥,⌅(a) | a : root of ⌅ }.

Corollary 20. Let (⇥,⌅) be a playful type and b be a root node of
⇥. Then a root a of ⌅ s.t. (c⇥,⌅(a), c⇥,⌅(b)) 2 R⇤

⇥,⌅ is unique.

Lemma 21. Let (⇥,⌅) 2 Ty!(A,B) and assume (⇥,⌅) is
playful. Let b, b0 2 MO

⇥,⌅ be distinct O-nodes such that either
(1) both b and b0 are roots of ⌅, or (2) b and b0 has the same
parent. Then c⇥,⌅(b) and c⇥,⌅(b

0) are incomparable by R⇤
⇥,⌅.

3.5.2 Bijectivity of  A,B

Lemma 22. The canonical colouring induces a playful type.

Lemma 23. For every playful type (⇥,⌅) 2 PTy!(A,B), there
is a play s 2 P!(A,B) unique up to ⇠ such that (⇥,⌅) 2 [[s]].
Furthermore such a play is well-opened if ⌅ is a tree.

Proof. (Sketch) Let (⇥,⌅) 2 Ty!(A,B) be a playful type. Then
(X⇥,⌅, R⇥,⌅) is a tree (Lemma 19). Let us sort the elements in
X⇥,⌅ as ↵1,↵2, . . . ,↵n in such a way that (↵i,↵j) 2 R⇤

⇥,⌅

implies i  j.
We first define a play ŝ = (#ŝ, ŝ, ⇢ŝ) of (|⇥|, |⌅|) as follows.

The maximum index is the number of moves in (|⇥|, |⌅|). So
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#ŝ = {1, 2, . . . , 2n}. For 1  i  n, let us write Oi (resp. Pi) for
the unique O-move (resp. P-move) in (|⇥|, |⌅|) with colour ↵i. We
define the sequence ŝ as O1P1O2P2 . . . OnPn. Then each move in
(|⇥|, |⌅|) has exactly one occurrence in s. Thus the tree structure of
(|⇥|, |⌅|) induces the unique pointing structure, which determines
⇢ŝ.

The play s of (A,B) is given by mapping moves of (|⇥|, |⌅|) to
those of (A,B) by the tree homomorphism h equipped with a high-
level arena. That means, s of (A,B) is defined by s = (#ŝ, s, ⇢ŝ),
where s(i) = h(ŝ(i)).

Example 24. Recall the playful type (>, ◆1(⌧)) in Example 17,
for which R>,◆1(⌧) = { (↵,�), (↵, �), (�, �) }. Let us compute
the play that corresponds to this type. Consider a linear order on
{↵,�, �, � } that respects R>,◆1(⌧), e.g. ↵ < � < � < �. Then
ŝ(1) is the O-node with colour ↵, that is, l1. Similarly ŝ(2) is the
P-node with colour ↵, that is, l2, and ŝ(3) is the O-node with colour
�, which is l3. We have ŝ(i) = li for all i. The tree homomorphism
h equipped with the two-level arena maps a node to its move name,
e.g. h(l1) = o✏ and h(l5) = o11. Hence s = h � ŝ is given by
o✏o1o11o1o11o1o11o111, which is the same as the play in Figure 2.
It is not difficult to see that the pointers are the same as well.

The next theorem is a corollary of Lemmas 12, 13, 22 and 23.

Theorem 25.  A,B : P(A,B)/⇠ ! PTy(A,B)/⇡ and  !
A,B :

P!(A,B)/⇠ ! PTy!(A,B)/⇡ are bijections.

3.5.3 Bijectivity of �A,B

Lemma 26. Let M be a normal term with v1 : S1, . . . , vn : Sn `
◆i(M) : B. Assume that ⇥ ` M : ⌧ , where ⇥ :: A and ◆i(⌧) :: B.
If this judgement is canonical, then (⇥, ⌧) :: (A, T ) is playful. A
similar statement holds for bags ⇥ ` P : ✓.

Lemma 27. For every playful type (⇥, ◆i(⌧)) 2 PTy(A,B),
there is a unique term ◆i(M) 2 Tm(A,B) such that (⇥, ◆i(⌧)) 2
[[◆i(M)]]. A similar statement holds for (⇥,⌅) 2 PTy!(A,B).

We give an illustrative example instead of a sketch of the proof.
Example 28. Let ⌧ = (� ! �) ^ (> ! �) ! ↵. Then
⌧ 0 = ⌧ ^ ((> ! �) ! �) ^ (> ! �) ! ↵ is the type in
Figure 2, which is playful. Let us compute the unique normal term
M such that ` M : ⌧ 0. Since M is normal, we have M = �f.M1

for some f and M1. Hence the derivation must be of the form
f : ⌧, f : ((> ! �) ! �), f : > ! � ` M1 : ↵

` �f.M1 : ⌧ 0
.

Since M1 is normal, M1 must be of the form z P1 . . . Pn. Now we
have an applicable assumption, namely f : ⌧ , which is indeed the
unique applicable assumption. (In general, if (⇥, ⌧) is involutive,
there exists at most one assumption applicable to derive ⇥ ` N : ⌧
for some N .) Hence the subderivation must be

f : ⌧ ` f : ⌧
⇥1 ` M11 : � ! � ⇥2 ` M12 : > ! �

⇥ ` [M11,M12] : (� ! �) ^ (> ! �)
f : ⌧, f : ((> ! �) ! �), f : > ! � ` f [M11,M12] : ↵

where ⇥ = f : ((> ! �) ! �), f : > ! � and ⇥1 ^ ⇥2 = ⇥.
The type environments ⇥1 and ⇥2 can be uniquely determined
as follows. We have (f : (> ! �) ! �) 2 ⇥1 since �
appears in the first judgement, and (f : > ! �) 2 ⇥2 since �
appears in the second judgement. (In general, the partition of the
type environment in the conclusion is uniquely determined by this
argument because of Corollary 20.) By iterating this process, we
can compute the inhabitant, which is unique by construction.

The bijectivity is a consequence of Lemmas 26, 27 and 15.

Theorem 29. �A,B : Tm(A,B) ! PTy(A,B)/⇡ and �!
A,B :

Tm!(A,B) ! PTy!(A,B)/⇡ are bijections.

Corollary 30. For every (A,B), the map $!
A,B := (�!

A,B)
�1 �

 !
A,B : (P!(A,B)/⇠) ! Tm!(A,B) is a bijection, which can

be restricted to a bijection (P(A,B)/⇠) ! Tm(A,B).

4. Compositions
We have seen the connection between plays and resource terms.
This section focuses on the respective notions of composition. The
composition of plays is defined by using interaction sequences, via
“parallel composition plus hiding”, whereas the composite of re-
source terms (or bags) in normal form is given by substitution fol-
lowed by normalisation. We shall prove that these quite different
notions of compositions coincide, via the composition of intersec-
tion types (i.e. composition in the relational model).

Following the composition in MRel, in which we com-
pose f ✓ Ty!(A,B) = Mfin([[A]]) ⇥ Mfin([[B]]) and g ✓
Ty(B,C) = Mfin([[B]]) ⇥ [[C]], this section studies the com-
position of s 2 P!(A,B) and s0 2 P(B,C) and that of
(P1, . . . , Pn) 2 Tm!(A,B) and ◆i(M) 2 Tm(B,C).

4.1 Composition of plays
To define the composite of plays, we need to define the notion of
interaction sequences, which are plays on a triple of arenas.

Definition 31 (Interaction sequence). Let (A,B,C) be a triple of
arenas. We define MA,B,C as the disjoint union MA+MB+MC

of moves. The enabling relation `A,B,C on MA,B,C is defined by
a `A,B,C b (where a 2 MA,B,C + { ? } and b 2 MA,B,C ) if and
only if a `X b for some X 2 {A,B,C }. A justified sequence on
(A,B,C) is defined in the same way as in Definition 5. The pro-
jection u�A,B onto (A,B) component of a justified sequence u of
(A,B,C) is defined as the subsequence obtained by removing all
C-moves. The other projections u�B,C and u�A,C are defined sim-
ilarly. An interaction sequence on (A,B,C) is a justified sequence
on (A,B,C) such that u�A,B , u�B,C and u�A,C are all plays on
(A,B), (B,C) and (A,C), respectively. We write Intr(A,B,C)
for the set of all interaction sequences on (A,B,C).

Definition 32 (Composition of Plays). Let s 2 P!(A,B) and
s0 2 P(B,C) be plays. Their composition s0 •G s is a subset of
plays in P(A,C) defined by

s0 •G s :=

{u�A,C | 9u 2 Intr(A,B,C).u�A,B ⇠ s and u�B,C ⇠ s0 }.

Remark 33. Unlike the standard composition in game semantics
(as in [26]), the projection of the interaction sequence u onto the
(A,B) component is not necessarily the same as s but equivalent
with respect to the alternating homotopy (Definition 9). So it might
be better to regard •G as a composition of ⇠-equivalence classes of
plays, resulting in a set of ⇠-equivalence class.

Recall the type-based interpretation [[s]] of a play s (Defini-
tion 10). We extend this to a set of plays J by [[J ]] =

S
s2J [[s]].

The following result can be proved by an adaptation of the tech-
nique in [36].

Lemma 34. [[s0 •G s]] = [[s0]] •T [[s]] for every plays s 2 P(A,B)
and s0 2 P(B,C).

4.2 Composition of resource terms
Composition of resource terms is given by substitution followed by
normalisation.

Definition 35 (Differential substitution). Given a resource term M
and a variable x, let us write degx(M) for the number of free
occurrences of x in M . The differential substitution @xM · P of
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a variable x to a bag P in a resource term M is defined by

@xM ·[N1, . . . , Nk] =

8
><

>:

{M hNf(1)/x1, . . . , Nf(k)/xki | f 2 Gk}
(if degx(M) = k)

; (otherwise),

where Gk is the group of permutations over { 1, . . . , k } and
x1, . . . , xk is an enumeration of the free occurrences of x in M
(the choice of the enumeration does not matter), and h· · · i is the
simultaneous and capture-avoiding substitution.

Definition 36 (Reduction). We define a relation �!1 between
terms and sets of terms by the following base rule

(�x.M)P �!1 @xM · P
and the congruence rules such as

M P �!1 {M 0 P | M 0 2 M0 } if M �!1 M0,

where M0 is a (possibly infinite) set of resource terms. The reduction
relation �! on sets of terms is defined by

M0 [ {M } �! M0 [ M0 if M �!1 M0.

Lemma 37 ([23]). The relation �! is confluent and weakly nor-
malising for finite sets of resource terms.

Hence, given a resource term M , it has a unique (�-)normal
form nf(M) such that {M } �!⇤

nf(M). If M is ⌘-long,
then every term in the normal form nf(M) is also ⌘-long. We
extend this function to (possibly infinite) sets of resource terms by
nf(M) :=

S
M2M nf(M).

Now we define the composite of (P1, . . . , Pk) 2 Tm(A,B)
and ◆i(M) 2 Tm(B,C):

◆i(M) •C (P1, . . . , Pk) :=

{ ◆i(N) | N 2 nf((�v1. . . .�vk.M)P1 . . . Pk) }.
Given a set M ✓ Tm(A,C), we define [[M]] :=

S
{ [[◆i(M)]] |

◆i(M) 2 M }. Roughly speaking, this means that M has type ⌧ if
and only if M has type ⌧ , for some M 2 M.

The following lemma is a well-known result, which claims that
MRel is a model of the resource calculus (or intersection types of
a resource term is invariant under reduction). See [10] for the proof.

Lemma 38. Let (P1, . . . , Pn) 2 Tm!(A,B) and ◆i(M) 2
Tm!(B,C). Then [[◆i(M) •C (P1, . . . , Pn)]] = [[◆i(M)]] •T
[[(P1, . . . , Pn)]].

Preservation of composition by the bijection$ is a consequence
of Lemmas 34 and 38 and the existence of canonical colouring and
typing (Lemmas 12 and 15).

Theorem 39. t 2 s •G s0 iff $A,C(t) 2 $B,C(s) •C $A,B(s
0).

5. Applications
5.1 Categories of games and of playful relations
We give an isomorphism between the category of games and a
subCCC of MRel, by which we conclude that the category of
games is a CCC.

The “category” G of games is defined by the following data:
(i) An object is an ordered forest A. (ii) A morphism from A to
B is a strategy, which is a subset P(A,B) of well-opened plays
closed under ⇠. (iii) Composition defined below. Given a strategy
� ✓ P(A,B), we define �! ✓ P!(A,B) by

�! := { t | 9s1, . . . , sn 2 �. s1 . . . sn ⇠ t }.
The composite of strategies �1 ✓ P(A,B) and �2 ✓ P(B,C)
is given by �2 � �1 :=

S
{ s2 •G s1 | s1 2 �!

1, s2 2 �2 }. This

definition of composition coincides with the standard one, since
strategies are ⇠-closed.

Lemma 40. Let � ✓ P(A,B) be a strategy. Then [[�!]] = [[�]]!.

Lemma 41. Let �1 ✓ P(A,B) and �2 ✓ P(B,C) be strate-
gies. Then �2 � �1 = {u�A,C | u 2 Intr(A,B,C), u�A,B 2
�!
1, u�B,C 2 �2 }.

In fact, G is not yet a category, since we do not specify identities
and do not show associativity. We shall prove that G is indeed a
category by using the bijection  .

Let T be the full subcategory of MRel whose objects are sets
[[A]] := { ◆i(⌧) | ◆i(⌧) :: A } for ordered forests A. The category
T is not equivalent to the category of games G since T has more
morphisms. Let us consider the “subcategory” TP of T in which
morphisms are generated by a set of playful types, i.e. a morphism
in TP is of the form +f for some f 2 PTy(A,B).

The next result is a consequence of Lemmas 12, 22 and 34.

Theorem 42. TP is isomorphic to G, i.e., there is a family of
composition-preserving bijections G(A,B) ⇠= TP (A,B).

By Theorem 42, TP is closed under composition. Since the
identities id[[A]] of MRel are in TP , it is indeed a subcategory of
MRel. It is easy to verify that TP is a CCC, and thus so is G.

Theorem 43. G is indeed a category. Moreover it is a CCC.

5.2 Taylor expansion as game-semantic interpretation
We prove that the Taylor expansion (followed by normalisation) of
a simply-typed nondeterministic �-term in ⌘-long form coincides
with its game-semantic interpretation via $. We write L1 +L2 for
nondeterministic branching and ? for divergence. For a term L of
the simply-typed nondeterministic �-calculus, we define L⇤ by:

x⇤ := {x } (�x.L)⇤ := {�x.M | M 2 L⇤ }
(LL0)⇤ := {M [N1, . . . , Nk] |

M 2 L⇤, k � 0, 8i  k.Ni 2 (L0)⇤ }
(L1 + L2)

⇤ := L⇤
1 [ L⇤

2 ?⇤ := ;
We call L⇤ the Taylor expansion of L. If v1 : T1, . . . , vn : Tn `
L : S and L is ⌘-long, then nf(L⇤) ✓ Tm((T1, . . . , Tn), S).

Recall that$!
A,B is the function from P!(A,B)/⇠ to Tm!(A,B),

which can be restricted to $A,B : (P(A,B)/⇠) ! Tm(A,B).
Given a subset � ✓ P(A,B), we write $(�) := {$([s]⇠) |
s 2 � }, where [s]⇠ is the ⇠-equivalence class that s belongs to.
We write the interpretation of L in the CCC G as [[L]]G , where
[[L1 + L2]]G := [[L1]]G [ [[L2]]G and [[?]]G := ; (cf. [37]).

Theorem 44. For every ⌘-long term v1 : T1, . . . , vn : Tn ` L : S
of the simply-type �-calculus, one has $([[L]]G) = nf(L⇤).

5.3 Characterisation of the image
Let us again consider the nondeterministic simply-typed �-calculus.
The image of its game-semantic interpretation is given by [31, 37].
By translating the characterisation in [31, 37] via $, we obtain the
characterisation of the image of the Taylor expansion.

Definition 45 (Lower strategies [31]). Given s, s0 2 P(A,B), we
write s C s0 if there exists a Levy-morphism from s to s0, which
is a map in Definition 6 but not necessarily injective. A strategy
� ✓ P(A,B) is lower if s0 2 � and sC s0 implies s 2 �.

Theorem 46 ([37]). Let � ✓ P(A,B). Then � = [[L]]G for some
L if and only if � is lower and has finitely many P-views.4

4 The statement is a bit different from [37] since a strategy is a collection of
well-opened plays in this paper.
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It is easy to see that s ⇠ s0 C s00 ⇠ s000 implies s C s000. Hence
C is well-defined on P(A,B)/⇠. If we define ◆i(M) C ◆i0(M

0)
to mean $(◆i(M)) C $(◆i0(M

0)), an analogy of Theorem 46
immediately holds by Theorem 44. Now what we need is a purely
syntactic characterisation of C on resource terms.

Lemma 47. Let ◆i(M), ◆i(M
0) 2 Tm(A,B). Then $(◆i(M))C

$(◆i0(M
0)) if and only if i = i0 and M C M 0 is derivable by the

following rules:

xC x

M CM 0

�x.M C �x.M 0

M CM 0 P C P 0

M P CM 0 P 0
8i.9j.Mi CM 0

j

[M1, . . . ,Mn]C [M 0
1, . . . ,M

0
k]

Theorem 48. Let M ✓ Tm(A,B). 5 Then M = nf(L⇤) for some
L if and only if the height6 of resource terms in M is bounded and
M is lower (i.e. M CM 0 2 M implies M 2 M).

The order C induced from the above game-semantic argument
resembles to a preorder given by Boudes et al. [9], which is used
to characterise the image of the Taylor expansion of the �-calculus
(without nondeterminism). It is worth discussing a relationship in
more detail, but it is left for future work.
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Abstract
Graph games provide the foundation for modeling and synthe-
sizing reactive processes. In the synthesis of stochastic reactive
processes, the traditional model is perfect-information stochastic
games, where some transitions of the game graph are controlled by
two adversarial players, and the other transitions are executed prob-
abilistically. We consider such games where the objective is the
conjunction of several quantitative objectives (specified as mean-
payoff conditions), which we refer to as generalized mean-payoff
objectives. The basic decision problem asks for the existence of
a finite-memory strategy for a player that ensures the general-
ized mean-payoff objective be satisfied with a desired probability
against all strategies of the opponent. A special case of the deci-
sion problem is the almost-sure problem where the desired prob-
ability is 1. Previous results presented a semi-decision procedure
for ε-approximations of the almost-sure problem. In this work, we
show that both the almost-sure problem as well as the general basic
decision problem are coNP-complete, significantly improving the
previous results. Moreover, we show that in the case of 1-player
stochastic games, randomized memoryless strategies are sufficient
and the problem can be solved in polynomial time. In contrast, in
two-player stochastic games, we show that even with randomized
strategies exponential memory is required in general, and present a
matching exponential upper bound. We also study the basic deci-
sion problem with infinite-memory strategies and present compu-
tational complexity results for the problem. Our results are relevant
in the synthesis of stochastic reactive systems with multiple quan-
titative requirements.

Categories and Subject Descriptors F.2.2 [Computations on Dis-
crete Structures]

General Terms Verification, Algorithms

Keywords Stochastic games, Markov decision processes, Mean-
payoff.
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1. Introduction
Reactive systems are non-terminating processes that interact con-
tinually with a changing environment. Since such systems are non-
terminating, their behavior is described by infinite sequences of
events. The classical framework to model reactive systems with
controllable and uncontrollable events are games on graphs. In the
presence of uncertainties, we have stochastic reactive systems with
probability distributions over state changes. The performance re-
quirement on such systems, such as power consumption or latency,
can be represented by rewards (or costs) associated to the events
of the system, and a quantitative objective that aggregates the re-
wards of an execution to a single value. In several modeling do-
mains, however, there is not a single objective to be optimized, but
multiple, potentially dependent and conflicting goals. For example,
in the design of an embedded system, the goal may be to maxi-
mize average performance while minimizing average power con-
sumption. Similarly, in an inventory management system, the goal
would be to optimize the costs associated to maintaining each kind
of product [1, 31]. Thus it is relevant to study stochastic games with
multiple quantitative objectives.
Perfect-information stochastic games. A perfect-information
stochastic graph game [26], also known as turn-based stochastic
game or 2 12 -player graph game, consists of a finite directed graph
with three kinds of states (or vertices): player-Max, player-Min,
and probabilistic states. The game starts at an initial state, and
is played as follows: at player-Max states, player Max chooses a
successor state; at player-Min states, player Min (the adversary of
player Max) does likewise; and at probabilistic states, a successor
state is chosen according to a fixed probability distribution. Thus
the result of playing the game forever is an infinite path through the
graph. If there are no probabilistic states, we refer to the game as
a 2-player graph game; if there are no player-Min states, we refer
to the (1 12 -player) game as a Markov decision process (MDP); if
there are no probabilistic states and no player-Min states, then the
(1-player) game is a standard graph.
The class of 2-player graph games has been used for a long

time to synthesize non-stochastic reactive systems [10, 42, 45]:
a reactive system and its environment represent the two play-
ers, whose states and transitions are specified by the vertices and
edges of a game graph. Similarly, MDPs have been used to model
stochastic processes without adversary [31, 43]. Consequently, 2 12 -
player graph games, which subsume both 2-player graph games and
MDPs, provide the theoretical foundation to model stochastic reac-
tive systems [31, 44].
Mean-payoff objectives.One of the most classical example of quan-
titative objectives is the mean-payoff objective [29, 31, 33, 43],
where a reward is associated to each state and the payoff of a path is
the long-run average of the rewards of the path (computed as either
lim inf or lim sup of the averages of the finite prefixes to ensure
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the payoff value always exists). While traditionally the verification
and the synthesis problems were considered with Boolean objec-
tives [40, 42, 45], recently quantitative objectives have received a
lot of attention [6, 7, 11], as they specify requirements on resource
consumption (such as for embedded systems or power-limited sys-
tems) as well as performance-related properties.
Various semantics for multiple quantitative objectives. The two
classical semantics for quantitative objectives are as follows [8]: the
first is the expectation semantics, which is a probabilistic average of
the quantitative objective over the executions of the system; and the
second is the satisfaction semantics, which consider the probability
of the set of executions where the quantitative objective is at least
a required threshold value ν. The expectation objective is relevant
in situations where we are interested in the “average” behaviour of
many instances of a given system, while the satisfaction objective is
useful for analyzing and optimizing the desired executions, and is
more relevant for the design of critical stochastic reactive systems
(see [8] for a more detailed discussion). For example, consider one
mean-payoff objective that specifies the set of executions where
the average power consumption is at most 5 units, and another
mean-payoff objective that specifies the set of executions where
the average latency is at most 10 units. A multiple objective asks
to satisfy both, i.e., their conjunction. We refer to such objectives
(i.e., conjunction of multiple mean-payoff objectives) as general-
ized mean-payoff objectives1. The goal of player Max is to maxi-
mize the probability of satisfaction of the generalized mean-payoff
objective while player Min tries to minimize this probability, i.e.,
the game is zero-sum. Concrete applications of 2 12 -player graph
games with generalized mean-payoff objectives have been consid-
ered, such as best-effort synthesis where the goal is to minimize
the violation of several incompatible specifications [12], real-time
scheduling algorithms with requirements on the utility and energy
consumption [21], and electric power distribution in an avionics ap-
plication [4]. In particular, for the real-world avionics application
in [4], both two adversarial players, stochastic transitions, as well
as multiple mean-payoff objectives are required, i.e., the applica-
tion can be modeled as 2 12 -player graph games with generalized
mean-payoff objectives, but not in a strict subclass.
Computational questions. In this work, we consider 2 12 -player
graph games with generalized mean-payoff objectives in the satis-
faction semantics. A strategy for a player is a recipe that given the
history of interaction so far (i.e., the sequence of states) prescribes
the next move. The basic decision problem asks, given a 2 12 -player
graph game, a generalized mean-payoff objective, and a probabil-
ity threshold α, whether there exists a strategy for player Max to
ensure the objective be satisfied with probability at least α against
all strategies of playerMin. Since strategies in games correspond to
implementations of controllers for reactive systems, a particularly
relevant question is to ask for the existence of a finite-memory strat-
egy in the basic decision problem, instead of an arbitrary strategy.
Moreover, an important special case of the basic decision problem
is the almost-sure problem, where the probability threshold α is
equal to 1.
Previous results. We summarize the main previous results for
MDPs, 2-player graph games, and 2 12 -player graph games, with
generalized mean-payoff objectives.
1. MDPs. The basic decision problem for generalized mean-
payoff objectives in MDPs with infinite-memory strategies can
be solved in polynomial time [8]. The problem under finite-
memory strategies has not been addressed yet.

1 In the verification literature, conjunction of reachability, Büchi, and parity
objectives, are referred to as generalized reachability, generalized Büchi,
and generalized parity objectives, respectively, and generalized mean-
payoff objectives naming is for consistency.

2. 2-player games. The following results are known [47]: the basic
decision problem for generalized mean-payoff objectives in 2-
player graph games, both under finite-memory and infinite-
memory strategies, is coNP-complete; moreover, for infinite-
memory strategies if the mean-payoff objective is defined as
the limit supremum of the averages (rather than limit infimum
of the average), then the problem is in NP ∩ coNP.

3. 2 12 -player games. The almost-sure problem for generalized
mean-payoff objectives in 2 12 -player graph games under finite-
memory strategies was considered in [4], and a semi-algorithm
(or semi-decision procedure) was presented for approximations
of the problem.

4. Memory of strategies. Infinite-memory strategies are strictly
more powerful than finite-memory strategies, even in 1-player
graph games thus also inMDPs and 2-player graph games: there
are games where an infinite-memory strategy can ensure the
objective with probability 1 while all finite-memory strategies
fail to do so2 [47].

Our contributions. The previous results suggest that 2 12 -player
graph games with generalized mean-payoff objectives are consider-
ably more complicated than 2-player graph games as well as MDPs,
as even the decidability of the almost-sure problem was open for
2 12 -player graph games for finite-memory strategies (the previous
result neither gives an exact algorithm, nor establishes decidability
for approximation). In this work we present a complete picture of
decidability as well as computational complexity. Our results are as
follows:
1. MDPs. First we study the generalized mean-payoff prob-
lem under finite-memory strategies in MDPs. We present a
polynomial-time algorithm, and show that with randomization,
memoryless strategies (which do not depend on histories but
only on the current state) are sufficient, i.e., for finite-memory
optimal strategies no memory is required.

2. 2 12 -player games. For 2
1
2 -player graph games with generalized

mean-payoff objectives we show that: (1) the basic decision
problem is coNP-complete under finite-memory strategies (sig-
nificantly improving the known semi-decidability result for ap-
proximation of the almost-sure problem [4]), and moreover, the
same complexity holds for the almost-sure problem; and (2) un-
der infinite-memory strategies, the computational complexity
results coincide with the special case of 2-player graph games.

3. Memory of strategies. Under finite-memory strategies, in con-
trast to MDPs where we show with randomization no memory
is required, we establish an exponential lower bound (even with
randomization) for memory required in 2 12 -player graph games
with generalized mean-payoff objectives. We also present a
matching upper bound showing that exponential memory is suf-
ficient.

Key technical insights. We show that for generalized mean-payoff
objectives, for the adversary, pure and memoryless strategies are
sufficient. Under finite-memory strategies for player Max, this re-
sult is established using the following ideas:
• In general for prefix-independent objectives (objectives that do
not change if finite prefixes are added or removed from a path),
we show that sub-game perfect strategies exist, where a strat-
egy is sub-game perfect if it is optimal after every finite his-
tory. Such a result is known for infinite-memory strategies us-
ing results from martingale theory [35]. Our proof for finite-
memory strategies is conceptually simpler, and uses combina-

2 However, in some variants of the decision problem (such as requiring the
mean-payoff value, computed as the lim inf of the averages of the finite
prefixes, be strictly greater than a threshold ν) finite-memory strategies are
as powerful as infinite-memory strategies [25].
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torial arguments and well-known discrete properties of MDPs
(see Lemma 2, Section 3).

• Then using the above result we show that for a sub-class of
prefix-independent objectives (that subsume generalized mean-
payoff objectives) for the adversary pure memoryless strategies
suffice (see Theorem 1, Section 3). Moreover, for this class of
objectives we establish determinacy when each player is re-
stricted to finite-memory strategies, which is of independent in-
terest (see also Theorem 1); and also show that such determi-
nacy result does not hold for all prefix-independent objectives
(see Remark 3).

• For MDPs, we generalize a result of [39] from graphs to
MDPs, to obtain a linear-programming solution for the gener-
alized mean-payoff objectives under finite-memory strategies
(see Theorem 3, Section 4).

Combining these results we obtain the coNP upper bound for the
basic decision problem for 2 12 -player graph games and the coNP
lower bound follows from existing results on 2-player graph games
(see Theorem 5, Section 4). Detailed proofs are available in [16].
Related works. We have described the most relevant related works
in the paragraph Previous results.We discuss other relevant related
works. Markov decision processes with multiple objectives have
been studied in numerous works, for various quantitative objec-
tives, such as mean-payoff [8, 13], discounted sum [18, 20], total
reward [32] as well as qualitative objectives [30], and their combi-
nations [2, 3, 23, 25]. The problem of 2-player graph games with
multiple quantitative objectives has also been widely studied both
for finite-memory strategies [9, 22, 37, 46, 47] as well as infinite-
memory strategies [17, 47]. In contrast, for 2 12 -player games with
multiple quantitative objectives only few results are known [4, 24],
because of the inherent difficulty to handle two-players, probabilis-
tic transitions, as well as multiple objectives all at the same time.
A semi-decision procedure for approximation of the almost-sure
problem for 2 12 -player games with generalized mean-payoff objec-
tives was presented in [4], which we significantly improve. The
class of 2 12 -player graph games with positive Boolean combina-
tions of total-reward objectives was considered in [24], and the
problem was established to be PSPACE-hard and undecidable for
pure strategies.

2. Definitions
Probability distributions. For a finite set S, we denote by ∆(S)
the set of all probability distributions over S, i.e., the set of func-
tions p : S → [0, 1] such that

!

s∈S p(s) = 1. The support of p
is the set Supp(p) = {s ∈ S | p(s) > 0}. For a set U ⊆ S let
p(U) =

!

s∈U p(s).
Perfect-information stochastic games. A perfect-information
stochastic game (for brevity, stochastic games in the sequel) is
a tuple G = ⟨S, (SMax, SMin), A, δ⟩, consisting of a finite set
S = SMax & SMin of states partitioned into the set SMax of states
controlled by player Max (depicted as round states in figures) and
the set SMin of states controlled by player Min (depicted as square
states in figures), a finite set A of actions, and a probabilistic tran-
sition function δ : S × A → ∆(S). If δ(s, a)(s′) > 0, we say
that s′ is an a-successor of s. A transition δ(s, a) is deterministic
if δ(s, a)(s′) = 1 for some state s′. The underlying graph of G is
(S,E) where E = {(s, s′) | δ(s, a)(s′) > 0 for some a ∈ A}.
For complexity results, we consider that the probabilities in

stochastic games are rational numbers with numerator and denom-
inator encoded in binary.
Markov decision processes and end-components. A Markov de-
cision process (MDP) is the special case of a stochastic game where
either SMax = ∅, or SMin = ∅. Given a state s ∈ S and a set
U ⊆ S, let AU (s) be the set of all actions a ∈ A such that

Supp(δ(s, a)) ⊆ U . A closed set in an MDP is a set U ⊆ S
such that AU (s) ̸= ∅ for all s ∈ U . A set U ⊆ S is an end-
component [27] if (i) U is closed, and (ii) the graph (U,EU ) is
strongly connected where EU = {(s, t) ∈ U × U | δ(s, a)(t) >
0 for some a ∈ AU (s)} denote the set of edges given the actions.
We denote by E(M) the set of all end-components of an MDPM .
Markov chains and recurrent sets. AMarkov chain is the special
case of an MDP where the action set A is a singleton. In Markov
chains, end-components are called closed recurrent sets.
Plays and strategies. A play is an infinite sequence s0s1 . . . ∈ Sω

of states. A randomized strategy for Max is a recipe to describe
what is the next action to play after a prefix of a play ending
in a state controlled by player Max; formally, it is a function
σ : S∗SMax → ∆(A) that provides probability distributions over
the action set. A pure strategy is a function σ : S∗SMax → A that
provides a single action, which can be seen as a special case of
randomized strategy where for every play prefix ρ ∈ S∗SMax there
exists an action a ∈ A such that σ(ρ)(a) = 1.
We consider the following memory restrictions on strategies. A

strategy σ ismemoryless if it is independent of the past and depends
only on the current state, that is σ(ρ) = σ(Last(ρ)) for all play
prefixes ρ ∈ S∗SMax, where Last(s0 . . . sk) = sk. In the sequel,
we call memoryless strategies the pure memoryless strategies, and
we emphasize that strategies σ : SMax → ∆(A) are not necessarily
pure by calling them randomized memoryless.
A strategy σ uses finite memory if it can be described by a

transducer ⟨M,m0,σu,σn⟩ consisting of a finite setM (the mem-
ory set), an initial memory value m0 ∈ M , an update function
σu : M × S → M for the memory, and a next-action function
σn : M → ∆(A); the transducer ⟨M,m0,σu,σn⟩ defines the
strategy σ such that σ(ρ) = σn(σ̂u(m0, ρ)) for all play prefixes
ρ ∈ S∗SMax where σ̂u extends σu to sequences of states as usual
(i.e., σ̂u(m, ρ · s) = σu(σ̂u(m, ρ), s)). Given a finite-memory
strategy σ for player Max, let Gσ = ⟨S′, (∅, S′

Min), A, δ′⟩ be the
MDP obtained by playing σ in G, where S′ = S′

Min = S × M
and the transition function δ′ is defined for all ⟨s,m⟩ ∈ S′ and
action a ∈ A of player Min as follows, for all s′ ∈ S, where
m′ = σu(m, s):
• if s ∈ SMax, then δ′(⟨s,m⟩, a)(⟨s′,m′⟩) =

!

b∈A σn(m
′)(b) ·

δ(s, b)(s′);
• if s ∈ SMin, then δ′(⟨s,m⟩, a)(⟨s′,m′⟩) = δ(s, a)(s′).
Strategies π for player Min are defined analogously, as well

as the memory restrictions. A strategy that is not finite-memory
is referred to as an infinite-memory strategy. We denote by Σ
the set of all strategies for player Max, and by ΣPM , and ΣFM

respectively the set of all pure memoryless, and all finite-memory
strategies for playerMax. We use analogous notationΠ,ΠPM , and
ΠFM for playerMin.
Objectives. An objective is a Borel-measurable set of plays [5].
In this work we consider conjunctions of mean-payoff objectives.
Some of our results are related to more general classes of prefix-
independent and shuffle-closed objectives. We define the relevant
objectives below:
1. Prefix-independent objectives. An objective Ω ⊆ Sω is prefix-
independent if for all plays ρ ∈ Sω , and all states s ∈ S, we
have ρ ∈ Ω if and only if s · ρ ∈ Ω, that is the objective is
independent of the finite prefixes (of arbitrary length) of the
plays.

2. Shuffle-closed objectives. A shuffle of two plays ρ1, ρ2 is a
play ρ = u1u2u3 . . . such that ui ∈ S∗ for all i ≥ 1, and
ρ1 = u1u3u5 . . . and ρ2 = u2u4u6 . . . . An objective Ω ∈ Sω

is closed under shuffling, if all shuffles of all plays ρ1, ρ2 ∈ Ω
belong to Ω.
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3. Multi-mean-payoff objectives. Let rwd : S → Qk be a reward
function3 that assigns a k-dimensional vector of weights to
each state. For 1 ≤ j ≤ k, we denote by rwdj : S → Q
the projection of the function rwd on the j-th dimension. The
conjunction of mean-payoff-inf objectives (which we refer as
generalized mean-payoff objectives) is the set

MeanInf =

!

s0s1 · · · ∈ Sω |
k
"

j=1

lim inf
n→∞

1
n
·
n−1
#

i=0

rwdj(si) ≥ 0

$

that contains all plays for which the long-run average of weights
(computed as lim inf) is non-negative4 in all dimensions. The
objectives inside the above conjunction (indexed by j) are
called one-dimensional mean-payoff-inf objectives (in dimen-
sion j), and denoted MeanInfj . The conjunction of mean-
payoff-sup objectives is the set MeanSup defined analogously,
replacing lim inf by lim sup in the definition ofMeanInf.

Remark 1. It is easy to show that mean-payoff-inf objectives are
closed under shuffling, and that the conjunction of objectives that
are closed under shuffling is closed under shuffling [38]. However,
the conjunctions of mean-payoff-sup objectives are in general not
closed under shuffling [47, Example 1].

Probability measures. Given an initial state s, and a pair of strate-
gies (σ,π) forMax andMin, a finite prefix ρ = s0 · · · sn of a play
is compatible with σ and π if s0 = s and for all 0 ≤ i ≤ n − 1,
there exists an action ai ∈ A such that δ(si, ai)(si+1) > 0, and
either si ∈ SMax and σ(s0 · · · si)(ai) > 0, or si ∈ SMin and
π(s0 · · · si)(ai) > 0. A probability can be assigned in a stan-
dard way to every finite play prefix ρ, and by Caratheodary’s ex-
tension theorem a probability measure Pσ,π

s (·) of objectives can be
uniquely defined. For MDPs, we omit the strategy of the player
with empty set of states, and for instance if SMin = ∅ we denote
by Pσ

s (·) the probability measure under strategy σ of playerMax.
Value and almost-sure winning. The optimal value from an initial
state s of a game with objective Ω is defined by

⟨⟨Max⟩⟩val(Ω, s) = sup
σ∈Σ

inf
π∈Π

P
σ,π
s (Ω).

By Martin’s determinacy result [41], the optimal value is also
⟨⟨Min⟩⟩val(Ω, s) = infπ∈Π supσ∈Σ Pσ,π

s (Ω), the infimum proba-
bility of satisfying Ω that player Min can ensure against all strate-
gies of player Max. In other words the determinacy shows that
⟨⟨Max⟩⟩val (Ω, s) = ⟨⟨Min⟩⟩val(Ω, s), and the order of sup and inf
in the quantification of the strategies can be exchanged.
A strategy σ for player Max is optimal from a state s if

for all strategies π for player Min it ensures that Pσ,π
s (Ω) ≥

⟨⟨Max⟩⟩val (Ω, s). The value (or winning probability) of a strategy σ
in state s is ⟨⟨σ⟩⟩val(Ω, s) = infπ∈Π Pσ,π

s (Ω). We omit analogous
definitions for playerMin.
We say that player Max wins almost-surely from an initial

state s if there exists a strategy σ for Max such that for every
strategy π of player Min we have Pσ,π

s (Ω) = 1. The state s and
the strategy σ are called almost-sure winning for playerMax.
Finite-memory values and almost-sure winning. The optimal
finite-memory value (for playerMax) is defined analogously, when
the players are restricted to finite-memory strategies:

⟨⟨Max⟩⟩FM
val (Ω, s) = sup

σ∈ΣFM

inf
π∈ΠFM

Pσ,π
s (Ω).

3We use rational rewards to be able to state complexity results. All other
results in this paper hold if the rewards are real numbers.
4 Note that it is not restrictive to define mean-payoff objectives with a
threshold 0 since we can obtain mean-payoff objectives defined as the long-
run average of weights above any threshold ν by subtracting the constant ν
to the reward function.

A strategy σ is optimal for finite memory from a state s if
it uses finite memory and for all finite-memory strategies π
for player Min it ensures that Pσ,π

s (Ω) ≥ ⟨⟨Max⟩⟩FM
val (Ω, s).

We define analogously almost-sure winning with finite-memory
strategies, and the finite-memory value ⟨⟨σ⟩⟩FM

val (Ω, s) of σ
in state s (against finite-memory strategies of player Min).
We define the finite-memory value for player Min by
⟨⟨Min⟩⟩FM

val (Ω, s) = infπ∈ΠFM supσ∈ΣFM Pσ,π
s (Ω) and

the finite-memory value of strategy π for player Min by
⟨⟨π⟩⟩FM

val (Ω, s) = supσ∈ΣFM Pσ,π
s (Ω). We show in Theorem 1

for a large class of objectives (namely, prefix-independent shuffle-
closed objectives) that the finite-memory value for player Max
and for player Min coincide, and allowing arbitrary strategies for
player Min (against finite-memory strategies for player Max) does
not change the finite-memory value.
Subgame-perfect strategies. Given a strategy σ for Max, and a
finite prefix ρ = s0 · · · sk of a play, we denote by σρ the strategy
that plays from the initial state sk what σ would play after the prefix
ρ, i.e. such that σρ(sk · ρ′) = σ(ρ · ρ′) for all play prefixes ρ′, and
σρ(s · ρ′) is arbitrarily defined for all s ̸= sk.
A strategy σ for Max is subgame-perfect if for all nonempty

play prefixes ρ ∈ S+, the strategy σρ is optimal from the initial
state Last(ρ). Analogously, the strategy σ is subgame-perfect-for-
finite-memory if all strategies σρ are optimal-for-finite-memory
strategies from Last(ρ).
Value problems. Given an objective Ω, a threshold λ ∈ Q, and
an initial state s, the value-strategy problem asks whether there
exists a strategy σ for player Max such that ⟨⟨σ⟩⟩val(Ω, s) ≥ λ
(or whether there exists a finite-memory strategy σ for playerMax
such that ⟨⟨σ⟩⟩FM

val (Ω, s) ≥ λ). The value problem asks whether
⟨⟨Max⟩⟩val(Ω, s) ≥ λ (resp., whether ⟨⟨Max⟩⟩FM

val (Ω, s) ≥ λ).
End-component lemma. An important property of the end-
components in MDPs is that for all strategies (with finite mem-
ory or not) with probability 1 the set of states that are visited in-
finitely often along a play is an end-component [27, 28]. Given a
play ρ ∈ Sω , let Inf(ρ) be the set of states that occur infinitely
often in ρ.

Lemma 1. [27, 28] Given an MDPM , for all states s ∈ S and all
strategies σ ∈ Σ, we have Pσ

s ({ρ | Inf(ρ) ∈ E(M)}) = 1.

Remark 2 (Key properties for MDPs). The end-component lemma
is useful in the analysis of MDPs with prefix-independent ob-
jectives, which can be decomposed into the analysis of the end-
components (which have useful connectedness properties), and a
reachability analysis to the end-components. Moreover, suppose
we consider prefix-independent objectives, and the MDP restricted
to an end-component U . Then it follows from the results of [14]
that either all states of U have value 1 or all states of U have
value 0. Hence for prefix-independent objectives in MDPs, the
optimal value is the optimal reachability probability to the win-
ning end-components, where a winning end-component is an end-
component with value 1.

3. Half-Memoryless Result under Finite-Memory
Strategies

We show a general result that gives a sufficient condition for ex-
istence of memoryless strategies (for one of the players) in games
played with finite-memory strategies.
Comment on finite- vs. infinite-memory proof. The statement and
proof structure of the result are similar to [35, Theorem 5.2] that
established a sufficient condition for existence of memoryless op-
timal strategies in games played with arbitrary (infinite-memory)
strategies. However, the proof uses different techniques. The key
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Gσ

⟨s0,m0⟩

⟨s,ms⟩
⟨s,m′⟩

⟨⟨MinGσ
⟩⟩FM
val (Ω, ⟨s,ms⟩) > ⟨⟨MinGσ

⟩⟩FM
val (Ω, ⟨s,m′⟩)

Gσ′

⟨s0,m0⟩

⟨s,ms⟩
⟨s,m′⟩

Figure 1. Lemma 2: construction of a strategy σ′ with higher value
in subgames than the optimal-for-finite-memory strategy σ.

to establish the existence of memoryless strategies for one of the
players is to first establish the existence of subgame-perfect strate-
gies for the other player. We establish such a result in Lemma 2
for finite-memory strategies. Without the restriction of finite mem-
ory, only the existence of ε-subgame-perfect strategies is known,
and the proof requires intricate arguments and involved mathemat-
ical machinery such as Doob’s convergence theorem for martin-
gales [35, Theorem 4.1]. Our proof is combinatorial and uses basic
results on MDPs (e.g., discrete properties of end-components).
Key ideas of the proof. The proof of Lemma 2 consists in construct-
ing from a finite-memory strategy σ a strategy that is subgame-
perfect-for-finite-memory by successively “improving” the value of
the strategy σρ for each finite prefix ρ. Improvements are obtained
by modifying some transitions in the transducer defining σ, from
the state reached after following the finite prefix ρ. The modifica-
tion of transitions does not change the memory space of the strat-
egy, and since we consider finite-memory strategies, although there
may be infinitely many finite prefixes ρ where the strategy needs to
be “improved”, there is only a finite number of memory states to
consider for improvement, which guarantees the improvement pro-
cess to terminate and yields a subgame-perfect-for-finite-memory
strategy.
Lemma 2. In every stochastic game with a prefix-independent ob-
jective, there exists a subgame-perfect-for-finite-memory strategy
for playerMax.

Proof. Our proof is established using the following key steps:
1. Existence of an optimal-for-finite-memory strategy for player

Max.
2. Modification of the strategy for improvement of values after
finite prefixes.

3. The proof that the modification provides an improvement in
two parts: once the strategy for player Max is fixed, we have
an MDP. In the MDP, we first show properties of the end-
components, and second we provide bounds on the optimal
reachability probability to the end-components to establish the
improvement.

Optimal-for-finite-memory strategy. We show the existence of a
finite-memory strategy σ for player Max in the game G such that
σ is optimal-for-finite-memory from every state for the prefix-
independent objective Ω. The fact that such a strategy always exists
is as follows: it follows from [34, Theorem 4.3] that it suffices to
prove the result for almost-sure winning strategies. Consider the set
Z of states with value 1 for finite-memory strategies. We need to
show that there exists a finite-memory almost-sure winning strategy
in Z. Let 0 < ε < 1, and consider a finite-memory strategy that
ensures value at least 1 − ε from all states in Z. If a strategy

can ensure positive winning from every state of a game, then it
is almost-sure winning by the result of [14]. The existence of an
optimal-for-finite-memory strategy follows.
Notation. Consider an optimal-for-finite-memory strategy σ. Thus
for all states s of the game G there exists a memory value
ms in the transducer of σ such that the value of the objec-
tive Ω in the MDP Gσ is the optimal finite-memory value, that is
⟨⟨MinGσ

⟩⟩FM
val (Ω, ⟨s,ms⟩) = ⟨⟨MaxG⟩⟩FM

val (Ω, s) where the sub-
script in MinGσ

indicates that the value is computed in the MDP
Gσ (which is a MDP for playerMin) whileMaxG gives the optimal
value for playerMax in the game G.
Modification of the strategy. If the strategy σ is subgame-perfect-
for-finite-memory, then the proof is done. Otherwise, there ex-
ists a state ⟨s,m′⟩ in Gσ with value below the optimal finite-
memory value of s, namely such that ⟨⟨MinGσ

⟩⟩FM
val (Ω, ⟨s,ms⟩) >

⟨⟨MinGσ
⟩⟩FM
val (Ω, ⟨s,m′⟩). We construct an improved strategy σ′

as follows: the strategy σ′ plays like σ except that when the state
⟨s,m′⟩ is reached, the strategy σ′ plays like σ is playing from state
⟨s,ms⟩ (equivalently, we remove the outgoing transitions from
state ⟨s,m′⟩ in Gσ, and replace them by a deterministic transition
to state ⟨s,ms⟩ on all actions to obtain Gσ′ , as illustrated in Fig-
ure 1). Note that the new strategy σ′ has the same memory set as
σ. We show below that the value of every state in Gσ′ is at least
as large as the value of the same state in Gσ (⋆). It follows that
the value of state ⟨s,m′⟩ in Gσ′ is the optimal finite-memory value
from s, and by repeating the same construction in every state where
the value is below the optimal finite-memory value, we obtain (in
finitely many steps) a subgame-perfect-for-finite-memory strategy
for playerMax.
Proof of (⋆).We proceed with the proof of (⋆), which has two steps
as mentioned above. We first define the notion of value class.
Value class and properties. In the MDP Gσ, a value class is a
maximal subset of states that have the same value (defined as the
infimum over the strategies of playerMin). The following property
holds in Gσ , for every state l = ⟨·, ·⟩, and action a ∈ A: consider
the value class of l, if there is an a-successor of l in a lower
value class, then there is also an a-successor of l in a higher
value class (Figure 2). If we consider the partition defined by the
value classes in Gσ, this property also holds in the modified MDP
Gσ′ corresponding to strategy σ′, because the new deterministic
transition (dashed edge of Figure 1) goes to a higher value class.
Properties of end-components. Now, we claim that in the modified
MDP Gσ′ every end-component is included in some value class
(of the original MDP Gσ). We show this by contradiction (see also
Figure 2). Assume that there is an end-component C in Gσ′ with
non-empty intersection with different value classes (of the original
MDP Gσ). Let x ∈ C be a state of C with largest value. Since
C is strongly connected, there is a path from x to a lower value
class, and on this path there is a state y ∈ C with largest value that
has an a-successor z with lower value (for some a ∈ AC(y)). It
follows that y has also an a-successor with higher value, according
to the above property. This successor is outside C since there is
no larger value class in C than the value class of y. This is in
contradiction with the fact that end-components are closed sets (and
that a ∈ AC(y)). We conclude that in Gσ′ every end-component is
included in some value class (of the original MDP Gσ). Therefore,
the value of each end-component in Gσ′ is at least as large as the
value of the value class containing it (in Gσ). It also follows that the
new deterministic transitions from ⟨s,m′⟩ to ⟨s,ms⟩ do not belong
to any end-component in Gσ′ .
Optimal reachability probability. The key steps to obtain the bound
on optimal reachability probability is as follows: we observe that
the optimal reachability probability in MDPs is characterized by
a minimizing linear-programming solution, and we show that the
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Figure 2. Lemma 2: value-class analysis. No end-component C
can lie across several value classes.

solution before the modification is a feasible solution after the
modification. We now present the details.
Optimal value via optimal reachability. We show that the value
of the state ⟨s,m′⟩ in Gσ′ is strictly greater than the value of
⟨s,m⟩ in Gσ (for playerMax). Let Slosing be the union of all end-
components in Gσ with value 0 for the prefix-independent objec-
tive Ω (thus losing for player Max, and winning for player Min).
By Remark 2, the optimal value for player Min in the MDP is the
optimal reachability probability to Slosing .
Optimal reachability probability to Slosing . Consider the following
linear program in Gσ = ⟨S′, (∅, S′

Min), A, δ′⟩ that computes the
value (for playerMin) of each state l ∈ S′ of Gσ in variable xl, by
solving a reachability problem to the states in Slosing:

minimize
!

l∈S′ xl

xl ≥
!

k∈S′ δ
′(l, a)(k) · xk for all l ∈ S′, a ∈ A

xl = 1 for all l ∈ Slosing

The correctness of the linear program to compute optimal reach-
ability probability is standard [31]. Let x∗ be an optimal solu-
tion of this linear program. Note that the values are computed for
player Min, and thus x∗

l = 1 − ⟨⟨Max⟩⟩FM
val (Ω, l). It follows that

x∗
⟨s,ms⟩ < x∗

⟨s,m′⟩.
Feasible solution. Consider the modified MDP Gσ′ (with same
state space as Gσ), in which the union of end-components
with value 0 is contained in Slosing . Therefore, considering the
same linear program for Gσ′ provides an upper bound on the
new value (for player Min). For each l ∈ S′, define yl =
"

x∗
l if l ̸= ⟨s,m′⟩

x∗
⟨s,ms⟩ if l = ⟨s,m′⟩

Then (yl)l∈S′ is a feasible solution to the linear program for Gσ′ ,
and for the optimal solution y∗, we have y∗

l ≤ yl ≤ x∗
l (and for

l′ = ⟨s,m′⟩ we have y∗
l′ ≤ yl′ < x∗

l′ ). Since y
∗
l′ is only an upper

bound of the new value of s for playerMin in Gσ′ , it shows that the
value improved for player Max in every state. Since the value of
⟨s,ms⟩ in Gσ was the optimal finite-memory value, it follows that
in Gσ′ the value of ⟨s,ms⟩ is also the optimal finite-memory value.
Since all transitions of ⟨s,m′⟩ lead to ⟨s,ms⟩, the value of ⟨s,m′⟩
in Gσ′ is the optimal finite-memory value from s, which concludes
the proof of (⋆).

The result of [35, Theorem 5.2] shows that in games where the
players are allowed to use arbitrary strategies (thus not restricted to
finite-memory strategies), memoryless optimal strategies exist for
playerMin if the objective of playerMax is prefix-independent and
closed under shuffling. The proof of this result uses an analogue
of Lemma 2 for arbitrary strategies, and relies on edge induction,

a technique that became standard [15, 35, 36, 38]. The shape of
the argument is not specific to games with arbitrary strategies: in
games where the players are restricted to finite-memory strategies,
we can follow the same line of proof (using Lemma 2) to show that
if the objective of a player is prefix-independent and closed under
shuffling, then memoryless optimal strategies exist for the other
player.

Theorem 1. In stochastic games, if the objective Ω of playerMax
is prefix-independent and closed under shuffling, and playerMax is
restricted to finite-memory strategies, then playerMin has a mem-
oryless optimal-for-finite-memory strategy (as well as a memory-
less optimal strategy), and determinacy holds under finite-memory
strategies. More precisely, for all states s we have:

⟨⟨Max⟩⟩FM
val (Ω, s) = ⟨⟨Min⟩⟩FM

val (Ω, s) =: v(s), and

sup
σ∈ΣFM

inf
π∈Π

P
σ,π
s (Ω, s) = v(s) = inf

π∈ΠPM

sup
σ∈ΣFM

P
σ,π
s (Ω, s).

Significance of Theorem 1. We first remark on the significance
of the result, and then present the main steps of the proof.
First, the result establishes determinacy for finite-memory strate-
gies i.e., ⟨⟨Max⟩⟩FM

val (Ω, s) = ⟨⟨Min⟩⟩FM
val (Ω, s) = v(s), which

implies that even for finite-memory strategies the order of sup
and inf can be exchanged. However, note that the finite-memory
value is different from the value under infinite-memory strate-
gies, and the determinacy for finite-memory does not follow
from the determinacy for infinite-memory strategies. Second,
supσ∈ΣFM infπ∈Π Pσ,π

s (Ω, s) = v(s) implies that as long as
player Max is restricted to finite-memory strategies, whether
player Min uses finite-memory or infinite-memory strategies does
not matter. Finally, v(s) = infπ∈ΠPM supσ∈ΣFM Pσ,π

s (Ω, s) im-
plies that against finite-memory strategies of player Max there ex-
ists a pure memoryless strategy for playerMin that is optimal (even
considering all infinite-memory strategies for player Min).
Main steps of the proof. We present the key steps of the proof of
Theorem 1, and we show that the argument in the proof of [35,
Theorem 5.2] (which we refer to for the precise technical steps)
can be adapted for finite-memory strategies. The key steps are:
(i) induction on the number of player-Min states; (ii) creating dif-
ferent games for different choices at a player-Min state, in which
playerMin has memoryless optimal strategies by induction hypoth-
esis; and (iii) showing the value of the original game is at least
the minimum of the value of the different games, thus memoryless
strategies suffice.
Induction on player-Min states. The proof is by induction on the
number of states of player Min. The base case |SMin| = 0 corre-
sponds to games with only states of player Max. The result holds
trivially in that case (the empty strategy of player Min is memo-
ryless). For the induction step, assume that the result holds for all
games with |SMin| < k, and consider a game G with |SMin| = k.
Different games for different choices. We explain the rest of the
proof assuming the action set contains only two actions, that is
A = {a, b}. The proof is the same for an arbitrary finite set of
actions, with more complication in the notation. In G, consider a
state ŝ ∈ SMin of player Min and construct two games Ga and
Gb obtained from G by removing ŝ and by replacing the incoming
transitions to ŝ by transitions to its a-successors and b-successors
respectively. The transition function of Gx (for x ∈ {a, b}) is
defined by δx(s, c)(s′) = δ(s, c)(s′) + δ(s, c)(ŝ) · δ(ŝ, x)(s′) for
all s, s′ ∈ S \ {ŝ}, and all actions c ∈ A.
Value of original game at least the minimum of the value of the
two games. In Ga and Gb the number of states of player Min is
k − 1. Hence by the induction hypothesis there exist memoryless
strategies πGa and πGb for player Min that are optimal-for-finite-
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s1

1

s2

−1

Figure 3. A game with prefix-independent objective Büchi(s2) ∧
(coBüchi(s2) ∨ MeanSup) that is not determined under finite-
memory strategies.

memory (as well as optimal among the infinite-memory strategies)
in Ga and Gb respectively. The proof proceeds by showing that in
the game G, player Min cannot obtain a lower (i.e., better) value
than in one of the games Ga or Gb, that is for all strategies π of
playerMin, for all states s ̸= ŝ we have5:

⟨⟨πG⟩⟩FM
val (Ω, s)≥min

!

⟨⟨πGa⟩⟩FM
val (Ω, s), ⟨⟨πGb⟩⟩FM

val (Ω, s)
"

.
(1)

To show this, we consider subgame-perfect-for-finite-memory
strategies σa and σb for player Max in games Ga and Gb respec-
tively (which exist by Lemma 2), and we construct a finite-memory
strategy σ in G that achieves, against all strategies π, a value at least
as large as either σa in Ga or σb in Gb. Intuitively, σ switches be-
tween σa and σb, playing according to σa when in the last visit
to ŝ player Min played action a (thus as in Ga), and playing ac-
cording to σb when in the last visit to ŝ player Min played action
b (thus as in Gb). To formally define σ, given a play prefix in G we
use projections onto plays in Ga (resp., Gb) that erase all sub-plays
between successive visits to ŝ where action b (resp., action a) was
played in ŝ. Note that σ uses finite memory. The plays compatible
with σ and π are shuffles of plays compatible with σa in Ga and
plays compatible with σb in Gb, and since the objective Ω is closed
under shuffling, the probability measure of the plays satisfying the
objective in G is no lower than the value of either games Ga or Gb:

Pσ,π
s (Ω) ≥ min

!

⟨⟨πGa⟩⟩FM
val (Ω, s), ⟨⟨πGb⟩⟩FM

val (Ω, s)
"

.

It follows that (1) holds, and thus the optimal-for-finite-memory
(as well as optimal among infinite-memory strategies) strategies
in the games Ga and Gb (extended to play a and b respectively
in ŝ) are sufficient for player Min in G. Therefore by the induc-
tion hypothesis, memoryless strategies are sufficient for playerMin
to achieve the optimal finite-memory value, let π be such a strat-
egy. By the same argument and using the induction hypothesis,
for the finite-memory strategy σ for player Max in G we have
⟨⟨σ⟩⟩val(Ω, s) = ⟨⟨σ⟩⟩FM

val (Ω, s) = ⟨⟨π⟩⟩FM
val (Ω, s), which gives

⟨⟨Max⟩⟩FM
val (Ω, s) = ⟨⟨Min⟩⟩FM

val (Ω, s). Note that our proof han-
dled that the strategies for player Min are allowed to be infinite-
memory, and the result still holds.

Remark 3. The determinacy result of Theorem 1, which allows
to switch the sup and inf operators ranging over finite-memory
strategies, is true for prefix-independent shuffle-closed objectives.
We present an example to show that such a result does not hold
for general prefix-independent objectives that are not closed un-
der shuffling. Consider the game of Figure 3, with the objective
Ω = Büchi(s2) ∧ (coBüchi(s2) ∨ MeanSup) where Büchi(s2)
is the set of plays that visit s2 infinitely often, and coBüchi(s2)
is the set of plays that eventually stay in s2 forever. Note that the
game is even non-stochastic. We show that ⟨⟨Max⟩⟩FM

val (Ω, s1) = 0
and ⟨⟨Min⟩⟩FM

val (Ω, s1) = 1. Intuitively, after either player fixed
a finite-memory strategy, the other player can win using slightly
more memory than the first player (but still finite memory). For
all finite-memory strategies σ of player Max, either (i) there ex-

5We assume that the value ⟨⟨πG⟩⟩FM
val

(Ω, s) of a strategy π
G is computed

in the game G in superscript.

ists a compatible play that eventually stays forever in s1, and
then the objective Büchi(s2) is violated, or (ii) s2 is visited in-
finitely often in all compatible plays and player Min can ensure
with a finite-memory strategy that both objectives MeanSup and
coBüchi(s2) are violated by staying in s2 one more time than
player Max stayed in s1, and then going back to s1. It follows
that ⟨⟨σ⟩⟩FM

val (Ω, s1) = 0. Analogously, against all finite-memory
strategies π of player Min, player Max can ensure that the objec-
tive Ω is satisfied (by staying in s1 one more time than player Min
stayed in s2, and then going to s2), thus ⟨⟨π⟩⟩FM

val (Ω, s1) = 1.
Hence ⟨⟨Max⟩⟩FM

val (Ω, s1) ̸= ⟨⟨Min⟩⟩FM
val (Ω, s1) and the game of

Figure 3 is not determined under finite-memory strategies.

Upper bound on memory.We now show that for prefix-independent
shuffle-closed objectives, the memory required for player Max is
exponential as compared to the memory required for the same
objective in MDPs. If there are k states for player Min, then the
optimal-for-finite-memory strategy σ constructed for player Max
in the proof of Theorem 1 is as follows: it considers strategies in the
choice-fixed games (Ga and Gb) with k − 1 states for player Min,
and the strategy in the original game considers projections of plays
and then copies the strategies of the choice-fixed games. Thus
the memory required for player Max in games with k states for
playerMin is the union of the memory required for the choice-fixed
games with k−1 states, and there are at most |A| such choice-fixed
games. If we denote byM(k) the memory required for playerMax
in games with k player-Min states, then the following recurrence is
satisfied:

M(k) = |A| ·M(k − 1).
Note thatM(0) represents the memory bound for MDPs, and thus
we get a bound on M(k) = |A|k · M(0) in games that is greater
than the memory bound for MDPs by an exponential factor.
Theorem 2. In stochastic games with a prefix-independent shuffle-
closed objective Ω, an upper bound on the memory required for
optimal-for-finite-memory strategies is |A||SMin| · M(0), where
M(0) is an upper bound on memory required for objective Ω in
MDPs.

4. Generalized Mean-Payoff Objectives under
Finite-Memory Strategies

In generalized-mean-payoff games, infinite-memory strategies
are more powerful than finite-memory strategies, even in 1-
player games with only deterministic transitions, i.e., graphs [47,
Lemma 7].6 It follows that in general ⟨⟨Max⟩⟩val(Ω, s) ̸=
⟨⟨Max⟩⟩FM

val (Ω, s) in generalized-mean-payoff games (for both
Ω = MeanSup and Ω = MeanInf). In this section, we consider the
value problem for finite-memory strategies, and present complex-
ity results showing that the problem is in PTIME for MDPs, and is
coNP-complete for games. Finally we present optimal bounds for
memory required in 2 12 -player games.

4.1 Generalized mean-payoff objectives under finite-memory
in MDPs

We consider the value problem for finite-memory strategies in
MDPs with generalized mean-payoff objectives. First we show
that randomized memoryless strategies are as powerful as finite-
memory strategies, and then using this result we show that the value
problem can be solved in polynomial time.
Note that in finite-state Markov chains with a fixed reward

function, from all states s, the probability that the conjunction

6 In the example of [47, Lemma 7] all finite-memory strategies have win-
ning probability 0 while there exists an almost-sure winning strategy (with
infinite memory).
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f1 = f2
f1 + f3 = f2 + f4 + f5
f4 = f3

2

f5 = f3
2

(E2)

{

−3f2 − 2f4 + 3f5 ≥ 0
4f2 + f4 − 2f5 ≥ 0

(E3) f1 + f2 + f3 + f4 + f5 = 1

Figure 4. Linear program for an MDP with two-dimensional mean-payoff objective (the
constraints fi ≥ 0 for i = 1, . . . , 5 are omitted in the figure).

(−1, 1) (−1,−1) (1,−1)

s1 s2 s3

f1 f6

f3

f2

f5

f4

Figure 5. The (disjoint) union of two
end-components corresponds to a solution
of LP (f1 = f6 = 1

2
and f2 = f3 =

f4 = f5 = 0). However, no single end-
component is a solution.

MeanSup of mean-payoff-sup objectives holds from s is the same
as the probability that the conjunction MeanInf of mean-payoff-
inf objectives holds from s [31]. It follows that in MDPs with
finite-memory strategies, the value for mean-payoff-sup and mean-
payoff-inf objectives coincides, thus ⟨⟨Max⟩⟩FM

val (MeanSup, s) =
⟨⟨Max⟩⟩FM

val (MeanInf, s) for all states s.
Key ideas. LetM = ⟨S,A, δ⟩ be an MDP and rwd : S → Rk be
a reward function. The key ideas to show that randomized memo-
ryless strategies are sufficient for generalized mean-payoff objec-
tives are: (i) first observe that the mean-payoff value of a play de-
pends only on the frequency of occurrence of each state, (ii) un-
der finite-memory strategies the frequencies are well defined (with
probability 1) for each state and action, and (iii) given the frequen-
cies of a finite-memory strategy, a randomized memoryless strategy
that plays at every state an action with probability proportional to
the given frequencies achieves the same frequencies as the finite-
memory strategy.
Thus randomized memoryless strategies can achieve the same

values as arbitrary finite-memory strategies. By Remark 2 the win-
ning probability from an initial state is the maximum probability
to reach end-components with value 1, which is obtained by a pure
memoryless strategy. It follows that randomized memoryless strate-
gies are sufficient in MDPs with mean-payoff objectives to realize
the finite-memory value.
Lemma 3. In all MDPs with a generalized mean-payoff objective,
there exists an optimal-for-finite-memory strategy that is random-
ized memoryless.

Polynomial-time algorithm We present a polynomial-time algo-
rithm to compute the value in generalized mean-payoff MDPs with
finite-memory strategies. The key steps of the algorithm are:
• The algorithm determines all end-components with value 1 (the
winning end-components), and then computes the maximum
probability to reach the union of the winning end-components
(see Remark 2).

• The first step to obtain the winning end-components is to define
a linear program based on the frequencies that gives a union of
end-components with frequencies that satisfy the generalized
mean-payoff objective. However, this union of end-components
itself may not be connected, even though it is part of a larger
end-component. In the infinite-memory strategy case, the paths
between the union of end-components can be used with van-
ishing frequency to ensure the generalized mean-payoff objec-
tives. However, for finite-memory strategies connectedness of
the union of the end-components must be ensured. We show
how to combine the linear program with a graph-based algo-
rithm to ensure connectedness and get a polynomial-time algo-
rithm.

Frequency-based linear program. It is known that the winning
probability for reachability objectives can be computed in polyno-

mial time using a reduction to linear programming [31]. To com-
plete the proof, we present a solution to compute the winning end-
components in polynomial time. Our approach extends a technique
for finding in a graph a cycle with sum of rewards equal to zero in
all dimensions [39]. First, we present a linear program LP to find
a union of end-components with nonnegative sum of rewards (the
end-components may be disjoint). The variables fs,a represent the
frequency of playing action a in state s. The linear program LP
consists of the following constraints (see also Figure 4):

(E1) for each s ∈ S:
∑

a∈A fs,a =
∑

t∈S

∑

a∈A ft,a · δ(t, a)(s)

(E2)
∑

s∈S

∑

a∈A fs,a · rwd(s) ≥ 0 (component-wise)

(E3)
∑

s∈S

∑

a∈A fs,a = 1

(E4) for each s ∈ S and a ∈ A: fs,a ≥ 0

The equations (E1) above express that in every state, the incoming
frequency is equal to the outgoing frequency. Equation (E2) en-
sures that the mean-payoff value is nonnegative (in all dimensions).
Equations (E3) and (E4) require that the frequencies are nonnega-
tive and sum up to 1.
Illustration. In the example of Figure 4, a solution to the linear pro-
gram gives for instance f1 = 1

16
and f3 = 7

16
, which corresponds

to a randomized memoryless strategy that chooses from s1 to go to
s2 with probability 1

1+7
= 1

8
and to go to {s3, s4} with probability

7

1+7
= 7

8
. This strategy satisfies the conjunction of mean-payoff

objectives with probability 1 (it ensures that the long-run average
of the rewards is 1

32
≥ 0 in both dimensions).

Issues regarding connectedness. Arguments similar to the proof
of [39, Theorem 2.2] show that the linear program LP has a solu-
tion if and only if there exists a union of end-components inM and
associated frequencies with nonnegative sum of rewards. However,
this union of end-components need not to be connected and thus
may not be an end-component (see Figure 5 where the union of the
end-components {s1} and {s3} corresponds to a solution of LP).
Note that connectedness is not an issue for infinite-memory strate-
gies: in the example of Figure 5 there exists an infinite-memory
strategy to ensure the mean-payoff objectives with probability 1
(see [47, Lemma 7]).
Ensuring connectedness and frequencies. To find single end-
components with nonnegative sum of rewards, we adapt a tech-
nique presented in [39, Section 3]. Construct a graph GM with set
S of vertices, and for each pair (s, a) ∈ S × A, if the linear pro-
gram LP ∧ fs,a > 0 has a solution, add edges (s, t) in GM for all
a-successors t of s. If the graph GM is strongly connected, then it
defines an end-component with nonnegative sum of rewards inM .
Otherwise, consider the maximum-scc decomposition of GM , and
iterate the algorithm in each scc, until the state space reduces to one
element. The algorithm identifies in this way all (maximal) winning
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end-components and arguments similar to [39, Theorem 3.3] show
that this algorithm runs in polynomial time, as the recursion depth
is bounded by the number of states, and the scc decomposition en-
sures that the graphs in each recursive call of a given depth are
disjoint.

Theorem 3. The following assertions hold for MDPs with gener-
alized mean-payoff objectives Ω ∈ {MeanSup,MeanInf}:

1. There exists a randomized memoryless strategy σ such that
⟨⟨Max⟩⟩FM

val (Ω, s) = Pσ
s (Ω, s) for all states s (i.e., randomized

memoryless optimal strategies wrt. to finite-memory strategies).
2. The value and value-strategy problems for generalized mean-
payoff MDPs under finite-memory strategies (i.e., whether
⟨⟨Max⟩⟩FM

val (Ω, s) ≥ λ) can be solved in polynomial time.

Insufficiency of pure memoryless strategies. While we show that
randomized memoryless strategies are sufficient, the example of
Figure 4 shows that pure memoryless strategies are not sufficient to
achieve the optimal finite-memory value: from s1, a pure memory-
less strategy can either choose s2 and then the mean-payoff value
in the first dimension is − 3

2
< 0, or choose {s3, s4} and then the

mean-payoff value in the second dimension is− 1

2
< 0. Thus for all

pure memoryless strategies, the generalized mean-payoff objective
is violated with probability 1 although there exists an almost-sure
winning randomized memoryless strategy (see the paragraph Illus-
tration after Lemma 3).

4.2 Generalized mean-payoff objectives under finite-memory
in 2 12 -player games

We present a result analogous to Theorem 1 for generalized mean-
payoff stochastic games showing that memoryless strategies are
sufficient for playerMin against finite-memory strategies. Note that
the result extends Theorem 1 as mean-payoff-sup objectives are not
closed under shuffling (Remark 1).

Theorem 4. In stochastic games with objective Ω ∈
{MeanSup,MeanInf}, there exists an optimal-for-finite-memory
strategy for player Max, there exists a memoryless optimal-for-
finite-memory strategy for player Min, and determinacy holds un-
der finite-memory strategies, that is for all states s:

⟨⟨Max⟩⟩FM
val (Ω, s) = ⟨⟨Min⟩⟩FM

val (Ω, s) =: v(s), and

sup
σ∈ΣFM

inf
π∈Π

P
σ,π
s (Ω, s) = v(s) = inf

π∈ΠPM

sup
σ∈ΣFM

P
σ,π
s (Ω, s).

It follows that the value problem for generalized mean-payoff
games with finite-memory strategies can be solved in coNP by
guessing a memoryless strategy for player Min and checking
whether the value of the resulting MDP under finite-memory strate-
gies for playerMax is above the given threshold, which can be done
in polynomial time (Theorem 3). By the result of [47, Lemma 5,
Lemma 6], the problem of deciding the existence of a finite-
memory almost-sure winning strategy for player Max in a game
(even with only deterministic transitions) with a conjunction of
mean-payoff-sup or mean-payoff-inf objectives is coNP-hard. The-
orem 5 summarizes the results of this section.

Theorem 5. The value and value-strategy problems for stochastic
games with generalized mean-payoff-(inf or sup) objectives played
with finite-memory strategies for playerMax (and finite- or infinite-
memory strategies for player Min) are coNP-complete.

4.3 Memory bounds for strategies in 2 12 -player games
We present both exponential lower bound and upper bound on
memory of strategies. We show that in games where finite memory
is sufficient to win almost-surely a conjunction of mean-payoff

objectives, exponential memory is necessary in general, even with
randomized strategies [16].
Theorem 2 and Theorem 3 establish an |A||SMin| upper bound

on memory required for optimal-for-finite-memory strategies. Thus
we obtain the following result.

Theorem 6. The optimal bound for memory required for optimal-
for-finite-memory strategies for player Max in generalized mean-
payoff stochastic games is exponential.

5. Generalized Mean-Payoff Objectives under
Infinite-Memory Strategies

In this section, we consider games with a conjunction of mean-
payoff objectives and infinite-memory strategies for player Max
(which are more powerful than finite-memory strategies [47,
Lemma 7]).

5.1 MeanInf objectives
Since MeanInf objectives are prefix-independent and closed un-
der shuffling, it follows from the results of [35, Theorem 5.2] that
for player Min memoryless optimal strategies exist. Therefore the
value and value-strategy problems can be solved in coNP by guess-
ing a (optimal) memoryless strategy for playerMin, and then solv-
ing an MDP with conjunction of mean-payoff objectives under
infinite-memory strategies, which can be done in polynomial time
by the result of [8, Section 3.2]. A matching coNP-hardness bound
is known for 2-player games [47, Theorem 7].

Theorem 7. The value and the value-strategy problems for
stochastic games with generalized mean-payoff-inf objectives un-
der infinite-memory strategies are coNP-complete.

5.2 MeanSup objectives
It follows from the results of [19, Lemma 7] and [34, Theo-
rem 4.1] that to establish the complexity result for the value and
the value-strategy problem it suffices to establish the complexity
for the almost-sure problem. For mean-payoff-sup objectives, we
show that the almost-sure winning problem is in NP ∩ coNP. For
player Max to be almost-sure winning for a conjunction of mean-
payoff-sup objectives, it is necessary to be almost-sure winning
for each one-dimensional mean-payoff-sup objective, and we show
that it is sufficient. An almost-sure winning strategy is to play in
rounds according to the almost-sure winning strategy of each one-
dimensional objective successively, for a duration that is always
finite but longer and longer in each round to ensure the correspond-
ing one-dimensional average of rewards (thus over finite plays)
tends to the objective mean-payoff value with high probability (that
tends to 1 as the number of rounds increases).

Theorem 8. The value and the value-strategy problems for
stochastic games with generalized mean-payoff-sup objectives un-
der infinite-memory strategies are in NP ∩ coNP.

Improving the NP ∩ coNP bound to PTIME for even single
dimensional objectives would be a major breakthrough, as it would
imply a polynomial solution for simple stochastic games [26].

6. Conclusion
In this work we consider 2 12 -player games with generalized mean-
payoff objectives. We establish an optimal complexity result of
coNP-completeness under finite-memory strategies, which signif-
icantly improves the previously known semi-decision procedure,
even for the special case of the almost-sure problem. We also es-
tablish optimal bounds for the memory required for finite-memory
strategies. Given several quantitative objectives, a more general
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problem is to consider a different probability threshold for each ob-
jective (in contrast we consider the probability of the conjunction
of the objectives). For the almost-sure problem the more general
problem coincides with the problem we consider. The more general
problem is open, even for the special case of multiple reachability
objectives in 2 12 -player games.
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Abstract
We introduce games with (bound) guess actions. These are games
in which the players may be asked along the play to provide num-
bers that need to satisfy some bounding constraints. These are nat-
ural extensions of domination games occurring in the regular cost
function theory. In this paper we consider more specifically the case
where the constraints to be bounded are regular cost functions, and
the long term goal is an !-regular winning condition. We show that
such games are decidable on finite arenas.

Categories and Subject Descriptors F.1.1 [Models of computa-
tion]: Computation by abstract devices

1. Introduction
The study of games with regular objectives, as well as their spe-
cialized variants (Streett, Rabin, Muller), play a key role in modern
automata theory and many model-checking techniques. The suc-
cess of this approach relies in the versatility of !-regular languages.
These can be used to encode many intricate phenomena, and the
toolbox for solving related problems has been extensively devel-
oped. In particular, it gives immediate answers to almost any rea-
sonable question in this context.

In recent years, the focus of the community has been more and
more attracted to quantitative analysis. Indeed, it is desirable to
check if a system can achieve a task, but questions arise such as
“how much time does the task take” or “what is the quantity of
resources the task will consume”? Several models of games and
automata have been introduced for addressing such questions. The
approach here is in particular based on the theory of regular cost
functions.

Regular cost functions (Colcombet 2013b, 2011) offer a quan-
titative extension to regular languages, in which languages are re-
placed by functions from inputs (words, trees, . . . ) to N [ {1}. In
language theoretic terms, 0 can be understood as ‘in the language’,
while 1 stands for ‘outside the language’. The other values offer
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intermediates between these two extremal situations. For instance,
regular cost functions can be used to measure time or count events,
and indeed a rich panel of possibilities are offered for combining
such quantities. The automaton models used in this context are the
continuation of the ones used by Hashiguchi (Hashiguchi 1988),
Leung (Leung 1988), Simon (Simon 1994), Kirsten (Kirsten 2005),
as well as Bojańczyk and Colcombet (Bojańczyk and Colcombet
2009). Regular cost functions have the specificity that exact val-
ues do not really matter, and the functions are considered modulo
an equivalence relation ⇡ that allows some distortion. In exchange
for this loss of precision, all the central results concerning regu-
lar languages over finite words and trees, as well as infinite words,
are recovered (equivalence between logic, algebra and automata, as
well as closure and decidability properties).

In this paper we extend the game theoretic framework in a
context in which quantitative resource analysis is possible. The
object we concretely handle are regular cost functions as well
as extensions of the games studied in their resolution, such as
domination games.

More precisely, the games that we consider, called games with
guess actions, are finite two player zero-sum games of infinite
duration, in which the winning condition involves a combination of
!-regular objectives and quantitative objectives. At some moment
of such game, one of the players is required to provide a value
from N that she or he is to assign to some register (there are a
finite number of such registers). Such an action is called a “guess
action”. The intention is that the player promises that some quantity
(explicit in the winning condition) will never exceed this bound.
Both players are subject to such constraints, each of them owning
several registers. The registers can also be changed several times
(possibly an infinite number of times). The final winner is decided
based on a global !-regular objective that can involve constraints of
the form “the promises related to register r were always fulfilled”
or “the promises related to register r are fulfilled infinitely often”.

We show how one can solve games with guess actions in which
the above-mentioned quantity is measured using regular cost func-
tions; we call such games regular games with guess actions.

Such kind of games arise naturally in verification. Imagine for
instance some game modeling a printer. The system is played by the
existential player, while the users/environment are/is simulated by
the universal player. This is still standard. The novelty here is that
it is possible using regular games with guess actions, as presented
here, to ask the user to declare the number of pages at the time
of the printing request, and then check that the system, knowing
this number of pages, can guarantee the job to be performed in a
bounded time. The essence of such games is the following: Both
players may be required to declare quantities (number of pages,
time), and then have to play in order to guarantee some measured
quantity (number of pages processed/number of time steps) to
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remain within this limit. The versatility of the model gives rise to
much more complicated properties to be checked.

A novelty of this approach is that the objective that the players
aim at achieving are not strictly speaking “winning conditions” in
the usual sense, i.e., they are not only based on a set of accepting
plays. Indeed, virtually, the game is played on an arena in which the
values of registers can be chosen, hence the actual arena is infinite.
One (technical) difficulty of working in this framework is that one
has to solve a game on a given finite arena, though the actual game
that has to be solved is in fact played on an implicit infinite arena.

We solve regular games with guess actions by the following
reduction steps.

1. In a first step we solve a subclass of games with guess actions on
finite arenas in which the measures are given by the combinato-
rial core of regular cost functions, namely sequences of actions
of counters (that can be incremented or reset) and that are not
allowed to exceed the previosuly-assigned register value along
any play. We call this subclass counter-based games with guess
actions. When played on finite arenas we reduce such games to
!-regular games.

2. In a second step, we introduce the more general class of regu-
lar games with guess actions in which the measures are given
by regular cost functions. We reduce these game to the counter-
based case. This is the sole step in which advanced technol-
ogy of regular cost functions is used by the use of history-
deterministic B-automata. We use the existence of such au-
tomata as a black box.

Related work
Of course, this work is related to a wide family of games with
quantitative objectives that appears in the literature. Not many of
these works is, to the knowledge of the authors, close to the present
work.

Phrased in our terminology (Fijalkow and Zimmermann 2012)
study counter-based games with guess actions, where there is only
one register whose value is only assigned in the beginning of the
play and only one counter.

Further related work involves domination games that are used in
the theory of regular cost functions for deciding the domination pre-
order for regular cost functions over trees (Colcombet and Löding
2010; Colcombet and Löding 2008; Colcombet 2013a). Such domi-
nation games can be understood as the games in this paper in which
there are only two registers, and these are successively guessed in
the first two rounds of the game, and then never changed anymore
along the play.

It happens that alternating guesses of the two players can be
understood as nested alternating quantifiers in a formula. In this
sense, the games we solve here also encompass the game that
should be used for solving magnitude monadic second-order logic
over finite trees (a work that has been done over words using
algebra (Colcombet 2013b) and that has not been extended to finite
trees so far).

Structure of the document
The main definitions are given in the preliminary section Sec-
tion 2. Section 3 introduces a particular class of winning condi-
tions, namely counter-based winning conditions in which the mea-
sure is given by counter actions of B-automata. We give a reduction
of counter-based games with guess actions on finite arenas to !-
regular games in Section 4. We introduce regular cost functions in
Section 5 and reduce regular games with guess actions to counter-
based games with guess actions. We conclude in Section 6.

2. Preliminaries
2.1 Basic definitions
Let X be any non-empty set. For all k 2 N we denote by Xk

the set of all strings over X of length at most k. For each sequence
⇡ = x0x1 · · · over X and each subset Y ✓ X we denote by ⇡|Y
the (finite or infinite) sequence y0y1 · · · , where for each i � 0 we
have yi = xi if xi 2 Y and yi = " otherwise. Given a function
f : A ! B and a 2 A, b 2 B, we denote by f [a 7! b] the
mapping f [a 7! b](x) = f(x) if x 6= a and f [a 7! b](x) = b if
x = a.

For i, j 2 N we denote by [i, j] the set {i, i+1, . . . , j}. For each
finite word w = a1 · · · an we denote by w[i, j] the infix ai · · · aj .
For each set (possibly infinite) X let B(X) denote the set of
infinitary boolean formulae over the set X . Similarly we define the
set of positive infinitary Boolean formulae by disallowing formulas
of the kind ¬'. For each boolean formula ', we denote by VAR(')
the set of variables that appear in '.

A substitution for ' to some set Y is a partial function s :

VAR(') ! Y . We denote by '[s] the infinitary boolean formula
over X [ Y obtained from ' by replacing each occurrence of a
variable x 2 VAR(') by s(x). We sometimes also write x  y
to denote the substitution s with the singleton domain {x} such
that s(x) = y. We view truth assignments of infinitary boolean
formulas ' as subsets of VAR(') and write Y |= ', where Y ✓
VAR('), if the truth assignment, where every variable from Y
is assigned to true and all others to false, satisfies '. If ' is
positive, then ' denotes the dual formula of ', i.e., the formula one
obtains by interchanging _ and ^.

2.2 Standard arenas, plays, strategies and games
We begin our description with standard definitions of arenas, win-
ning conditions, games and strategies. The definition of guess ac-
tions, specific to this work, will be the subject of the following sec-
tion.

In any game in this paper, two antagonist players are confronted:
EVE (the existential player) and ADAM (the universal player).

An arena is a tuple A = (V,C, �, v0), where V is a set of
vertices, C is a set of actions and � : V ! B+

(C ⇥ V ) where
�(v) is either a non-empty disjunction or a non-empty conjunction
over C⇥ V and v0 2 V is an initial vertex. By M = {(v, a, v0) 2
V ⇥ C ⇥ V | (a, v0) 2 VAR(�(v))} we denote the set of moves
in A and by M(v) = {(v, a, v0) 2 M | a 2 C, v0 2 V }
the set of moves from v. In case �(v) is a non-empty disjunction
(resp. conjunction) we also say that v is controlled by EVE (resp.
by ADAM).

A partial play in A of length k � 0 is a sequence of moves of
the form

⇡ = (v0, a1, v1)(v1, a2, v2) · · · (vk�1, ak, vk) 2M⇤ .

The output of the partial play, output(⇡) is a1 . . . ak. We define
last(⇡) = vk if ⇡ 6= " and last(") = v0. A play is an infinite
sequence from M! such that each of its finite prefixes is a partial
play in A. The function output(⇡) is naturally extended to plays.

An EVE-strategy in A is a set � of partial plays with " 2 � such
that for each ⇡ 2 � with last(⇡) = v we have {(c, v0) 2 M(v) |
⇡(v, c, v0) 2 �} |= �(v). We say that a play ⇡ is consistent with
an EVE-strategy � if all finite prefixes of ⇡ belong to �.

The dual of an arena A = (V,C, �) is the arena A =

(V,C, �, v0). An ADAM-strategy in A is an EVE-strategy in A.
A game is a pair G = (A,W ), where A(G) = (V,C, �, v0) is

an arena and W is a set of plays called the winning condition. A
play ⇡ is won by EVE if ⇡ 2 W , otherwise it is won by ADAM.
An EVE-strategy (resp. ADAM-strategy) � is winning if every play
that is consistent with � is won by EVE (resp. ADAM). We say that
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EVE (resp. ADAM) wins G if there exists an EVE-strategy (resp.
ADAM-strategy) that is winning. The dual game of G is the game
G = (A,W ), where W is the set of plays that are not in W . We say
G is !-regular if C is a finite set and for some !-regular language
T ✓ C! the winning condition W consists of all plays ⇡ with
output(⇡) 2 T ; recall that T ✓ C! is !-regular if T a finite union
of languages of the form U⇤V ! for regular languages U, V ✓ C⇤.

Conventions. It will sometimes be more convenient to generalize
in the definition of an arena A = (V,C, �, v0) the control function
� such that each v 2 V is mapped to a positive boolean combina-
tion of atoms of the form (a1 · · · an, w), where n � 1, ai 2 C
for each i 2 [1, n] and w 2 V : this is an implicit notation for the
introduction of fresh intermediate vertices w0, . . . , wn such that
w0 = v, wn = w and �(wi�1) = (ai, wi) for each i 2 [1, n].
As a consequence, partial plays from a vertex v0 can now be seen
sequences of the form

(v0, x1, v1)(v1, x2, v2) · · · (vk�1, xk, vk),

where x1, . . . , xk 2 C+. A similar remark applies to partial plays,
plays, and strategies.

2.3 Arenas and games with guess actions and their semantics
We shall now introduce games where some moves are further
labeled with guess actions. When such guess actions are performed,
one of the players is required to choose the new value that a
register will take. In a second step, we will more precisely use these
registers for comparing them with certain quantities.

Let REG = REGEVE ] REGADAM denote a finite set of registers
that is partitioned into the registers owned by Eve (REGEVE) and
the ones owned by Adam (REGADAM). Registers range over N.
Given a register r, we use the guess action letter [guess r] that
represents the request to the owner of r to provide a new value for
it (semantics defined below). The resulting alphabet GUESS[REG]
is {[guess r] | r 2 REG}. When the ‘real game’ is played, the
guess actions will be turned into assignments to the registers. The
action of assigning a value n 2 N to a register r is [r := n], and the
resulting alphabet ASSIGN[REG] is {[r := n] | r 2 REG, n 2 N}.

An arena with guess actions (over actions C and registers
REG) is a tuple A = (V,C, REG, �, v0) such that (V,C ]
GUESS[REG], �, v0) is an arena. In other words, this is an exten-

sion of the notion of arena in which some moves may trigger guess
actions. When the set REG is empty this should be understood as a
normal arena. We define the semantics of arenas with guess actions
by turning them into larger arenas (typically infinite), in which the
guess actions are converted into assignments, by which the player
owning the guessed register assigns the respective register some
value from the non-negative integers.

Formally, given an arena with guess actions A = (V,C, �, v0),
it induces an explicit arena defined as

EXP(A) = (V,C ] ASSIGN[REG], �0, v0) ,

where for all v 2 V , �0(v) = �(v)[s] in which s is the substitution
with domain GUESS[REG]⇥ V such that

s([guess r], w) =

(W
n2N([r := n], w) if r 2 REGEVE,V
n2N([r := n], w) if r 2 REGADAM.

Hence, an arena with guess actions is nothing but a compact way
to represent the arena (with infinitely many actions) EXP(A) over
C ] ASSIGN[REG]. This means that a winning condition over this
alphabet can turn such an arena into a game.

We introduce now a specific form of such winning conditions.
It is parameterized by:
• For all r 2 REG a map fr from C⇤ to N called a measure. We

sometimes denote the tuple (fr)r2REG by f .

• a set T ✓ (C ⇥ {0, 1}REG
)

! which is positive with respect
to the {0, 1}-components of EVE and negative with respect to
those of ADAM. Formally, we order C⇥ {0, 1}REG by (a,b) v
(a0,b0

) if br � b0r for all r 2 REGEVE, and b0r  br for all
r 2 REGADAM. The order v is extended componentwise to
(C⇥ {0, 1}REG

)

! by u = u0u1 . . . v v0v1 · · · = v if ui v vi
for all i 2 N. Finally, T is defined to be positive if whenever
u 2 T and u v v, then v 2 T . The language T is called the
long term objective.

A game with guess actions is (A, (fr)r2REG, T ), in which A is
an arena with guess actions over C and REG, fr is a measure
function for all r 2 REG, and T is a long term objective. The
semantics will be as above defined described by converting (f , T )
into an explicit version EXP(f , T ). The idea is that the measure
functions are evaluated on the prefix of the run and its values will be
compared with the currently assigned value of the register, and the
resulting characteristic bit will enrich the play. The play obtained
enriched by all these bits will in turn then be compared with T for
deciding the winner of the game.

Let us now formally define EXP(f , T ). Let us fix ourselves a
register r. For all words u 2 (C ] ASSIGN[REG])! we define
valr(u) to be the value currently assigned to r after executing u:
valr(") is undefined, valr(ua) = n if a = [r := n] for some
n 2 N and valr(ua) = valr(u) otherwise. We also define
cmpr(u) 2 {0, 1} for all r 2 REG to be 1 if fr(u|C) > valr(u)
and 0 otherwise. Given a finite word u over C] ASSIGN[REG], let
Cmp(u) be the word over C ⇥ {0, 1}REG defined by Cmp(") = ",
Cmp(v[r := n]) = Cmp(v) for all registers r and all n 2 N, and
finally Cmp(va) to be Cmp(v)(a, (cmpr(va))r2REG) otherwise. This
is extended naturally to infinite sequences by limit passing. Note
that the result may be a finite word if the original infinite word
does only contain finitely many actions from C. Therefore we make
the following conventions on arenas with guess actions, whose
first point avoids the previously mentioned unwanted finiteness and
whose second point gurantees that in EXP(G) all registers have
been assigned a value (i.e valr is well-defined) for any partial
play ⇡ which contains least one move from V ⇥ C ⇥ V (i.e.
|output(⇡)|C � 1).

Conventions. Without loss of generality we make the following as-
sumptions on any arena with guess actions A = (V,C, REG, �, v0):

• There is no play ⇡ in the arena (V,C [ GUESS[REG], �, v0) in
which output(⇡)|C is finite.

• For all partial plays ⇡ in the arena (V,C [ GUESS[REG], �, v0)
with |output(⇡)|C| � 1 we have |output(⇡)|[guess r] � 1 for
all r 2 REG.

We can finally define the winning condition EXP(f , T ) as:

EXP(f , T ) = {u 2 (C ] ASSIGN[REG])! | Cmp(u) 2 T} .

Hence, given any game with guess actions G = (A, f , T ), one
can turn it into the game EXP(G) = (EXP(A), EXP(f , T )). We
define the winner of a game with guess action G to be the winner
of EXP(G).

In this paper, we consider a specific form of such games, namely
regular games with guess actions: these are games with guess
actions in which measures are regular cost functions (to be defined
in Section 5.1), and the long term objective is !-regular.

The dual of an arena with guess action A is A obtained by (1)
exchanging conjunctions and disjunctions like when computing the
dual of an arena (2) swapping the owner of registers. The dual of
game with guess action G = (A, f , T ) is G = (A, f , T ) and it is
readily seen that EXP(G) = EXP(G).
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3. Counter-based winning conditions
Let us consider a fixed set of counters � (whose elements are typ-
ically denoted by �) that can take values ranging over N (these
counters should not be confused with registers). The counter al-
phabet C = ACt� is the disjoint union of the alphabets ACt� for
� 2 �, in which ACt� = {"� , r� , ic�} for all counters � in �.
The letter r� is called a reset of counter �, while ic� is an in-
crement of counter �. This is formalized through the map count�

from words to integers that tracks the value of a counter � along a
sequence of actions. Formally, count�(") = count�(u r�) = 0,
count�(u ic�) = count�(u)+ 1, and count�(u a) = count�(u)
otherwise.

We define now the function cost� : ACt

⇤
� ! N as the maximal

value assumed by any counter at any moment:

cost�(w) = max

�2�, u prefix of w
count�(u).

We define now what counter-based games with guess actions
are; they are given as (A, (cost�r )r2REG, T ), in particular C =

ACt�. These games form a special case of regular games with guess
actions, and are special in two ways. First the measures are of the
form (cost�r )r2REG where �r is a finite set of counters attached
to each register r 2 REG. Second, it is required that T is !-
regular and also of a special form: as soon as a counter exceeds the
value of the corresponding register, then the owner of the register
immediately loses. This second point is made formal by requiring
that for all u = (a0,b

0
)(a1,b

1
) . . . ,

• T is !-regular,
• if the least i such that bi 6= 0 exists, and bir = 1 for some
r 2 REGADAM, then u 2 T , and

• if the least i such that bi 6= 0 exists, and bir = 1 for some
r 2 REGEVE, then u 62 T .

Note that the two last two above items may be ‘conflicting’ in case
the vector bi is such that bir = 1 for both some r 2 REGADAM and
some r 2 REGEVE, hence the last two items might not necessarily
be exclusive in general. In fact, this situation cannot occur. Indeed,
each counter is associated to a single register, and only one counter
can be modified at a time by an actions in ACt�.

4. On finite arenas: From counter-based games
with guess actions to !-regular games

For the rest of this section, we fix a finite game with guess actions
with a counter-based winning condition G = (A, (cost�r )r2REG, T ),
i.e. A = (V,C, REG, �, v0) is an arena with guess actions over C
and REG for some finite set of vertices V . We will translate G into
an !-regular game Imp(G) such that EVE wins EXP(G) if, and
only if, EVE wins Imp(G) (Theorem 4.2). In Section 4.1 we for-
mally define the game Imp(G). Finite-memory strategies, whose
existence !-regular games enjoy, are recalled in Section 4.2. In
Section 4.3 we translate winning strategies in Imp(G) to winning
strategies in EXP(G). Finally, we prove Theorem 4.2 in Section 4.4.
Notational convention. Recall that the functions cost�r map
words from ACt�r to N. However, given a play (resp. partial play)
⇡ it turns out to be more convenient to write cost�r (⇡) instead of
cost�r (output(⇡)|�r ). Without risk of confusion, similar remarks
apply to other functions that we would like to apply to plays (resp.
partial plays) rather than to a restriction of their output.

4.1 Definition of Imp(G)
The !-regular game Imp(G) is defined as

Imp(G) = (Imp(A),W ((cost�r )r2REG, T )),

where

•
Imp(A) = (V,C [ GUESS[REG], �, v0), i.e. the symbols
GUESS[REG] appear as additional usual action symbols.

For defining W ((cost�r )r2REG, T ) we assign to all plays ⇡ in
Imp(G) the set of exceeding registers EXCEEDREG(⇡), formally
defined to be the set of registers r 2 REG such that

• letter [guess r] appears only finitely often in output(⇡) and
• there exists some � 2 �r such that

ic� appears infinitely often in output(⇡) and
r� appears finitely often in output(⇡).

The winning condition W =

def W ((cost�r )r2REG, T ) consists of
all plays ⇡ in Imp(G) that satisfy at least one of the following two
properties, either

• EXCEEDREG(⇡) 6= ; and there exists some register r 2
EXCEEDREG(⇡) \ REGADAM such that in output(⇡) the

last occurrence of [guess r] is before the last occurrence of
[guess r0] for all r0 2 EXCEEDREG(⇡) \ {r}, or

• EXCEEDREG(⇡) = ; and output(⇡)|C ⌦ {0}REG is in
EXP((cost�r )r2REG, T ), where for any word u 2 C! we de-
note by u⌦{0}REG the unique word from (C⇥{0}REG

)

! whose
projection onto C yields u.

It is easy to verify that W is indeed !-regular. The proof of the
following lemma follows easily from the definition of Imp(G).

Lemma 4.1. Imp(G) = Imp(G).
For the rest of this section we concern ourselves with the proof

of the following theorem.

Theorem 4.1. If EVE wins Imp(G), then EVE wins EXP(G).
Our main theorem of this section is a consequence of Theorem

4.2 and Lemma 4.1.

Theorem 4.2. EVE wins Imp(G) if, and only if, EVE wins EXP(G).

Proof. Since !-regular games are determined (i.e. every !-regular
game is won by some player) it suffices to prove that if ADAM wins
Imp(G), then ADAM wins EXP(G):

ADAM wins Imp(G) =) EVE wins Imp(G)
Lemma 4.1
=) EVE wins Imp(G)

Theorem 4.1
=) EVE wins EXP(G)
=) EVE wins EXP(G)
=) ADAM wins EXP(G)

In order to prove Theorem 4.1, we need to introduce finite-
memory strategies in the !-regular game Imp(G).

4.2 Finite memory strategies
Recall Imp(A) = (V,C [ GUESS[REG], �, v0). Let M denote the
set of moves of Imp(A).

A strategy � for Imp(G) is called finite-memory if there is a
tuple (Z, z0, ⇠, `), where

• Z is a finite set (called the memory) and z0 2 Z,
• ⇠ : V ⇥ Z ! 2

M assigns to all pairs of vertices and memory
elements a set of moves,

• ` : Z ⇥ M ! Z is a function that updates the memory that
is inductively extended to finite sequences over M as follows:
`(z, ") = z and `(z,⇡m) = `(`(z,⇡),m) for all ⇡ 2 M⇤,
m 2 M and z 2 Z, and
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• ⇠(last(⇡), `(z0,⇡)) = {m 2 M | ⇡m 2 �}, hence in partic-
ular ⇠(last(⇡), `(z0,⇡)) |= �(last(⇡)) for all partial plays ⇡ in
Imp(G).

Theorem 4.3. (Gurevich and Harrington 1982) The winner of any
!-regular game has a winning finite-memory strategy.

Thus, we can assume that if EVE has a winning strategy in
Imp(G) she has a winning finite-memory strategy. The following
Lemma will be particularly useful and follows immediately from
the definition of finite-memory strategies.

Lemma 4.2. Let � be a finite-memory strategy witnessed by the
tuple (Z, z0, ⇠, `), let ⇡ = (v0, a1, v1)(v1, a2, v2) · · · be a play
that is consistent with � and assume there exist 0  i < j such
that vi = vj and `(z0,⇡[1, i]) = `(z0,⇡[1, j]). Then the play

⇡[1, i](⇡[i+ 1, j])!

is also consistent with �.

4.3 From a winning EVE-strategy � in Imp(G) to a winning
EVE-strategy TRANS(�) in EXP(G)

Let us fix an arbitrary winning strategy � for EVE in Imp(G). By
Theorem 4.3 we may assume that � is finite-memory, given by the
tuple (Z, z0, ⇠, `), say.

First, let us define the following function SIMPLY from moves
in EXP(A) to moves in Imp(A) that acts as the identity on moves
labeled by C and makes moves with an action from ASSIGN[REG]
“implicit” by replacing it with the move with action corresponding
symbol in GUESS[REG]. Formally we define

SIMPLY(m) =

8
><

>:

(v, [guess r], v0) if m = (v, [r := n], v0)

2 V ⇥ ASSIGN[REG]⇥ V

m otherwise.

The function SIMPLY is naturally extended to a morphism from
plays (resp. partial plays) in EXP(A) to plays (resp. partial plays)
in Imp(A). The following fact follows immediately from definition
of SIMPLY.

Fact 4.1. The following holds for all plays (resp. partial plays) ⇡
in EXP(A):

(i) SIMPLY(⇡) is a play (resp. partial play) in Imp(A) and
(ii) output(⇡) and output(SIMPLY(⇡)) are the same words if we

replace in output(⇡) letters of the form [r := n] by [guess r].

Note that for every play (resp. partial play) ⇡ in EXP(G) there
is a corresponding play (resp. partial play) in Imp(G), namely
SIMPLY(⇡). Conversely, note that for every play ⇡ in Imp(A) there
is a set of (resp. partial) plays in EXP(G) that corresponds to ⇡,
nameley SIMPLY�1

(⇡).
Furthermore, one can easily prove that SIMPLY�1

(�) is in-
deed an EVE-strategy in EXP(A), immediately by the definition
of Imp(G) and of SIMPLY. However, SIMPLY�1

(�) is not neces-
sarily a winning strategy since SIMPLY�1

(�) contains (possibly
often) the assignment [r := n] for all possible values n 2 N
for all r 2 REGEVE, possibly also assignments that are not suffi-
ciently large in order to satisfy the counter-based winning condition
EXP((cost�r )r2REG, T ).

Therefore, in order to define a winning strategy for EVE in
EXP(G) we must assign to EVE-registers sufficiently large values
such that she does not eventually violate the counter-based winning
condition. To provide EVE with a sufficiently large such bound we
prove the existence of a function R that assigns to every partial play
⇡ in EXP(A) a sufficiently large value R(⇡) 2 N. The choice of
R involves a Ramsey-like argument that we make explicit later in
the proof and not already when defining the strategy in EXP(G) we
claim to be winning for EVE.

To this end we define a function TRANS that assigns to ev-
ery partial play ⇡ in Imp(G) a set of partial plays TRANS(⇡) in
EXP(G). We define TRANS inductively as follows,

• TRANS(") = {"} and
• TRANS(⇡m) = TRANS(⇡) ·Xm, where

Xm =

8
>>>>><

>>>>>:

{(v, a, v0)} if a 2 C
{(v, [r := n], v0) | n 2 N} if a = [guess r]

for some r 2 REGADAM

{(v, [r := R(⇡)], v0)} if a = [guess r]

for some r 2 REGEVE

for all ⇡m 2 � with m = (v, a, v0) 2 M .

The following lemma is a simple consequence of the definition of
EXP(A), of SIMPLY and of TRANS.

Lemma 4.3. We have � = SIMPLY(TRANS(�)) and hence
TRANS(�) is an EVE-strategy in EXP(A).

4.4 The strategy TRANS(�) is winning.
Towards a contradiction let us assume that TRANS(�) is not a
winning strategy for EVE in the game EXP(G). Hence there exists
a play ⇡ 62 EXP(A) that is compatible with TRANS(⇡) that is
winning for ADAM. We make a case distinction.

Case A: Cmp(⇡) 2 (C⇥{0}REG
)

! i.e. that none of the players ever
exceeds any of its measures along the play ⇡.

We first claim that EXCEEDREG(SIMPLY(⇡)) = ;. By contra-
diction assume some r 2 EXCEEDREG(SIMPLY(⇡)). Then

(1) letter [guess r] appears only finitely often in the sequence
output(SIMPLY(⇡)) and

(2) there exists some counter � 2 �r such that
(a) ic� appears infinitely often in output(SIMPLY(⇡)) and
(b) r� appears only finitely often in output(SIMPLY(⇡)).

Firstly, by Point (ii) of Fact 4.1 the same properties (1) and
(2) hold for output(⇡). This implies that for every m 2 N
there exists a finite prefix ⇡m of ⇡ such that cost�r (⇡m) � m,
immediately from definition of cost�r . Secondly, since we have
that output(SIMPLY(⇡)) contains only finitely many occurrences
of [guess r] it follows that output(⇡) contains only finitely many
occurrences of letters from {[r := n] | n 2 N} by Point (ii) of
Fact 4.1. Taking these former two properties together we conclude
Cmp(⇡) 62 (C⇥ {0}REG

)

! , contradicting our assumption Cmp(⇡) 2
(C⇥ {0}REG

)

! .
Hence we have shown that EXCEEDREG(SIMPLY(⇡)) =

;. Since ⇡ is consistent with TRANS(�) recall that the play
SIMPLY(⇡) is consistent with � by Lemma 4.3. By our assump-
tion � is winning. Hence due to EXCEEDREG(SIMPLY(⇡)) = ;
we must have that output(SIMPLY(⇡))|C ⌦ {0}REG is in the set
EXP((cost�r )r2REG, T ) by definition of W . Hence

Cmp(⇡)
Assumption

= output(⇡)|C ⌦ {0}REG

Fact 4.1,(ii)
= output(SIMPLY(⇡))|C ⌦ {0}REG

and therefore Cmp(⇡) 2 EXP((cost�r )r2REG, T ) implying that ⇡ is
a play in EXP(G) that is won by EVE, a contradiction.

Case B: Cmp(⇡) 62 (C⇥{0}REG
)

! , i.e. there is at least one moment
along the play ⇡ in which some player exceeds one of his/her
measures.
Since by assumption ⇡ is won by ADAM the first such an exceed
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must involve the measure of a register of EVE. Hence there must
exist a finite prefix

⇡[1, k] = (v0, a1, v1) · · · (vk�1, ak, vk)

of ⇡ such that

B1 Cmp(⇡[1, k � 1]) 2 (C⇥ {0}REG
)

⇤ and

B2 Cmp(⇡[1, k]) 2 (C⇥ {0}REG
)

⇤
(ak, (br)r2REG), where we have

br0 = 1 for some r0 2 REGEVE.

Point B2 implies that there exists a last moment h 2 [1, k] in which
the register r0 was assigned some value by EVE that is strictly less
than cost�r0

(⇡[1, k]). Formally there exists some h 2 [1, k] such
that

B3 ah = [r0 := n0], with n0 < cost�r0
(⇡[1, k]) and n0 =

R(⇡[1, h]), and
B4 ai 6= [r0 := N ] for all N 2 N and all i 2 [h+ 1, k].

We make the value R(⇡[1, h]) explicit in the proof later. For
simplicity, let b⇡ be a shortcut for SIMPLY(⇡). In particular,

b⇡[1, k] = (v0, ba1, v1) · · · (vk�1,cak, vk),

(vi�1, bai, vi) = SIMPLY(vi�1, ai, vi) for all i 2 [1, k]. Recall
that the EVE-strategy � is finite-memory witnessed by the tuple
(Z, z0, ⇠, `). Moreover, let

zi = `(z0, b⇡[1, i])
for each i 2 [1, k] be the memory information that is assigned to all
the prefixes of b⇡[1, k]. We recall that if there exist h < i < j < k
with vi = vj and zi = zj , then

b⇡[1, i](b⇡[i+ 1, j])!

is a play that is consistent with � by Lemma 4.2.
To establish the desired contradiction to the assumption that the

strategy TRANS(�) is winning for ADAM we show that we could
have defined the value n0 = R(⇡[1, h]) so large that there are
indices h < i0 < j0 < k such that b⇡[1, i0](b⇡[i0 + 1, j0])

! is
actually a play in Imp(G) that is compatible with � that is actually
winning for ADAM, hence contradicting our assumption that � is
a winning strategy. More precisely, we shall prove the following
claim.

Claim (F). There exist two indices h < i0 < j0 < k such that

C1 vi0 = vj0 and zi0 = zj0 , thus

⇢=def b⇡[1, i0](b⇡[i0 + 1, j0])
!

is consistent with �,
C2 r0 2 EXCEEDREG(⇢), and
C3 for all r 2 EXCEEDREG(⇢)\REGADAM we have that [guess r]

appears in output(⇢) after position h.

Before proving the above claim, let us show that it indeed contra-
dicts our assumption that � is a winning strategy. By C1 we have
that ⇢ is a play that is consistent with �. By C2 it follows that
EXCEEDREG(⇢) 6= ;. Condition C3 implies ⇢ 62 W , contradicting
that � is indeed a winning strategy.

Thus it remains to prove Claim (F). Let us give some intuition
why Claim (F) holds once we have chosen n0 = R(⇡[1, h])
sufficiently large. Clearly, the larger we have chosen n0 the bigger
k has to be, since it is at position k at which cost�r0

(⇡[1, k])
exceeds the value n0 of register r0 assigned at position h. This
means that output(⇡[1, k]) and still output(⇡[h+1, k�1]) must
contain a huge number of occurrences of some letter ic�0 , where
�0 2 �r0 . Moreover, in the long word output(⇡[h + 1, k � 1])

every register r 2 REGADAM and every counter � 2 �r either has

the property that (i) r� appears very frequently, or (ii) r� appears
rarely, but then there cannot be any long r�-free infix ⇡[i, j] in
which ic� appears often unless r is guessed a new value in the
meanwhile, meaning that some action [x := n] has to appear
in output(⇡[h + 1, j]) or equivalently [guess r] has to appear
in output(b⇡[h + 1, j]), for otherwise the measure cost�r would
have already exceeded the current value of register r earlier than at
position k, thus contradicting B1. We will prove this combinatorial
intuition by applying Ramsey’s Theorem.
Counters summaries. Recall that ACt� = {"� , r� , ic�} and
� =

S
{�r | r 2 REG}. For defining R we color every non-

empty infix ⇡[i, j] of b⇡[h+1, k] by an information that summarizes
by one symbol from ACt� the sequence of counter actions seen
in output(⇡[i, j])|Act� for each counter � 2 �. This information
should summarize what the “dominating” counter action is when
assuming that b⇡[1, i](b⇡[i+1, j])! is a play compatible with �. For
instance if output(⇡[i+1, j])|Act� = ic�"�ic� , then its summary
would just be ic� ; if output(⇡[i, j])|Act� contains at least one r� ,
then its summary would be r� ; and if output(⇡[i, j])|Act� contains
no occurrence of ic� nor of r� , its summary would just be "� . Let
us make this intuition formal.

For all � 2 �, let M� = (ACt� ,�� , "�) denote the unique finite
commutative monoid in which all elements are idempotents and
where ic� �� r� = r� �� ic� = r� . Let h� : (Act⇤� , ·, ") ! M�

denote the unique monoid morphism that satisfies h�(a) = a for
all a 2 ACt� . The following lemma follows immediately from
definition of M� .

Lemma 4.4. Let � 2 � and let u 2 ACt

⇤
� . Then

h�(u) =

8
><

>:

r� if, and only if, |u|r� � 1,

ic� if, and only if, |u|r� = 0 and |u|ic� � 1, and
"� if, and only if, |u|r� = |u|ic� = 0

In fact, we will color certain infixes of b⇡[h + 1, k � 1] with
some element from the larger monoid M = (

Q
�2� M� ,�, "),

where " = ("�)�2� and � is defined componentwise. We define
the monoid morphism hM : (ACt

⇤
�, ·, ") ! M as hM(u) =

(h�(u|ACt� ))�2�.
Still, before finally defining the function R we need to recall (a

special case of) Ramsey’s Theorem that we state in terms of our
purposes.

Theorem 4.4 (Ramsey’s Theorem). Let n � 1 and let D be a finite
set (of colors). There exists a natural number RD(n) such that for
all sets I with |I| � RD(n) and all colorings � :

�
I
2

�
! D of two-

element subsets of I there exists a subset J ✓ I and some color
d 2 D such that |J | = n and �

�
J
2

�
= {d}.

We are now ready to define our function R. For every partial
play  we define (recall that valr( ) denotes the current value of
register r after playing  )

R( ) = | |+ 2 + (|V |+ 1) · (|Z|+ 1)

·RM(max{valr( ) | r 2 REG}+ 1) .

Thus, by B3 we have

n0 = h+ 2 + (|V |+ 1) · (|Z|+ 1)

·RM(max{valr(⇡[1, h]) | r 2 REG}+ 1).

Let us prepare the proof of Claim (F). Recall that by B3 we
have ah = [r0 := n0] with n0 < cost�r0

(⇡[1, k]). It follows from
the definition of cost�r0

that there exists some �0 2 �r0 and some
1  m0  n0  k such that
• |output(⇡[m0, n0

])|r�0 = 0 and

• |output(⇡[m0, n0
])|ic�0 = cost�r0

(⇡[1, k]) > n0.
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Thus, there exists some some h < m < n < k such that

B5 |output(⇡[m,n])|r�0 = 0 and

B6 |output(⇡[m,n])|ic�0 > n0 � (h+ 2).

Let O = {j 2 [m,n] | aj = ic�0} and thus

|O| > n0 � (h+ 2)

= (|V |+ 1) · (|Z|+ 1)

·RM(max{valr(⇡[1, h]) | r 2 REG}+ 1).

By the pigeonhole principle there exists some subset I ✓ O, some
v 2 V , and some z 2 Z such that

B7 vi = v and zi = z for all i 2 I and
B8 |I| > RM(max{valr(⇡[1, h]) | r 2 REG}+ 1).

Let � :

�
I
2

�
! M denote the coloring where

�{i, j} = hM(⇡[i, j]) for all i, j 2 I with i < j.

By Ramsey’s Theorem there exists a subset J ✓ I and some
m 2 M such that

B9 �
�
J
2

�
= {m}, i.e. hM(⇡[i, j]) = m for all i, j 2 J s.t. i < j,

B10 |J | = max{valr(⇡[1, h]) | r 2 REG}+ 1.

We are now ready to prove to prove Claim (F). We choose i0 =

min J and j0 = max J and note that we have h < i0 < j0 < k.
We define

⇢ = b⇡[1, i0](b⇡[i0 + 1, j0])
! .

Let us show that conditions C1, C2 and C3 are all satisfied.
Condition C1 is obviously fullfilled by B7 since i0, j0 2 J ✓ I .
Let us next establish condition C2 by showing that r0 2

EXCEEDREG(⇢). Since ai 6= [r0 := N ] for all N 2 N and for all
i 2 [h+ 1, k] by B4, it follows that output(b⇡[h+ 1, k]) does not
contain any occurrence of [guess r0] by Point (ii) of Fact 4.1, in
particular [guess r0] appears only finitely often in output(⇢). We
have |output(⇡[m,n])|r�0 = 0 by B5 and thus

|output(b⇡[m,n])|r�0
Fact 4.1,(ii)

= |output(⇡[m,n])|r�0 = 0

and hence
|output(b⇡[i0 + 1, j0])|r�0 = 0

since J ✓ I ✓ [m,n]. It follows that output(⇢) contains only
finitely many occurrences of r�0 . Similarly one shows from B6
that output(⇢) contains infinitely many occurrences of ic�0 . This
shows r0 2 EXCEEDREG(⇢) and hence we have established (C2).

Finally let us prove condition (C3). For the sake of contrad-
tion assume there exists some register r1 2 EXCEEDREG(⇢) \
REGADAM such that [guess r1] does not appear in output(⇢) af-

ter position h. Since r1 2 EXCEEDREG(⇢) there exists a counter
�1 2 �r1 such that ic�1 appears infinitely often in output(⇢) but
r�1 appears only finitely often in output(⇢). Hence

|output(b⇡[i0 + 1, j0])|ic�1 � 1 and
|output(b⇡[i0 + 1, j0])|r�1 = 0

by definition of ⇢ and therefore

|output(⇡[i0 + 1, j0])|ic�1 � 1 and
|output(⇡[i0 + 1, j0])|r�1 = 0

by Point (ii) of Fact 4.1. Since ai0 = ic�0 it follows

|output(⇡[i0, j0])|ic�1 � 1 and
|output(⇡[i0, j0])|r�1 = 0 .

Therefore for all i, j 2 J we have

m�1

B9
= h�1(⇡[i, j])

i0,j02J
= h�1(⇡[i0, j0])

Lemma 4.4
= ic�1 .

Hence,

B11

|output(⇡[i0, j0])|ic�1
� |J |
B10
= max{valr(⇡[1, h]) | r 2 REG}+ 1

and

B12 output(⇡[i0, j0])r�1 = 0.

But then we obtain the following lower bound on cost��1
(⇡[1, j0]):

cost��1
(⇡[1, j0])

� cost��1
(⇡[i0, j0])

B11,B12
� max{valr(⇡[1, h]) | r 2 REG}+ 1

But since by assumption [guess r1] does not appear in output(⇢)
after position h, we conclude by Point (ii) of Fact 4.1 that for
all N 2 N the assignment [r1 := N ] does not appear in
output(⇡[h, k]) and therefore

valr1(⇡[1, j0]) = valr1(⇡[1, h]).

Altogether we obtain

valr1(⇡[1, j0]) = valr1(⇡[1, h])

 max{valr(⇡[1, h]) | r 2 REG}
< cost�r1

(⇡[1, j0]).

Hence cmpr1(⇡[1, j0]) = 1 and therefore we have that Cmp(⇡[1, j0])
is not in (C⇥ {0}REG

)

⇤, contradicting B1.

5. Reduction to the counter-based case
We have seen above how to solve counter-based games with guess
actions. In this section, we show how to reduce regular games with
guess actions to the action-based case.

5.1 Regular cost functions
It is finally time to introduce more formally what cost functions
are. In this paper, we assume the measure functions used in the
game to be defined in terms of regular cost functions. Exactly as
a regular language can be defined by several means (automata,
monoids, monadic second-order logic, regular expressions, . . . ),
regular cost functions can be defined in numerous equivalent ways
(B-automata, S-automata, stabilisation monoids, cost monadic
second-order logic, B-expressions, . . . ). As far as the complex-
ity of the decision procedures is not concerned, all this formalisms
are equivalent.

Le us briefly describe cost monadic second-order logic, which
is the most concise among these formalisms (see (Colcombet
2013b)). We assume the reader familiar with monadic second-order
logic (see for instance (Thomas 1997)). In cost monadic second-
order logic, the full syntax of monadic second-order logic is avail-
able, and is augmented with the construct |X|  n, in which X is
a monadic variable and n is a unique non-negative integer variable.
This construct has furthermore to appear positively in the formula
(i.e. below an even number of negations). The semantics is as ex-
pected. For instance, the formula 8X.(|X|  n ! 8x 2 X.a(x))
is a formula that holds on a given word u and for a given n if and
only if |u|a  n. The semantics of a formula is in fact to compute,
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for each input u, the least n such that the formula holds. Hence, the
above formula computes the number of occurrences of the letter a
in the input word. Examples of this logic over graphs shows that it
can for instance express quantities like ‘the diameter of the graph’.

The specificity of cost functions is to only consider the functions
up to the following equivalence: f, g : A⇤ ! N [ {1} are ⇡-
equivalent if for all sets X ✓ N [ {1}, f is bounded over X
if and only if g is bounded over X . Indeed, a cost functions is an
equivalence class for ⇡. An equivalent way for defining the ⇡-
equivalence relation is as follows. A correction function is a map
↵ : N ! N strictly increasing, extended with ↵(1) = 1. Given
two maps f, g : A⇤, f 4↵ g if f  ↵ � g, and f ⇡↵ g is f 4↵ g
and g 4↵ f . It happens that f ⇡ g if and only if f ⇡↵ g for some
↵ (see for instance (Colcombet 2013b)).

In fact, the winner of a game with guess actions does not change
if we replace the measures by ⇡-equvalent one. We will not estab-
lish this point (this is not very complicated), but rather prove that
the winner is decidable for measures that are regular cost functions,
and these are defined up to ⇡.

5.2 History-deterministic B-automata
It happens that the actions introduced in the above section are ex-
actly the one used in the automata model used for recognizing reg-
ular cost functions, namely B-automata. We shall introduce them
now, paying a specific attention to a semantically restricted form
of such automata, namely history-deterministic B-automata. These
are specially designed for behaving well in the alternating context
of games.

Formally, a B-automaton A = (Q,A, q0, F,�,�) has a fi-
nite set of states, an alphabet A, an initial state1 q0, a set of
accepting states F , a finite set of counters �, and a transi-
tion relation � ✓ Q ⇥ A ⇥ ACt� ⇥ Q. A run of A over a
word u = a1 . . . an 2 A⇤ is a sequence of the form ⇢ =

(p0, a1, h1, p1)(p1, a2, h2, p2) . . . (pn�1, an, hn, pn) 2 �

⇤ such
that p0 = q0. It is accepting if furthermore pn 2 F . Its cost is
cost(⇢) = cost�(h1 . . . hn). Given such a B-automaton, is com-
putes a function:

[[A]] : A⇤ ! N [ {1}
u 7! inf{cost(⇢) | ⇢ accepting run of A over u} .

A regular cost function is an equivalence class under
A translation strategy is a family (⌧n

)n2N of maps ⌧n
: Q ⇥

A ! � that have the property that for all n 2 N:
• ⌧n

(u) is a run of A for all u 2 A⇤, in which ⌧n has been
extended into a map ⌧n

: A⇤ ! �

⇤ by ⌧n
(") = q0, and

⌧n
(ua) = ⌧n

(⌧n
(u), a),

• for all words u 2 A⇤, cost(⌧n
(u))  n.

A B-automaton is history-deterministic for the map f : A⇤ !
N [ {1} if there exist a translation strategy ⌧ and a correction
function ↵ such that for all words u 2 A⇤:
• ↵([[A]](u)) � f(u), i.e. all accepting runs ⇢ of A for u are such

that ↵(cost(⇢)) � f(u), and
• if [[A]]A(u)  n then ⌧m

(u) ends in an accepting state for all
m � ↵(n).

An B-automaton is history-deterministic if is is history-deterministic
for the map [[A]]. In short, the meaning of this definition is that,
though the B-automaton is not deterministic, there is a determinis-
tic way (namely the translation strategy) to construct of run (first
condition) which yields the correct result up to a ⇡.

1 Usually there is a set of initial states, but it is convenient in this paper,
for history-deterministic B-automata to restrict to one. The models are
equivalent.

Theorem 5.1. Given a f in a regular cost function, there exists
effectively an history-determinisitic B-automaton for f .

5.3 Reduction to the counter-based case
The goal of this section is to show how a regular game with
guess actions can be turned into a counter-based one. We fix
a regular game with guess actions G = (A, f , T ) with A =

(V,C, REG, �, v0). For all registers r 2 REG, fr belongs to
a regular cost function. This means that there is an history-
deterministic B-automaton Ar = (Qr,C, ir, Fr,�r,�r) for fr .
Hence, there exists a correction function ↵ a translation strategy
⌧r such that for all input words u 2 C⇤, ↵([[A]]) � f(u) and
cost(⌧m

r (u))  ↵(f(u)) for all m � ↵(n). Our objective is to
construct a new game G† that has same winner, and is counter-
based.

Ideas about the construction. The essential idea behind this re-
duction is to execute during the play at the same time the origi-
nal game G and the history-deterministic B-automaton Ar for each
register r, its non-determinism being controlled by the owner of
the register. The tuple of states obtained in this way is denoted
p 2

Q
r2REG Qr . By looking whether these states are accepting

or not, vectors of bits indexed by REG are produced at each step.
These bits decorate the play, producing a word in C ⇥ {0, 1}REG.
The winner is decided by testing whether this word in C⇥{0, 1}REG

belongs to the long term objective T .
This first description works well, but it is not sufficient. In fact,

it would be perfect if all the registers would be guessed at the be-
ginning of the game. The problem is that an assignment to a reg-
ister makes the run of the Ar automata constructed so far irrele-
vant. Indeed proving the correctness of the above construction in-
volves ‘executing’ a winning strategy for Eve in EXP(G†

) ‘fight-
ing’ against the translation strategies ⌧r for the registers owned by
Adam. However, if one inspects the definition of a translation strat-
egy, it is parameterized by a bound n, and assigning a new value
to the register amounts to change this bound in the middle of the
run. This would be meaningless. To circumvent this problem, the
game also maintains a set of reachable states for each Ar (denoted
R,R0 in what follows). A state is drawn from it whenever a regis-
ter is assigned a value (once more chosen by the register owner).
Virtually these sets R,R0 account for possible runs of Ar , but for
which we do not not have any idea of the counter values seen so
far. We use these pieces of run as prefixes before beginning to fol-
low the translation strategy when an assignment is met. Since we
do not control counter values along these pieces of run, the tech-
nique introduces some uncertainness. We resolve this problem in
the correctness proof: by changing the register values chosen by
Eve during each assignment. These changed register values allow
to ‘absorb’ this uncertainness.

The construction. Let us make these ideas more concrete. Let Q
be the disjoint union of the Qr sets, � be the disjoint union of the
�r sets, and � be the disjoint union of the �r sets. Let us also fix
ourselves an order on the registers r1, . . . , r|REG|.

To simplify the description of G†, we extend the syntax of the
move map expressions with the construction ‘a;�’ with a an action,
and � a subformula. This is a shorthand for denoting a move (a, v)
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to a fresh vertex v, with �(v) = �. This notation can be used
recursively.

We construct the new game with guess actions G† as follows:

G†
= (A0, (cost�r )r2REG, T

0
)

with A0
= (V 0,C0, REG, �0, v00) ,

V 0
= V ⇥ {0, 1}Q ⇥

Y

r2REG

Qr ,

v00 = (v0,
[

r2REG

Ir, (ir)r2REG) ,

C0
= (C⇥ {0, 1}REG

) ] ACt� ,

and the move map �0 is defined as follows. For all (v,R,p) 2 V 0,
�0(v,R,p) = �(v)[⌘] in which ⌘ is the substitution defined for all
a 2 C and all v0 2 V as ⌘(a, v0) = tr|REG|(p) with :

t0(p) = ((a,b), (v0, {q0 2 Q | q 2 R, (q, a, ⇤, q0) 2 �},p))

(1)

ti(p) =
_

(pri ,a,h,p
0)2�ri

h; (ti�1(p[r  p0]))

if ri 2 REGEVE (2)

ti(p) =
^

(pri ,a,h,p
0)2�ri

h; (ti�1(p[r  p0]))

if ri 2 REGADAM (3)

where br = 0 if pr 2 Fr , 1 otherwise, and

⌘([guess r], v0) =
_

p02R\Qr

([guess r], (v0, R,p[r  p0]))

for all r 2 REGEVE (4)

⌘([guess r], v0) =
^

p02R\Qr

([guess r], (v0, R,p[r  p0]))

for all r 2 REGADAM. (5)

Hence, Eq. 1 copies the actions of the original arena A, and updates
the set of reachable states R. Eq. 2 and 3 give control of the B-
automaton Ar to the owner of the register r. Finally Eq. 4 and 5
copy the guess actions, and give the right to the owner of the
guessed register to jump to another (reachable) state of the B-
automaton Ar .

Finally, one defines T 0
= {u 2 (C0

)

! | u|(C⇥{0,1}REG) 2 T}.
Note in particular in this construction that the bits occurring in
(C⇥{0, 1}REG

) are not the ones associated to the counters � but are
obtained by testing whether the states of p are final. The bit issued
from the cost�r functions are implicitly dealt with by the definition
of a counter-based winning condition.

The goal in the remaining of this section is to prove the correct-
ness of the construction, as stated as follows.

Lemma 5.1. G is determined, and G† has the same winner.

For proving this statement, we will begin with some considera-
tions and definitions concerning the structure of the game G†, that
will lead to the main part of the proof, which consists in transform-
ing a winning strategy for Eve in EXP(G†

) into a winning strategy
for Eve in EXP(G) (Lemma 5.3). We will finally appeal to sym-
metry considerations for obtaining the same result for strategies for
Adam. The result then immediately follows.
Definitions and first remarks concerning the structure of G†.
In order to be able to state the properties of the construction, it is
convenient to define a certain number of projections of plays in
EXP(G†

). Recall first that the set of actions labelling this game

belong to C0
= (C⇥ {0, 1}REG

)] ACt� to which have to be added
the assignment actions from ASSIGN[REG]. Thus, given a (partial)
play  in the game EXP(A0

), it is natural to consider:

• Its projection on C, written projC( ) 2 C! (or ⇤), on
C ⇥ {0, 1}REG, written projC⇥{0,1}REG ( ), on ACt�r denoted
projACt�r

( ) or on C0 denoted projC0( ).

• Its projection proj�r
( ) to �

!
r (or ⇤), which can be recon-

structed from the structure of the game (formally, when r = ri,
the move (p, r, h, p0) 2 �r in definitions 2 and 3 ). Note that,
though it is a sequence of transitions, it is not in general a run
of the B-automaton Ar , since when [guess r] is encountered,
the state may jump to another one.

•
lgtr( ) which is the length of the longest prefix of  that ends
with an assignment of r.

Note that all these projections yield infinite words when applied to
infinite words.

Lemma 5.2. For all partial plays  in EXP(A0
) and all register

r 2 REG ending in last( ) = (v,R,p), a state q 2 Qr belongs to
R if and only if there is a run of Ar over projC( ) starting in an
initial state and ending in q, and pr 2 R.

Furthermore, let   0 be a partial play in EXP(A0
) that starts

in (v,R,p) and ends in (v0, R0,p0
), and such that  0 contains no

assignment of register r, then proj�r
( ) is a run of Ar from pr

to p0r over projC( ).

Translation of strategies. We are entering now the heart of the
proof. Our goal is now to establish the following.

Lemma 5.3. If Eve wins G†, she also wins G.

Thus, let us fix a winning strategy �0 for Eve in EXP(G†
). We

aim at constructing a winning strategy � for Eve in EXP(G).
The principle of the construction of the strategy � is essentially

to ‘project’ �0 on EXP(A). However, for this to be meaningful,
we need to explain what to do with the choices of Adam that did
not exist in EXP(A). The way we describe this translation is as a
partially defined map ⇢ from partial plays of EXP(A0

) to partial
plays of EXP(A). This partial map ⇢ is defined by induction on the
length of the input partial play, in such a way that the image under
⇢ of �0 is a winning strategy in EXP(G).

At the same time we define ⇢, we establish a certain number of
(induction) properties that we list now. Let  be some partial play
in �0 such that ⇢( ) is defined and that ends in a vertex of the form
(v,R,p), we shall prove that:

P1 If v is owned by Eve, then  is prefix of  0 2 �0 such that
⇢( 0

) is defined, and ⇢( 0
) = ⇢( )m for some move from v

in EXP(A); if v is owned by Adam, and m is some move from
v in EXP(A), there exists  0 2 �0 such that ⇢( 0

) is defined,
and ⇢( 0

) = ⇢( )m.
P2 If ⇢( ) is a strict prefix of ⇢( 0

), then  is a prefix of  0.
Furthermore, projC( ) = projC(⇢( )).

P3 ↵(valr( ) + lgtr( )) = valr(⇢( )) for all r 2 REGEVE,
P4 valr( ) + lgtr( ) = ↵(valr(⇢( ))) for all r 2 REGADAM,
P5 if ⇢( ) is defined, cost�r (projACt�r

( ))  valr( ) for all
registers r 2 REGADAM,

P6 for all registers r 2 REGADAM and all partial plays   0 2
�0 such that  0 does not contain an assignment to r then
⌧nr (projC(  

0
)) = ⌧nr (projC( ))proj�r

( 0
) where n is

valr( )� lgtr( ), and
P7 projC⇥{0,1}REG ( ) v Cmp(⇢( )).
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Before proceeding, let us show that, assuming P1, P2, P5 and P7,
we can prove Lemma 5.3. The property P1 implies directly that � =

⇢(�0
) is indeed a strategy for Eve in EXP(A). We have to prove it

winning. Consider a play � consistent with �. By P2, there is a
play  consistent with �0 such that ⇢( ) = � (at the limit). Since
�0 is winning for Eve, projC0( ) belongs to EXP(cost, T 0

). There
are two cases: (1) either Eve wins because one of Adam’s counter
has exceeded its value, i.e. cost�r (projACt�r

( )) > valr( ) for
some r 2 REGADAM, but this is not possible, since this contradicts
P5, or (2) projC0( ) 2 T 0, or equivalently projC⇥{0,1}REG ( ) 2
T ; but, since by P7 projC⇥{0,1}REG ( ) v Cmp(⇢( )) = Cmp(�),
it follows that Cmp(�) 2 T , which means that � is winning for Eve.
Hence � is winning, and Lemma 5.3 is proved.

Let us finally describe the ⇢ mapping. We establish at the same
time the above invariants P1-P7. For readability, we concentrate on
the meaningful parts of the proofs. In particular, we leave to the
reader the verification of P1 and P2, and we do not mention along
the construction the properties that are immediately preserved.

Let us fix ourselves  2 �0.
Case 1: m was produced in Eq. 1. Then m is of the form
((v, ⇤, ⇤), (a,b), (v0, ⇤, ⇤)) with a 2 C, b 2 {0, 1}REG. In this
case, ⌘( m) = ⌘( )(v, a, v0). The only property that is touched
is P7, and more precisely what we have to prove is that the vec-
tor of bits b is correct. Formally, we have to prove that (a) for all
r 2 REGEVE, if br = 0 then fr(projC( ))  valr(⇢( )) and (b)
for all r 2 REGADAM, if br = 1 then fr(projC( )) > valr(⇢( )).

For (a), by definition, br = 0 means pr 2 Fr . It follows, by
Lemma 5.2, that there is an accepting run of Ar over projC( ).
Furthermore, this run has maximal cost lgtr( ) up to the last
time an assignment of r has been performed, and coincides with
proj�r

( ) from that point on, which means that it has cost at
most valr( ) from that point on. Hence, this run witnesses that
[[projC( )]]  valr( )+lgtr( ). It follows, by assumption, that
f(projC( ))  ↵(valr( ) + lgtr( )), which in turn, by P3,
is at most valr(⇢( )). It follows the expected fr(projC( )) 
valr(⇢( )).

For (b), by definition, br = 1 means that pr 62 Fr . But by
P6, pr is the last state of the of Ar over projC( ) when followig
the translation strategy ⌧nr for n = valr( ). By the definition of
history-determinism, since this state is not accepting, and by P4
n � ↵(valr(⇢( ))), we obtain fr(projC( )) > valr(⇢( )).

This settles the first case.
Case 2: m was produced in Eq. 2. Then m is of the form
((v, ⇤, ⇤), h, (v0, ⇤, ⇤)) with h 2 ACtr for some r 2 REGEVE.
We set ⌘( m) = ⌘( ). Nothing special has to be proved in this
case.
Case 3: m was produced in Eq. 3. Then m is of the form
((v, ⇤, p), h, (v0, ⇤, p0)) with h 2 ACtr for some r 2 REGADAM.
In this case, because the control is given to Adam, there is one
such move for all possible transitions of Ar . In fact here, we
want only to follow that transition offered by the translation strat-
egy for Ar . Hence, if (pr, a, h, p

0
r) = ⌧

val(r)�lgtr( )
r (pr), then

⇢( m) = ⇢( ), and is undefined otherwise. It is easy to check that
the property P6 is maintained in this case for register r.
Case 4: m was produced in Eq. 4. Then m is of the form
((v, ⇤, p), [r := n], (v0, ⇤, p0)) with r 2 REGEVE and n 2 N.
In this case, one sets ⇢( m) = ⇢( )(v, [r := n0

], v0) where n0

is set to be ↵(valr( ) + lgtr( )). In this case, one has to check
that property P3 is preserved. And this is obvious.
Case 5: m was produced in Eq. 5. Then m is of the form
((v,R,p), [r := n], (v0, R0,p0

)) with r 2 REGADAM and n 2 N.
Then ⇢( m) is defined to be ⇢( )(v, [r := k], v0) for some k 2 N
if and only if

• n = ↵(k)� lgtr( ), and

• p0
= p[r  q] for q the last state of the run ⌧↵(k)r (projC( )).

It is easy to check that in this case P4 and P6 are preserved.
The duality argument We have seen Lemma 5.3, which states
that a winning strategy for Eve in EXP(G†

) can be turned into a
winning strategy for Eve in EXP(G). As we did before, we use a
symmetry argument for the Adam counterpart. It is sufficient to
note that syntactically,

G†
= G† .

It follows that if Adam wins G†, by definition he wins EXP(G†
).

Hence, Eve wins EXP(G†
) = EXP(G†

) = EXP(G†
). Thus, by

Lemma 5.3, Eve wins EXP(G) = EXP(G). Hence Adam wins
EXP(G). Since furthermore EXP(G†

) is determined by Martin’s de-
terminacy theorem, it follows that G is determined. This completes
the proof of Lemma 5.1.

6. Conclusion
In this paper, we have introduced games with guess actions as a nat-
ural way to model behaviors involving infinite quantities in finite
games. We show that for non-trivial cases of such games, namely
regular games with guess actions, the winner can be decided. A nat-
ural continuation of this work is to study the case of similar games
played on pushdown arenas. In fact, the main obstacle in such a
generalization is of a technical nature: it is extremely complicated
with the classical tools to write proofs on these models. That is why
we believe that the next step should be the development of a ‘game
oriented’ mathematical framework in which most of the arguments
involved in this work would be natural.
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Abstract
We prove near-optimal trade-offs for quantifier depth versus num-
ber of variables in first-order logic by exhibiting pairs of n-element
structures that can be distinguished by a k-variable first-order sen-
tence but where every such sentence requires quantifier depth at
least n⌦(k/ log k). Our trade-offs also apply to first-order count-
ing logic, and by the known connection to the k-dimensional
Weisfeiler–Leman algorithm imply near-optimal lower bounds
on the number of refinement iterations. A key component in our
proof is the hardness condensation technique recently introduced
by [Razborov ’16] in the context of proof complexity. We apply
this method to reduce the domain size of relational structures while
maintaining the quantifier depth required to distinguish them.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]:
Computational Logic, Model theory; F.2.3 [Tradeoffs between
Complexity Measures]

Keywords First-order logic, first-order counting logic, bounded
variable fragment, quantifier depth, Weisfeiler–Leman, refine-
ment iterations, lower bounds, trade-offs, hardness condensation,
XORification

1. Introduction
The k-variable fragment of first-order logic L

k consists of those
first-order sentences that use at most k different variables. A simple
example is the L

2 sentence

9x9y(Exy ^ 9x(Eyx ^ 9y(Exy ^ 9xEyx))) (1)

stating that there exists a directed path of length 4 in a digraph.
Extending L

k with counting quantifiers 9�ix yields Ck, which can
be more economical in terms of variables. As an illustration, the
L

8 sentence

9x9y1 · · · 9y7
�V

i 6=j yi 6= yj ^Vi Exyi
�

(2)

stating the existence of a vertex of degree at least 7 in a graph can
be written more succinctly as the C

2 sentence

9x9�7yExy . (3)

Bounded variable fragments of first order logic have found numer-
ous applications in finite model theory and related areas (see [19]
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for a survey). Their importance stems from the fact that the model
checking problem (given a finite relational structure A and a sen-
tence ', does A satisfy '?) can be decided in polynomial time
[25, 35]. Moreover, the equivalence problem (given two finite rela-
tional structures A and B, do they satisfy the same sentences?) for
L

k and C

k can be decided in time nO(k) [26], i.e., polynomial for
constant k.

Quantifier Depth If A and B are not equivalent in L

k or Ck, then
there exists a sentence ' that defines a distinguishing property, i.e.,
such that A |= ' and B 6|= ', which certifies that the structures
are non-isomorphic. But how complex can such a sentence be?
In particular, what is the minimal quantifier depth of an L

k or
C

k sentence that distinguishes two n-element relational structures
A and B? The best upper bound for the quantifier depth of Lk and
C

k is nk�1 [26], while to the best of our knowledge the strongest
lower bounds have been only linear in n [13, 20, 16]. In this paper
we present a near-optimal lower bound of n⌦(k/ log k).

Theorem 1.1. There are " > 0, K0 2 N such that for all k, n
with K0  k  n1/12 there is a pair of n-element (k� 1)-
ary relational structures An,Bn that can be distinguished in k-
variable first-order logic but satisfy the same L

k and C

k sentences
up to quantifier depth n"k/ log k.

Note that any two non-isomorphic n-element �-structures A
and B can always be distinguished by a simple n-variable first-
order sentence of quantifier depth n, namely

9x1 · · · 9xn

 
^

i 6=j

xi 6= xj ^
^

R2�,

(vi
1

,...,vir )2RA

Rxi
1

, . . . , xir

^
^

R2�,

(vi
1

,...,vir )/2RA

¬Rxi
1

, . . . , xir

!
. (4)

Since our n⌦(k/ log k) lower bound for k-variable logics grows sig-
nificantly faster than this trivial upper bound n on the quantifier
depth as the number of variables increases, Theorem 1.1 also de-
scribes a trade-off in the super-critical regime above worst-case in-
vestigated by Razborov [32]: If one reduces one complexity mea-
sure (the number of variables), then the other complexity parameter
(the quantifier depth) increases sharply even beyond its worst-case
upper bound.

The equivalence problem for Ck+1 is known to be closely re-
lated to the k-dimensional Weisfeiler–Leman algorithm (k-WL) for
testing non-isomorphism of graphs and, more generally, relational
structures. It was shown by Cai, Fürer, and Immerman [13] that
two structures are distinguished by k-WL if and only if there exists
a C

k+1 sentence that differentiates between them. Moreover, the
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quantifier depth of such a sentence also relates to the complexity of
the WL algorithm in that the number of iterations k-WL needs to
tell A and B apart coincides with the minimal quantifier depth of a
distinguishing C

k+1 sentence. Therefore, Theorem 1.1 also implies
a near-optimal lower bound on the number of refinement steps re-
quired in the Weisfeiler–Leman algorithm. We discuss this next.

The Weisfeiler–Leman Algorithm The Weisfeiler–Leman algo-
rithm, independently introduced by Babai in 1979 and by Immer-
man and Lander in [26] (cf. [13] and [2] for historic notes), is a
hierarchy of methods for isomorphism testing that iteratively re-
fine a partition (or colouring) of the vertex set, ending with a sta-
ble colouring that classifies similar vertices. Since no isomorphism
can map non-similar vertices to each other, this reduces the search
space. Moreover, if two structures end up with different stable
colourings, then we can immediately deduce that the structures are
non-isomorphic. The 1-dimensional Weisfeiler–Leman algorithm,
better known as colour refinement, initially colours the vertices ac-
cording to their degree (clearly, no isomorphism identifies vertices
of different degree). The vertex colouring is then refined based on
the colour classes of the neighbours. For example, two degree-5
vertices get different colours in the next step if they have a different
number of degree-7 neighbours. This refinement step is repeated
until the colouring stays stable (i.e., every pair of equally coloured
vertices have the same number of neighbours in every other colour
class). This algorithm is already quite strong and is extensively used
in practical graph isomorphism algorithms.

In k-dimensional WL this idea is generalized to colourings of
k-tuples of vertices. Initially the k-tuples are coloured by their
isomorphism type, i.e., two tuples ~v = (v1, . . . , vk) and ~w =

(w1, . . . , wk) get different colours if the mapping vi 7! wi is
not an isomorphism on the substructures induced on {v1, . . . , vk}
and {w1, . . . , wk}. In the refinement step, we consider for each
k-tuple ~v = (v1, . . . , vk) and every vertex v the colours of the
tuples ~vj := (v1, . . . , vj�1, v, vj+1, . . . , vk), where v is substi-
tuted at the jth position in the tuple ~v. We refer to the tuple
(c(~v1), . . . , c(~vk)) of these k colours as the colour type t(~v, v)
and let v be a t-neighbour of ~v if t = t(~v, v). Now two tuples ~v
and ~w get different colours if they are already coloured differently,
or if there exists a colour type t such that ~v and ~w have a different
number of t-neighbours. The refinement step is repeated until the
colouring stays stable. Since in every round the number of colour
classes grows, the process stops after at most nk steps. The colour
names can be chosen in such a way that the stable colouring is
canonical, which means that two isomorphic structures end up with
the same colouring, and such a canonical stable colouring can be
computed in time nO(k).

This simple combinatorial algorithm is surprisingly powerful.
Grohe [21] showed that for every non-trivial graph class that ex-
cludes some minor (such as planar graphs or graphs of bounded
treewidth) there exists some k such that k-WL computes a different
colouring for all non-isomorphic graphs, and hence solves graph
isomorphism in polynomial time on that graph class. Weisfeiler–
Leman has also been used as a subroutine in algorithms that solve
graph isomorphism on all graphs. As one part of his very recent
graph isomorphism algorithm, Babai [2] applies k-WL for poly-
logarithmic k to relational (k-ary) structures and makes use of the
quasi-polynomial running time of this algorithm.

Given the importance of the Weisfeiler–Leman procedure, it is
a natural question to ask whether the trivial nk upper bound on the
number of refinement steps is tight. By the correspondence between
the number of refinement steps of k-WL and the quantifier depth
of Ck+1 [13], our main result implies a near-optimal lower bound
even up to polynomial, but still sublinear, values of k (i.e., k = n�

for small enough constant �).

Theorem 1.2. There are " > 0, K0 2 N such that for all k, n with
K0  k  n1/12 there is an n-element k-ary relational structure
An for which the k-dimensional Weisfeiler–Leman algorithm needs
n"k/ log k refinement steps to compute the stable colouring.

In addition to the near-optimal lower bounds for a specific
dimension (or number of variables) k, we also obtain the following
trade-off between the dimension and the number of refinement
steps: If we fix two parameters `1 and `2 (possibly depending
on n) satisfying `1  `2  n1/6/`1, then there are n-element
structures such that k-WL needs n⌦(`

1

/ log `
2

) refinement steps for
all `1  k  `2. A particularly interesting choice of parameters
is `1 = log

c n for some constant c > 1 and `2 = n1/7. This
implies the following quasi-polynomial lower bound on the number
of refinement steps for Weisfeiler–Leman from polylogarithmic
dimension all the way up to dimension n1/7.

Theorem 1.3. For every c > 1 there is a sequence of n-element
relational structures An for which the k-dimensional Weisfeiler–
Leman algorithm needs n⌦(logc�1 n) refinement steps to compute
the stable colouring for all k with log

c n  k  n1/7.

Previous Lower Bounds In their seminal work [13], Cai, Fürer
and Immerman showed that there exist non-isomorphic n-vertex
graphs that cannot be distinguished by any first-order counting
sentence with o(n) variables. Since every pair of non-isomorphic
n-element structures can be distinguished by a C

n (or even L

n)
sentence (as shown in (4) above), this result also implies a linear
lower bound on the quantifier depth of C

k if k = ⌦(n). For all
constant k � 2, a linear ⌦(n) lower bound on the quantifier depth
of C

k follows implicitly from an intricate construction of Grohe
[20], which was used to show that the equivalence problems for
L

k and C

k are complete for polynomial time. An explicit linear
lower bound based on a simplified construction was subsequently
presented by Fürer [16].

For the special case of C2, Krebs and Verbitsky [29] recently
obtained an improved (1 � o(1))n lower bound on the quantifier
depth, nearly matching the upper bound n. In contrast, Kiefer and
Schweitzer [27] showed that if two n-vertex graphs can be distin-
guished by a C3 sentence, then there is always a distinguishing sen-
tence of quantifier depth O(n2/ log n). Hence, the trivial n2 upper
bound is not tight in this case.

As far as we are aware, the current paper presents the first lower
bounds that are super-linear in the domain size n.

Discussion of Techniques The hard instances we construct are
based on propositional XOR (exclusive or) formulas, which can al-
ternatively be viewed as systems of linear equations over GF(2).
There is a long history of using XOR formulas for proving lower
bounds in different areas of theoretical computer science such as,
e.g., finite model theory, proof complexity, and combinatorial opti-
mization/hardness of approximation. Our main technical insight is
to combine two methods that, to the best of our knowledge, have
not been used together before, namely Ehrenfeucht-Fraı̈ssé games
on structures based on XOR formulas and hardness amplification
by variable substitution as used in proof complexity.

More than three decades ago, Immerman [24] presented a way
to encode an XOR formula into two graphs that are isomorphic if
and only if the formula is satisfiable. This can then be used to show
that the two graphs cannot be distinguished by a sentence with
few variables or low quantifier depth using Ehrenfeucht-Fraı̈ssé
games. Arguably the most important application of this method
is the result in [13] establishing that a linear number of variables
is needed to distinguish two graphs in first-order counting logic.
Graph constructions based on XOR formulas have also been used
to prove lower bounds on the quantifier depth of C

k [24, 16].
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We remark that for our result we have to use a slightly different
encoding of formulas into relational structures rather than graphs.

In proof complexity, various flavours of XOR formulas (usu-
ally called Tseitin formulas when used to encode the handshak-
ing lemma saying that the sum of all vertex degrees in an undi-
rected graph has to be an even number) have been used to obtain
lower bounds for proof systems such as resolution [34], polyno-
mial calculus [12], and bounded-depth Frege [5]. Such formulas
have also played an important role in many lower bounds for the
Positivstellensatz/sums-of-squares proof system [18, 28, 33] cor-
responding to the Lasserre semidefinite programming hierarchy,
which has been the focus of much recent interest in the context
of combinatorial optimization.1 Another use of XOR in proof com-
plexity has been for hardness amplification, where one takes a (typ-
ically non-XOR) formula that is moderately hard with respect to
some complexity measure, substitutes all variables by exclusive
ors over pairwise distinct sets of variables, and then shows that
the new XORified formula must be very hard with respect to some
other (more important) complexity measure. This technique was
perhaps first made explicit in [6] and has later appeared in, e.g.,
[11, 7, 8, 4, 15].

An even more crucial role in proof complexity is played by well-
connected so-called expander graphs. For instance, given a formula
in conjunctive normal form (CNF) one can look at its bipartite
clause-variable incidence graph (CVIG), or some variant of the
CVIG derived from the combinatorial structure of the formula, and
prove that if this graph is an expander, then this implies that the
formula must be hard for proof systems such as resolution [9] and
polynomial calculus [1, 30].

In a striking recent paper [32], Razborov combines XOR-
ification and expansion in a simple (with hindsight) but amazingly
powerful way. Namely, instead of replacing every variable by an
XOR over new, fresh variables, he recycles variables from a much
smaller pool, thus decreasing the total number of variables. This
means that the hardness amplification proofs no longer work, since
they crucially use that all new substitution variables are distinct.
But here expansion come into play. If the pattern of variable substi-
tutions is described by a strong enough bipartite expander, it turns
out that locally there is enough “freshness” even among the recy-
cled variables to make the hardness amplification go through over a
fairly wide range of the parameter space. And since the formula has
not only become harder but has also had the number of variables
decreased, this can be viewed as a kind of hardness compression or
hardness condensation.

What we do in this paper is to first revisit Immerman’s old
quantifier depth lower bound for first-order counting logic [24] and
observe that the construction can be used to obtain an improved
scalable lower bound for the k-variable fragment. We then translate
Razborov’s hardness condensation technique [32] into the language
of finite variable logics and use it—perhaps somewhat amusingly
applied to XORification of XOR formulas, which is usually not the
case in proof complexity—to reduce the domain size of relational
structures while maintaining the minimal quantifier depth required
to distinguish them.

Outline of This Paper The rest of this paper is organized as fol-
lows. In Section 2 we describe how to translate XOR formulas to
relational structures and play combinatorial games on these struc-
tures. This then allows us to state our main technical lemmas in
Section 3 and show how these lemmas yield our results. Turning
to the proofs of these technical lemmas, in Section 4 we present
a version of Immerman’s quantifier depth lower bound for XOR
formulas, and in Section 5 we apply Razborov’s hardness conden-

1 No proof complexity is needed in this paper, and so readers unfamiliar
with these proof systems need not worry—this is just an informal overview.

sation technique to these formulas. Finally, in Section 6 we make
some concluding remarks and discuss possible directions for fu-
ture research. Due to space constraints, we omit some of the more
standard technical proofs in this conference version, referring the
reader to the upcoming full-length version for the missing details.

2. From XOR Formulas to Relational Structures
In this paper all structures are finite and defined over a relational
signature �. We use the letters X , E, and R for unary, binary, and
r-ary relation symbols, respectively, and let XA, EA, and RA be
their interpretation in a structure A. We write V (A) to denote the
domain of the structure A. The k-variable fragment of first-order
logic L

k consists of all first-order formulas that use at most k dif-
ferent variables (possibly re-quantifying them as in Equation (1)).
We also consider k-variable first-order counting logic Ck, which is
the extension of Lk by counting quantifiers 9�ix'(x), stating that
there exist at least i elements u 2 V (A) such that (A, u) |= '(x).
For a survey of finite variable logics and their applications we refer
the reader to, e.g., [19].

An `-XOR clause is a tuple (x1, . . . , x`, a) consisting of
` Boolean variables and a Boolean value a 2 {0, 1}. We refer to `
as the width of the clause. An assignment ↵ satisfies (x1, . . . , x`, a)
if ↵(x1) + · · · + ↵(x`) ⌘ a (mod 2). An `-XOR formula F is a
conjunction of XOR clauses of width at most ` and is satisfied by
an assignment ↵ if ↵ satisfies all clauses in F .

For every `-XOR formula F on n variables we can define a
pair of 2n-element structures A = A(F ) and B = B(F ) that are
isomorphic if and only if F is satisfiable. The domain of the struc-
tures contains two elements x0

i and x1
i for each Boolean variable

xi. There is one unary predicate Xi for every variable xi identify-
ing the corresponding two elements x0

i and x1
i . Hence these unary

relations partition the domain of the structures into two-element
sets, i.e., XA

i = XB
i = {x0

i , x
1
i }. To encode the XOR clauses, we

introduce one m-ary relation Rm for every 1  m  ` and set

RA
m=

��
xa

1

i
1

, . . . , xam
im

� ��
(xi

1

, . . . , xim , a)2F,
P

iai⌘0

 
(5a)

and
RB

m=

��
xa

1

i
1

, . . . , xam
im

� ��
(xi

1

, . . . , xim , a)2F,
P

iai⌘a
 

(5b)

(where the sums are taken mod 2). Every bijection � between the
domains of A(F ) and B(F ) that preserves the unary relations Xi

can be translated to an assignment ↵ for the XOR formula via the
correspondence ↵(xi) = 0 , �(x0

i ) = x0
i , �(x1

i ) = x1
i and

↵(xi) = 1 , �(x0
i ) = x1

i , �(x1
i ) = x0

i . It is not hard to show
that such a bijection defines an isomorphism between A(F ) and
B(F ) if and only if the corresponding assignment satisfies F .

This kind of encodings of XOR formulas into relational struc-
tures have been very useful for proving lower bounds for finite
variable logics in the past. Our transformation of XOR clauses of
width ` into `-ary relational structures resembles the way Gurevich
and Shelah [22] encode XOR formulas as hypergraphs. It is also
closely related to the way Cai, Fürer, and Immerman [13] obtain
two non-isomorphic graphs G and H from an unsatisfiable 3-XOR
formula F in the sense that G and H can be seen to be the incidence
graphs of our structures A(F ) and B(F ).

In order to prove our main result, we make use of the combina-
torial characterization of quantifier depth of finite-variable logics
in terms of pebble games for Lk and C

k, which are played on two
given relational structures. Since in our case the structures are based
on XOR formulas, for convenience we consider a simplified com-
binatorial game that is played directly on the formulas rather than
on their structure encodings. We first describe this game and then
show in Lemma 2.1 that this yields an equivalent characterization.

The r-round k-pebble game is played on an XOR formula F
by two players, whom we will refer to as Player 1 and Player 2.
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A position in the game is a partial assignment ↵ of at most k vari-
ables of F and the game starts with the empty assignment. In each
round, Player 1 can delete some variable assignments from the cur-
rent position (he chooses some ↵0 ✓ ↵). If the current position
assigns values to exactly k variables, then Player 1 has to delete at
least one variable assignment. Afterwards, Player 1 chooses some
currently unassigned variable x and asks for its value. Player 2 an-
swers by either 0 or 1 (independently of any previous answers to
the same question) and adds this assignment to the current position.

A winning position for Player 1 is an assignment falsifying
some clause from F . Player 1 wins the r-round k-pebble game if
he has a strategy to win every play of the k-pebble game within at
most r rounds. Otherwise, we say that Player 2 wins (or survives)
the r-round k-pebble game. Player 1 wins the k-pebble game if he
wins the r-round k-pebble game within a finite number of rounds r.
Note that if Player 1 wins the k-pebble game, then he can always
win the k-pebble within 2

knk+1 rounds, because there are at mostPk
i=0 2

i
�
n
i

�  2

knk+1 different positions with at most k pebbles
on n-variable XOR formulas. We say that Player 1 can reach a
position � from a position ↵ within r rounds, if he has a strategy
such that in every play of the r-round k-pebble game starting from
position ↵ he either wins or ends up with position �.

Let us now show that the game described above is equivalent
to the pebble game for Lk and to the bijective pebble game for Ck

played on the structures A(F ) and B(F ).

Lemma 2.1. Let k, p, r be integers such that r > 0 and k � p
and let F be a p-XOR formula giving rise to structures A = A(F )

and B = B(F ) as described in the paragraph preceding (5a)–(5b).
Then the following statements are equivalent:

(a) Player 1 wins the r-round k-pebble game on F .
(b) There is a k-variable first-order sentence ' 2 L

k of quantifier
depth r such that A(F ) |= ' and B(F ) 6|= '.

(c) There is a k-variable sentence in first-order counting logic
' 2 C

k of quantifier depth r such that A(F ) |= ' and
B(F ) 6|= '.

(d) The (k � 1)-dimensional Weisfeiler–Leman procedure can dis-
tinguish between A(F ) and B(F ) within r refinement steps.

Proof sketch. Let us start by briefly recalling known character-
izations in terms of Ehrenfeucht-Fraı̈ssé games of L

k [3, 25]
and C

k [13, 23]. In both cases the game is played by two play-
ers, referred to as Spoiler and Duplicator, on the two struc-
tures A and B. Positions in the games are partial mappings
p =

�
(u1, v1), . . . , (ui, vi)

 
from V (A) to V (B) of size at

most k. The games start from the empty position and proceed in
rounds. At the beginning of each round in both games, Spoiler
chooses p0 ✓ p with |p0| < k.

• In the L

k-game, Spoiler then selects either some u 2 V (A)

or some v 2 V (B) and Duplicator responds by choosing an
element v 2 V (B) or u 2 V (A) in the other structure.

• In the C

k-game, Duplicator first selects a global bijection
f : V (A) ! V (B) and Spoiler chooses some pair (u, v) 2 f .
(If |V (A)| 6= |V (B)|, Spoiler wins the C

k-game immediately.)

The new position is p0[{(u, v)}. Spoiler wins the r-round L

k /Ck

game if he has a strategy to reach within r rounds a position
that does not define an isomorphism on the induced substructures.
Both games characterize equivalence in the corresponding logics:
Spoiler wins the r-round L

k /Ck game if and only if there is a
depth-r sentence ' 2 L

k /Ck such that A |= ' and B 6|= '.
When these games are played on the two structures A(F )

and B(F ) obtained from an XOR formula F , it is not hard to verify
that both games are equivalent to the k-pebble game on F . To see

this, we identify Spoiler with Player 1, Duplicator with Player 2,
and partial mappings p = {(xai

i , xbi
i ) | i  `} with partial assign-

ments ↵ = {xi 7! ai � bi | i  `}. Because of the Xi-relations,
we can assume that partial assignments of any other form will not
occur as they are losing positions for Duplicator.

If Spoiler asks for some x0
i or x1

i in the L

k-game, which corre-
sponds to a choice by Player 1 of xi 2 Vars(F ), the only mean-
ingful action for Duplicator is to choose either x0

i or x1
i in the other

structure, corresponding to an assignment to xi by Player 2. With
any other choice Duplicator would lose immediately because of the
unary relations Xi. Thus, there is a natural correspondence between
strategies in the L

k-game and the k-pebble game.
The players in the k-pebble game can be assumed to have per-

fect knowledge of the strategy of the other player. This means that
at any given position in the game, without loss of generality we
can think of Player 1 as being given a complete truth value as-
signment to the remaining variables, out of which he can pick one
variable assignment. By the correspondence discussed above we
see that this can be translated to a bijection f chosen by Duplicator
in the C

k-game (which has to preserve the Xi relations). There-
fore, Spoiler picking some pair of the form (xa

i , x
b
i ) from f can be

viewed as Player 1 asking about the assignment to xi and getting a
response from Player 2 in the game on F (again using the above-
mentioned correspondence between partial mappings p and partial
assignments ↵). Finally, we observe that by design a partial map-
ping that preserves the Xi-relations defines a local isomorphism if
and only if the corresponding ↵ does not falsify any XOR clause.

Formalizing the proof sketch above, it is not hard to show that
statements (a)–(c) are all equivalent. The equivalence between (c)
and (d) was proven in [13]. The lemma follows.

3. Proofs of Main Theorems
To prove our lower bounds of the quantifier depth of finite vari-
able logics in Theorem 1.1 and the number of refinement steps
of the Weisfeiler–Leman algorithm in Theorems 1.2 and 1.3, we
utilize the characterization in Lemma 2.1 and show that there
are n-variable XOR formulas on which Player 1 is able to win
the k-pebble game but cannot do so in significantly less than
nk/ log k rounds. The next lemma states this formally and also pro-
vides a trade-off as the number of pebbles increases.

Lemma 3.1 (Main technical lemma). There is an absolute con-
stant K0 2 N+ such that for klo, khi, and n satisfying K0  klo 
khi  n1/6/klo there is an XOR formula F with n variables such
that Player 1 wins the klo-pebble game on F , but does not win the
khi-pebble game within nk

lo

/(10 log k
hi

)�1/5 rounds.

Let us see how this lemma yields the theorems in Section 1.

Proof of Theorem 1.1. This theorem can be seen to follow imme-
diately from Lemmas 2.1 and 3.1, but let us write out the details
for clarity. By setting klo = khi = k in Lemma 3.1, we can
find XOR formulas with n variables such that Player 1 wins the
k-pebble game on Fn but needs more than n"k/ log k rounds in or-
der to do so (provided we choose " < 1/10 and K0 large enough).
We can then plug these XOR formulas into Lemma 2.1 to obtain
n-element structures An = A(Fn) and Bn = B(Fn) that can be
distinguished in the k-variable fragments of first-order logic Lk and
first-order counting logic C

k, but where this requires sentences of
quantifier depth at least n"k/ log k.

Proof of Theorem 1.2. If we let Fn be the XOR formula from
Lemma 3.1 for klo = khi = k, then by Lemma 2.1 it holds that
the structures A(Fn) and B(Fn) will be distinguished by the k-
dimensional Weisfeiler–Leman algorithm, but only after n"k/ log k
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refinement steps. Hence, computing the stable colouring of either of
these structures requires at least n"k/ log k refinement steps (since
they would be distinguished earlier if at least one of the computa-
tions terminated earlier).

Proof of Theorem 1.3. This is similar to the proof of Theorem 1.2,
but setting klo = blog ncc and khi =

⌃
n1/7

⌥
in Lemma 3.1.

The proof of Lemma 3.1 splits into two steps. We first estab-
lish a rather weak lower bound on the number of rounds in the
pebble game played on suitably chosen m-variable XOR formu-
las for m � n. We then transform this into a much stronger lower
bound for formulas over n variables using hardness condensation.
To help the reader keep track of which results are proven in which
setting, in what follows we will write `lo and `hi to denote parame-
ters depending on m and klo and khi to denote parameters depend-
ing on n.

To implement the first step in our proof plan, we use tools
developed by Immerman [24] to establish a lower bound as stated in
the next lemma. It gives non-trivial lower bounds for the `hi-pebble
game on m-variable formulas for `hi up to 2

p
logm.

Lemma 3.2. For all `hi,m � 3 there is an m-variable 3-XOR
formula F `

hi

m on which Player 1

(a) wins the 3-pebble game, but
(b) does not win the

�
1

dlog `
hi

em
1/(1+dlog `

hi

e)�2�-round `hi-pebble
game.

We defer the proof of Lemma 3.2 to Section 4, but at this
point an expert reader might wonder why we would need to prove
this lower bound at all, since a much stronger ⌦(m) bound on
the number of rounds in the pebble game on 4-XOR formulas
was already obtained by Fürer [16]. The reason is that in Fürer’s
construction Player 1 cannot win the game with o(`hi) pebbles.
However, it is crucial for the second step of our proof, where we
boost the lower bound but also significantly increase the number of
pebbles that are needed to win the game, that Player 1 is able to win
the original game with very few pebbles.

The second step in the proof of our main technical lemma is car-
ried out by using the techniques developed by Razborov [32] and
applying them to the XOR formulas in Lemma 3.2. Roughly speak-
ing, if we set klo = khi = k for simplicity, then the number of vari-
ables decreases from m to n ⇡ m1/k, whereas the m1/ log k round
lower bound for the k-pebble game stays essentially the same and
hence becomes nk/ log k in terms of the new number of variables n.
The properties of hardness condensation are summarized in the
next lemma, which we prove in Section 5. To demonstrate the flex-
ibility of this tool we state the lemma in its most general form—
readers who want to see an example of how to apply it to the XOR
formulas in Lemma 3.2 can mentally fix p = 3, `lo = 3, `hi = khi,
r ⇡ m1/ log k

hi , and � ⇡ khi/3 when reading the statement of the
lemma below.

Lemma 3.3 (Hardness condensation lemma). There is an ab-
solute constant �0 such that the following holds. Let F be an
m-variable p-XOR formula and suppose that we can choose pa-
rameters `lo > 0, `hi � �0`lo and r > 0 such that Player 1

(a) has a winning strategy for the `lo-pebble game on F , but
(b) does not win the `hi-pebble game on F within r rounds.

Then for any � satisfying �0  �  `hi/`lo and (2`hi�)

2�  m
there is an (�p)-XOR formula H with

⌃
m3/�

⌥
variables such that

Player 1

(a’) has a winning strategy for the (�`lo)-pebble game on H , but
(b’) does not win the `hi-pebble game on H within r/(2`hi) rounds.

Taking Lemmas 3.2 and 3.3 on faith for now, we are ready
to prove our main technical lemma yielding an n⌦(k/ log k) lower
bound on the number of rounds in the k-pebble game.

Proof of Lemma 3.1. Let �0 be the constant from Lemma 3.3. We
let K0 � 3�0 + 9 be an absolute constant to be determined
later. We are given khi, klo, and n satisfying the conditions from
Lemma 3.1. In order to apply Lemma 3.3 to the XOR formulas
provided by Lemma 3.2 we fix the parameters p := 3, `lo := 3,
`hi := khi, � := 3bklo/9c, and m := nbk

lo

/9c.
By assumption we have `lo � 3 and therefore we can appeal

to Lemma 3.2 to obtain an m-variable 3-XOR formula on which
Player 1 wins the 3-pebble game but cannot win the `hi-pebble
game within r :=

1
dlog `

hi

em
1/(1+dlog `

hi

e) � 2 rounds. Now we
apply hardness condensation to this formula and have to check that
the chosen parameters satisfy the conditions. By definition we have
`lo > 0 and furthermore `hi = khi � K0 � 3�0 = �0`lo.
Statements (a) and (b) are satisfied by Lemma 3.2. To verify the
bounds on � note that �0  3bK0/9c  3bklo/9c = � 
klo/3  khi/3 = `hi/`lo. We proceed with checking the condition
(2`hi�)

2�  m. Because �  klo/3 and `hi = khi  n1/6/klo
we get (2`hi�)

2�  (

2
3
n1/6

)

2�  n�/3
= m. Finally, we verify

that n = nbk
lo

/9c3/�
= m3/�. Now Lemma 3.3 provides us

with an n-variable klo-XOR formula on which (a’) Player 1 has
a winning strategy for the (3�)-pebble game and hence also for
the game with klo � 9bklo/9c = 3� pebbles. Furthermore, by
(b’) Player 1 needs r/(2khi) rounds to win the khi-pebble game.
To complete the proof we note that (since khi  n1/6)

r/(2khi) = 1
2k

hi

dlog k
hi

en
bk

lo

/9c/(1+dlog k
hi

e) � 2 (6)

� nk
lo

/(10 log k
hi

)�1/5 (7)

where the inequality holds for large enough klo, khi, n � K0 and
we choose the global constant K0 such that the parameters are large
enough for this inequality to hold.

4. XOR Formulas over Pyramids
We now proceed to establish the k-pebble game lower bound stated
in Lemma 3.2. Our XOR formulas will be constructed over directed
acyclic graphs (DAGs) as described in the following definition.

Definition 4.1. Let G be a DAG with sources S and a unique sink z.
The XOR formula xor(G) contains one variable v for every vertex
v 2 V (G) and consists of the following clauses:

(a) (s, 0) for every source s 2 S,
(b) (v, w1, . . . , w`, 0) for all non-sources v 2 V (G) \ S with in-

neighbours N�
(v) = {w1, . . . , w`},

(c) (z, 1) for the unique sink z.

Note that the formula xor(G) is always unsatisfiable, since
all sources are forced to 0 by (a), which forces all other vertices
to 0 in topological order by (b), contradicting (c) for the sink.
Incidentally, these formulas are somewhat similar to the pebbling
formulas defined in [9], which have been very useful in proof
complexity (see the survey [31] for more details). The difference
is that pebbling formulas state that a vertex v is true if and only if
all of its in-neighbours are true, whereas xor(G) states that v is true
if and only if the parity of the number of true in-neighbours is odd.

It is clear that one winning strategy for Player 1 is to ask first
about the sink z, for which Player 2 has to answer 1 (or lose
immediately) and then about all the in-neighbours of the sink until
the answer for one vertex v is 1 (if there is no such vertex, Player 2
again loses immediately). At this point Player 1 can forget all other
vertices and then ask about the in-neighbours of v until a 1-labelled
vertex w is found, and then continue in this way to trace a path of
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1-labelled vertices backwards through the DAG until some source s
is reached, which contradicts the requirement that s should be
labelled 0. Formalizing this as an induction proof on the depth of G
shows that if the in-degree is bounded, then Player 1 can win the
pebble game on xor(G) with few pebbles as stated next.

Lemma 4.2. Let G be a DAG with a unique sink and maximal in-
degree d. Then Player 1 wins the (d+ 1)-pebble game on xor(G).

As a warm-up for the proof of Lemma 3.2, let us describe a
very weak lower bound from [24] for the complete binary tree of
height h (with edges directed from the leaves to the root), which we
will denote Th. By the lemma above, Player 1 wins the 3-pebble
game on xor(Th) in O(h) steps by propagating 1 from the root
down to some leaf. On the other hand, Player 2 has the freedom
to decide on which path she answers 1. Hence, she can safely
respond 0 for a vertex v as long as there is some leaf with a pebble-
free path leading to the lowest pebble labelled 1 without passing v.
In particular, if Player 2 is asked about vertices at least ` layers
below the lowest pebbled vertex for which the answer 1 was given,
then she can answer 0 for 2`�1 queries. It follows that the height h
provides a lower bound on the number of rounds Player 1 needs to
win the game, even if he has an infinite amount of pebbles. We
remark that this proof in terms of pebble-free paths is somewhat
reminiscent of an argument by Cook [14] for the so-called black
pebble game corresponding to the pebbling formulas in [9] briefly
discussed above.

The downside of this lower bound is that the height is only
logarithmic in the number of vertices and thus too weak for us
as we are shooting for a lower bound of the order of n1/ log k.
To get a better bound for the black pebble game Cook instead
considered so-called pyramid graphs as in Figure 1. These will not
be sufficient to obtain strong enough lower bounds for our pebble
game, however. Instead, following Immerman we consider a kind
of high-dimensional generalization of these graphs, for which the
lower bound on the number of rounds in the k-pebble game is still
linear in the height h while the number of vertices is roughly hlog k.

Definition 4.3 ([24]). For d � 1 we define the (d+1)-dimensional
pyramid of height h, denoted by Pd

h , to be the following layered
DAG. We let L, 0  L  h be the layer number and set
qd(L) := bL/dc and rd(L) := L (mod d). Hence, for any L
we have L = qd(L) · d+ rd(L). For integers xi � 0 the vertex set
is
V
�Pd

h

�
=

�
(x0, . . . , xd�1, L) | L  h;

xi  qd(L) + 1 if i<rd(L);xi  qd(L) if i�rd(L)
 

,
(8a)

where we say that L is the layer of the vertex (x0, . . . , xd�1, L).
The edge set E

�Pd
h

�
consists of the pair of edges

�
(x0, . . . , xd�1, L+1), (x0, . . . , xd�1, L)

�
,

�
(x0, . . . , xrd(L)+1, . . . , xd�1, L+1),(x0, . . . , xd�1, L)

� (8b)

for all vertices (x0, . . . , xd�1, L) 2 V (Pd
h) and layers L < h,

so that every vertex in layer L has exactly two in-neighbours from
layer L+ 1.

We refer the reader to Figures 1 and 2 for illustrations of
2-dimensional and 3-dimensional pyramids (where all the edges
in the figures are assumed to be directed upwards). The ver-
tex (0, . . . , 0) at the top of the pyramid is the unique sink and
all vertices at the bottom layer h are sources.

As high-dimensional pyramids have in-degree 2, Lemma 4.2
implies that Player 1 wins the 3-pebble game on Pd

h . Recall that,
as discussed in the proof sketch of the lemma, Player 1 starts his
winning strategy in the 3-pebble game by pebbling the sink of
the pyramid and its two in-neighbours. One of them has to be

Figure 1. 2D pyramid Figure 2. 3D pyramid

labelled 1. Then he picks up the two other pebbles and pebbles
the two in-neighbours of the vertex marked with 1 and so on.
Continuing this strategy, he is able to “move” the 1 all the way
to the bottom, reaching a contradiction, in a number of rounds that
is linear in the height of the pyramid. This strategy turns out to be
nearly optimal in the sense that in order to move a 1 from the top
to the bottom in Pd

h , it makes no sense for Player 1 at any point in
the game to pebble a vertex that is d or more levels away from the
lowest level containing a pebble.

The next lemma states a key property of pyramids in this regard.
In order to state it, we need to make a definition.

Definition 4.4. We refer to a partial assignment M of Boolean
values to the vertices of a DAG G as a labelling or marking of G.
We say that M is consistent if no clause of type (b) or (c) in the
XOR formula xor(G) in Definition 4.1 is falsified by M.

That is, a consistent labelling does not violate any constraint on
any non-source vertex, but source constraints (a) may be falsified.
Such labellings are easy to find for high-dimensional pyramids.

Lemma 4.5 ([24]). Let M be a consistent labelling of all vertices
in a pyramid Pd

h from layer 0 to layer L. Then for every set S of
2

d�1 vertices on or below layer L+d there is a consistent labelling
of the entire pyramid that extends M and labels all vertices in S
with 0.

To get some intuition why Lemma 4.5 holds, note that the
d-dimensional pyramids are constructed in such a way that they
locally look like binary trees. In particular, every vertex v 2 V (Pd

h)

together with all its predecessors at distance at most d form a
complete binary tree. By the same argument as for the binary
trees above, it follows that if v is labelled with 1, Player 2 can
safely answer 0 up to 2

d � 1 times when asked about vertices
d layers below v. However, the full proof of Lemma 4.5 is more
challenging and requires some quite subtle reasoning. We refer the
reader to [24] (or the upcoming full-length version of this paper)
for the details.

In [24] log n-dimensional pyramids (where n is the number
of vertices) are used to prove a ⌦

�
2

p
logn

�
lower bound on the

quantifier depth of full first-order counting logic. The next lemma
shows that if we instead choose the dimension to be logarithmic
in the number of variables (i.e., pebbles) in the game, we get an
improved quantifier depth lower bound for the k-variable fragment.

Lemma 4.6. For every d � 2 and height h, Player 1 does not win
the 2

d-pebble game on xor

�Pd
h

�
within bh/dc � 1 rounds.

Proof. We show that Player 2 has a counter-strategy to answer
consistently for at least bh/dc � 1 rounds. Starting at the top
layer L1 = 0, she maintains the invariant that at the start of round r
she has a consistent labelling of all vertices from layer 0 to layer Lr

with the property that there is no pebble on layers Lr+1 to Lr+d.
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Whenever Player 1 places a pebble on a layer above Lr , Player 2
responds according to the labelling and whenever Player 1 puts a
pebble on or below layer Lr + d, she answers 0, and in both cases
sets Lr+1 = Lr . If Player 1 places a pebble between layer Lr + 1

and Lr + d, Player 2 first extends her labelling to the first layer
Lr+1 > Lr such that there is no pebble on layers Lr+1 + 1 to
Lr+1 + d and then answers according to the new labelling. The
existence of such an extension is guaranteed by Lemma 4.5. Note
that when Player 2 skips downward from layer Lr to layer Lr+1

she might jump over a lot of layers in one go, but if so there is at
least one pebble for every dth layer forcing such a big jump.

We see that following this strategy Player 2 survives for at least
bh/dc � 1 rounds, and this establishes the lemma.

Putting the pieces together, we can now present the lower bound
for the k-pebble game in Lemma 3.2.

Proof of Lemma 3.2. Recall that we want to prove that for all
`hi � 3 and m � 3 there is an m-variable 3-XOR formula F on
which Player 1 wins the 3-pebble game but cannot win the `hi-
pebble game within 1

dlog `
hi

em
1/(1+dlog `

hi

e) � 2 rounds.
We choose the formula to be F = xor

�Pd
h

�
for parameters

d = dlog ke and h =

⌃
m1/(d+1)

⌥
. Since the graph Pd

h has
indegree 2, Lemma 4.2 says that Player 1 wins the 3-pebble game
as claimed in Lemma 3.2(a). The lower bound for the `hi-pebble
game in Lemma 3.2(b) follows from Lemma 4.6 and the fact that
Pd

h contains less than hd+1 vertices.

5. Hardness Condensation
In this section we establish Lemma 3.3, which shows how to con-
vert an XOR formula into a harder formula over fewer variables.
As discussed in the introduction, this part of our construction re-
lies heavily on Razborov’s recent paper [32]. We follow his line of
reasoning closely below, but translate it from proof complexity to a
pebble game argument for bounded variable logics.

A key technical concept in the proof is graph expansion. Let
us define the particular type of expander graphs we need and then
discuss some crucial properties of these graphs. We use standard
graph notation, letting G = (U

.[ V,E) denote a bipartite graph
with left vertex set U and right vertex set V . We let NG�U 0�

=�
v
��{u, v} 2 E(G), u 2 U 0 denote the right neighbours of a left

vertex subset U 0 ✓ U (and vice versa for right vertex subsets).

Definition 5.1 (Boundary expander). A bipartite graph G =

(U
.[ V,E) is an m ⇥ n (s, c)-boundary expander graph if

|U | = m, |V | = n, and for every set U 0 ✓ U , |U 0|  s, it
holds that

��@G
(U 0

)

�� � c|U 0|, where the boundary @G
(U 0

) is the
set of all v 2 NG

(U 0
) having a unique neighbour in U 0, mean-

ing that
��NG

(v) \ U 0��
= 1. An (s,�, c)-boundary expander is an

(s, c)-boundary expander where additionally
��NG

(u)
��  � for all

u 2 U , i.e., the graph has left degree bounded by �.

In what follows, we will omit G from the notation when the
graph is clear from context.

In any (s, c)-boundary expander with c > 0 it holds that any
left vertex subset U 0 ✓ U of size |U 0|  s has a partial matching
into V where the vertices in U 0 can be ordered in such a way
that every vertex ui 2 U 0 is matched to a vertex outside of the
neighbourhood of the preceding vertices u1, . . . , ui�1. The proof
of this fact is sometimes referred to as a peeling argument.

Lemma 5.2 (Peeling lemma). Let G = (U
.[ V,E) be an

(s, c)-boundary expander with s � 1 and c > 0. Then for ev-
ery set U 0 ✓ U , |U 0| = t  s there is an ordering u1, . . . , ut of

its vertices and a sequence of vertices v1, . . . , vt 2 V such that
vi 2 N(ui) \N({u1, . . . , ui�1}).
Proof sketch. Fix any vt 2 @(U 0

) and let ut 2 U 0 be the unique
vertex such that

��N(vt) \ U 0��
= {ut}. Then it holds that

vt 2 N(ut) \ N
�
U 0 \ {ut}

�
. By induction we can now find

sequences u1, . . . , ut�1 and v1, . . . , vt�1 for U 0 \ {ut} such that
vi 2 N(ui) \ N({u1, . . . , ui�1}), to which we can append ut

and vt at the end. The lemma follows.

For a right vertex subset V 0 ✓ V in G = (U
.[ V,E) we define

the kernel Ker

�
V 0� ✓ U to be the set of all left vertices whose

entire neighbourhood is contained in V 0, i.e.,

Ker

�
V 0�

=

�
u 2 U

��N(u) ✓ V 0 . (9)

We let G\V 0 denote the subgraph of G induced on
�
U \Ker(V 0

)

� .[�
V \ V 0�. Thus, we obtain G \ V 0 from G by first deleting V 0 and

afterwards all isolated vertices from U .
The next lemma states that for any small enough right vertex

set V 0 in an expander G we can find a closure �
�
V 0� ◆ V 0 with a

small kernel such that G \ �(V 0
) has good expansion. The proof of

this lemma (albeit with slightly different parameters) can be found
in [32] and is also provided in the full-length version of this paper.

Lemma 5.3 ([32]). Let G be an (s, 2)-boundary expander. Then
for every V 0 ✓ V with |V 0|  s/2 there exists a subset �

�
V 0� ✓

V with �(V 0
) ◆ V 0 such that

��
Ker

�
�
�
V 0����  ��V 0�� and the

induced subgraph G \ �(V 0
) is an (s/2, 1)-boundary expander.

In order for Lemmas 5.2 and 5.3 to be useful, we need to
know that there exist good expanders. This can be established by
a standard probabilistic argument. A proof of the next lemma is
given in [32] and can also be found in the full version of this paper.

Lemma 5.4. There is a constant �0 such that for all �, s, m
satisfying � � �0 and (s�)

2�  m there exist m ⇥ ⌃
m3/�

⌥

(s,�, 2)-boundary expanders.

We will use such expanders G = (U
.[ V,E) when we do XOR

substitution in our formulas as described in the next definition.
In words, variables in the XOR formula are identified with left
vertices U in G, the pool of new variables is the right vertex set V ,
and every variable u 2 U in an XOR clause is replaced by an
exclusive or

L
v2N(u) v over its neighbours v 2 N(u).

Definition 5.5 (XOR substitution with recycling). Let F be an
XOR formula with Vars(F ) = U and let G = (U

.[ V,E)

be a bipartite graph. For every clause C = (u1, . . . , ut, a) in F
we let C[G] be the clause (v11 , . . . , v

z
1

1 , . . . , v1t , . . . , v
zt
t , a), where

N(ui) = {v1i , . . . , vzii } for all 1  i  t. Taking unions, we let
F [G] be the XOR formula F [G] = {C[G] | C 2 F}.

When using an m ⇥ m3/�
(s,�, 2)-boundary expander as

in Lemma 5.4 for substitution in an m-variable XOR formula F
as described in Definition 5.5, we obtain a new XOR formula
F [G] where the number of variables have decreased significantly
to m3/�. The next lemma, which is at the heart of our logic-
flavoured version of hardness condensation, states that a round
lower bound for the k-pebble game on F implies a round lower
bound for the k-pebble game on F [G].
Lemma 5.6. Let k be a positive integer and let G an m ⇥ n
(2k, 2)-boundary expander. Then if F is an XOR formula over
m variables such that Player 2 wins the r-round k-pebble game
on F , she also wins the r/(2k)-round k-pebble game on F [G].

Before embarking on a formal proof of Lemma 5.6, which is
rather technical and will take the rest of this section, let us discuss
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the intuition behind it. The main idea to obtain a good strategy for
Player 2 on the substituted formula F [G] is to think of the game as
being played on F and simulate the survival strategy there for as
long as possible (which is where expansion comes into play).

Let G = (U
.[V,E) be an (s, 2)-boundary expander as stated in

the lemma. We have Vars(F ) = U and Vars(F [G]) = V . Given
a strategy for Player 2 in the r-round k-pebble game on F , we want
to convert this into a winning strategy for Player 2 for the r/(2k)-
round k-pebble game on F [G]. The first idea (which will not quite
work) is the following.

While playing on the substituted formula F [G], Player 2 simu-
lates the game on F . For every position � in the game on F [G], she
maintains a corresponding position ↵ on F , which is defined on all
variables whose entire neighbourhood in the expander is contained
in the domain of �, i.e., Vars(↵) = Ker(Vars(�)). The assign-
ments of ↵ should be defined in such a way that they are consistent
with �, i.e., ↵(u) =

L
v2N(u) �(v). It follows from the definition

of XORification that ↵ falsifies an XOR clause of F if and only if
� falsifies an XOR clause of F [G].

Now Player 2 wants to play in such a way that if � changes
to �0 in one round of the game on F [G], then the corresponding
position ↵ also changes to ↵0 in one round of the game on F .
Intuitively, this should be done as follows. Suppose that starting
from a position �, Player 1 asks for a variable v 2 V . If v is
not the last free vertex in a neighbourhood of some u 2 U , i.e.,
Ker(Vars(�)) = Ker(Vars(�) [ {v}), then Player 2 can make
an arbitrary choice as ↵ = ↵0 is consistent with both choices.
If v is the last free vertex in the neighbourhood of exactly one
vertex u, i.e., {u} = Ker(Vars(�) [ {v}) \ Ker(Vars(�)), then
Player 2 assumes that she was asked for u in the simulated game
on F . If in her strategy for the r-round k-pebble game on F she
would answer with an assignment a 2 {0, 1} which would yield
the new position ↵0

= ↵ [ {u 7! a}, then in the game on F [G]
she now sets v to the right value b 2 {0, 1} so that the new
position �0

= � [ {v 7! b} satisfies the consistency property
↵0
(u) =

L
v2N(u) �

0
(v). Following that strategy, the number of

rounds Player 2 survives the game on F [G] is lower-bounded by
the number of rounds she survives in the game on F .

The gap in this intuitive argument is how to handle the case
when the queried variable v completes the neighbourhood of
two (or more) vertices u1, u2 at the same time, i.e., if we have
{u1, u2} ✓ Ker(Vars(�) [ {v}) \ Ker(Vars(�)). This would
indeed be a problem, as u1 and u2 could guide to two different
ways of assigning v, implying that for the new position �0 there
will be no consistent assignment ↵0 of Ker(Vars(�0

)).
To circumvent this problem and implement the proof idea

above, we will use the boundary expansion of G to ensure that
this problematic case does not occur. For instance, suppose that the
graph G0

= G \ Vars(�), which is the induced subgraph of G on
U \Vars(↵) and V \Vars(�), has boundary expansion at least 1.
Then the bad situation described above with two variables u1, u2

having neighbourhood NG0
(u1) = NG0

(u2) = {v} in G0 can-
not arise, since this would imply @G0

({u1, u2}) = ;, contradicting
the expansion properties of G0. Unfortunately, we cannot ensure
boundary expansion of G \ Vars(�) for every position �, but we
can apply Lemma 5.3 and extend the current position to a larger
one that is defined on �(Vars(�)) and has the desired expansion
property. Since Lemma 5.3 ensures that Ker(�(Vars(�))), the do-
main of the consistent ↵, is bounded by |↵|  |�|  k, this is still
good enough.

We now proceed to present a formal proof. When doing so, it
turns out to be convenient for us to prove the contrapositive of
the statement discussed above. That is, instead of transforming a
strategy for Player 2 in the r-round k-pebble game on F to a

strategy for the r/(2k)-round k-pebble game on F [G], we will
show that a winning strategy for Player 1 in the game on F [G] can
be used to obtain a winning strategy for Player 1 in the game on F .

Suppose that � is a position in the k-pebble game on F [G], i.e.,
a partial assignment of variables in V . Since |�|  k, we can apply
Lemma 5.3 to obtain a superset �(Vars(�)) ◆ Vars(�) such that
|Ker(�(Vars(�)))|  |Vars(�)| and the induced subgraph G \
�(Vars(�)) is an (s/2, 1)-boundary expander. For the rest of this
section, fix a minimal such set �(V 0

) for for every V 0
= Vars(�)

corresponding to a position � in the k-pebble game. This will allow
us to define formally what we mean by consistent positions in the
two games on F and F [G] as described next.

Definition 5.7. Let ↵ be a partial assignment of variables in U
and � be a partial assignment of variables in V . We say that
↵ is consistent with � if there exists an extension �ext ◆ �
with Vars(�ext) = N

�
Vars(↵)

� [ Vars(�) such that for all
u 2 Vars(↵) it holds that ↵(u) =

L
v2N(u) �ext(v).

For every position � in the k-pebble game on the XOR-
substituted formula F [G] we let Cons(�) be the set of all posi-
tions ↵ with Vars(↵) = Ker(�(Vars(�))) that are consistent
with �.

Observe that by Lemma 5.3 it holds that |↵|  |�| for all
↵ 2 Cons(�). The next claim states the core inductive argument.

Claim 5.8. Let � be a position on F [G] and suppose that Player 1
wins the i-round k-pebble game on F [G] from position �. Then
Player 1 has a strategy to win the k-pebble game on F within 2ki
rounds from every position ↵ 2 Cons(�).

We note that this claim is just a stronger (contrapositive) version
of Lemma 5.6.

Proof of Lemma 5.6 assuming Claim 5.8. We apply Claim 5.8 with
parameters � = ; and i = r/(2k). Since Cons(;) = {;}, we di-
rectly get the contrapositive statement of Lemma 5.6 that if Player 1
wins the r/(2k)-round k-pebble game on F [G], then he wins the
r-round k-pebble game on F .

All that remains for us to do now is to establish Claim 5.8, after
which the hardness condensation lemma will follow easily.

Proof of Claim 5.8. The proof is by induction on i. For the base
case i = 0 we have to show that if � falsifies an XOR clause
in F [G], then every assignment ↵ 2 Cons(�) falsifies an XOR
clause in F . But if � falsifies a clause of F [G], which by construc-
tion has the form C[G] for some clause C from F , then by Defini-
tions 5.5 and 5.7 it holds that every ↵ 2 Cons(�) falsifies C.

For the induction step, suppose that the statement holds for i�1

and assume that Player 1 wins the i-round k-pebble game on F [G]
from position �. Note that a move of Player 1 from position �
consists of two steps:

1. Player 1 first chooses a subassignment �0 ✓ �.
2. He then asks for the value of one variable v 2 V , to which

Player 2 has to choose an assignment a 2 {0, 1} yielding the
new position �0 [ {v 7! a}.

As Player 1 has a strategy to win from � within i rounds, it follows
that he can win from both �0 [ {v 7! 0} and �0 [ {v 7! 1} within
i � 1 rounds. By the inductive assumption we then immediately
obtain the following statement for the set of assignments

Cons

�
�0 ⇤ v� :=

S
a2{0,1} Cons

�
�0 [ {v 7! a}� (10)

consistent with either �0 [ {v 7! 0} or �0 [ {v 7! 1}.

Subclaim 5.9. Player 1 can win the k-pebble game on F within
2k(i� 1) rounds from all positions in Cons

�
�0 ⇤ v�.
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Note that a position is in Cons

�
�0 ⇤ v

�
if it is consistent with

either �0 [ {v 7! 0} or �0 [ {v 7! 1}. Therefore, Cons
�
�0 ⇤ v� is

the set of all positions over Ker

�
�
�
�0� [ {v}� that are consistent

with �0. What remains to show is that from every position ↵ 2
Cons(�) Player 1 can reach some position in Cons

�
�0 ⇤ v� within

2k rounds. We split the proof into two steps, corresponding to the
two steps in the move of Player 1 from position �.

Subclaim 5.10. From every position ↵ 2 Cons(�) Player 1 can
reach some position in Cons

�
�0� for �0 ✓ � within k rounds.

Subclaim 5.11. From every position ↵ 2 Cons

�
�0� Player 1 can

reach some position in Cons

�
�0 ⇤ v� within k rounds.

We now establish Subclaim 5.11. The proof of Subclaim 5.10 is
similar and deferred to the full-length version of the paper.

Proof of Subclaim 5.11. Player 1 starts with some assignment
↵start 2 Cons

�
�0� defined over Ustart = Ker

�
�
�
Vars

�
�0���,

and wants to reach some assignment ↵end 2 Cons

�
�0 ⇤ v� de-

fined over the variables Uend = Ker

�
�
�
Vars

�
�0� [ {v}��. To do

this, he first deletes all assignments of variables in Ustart \ Uend

from ↵start. Afterwards, he asks for all remaining variables U 0
=

Uend \ Ustart. The difficult part is to ensure that final position is
consistent with �0 and here the Peeling lemma comes into play.

As discussed above, by our choice of the closure �
�
Vars

�
�0��

(which used Lemma 5.3) we know that the bipartite graph G0
=

G \ �
�
Vars

�
�0�� is an (s/2, 1)-boundary expander and further-

more that for U 0
= Uend \ Ustart it holds that |U 0|  |Uend| ��

Vars

�
�0� [ {v}��  s/2. Hence, we can apply the peeling argu-

ment in Lemma 5.2 to G0 and U 0 to obtain an ordered sequence
u1, . . . , ut satisfying NG0

(ui) \NG0
({u1, . . . , ui�1}) 6= ;. We

will think of Player 1 as querying the (at most k) vertices in U 0 in
this order, after which he ends up with a position ↵end defined on
the variables Uend. We want to argue that independently of how
Player 2 answers, the position ↵end obtained in this way is consis-
tent with �0, and hence contained in Cons

�
�0 ⇤ v

�
. We argue this

by showing inductively that all positions encountered during the
transition from ↵start to ↵end are consistent with �0. This clearly
holds for the starting position ↵start by assumption, and hence also
for the position obtained from ↵start by deleting all assignments
of variables in Ustart \ Uend. For the induction step, let i � 0 and
assume inductively that the current position ↵i over

Ui := (Ustart \ Uend) [ {uj | 1  j  i} (11)

is consistent with �0. Now Player 1 asks about the variable ui+1

and Player 2 answers with a value ai+1. Since ↵i is consistent
with �0, there is an assignment �ext ◆ �0 that sets the vari-
ables v 2 N(Vars(↵i)) to the right values such that ↵i(u) =L

v2N(u) �ext(v) for all u 2 Vars(↵i). By our ordering of
U 0

= {u1, . . . , ut} chosen above we know that ui+1 has at
least one neighbour on the right-hand side V that is neither con-
tained in NG

(Ui) = NG
(Vars(↵i)) nor in the domain of �0.

Hence, regardless of which value ai+1 Player 2 chooses for
her answer we can extend the assignment �ext to the variables
NG

(ui+1) \ �
NG�

Vars(↵i)
� [ Vars

�
�0�� in such a way thatL

v2N(ui+1

) �ext(v) = ai+1. This shows that ↵i+1 defined over
Ui+1 = (Ustart \ Uend) [ {uj | 1  j  i + 1} is consistent
with �0. Subclaim 5.11 now follows by the induction principle. a

Combining Subclaims 5.9, 5.10 and 5.11, we conclude that
Player 1 wins from every position ↵ 2 Cons(�) within 2ki rounds.
This concludes the proof of Claim 5.8.

We are finally in a position to give a formal proof of Lemma 3.3.

Proof of Lemma 3.3. We let �0 be the constant in Lemma 5.4. Sup-
pose we are given an m-variable p-XOR formula F and parame-
ters `lo, `hi, r, � that satisfy the conditions in Lemma 3.3. We set
s := 2`hi. By the requirements on � we have (s�)

2�  m and
� � �0. Hence we can apply Lemma 5.4 to obtain an m⇥dm3/�e
(s,�, 2)-boundary expander G = (U

.[V,E), and applying XOR-
ification with respect to G we construct the formula H := F [G].

For the upper bound in Lemma 3.3(a’), we recall that Player 1
has a winning strategy in the `lo-pebble game on F by assump-
tion (a) in the lemma. He uses this strategy to win the (� · `lo)-
pebble game on H as follows. Whenever his strategy tells him
to ask for a variable u 2 U = Vars(F ), he instead asks for
the at most � variables in N(u) ✓ V = Vars(H) and as-
signs to u the value that corresponds to the parity of the answers
Player 2 assigns to N(u). In this way, he can simulate his strat-
egy on F until he reaches an assignment that contradicts an XOR
clause C from F . As the corresponding assignment of the variables
{v | v 2 N(u), u 2 Vars(C)} falsifies the constraint C[G] 2 H ,
at this point Player 1 wins the (� · `lo)-pebble game on H .

The lower bound in Lemma 3.3(b’) follows immediately from
Lemma 5.6. Since by assumption (b) in Lemma 3.3 Player 1 does
not win the `hi-pebble game on F within r rounds, Lemma 5.6
implies that he does not win the `hi-pebble game on H within
r/(2`hi) rounds either.

6. Concluding Remarks
In this paper we prove an n⌦(k/ log k) lower bound on the mini-
mal quantifier depth of L

k and C

k sentences that distinguish two
finite n-element relational structures, nearly matching the trivial
nk�1 upper bound. By the known connection to the k-dimensional
Weisfeiler–Leman algorithm, these results imply near-optimal
n⌦(k/ log k) lower bounds also on the number of refinement steps
of this algorithm.

An obvious open problem is to improve the lower bound. One
way to achieve this would be to strengthen the lower bound on
the number of rounds in the k-pebble game on 3-XOR formulas
in Lemma 3.2 from nlog�1 k to n� for some � � log

�1 k. By
the hardness condensation lemma this would directly improve our
lower bound from n⌦(k/ log k) to n⌦(�k).

The structures on which our lower bounds hold are n-element
relational structures of arity ⇥(k) and size n⇥(k). We would have
liked to have this results also for structures of bounded arity, such
as graphs. However, the increase of the arity is inherent in the
construction as the method of substitution decreases the number
of variables in an XOR formula, while the number of clauses re-
mains unchanged. An optimal lower bound of n⌦(k) on the quanti-
fier depth required to distinguish two n-vertex graphs has been ob-
tained by the first author in an earlier work [10] for the existential-
positive fragment of Lk. Determining the quantifier rank of full Lk

and C

k on n-vertex graphs remains an open problem.
Another open question concerns the complexity of finite vari-

able equivalence for non-constant k. What is the complexity of de-
ciding, given two structures and a parameter k, whether the struc-
tures are equivalent in L

k or C

k? As this problem can be solved
in time (kAk + kBk)O(k), it is in EXPTIME (if k is part of the
input). It has been conjectured that this problem is EXPTIME-
complete [17], but it is not even known whether it is NP-hard. Note
that the quantifier depth is connected to the computational com-
plexity of the equivalence problem by the fact that an upper bound
of the form nO(1) on n-element structures would have implied that
testing equivalence is in PSPACE. Hence, our lower bounds on the
quantifier depth can be seen as a necessary requirement for estab-
lishing EXPTIME-hardness of the equivalence problem.
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Abstract
We study the existence of Hanf normal forms for extensions FO(Q)

of first-order logic by sets Q ✓ P(N) of unary counting quantifiers.
A formula is in Hanf normal form if it is a Boolean combination
of formulas ⇣(x) describing the isomorphism type of a local neigh-
bourhood around its free variables x and statements of the form “the
number of witnesses y of  (y) belongs to (Q+k)” where Q 2 Q,
k 2 N, and  describes the isomorphism type of a local neighbour-
hood around its unique free variable y.

We show that a formula from FO(Q) can be transformed into a
formula in Hanf normal form that is equivalent on all structures of
degree 6 d if, and only if, all counting quantifiers occurring in the
formula are ultimately periodic. This transformation can be carried
out in worst-case optimal 3-fold exponential time.

In particular, this yields an algorithmic version of Nurmonen’s
extension of Hanf’s theorem for first-order logic with modulo-
counting quantifiers. As an immediate consequence, we obtain that
on finite structures of degree 6 d, model checking of first-order
logic with modulo-counting quantifiers is fixed-parameter tractable.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Computational
Logic, Model Theory

General Terms Theory, Algorithms

Keywords Extensions of first-order logic, Hanf locality, modulo-
counting quantifiers, unary counting quantifiers, ultimately periodic
sets, structures of bounded degree, normal forms, model checking,
elementary algorithms

1. Introduction
Two elements of a given graph are indistinguishable by first-order
formulas whenever some automorphism maps the first to the second.
More generally, if the two elements have isomorphic neighbour-
hoods of radius 4q , then they cannot be distinguished by first-order
formulas of quantifier depth q. This and similar phenomena are sum-
marized under the slogan “first-order logic can only express local
properties” and formalized by the theorems by Hanf, by Gaifman,
and by Schwentick and Barthelmann [5, 8, 9, 19]. All these results
give rise to normal forms for first-order formulas. Hanf’s and Gaif-
man’s theorem have found various applications in algorithms and
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complexity (cf., e.g., [12, 13]). In particular, there are very general
algorithmic meta-theorems stating that first-order model checking
is fixed-parameter tractable for various classes of structures [7, 20],
and that the results of first-order queries against various classes of
databases can be enumerated with constant delay after a linear-time
preprocessing phase [3, 11, 21]. In the context of such algorithms,
questions about the efficiency of the normal forms have recently
attracted interest (cf. e.g., [1, 2, 14]).

Notions of locality have also been developed for extensions
of first-order logic, and they have found application in proving
inexpressibility results for these logics (cf., e.g., [10, 13, 18]).
When restricting attention to classes of finite structures of bounded
degree, these locality notions also give rise to normal forms for
the respective logics. Let us focus on the particular case of Hanf-
locality:

Hanf’s locality theorem for first-order logic implies that for every
first-order sentence ' over a finite relational signature �, and for
every degree bound d 2 N, there exists a first-order sentence  
that is equivalent to ' on all finite �-structures of degree 6 d, such
that  is a Boolean combination of statements of the form “the
number of elements x whose r-neighbourhood has isomorphism
type ⌧ is > k”. Such a formula  is said to be in Hanf normal form.
A worst-case optimal algorithm for constructing  when given '
and d has been developed in [1].

In [18], Nurmonen extended Hanf’s locality theorem to the
extension of first-order logic by modulo-counting quantifiers D

p

(for positive integers p), where a formula of the form D

p

y  (x, y)

states that the number of witnesses y for  (x, y) is divisible by
p. As an easy consequence of Nurmonen’s theorem, one obtains
that for every sentence ' of first-order logic with modulo-counting
quantifiers, and for every degree bound d 2 N there exists a first-
order sentence with modulo-counting quantifiers  that is equivalent
to ' on all finite structures of degree 6 d, such that  is a Boolean
combination of statements of the form “the number of elements
x whose r-neighbourhood has isomorphism type ⌧ is congruent k
modulo p” and statements of the form “the number of elements x
whose r-neighbourhood has isomorphism type ⌧ is > k”. Again,
we say that  is in Hanf normal form.

For algorithmic applications, an effective procedure for comput-
ing  when given ' and d, would be highly desirable (cf., e.g., the
use of Nurmonen’s theorem in the full version of [17]). The proof
of [18], however, does not lead to such an effective procedure. The
two main questions which started the research whose results are
presented in this paper are

(1) Is there an algorithmic version of Nurmonen’s result?
(2) For which classes of unary counting quantifiers does an analogue

of Nurmonen’s result hold?

Answering question (2), our first main result provides a precise
characterisation: A class Q of unary counting quantifiers permits
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“Hanf normal forms” (analogous to the ones obtained from Nur-
monen’s result) if, and only if, all counting quantifiers in Q are
ultimately periodic.

Answering question (1), our second main result provides an
algorithm which, when given a degree bound d and a formula
' of the extension of first-order logic with ultimately periodic
unary counting quantifiers, transforms ' into a corresponding “Hanf
normal form”  which is equivalent to ' on all structures of degree
6 d. This algorithm uses 3-fold exponential time and is worst-case
optimal. As an easy application of our algorithm, we obtain that
Seese’s and Frick/Grohe’s [7, 20] fixed-parameter tractability result
for first-order model checking on structures of degree 6 d can
be generalised to first-order logic with ultimately periodic unary
counting quantifiers.

The rest of the paper is structured as follows. Section 2 fixes
basic notations used throughout the paper. Section 3 gives precise
statements of our two main results. Sections 4 and 5 are devoted
to the proof of the “only if”-direction and the “if”-direction, re-
spectively, of our characterisation of the sets of unary counting
quantifiers that permit Hanf normal forms. Section 6 contains the
runtime analysis of our algorithm for transforming a given formula
into Hanf normal form. Section 7 shows how to use our algorithm to
achieve fixed-parameter tractability of the model checking problem.
Section 8 concludes the paper and points out directions for future
work.

2. Preliminaries
We write P(S) to denote the power set of a set S. We write N
for the set of non-negative integers, and we let N>1

:

= N \ {0}.
For all m,n 2 N with m 6 n, we write [m,n] for the set
{i 2 N : m 6 i 6 n}, and we let [m,n)

:

= [m,n] \ {n}.
For a real number r > 0, we write log(r) to denote the logarithm
of r with respect to base 2.

We say that a function f from N to the set R>0

of non-negative
reals is at most k-fold exponential, for some k 2 N, if there exists
a number c > 0 such that for all sufficiently large n 2 N we
have f(n) 6 T (k, n

c

), where T (0,m) = m and T (k+1,m) =

2

T (k,m) for all k,m > 0 (i.e., T (k,m) is a tower of 2s of height k
with an m on top).

For a finite word w 2 {0, 1}⇤, we write |w| to denote the
length of w. For an !-word w = w

0

w

1

w

2

· · · 2 {0, 1}! and a
number n 2 N, we write w[n] to denote the letter w

n

in w at
position n. For numbers i, j 2 N with i 6 j, we write w[i, j] for
the (finite) word w

i

w

i+1

· · ·w
j

. Similarly, we write w(i, j] for the
(finite) word w

i+1

· · ·w
j

. In particular, w(i, i] is the empty word ✏,
and w(j�1, j] = w[j].

Structures and formulas. A signature � is a finite set of relation
symbols and constant symbols. Associated with every relation
symbol R is a positive integer ar(R) called the arity of R. The
size ||�|| of a signature � is the number of its constant symbols plus
the sum of the arities of its relation symbols. We call a signature
relational if it only contains relation symbols.

A �-structure A consists of a finite non-empty set A called the
universe of A, a relation R

A ✓ A

ar(R) for each relation symbol
R 2 �, and an element cA 2 A for each constant symbol c 2 �.
Note that according to this definition, all signatures and all structures
considered in this paper are finite. To indicate that two �-structures
A and B are isomorphic, we write A ⇠

=

B.
We use the standard notation concerning first-order logic and

extensions thereof, cf. [4, 13]. By FO[�] we denote the class of all
first-order formulas of signature �, and by FO we denote the union
of all FO[�] for arbitrary signatures �.

By free(') we denote the set of all free variables of '. A
sentence is a formula ' with free(') = ;.

We write '(x), for x = (x

1

, . . . , x

n

) with n > 0, to indicate
that free(') ✓ {x

1

, . . . , x

n

}. If A is a �-structure and a =

(a

1

, . . . , a

n

) 2 A

n, we write A |= '[a] to indicate that the formula
'(x) is satisfied in A when interpreting the free occurrences of the
variables x

1

, . . . , x

n

with the elements a
1

, . . . , a

n

.
For a class C of �-structures, two formulas '(x) and  (x) of

signature � are called equivalent on C (for short: C-equivalent)
if for all �-structures A 2 C and for all a 2 A

n we have
A |= '[a] () A |=  [a].

Unary counting quantifiers. All quantifiers considered in this
article are unary counting quantifiers (for short: quantifiers), i.e.,
subsets of N. We will use the terms “set (of natural numbers)” and
“quantifier” interchangeably.

For a quantifier Q ✓ N and a formula '(x, y) over a signature �,
the formula Qy '(x, y) is satisfied by a �-structure A and an
interpretation a of the variables x if

|{b 2 A : A |= '[a, b]}| 2 Q.

For a set Q ✓ P(N) of quantifiers and a relational signature
�, we write FO(Q)[�] to denote the extension of FO[�] with the
quantifiers from Q. That is, FO(Q)[�] is built from atomic formulas
of the form x

1

=x

2

and R(x

1

, . . . , xar(R)

), for R 2 � and variables
x

1

, x

2

, . . . , xar(R)

, and closed under Boolean connectives ¬, _,
existential first-order quantifiers 9x, and unary counting quantifiers
Qx, for any Q 2 Q and any variable x.1 By FO(Q) we denote the
union of all FO(Q)[�] for arbitrary relational signatures �.

The quantifier rank qr(') of an FO(Q)-formula ' is defined as
the maximal nesting depth of all quantifiers.

Since we only consider finite structures, the classical quantifier 9
and the unary counting quantifier N>1

are equivalent. Thus, to avoid
unnecessary special cases in proofs, we will often tacitly assume
that the existential quantifier 9 = N>1

is contained in the sets Q
considered.

For a number k > 0 we write (Q+k)y '(x, y) as a short hand
for a formula expressing in a �-structure A and for an interpretation
a of the variables x that the number of elements b 2 A such that
A |= '[a, b] belongs to the set (Q+k)

:

= {n+k : n 2 Q}.
Clearly, (Q+k)y '(x, y) can be expressed by the formula

9y
1

· · · 9y
k

⇣ ^

16i<j6k

¬ y

i

=y

j

^ 8y � _

16i6k

y=y

i

! '(x, y)

�

^ Qy

�
'(x, y) ^

^

16i6k

¬ y=y

i

�⌘
.

(1)

For every k > 1, we will write 9>k

y ' and 9=k

y ' for the formulas
(9+(k�1))y ' and 9>k

y ' ^ ¬9>k+1

y ', respectively.
The displacement of a formula  is the smallest K > 0 such

that for every subformula of  of shape (Q+k)y ' with Q ✓ N and
k > 0 it holds that k 6 K.

It is the aim of this paper to study the locality of the logics FO(Q)

in the sense of Hanf’s theorem [4, 5, 9]. To define the according
locality notion for this logic, we need the concepts introduced in the
remainder of this section.

Gaifman graph. Let A be a �-structure. Its Gaifman graph GA
is the undirected graph with vertex set A and an edge between
two distinct vertices a, b 2 A iff there exists R 2 � and a tuple
(a

1

, . . . , aar(R)

) 2 R

A such that a, b 2 {a
1

, . . . , aar(R)

}.

1 As usual, 8x, ^, !, $ will be used as abbreviations when constructing
formulas.

278



The distance distA(a, b) between two elements a, b 2 A is the
minimal length (i.e., the number of edges) of a path from a to b in
GA (if no such path exists, we set distA(a, b) = 1).

For r > 0 and a 2 A, the r-neighbourhood of a in A is
the set N

A
r

(a)

:

= {b 2 A : distA(a, b) 6 r}. For a tuple
a = (a

1

, . . . , a

n

) 2 A

n, we write N

A
r

(a) for the union of the sets
N

A
r

(a

i

) for all i 2 [1, n].

Types and spheres. Let � be a relational signature and let
c

1

, c

2

, . . . be a sequence of pairwise distinct constant symbols.
For every n > 1 we write �

n

for the signature � [ {c
1

, . . . , c

n

}.
For every r > 0 and n > 1, a type with n centres and radius r

(for short: r-type with n centres) is a �
n

-structure (A, a

1

, . . . , a

n

),
where A is a �-structure, the constant symbols c

1

, . . . , c

n

are inter-
preted by the elements a

1

, . . . , a

n

2 A, and A = N

A
r

(a

1

, . . . , a

n

).
The elements a

1

, . . . , a

n

are called the centres of the r-type.
For a �-structure A and a non-empty set B ✓ A, we write A[B]

to denote the restriction of the structure A to the universe B ✓ A.
For a tuple a = (a

1

, . . . , a

n

) 2 A

n, the r-sphere of a in A is
defined as the r-type NA

r

(a)

:

= (A[N

A
r

(a)], a).

Bounded structures. The degree of a �-structure A is the degree
of its Gaifman graph GA. If this degree is 6 d, then we call A
d-bounded. Two formulas '(x) and  (x) of signature � are called
d-equivalent if they are C

d

-equivalent, where C
d

is the class of all
d-bounded �-structures.

Note that for all d > 2, r > 0, and n > 1, every d-bounded
r-type ⌧ with n centres contains at most n · dr+1 elements. Thus,
given ⌧ , one can construct an FO[�]-formula sph

⌧

(x) such that for
every �-structure A and every tuple a 2 A

n we have

A |= sph
⌧

[a] () NA
r

(a)

⇠
=

⌧.

The formula sph
⌧

(x) has size (n · dr+1

)

O(||�||); and sph
⌧

(x) is
called a sphere-formula (over � and x).

Hanf normal form for first-order logic. An FO-sentence over a
relational signature � is said to be in Hanf normal form (cf. [1]) if
it is a Boolean combination2 of so-called Hanf-sentences. A Hanf-
sentence is a sentence of the form 9>k

y sph
⌧

(y), expressing that
there exist at least k elements whose r-sphere is isomorphic to ⌧ ,
for a given r-type ⌧ .

It is known that every first-order sentence is d-equivalent to a
sentence in Hanf normal form [4] and that such a sentence in Hanf
normal form can be computed in 3-fold exponential time [1]. The
main result of the present paper is that both these results generalize
to formulas from FO(Q) if, and only if, all quantifiers in Q are
ultimately periodic — which motivates the last definitions of this
section.

Ultimately periodic sets. Let Q ✓ N be a unary counting quanti-
fier. It is ultimately periodic (cf., e.g., [16]) if there exist numbers
p, n

0

2 N with p > 1, such that

for all n > n

0

we have n 2 Q () n+p 2 Q. (2)

The minimal number p > 1 for which there exists an n

0

such that
statement (2) is true is called the period of Q, and n

0

is called an
offset of Q. Examples of ultimately periodic sets are the existential
quantifier 9 :

= N>1

(with period 1 and offset 1) and the divisibility
quantifier D

p

:

= { p ·m : m 2 N } for every p 2 N with p > 2

(with period p and offset 0).
The characteristic sequence �Q of Q ✓ N is the !-word

w = w

0

w

1

· · · 2 {0, 1}! with Q = {n 2 N : w

n

= 1}.

2 Throughout this paper, whenever we speak of Boolean combinations, we
mean finite Boolean combinations.

Fact 2.1. Let Q ✓ N. If Q is ultimately periodic with period p and
offset n

0

, then there exist finite words ↵ 2 {0, 1}⇤ and ⇡ 2 {0, 1}+
such that �Q = ↵ · ⇡! , |⇡| = p, and |↵| = n

0

.
If, conversely, �Q = ↵ · ⇡! , then Q is ultimately periodic, its

period divides |⇡|, and |↵| is an offset.

We can thus represent an ultimately periodic set Q by the finite
word rep(Q)

:

= ↵#⇡, where �Q = ↵ · ⇡! . To make this definition
unambiguous, we demand that p :

= |⇡| is the period of Q, and
n

0

:

= |↵| is the smallest offset of Q. The size ||Q|| of Q is defined
as the length of rep(Q).

Let Q ✓ P(N) be a set of ultimately periodic sets. The size ||'||
of an FO(Q)-formula ' of signature � is its length when viewed as
a word over the alphabet � [Var[ {, }[ {=, 9,¬,_, (, ), 0, 1,#},
where Var is a countable set of variable symbols, and where each
quantifier Q 2 Q is represented by the word rep(Q).

3. Main results
In the following, we denote by � a relational signature.

We generalise the notion of Hanf normal form to extensions of
first-order logic by unary counting quantifiers in the following way.
A Hanf-sentence (over �) is a sentence of the form

(Q+k)y sph
⌧

(y),

where Q ✓ N, k 2 N, and ⌧ is an r-type with 1 centre (of
signature �); its locality radius is r. The sentence expresses that
the number of interpretations for y such that the r-sphere of y

is isomorphic to ⌧ , belongs to the set (Q+k). I.e., for every �-
structure A, we have A |= (Q+k)y sph

⌧

(y) if, and only if,
|{b 2 A : NA

r

(b)

⇠
=

⌧}| 2 (Q+k).
A sphere-formula (over � and x) is a formula of the form

sph
⌧

(x), where x = (x

1

, . . . , x

n

) is a non-empty tuple of pairwise
distinct variables, and ⌧ is an r-type with n centres (of signature �),
for some r 2 N. The number r is called the locality radius of the
sphere-formula.

An FO(Q)[�]-formula  (x) in Hanf normal form (HNF, for
short) is a Boolean combination of Hanf-sentences and sphere-
formulas over �. Accordingly, a sentence in HNF is a Boolean
combination of Hanf-sentences.

The locality radius of a formula in HNF is the maximum of the
locality radii of its Hanf-formulas and its sphere-formulas.

Definition 3.1. A set Q ✓ P(N) of unary counting quantifiers
permits Hanf normal forms if for every relational signature � and
every degree bound d > 0, every FO(Q)[�]-formula is d-equivalent
to an FO(Q)[�]-formula in HNF.

Our first main result characterises the sets Q that permit Hanf
normal forms in terms of ultimately periodic sets:

Theorem 3.2. A set Q ✓ P(N) of unary counting quantifiers
permits Hanf normal forms if, and only if, every quantifier Q 2 Q
is ultimately periodic.

For the “only if” direction of Theorem 3.2, we consider an
arbitrary unary counting quantifier S 2 Q that is not ultimately
periodic, and we show that already for the signature �

P

:

= {P}
with P unary, no sentence in HNF can express “|A| 2 S”. I.e., we
show that the formula Sy y=y is not equivalent to any FO(Q)[�

P

]-
sentence in HNF. The proof’s key point is that no finite factor of the
characteristic sequence �S of S determines the remainder of �S, see
Section 4.

For the “if” direction, consider a set Q ✓ P(N) of ultimately
periodic sets. Let D ✓ P(N) be the set of all divisibility quantifiers
D

p

for which there exists Q 2 Q with period p. The proof then
proceeds by showing the following:
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(1) Any FO(Q)-formula ' can be translated into an FO(D)-
formula that is equivalent to ' on all finite structures (irre-
spective of their degree).

(2) For t 2 N>1

let �
[1,t]

be the signature consisting of the
unary relation symbols P

1

, . . . , P

t

and restrict attention to
�

[1,t]

-structures A whose universe is a disjoint union of the
relations P

A
1

, . . . , P

A
t

. The properties “|A| 2 (9+k)” and
“|A| 2 (D

p

+k)” can be expressed by Boolean combinations of
formulas of the form (9+`)y P

s

(y) and (D

p

+`)y P

s

(y) (with
s 2 [1, t] and all ` 2 N).

(3) The set D permits Hanf normal forms effectively.
(4) If Q ✓ N is ultimately periodic with period p > 2 and

 = (D

p

+k)y ', then there is a Boolean combination of
formulas (Q+`)y ' and (9+`)y ' for suitable numbers ` 2 N
that is equivalent to  on all finite structures (irrespective of
their degree).

Step (1) is straightforward. Steps (2) and (3) are the crucial steps
(and (2) is used for proving (3)). Step (4) is obtained by an
application of a basic result on word combinatorics. Note that the “if”
direction of Theorem 3.2 is an immediate consequence of steps (1),
(3), and (4). Proof details for the steps (1)–(4) are given in Section 5.

Our second main result provides a worst-case optimal algorithm
for transforming formulas into Hanf normal form:

Theorem 3.3. There is an algorithm which receives as input a
degree bound d 2 N and a formula ' 2 FO(Q), where Q ✓ P(N)
is a set of ultimately periodic sets, and constructs a d-equivalent
HNF  2 FO(Q) of the same signature and with the same free
variables as '. For any d > 2, the formula  has locality radius
6 4

qr(') and displacement in d

2

O(||'||)
, and the algorithm’s runtime

is in 2

d

2

O(||'||)
.

Our proof of the “if” direction of Theorem 3.2 allows it to be read
as the algorithm of Theorem 3.3. An upper bound on the algorithm’s
runtime is obtained by a careful analysis of the time required for
performing each of the steps of that proof; see Section 6 for details.
For obtaining the 3-fold exponential upper bound, it is crucial that
the main construction within our proof of Step (2) is done via a
divide and conquer approach (a more straightforward brute-force
approach only yields a 4-fold exponential upper bound).

A matching 3-fold exponential lower bound (for d = 3) was
shown in [1] already for plain first-oder logic, i.e., for the special
case where Q = {9}.

As an easy application of Theorem 3.3, we obtain that Seese’s
and Frick/Grohe’s [7, 20] fixed-parameter tractability result for first-
order model checking on structures of degree 6 d can be generalised
to first-order logic with ultimately periodic unary counting quanti-
fiers. Precisely, we obtain the following, where ||A|| denotes the size
of a reasonable encoding of a �-structure A (as defined, e.g., in [6]).

Theorem 3.4. There is an algorithm which receives as input

• a formula '(x) 2 FO(Q)[�], where Q ✓ P(N) is the set of all
ultimately periodic sets, and where � consists of precisely the
relation symbols that occur in ', and

• a finite �-structure A and a tuple a 2 A

|x|,

and decides whether A |= '[a] in time

2

d

2

O(||'||)
· ||A|| ,

where d > 2 is an upper bound on the degree of A.

4. Proof of the “only if” direction of Theorem 3.2
In this section we show that, whenever a set Q of quantifiers contains
some quantifier that is not ultimately periodic, then Q does not
permit Hanf normal forms. For this, it suffices to consider a signature
consisting of a single unary relation symbol.

Lemma 4.1. Let �
P

:

= {P} be the signature with P unary. Let
Q ✓ P(N) be a set of unary counting quantifiers which contains
a quantifier S ✓ N that is not ultimately periodic. There is no
FO(Q)[�

P

]-sentence � in Hanf normal form, such that for all �
P

-
structures A we have A |= � () |A| 2 S.

Proof. For contradiction, assume that � is an FO(Q)[�

P

]-sentence
in HNF expressing “|A| 2 S”.

Since P is unary, any r-neighbourhood of an element a in a �
P

-
structure A consists of its centre a, only. Consequently, P (y) and
¬P (y) are the only formulas sph

⌧

(y), where ⌧ is a type with one
centre. Hence, there are a finite set Q0 ✓ Q and a natural number
k > 1 such that � is a Boolean combination of sentences of the form

(Q+`)y P (y) or (Q+`)y ¬P (y),

where Q 2 Q0 and ` 2 [0, k�1].
Let Q

1

, . . . ,Q

j

be a list of all Q 2 Q0. For each a 2 N
with a > k consider the word w

a

of length k · j defined as the
concatenation of the bitstrings �Qi(a�k, a] for i = 1, . . . , j.

Clearly, there exist natural numbers b > a > k with w

a

= w

b

,
i.e., �Q(a�k, a] = �Q(b�k, b] for all Q 2 Q0.

If, for all c > 0, we have a+ c 2 S () b+ c 2 S, then S is
ultimately periodic (with period dividing b�a and offset a). Since
this is not the case, there is a c > 0 with a+ c 2 S () b+ c /2 S.

Now consider �
P

-structures A and B with |A| = a+c, |B| =
b+c, and |PA| = |PB| = c. By choice of a, b, c, we have
|A| 2 S () |B| /2 S, and thus, A |= � () B 6|= �.

Nevertheless, A and B cannot be distinguished by any of the
Hanf-sentences that occur in �: To this end, let Q 2 Q0 and
` 2 [0, k�1]. Then A |= (Q+`)y P (y) iff |PA| 2 (Q+`). This is
equivalent to |PB| 2 (Q+`) since |PA| = |PB|, and therefore to
B |= (Q+`)y P (y). On the other hand, A |= (Q+`)y ¬P (y) iff
a � ` 2 Q, since |A \ P

A| = a. This is equivalent to b � ` 2 Q,
since �Q(a�k, a] = �Q(b�k, b]. Finally, b� ` 2 Q is equivalent
to B |= (Q+`)y ¬P (y), since |B \ P

B| = b. In summary, the
structures A and B satisfy the same Hanf-sentences that occur in �.
As � is a Boolean combination of these Hanf-sentences, we obtain
A |= � () B |= �. This is a contradiction, completing the proof
of Lemma 4.1.

The “only if” direction of Theorem 3.2 is an immediate con-
sequence: For S 2 Q not ultimately periodic, the FO(Q)[�

P

]-
sentence Sy y=y expresses “|A| 2 S” which cannot be expressed
by any FO(Q)[�

P

]-sentence in HNF.

5. Proof of the “if” direction of Theorem 3.2
For the proof of the “if” direction of Theorem 3.2, we have to show
that for every set Q ✓ P(N) of ultimately periodic sets, for every
relational signature �, for every degree bound d > 0, and for every
FO(Q)[�]-formula ', there is a d-equivalent FO(Q)[�]-formula  
in Hanf normal form.

For this, we introduce the notion of the generalised quantifier
rank gqr(') of a formula ', which is defined in the same way as the
quantifier rank, with the only exception that a formula  of the shape
(Q+k)y ' has generalised quantifier rank gqr( ) = gqr(')+1 (in
contrast,  has quantifier rank qr( ) = qr(') + k + 1).

For the remainder of this section we denote by Q ✓ P(N) a set
of ultimately periodic quantifiers. Furthermore, we let D ✓ P(N)
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be the set which contains for each Q 2 Q with period p > 2 the
divisibility quantifier D

p

.
The proof follows the four steps outlined in Section 3.

5.1 Step (1)
Step (1) is established by the following lemma.

Lemma 5.1. Let Q ✓ N be ultimately periodic with period p

and offset n
0

. Every formula of the shape Qy ' is equivalent to
a Boolean combination of formulas of the form (D

p

+`)y ' and
(9+`)y ', for ` < n

0

+p.
This Boolean combination has size O((n

0

+p)

3 · ||'||), and it has
the same generalised quantifier rank as Qy '.

Proof. Let n
1

2 N be the (unique) number in [n

0

, n

0

+p) that is
divisible by p. Clearly, Q is also ultimately periodic with period
p and offset n

1

. Let Q
1

:

= Q \ [0, n

1

) and R

:

= {r 2 [0, p) :

n

1

+r 2 Q}. It is straightforward to verify that Qy ' is equivalent
to the formula

⇣ _

`2Q
1

9=`

y '

⌘
_

⇣
9>n

1

y ' ^
_

r2R

(D

p

+r)y '

⌘
. (3)

Clearly, this formula has the same generalised quantifier rank as
Qy ', and it is of size O((n

0

+p)

3 · ||'||).

5.2 Step (2)
For every t 2 N>1

let �

[1,t]

be the signature consisting of t

unary relation symbols P

1

, . . . , P

t

. Step (2) consists of proving
the following lemma.

Lemma 5.2. There is an algorithm which receives as input numbers
i, j, t, k 2 N with 1 6 i 6 j 6 t, and a quantifier Q 2 {9} [D
with period p > 1, and constructs a Boolean combination �

(Q+k)

[i,j]

of sentences of the form (R+`)y P

s

(y) with R 2 {9,Q}, ` 6
max{k, p}, and s 2 [i, j], such that for every �

[1,t]

-structure B
where the relations PB

1

, . . . , P

B
t

are mutually disjoint,

B |= �

(Q+k)

[i,j]

()
�����

j[

s=i

P

B
s

����� 2 (Q+k).

The displacement of �(Q+k)

[i,j]

is 6 max{k, p}.

To ensure that our algorithm provided by Theorem 3.3 is worst-
case optimal, we need the formula �

(Q+k)

[i,j]

to be sufficiently small.
Therefore, our proof of Lemma 5.2 proceeds in a divide-and-conquer
manner, such that its runtime meets the bound stated in Corollary 6.2
below.

Proof of Lemma 5.2. Let C denote the class of all �
[1,t]

-structures
B whose relations PB

s

, for s 2 [1, t], are mutually disjoint.
Observe that for every B 2 C, we have
�����

j[

s=i

P

B
s

����� 2 (Q+k) () B |= (Q+k)y

j_

s=i

P

s

(y).

Thus, if i = j, we are done.
If i < j, the algorithm proceeds by a recursive subdivision of

the interval [i, j]. For this, let h :

=

⌅
i+j

2

⇧
.

Case 1: Q = 9. The formula (9+k)y

W
j

s=i

P

s

(y), that is, the
formula 9>k+1

y

W
j

s=i

P

s

(y), is C-equivalent (but not equivalent

on all structures) to the formula

9>k+1

y

h_

s=i

P

s

(y) _ 9>k+1

y

j_

s=h+1

P

s

(y) _

k_

`=1

⇣
9>`

y

h_

s=i

P

s

(y) ^ 9>k�`+1

y

j_

s=h+1

P

s

(y)

⌘
.

The algorithm proceeds recursively by decomposing the quantified
subformulas in the same manner, and arrives at a Boolean combina-
tion �

(9+k)

[i,j]

of formulas of the shape (9+`)y P

s

(y) with 0 6 ` 6 k.

Case 2: Q = D

p

with p > 2 and k < p. The formula
(D

p

+k)y

W
j

s=i

P

s

(y) is C-equivalent (but not equivalent on all
structures) to

_

k
1

,k
2

2[0,p),
k
1

+k
2

⌘k mod p

⇣
(D

p

+k

1

)y

h_

s=i

P

s

(y) ^ (D

p

+k

2

)y

j_

s=h+1

P

s

(y)

⌘
.

In the same way as in Case 1, the algorithm proceeds recursively
and arrives at a Boolean combination �

(Dp+k)

[i,j]

of formulas of the
shape (D

p

+`)y P

s

(y) for ` < p.

Case 3: Q = D

p

with p > 2 and k > p. Let k0 2 [0, p) with
k

0 ⌘ k mod p. For every B 2 C, we have
�����

j[

s=i

P

B
s

����� 2 (Q+k) ()
�����

j[

s=i

P

B
s

����� 2 (9+(k�1)) \ (Q+k

0
)

Therefore, the algorithm can output the sentence

�

(Dp+k)

[i,j]

:

= �

(9+(k�1))

[i,j]

^ �

(Dp+k

0
)

[i,j]

,

where �

(9+(k�1))

[i,j]

and �

(Dp+k)

[i,j]

are sentences constructed according

to Case 1 and Case 2, respectively. Note that in this case �

(Dp+k)

[i,j]

has displacement 6 max{k, p}.

5.3 Step (3)
In the following, we let � be a relational signature. For every d 2 N,
we write C

d

for the class of all d-bounded �-structures. For each
n > 1 and each r > 0 we write T

d

r

(n) for a set of all (up to
isomorphism) d-bounded r-types with n centres (of signature �).
I.e., for every d-bounded r-type ⌧ with n centres (of signature �),
there is precisely one ⌧

0 2 T

d

r

(n) with ⌧

0 ⇠
=

⌧ .
We write > for a fixed tautological FO[�]-sentence in HNF; e.g.,

we can choose > :

= 9y sph
⌧

(y) _ ¬9y sph
⌧

(y), where ⌧ is an
arbitrary, fixed type of radius 0 with one centre. We let ? :

= ¬>
be the corresponding unsatisfiable sentence in HNF.

This subsection’s aim is to show that any set D of divisibility
quantifiers permits Hanf normal forms. As a warm-up, let us first
show how to transform a formula of the form (R+`)y sph

⌧

(x, y)

into a d-equivalent formula in HNF. The crucial point is the separa-
tion of the variable y from the variables x.

Lemma 5.3. Let R ✓ N, let `, d, r, n 2 N with r > 1, let
⌧ 2 T

d

r

(n+1), and let ↵(x) :

= (R+`)y sph
⌧

(x, y). There is an
FO({R})[�]-formula ↵

0
(x) in HNF that is d-equivalent to ↵(x).

The formula ↵

0
(x) has locality radius 6 4r and displacement

6 `+ n · d(2r+1)+1. Furthermore, for ultimately periodic R there
is an algorithm which constructs ↵0

(x) when given ↵(x) and d.

Proof. If n = 0 then ↵

0
:

= ↵ is in HNF and we are done. For
n > 1, let x = (x

1

, . . . , x

n

) be the free variables of ↵(x), and let
⌧ = (T , c, c

0
), for the n+1 centres c, c0 = (c

1

, . . . , c

n

, c

0
).
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For each ⇢ 2 T

d

4r

(n), we will construct an FO({R})[�]-sentence
↵

⇢

in HNF which, for all d-bounded �-structures A and all a 2 A

n

with NA
4r

(a)

⇠
=

⇢, satisfies

A |= ↵

⇢

() A |= ↵[a]. (4)

Then, obviously,

↵

0
(x)

:

=

_

⇢2T

d
4r(n)

�
sph

⇢

(x) ^ ↵

⇢

�

is in HNF and is d-equivalent to ↵(x).
Let ⇢ = (R, e) 2 T

d

4r

(n) be an arbitrary d-bounded 4r-type
with n centres e = (e

1

, . . . , e

n

). The construction of ↵
⇢

proceeds
by the following case distinction:

Case 1: c

0 2 N

⌧

2r+1

(c). Then, for every �-structure A and all
a 2 A

n we have
|{b 2 A : NA

r

(a, b)

⇠
=

⌧}|
= |{b 2 N

A
2r+1

(a) : NA
r

(a, b)

⇠
=

⌧}|.
(5)

Furthermore, N⌧

r

(c

0
) ✓ N

⌧

3r+1

(c). Since 2r+1+r = 3r+1 6 4r,
this implies that for every �-structure A and every tuple a 2 A

n

with NA
4r

(a)

⇠
=

⇢,

|{b 2 N

A
2r+1

(a) : NA
r

(a, b)

⇠
=

⌧}|
= |{f 2 N

⇢

2r+1

(e) : N ⇢

r

(e, f)

⇠
=

⌧}|
| {z }

=: k⇢

. (6)

Hence, putting (5) and (6) together, we let ↵
⇢

:

= > if k
⇢

2 (R+`),
and ↵

⇢

:

= ? if k
⇢

62 (R+`). Clearly, ↵
⇢

satisfies (4).

Case 2: c

0 62 N

⌧

2r+1

(c). Then, the sets N

⌧

r

(c) and N

⌧

r

(c

0
) are

disjoint and there are no edges in the Gaifman graph of ⌧ between
the nodes from N

⌧

r

(c) and the nodes from N

⌧

r

(c

0
).

Case 2.1: N ⌧

r

(c) and N ⇢

r

(e) are not isomorphic. Then, for every
�-structure A and for each a 2 A

n with NA
4r

(a)

⇠
=

⇢, we have
|{b 2 A : NA

r

(a, b)

⇠
=

⌧}| = 0. Hence, if 0 2 (R+`) we let
↵

⇢

:

= >, and if 0 62 (R+`) we let ↵
⇢

:

= ?. Clearly, ↵
⇢

satisfies
(4).

Case 2.2: N ⌧

r

(c) and N ⇢

r

(e) are isomorphic. Then, for every �-
structure A and every a 2 A

n with NA
4r

(a)

⇠
=

⇢, we have

|{b 2 A : NA
r

(a, b)

⇠
=

⌧}|
= |{b 2 A \NA

2r+1

(a) : NA
r

(b)

⇠
=

N ⌧

r

(c

0
)}|.

(7)

Since 2r+1+r = 3r+1 6 4r, we have

|{b 2 N

A
2r+1

(a) : NA
r

(b)

⇠
=

N ⌧

r

(c

0
)}|

= |{f 2 N

⇢

2r+1

(e) : N ⇢

r

(f)

⇠
=

N ⌧

r

(c

0
)}|

| {z }
=: `⇢

. (8)

Hence, putting (7) and (8) together, we know that

|{b 2 A : NA
r

(a, b)

⇠
=

⌧}|
= |{b 2 A : NA

r

(b)

⇠
=

N ⌧

r

(c

0
)}| � `

⇢

.

It follows that the Hanf-sentence

↵

⇢

:

= (R+(`+`

⇢

))y sphN⌧
r (c

0
)

(y)

satisfies (4). Observe that `
⇢

6 n · d(2r+1)+1 and hence, ↵
⇢

has
displacement 6 `+ n · d(2r+1)+1.

Observe that for each ⇢ 2 T

d

4r

(n) the HNF-sentence ↵
⇢

has locality
radius 6 r and displacement 6 ` + n · d(2r+1)+1. Consequently,
the HNF-formula ↵0

(x) has locality radius 4r and displacement
6 `+ n · d(2r+1)+1.

Furthermore, for ultimately periodic R, it can easily be decided
for a given number m if m 2 (R+`). In Case 1 and Case 2.1, this is
used for m = k

⇢

and m = 0, respectively, and leads to an algorithm
which constructs the HNF-formula ↵0

(x).

The following Lemma 5.4 states this subsection’s main result; in
particular, it implies that the set D permits Hanf normal forms. For
proving Lemma 5.4, we will use the Lemmas 5.2 and 5.3.

Lemma 5.4. There is an algorithm which receives as input a
degree bound d 2 N and a formula ' 2 FO(D)[�] (where �
is a relational signature), and constructs a HNF  2 FO(D)[�]

that is d-equivalent to '.
Furthermore, free( ) = free('), and  has locality radius 6 4

q

and displacement 6 max{K,P}+ ||'|| · d4q , where q > 0 is the
generalised quantifier rank of ', K > 0 is the displacement of ',
and P > 1 is an upper bound on the periods of the quantifiers
occurring in '.

The below proof of Lemma 5.4 proceeds by induction on the
shape of FO(D)[�]-formulas. While the case of quantifier-free
formulas turns out to be straightforward, much more work is needed
to transform a formula '(x) of the shape (Q+k)y  

0
(x, y) into a

d-equivalent HNF. Suppose that  0
(x, y) is already in HNF. Our

construction is carried out along the following steps:
• For each structure A 2 C

d

and each tuple a 2 A

n, we let

BA,a

:

= { b 2 A : A |=  

0
[a, b] }.

Clearly, A |= '[a] () |BA,a

| 2 (Q+k).
Suppose that '(x) has n > 0 free variables and that the HNF
 

0
(x, y) has locality radius r > 0. Observe that for every

b 2 BA,a

, there is exactly one ⌧ 2 T

d

r

(n+1) such that
NA

r

(a, b)

⇠
=

⌧ .
Let ⌧

1

, . . . , ⌧

t

, for t

:

= |T d

r

(n+1)|, be an enumeration of
T

d

r

(n+1). Let B be the �
[1,t]

-structure (B,P

B
1

, . . . , P

B
t

) with
universe B

:

= BA,a

and P

B
s

:

= {b 2 B : NA
r

(a, b)

⇠
=

⌧

s

},
for each s 2 [1, t].
Clearly, B is the disjoint union of the sets PB

1

, . . . , P

B
t

. Hence,
for the sentence �

(Q+k)

[1,t]

2 FO(D)[�

[1,t]

], obtained from
Lemma 5.2 in Step (2), we have that

|B| 2 (Q+k) () B |= �

(Q+k)

[1,t]

.

Recall from Lemma 5.2 that �(Q+k)

[1,t]

is a Boolean combination
of formulas of the form (R+`)y P

s

(y), with R 2 {9,Q},
s 2 [1, t], and ` 6 max{k, P}.

• For every such formula (R+`)y P

s

(y), we construct a HNF
 

(R+`)

s

(x) 2 FO(D)[�], such that for every A 2 C
d

, for every
tuple a 2 A

n, and for the �
[1,t]

-structure B :

= BA,a

, we have
that

A |=  

(R+`)

s

[a] () |PB
s

| 2 (R+`).

Thus, we interpret the �
[1,t]

-structure BA,a

in (A, a).

• In the sentence �(Q+k)

[1,t]

, we replace every formula of the shape
(R+`)y P

s

(y) by the HNF  (R+`)

s

(x).

Clearly, the resulting FO(D)[�]-formula  (x) is in HNF and, fur-
thermore, d-equivalent to '(x). The details of the above construc-
tion are carried out as follows.

Proof of Lemma 5.4. We describe the algorithm on input of a degree
bound d > 2 and an FO(D)[�]-formula '(x) over a finite relational
signature �. Let n = |x| > 0 be the number of free variables of '.
Let q > 0 be the generalised quantifier rank of '. Let K > 0 be the
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displacement of ', and let P > 1 be an upper bound on the periods
of the quantifiers occurring in '.

The algorithm proceeds by induction on the shape of '(x). We
will show that for the HNF  (x) 2 FO(D)[�], which the algorithm
constructs, the following claim holds:

Claim 5.5. (a)  (x) has locality radius 6 4

q .

(b)  (x) is d-equivalent to '(x).

(c)  (x) has displacement 6 max{K,P}+ ||'|| · d4q .

Suppose that ' is quantifier-free, i.e., q = 0. In this case, n > 1,
and ' is d-equivalent to the disjunction over all types in T

d

0

(n) that
satisfy '(x). The algorithm proceeds as follows:

(1) Compute the set T d

0

(n).

(2) Let c = (c

1

, . . . , c

n

) and compute the set T ✓ T

d

0

(n) that
contains precisely those types ⌧ = (T , c) from T

d

0

(n) with
T |= '[c].

(3) If T is the empty set, then ' is unsatisfiable and, hence,
equivalent to the HNF  (x)

:

= sph
⌧

(x)^¬sph
⌧

(x), where
⌧ is an arbitrary element in T

d

0

(n). Otherwise, let

 (x)

:

=

_

⌧2T

sph
⌧

(x).

It is clear that in both cases,  (x) is a HNF which satisfies
Claim 5.5 (a)–(c).

Suppose that ' is a Boolean combination with generalised quantifier
rank q > 1. If ' = ¬'0 then let  0 be an FO(D)[�]-formula in
HNF that is d-equivalent to '0 and let  :

= ¬ 0. If ' = ('

1

_'
2

),
then let  

1

and  

2

be FO(D)[�]-formulas in HNF that are d-
equivalent to '

1

and '
2

, respectively, and let  :

= ( 

1

_  
2

).
In both cases, Claim 5.5 (a)–(c) is obviously satisfied.

Suppose that '(x) = (Q+k)y '

0
(x, y). Let p 2 [1, P ] be the

period of Q. Recall that k 6 K. The algorithm proceeds as follows:

(4) By Claim 5.5 (a)–(c), there is a HNF  0
(x, y) 2 FO(D)[�]

that is d-equivalent to '0
(x, y) and which has locality radius

6 r

:

= 4

q�1 and displacement at most

k

0
:

= max{K,P}+ ||'0|| · d4q�1

.

(5) Let t :

= |T d

r

(n+1)|, and let ⌧
1

, . . . , ⌧

t

be an enumeration
of the set T d

r

(n+1). Recall that for every A 2 C
d

and every
tuple (a, b) 2 A

n+1, there is exactly one s 2 [1, t] such that
NA

r

(a, b)

⇠
=

⌧

s

.
(6) Since 0

(x, y) is in HNF, it is a Boolean combination of sphere-
formulas over x, y and of Hanf-sentences. For every s 2 [1, t]

consider the type ⌧
s

and let  0
s

be the HNF-sentence obtained
from  

0 as follows:
Letting (T , c)

:

= ⌧

s

, check for every sphere-formula sph
⇢

(x, y)

in  0, whether T |= sph
⇢

[c]. If so, replace every occurrence
of sph

⇢

(x, y) in  0 with the tautological HNF-sentence >;
otherwise replace it with the unsatisfiable HNF-sentence ?.
Since  0

(x, y) has locality radius 6 r, clearly  0
(x, y) is d-

equivalent to
t_

s=1

�
sph

⌧s
(x, y) ^  

0
s

�
.

For any fixed A 2 C
d

and a 2 A

n, consider the �
[1,t]

-structure
B :

= BA,a

of universe
S

t

s=1

P

B
s

where

P

B
s

:

= { b 2 A : (A, a, b) |= sph
⌧s
(x, y) ^  0

s

},

for any s 2 [1, t].

(7) By Lemma 5.2, there is an FO(D)[�

[1,t]

]-sentence �(Q+k)

[1,t]

such
that

B |= �

(Q+k)

[1,t]

() |B| 2 (Q+k).

Furthermore, �(Q+k)

[1,t]

is a Boolean combination of sentences
of the shape (R+`)y P

s

(y) with R 2 {9,Q}, s 2 [1, t], and
` 6 max{k, p} 6 max{K,P}.

(8) For every sentence of the shape (R+`)y P

s

(y) in �(Q+k)

[1,t]

, let
the formula '(R+`)

s

(x) be defined as follows:
If 0 2 (R+`), then let

'

(R+`)

s

(x)

:

= ¬ 0
s

_ (R+`)y sph
⌧s
(x, y) ;

otherwise let

'

(R+`)

s

(x)

:

=  

0
s

^ (R+`)y sph
⌧s
(x, y) .

It is straightforward to verify that for every d-bounded �-
structure A and every a 2 A

n we have

A |= '

(R+`)

s

[a] () BA,a

|= (R+`)y P

s

(y). (9)

Let  (R+`)

s

(x) be the HNF-formula obtained from '

(R+`)

s

(x)

by replacing (R+`)y sph
⌧s
(x, y) with the d-equivalent HNF-

formula obtained from Lemma 5.3.
Since ⌧

s

has radius r = 4

q�1, and ` 6 max{K,P}, the
formula  (R+`)

s

(x) has locality radius 6 4r = 4

q and dis-
placement 6 max{K,P}+ n · d4q .

(9) Let  (x) be the formula obtained from �

(Q+k)

[1,t]

as follows:
For every s 2 [1, t], replace every occurrence of a formula
of the shape (R+`)y P

s

(y) with the HNF-formula  (R+`)

s

(x).
Note that  (x) is in HNF, has locality radius 6 4

q , and has
displacement 6 max{K,P}+ ||'|| · d4q .
By construction, the following is true for every d-bounded
�-structure A, every tuple a 2 A

n, and the �
[1,t]

-structure
B :

= BA,a

:

A |= '[a] () (A, a) |= (Q+k)y  

0
(x, y)

() |B| 2 (Q+k)

() B |= �

(Q+k)

[1,t]

() A |=  [a].

The last equivalence follows from the construction of  (x) and
equivalence (9).

In summary, we obtain that Claim 5.5 (a)–(c) is satisfied. This
completes the proof of Lemma 5.4.

5.4 Step (4)
Step (4) is established by the following lemma.

Lemma 5.6. Let Q ✓ N be ultimately periodic with period p > 2

and offset n
0

. Every formula of the shape (D

p

+k)y ', for a k > 0,
is equivalent to a Boolean combination of formulas of the shape
(Q+`)y ' and (9+`)y ' with ` < n

0

+k+2p. Furthermore, such a
Boolean combination can be computed in time O((||Q||+k)

3 · ||'||).
Proof. Let n

1

2 N>1

be the smallest number > max{n
0

, k} such
that n

1

�1 ⌘ k mod p. Clearly, Q is ultimately periodic with period
p also for the offset n

1

. From Fact 2.1 we obtain bitstrings ↵ and
⇡ of length |↵| = n

1

and |⇡| = p such that �Q = ↵ · ⇡! . I.e.,
�Q[0, n1

�1] = ↵, and

�Q[n1

, n

1

+p�1] = ⇡ = �Q[n1

+(s�1)p, n

1

+sp�1], (10)

283



for every s > 1.

Claim 5.7. For all n 2 N with n > n

1

+p�1 we have
n 2 (D

p

+k) () �Q(n�p, n] = ⇡.

Before presenting the proof of the claim, let us first show how the
claim can be used to prove Lemma 5.6. Letting ⇡

0

,⇡

1

, . . . ,⇡

p�1

2
{0, 1} be such that ⇡ = ⇡

p�1

· · · ⇡
1

⇡

0

, it is straightfor-
ward to see that for all n 2 N with n > n

1

+p�1 we have
�Q(n�p, n] = ⇡ ()

^

i2[0,p) :

⇡i=1

n 2 (Q+ i) ^
^

j2[0,p) :

⇡j=0

n 62 (Q+ j).

Thus, the formula (D

p

+k)y ' is equivalent to the formula
_

`2S

9=`

y ' _
⇣

9>n

1

+p�1

y '

^
^

i2[0,p) :

⇡i=1

(Q+i)y ' ^
^

j2[0,p) :

⇡j=0

¬ (Q+j)y '

⌘
,

(11)

where S is the set of all n 2 (D

p

+k) with n < n

1

+p�1. Since
n

1

6 max{n
0

, k}+p, each of the quantifiers that explicitly occur
in the formula (11) has displacement < n

0

+k+2p 6 2||Q||+ k.
Using this, it is straightforward to see that the formula (11) has size
O((||Q||+k)

3 · ||'||) and can easily be computed within the same
time bound.

To complete the proof of Lemma 5.6, it only remains to prove
Claim 5.7.

Proof of Claim 5.7.
Fix an arbitrary n 2 N with n > n

1

+p�1. The direction “=)” is
an immediate consequence of equation (10). Note that for proving
the direction “(=”, it suffices to prove the following: If�Q = �·⇡!

for some word � 2 {0, 1}⇤ with |↵| 6 |�|, then |↵| ⌘ |�| mod p

(in our case, � = �Q[0, n�1]). Since ↵ is not longer than �, there
exist i 2 N, a word u 2 {0, 1}⇤ with |u| < |⇡|, and a word
v 2 {0, 1}+ with ↵⇡i

u = �⇡ and �⇡v = ↵⇡

i+1. Hence ↵⇡i

uv =

↵⇡

i+1, and thus ⇡ = uv. Consequently, �⇡vu = ↵⇡

i+1

u is a
prefix of ↵⇡!

= �⇡

! . This implies that vu is a prefix of ⇡! of
length |vu| = |uv| = |⇡|, i.e., vu = ⇡. Since u and v commute
(i.e., uv = vu), a basic result in word combinatorics (see [15,
Proposition 1.3.2]) implies the existence of some word w 2 {0, 1}+
such that u, v 2 w

⇤ and therefore ⇡ = uv 2 w

⇤. But then,
�Q = ↵⇡

!

= ↵w

! implies |⇡| = |w|, since p = |⇡| was the period
of �Q, and hence minimal. Hence, w = ⇡ = uv. Consequently,
u = " and therefore � = ↵⇡

i. This ensures |↵| ⌘ |�| mod p.
This completes the proof of Claim 5.7 and therefore the proof of
Lemma 5.6.

Note that the “if” direction of Theorem 3.2 is an immediate
consequence of the Lemmas 5.1, 5.4, and 5.6.

6. Complexity
This section is devoted to the proof of Theorem 3.3. We proceed
along the steps outlined in Section 3 and provide a runtime analysis
of the algorithm obtained from the proof presented in Section 5. Due
to space restrictions, some proofs had to be deferred to the paper’s
full version.

The following Corollary 6.1 shows how to use Lemma 5.1
to compute, for a given FO(Q)-formula, an equivalent FO(D)-
formula. Here, we let w(')

:

= 1 if ' is quantifier-free; otherwise,
w(') is the largest number ||Q|| for all quantifiers Q occurring in '.

Corollary 6.1. There is an algorithm which receives as input a
' 2 FO(Q) of quantifier rank q, and constructs in time

||'|| · w(')

O(q)

an equivalent  2 FO(D) of the same signature and with the same
free variables as '. The formula  has generalised quantifier rank q
and displacement 6 w(').

The proof, as well as the proof of the following result, is
straightforward.

Corollary 6.2. The algorithm from Lemma 5.2 runs in time

max{2k+2, 2p}O(log(j�i+1))

.

We proceed with a runtime analysis of the algorithms provided
by the Lemmas 5.3 and 5.4. Two basic tasks that are repeatedly used
within both algorithms are (a) to test two d-bounded r-types for
isomorphism and (b) to compute a set T d

r

(n) of representatives of
the isomorphism classes of d-bounded r-types with n centres. Both
can be accomplished by brute-force algorithms:

Recall that for d > 2, the universe of every d-bounded r-type
with n centres has size 6 ˜

N

:

= n · dr+1. For every bijection
between the elements of two such r-types, it can be checked in
time O(n+

˜

N

||�||
) 6 ˜

N

O(||�||) whether it is indeed an isomorphism.
Since there are at most ˜

N

˜

N bijections, the test whether the two r-
types are isomorphic can be performed in time 2

˜

N

a
0 , where a

0

> 1

is a suitable number of size O(||�||).
For computing the set T d

r

(n), we can assume that the universe
of each element in T

d

r

(n) is a subset of {1, . . . , ˜

N}. Hence, the
relations of an arbitrary r-type in T

d

r

(n) can be represented by a
bitstring of length at most ˜

N

||�||. Furthermore, each of the r-type’s
n centres is interpreted by an element from {1, . . . , ˜

N}. Therefore,
there are at most ˜

N

n · 2 ˜

N

||�|| 6 2

˜

N

||�||+2

candidates for elements
in T

d

r

(n). For any two such candidates, we use the above described
algorithm for testing whether they are isomorpic. In summary, T d

r

(n)

can be constructed in time
⇣
2

˜

N

||�||+2

⌘
2

· 2 ˜

N

a
0 6 2

˜

N

a
1

, (12)

where a
1

> a
0

is a suitable number of size O(||�||).
Using this, we obtain the following.

Corollary 6.3. For d > 2, the algorithm from Lemma 5.3

runs in time O(`

2

) · 2(n·d4r+1

)

O(||�||)
.

Proof. We use the same notation as in the proof of Lemma 5.3, and
we let N :

= n · d4r+1.
According to equation (12) the set T d

4r

(n) can be constructed
in time 2

N

a
1 , for a suitable number a

1

of size O(||�||). For each
⇢ 2 T

d

4r

(n), it takes time NO(||�||) to construct the formula sph
⇢

(x).
For the construction of ↵

⇢

, we have to make a case distinction
depending on whether c0 2 N

⌧

2r+1

(c). To determine which of the
two cases actually applies for the given ⌧ , recall that the universe of
⌧ has size at most (n+1) · dr+1. Thus, the time needed do decide
whether c0 2 N

⌧

2r+1

(c) is in N

O(||�||).
Case 1: If c0 2 N

⌧

2r+1

(c), we compute the number k
⇢

defined in
equation (6). This requires us to check for at most n·d(2r+1)+1 6 N

d-bounded r-types with (n+1) centres, each with a universe of
size 6 (n+1) · dr+1 6 N , whether they are isomorphic to ⌧ . By
using the brute-force isomorphism test described at the beginning of
Section 6, the number k

⇢

can be computed in time 2

N

O(||�||)
. And

testing whether k
⇢

2 (R+`) is done in time O(k

⇢

), for ultimately
periodic R. Hence, in Case 1, the algorithm uses time 2

N

O(||�||)
to

construct the formula ↵
⇢

.
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Case 2: If c0 62 N

⌧

2r+1

(c), we have to check whether the two r-
types N ⌧

r

(c) and N ⇢

r

(e) (each with 6 N elements) are isomorphic.
If they are not, we use time O(`) to check whether 0 2 (R+`) and
construct ↵

⇢

accordingly.
Otherwise, i.e., if N ⌧

r

(c) and N ⇢

r

(e) are isomorphic, we have
to compute the number `

⇢

defined in equation (8). This requires us
to check for at most n · d(2r+1)+1 6 N d-bounded r-types with
one centre, each with a universe of at most dr+1 6 N elements,
whether they are isomorphic to N ⌧

r

(c

0
). By using the brute-force

isomorphism test described at the beginning of Section 6, the number
`

⇢

can be computed in time 2N
O(||�||)

. Afterwards, we construct the
formula

↵

⇢

:

= (R+(`+`

⇢

))y sphN⌧
r (c

0
)

(y) .

For this, we use time NO(||�||) to construct the formula sphN⌧
r (c

0
)

(y);
and resolving the quantification (R+(`+`

⇢

)) via the quantifiers R
and 9 involves an extra factor of (`+`

⇢

)

2 6 (`+N)

2.
Altogether, we obtain that in Case 2 the algorithm uses time at

most O(`

2

) · 2NO(||�||)
to construct the formula ↵

⇢

.
Finally, the algorithm outputs the formula ↵0

(x), which is the
disjunction of the formulas

�
sph

⇢

(x)^↵
⇢

�
, for all ⇢ 2 T

d

4r

(n). The
overall time used for constructing this formula is

2

N

a
1 · �NO(||�||)

+O(`

2

) · 2NO(||�||)� ✓ O(`

2

) · 2NO(||�||)
.

By a similar reasoning, a runtime analysis of the algorithm
provided by Lemma 5.4 leads to the following result.

Corollary 6.4. For d > 2, the algorithm from Lemma 5.4

runs in time max{2K+2, 2P}(||'||·d4q+1

)

O(||�||)
.

The proof of Theorem 3.3 now follows by combining Corollary 6.1,
Lemma 5.4, Corollary 6.4, and Lemma 5.6:

Proof of Theorem 3.3.
We analyse the algorithm’s runtime when receiving as input a degree
bound d > 2 and a formula ' 2 FO(Q). Let � denote the relational
signature consisting of all relation symbols that occur in ', and let
q > 0 be the quantifier rank of '. W.l.o.g., we can assume that Q
consists of exactly those unary counting quantifiers that occur in the
formula '.

• In Step (1), the algorithm of Corollary 6.1 computes an
FO(D)[�]-formula '̃ that is equivalent to ' and that has dis-
placement 6 w(') and generalised quantifier rank q. This takes
time

6 ||'|| · w(')

O(q) 6 2

||'||O(1)

.

For the latter inequality, recall that q, w('), ||�|| 6 ||'||.
• In Step (3), the algorithm of Lemma 5.4 computes a HNF ˜

 2
FO(D)[�] that is d-equivalent to '̃. According to Corollary 6.4,
for K,P 6 ||'|| this takes time

max{2K+2, 2P}
�
||'̃||·d4q+1

�O(||�||)
6 2

d

2

O(||'||)
.

Note that ˜

 has locality radius 6 4

q and displacement

6 max{K,P} + ||'̃|| · d4q 6 d

2

O(||'||)
.

• In Step (4), the algorithm of Lemma 5.6 computes for each Hanf-
sentence in ˜

 an equivalent FO(Q)[�]-sentence in HNF. For
each Hanf-sentence in ˜

 of the shape (D
p

+k)y �, this takes time
O((||Q||+k)

3·||�||), where Q 2 Q is ultimately periodic with

period p. Since ||Q|| 6 ||'|| and k 6 d

2

O(||'||)
and ||�|| 6 || ˜ ||,

the time for computing  from ˜

 is at most

|| ˜ || ·
⇣�||'||+ d

2

O(||'||)�
3 · || ˜ ||

⌘
6 2

d

2

O(||'||)
.

 has locality radius 6 4

q and displacement in d

2

O(||'||)
.

Altogether,  is an FO(Q)[�]-formula in HNF,  is d-equivalent to
', and  be computed in time

2

d

2

O(||'||)
.

This completes the proof of Theorem 3.3.

7. Model-checking
Proof of Theorem 3.4.
Let '(x), A, and a be the algorithm’s input, where � is the relational
signature that consists of precisely the relation symbols occurring
in ', A is a �-structure, and Q is the set of ultimately periodic
unary counting quantifiers that occur in '. For checking whether
A |= '[a], the algorithm proceeds as follows:

(1) Compute an upper bound d > 2 on the degree of A.
(2) Use the algorithm from Theorem 3.3 to transform '(x) into a

d-equivalent FO(Q)[�]-formula  (x) in HNF.
(3) For each sphere-formula ↵ that occurs in  , check if A |= ↵[a],

and replace each occurrence of ↵ in  with the Boolean constant
1 if A |= ↵[a], and with the Boolean constant 0 otherwise.

(4) For each Hanf-sentence � that occurs in  , check if A |= �, and
replace each occurrence of � in  with the Boolean constant 1
if A |= �, and with the Boolean constant 0 otherwise.

(5) After having performed the steps (1)–(4),  is a Boolean
combination of the Boolean constants 0 and 1. Evaluate this
Boolean combination and output “yes” if the result is 1, and
output “no” if the result is 0.

Obviously, the algorithm’s output is “yes” if, and only if, A |= '[a].
For analysing the algorithm’s runtime, we use the same conventions
as in [6]. I.e., we use random-access machines with a uniform cost
measure, and the input structure A is given by an adjacency list
representation of size linear in

||A|| :

= |�| + |A| +

X

R2�

|RA| · ar(R).

We let n :

= |x| and let x = (x

1

, . . . , x

n

) and a = (a

1

, . . . , a

n

).
For the following runtime analysis of each of the steps (1)–(5), note
that n, ||�||, and ||Q|| are smaller than ||'||, for each Q 2 Q.

(1) To compute d, compute an adjacency list representation of A’s
Gaifman-graph GA: For each R 2 � and each occurrence of
an element of A in a tuple of RA, we have to add less than
ar(R) 6 ||�|| < ||'|| edges to GA. For each edge, this takes time
O(d), since A is d-bounded. In summary, computing GA and d

takes time at most O(||A|| · ||'|| · d).
(2) According to Theorem 3.3, this takes time 2

d

2

O(||'||)
.

Recall that (x) is a Boolean combination of sphere-formulas of
the form sph

⇢

(x

0
) and Hanf-sentences (Q+k)y sph

⌧

(y), where
x

0 is a tuple of free variables from x, ⇢ is a d-bounded type
with radius 6 4

qr(') and |x0| centres, Q 2 Q, k 2 N, and ⌧

is a d-bounded type with radius 6 4

qr(') and one centre.
(3) Consider a sphere-formula ↵(x0

)

:

= sph
⇢

(x

0
), where x

0
=

(x

i

1

, . . . , x

im) for 1 6 m 6 n and i

1

, . . . , i

m

2 [1, n], and
where ⇢ is a d-bounded type with radius r 6 4

qr(') and m

centres.
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To decide whether A |= ↵[a

0
], for a0

= (a

i

1

, . . . , a

im), we
have to check whether NA

r

(a

0
)

⇠
=

⇢. Observe that the universe
of NA

r

(a

0
) has size at most

N

:

= m · dr+1 6 ||'|| · d4qr(')

+1 6 d

2

O(||'||)
,

and also the structure NA
r

(a

0
) can be computed within the same

time bound. As explained at the beginning of Section 6, checking
whether NA

r

(a

0
)

⇠
=

⇢ can be done in time 2N
O(||�||)

, i.e., in time

2

d

2

O(||'||)
.

Since there are less than || || sphere-formulas in  , the entire
Step (3) takes time at most

|| || ·
⇣
d

2

O(||'||)
+ 2

d

2

O(||'||)⌘
✓ 2

d

2

O(||'||)
.

(4) Consider a Hanf-sentence � :

= (Q+k)y sph
⌧

(y) that occurs in
 . In particular, ⌧ is a d-bounded type with radius r 6 4

qr(')

and with one centre. To decide whether A |= �, we first compute
the number k

⌧

of elements a 2 A with NA
r

(a)

⇠
=

⌧ , and then
we check if k

⌧

2 (Q+k). The latter can be done easily, as
Q is ultimately periodic. To compute k

⌧

, we consider every
a 2 A, compute NA

r

(a), and check whether NA
r

(a)

⇠
=

⌧ .
From Step (3) we know that for each a 2 A this can be done in

time 2

d

2

O(||'||)
. Since there are less than || || Hanf-sentences

in  , the entire Step (4) takes time at most

|| || · |A| · 2d2
O(||'||)

✓ |A| · 2d2
O(||'||)

.

(5) Evaluating the resulting variable-free Boolean expression takes
time polynomial in the length of this expression, i.e., time
polynomial in || ||.

In summary, the total running time of the algorithm is

2

d

2

O(||'||)
· ||A||.

This completes the proof of Theorem 3.4.

8. Conclusion
We have generalised the notion of Hanf normal forms (HNF, for
short) from first-order logic FO to first-order logic with unary
counting quantifiers FO(Q). Our first main result (Theorem 3.2)
completely characterises those sets Q of unary counting quantifiers
that permit HNF: the logic FO(Q) permits HNF if, and only if, all
sets in Q are ultimately periodic.

Our second main result (Theorem 3.3) provides an algorithm
which, for any set Q of ultimately periodic sets and any degree
bound d 2 N, transforms an input FO(Q)-formula ' into an
FO(Q)-formula in HNF that is equivalent to ' on all (finite)
structures of degree at most d. We showed that this algorithm uses
time at most 3-fold exponential in the size of '. A lower bound of
[1] shows that already for d = 3 and plain first-order logic FO, this
is worst-case optimal. A more refined runtime analysis (that will be
included in the paper’s full version) shows that for the degree bound
d = 2, our algorithm uses only time 2-fold exponential in the size
of ' 2 FO(Q).

As an easy application of our algorithm, we obtained that for sets
Q of ultimately periodic sets, model-checking of FO(Q)-sentences
against structures of degree 6 d can be done in time

2

d

2

O(k)

· n ,

where k is the size of the formula and n is the size of the structure
(see Theorem 3.4).

For future work, we plan to consider relaxed variants of HNF,
where instead of the Hanf-sentences defined in the current paper,
more general formulas are allowed. E.g., formulas of the form
(Q+k)y sph

⌧

(x, y), stating that “the number of tuples y satisfying
N

r

(x, y)

⇠
=

⌧ , belongs to the set (Q+k)”. Or, formulas of the form
(Q+k)y  (x, y), where  (x, y) is local around its free variables,
but is not required to describe the isomorphism type of an r-
neighbourhood around x, y. Finally, it is not clear whether the results
of this paper can be extended to infinite structures.
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Abstract

We show that on graphs with n vertices the 2-dimensional Weisfei-
ler-Leman algorithm requires at most O

�
n2/ log(n)

�
iterations to

reach stabilization. This in particular shows that the previously
best, trivial upper bound of O(n2

) is asymptotically not tight.
In the logic setting this translates to the statement that if two
graphs of size n can be distinguished by a formula in first order
logic with counting with 3 variables (i.e., in C3) then they can
also be distinguished by a C3-formula that has quantifier depth at
most O

�
n2/ log(n)

�
.

To prove the result we define a game between two players that
enables us to decouple the causal dependencies between the pro-
cesses happening simultaneously over several iterations of the al-
gorithm. This allows us to treat large color classes and small color
classes separately. As part of our proof we show that for graphs
with bounded color class size, the number of iterations until stabi-
lization is at most linear in the number of vertices. This also yields
a corresponding statement in first order logic with counting.

Similar results can be obtained for the respective logic without
counting quantifiers, i.e., for the logic L3.

Keywords first order logic, counting quantifiers, quantifier depth,
Weisfeiler-Leman

1. Introduction

The Weisfeiler-Leman algorithm is a combinatorial procedure that
plays a central role in the theoretical and practical treatment of the
graph isomorphism problem. For every k there is a k-dimensional
version of the algorithm, which repeatedly and isomorphism-
invariantly refines a partition of the set of k-tuples of vertices of
the input graph. This process stabilizes at some point and the final
partition can often be used to distinguish non-isomorphic graphs.

On the practical side, the 1-dimensional variant of the algo-
rithm, which is also called color refinement, is an indispens-
able subroutine in virtually all currently competitive isomorphism
solvers (such as Nauty and Traces (McKay and Piperno 2014),
Bliss (Junttila and Kaski 2007) and saucy (Darga et al. 2004)).
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The procedure is also applied to speed up algorithms in other fields,
for example in the context of subgraph kernels in machine learn-
ing (Shervashidze et al. 2011) or static program analysis (Li et al.
2016). Similarly, it can be modified to allow for effective dimen-
sion reduction in linear programming (Grohe et al. 2014). The sta-
ble partition of the k-dimensional Weisfeiler-Leman algorithm can
be computed in time O(nk+1

log n) (see (Cardon and Crochemore
1982; Berkholz et al. 2013)), but for practical purposes this running
time is often excessive already for k = 2.

On the theoretical side, it is known that for random graphs (in a suit-
able model) the 1-dimensional Weisfeiler-Leman algorithm asymp-
totically almost surely correctly decides graph isomorphism (Babai
et al. 1980). Whereas the 1-dimensional algorithm fails to distin-
guish every pair of regular graphs of equal size and equal degree,
the 2-dimensional version asymptotically almost surely decides
isomorphism for random regular graphs (Kucera 1987). While
for every graph class with a forbidden minor a sufficiently high-
dimensional Weisfeiler-Leman algorithm correctly determines iso-
morphism (Grohe 2012) it is known that for every k there are non-
isomorphic graphs that are not distinguished by the k-dimensional
algorithm (Cai et al. 1992). In his recent breakthrough result,
Babai (Babai 2015) employs a polylog(n)-dimensional Weisfeiler-
Leman algorithm to develop the to date fastest isomorphism al-
gorithm, which solves the graph isomorphism problem in quasi-
polynomial time.

We are concerned with the number of iterations required for
the Weisfeiler-Leman algorithm to stabilize. More specifically,
for n, k 2 N we are interested in WL

k

(n), the maximum number
of iterations required to reach stabilization of the k-dimensional
Weisfeiler-Leman algorithm among all (simple) graphs of size n.
This iteration number plays a crucial role for the parallelization
of the algorithm (Grohe and Verbitsky 2006; Köbler and Verbit-
sky 2008). The trivial upper bound of WL

k

(n)  nk � 1 holds
for every repeated partitioning of a set of size nk. For k = 1,
on random graphs, this iteration number is asymptotically almost
surely 2 (Babai et al. 1980), but by considering paths, one quickly
determines that WL

1

(n) � n/2� 1. This bound was recently im-
proved to WL

1

(n) � n�O(

p
n) (Krebs and Verbitsky 2015). For

fixed k > 1 it is already non-trivial to show linear lower bounds
on WL

k

(n). Modifying the construction of Cai, Fürer and Immer-
man (Cai et al. 1992), this was achieved by Fürer (Fürer 2001) who
showed that WL

k

(n) 2 ⌦(n), remaining to date the best known
lower bound.

Concerning upper bounds, for k � 1, no improvement over the
trivial upper bound O(nk

) has been known so far and for k = 1 it
is indeed asymptotically tight. However, for k = 2, we show that
the trivial upper bound is not tight.

Theorem 1. The number of iterations of the 2-dimensional Weisfei-
ler-Leman algorithm on graphs of size n is at most O(n2/ log(n)).
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There is a close connection between the 2-dimensional algorithm
and matrix multiplication that is even more prominent in the con-
text of coherent configurations (Babai 1995). It is possible to exe-
cute t iterations of the 2-dimensional Weisfeiler-Leman algorithm
with a running time of O(n!t), where ! < 3 is the coefficient for
matrix multiplication (see (Bläser 2013)). For low iteration num-
bers, this yields a better bound on the total running time to compute
the stable partition than the bound of n3

log(n) mentioned further
above.

There is a correspondence between the Weisfeiler-Leman algorithm
and the expressive power of first-order logic when it comes to the
distinguishability of graphs. It is known (Immerman and Lander
1990) that two graphs are distinguishable in (k + 1)-variable first-
order logic with counting if and only if they can be distinguished
by the k-dimensional Weisfeiler-Leman algorithm. In this context,
the iteration number of the algorithm corresponds to the quantifier
depth of a formula required to distinguish the graphs (see (Pikhurko
and Verbitsky 2011)), yielding the following corollary.

Corollary 2. If two n-vertex graphs can be distinguished by the
3-variable first order logic with counting C3 then there is also a
formula in C3 with quantifier depth at most O(n2/ log(n)) distin-
guishing the two graphs.

Finally, there are also certain types of Ehrenfeucht-Fraïssé games
that simulate the Weisfeiler-Leman algorithm and in which the
iteration number corresponds to the maximal number of moves in a
shortest winning strategy for Spoiler (see (Cai et al. 1992)). Thus,
from upper bounds on the iteration number of the Weisfeiler-Leman
algorithm, we also obtain upper bounds on the length of a shortest
winning strategy in these games.

Our technique. Our central technique to prove the upper bound
consists of defining a new two-player game mimicking the me-
chanics of the Weisfeiler-Leman algorithm. While the first player
assumes a role of an adversary even stronger than the Weisfeiler-
Leman algorithm by being allowed arbitrary refinements, the sec-
ond player repeatedly rectifies the graph in clean-up steps to main-
tain various consistency properties for the coloring of the graph.
This technique allows us to decouple the causal dependencies be-
tween the processes happening simultaneously over several itera-
tions of the algorithm. The strategy of the second player takes into
account the sizes of the vertex color classes in the current partition.
Defining vertex color classes with sizes beyond a certain threshold
to be large, we first bound the number of iterations in which color
classes are refined that are related in any way with large vertex color
classes. We then show that for a fixed threshold, the total amount
of iterations dealing exclusively with small vertex color classes is
linear. As a consequence we obtain the following lemma.

Lemma 3. The number of iterations of the 2-dimensional Weisfei-
ler-Leman algorithm on graphs with n vertices of color class size
at most t is O(2

tn).

Similarly to Corollary 2, the lemma also translates into the logic
setting yielding linear bounds on the quantifier depth. The graph
classes of bounded color class size repeatedly play a role in the
context of graph isomorphism. In fact, to show the linear lower
bound of WL

k

(n) 2 ⌦(n), Fürer constructs graphs of bounded
color class size (Fürer 2001). Even for graphs of bounded color
class size, for k = 2, prior to this paper, the only available bound
was the trivial one of WL

2

(n)  n2 � 1. For such classes we now
have upper and lower bounds matching up to a constant factor.

Recently Berkholz and Nordström were able to obtain a new lower
bound on the iteration number of the k-dimensional Weisfeiler-

Leman algorithm for finite structures (Berkholz and Nordström
2016). Their construction shows that there are pairs of n-element
relational structures that are distinguished by the k-dimensional
Weisfeiler-Leman algorithm, but not within no(k/ log k) refinement
steps. This lower bound holds whenever k < n0.01. Since their
lower bound is close to the trivial upper bound, one might be-
lieve that the upper bound is tight. However, our results show that
for k = 2 this is not the case. Moreover, the construction of
Berkholz and Nordström describes finite structures with bounded
color class size. Consequently, it seems that Lemma 3 may be an
obstruction for a modification of their structures to graphs with
strong lower bounds. Indeed, our theorem says that for graphs of
bounded color class size there is a linear upper bound.

2. Preliminaries

If not explicitly stated otherwise, we assume all graphs that we
mention to be finite, directed and complete. We also assume that
every vertex has a loop.

A colored graph G = (V,E,�) is a graph with vertex set V and
edge set E (with E = V 2), in which all edges are assigned colors,
i.e., values from a particular set C. For the coloring function �, we
assume that the set of colors of loops and the set of colors of other
arcs are disjoint, that is, we have

�
�(u, u) | u 2 V

 
\
�
�(u, v) | u, v 2 V, u 6= v

 
= ;.

Let G = (V,E,�) be a colored graph with coloring � : E ! C.

Throughout the paper we assume that �(v
1

, u
1

) = �(v
2

, u
2

)

if and only if �(u
1

, v
1

) = �(u
2

, v
2

) for any coloring � we
consider. We say the coloring respects converse equivalence. (We
do not lose generality with this assumption since the 2-dimensional
Weisfeiler-Leman algorithm defined below maintains this property
of colorings. See Appendix A.)

The in-neighborhood of a vertex v 2 V with respect to a set of
colors C0 ✓ C is the set

N�
C0(v) := {u | u 2 V, (u, v) 2 E,�(u, v) 2 C0}.

Likewise, the out-neighborhood of v with respect to C0 is the set

N+

C0(v) := {u | u 2 V, (v, u) 2 E,�(v, u) 2 C0}.
The color in-degree of v with repect to the set C0 is the num-
ber d�C0(v) :

= |N�
C0(v)|. The color out-degree is defined anal-

ogously. When talking about color degrees, we mean color in-
degrees and color out-degrees.

The coloring � induces a partition ⇡(�) of V 2: A color class of G
is a set of 2-tuples that all have the same color. Since we are only
interested in the color classes induced by the colorings we consider,
and not in the actual colors, we do not distinguish in our notation
between a color C and the corresponding class of 2-tuples.

A vertex color class is a color class only consisting of tuples of the
form (v, v) with v 2 V . Similarly, an edge color class is a color
class that consists only of tuples of the form (v, w) with v, w 2 V
and v 6= w. As the term vertex color class already implies, we
implicitly identify every vertex tuple (u, u) with the corresponding
vertex u. Consequently, we use the abbreviation �(u) for �(u, u).

For two partitions ⇡ and ⇡0, we say that ⇡0 is finer than ⇡ if every
element of ⇡0 is contained in an element of ⇡. We write ⇡ ⌫ ⇡0 (and
equivalently ⇡0 � ⇡) to express that ⇡0 is finer than ⇡. Accordingly,
we say that ⇡ is coarser than ⇡0. For a coloring � we denote
by ⇡(�) the induced partition of V 2.
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For two colored graphs G = (V,E,�) and G0
= (V 0, E0,�0

),
we say that G0 refines G (and equivalently, that G0 is a refinement
of G) if V = V 0 and ⇡(�) ⌫ ⇡(�0

). Slightly abusing notation,
we write G ⌫ G0 in this case. If both G ⌫ G0 and G0 ⌫ G hold,
we write G ⌘ G0 and call the two graphs equivalent. Similarly,
in the games we define, we say that a player refines their input
graph G = (V,E,�) if they recolor the edges of G in a such way
that the new induced partition of V 2 is finer than ⇡(�).

From now on, if we do not explicitly state the opposite, all consid-
ered graphs come with a coloring, which we drop for reasons of
readability.

2.1 The Weisfeiler-Leman algorithm

By iteratively refining a partition of the set of vertex tuples of
its input graph, the Weisfeiler-Leman algorithm computes a stable
partition of the graph. For every k 2 N, a k-dimensional variant
of it is defined. We are mainly concerned with the 2-dimensional
variant that we describe next.

Definition 4 (the 2-dimensional Weisfeiler-Leman refinement).
Let � : V 2 ! C be a coloring of the 2-tuples of vertices of a
graph G, where C is some set of colors. Define the 2-dimensional
Weisfeiler-Leman refinement to be the graph G with the coloring �r

satisfying �r

(v
1

, v
2

) =

�
�(v

1

, v
2

);M
�

where M is the multiset
defined as

M :=

���
�(w, v

2

),�(v
1

, w)

� �� w 2 V
  
.

It is not difficult to see that ⇡(�) ⌫ ⇡(�r

).

In the following, we drop the dimension, i.e., when we talk about
the Weisfeiler-Leman algorithm or refinement, we always mean
the 2-dimensional variant.

For a colored graph G, let G(i) be the colored graph obtained
from G after i iterations of the Weisfeiler-Leman algorithm and
let eG be the graph that the Weisfeiler-Leman algorithm produces
on input G. That is, the graph eG equals G(k), where k is the
smallest integer such that G(k) ⌘ G(k+1). We call G and the
induced partition of the 2-tuples of its vertices stable if G ⌘ G(1).
Accordingly, we call eG the stabilization of G.

The Weisfeiler-Leman algorithm can be used to check whether two
given graphs are non-isomorphic by computing the stabilizations
and rejecting if there is any color C such that the numbers of C-
colored vertex pairs in the two graphs differ. However, even if the
stabilizations of the two graphs agree in every number of vertices
for a particular color, the graphs might not be isomorphic. It is not
trivial to describe for the 2-dimensional version on which graphs
this isomorphism test is always successful (see (Kiefer et al. 2015)).

The 2-dimensional Weisfeiler Leman algorithm plays a crucial role
in the theory of coherent configurations. We refer for example
to (Cameron 2003).

3. An upper bound on the iteration number

Now we prove the upper bound on the number of iterations of the
Weisfeiler-Leman algorithm. That is, we prove Theorem 1 showing
that on any graph with n vertices, the 2-dimensional Weisfeiler-
Leman algorithm terminates after O(n2/ log n) iterations.

For this, we are going to define a game in which two players alter-
nate in their turns on a graph. We show that the costs of the game

form an upper bound on the iteration number of the Weisfeiler-
Leman algorithm. Therefore, to prove Theorem 1 it suffices to show
that the costs of the game, assuming the players play optimally,
are O(n2/ log n).

In a way, the game represents a sequential way of looking at the
Weisfeiler-Leman algorithm. Since one turn in the game consists
of elementary actions which can be performed one after the other
and not all at the same time as in one iteration of the Weisfeiler-
Leman algorithm, the costs of the game are easier to analyze.

3.1 Description of the game

The game starts with a colored graph. The players alternate turns.
Each turn consists of choosing a refinement of the current coloring
of the graph. If in his turn Player 1 is faced with the colored
graph G, then he must choose a proper refinement of G, that is,
he must return a graph G0 with G ⌫ G0. In contrast to this, in a
turn of Player 2, when faced with the graph G, she has to return a
graph G0 with G ⌫ G0 ⌫ eG. Thus, the refinement that Player 2
chooses must still be coarser than eG, but it can for example be
equivalent to G or to eG. The game ends when the coloring of the
graph induces the discrete partition.

Each turn of Player 1 adds 1 to the total cost of the game, whereas
the cost for a turn of Player 2 playing G0 as a response to G is
the smallest integer j such that G0 ⌫ G(j). Thus, a turn of Player 2
costs the number of Weisfeiler-Leman iterations she needs to obtain
the graph she returns to Player 1. Everything that contributes 1 to
the total cost is called a move. Note that the game has costs of at
most O(n2

).

Player 1 aims at maximizing the total cost whereas Player 2 wants
to minimize it.

The following lemma states an important monotonicity fact for our
game.

Lemma 5. Let G and H be two colored graphs with G ⌫ H . Then
the following hold.

1. G(i) ⌫ H(i) for every i.

2. eG ⌫ eH .

3. If additionally H ⌫ eG, then for every i with G(i)

=

eG, we have
that H(i) ⌘ eG. In particular eH ⌘ eG.

Proof: Part 1 follows straight from the definition of the Weisfeiler-
Leman refinement (Definition 4) using induction on i: For the in-
duction basis, one simply verifies that if two vertices have different
colors in G(1), then they also do in H(1).

Thus, if i is the minimal integer with G(i)

=

eG, then it holds
that eG ⌫ H(i) ⌫ eH , which proves Part 2. Part 3 is an immediate
consequence of Part 1, using that G(i) ⌫ H(i) ⌫ eG.

Hence, the game is monotone in the following sense: The costs for
Player 2 to obtain the stabilization eH of her input graph H are at
most as high as for any other graph G with G ⌫ H and eG ⌘ eH .

We first show that in an optimal strategy, Player 2 does not perform
partial iterations of the Weisfeiler-Leman algorithm on her input.

Lemma 6. Suppose Player 2 is given a graph G. If she plays
optimally, she returns G(i) for some integer i.

Proof: Of all runs of the game in which Player 2 plays optimally,
consider a minimal counterexample to the lemma. That is, consider
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the situations in which, on input G, Player 2 finishes her turn with
a graph G0 satisfying for some i that G(i) ⌫ G0 ⌫ G(i+1). Among
those consider the last time Player 2 plays such a graph G0.

Then Player 1 can define G(i+1) as the new input for Player 2. By
the choice of the counterexample Player 2 now completes all itera-
tions she begins, that is, she finishes this turn with a graph G(i+`)

with ` � 1. The conversion of G into G(i+`) contributes the
costs (i + 1) + 1 +

�
i + ` � (i + 1)

�
= i + ` + 1, whereas

Player 2 could have reached G(i+`) with i + ` moves by simply
executing the i+` necessary iterations. (Without loss of generality,
we can assume that all strategies in the game are memoryless.)

It is even optimal for Player 2 to return the stabilization of her input.

Corollary 7. Given a graph G, it is optimal for Player 2 to
return eG.

Proof: Similarly to the proof of Lemma 6, consider a minimal
counterexample, in which Player 2 is given a graph G and finishes
her turn with a graph G(i) ⌫ eG and it would be worse for her
to return eG instead. Suppose eG = G(k) with k minimal, so the
conversion of G to eG would cost her k. Given G(i), Player 1 can
define G(i+1) as the new input for Player 2 (including the case
that i + 1 = k). The conversion costs i for the moves of Player 2
and 1 for Player 1, so altogether i + 1. Since we have chosen
a minimal counterexample, from now on, we can assume that
Player 2 always returns the stabilization of her input. If i+ 1 = k,
that is G(i+1)

=

eG, the costs are the same as if Player 2 had chosen
to stabilize G herself. If i+1 < k, Player 2 now needs k� (i+1)

additional moves to stabilize G(i+1), because Ĝ(i+1)

=

eG by
Lemma 5. So the conversion costs are i+ 1 +

�
k � (i+ 1)

�
= k.

That is, in all cases, Player 1 can choose to pursue a strategy such
that the costs are at least as high as when Player 2 always returns
stable graphs.

To see that the duration of the game yields an upper bound on the
number WL(G)

:

= WL

2

(G) of iterations of the Weisfeiler-Leman
algorithm on input G, it suffices to describe a strategy for Player 1
with which the game has costs at least WL(G). For this, Player 1
can simply recolor the vertices according to the first iteration of the
Weisfeiler-Leman algorithm and define the graph G(1) as the input
for Player 2. Corollary 7 states that it is optimal for Player 2 to
perform the entire Weisfeiler-Leman algorithm on her input. Thus,
she could not do better but to perform the remaining iterations of
the algorithm on G(1), resulting in costs that are at least WL(G).
(They could be higher because the game does not end before the
discrete partition is reached.)

As a consequence of Corollary 7, we can draw conclusions about
optimal strategies for Player 1.

Lemma 8. If playing G0 in response to G is optimal for Player 1
then playing G00 with G ⌫ G00 ⌫ G0 is also optimal for Player 1.

Proof: Given an input graph G, a turn of Player 1 consists of
choosing a set C0 of color classes in G which he wants to refine.
We denote by GC0 the graph that Player 1 returns to Player 2.

We show that it is optimal for Player 1 to refine only one color
class per turn. Suppose Player 1 is given a graph G and decides to
refine a set C0 consisting of ` color classes, i.e., C0

=

Ṡ
1i`

C
i

with ` > 1.

Let k be the minimal number with eGC0
= G(k)

C0 . Due to Lemma 7,
we can assume Player 2 always returns the stabilization of her
input. Hence, the costs for Player 2 to return eGC0 are k. We show by

induction that the costs do not decrease when Player 1 only refines
one color class per turn.

Suppose Player 1 plays the graph G
C1 , which only refines C

1

.
Player 2 will then stabilize G

C1 with, say, j iterations. That is, she
returns eG

C1 = G(j)

C1
. Part 1 of Lemma 5 yields that eG

C1 ⌫ G(j)

C0 .
If j � k, Player 1 can refine eG

C1 to the graph eGC0 and continue as
if eGC0 was his input graph for this round.

Assume therefore that j < k. We know that

eG
C1 = G(j)

C1
⌫ G(j)

C0 ⌫ G(k)

C0 =

eGC0 .

The second „⌫“ is proper since j < k and k is minimal. From
Part 3 of Lemma 5 we know that the stabilization of G(j)

C0 is eGC0 .
This implies that the first „⌫“ is also proper because eG

C1 is stable
whereas G(j)

C0 is not.

This shows that eG
C1 is strictly coarser than G(j)

C0 . Thus, Player 1
can proceed by refining eG

C1 to G(j)

C0 , on which Player 2 needs k�j
moves to obtain the stabilization.

In a similar way, one can show that it is optimal for Player 1 to split
the selected color class only into two color classes.

From now on, we can thus assume that Player 1 only refines one
color class per turn and that he splits this class into exactly two
new color classes. What is the effect of such a turn of Player 1? By
recoloring loops and edges, Player 1 refines vertex color classes and
edge color classes. As a consequence, some regularity conditions
may no longer hold in the obtained graph G. We are in particular
interested in the following two conditions.

(C1) The color of an edge determines the color of its head and of
its tail. More precisely, for u, v 2 V (G) the color of (u, v)
determines both the colors of (u, u) and (v, v).

(C2) For every edge color class C and every two vertex color
classes C

1

and C
2

, the graph which is induced by C be-
tween C

1

and C
2

is biregular. By this we mean that for ev-
ery two vertices v

1

, v
2

2 C
1

we have |N+

C

(v
1

) \ C
2

| =

|N+

C

(v
2

) \ C
2

| and |N�
C

(v
1

) \ C
2

| = |N�
C

(v
1

) \ C
2

| and
similarly for the C-neighborhoods in C

1

of vertices in C
2

.

In her reaction to a turn of Player 1, we let Player 2 “clean up” the
graph: By refining edge color classes, first she reestablishes Condi-
tion C1 and after that Condition C2, i.e., the color-biregularity. We
claim that this procedure costs only 2. Indeed, to satisfy Condition
C1, Player 2 can simply perform one Weisfeiler-Leman iteration on
her input and ignore various refinements that would be made in this
iteration. More precisely, given G colored with � she can return the
coloring that assigns (u, v) the color

�
�(u, v),�(v, v),�(u, u)

�
.

Thus, in the first move of her turn, she only refines (real) edge color
classes whose heads (and tails, respectively) are not all of the same
color. In the second move, she reestablishes color regularity, i.e.,
she refines vertex color classes according to their color degrees.
We call these two moves a clean-up step.

It is possible that the attempt to establish Condition C2 causes Con-
dition C1 to be violated again. Indeed, if the move splits vertex
color classes, Condition C1 might need to be reestablished after-
wards due to the splitting, i.e., Player 2 might need to continue
cleaning-up. In turn this might cause Condition C2 to be violated,
and so on. We call a shortest succession of clean-up steps that
reestablishes both Condition C1 and Condition C2 simultaneously
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a complete clean-up step. We denote by cclean(G) the graph re-
sulting from a complete clean-up step on G.

The following observation allows Player 2 to always perform com-
plete clean-up steps without causing critical extra costs.

Observation 9. There are only O(n) splittings of vertex color
classes in the game.

A clean-up step that is not yet a complete clean-up step consists of
at least one splitting of a vertex color class. Thus, the total costs
for a complete clean-up step are bounded by 2s + 2 = O(s),
where s is the number of vertex color class splittings appearing
in the complete clean-up step. (The additional 2 is for the costs of
the last clean-up step, which does not need to incur a vertex color
class splitting.) By Observation 9, there are only O(n) vertex color
class splittings in the whole game and each of them appears in at
most one complete clean-up step. We obtain the following bound
on the costs for clean-up steps that split vertex color classes.

Corollary 10. The total costs for complete clean-up steps that split
vertex color classes amount to O(n).

A complete clean-up step in which no vertex color classes are split
consists only of one clean-up step. Therefore, such a complete
clean-up step has constant costs at most 2. This means that we
can assign these costs to the subsequent move (either performed by
Player 1 or Player 2) since every move entails at most one complete
clean-up step. Thus, the extra costs for complete clean-up steps do
not have an effect on the asymptotic bound that we want to obtain
for the costs of the game.

Now we know optimal strategies for both players and we have seen
that Player 2 can perform complete clean-up steps whenever she
wants without asymptotically increasing the costs. We can thus
assume that Player 2 always performs a complete clean-up step on
her input graph before and after manipulating it.

3.2 Large color classes

To give a bound on the duration of the game, i.e., on its cost,
we distinguish between large vertex color classes and small vertex
color classes with respect to some threshold function t.

Let t : N ! N be a function with t(n) > 0 for every n. We call
a vertex color class of G large with respect to t if it consists of at
least t(n) = t(|V |) vertices. A small vertex color class is one that
is not large.

The choice of the threshold function t for our purposes will be a
tradeoff between the costs for operations on edges incident with
large vertex color classes and edges incident with small vertex color
classes. We will later see that setting t(n) := log

2

(n)/2 suffices to
prove Theorem 1.

We first treat edges that are incident with large vertex color classes.
Due to Observation 9, we only have to consider moves in which no
vertex color classes are split.

For a coloring �, we define a potential function by setting

f(�) :=
X

v2V

|{�(v, w) | w 2 V }|.

Obviously, f(�)  n2 for all colorings � and f is strictly mono-
tonically increasing. That is, if ⇡(�) ⌫ ⇡(�0

) then f(�) < f(�0
).

Let B
1

, B
2

, . . . be an enumeration of the large vertex color classes
and let B :

=

Ṡ
k

B
k

be the set of vertices in large vertex color
classes.

Lemma 11. Suppose that the current coloring in the game is � and
that the current player chooses a refinement which for some v 2 B
induces a strictly finer partition on the set {(v, w) | w 2 V }
than �. If a subsequent complete clean-up step does not split any
large vertex color class, then f increases by at least t(n).

Proof: Let v be as in the assumptions of the lemma and let B
k

be
the large vertex color class that contains v. Denote by �0 the col-
oring obtained after a subsequent clean-up step. Then in particular
there is a certain, not necessarily large, vertex color class C such
that on the set {(v, w) | w 2 C}, the coloring �0 induces a strictly
finer partition than �. Thus, the number of color classes occurring
in {(v, w) | w 2 C} increases by at least 1.

By assumption, the vertex color class B
k

is not split in this round
and we can assume Player 2 always performs complete clean-up
steps. Therefore, to ensure all vertices in B

k

have identical color
degrees (Condition 2), also on every set {(v0, w) | w 2 C}
with v0 2 B

k

, the coloring �0 must induce a partition strictly
finer than the one induced by �. Hence, for each of these sets, of
which there are at least t(n), the number of occurring color classes
increases by at least 1.

For any vertex v 2 V and any set of vertices V 0, we have
that |{�0

(v, w) | w 2 V 0}| � |{�(v, w) | w 2 V 0}| and so

f(�0
) =

X

v2V

|{�0
(v, w) | w 2 V }|

=

X

v2Bk

|{�0
(v, w) | w 2 V }|

+

X

v2V \Bk

|{�0
(v, w) | w 2 V }|

C1
=

X

v2Bk

|{�0
(v, w) | w 2 C}|

+

X

v2Bk

|{�0
(v, w) | w 2 V \C}|

+

X

v2V \Bk

|{�0
(v, w) | w 2 V }|

� t(n) +
X

v2Bk

|{�(v, w) | w 2 C}|

+

X

v2Bk

|{�(v, w) | w 2 V \C}|

+

X

v2V \Bk

|{�(v, w) | w 2 V }|

� t(n) + f(�)

and this gives the claim.

Corollary 12. The costs for the moves (and the following complete
clean-up steps) in which the color set of edges incident with large
vertex color classes is properly refined amount to O

�
n2/t(n)

�
.

This bound already includes the necessary complete clean-up steps.
In the following, we treat the moves in which edge color classes that
are only incident with small vertex color classes are refined.

3.3 Small color classes

To analyze the costs for small vertex color classes, we describe a
strategy for Player 2 on them. For this, we define auxiliary graphs
which she uses to derive moves in the original game. For a graph G
from the original game, its auxiliary graph is denoted by Aux(G).
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Just like with the clean-up steps in the original game, Player 2 will
pursue a strategy according to information obtained from auxiliary
graphs in order to maintain certain invariants.

Notation 13. We describe all graphs coming from the original
game using the letter G and all auxiliary graphs using the letter H
or, when derived from a specific graph G, by Aux(G), in order to
distinguish between them more clearly.

Every auxiliary graph is undirected, uncolored and not necessarily
complete. Whereas in the original game, a move recolors edges, in
the auxiliary graphs edges are inserted.

Next we describe how to obtain the auxiliary graph for a graph G
appearing during a run of the game. The auxiliary graph Aux(G)

is constructed in the following way: Let G
1

, G
2

, G
3

, . . . , G
`

= G
be the graphs that were played by the players so far. Let T be the
collection of vertex sets C ✓ V (G) that each form a small vertex
color class in some G

i

.

The vertices of the auxiliary graph Aux(G) form a partition into
two sets, namely the upper and the lower vertices (V

u

and V
`

,
respectively). They are two identical copies of the set defined as

�
(C,M) | C 2 T ,M ✓ C

 
,

that is, the set that contains all pairs of a small vertex color class C
that has appeared so far in the game and a subset of C. Thus, as the
game progresses the auxiliary graphs have more and more vertices.

For every small vertex color class C 2 T , the graph Aux(G)

contains 2

|C| upper vertices and also 2

|C| lower vertices. Thus,
there are at most 4n · 2t(n) vertices in Aux(G). (To see this, one
observes that there are at most 2n elements in T .) We have an
undirected edge between an upper vertex (C,M) 2 V

u

and a lower
vertex (D,N) 2 V

`

if there exists a set of colors C0 ✓ C such that
in G, every vertex v 2 C satisfies

v 2M () N+

C0(v) = N.

This means that all the edges between M and N in G have a color
contained in C0. Another way of formulating this is that the vertices
of M are exactly the ones whose C0-neighborhood is N .

Between two upper vertices (C,M) and (C0,M 0
), we insert an

undirected edge if such a condition holds in both directions - more
precisely, if there are sets of colors C0, C00 ✓ C such that every
vertex v 2 C0 satisfies

v 2M () N+

C0(v) = M 0,

and every vertex v 2 C00 satisfies

v 2M 0 () N+

C00(v) = M.

The resulting graph is the auxiliary graph Aux(G).

Remark 14. Let G and G0 with G ⌫ G0 be two graphs appearing
during the original game (i.e., the graph G0 appears later than G).
Then it holds that Aux(G0

) ◆ Aux(G), since by definition, the
graph Aux(G0

) contains all the vertices and all the edges from
previous auxiliary graphs.

To describe the strategy that Player 2 will pursue in the original
game, we need the notion of a triangle completion, an operation
on undirected uncolored graphs, which we define next. Whereas
the clean-up steps are designed to simulate information essentially
collected by the 1-dimensional Weisfeiler-Leman algorithm, the
triangle completion is designed to capture certain dynamics of
the 2-dimensional algorithm, as will become apparent.

Algorithm 1 One turn of Player 2 in the 2-player game on input G.

Input: A colored graph G.
Output: A graph G0 of G satisfying G ⌫ G0 ⌫ eG.

1: G cclean(G)

2: while4
�
Aux(G)

�
6= Aux(G) do

3: G G(1)

4: G cclean(G)

5: end while
6: return G

For an undirected uncolored graph H with V (H) = V
u

˙[ V
`

, its
triangle completion 4(H) is obtained by applying the following
rules once.

• Insert an edge between every two upper vertices that have a
common neighbor in V

`

or in V
u

.

• Insert an edge between every upper vertex and every lower
vertex that have a common neighbor in V

u

.

Note that no edges between vertices in V
`

are inserted. On the
obtained graph 4(H), new applications of the above rules may
be possible. The graph obtained after i repetitions of the trian-
gle completion on H is denoted by 4i

(H). We call H stable
if4(H) = H .

Remark 15. An undirected uncolored graph H with V (H) =

V
u

˙[ V
`

is stable if and only if every connected component of H
has the following properties:

• The graph induced on V
u

is a clique.

• The graph induced by the edges between V
u

and V
`

is complete
bipartite.

Now we describe the strategy that Player 2 derives from the aux-
iliary graphs for the original game. It is also shown in Algo-
rithm 1. Player 2 first performs a complete clean-up step on her
input graph. Then as long as the auxiliary graph of her obtained
graph is not stable, she iterates the following process on it: First
she performs a Weisfeiler-Leman iteration on G, then a complete
clean-up step. She returns the first completely cleaned-up graph G0

for which Aux(G0
) is stable to Player 1 who then performs his

next turn.

We claim that if she follows this strategy, then Player 2 only
computes O(n ·2t(n)

) pairwise different auxiliary graphs. To show
this, we need the following lemma.

Lemma 16. Let H1, H2, . . . , Hk be a sequence of graphs such
that for all i, the following hold.

• V (Hi

) = V i

`

˙[ V i

u

.

• |V i

`

| = |V i

u

|  m for some m.

• V i+1

`

◆ V i

`

and V i+1

u

◆ V i

u

.

• 4(Hi

) ✓ Hi+1.

• Hi 6= Hi+1.

Furthermore assume that the graph induced by each V i

`

is empty.
Then k 2 O(m).

Proof: Without loss of generality assume |V i

`

| = m for every i.
Thus, we may assume that the vertices of all the Hi are the same
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set V
u

˙[ V
`

. Let H1, H2, . . . , Hk be a minimal counterexam-
ple to the statement of the lemma, i.e., choose the graphs Hi

to have as few edges as possible. This implies that for the cases
that 4(Hi

) 6= Hi we have Hi+1

= 4(Hi

) and for every other i
we have |E(Hi+1

)\E(Hi

)| = 1. We may assume that H1 is
empty.

We claim that for any j with 4(Hj

) = Hj , there is some r  4

such that 4(Hj+r

) = Hj+r , i.e., the graph Hj+r is stable again.

Suppose 4(Hj

) = Hj , that is, Hj is stable and has the struc-
ture described in Remark 15. The extra edge e in Hj+1 ei-
ther connects two upper vertices or an upper and a lower ver-
tex. Suppose first that e = {v, v0} with v, v0 2 V

u

. Let U(v)
and U(v0) be the cliques containing v and v0, among V

u

, respec-
tively, and let L(v) and L(v0) be the vertices in V

`

that are con-
nected to U(v) and U(v0), respectively. In 4(Hj+1

), the edges
between v and U(v0) and between v0 and U(v) are inserted, as
well as the edges between L(v) and v0 and between L(v0) and v.
In 42

(Hj+1

), the graph induced by U(v) ˙[ U(v0) is rendered a
clique and all edges between L(v) and U(v0) and between L(v0)
and U(v) are inserted, resulting in a connected component that is
complete bipartite between its upper and its lower vertices.

Suppose now that e = {v, v0} with v 2 V
u

and v0 2 V
`

.
If v0 is not adjacent to any upper vertex, then in 4(Hj+1

) all
edges between v0 and U(v) are inserted and 4(Hj+1

) is stable.
Otherwise, let U(v0) be the clique among V

u

that is connected
to v0. Similarly as in the case that e is an edge among upper
vertices, in 42

(Hj+1

), the graph induced by U(v) ˙[ U(v0) is
a clique and all edges between L(v) and U(v0) are present. The
vertices in L(v0) are adjacent to all vertices in U(v0) and to v.
A third triangle completion then accounts for the missing edges
between L(v0) and U(v).

Therefore, the gap between two successive stable graphs is at
most 4.

For every i such that Hi is stable, the graph Hi+1 contains an
edge that connects two connected components from Hi. We know
that H1 is stable and we have shown that the gap between stable
graphs is at most 4. Thus, also the gap between the graphs Hi+1

that contain an extra edge connecting two connected components
from Hi is at most 4. There are at most 2m isolated vertices in H1,
which yields k  4 · 2m = O(m).

Lemma 17. Let G be a graph that is completely cleaned up
(i.e., cclean(G) = G). Then Aux(G(1)

) ◆ 4
�
Aux(G)

�
.

Proof: Suppose G satisfies the assumption. Let V
u

˙[ V
`

be the
partition of the vertices of Aux(G) into upper and lower vertices.
Let (C

1

,M
1

) and (C
2

,M
2

) be two vertices of V
u

both adjacent to
the vertex (D,N) 2 V

`

. By definition of the auxiliary graph, there
exists a set of colors C

1

✓ C such that in G, every vertex v 2 C
1

satisfies
v 2 M

1

() N+

C1
(v) = N.

There is also a set C
2

✓ C such that in G, every vertex v 2 C
2

satisfies
v 2 M

2

() N�
C2
(v) = N.

Here, we use the fact that edge colorings respect converse equiva-
lence.

For m 2 M
1

we have that m0 2 M
2

if and only if for every
vertex w 2 D it holds that

�(m,w) 2 C
1

() �(w,m0
) 2 C

2

.

Since G is completely cleaned up, this does not only hold for
every w 2 D but for every w 2 V (G). This implies that in G(1)

there is a set of colors C0 such that every vertex v 2 C
1

satisfies

v 2 M
1

() N+

C0(v) = M
2

.

To see this, suppose v
1

2 M
1

. The new color of an edge (v
1

, v
2

)

contains in its second component the multiset consisting of the
tuples

�
�(w, v

2

),�(v
1

, w)

�
with w 2 V (G).

For v
2

2 M
2

we have

�
�(w, v

2

),�(v
1

, w)

�
2
(
C
2

⇥ C
1

if w 2 N

(C\C
2

)⇥ (C\C
1

) if w /2 N .

However, if v
1

2 M
1

and v
2

2 (C
2

\M
2

), then the multiset
in the new color of the edge (v

1

, v
2

) will contain some element
from

�
(C\C

2

) ⇥ C
1

�
[
�
C
2

⇥ (C\C
1

)

�
. This shows that in G(1)

the colors of edges from M
1

to M
2

are distinct from the colors of
edges from M

1

to the complement of M
2

.

By symmetry this shows that in Aux(G(1)

) the vertices (C
1

,M
1

)

and (C
2

,M
2

) are adjacent.

A similar argument shows that if (C
1

,M
1

) is adjacent to (C
2

,M
2

)

and an upper or lower vertex (D,N) then in Aux(G(1)

) there is an
edge between (C

2

,M
2

) and (D,N).

We conclude that Aux(G(1)

) ◆ 4
�
Aux(G)

�
.

After each complete clean-up step that Player 2 performs in the
original game, she computes an auxiliary graph. We show that
two auxiliary graphs differ by at least one edge if between their
computations at least one color class which is incident only to
small vertex color classes is refined - either by a move of Player 1
or during the subsequent complete clean-up step performed by
Player 2.

Lemma 18. Let G,G0 with G ⌫ G0 be two graphs appearing in
the game that have been completely cleaned up. If there is a color
class in G that has been refined in G0 and is only incident with
small vertex color classes, then it holds that Aux(G) $ Aux(G0

).

Proof: Suppose after a complete clean-up step, a small vertex color
class of G has been split into at least two new small vertex color
classes C0 and C00 in G0. Thus, because of Condition C1 of a
completely cleaned up graph, the graph Aux(G0

) contains an edge
between the upper and the lower copy of (C0, C0

), whereas none
of these two vertices is present in Aux(G).

Now suppose that after a complete clean-up step, an edge color
class C of G incident with only small vertex color classes has been
split in G0 into at least two new edge color classes C0 and C00

without causing any split of small vertex color classes. Conse-
quently, there exists a vertex v in a small vertex color class A
of G0 which satisfies that ; $ N+

C

0(v) $ N+

C

(v). Now we de-
fine M :

= {u 2 A | N+

C

0(u) = N+

C

0(v)}. Moreover, we
let N :

=

�
u 2 V (G) | �(u) = �

�
N+

C

0(v)
� 

be the vertex color
class in G containing N+

C

0(v). The edge
�
(A,M),

�
N,N+

C

0(v)
� 

is present in Aux(G0
) but not in Aux(G).

We wish to bound the cost that Player 2 incurs within Algorithm 1.
To do so we need to bound the costs that incur before and within
the while loop. Let G

1

, G
2

, . . . be the sequence containing the fol-
lowing two types of graphs in their order of appearance during the
game. On the one hand, it contains the graphs that are played by
Player 1 and cleaned up by Player 2 and have incurred some refine-
ment of edges only incident with small vertex color classes. On the
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other hand, it contains the graphs that are results of computations
of Line 4 of Algorithm 1 across the entire play of the game. Thus,
the sequence consists of all completely cleaned-up graphs which
are played in the game right after a refinement of color classes that
are only incident with small vertex color classes.

Lemma 19. The sequence of graphs G
1

, G
2

, . . . has length at
most O(2

t(n)n).

Proof: Set m :

= 4n · 2t(n) for the threshold function t. Each of
the graphs Aux(G

1

),Aux(G
2

), . . . has size at most m. There-
fore, since G

i+1

� G
i

we have Aux(G
i

) ✓ Aux(G
i+1

)

by Remark 14. The while loop in Algorithm 1 is only entered
in the case that 4

�
Aux(G)

�
6= Aux(G). Also in that situa-

tion G is completely cleaned up. We conclude with Lemma 17
that 4

�
Aux(G

i

)

�
✓ Aux(G

i+1

). Finally we conclude from the
previous lemma that Aux(G

i

) $ Aux(G
i+1

).

Thus, we have shown that the sequence Aux(G
1

),Aux(G
2

), . . .
fulfills the conditions of Lemma 16 with m = O(2

t(n)n), implying
that the length of the sequence G

1

, G
2

. . . is O(m) = O(2

t(n)n).

The lemma in particular implies that Algorithm 1 terminates. Now
we can bound the iteration number for small color classes.

Corollary 20. The number of iterations in which color classes
that are incident only to small vertex color classes are refined
is O(2

t(n)n).

Proof: By Lemma 19, the sequence of the computed auxiliary
graphs satisfies the conditions from Lemma 16. Thus, every subse-
quence of it also satisfies these conditions. If we only consider the
subsequence of auxiliary graphs that are computed after moves that
refine a color class which is only incident with small vertex color
classes, we know that the sequence has length O(m), where m is
the maximum number of upper vertices in an auxiliary graph. Thus,
the sequence has length O(n · 2t(n)

).

With Lemma 18, the length of the sequence is an upper bound on
the number of iterations in which color classes that are incident
only to small vertex color classes are refined.

From the corollary we immediately conclude Lemma 3.

We have assembled all the required tools to prove our main theorem
concerning the upper bound on the number of iterations.

Proof:[Proof of Theorem 1] Let G be a graph with n vertices. To
show a bound on the number of iterations it suffices to show an
upper bound on the costs of the 2-player game that we defined.
Assume that both players play optimally. By Corollary 12 the total
cost of moves in which a color class incident with a large vertex
color class is split is O

�
n2/t(n)

�
. By Corollary 20, the total costs

of moves in which a small color class is split are O(n · 2t(n)

).
Therefore, the entire game costs O

�
n2/t(n)

�
+ O(n · 2t(n)

) and
setting t := log

2

(n)/2 yields the upper bound of O
�
n2/ log

2

(n)
�
.

4. Logics without counting

The bound we have proven for the 2-dimensional Weisfeiler-Leman
algorithm leads to bounds on the quantifier depth in the 3-variable
first order logic with counting C3. However, one may wonder what
happens for the 3-variable first order logic without counting L3. A
priori it is not clear that there should be a relationship between the

depths of formulas distinguishing graphs in C3 and in L3. We can
thus not draw conclusions about L3 from our theorems.

However, a careful analysis of our proof reveals that we could have
obtained the same results for the logic without counting.

For this, one has to redefine the coloring in Definition 4 so as to ob-
tain a non-counting version of the 2-dimensional Weisfeiler-Leman
algorithm (see (Otto 1997, Subsection 2.2.4)). In this version we
replace the multiset M with a set with the same elements. Refine-
ment and stability is then defined with respect to this new operator.
Most lemmas apply to the new situation with verbatim proofs. Most
notably for the potential function for large color classes, the defini-
tion does not use a multiset.

Condition C2 in the clean-up steps of Player 2 then has to be
replaced by a condition that requires that for v

1

, v
2

2 C
1

we
have that {�(v

1

, u) | u 2 C
2

} = {�(v
2

, u) | u 2 C
2

} and
also {�(u, v

1

) | u 2 C
2

} = {�(u, v
2

) | u 2 C
2

}.

Finally we highlight the fact that in the auxiliary graph, the defini-
tion of adjacency, for example the requirement that there exists a
set of colors C0 ✓ C such that every vertex v satisfies

v 2 M () N+

C0(v) = N,

does not require counting either. We conclude that analogous state-
ments to our theorems also hold for the 3-variable first order logic
without counting L3.

5. Conclusion

We have shown that the number of iterations of the 2-dimensional
Weisfeiler-Leman algorithm is in O

�
n2/ log(n)

�
.

The factor 1/ log(n) arises from a trade-off between considerations
in large and small vertex color classes, and thus it arises from the
factor of 2t appearing in Lemma 3. However, an improvement of
the bound on the iteration number for graphs with bounded color
class size would not directly improve the overall iteration number.
Indeed, since refinements within small color classes may be caused
by refinements of large color classes, and also since small color
classes might appear only over time, we crucially needed to bound
the number of all refinements involving small color classes within
general graphs (that may not have bounded color class size). This is
exactly what our game is suitable for, since Player 1 may continue
to refine the graph after it is stable.

Our proof for the 3-variable logic already requires a careful analysis
of the interaction between the small color classes. However, it
remains an interesting open question whether our techniques can
be generalized to also show bounds on the depth of formulas with
more variables.

A. Appendix: Converse equivalence

In this section we briefly discuss the quite technical reason why we
require converse equivalence for all colorings. Indeed we required
that �(v

1

, u
1

) = �(v
2

, u
2

) if and only if �(u
1

, v
1

) = �(u
2

, v
2

)

holds for any coloring � that we consider (see the preliminaries).
In principle it would be possible to avoid such a definition. How-
ever, consider the following example. Let A :

= {a
1

, a
2

, . . . , a
t

}
and B :

= {b
1

, b
2

, . . . , b
t

} be two sets of equal size. We define a
coloring � such that for all a, a0 2 A and b, b0 2 B with a 6= a0

and b 6= b0 we have that �(a, a) = �(b, b) = 0, �(a, a0
) = 1,

�(b, b0) = 2, �(b, a) = 3. We also define �(a
i

, b
j

) = 4 if i = j
or i = j + 1 modulo t and define �(a

i

, b
j

) = 5 otherwise. Note
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that this coloring does not have the converse equivalence property.
If we apply the definition of the Weisfeiler-Leman algorithm given
in Definition 4 then this coloring is stable. For such a coloring one
has to adapt the multiset M to also take reverse directions into ac-
count and replace the definition by

M :=

���
�(w, v

2

),�(v
2

, w),�(v
1

, w),�(w, v
1

)

�
| w 2 V

  
.

In the logic context, especially when working with finite structure
this is the natural definition for the Weisfeiler-Leman algorithm
(see for example (Kiefer et al. 2015)). Also in the context of coher-
ent configurations this is always required (Cameron 2003). Since
the definition ensures that an iteration of the Weisfeiler-Leman al-
gorithm can also take reverse directions into account, after one iter-
ation the coloring satisfies converse equivalence. (Recall that loops
have different colors than other edges.) Converse equivalence is
then maintained in all future iterations as well.

In the game we consider in this paper, we basically want to al-
low Player 1 to refine to arbitrary colorings that do not arise from
the application of the algorithm. Indeed, we can drop the require-
ment for converse equivalence. In this case, at the expense of a
more technical clean-up procedure Player 2 could then (under the
new definition of the Weisfeiler-Leman algorithm) restore converse
equivalence. Overall we obtain essentially the same results.
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Querying Visible and Invisible Information

Michael Benedikt Pierre Bourhis Balder ten Cate Gabriele Puppis

Abstract
We provide a wide-ranging study of the scenario where a subset
of the relations in the schema are visible — that is, their complete
contents are known — while the remaining relations are invisible.
We also have integrity constraints (invariants given by logical sen-
tences) which may relate the visible relations to the invisible ones.
We want to determine which information about a query (a positive
existential sentence) can be inferred from the visible instance and
the constraints. We consider both positive and negative query infor-
mation, that is, whether the query or its negation holds. We consider
the instance-level version of the problem, where both the query and
the visible instance are given, as well as the schema-level version,
where we want to know whether truth or falsity of the query can be
inferred in some instance of the schema.

1. Introduction
There are many applications scenarios where there is a collection
of relations representing information of interest to a set of users,
but a given user or class of users has access to only a subset of
these relations. For example a data owner may restrict access to a
subset of the stored relations for privacy reasons. Another example
comes from information integration where the schema exposed to
users contains both stored relations and “virtual relations”. The vir-
tual relations can be referenced in user queries, but are defined by
logical constraints relating them to stored relations. Both of these
scenarios can be subsumed by considering a schema consisting of
a set of relations that must satisfy a set of integrity constraints (in-
variants specified by sentences in some logic) with only a subset of
the relations visible. A basic computational problem is what ques-
tions can be answered by means of reasoning with the constraints
and access to the visible relations. Can someone use the content of
the visible relations along with constraints to answer a given ques-
tion about the invisible relations?

We study exactly this scenario, where a set of semantically-
related relations are hidden while for another set the complete con-
tents are visible. We will consider semantic relationships specified
in a variety of logical languages that are rich enough to capture
complex relationships between relations, including relationships
that arise in information integration, as well as common integrity
constraints within a single source. The basic analysis problem will
be the following: given a schema and a query Q (also given as a
logical formula; for simplicity we focus on sentences), can we in-
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fer using the visible data and schema information that the result of
Q is true or that the result is false.

Example 1. Consider a medical datasource with relation
Appointment(p, a, . . .) containing patient names p, appointment
ids a, and other information about the appointment, such as the
name of the doctor. A dataowner makes available one projection of
Appointment by creating a relation Patient(p) with the constraints:

8 p Patient(p) ! 9 a d ȳ Appointment(p, a, d, ȳ)
8 p a d ȳ Appointment(p, a, d, ȳ) ! Patient(p) .

The query Q = 9 a ȳ Appointment(“Smith”, a,“Jones”, ȳ) asking
whether patient Smith made an appointment with Dr. Jones will
be secure under this schema in one sense: an external user with
access to Patient will never be sure that the query is true, in any
instance. We say that there can be no Positive Query Implication for
this query and schema, on any instance. But suppose we consider
whether a user can infer the query to be false? On many instances,
such an inference is not possible. But on an instance where the
visible relation Patient is empty, an external user will know that the
query is false. We say that there is a Negative Query Implication on
the visible instance where Patient is empty.

Our results. We will consider the instance-based problems: given
a query and instance, can a user determine that the query is true
(Positive Query Implication) or that the query is false (Negative
Query Implication)? We also look at the corresponding schema-
level problem: given a query and a schema, is there some instance
where a query implication of one of the above types occurs?

We start by observing that the instance-level problems, both
positive and negative, are decidable for a broad class of constraints.
However, when we analyze the complexity of the decision prob-
lem as the size of the instance increases, we see surprisingly di↵er-
ent behavior between the positive and negative case. For very sim-
ple constraints the negative query implication problems are well-
behaved as the instance changes, namely, in polynomial time and
definable within a well-behaved query language. For the same class
of constraints, the corresponding positive query implication ques-
tions are hard even when the schema and query are fixed.

When we turn to the schema-level problems, even decidability
is not obvious. We prove a set of “critical instance” results, showing
that whenever there is an instance where information about the
query can be implied, the “obvious instance” witnesses this. Thus,
schema-level problems reduce to special cases of the instance-level
problems. Although we use this technique to obtain decidability
and complexity results both for positive and for negative query
implication, the classes of constraints to which they apply are
di↵erent. We give undecidability results that show that when the
classes are even slightly enlarged, decidability of the existence of a
schema with a query implication is lost.
Our techniques. We introduce a number of tools for reasoning on
mixtures of complete and incomplete information.
• Embeddings in rich decidable logics. Our first technique in-

volves showing that a large class of instance-level problems
can be solved by translating them into satisfiability problems
for a rich fragment of first-order logic, the guarded nega-
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tion fragment. This exploits powerful prior decidability results
“o↵-the-shelf”. However, to get tight complexity bounds, we
also need a new analysis of the complexity of this logic.

• Decidability via canonical counterexamples. The schema-
level analysis asks if there is some instance on which informa-
tion about the query can be derived. As mentioned above, we
show that whenever there is some instance, this can be taken to
be the “simplest possible instance”. While this idea has been
used before to simplify analysis of undecidability (e.g. [16]),
we give a broad result that allows the use of it for decidability.

• Tractability via greatest fixed-point. We show that some
of our instance-level implication problems can be reduced
to evaluating a certain query of greatest fixedpoint Data-
log (GFP-Datalog) on the given visible instance. Since GFP-
Datalog queries can be evaluated in polynomial time, this
shows tractability in the instance size. The reduction to GFP-
Datalog requires a new analysis of when these inference prob-
lems are “active-domain controllable” (it su�ces to see that
the query value is invariant over all hidden databases that lie
within the active domain of the visible instance).

• Relationships between problems. We prove reductions re-
lating the positive and negative implication problems, the
schema- and instance-level problems, and the widely-studied
“certain answer problem”. We use these reductions to derive
tight complexity bounds.

• Coding techniques for lower bounds. We introduce methods
for coding computation in query implication problems, yield-
ing both undecidability and complexity lower bounds.

Related work. Two di↵erent communities have studied the prob-
lem of determining the information that can be inferred from ac-
cessing data in a subset of the relations of a schema using con-
straints that relate the subset to the full vocabulary.

In the database community, the focus has been on views. The
schema is divided into base tables and view tables, with the latter
being defined by queries (typically conjunctive queries, abbreviated
CQs) in terms of the former. Given a query over the schema, the
basic computational problem is determining which answers can be
inferred using only the values of the views. Abiteboul and Duschka
[1] isolate the complexity of this problem in the case where views
are defined by CQs; in their terminology, it is querying under the
Closed World Assumption, emphasizing the fact that the possible
worlds revealed by the views are those where the view tables have
exactly their visible content. In our terminology, this corresponds
exactly to the Positive Query Implication (PQI) problem in the
case where the constraints consist entirely of CQ view definitions.
Another subcase of PQI that has received considerable attention
is the case where the constraints consist only of completeness
assertions between the invisible and visible portions of the schema
(e.g. [14]).

The PQI problem is also related to works on instance-based
determinacy (see in particular the results of Howe et al. in [19]),
while the Negative Query Implication (NQI) problem is studied in
the view context by Mendelzon and Zhang [24], under the name
of conditional emptiness. In both cases, the emphasis has been on
view definitions rather than more general constraints which may
restrict both the visible and invisible instance. In contrast, our
work deals with constraint classes that can restrict the visible and
invisible data in ways incomparable to view definitions. However,
our techniques do extend to solve the corresponding problems for
view definitions; this extension is discussed in the full version.

The PQI problem also relates to works in description logics
(e.g. [15, 21]) focusing on hybrid closed and open world query
answering (DBoxes), where the schema is divided into closed-
world and open-world relations. The problem in this setting is
to find out if a Boolean CQ holds in all instances that can add

facts to the open-world relations but do not change the closed-
world relations. Thus, closed and open worlds match our notions
of visible and invisible relations, and the hybrid closed and open
world query answering problem matches our notion of Positive
Query Implication, except that in our setting we restrict to the case
where the open-world/invisible relations are empty. It is easy to
see that this restriction is actually without loss of generality: one
can reduce the general case to the case we study with a simple
linear time reduction, making a closed-world copy R0 of each open-
world relation R, and adding an inclusion dependency from R0 to
R. The main distinction between our study of the PQI problem
and the prior work in the description logic community concerns
the classes of constraints considered. Lutz et al. [20, 21] study the
complexity of this problem for the constraint languages EL and
DL-LITE. [21] gives a criteria identifying constraints for which all
queries are first-order rewritable, while [20] carries out an analysis
at the level of constraints and queries. Franconi et al. [15] show
co-NP-completeness for a disjunction-free description logic. Our
results on the data complexity of PQI consider the same problem,
but for decidable constraint languages that are more expressive and,
in particular, can handle relations of arbitrary arity, rather than arity
at most 2 as in [15, 20, 21].

In summary, the database and description logic communities
considered the Positive Query Implication problems addressed
here, but for di↵erent classes of constraints. The Negative Query
Implication problems are not well-studied in the prior literature,
and we do not know any work dealing with the schema-level ques-
tions (existence of an instance with a query implication). Despite
this, we show (Subsection 4.2) that there is a close relation between
the schema-level questions and the work of Lutz et al. [22] concern-
ing conservativity and modularity of constraints.

For space reasons, some proofs and further applications of the
techniques we develop are deferred to the full version; they can also
be found in the technical report [8].

2. Definitions
We consider schemas S = Sh ] Sv, where the partition elements
Sh and Sv are finite sets of relation names (or simply, relations),
each with an associated arity. These are the hidden and visible
relations, respectively. An instance of a schema maps each relation
to a set of tuples of the associated arity. The active domain of any
instance I, denoted adom(I), is the set of values occurring within
the interpretations of the relations of I. As a suggestive notation,
we will use F for instances over S and V for instances over Sv.
Given an instance F for S, its restriction to the Sv relations will be
referred to as its visible part, denoted Visible(F ).

Instances will be used as inputs to the computational problems
considered in this work – when used as inputs, the instances must
be finite. We will also consider problems that quantify over in-
stances – in this case the quantification can be either over finite
instances or over all (finite or infinite) instances. We will deal with
both possibilities, but when we do not specify otherwise, instances
are assumed to be unrestricted.

We will consider formalisms based on first-order logic for ex-
pressing constraints and queries. Note that, in general, the evalua-
tion of a first-order formula may depend on the underlying domain
(not just on the instance and its active domain). We will always
assume the formulas used in queries and constraints are domain-
independent, which will allow us to evaluate queries and constraints
over instances; this can be enforced, for example, by using rela-
tional algebra syntax.

We will mainly look at integrity constraints defined by tuple-
generating dependencies (TGDs), which are first-order sentences
of the form 8x̄ �(x̄) ! 9ȳ ⇢(x̄, ȳ), where � and ⇢ are conjunctions
of atoms containing variables and constants, and where all the
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universally quantified variables x̄ appear in �(x̄). We will often
omit the universal quantifiers, writing just �(x̄) ! 9ȳ ⇢(x̄, ȳ).
Moreover, for all the problems considered in this work, one can
take w.l.o.g. the right-hand side ⇢ to consist of a single atom, and we
will assume this henceforth. We will consider the following classes
of TGDs:
• Linear TGDs: those where � consists of a single atom.
• Inclusion dependencies (IDs): where each of � and ⇢ is a

single atom having no constants and no repeated variables. In
Example 1, both the constraints were IDs.

• Frontier-guarded TGDs (FGTGDs) [3]: these are TGDs where
one of the conjuncts of � is an atom that includes all the
universally quantified variables occurring in ⇢.

• Connected TGDs: TGDs such that the co-occurrence graph
of � is connected. The nodes of this graph are the universally
quantified variables x̄, and they are connected by an edge if
they co-occur in an atom of �.

Note that every ID is a linear TGD, and every linear TGD is
frontier-guarded. Many of our results apply to even richer con-
straints, which allow disjunction and (in the second case below)
negation.
• Disjunctive FGTGDs: these are sentences of the form
8x̄ �(x̄) ! 9ȳ

W
i ⇢i(x̄, ȳ), where, for each i, ⇢i is a conjunc-

tion of atoms and there is an atom in � that includes all the
variables x j occurring in ⇢i.

• The Guarded negation fragment (GNFO): this is the fragment
of first-order logic in which every negation is conjoined with
an atom that contains all the free variables of the negated
formula. Formally, GNFO sentences are built up according to
the following grammar:
� ::= R(t̄) | 9x � | � _ � | � ^ � | R(t̄, ȳ) ^ ¬�(ȳ)

where R is either a relation symbol or the equality relation
x = y, and the ti’s are either variables or constants.

The reader only needs to know a few facts about GNFO. It is very
expressive, so results about GNFO constraints immediately apply
to many classes of constraints mentioned above. GNFO contains
all positive existential formulas, is closed under Boolean combi-
nations of sentences, and subsumes Disjunctive FGTGDs (up to
equivalence), and hence also subsumes FGTGDs and IDs. More-
over, GNFO is “tame”:

Theorem 1 ([7]). Satisfiability of GNFO sentences can be tested
e↵ectively, and is 2Exp-complete. Furthermore, every satisfiable
sentence has a finite satisfying model.

Finally, we will also consider equality-generating dependencies
(EGDs), of the form 8x̄ �(x̄) ! xi = x j, where � is a conjunc-
tion of atoms and xi, x j are variables or constants. EGDs generalize
well-known relational database constraints, such as functional de-
pendencies and key constraints.

To express queries we use conjunctive queries (CQs), i.e. first-
order formulas built up from relational atoms via conjunction and
existential quantification (equivalently, relational algebra queries
built via selection, projection, join, and rename operations), as well
as disjunctions of CQs, abbreviated UCQs. Boolean UCQs (abbre-
viated BUCQs) are UCQs without free variables and Boolean CQs
(BCQs) are CQs without free variables. Although for brevity we fo-
cus on Boolean queries in this work, the techniques extend to the
non-Boolean case, as explained in [8]. Every CQ Q is associated
with a canonical database CanonDB(Q), whose domain consists
of variables and constants of Q and whose facts are the atoms of Q.

We remark that in our constraint and query languages above,
with the exception of IDs, constants are allowed by default. We will
mention explicitly when we want to restrict to formulas without
constants. We will further assume that we have associated with each
value a corresponding constant, and we will identify constants with

their values. Thus distinct constants will always be forced to denote
distinct domain elements – this is often called the “unique name
assumption” [2]. There are several problems that we study where
the presence of such constants adds significant complications. In
contrast, it is easy to show that the presence of constants without
the unique name assumption will never make any di↵erence in any
of our results. None of our lower bounds rely on the presence of
constants, except when explicitly stated otherwise.

We now define the crucial problems of Positive Query Implica-
tion (PQI) and Negative Query Implication (NQI):

Definition 2. Let Q be a BUCQ over schema S, C a set of con-
straints over S, andV an instance over a visible schema Sv ✓ S.
• PQI(Q,C,S,V) = true if for every instance F satisfying C, if
V = Visible(F ) then Q(F ) = true.

• NQI(Q,C,S,V) = true if for every instance F satisfying C,
ifV = Visible(F ) then Q(F ) = false.

We say that an Sv-instance V is realizable w.r.t. C if there is
an S-instance F satisfying C such that V = Visible(F ). If
V is not realizable w.r.t. C, then, trivially, PQI(Q,C,S,V) =
NQI(Q,C,S,V) = true. In practice, realizable instances are the
onlySv-instances we should ever encounter. For simplicity we state
our instance-level results for the PQI and NQI problems that take
as input an arbitrary instance of Sv. But since our lower bound ar-
guments will only involve realizable instances, an alternative def-
inition that assumes realizable inputs yields the same complexity
bounds.

We also observe that the above problems quantify over all in-
stances, finite and infinite in line with our default assumption. One
can also consider versions of these problems where the quantifica-
tion is over finite infinite instances. We will show that taking the
quantification over finite instances will not impact our results. That
is, we will show that the finite and unrestricted versions of PQI and
NQI coincide for a large class of arguments Q,C,S,V. We express
this by saying that PQI(Q,C,S,V) is finitely controllable, and sim-
ilarly for NQI. Finite controllability will also allow us to make use
of infinite instances freely in our proofs.

We will also be interested in studying the behavior of the above
problems when Q,S, C are fixed, i.e. analysing how the computa-
tion time varies in the size of V only. We refer to this as the data
complexity of the PQI and NQI problems.

The PQI problem contrasts with the usual Open-World
Query Answering or Certain Answer problem, denoted here
OWQ(Q,C,F ), which is studied extensively in databases and de-
scription logics. The latter problem takes as input a Boolean query
Q, a finite instance F , and a set of constraints C, and returns true

i↵ the query holds in any finite instance F 0 containing all facts of
F . The di↵erence of this problem from PQI (and NQI) is that in
PQI we further constrain the instance to be fixed on the visible part
while requiring the invisible part of the input instance to be empty.
This is the mix of “Closed World” and “Open World”, and we will
see that this Closed World restriction can make the complexity sig-
nificantly higher.

Example 2. Consider a schema with inclusion dependencies
V1(x) ! 9y H(x, y) and H(x, y) ! V2(y), where V1,V2 are visi-
ble and H is not. Let Q be the CQ 9x H(x, x) and V the instance
consisting only of facts V1(a),V2(a). Here we have a Positive Query
Implication: the visible fact V1(a) and the first constraint imply the
existence of a fact H(a, c), for some value c, but the second con-
straint and the content of V2 imply c = a, whence 9x H(x, x). In
contrast, one can see that Q is not certain in the usual sense, where
V1 and V2 can be freely extended with additional facts.

Our schema-level problems concern determining if there is a
realizable instance that admits a query implication:
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Definition 3. For Q a BCQ over schema S, and C a set of con-
straints over S, we let:
• 9PQI(Q,C,S) = true if there exists a realizable Sv-instance
V such that PQI(Q,C,S,V) = true;

• 9NQI(Q,C,S) = true if there exists a realizable Sv-instance
V such that NQI(Q,C,S,V) = true.

In Example 1, 9PQI(Q,C,S) = false, because the user could never
infer that the query was true. But 9NQI(Q,C,S) = true, due to the
empty instance. Note that the schema-level problems quantify over
instances twice. As before, we say the schema-level problems are
finitely controllable if both quantifications over instances can be
simultaneously replaced with quantifications over finite instances.

3. Positive Query Implication
3.1 Instance-level problem
We begin by showing that the instance-level problem PQI is decid-
able for constraints in the rich logic GNFO. The key observation is
that PQI can be expressed as a GNFO unsatisfiability problem.

Theorem 4. PQI(Q,C,S,V) is in 2Exp, as Q ranges over BUCQs
and C over GNFO constraints. Furthermore, for such constraints
the problem is finitely controllable.

Proof. PQI(Q,C,S,V)= true translates to unsatisfiability of
¬Q ^ C ^V

R2Sv

⇣V
R(ā) 2V R(ā) ^ 8x̄

�
R(x̄)!W

R(ā) 2V x̄ = ā
�⌘
.

If the constraints are in GNFO, then the formula above is also
in GNFO. Finite controllability and the 2Exp bound on GNFO
satifiability (Theorem 1) imply the conclusion.

Above we are using decidability of satisfiability of GNFO as a
black-box. The decision procedure for GNFO works by translat-
ing a formula into a tree automaton, which is then tested for non-
emptiness. In the full version, we do a finer analysis of the trans-
lation, using a method developed in [9]. The analysis shows that
for each fixed formula and schema, we can generate a two-way al-
ternating tree automaton of size polynomial in the instance. From
this and standard results in automata theory, it follows that the data
complexity of PQI is only singly-exponential.

Theorem 5. Given a BUCQ Q and set C of GNFO constraints over
schema S, the data complexity of PQI(Q,C,S,V), as V varies
over instances, is in Exp.

The above data complexity bound is tight even for inclusion
dependencies:

Theorem 6. There is a BCQ Q and a set C of IDs over a schema
S for which the problem PQI(Q,C,S,V) is Exp-hard in data com-
plexity.

Note that this contrasts sharply with the case of OWQ for GNFO
constraints which has data complexity in co-NP [6]. The proof
(given in the full version, as most of our lower bounds are) proceeds
by showing that a universal machine for alternating PSpace can
be constructed by fixing appropriate Q,C,S in a PQI problem.
The input of the machine is represented in the visible instance V,
and an encoding of the computation is induced in some hidden
relations by the constraints. Encodings of rejecting computations
and badly-formed encodings are also allowed, but these particular
cases can be detected by the query. In particular, we have that
PQI(Q,C,S,V) = false i↵ there exists an encoding of a successful
computation of the alternating PSpace Turing machine. We also
remark that the proof requires a schema with arity above 2. In fact,
if we move up from IDs to linear TGDs, we can show Exp-hardness
even for arity 2.

We conclude the analysis of the instance-level PQI problem by
establishing that the 2Exp combined complexity upper bound is
tight even for IDs.

Theorem 7. PQI(Q,C,S,V) is 2Exp-hard for combined complex-
ity, as Q ranges over BCQs and C over sets of IDs.

The proof of this lower bound is similar to that of Theorem 6;
we reduce the acceptance problem for an alternating ExpSpace Tur-
ing machine M to the negation of PQI(Q,C,S,V). The technical
di�culty here is to encode a tape of exponential size, which can-
not be done succinctly using a visible instance. We overcome this
problem by representing the positions of the tape as leaves of a full
binary tree of linear height (of course this makes the schema and
the constraints depend on the input of the machine).

3.2 Schema-level problem
We now turn to the schema-level problem 9PQI. Let V{a} be the
instance for the visible part of a schema S whose active domain
contains the single value a and whose visible relations are single-
ton relations of the form {(a, . . . , a)}. We will show that, for certain
constraint languages, whenever 9PQI(Q,C,S) = true, then the wit-
nessing instance can be taken to be V{a}. This can be viewed as
an extension of the “critical instance” method which has been ap-
plied previously in undecidability results. E.g., Gogacz and Marcin-
cowski [16] refer to this instance as a “well of positivity”. The fol-
lowing result shows that for 9PQI, this technique works with TGDs
and EGDs without constants.

Theorem 8. For every BUCQ Q without constants and every set
C of TGDs and EGDs without constants, 9PQI(Q,C,S) = true i↵
PQI(Q,C,S,V{a}) = true. In particular, 9PQI(Q,C,S) = true i↵
there is a finite realizable instance V such that PQI(Q,C,S,V) =
true.

We will prove the theorem first for constraints consisting only of
TGDs without constants; then we will show how to generalize it in
the presence of EGDs without constants.

First of all, we note that, by introducing additional invisible re-
lations, we can assume w.l.o.g. that all TGDs have exactly one atom
in the right-hand side. Next, we introduce a variant of the “classi-
cal” chase procedure [2] that returns a collection of instances (not
necessarily finite); the extension is along the lines of the “Disjunc-
tive Chase” of [13]. As in the classical chase, the procedure receives
as input a relational schema S, some constraints C, and an initial
instance F0 for the schema S, which does not need to satisfy the
constraints in C. The procedure chases the constraints starting from
the instance F0, guaranteeing at the same time that the visible re-
lations of the constructed instances agree with F0. This variant of
the chase will be used to prove Theorem 8, as well as other results
related to the 9NQI problem.

Formally, the procedure builds a tree-shaped collection of
instances starting from the singleton consisting of the input
S-instance F0. It extends the collection by repeatedly applying the
following process. It chooses an instance K at some leaf of the cur-
rent tree, a TGD R1(x̄1) ^ . . . ^ Rm(x̄m) ! 9ȳ S (z̄) in C, where
z̄ is a sequence of (possibly repeated) variables chosen among
x̄1, . . . , x̄m, ȳ, and a homomorphism f that maps R1(x̄1), . . . , Rm(x̄m)
to some facts in K. The procedure constructs a new instance from K
by adding the fact S ( f 0(z̄)), where f 0 is an extension of f that injec-
tively maps the existentially quantified variables in ȳ to some fresh
null values. When the relation S is visible, the procedure replaces
the instance K0 = K [ �

S ( f 0(z̄))
 

with copies of itself of the form
g(K0) such that Visible(g(K0)) = Visible(F0), for all possible ho-
momorphisms g from the variables z̄ to values in the active domain
of Visible(F0); in particular, if the active domain is {a1, . . . , an}, the
latter step can be seen as chasing a disjunctive EGD of the form
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S (z̄)! z̄(i) = a1 _ . . ._ z̄(i) = an. The resulting instances g(K0) are
then appended as new children of K. In the special case where there
are no homomorphisms g such that Visible(g(K0)) = Visible(F0),
we append a dummy instance ? as a child of K: this denotes the
fact that the chase step from K led to an inconsistency (the dummy
node will never be extended during the subsequent chase steps). If
S is not visible, then the instance K0 is simply appended as a new
child of K.

In the limit, the process generates a possibly infinite tree-shaped
collection of instances, a chase tree. We assume that the chase
strategy is “fair”: whenever a dependency was applicable in a
node on a maximal path of the chase tree, then it was fired at
some descendant of that node along the same maximal path (unless
the path ends with ?). It now remains to complete the collection
with “limits” in order to guarantee that all constraints are satisfied.
Consider any infinite path ⇡ = K0,K1, . . . in the chase tree. By
construction, the instances along ⇡ form a chain of homomorphic
embeddings K0

h0���! K1
h1���! . . .. Such chains of homomorphic

embeddings admit a natural notion of limit, which we denote by
limn2N Kn. We refer to [12] for further details about the construction
of this limit. Here we only remark that limn2N Kn satisfies the
constraints C. We denote by Chasesvis(C,S,F0) the collection of
all non-dummy instances that occur as leaves of the chase tree and
all the limits of the infinite paths in it. This is well-defined only
once the ordering of steps is chosen, but for the results below which
order is chosen will not matter, so we abuse notation by referring
to Chasesvis(C,S,F0) as a single object.

It is clear that every instance in Chasesvis(C,S,F0) satisfies
the constraints in C and agrees with F0 on the visible part of the
schema. One can also show that Chasesvis(C,S,F0) satisfies the
following universal property:

Lemma 9. Let F0,F be two instances of the same schema S
such that F0 ✓ F , Visible(F0) = Visible(F ), and F satisfies
a set C of TGDs without constants. There exist an instance K 2
Chasesvis(C,S,F0) and a homomorphism from K to F .

An interesting use of the chase procedure is to characterize the
instance-level PQI problem:

Proposition 10. Let Q be a BUCQ without constants, C a set of
TGDs without constants, V a visible instance. PQI(Q,C,S,V) =
true i↵ Q holds on all instances of Chasesvis(C,S,V).

Proof. Suppose that PQI(Q,C,S,V) = true and recall that every
instance in Chasesvis(C,S,V) satisfies the constraints in C and
agrees withV on the visible part. This means that Q holds on every
instance of Chasesvis(C,S,V).

Conversely, if PQI(Q,C,S,V) = false, there is an S-instance
F that has V as visible part, satisfies the constraints in C, but not
the query Q. By Lemma 9, letting F0 = V, we get an instance
K 2 Chasesvis(C,S,V) and a homomorphism from K to F . Since
Q is preserved under homomorphisms, K does not satisfy Q.

Next, we recall that the visible instance V{a} is constructed
over a singleton active domain and that the constraints C have
no constants. This implies that there are no disjunctive choices to
perform while chasing the constraints starting fromV{a}. Moreover,
it is easy to see that this chase always succeeds, that is, returns a
collection Chasesvis(C,S,V{a}) with exactly one instance — this
also shows that V{a} is a realizable instance. By a slight abuse of
notation, we denote by chasevis(C,S,V{a}) the unique instance in
the collection Chasesvis(C,S,V{a}).

The last ingredient is given by the following lemma:

Lemma 11. If C is a set of TGDs without constants over a
schema S and V is an instance of the visible part of S, then ev-

ery instance K 2 Chasesvis(C,S,V) maps homomorphically to
chasevis(S,C,V{a}).

Now that we established the key lemmas, we can reduce the
schema-level problem to an instance-level problem:

Proof of Theorem 8. Recall that for the moment we assume that
the constraints consist only of TGDs. Clearly, PQI(Q,C,S,V{a}) =
true implies 9PQI(Q,C,S) = true. For the converse, suppose that
9PQI(Q,C,S) = true. This implies the existence of a realizable in-
stanceV such that PQI(Q,C,S,V) = true. By Proposition 10, ev-
ery instance in Chasesvis(S,C,V) satisfies the query Q. Moreover,
by Lemma 11, every instance in Chasesvis(S,C,V) maps homo-
morphically to chasevis(S,C,V{a}). Hence chasevis(S,C,V{a}) also
satisfies Q. By applying Proposition 10 again, we conclude that
PQI(Q,C,S,V{a}) = true.

Now, we explain how to generalize the above proof to deal
with both TGDs and EGDs (still without constants). For this we
modify the procedure for Chasesvis(S,C,V) to take into account
the additional EGDs that can be triggered on instances of the
chase tree. Formally, chasing an EGD of the form R1(x̄1) ^ . . . ^
Rm(x̄m) ! x = x0 amounts to applying a suitable homomor-
phism that identifies the two values h(x) and h(x0) whenever the
facts R1(h(x̄1)), . . . ,Rm(h(x̄m)) belong to the instance under consid-
eration. Note that this operation leads to a failure (i.e. a dummy
instance) when h(x) and h(x0) are distinct values from the ac-
tive domain of the visible part V. With the new definition of
Chasesvis(S,C,V) at hand, the proofs of Lemmas 9 and 11 do not
pose particular problems, as we just need to handle the standard
case of an EGD, and Proposition 10 and Theorem 8 carry over
without modifications.

By pairing Theorem 8 with Theorem 4 we obtain:

Corollary 12. 9PQI(Q,C,S) is in 2Exp and finitely controllable,
where Q ranges over BUCQs without constants and C over sets of
FGTGDs without constants.

The uniqueness of the instance chasevis(C,S,V{a}) played a key
role in the argument above. We show that adding disjunction to
the constraints, thus causing this uniqueness to fail, leads to unde-
cidability. Intuitively, this shows that the interaction of disjunctive
linear TGDs and linear EGDs (implicit in the visibility assumption)
breaks the critical instance approach.

Theorem 13. The problem 9PQI(Q,C,S) is undecidable as Q
ranges over BUCQs and C over sets of disjunctive linear TGDs.

The proof uses a technique that will be exploited for many of our
undecidability arguments. We will reduce the existence of a tiling
to 9PQI. The tiling itself will correspond to the visible instance that
has a PQI. The invisible relations will store “challenges” to the cor-
rectness of the tiling. There will be challenges to the labelling of
adjacent cells, to the initial tile, and to the shape of the adjacency
relationship – that is, challenges that the tiling is really grid-like.
A correct tiling corresponds to every challenge being passed, and
the UCQ Q will have disjuncts that hold exactly when the chal-
lenges are passed. Thus, a correct tiling corresponds to a visible
instance where every extension satisfies Q. The undecidability ar-
gument also applies to the variant of 9PQI that quantifies over finite
instances.

Perhaps even more surprisingly, we show that disjunction can be
simulated using constants (under UNA), and thus even the addition
of constants causes the critical instance technique to break. The
proof adapts the technique of “coding Boolean operations and truth
values in the schema”, which has been used to eliminate the need
for disjunction in several past works (e.g. [17]).

301



Proposition 14. There is a polynomial-time reduction from
9PQI(Q,C,S), as Q ranges over BUCQs and C over sets of
disjunctive linear TGDs, to 9PQI(Q0,C0,S0), as Q0 ranges over
BUCQs and C0 over sets of linear TGDs (with constants).

From the previous two results we immediately see that the
addition of (distinct) constants leads to undecidability:

Corollary 15. 9PQI(Q,C,S) is undecidable as Q ranges over
BUCQs and C over sets of linear TGDs (with constants).

We now turn to analysing how the complexity scales with less
powerful constraints, e.g. linear TGDs without constants. We use
the reduction of the schema-level problem 9PQI(Q,C,S) to the
instance-level problem PQI(Q,C,S,V{a}) given in Proposition 8,
and use some ideas from Johnson and Klug’s [18] to show that for
linear TGDs the latter problem is in polynomial space:

Theorem 16. PQI(Q,C,S,V{a}) is in PSpace, as Q ranges over
BUCQs without constants and C over sets of linear TGDs without
constants. Thus by Proposition 8 the same holds for 9PQI(Q,C,S).

Proof. By Proposition 10, PQI(Q,C,S,V{a}) = true is equivalent
to asking the existence of a CQ Qi in Q and a homomorphism h
from CanonDB(Qi) to chasevis(C,S,V{a}). We can easily guess the
CQ Qi, the homomorphism h, and its image I = h(CanonDB(Qi)).
Thus, it remains to show that I ✓ chasevis(C,S,V{a}) can be tested
in PSpace.

Recall that chasevis(C,S,V{a}) is obtained as the limit of a
series of operations that consist of alternatively adding new facts,
according to the TGDs in C, and identifying with the constant a
those values that appear in some visible relation. Note that the
second type of operation may also a↵ect tuples that belong to
hidden relations and that were inferred during previous steps of
the chase. We show that, at the exact moment when a new fact
R(b1, . . . , bk) is inferred by chasing a linear TGD, one can also
detect whether a value bi will be eventually identified with the
constant a – in this case we can safely replace the fact R(b1, . . . , bk)
with R(b1, . . . , bi�1, a, bi+1, . . . , bk). To detect this we test whether
C entails a dependency of the form R(x̄) ! 9ȳ S (z̄), where x̄
is a sequence of (possibly repeated) variables that has the same
equality type as b̄ (i.e. x̄( j) = x̄( j0) i↵ b̄( j) = b̄( j0)), S is a visible

relation, z̄ is a sequence of variables among x̄, ȳ, and x̄(i) = z̄( j)
for some 1  j  |z̄|. The above entailment can be seen as a
containment between two CQs under a given set of linear TGDs C,
and we know from [18] that the latter problem is in PSpace. We have
just described an alternative construction of chasevis(C,S,V{a}) that
avoids substitutions of values with constants, and in which every
step can be performed using a PSpace sub-procedure.

Below, we explain how to adapt the techniques from [18] to
this alternative variant of the chase in order to decide whether an
instance I is contained in chasevis(C,S,V{a}). For this, it is con-
venient to think of chasevis(C,S,V{a}) as a directed graph, whose
nodes denote the facts in chasevis(C,S,V{a}) and the edges denote
the inference steps deriving new facts from existing ones – because
the constraints are linear TGDs, each inference step depends on at
most one fact. By the previous arguments, one can check in PSpace
whether an edge exists between two given nodes. We focus on the
minimal set of edges that connects all the facts of I to the facts of
V{a} (the roots of the graph). The graph restricted to this set of edges
is a forest. Its height is at most exponential in |I|, and each level
in it contains at most |I| nodes. Thus, the restricted graph can be
explored by a non-deterministic polynomial-space algorithm that
guesses the nodes at a level on the basis of the nodes at the previ-
ous level and the linear TGDs in C. The algorithm succeeds once
it has visited all the facts in I, witnessing I ✓ chasevis(C,S,V{a}).
Otherwise, the computation is rejected after seeing exponentially
many levels.

Recall that Open-World Query Answering (OWQ) is the “clas-
sical” variant of the query implication problem: all relations can be
freely extended, and all relations are allowed to be non-empty. It is
easy to show that OWQ reduces to PQI; i.e. PQI is at least as hard
as OWQ (and as our results have shown, it is sometimes harder).
We can also reduce OWQ to 9PQI, which will allow us to show
that the upper bound for linear TGD in Theorem 16 is tight.

Proposition 17. For any class of constraints containing linear
TGDs, OWQ reduces to 9PQI.

Proof. Let Q be a query, C a set of constraints over a schema S,
and F an instance of the schema S. We show how to reduce the
Open-World Query Answering problem for Q, C, S, and F to
a problem 9PQI(Q0,C0,S0). The idea is to create a copy of the
instance F in the hidden part of the schema, which can be then
extended arbitrarily.

Formally, we let the transformed schema S0 consist of all the
relations in S, which are assumed to be hidden, plus an additional
visible relation Good of arity 0. We then introduce a variable yb for
each value in the active domain of F , and we let C0 contain all the
constraints from C, plus a constraint of the form Good ! 9ȳ QF ,
where ȳ contains one variable yb for each value b in the active
domain of F and QF is the conjunction of the atoms of the form
A(yb1 , . . . , ybk ), for all facts A(b1, . . . , bk) in F . The visible instance
V0 that contains the atom Good is realizable, since it can be
completed (using the chase) to an S0-instance F 0 that satisfies the
constraints C0. Moreover, every S0-instance F 0 that contains the
atom Good and satisfies the constraints C0, contains an isomorphic
copy of F . Thus, if we finally let Q0 = Q ^ Good, we have that
9PQI(Q0,C0,S0) = true i↵ every S-instance F 0 that contains the
fact Good and satisfies the constraints C0, also satisfies the query
Q. This reduces the Open-World Query Answering problem for Q,
C, and S to the problem 9PQI(Q0,C0,S0).

We recall that [11] showed that the implication problem for IDs
(does one ID follow from a set of IDs) is PSpace-hard. There is also
a simple reduction from the latter implication problem to OWQ:
given the problem of deciding whether a set of IDs ⌃ implies an
ID � ! ⇢, one can produce the OWQ problem with constraints ⌃,
instance given by the canonical database of �, and query formed
from ⇢ by changing the free variables to constants. Thus OWQ
is PSpace-hard for IDs as well, and the PSpace-hardness of 9PQI
follows using the result above. Thus, applying the reduction of
Proposition 17, we see that the prior upper bound from Theorem
16 is tight:

Corollary 18. 9PQI(Q,C,S) is PSpace-hard, as Q ranges over
BCQs and C over sets of linear TGDs.

Similarly applying existing lower bounds on OWQ for FGTGDs
[10] we see that the prior upper bound from Corollary 12 is tight:

Corollary 19. 9PQI(Q,C,S) is 2Exp-hard, as Q ranges over
BCQs and C over sets of FGTGDs without constants.

The table below highlights the main results on PQI and 9PQI.

PQI Data PQI Combined 9PQI

NoConst Exp-complete 2Exp-complete PSpace-complete
Linear TGD Thm 5/Thm 6 Thm 4/Thm 7 Thm 16/Cor 18

NoConst Exp-complete 2Exp-complete 2Exp-complete
FGTGD Thm 5/Thm 6 Thm 4/Thm 7 Cor 12/Cor 19

NoConst Disj. Exp-complete 2Exp-complete undecidable
Linear TGD Thm 5/Thm 6 Thm 4/Thm 7 Thm 13

Linear TGD Exp-complete 2Exp-complete undecidable
& FGTGD Thm 5/Thm 6 Thm 4/Thm 7 Cor 15
& GNFO
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4. Negative Query Implication
4.1 Instance-level problem
We now consider the problem NQI(Q,C,S,V). As in the positive
case, for GNFO constraints we get decidability via reduction to
satisfiability.

Theorem 20. NQI(Q,C,S,V), as Q ranges over BUCQs and C
over GNFO constraints, is 2Exp in combined complexity, Exp in
data complexity, and finitely controllable.

Proof. As in the positive case, we reduce NQI(Q,C,S,V) to un-
satisfiability of the GNFO formula

Q ^ C ^VR2Sv

⇣V
R(ā) 2V R(ā) ^ 8x̄

�
R(x̄)!WR(ā) 2V x̄ = ā

�⌘
.

The data complexity analysis is as in Theorem 5, since the formulas
agree on the part that varies with the instance.

The fact that the above bounds are tight follows from the lower
bounds for combined and data complexity of PQI given in Theo-
rems 6 and 7, since PQI reduces to NQI for rich enough constraints:

Theorem 21. For any class of constraints that includes con-
nected FGTGDs, PQI(Q,C,S,V) reduces in polynomial time to
NQI(Q0,C0,S0,V0). Further, Q0,C0,S0 depend only on Q,C,S,
and thus the reduction preserves data complexity.

Proof. We first provide a reduction that works with any class of
constraints allowing arbitrary conjunctions in the left-hand sides
(e.g. frontier-guarded TGDs). Subsequently, we show how to mod-
ify the constructions in order to preserve connectedness.

The schema S0 is obtained by copying both the visible and the
hidden relations from S and by adding the following relations: a
visible relation Error of arity 0 and a hidden relation Good of arity
0. The constraints C0 will contain the same constraints from C, plus
one frontier-guarded TGD of the form

Qi(ȳ) ^ Good ! Error

for each CQ of Q of the form 9ȳ Qi(ȳ). Finally, the query and the
visible instance are defined as follows: Q0 = Good andV0 = V.

We now verify that PQI(Q,C,S,V) = false i↵
NQI(Q0,C0,S0,V0) = false. Suppose that PQI(Q,C,S,V) = false,
namely, that there is an S-instance F such that F 2 Q, F ✏ C,
and Visible(F ) = V. Let F 0 be the S0-instance obtained from F
by adding the single hidden fact Good. Clearly, F 0 satisfies the
query Q0 and also the constraints in C0; in particular, it satisfies
every constraint Qi(ȳ) ^ Good ! Error because F violates every
disjunct 9ȳ Qi of Q. Hence, we have NQI(Q0,C0,S0,V0) = false.
Conversely, suppose that NQI(Q0,C0,S0,V0) = false, namely,
that there is an S0-instance F 0 such that F 0 ✏ Q0, F 0 ✏ C0, and
Visible(F 0) = V0. By copying the content of F 0 for those relations
belong to the schema S, we obtain an S-instance F that satisfies
the constraints C. Moreover, because F 0 contains the fact Good

but not the fact Error, F 0 violates every conjunct 9ȳ Qi(ȳ) of Q,
and so F does. This shows that PQI(Q,C,S,V) = false.

We observe that the constraints in the above reduction use left-
hand sides that are not connected. In order to preserve connected-
ness, it is su�cient to modify the above constructions by adding
a dummy variable that is shared by all atoms. More precisely, we
expand the relations of the schema S and the relation Good with
a new position, and we introduce a new visible relation Check of
arity 1. The dummy variable will be used to enforce connectedness
in the left-hand sides, and the relation Check will gather all the
values associated with the “dummy” position. Using the visible in-
stance, we can guarantee that the relation Check contains exactly
one value. The constraints are thus modified as follows. Every con-
straint R1(x̄1) ^ . . . ^ Rm(x̄m) ! 9ȳ S (z̄) in C0 is transformed into

R1(x̄1,w)^. . .^Rm(x̄m,w)! 9ȳ S (z̄,w). In particular, the constraint
Qi(ȳ) ^ Good ! Error becomes Qi(ȳ,w) ^ Good(w) ! Error(w),
which is now a connected frontier-guarded TGD. Furthermore, for
every relation R(x̄) in S, we add the constraint

R(x̄,w) ! Check(w)

and we do the same for the relation Good:

Good(w) ! Check(w) .

Finally, the query is transformed into Q0 = 9w Good(w) and the
visible instanceV0 is expanded with a fresh dummy value a on the
additional position and with the visible fact Check(a).

From the above reduction and from Theorems 6 and 7, we get
the following hardness results for instance-based NSB.

Corollary 22. There are a BUCQ Q and a set C of connected
FGTGDs over a schema S for which the problem NQI(Q,C,S,V)
is Exp-hard in data complexity (that is, asV varies over instances).

Corollary 23. The problem NQI(Q,C,S,V), as C ranges over sets
of connected FGTGDs, S over schemas, Q over BCQs andV over
instances, is 2Exp-hard.

Thus far, the complexity of NQI has been similar to that of
PQI. We will now show a strong contrast in the case of linear
TGDs. Recall from Theorem 6 that PQI was highly intractable even
for fixed schema with linear TGDs and fixed query. We begin by
showing that NQI(Q,C,S,V) can be solved easily by looking only
at full instances that agree with V on the visible part and whose
active domains are the same as that ofV:

Definition 24. NQI(Q,C,S,V) is active domain controllable if
it is equivalent to asking that for all instances F over the active

domain adom(V) ofV, if F satisfies C and Visible(F ) = V, then
Q(F ) = false.

It is clear that the the problem NQI(Q,C,S,V) is simpler when it
is active domain controllable, as in this case we could guess a full
instance F over the active domain ofV and reduce the problem to
checking whether Q holds on F .

We give a simple argument that NQI under IDs is active do-
main controllable. Let C be a set of IDs, Q a BUCQ, and V a vis-
ible instance such that NQI(Q,C,S,V) = false. This means that
there is a full instance F such that F ✏ C, Visible(F ) = V, and
F ✏ Q. Take any value a 2 adom(V) and let h be the homomor-
phism that is the identity over adom(V) and maps any other value
from adom(F )\adom(V) to a. Since, C consists of IDs (in particu-
lar, since the left-hand side atoms do not have constants or repeated
occurrences of the same variable), we know that h(F ) ✏ C. Simi-
larly, we have h(F ) ✏ Q. Hence, h(F ) is an instance over the active
domain ofV that equally witnesses NQI(Q,C,S,V) = false.

The following example shows that linear TGDs are not always
active domain controllable.

Example 3. Let S be the schema with a hidden relation H of
arity 2 and two visible relations V1,V2 of arities 1, 0, respectively.
Consider the linear TGDs

H(x, y) ! V1(x) H(x, x) ! V2

the CQ Q = 9x y H(x, y), and the visible instanceV that consists of
the single fact V1(a). Clearly, every full instance F over the active
domain {a} ofV that satisfies the above constraints and CQ Q must
also contain the facts H(a, a) and V2, and so it cannot agree with
V on the visible part. On the other hand, the full instance that
contains the facts V1(a) and H(a, b), for a fresh value b, satisfies
the constraints and the CQ Q, and furthermore agrees withV. This
shows that NQI(Q,C,S,V) is not active domain controllable.
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Despite the above example, we show that we can still transform
any schema with linear TGDs (which may include constants) and
any query for an NQI problem so as to enforce active domain
controllability. Moreover, we can do so while preserving the visible
instance of the problem:

Theorem 25. Given a schema S, a set C of linear TGDs (pos-
sibly including constants), and a BUCQ Q, one can construct in
exponential time a new schema S0, a set C0 of linear TGDs (with
constants), and a BUCQ Q0 such thatSv = S0v and, for all instances
V over Sv:
1. NQI(Q,C,S,V) = NQI(Q0,C0,S0,V),
2. NQI(Q0,C0,S0,V) is active domain controllable.

The idea for proving the above result is to project away from the
tuples of the hidden relations of S those positions that store values
outside the active domain of V. In doing so, one needs to recall
the equality relationships between pairs of removed positions and
between those positions and the constants used in the constraints
– this is important because di↵erent linear TGDs may be triggered
on the basis of these equalities. For example, consider a hidden
ternary relation R =

�
(a, a, c), (a, c, d), (b, c, c), (c, d, e), (c, d, c)

 
for

the original schema S, where a, b are the only values of the visible
active domain. In the modified schema, the relation R is represented
by copies of it of the form RI,', one for each set I of removed
positions and for each equality type '. Precisely, the copies of
R in the modified instance will be: R;,> = ;, R{z},> =

�
(a, a)

 
,

R{y,z},> =
�
(a), (b)

 
, R{y,z},y=z =

�
(b)

 
, R{x,y,z},> =

�
()

 
, R{x,y,z},x=z =

�
()

 
,

R{x,y,z},x=y = R;,y=z = R;,x=y=z = ;. With the new schema S0 defined,
we introduce copies of the original constrains on the basis of the
intended semantics of the relations RI,'. The goal is to simulate
the behaviour of the original tuples using only their projection on
the visible active domain and the information about the equalities
between the removed positions and the constants. For example, if

R(x, y, z) ! 9w S (w,w)

is a linear TGD in C, then we add to C0 linear TGDs of the form
R;,>(x, y, z) ! 9w S;,>(w,w)
R;,>(x, y, z) ! 9w S{w,w0},>()
R;,>(x, y, z) ! 9w S{w,w0},w=w0 ()
. . .

Finally, we process the UCQ Q in a similar way. A fully detailed
construction of S0, C0, and Q0, with the proof that they satisfy the
desired properties, is given in the full version.

Now we show how to exploit active domain controllability to
prove that NQI can be solved not only e�ciently, but “definably”,
using well-behaved query languages. For this, we introduce a vari-
ant of Datalog programs, called GFP-Datalog programs, whose se-
mantics is given by greatest fixpoints. GFP-Datalog programs are
defined syntactically in the same way as Datalog programs [2] –
i.e. as finite sets of rules of the form R(x̄)  Q(x̄) where the x̄i
are implicitly universally quantified and Q is a CQ whose free vari-
ables are exactly x̄. As for Datalog programs, we distinguish be-
tween extensional (i.e. input) predicates and intensional (i.e. out-
put) predicates. In the above rules we restrict the left-hand sides to
contain only intensional predicates. Given a GFP-Datalog program
P, the immediate consequence operator for P is the function that,
given an instance F consisting of both extensional and intensional
relations, returns the instance F 0 where the extensional relations
are as in F and the tuples of each intensional relation R are those
satisfying Q(R), where Q is any query appearing on the right of
a rule with R. The immediate consequence operator is monotone,
and the semantics of the GFP-Datalog program on an extensional
database instance F is defined as the greatest fixpoint of this oper-
ator starting at the database instance F0 that extends F by setting

each intensional relation “maximally” – that is, to the tuples of val-
ues from the active domain of F plus the constants appearing in the
GFP-Datalog program. A program may also include a distinguished
intensional predicate, the goal predicate G – in this case the result
is taken to be the projection onto G of the greatest fixpoint.

Theorem 26. If Q is a BUCQ, C a set of linear TGDs (with con-
stants), and NQI(Q,C,S,V) is active domain controllable, then
¬NQI(Q,C,S,V), viewed as a query over the visible part V, is
definable by a GFP-Datalog program that can be constructed in
polynomial time from Q, C, and S.

Proof. We need to describe by means of a GFP-Datalog program
the function ¬NQI(Q,C,S,V) that maps an instance V to true

or false depending on whether or not Q holds over some instance
F that satisfies the constraints C and such that Visible(F ) = V.
Thanks to active domain controllability, it su�ces to consider full
instances constructed over the active domain of V, and define a
witness F as a greatest fixpoint.

The extensional relations are those in the visible part V. The
intensional relations are those in the hidden part of the schema
S, plus an extra intensional relation A that derives the values in
the active domain of V. For each extensional relation R and each
position 1  i  arity(R), we have the rule A(xi)  R(x̄), which
collects the values from the active domain into A. In addition, for
each intensional relation R, we have the rule

R(x̄)  V
i A(xi) ^

V
R(x̄)!9ȳ S (z̄)
linear TGD in C

S (z̄) .

Let F be the instance consisting of the visible partV and the inten-
sional relations R computed by the above Datalog program under
the greatest fixpoint semantics. It is easy to see that F satisfies the
constraints, that is: if R(x̄) ! 9ȳ S (z̄) is a linear TGD in C and F
contains a fact of the form R(h(x̄)), for some homomorphism h, then
F contains also a fact S (h0(x̄)), for some homomorphism h0 that ex-
tends h. Finally, to compute ¬NQI(Q,C,S,V), we add to the above
program the goal predicate G and a rule G  S 1(z̄1)^ . . .^ S n(z̄n)
for each CQ 9 ȳ S 1(z̄1) ^ . . . ^ S n(z̄n) of Q.

We remark that the naı̈ve fixpoint algorithm for a GFP-Datalog
program takes exponential time in the maximum arity of the inten-
sional relations, but only polynomial time in the size of the exten-
sional relations and the number of rules. Note also that the transfor-
mation of Theorem 25 does not change the visible relations, which
determine the maximum arity of the intensional relations of the
GFP-Datalog program. Thus the constructions of Theorems 25 and
26 give us:

Corollary 27. When C ranges over sets of linear TGDs and Q over
BUCQs NQI(Q,C,S,V) has data complexity in P and combined
complexity in Exp.

Example 4. Returning to the medical example from the introduc-
tion, Example 1, we see that the GFP-Datalog program is quite
intuitive: since Patient is empty in the instance and we have a ref-
erential constraint from Appointment into Patient, Appointment

is removed as well, leaving the empty instance. The program then
simply evaluates the query on the resulting instance, which returns
false, indicating that an NQI does hold on the original instance.

Note that this result is in contrast to the situation with the
OWQ problem for linear TGDs, where the instances for which
an implication holds are definable in ordinary Datalog [4]. We
do not know whether the use of GFP-Datalog can be replaced by
other logics, e.g. Datalog. However we can prove that to define
¬NQI(Q,C,S,V) from a given visible instance V, it is necessary
to go beyond first-order logic:
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Proposition 28. NQI(Q,C,S,V) cannot be described by a first-
order query overV. More generally, there are BCQs Q and sets of
IDs C such that NQI(Q,C,S,V) is P-hard in data complexity.

As for the combined complexity of NQI with linear TGDs, we
can prove a tight Exp lower bound:

Theorem 29. NQI(Q,C,S,V) is Exp-hard for combined complex-
ity, as C ranges over IDs and Q over BUCQs.

The proof is based on a reduction from the acceptance prob-
lem for an alternating PSpace Turing machine to NQI(Q,C,S,V).
Compared to the proof of Theorem 6, the techniques are similar.
The only di↵erence is that now, thanks to the dependency of the
constraints from the machine and its input, we can directly avoid
badly-formed encodings of computations. So, the query will only
detect rejecting computations and, dually, it will be violated on the
encodings of successful computations. In particular, we have that
NQI(Q,C,S,V) = true i↵ all instances satisfying C encode a suc-
cessful computation of the alternating PSpace Turing machine.

4.2 Schema-level problem
Here we consider the schema-level question, i.e. 9NQI. We first
show that when the constraints are preserved under disjoint unions
(this holds, e.g., for connected FGTGDs), the existence of an NQI
can be checked by considering a single “negative critical instance”,
namely the empty visible instance. For TGD constraints, this in-
stance is easily seen to be realizable: the chase procedure that we
introduced in Section 3.2 terminates immediately when initialized
with the empty instance F0 = ; and returns the singleton collection
Chasesvis(C,S, ;) consisting of the empty S-instance satisfying C.

Theorem 30. If the constraints C consist of TGDs preserved un-
der disjoint unions of instances, then 9NQI(Q,C,S) = true i↵
NQI(Q,C,S, ;) = true.

Proof. Clearly, NQI(Q,C,S, ;) = true implies 9NQI(Q,C,S) =
true. As for the converse, suppose that NQI(Q,C,S, ;) = false

and let F be an S-instance satisfying C and Q and such that
Visible(F ) = ;. We aim at proving that NQI(Q,C,S,V) = false

for all realizable visible instancesV. LetV be a realizable instance
and F 0 an S-instance that satisfies C and such that Visible(F 0) =
V. We define the new instance F 00 as a disjoint union of F and F 0.
Since the constraints C are preserved under disjoint unions, F 00
satisfies C. Moreover, by monotonicity, F 00 satisfies the UCQ Q.
SinceV = Visible(F 0) = Visible(F 00), we have NQI(Q,C,S,V) =
false, whence 9NQI(Q,C,S) = false.

By the above result and Theorem 20, we get that 9NQI(Q,C,S)
is decidable in 2Exp for GNFO constraints that are closed under
disjoint unions, and in particular the problem is decidable for con-
nected FGTGDs. Combining with Corollary 27 we also get an Exp
bound for linear TGDs. In fact, we can improve the latter bound
by observing that NQI over the empty visible instance reduces to
Open-World Query Answering:

Proposition 31. For any BCQ Q, constraints C, and schema S,
NQI(Q,C,S, ;) = true i↵ OWQ(Q0,C,CanonDB(Q)) = true,
where Q0 =

W
R 2Sv 9x̄ R(x̄) and CanonDB(Q) is the canonical

database of the CQ Q (defined in Section 2).

We know from previous results [5] that OWQ for CQs and
linear TGDs is in PSpace. Thus the above reduction implies that
NQI(Q,C,S, ;) (and hence 9NQI(Q,C,S), by Theorem 30) is in
PSpace when C is a set of linear TGDs:

Corollary 32. 9NQI(Q,C,S) is in PSpace, as Q ranges over
BUCQs and C over sets of linear TGDs.

There are matching lower bounds for 9NQI. Recall that The-
orem 30 and Theorem 20 implied a 2Exp bound for connected
FGTGDs. To show a matching lower bound the key tool is the fol-
lowing reduction.

Proposition 33. There is a polynomial time reduction from OWQ
over a set of connected FGTGDs without constants and a connected
BCQ to an 9NQI problem over a set of connected FGTGDs without
constants and a BCQ.

The existence of such a reduction is surprising, since OWQ deals
with deriving positive information while 9NQI concerns negative
information.

Towards proving this reduction, we first state a characteri-
zation of NQI(Q,C,S, ;). Recall that the latter problem is re-
lated to 9NQI: indeed, Theorem 30 reduces 9NQI(Q,C,S) to
NQI(Q,C,S, ;) when the constraints C are preserved under dis-
joint unions. The proof of the characterization of NQI(Q,C,S, ;),
given in the full version, exploits the universality of our variant of
the chase (Lemma 9).

Proposition 34. If Q is a BCQ and C is a set of TGDs
without constants, then NQI(Q,C,S, ;) = true i↵ either Q
contains a visible atom, or it does not and in this case
Chasesvis(C,S,CanonDB(Q)) = ;.

Using this we can prove the reduction from OWQ to 9NQI:

Proof of Proposition 33. Consider the Open-World Query answer-
ing problem over a schema S, a set C of constraints without con-
stants and closed under disjoint union, a BCQ Q, and a S-instance
F . We reduce this problem to an 9NQI problem over a new schema
S0, a new set of constraints C0, and a new BCQ Q0. The schema S0
is obtained from S by adding a relation Good of arity 0, which is
assumed to be the only visible relation in S0. The set of constraints
C0 is equal to C unioned with the constraint

S 1(x̄1) ^ . . . ^ S m(x̄m) ! Good

where S 1(x̄1), . . . , S m(x̄m) are the atoms in the CQ Q. The query
Q0 is defined as the canonical query of the instance F , obtained
by replacing each value v with a variable yv and by quantifying
existentially over all these variables. Note that CanonDB(Q0) is
isomorphic to the input instance F .

Now, assume that the original constraints in C were connected
FGTGDs and the CQ Q was also connected. By construction,
the constraints in C0 turn out to be also connected FGTGDs. In
particular, the satisfiability of these constraints is preserved under
disjoint unions, and hence from Theorem 30, 9NQI(Q0,C0,S0) =
true i↵ NQI(Q0,C0,S0, ;) = true. Thus, it remains to show that
NQI(Q0,C0,S0, ;) = true i↵ OWQ(Q,C,F ) = true.

By contraposition, suppose that OWQ(Q,C,F ) = false. This
means that there is a S-instance F 0 that contains F , satisfies the
constraints in C, and violates the query Q. In particular, F 0, seen
as an instance of the new schema S0, without the visible fact
Good, satisfies the query Q0 and the constraints in C0 (including the
constraint that derives Good from the satisfiability of Q). The S0-
instance F 0 thus witnesses the fact that NQI(Q0,C0,S0, ;) = false.

Conversely, suppose that NQI(Q0,C0,S0, ;) = false. Recall
that the constraints in C0 do not use constants and Q0 contains
no visible facts. We can thus apply Proposition 34 and derive
Chasesvis(C0,S0,CanonDB(Q0)) , ;. Note that CanonDB(Q0) is
clearly isomorphic to the original instance F . In particular, there
is an instance K in Chasesvis(C0,S0,CanonDB(Q0)) that contains
the original instance F , satisfies the constraints in C0, and does not
contain the visible fact Good. From the latter property, we derive
that K violates the query Q. Thus K, seen as an instance of the
schema S, witnesses the fact that OWQ(Q,C,F ) = false.
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We note that there are two variants of OWQ, corresponding to
finite and infinite instances. However, by finite-controllability of
FGTGDs, inherited from the finite model property of GNFO (see
Theorem 1) these two variants agree. Hence we do not distinguish
them. Similar remarks hold for other uses of OWQ within proofs in
the paper.

From Proposition 33 and a prior 2Exp-hardness result [10], we
get the following lower bound:

Theorem 35. 9NQI(Q,C,S) is 2Exp-hard as Q ranges over BCQs
and C over sets of connected FGTGDs.

Using a reduction from the implication problem for IDs, shown
PSpace-hard in [11], we get tightness of the bounds for linear TGDs:

Theorem 36. 9NQI(Q,C,S) is PSpace-hard as Q ranges over
BCQs and C over sets of linear TGDs.

Finally, recall that our decidability result for 9NQI applied
only to connected FGTGDs. We can show that the connectedness
property is critical for decidability.

Theorem 37. 9NQI(Q,C,S) is undecidable, as Q ranges over
BCQs and C over sets of FGTGDs.

Proof. We give a reduction from the model conservativity prob-
lem for EL TBoxes, shown undecidable in [22]. Intuitively, EL
is a logic that defines FGTGDs over relations of arity 2, called
“TBoxes”. Given TBoxes �1 and �2 over two schemas S1 and S2,
respectively, with S1 ✓ S2, we say that �2 is a model conserva-
tive extension of �1 if every S1-instance V that satisfies �1 can be
extended to an S2-instance that satisfies �2 without changing the
interpretation of the predicates in S1, that is, by only adding an in-
terpretation for the relations that are in S2 but not in S1. The model
conservativity problem consists of deciding whether �2 is a model
conservative extension of �1. In [22] this problem is proved to be
undecidable for both finite instances and arbitrary instances.

We reduce the above problem to the complement of
9NQI(Q,C,S), for suitable Q, C, and S, as follows. Given TBoxes
�1, �2 over schemas S1 ✓ S2, let S be the schema obtained from S2
by adding a new predicate Good of arity 0 and by letting the visi-
ble part be S1 (in particular, the relation Good is hidden). Further
let C = {�1,Good ! �2}, where Good ! �2 is shorthand for the
collection of FGTGDs obtained by adding Good as a conjunct to
the left-hand side of each constraint of �2 (note that this makes the
constraints unconnected). Finally, consider the query Q = Good.
We have that 9NQI(Q,C,S) = true i↵ there is an S1-instance V
satisfying �1, none of whose S2-expansions satisfies �2.

A summary of results on negative implication is below. We
notice that the decidable cases are orthogonal to those for positive
implications: the dividing line for the positive case concerned the
presence of disjunction, while for the negative case it concerns
connectedness. Note also that unlike in the positive cases, we have
tractable cases for data complexity.

NQI Data NQI Combined 9NQI

Linear P-complete Exp-complete PSpace-complete
TGD Cor 27/Prop 28 Cor 27/Thm 29 Cor. 32/Thm 36

Conn. Disj. Exp-complete 2Exp-complete 2Exp-complete
FGTGD Thm 20/Thm 21 Thm 20/Thm 21 Thm 30/Thm 35

FGTGD Exp-complete 2Exp-complete undecidable
& GNFO Thm 20/Thm 21 Thm 20/Thm 21 Thm 37

5. Conclusions
This work gives a detailed examination of implication of query re-
sults from schemas with hidden relations in the presence of con-
straints in expressive integrity constraint languages. In future work

we will look at whether a query is implied over “typical models”,
in the spirit of Miklau and Suciu’s [23].
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Abstract

We revisit coinductive proof principles from a lattice theoretic
point of view. By associating to any monotone function a function
which we call the companion, we give a new presentation of both
Knaster-Tarski’s seminal result, and of the more recent theory of
enhancements of the coinductive proof method (up-to techniques).

The resulting theory encompasses parameterized coinduction,
as recently proposed by Hur et al., and second-order reasoning,
i.e., the ability to reason coinductively about the enhancements
themselves. It moreover resolves a historical peculiarity about up-
to context techniques.

Based on these results, we present an open-ended proof system
allowing one to perform proofs on-the-fly and to neatly separate
inductive and coinductive phases.

Categories and Subject Descriptors F.3 [Logics and meanings of
programs]; F.4 [Mathematical logic and formal languages]

Keywords Coinduction, Enhancements, Complete lattices, GSOS,
Parameterized coinduction

1. Introduction

Coinduction is a simple mathematical tool that follows from
Knaster-Tarski’s fixpoint theorem about complete lattices [14, 33].
It was first used implicitly, for instance in finite automata algo-
rithms [9, 10], until Milner popularised it by proposing bisimilarity
as a natural way to compare concurrent programs [19]. It was then
widely used, for instance to analyse other process-calculi [20], the
lambda-calculus [2], cryptographic protocols [1], distributed im-
plementations [8], concurrent ML [13], analytic differential equa-
tions [27], or C compilers [17, 30].

The reason for such a success is that like induction, coinduc-
tion provides a powerful proof technique: to prove some property
by coinduction, it suffices to exhibit an invariant. Typically, in pro-
gram semantics, one can prove the equivalence of two programs
by exhibiting a bisimulation relation that contains those two pro-
grams. The point there is that while program equivalence is a global
property (for instance, because equivalent programs should remain
equivalent under arbitrary contexts), the conditions for a relation
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to be a bisimulation are local. By using coinduction one can thus
ensure a global property by checking only local properties. Very
much like induction allows one to reduce a proof about arbitrary
natural numbers to a proof about zero and successor.

From the beginning [19], Milner introduced enhancements of
the bisimulation proof method. They make it possible to work with
relations that are much smaller than actual bisimulations and yet
ensure program equivalence: they are always contained in a bisim-
ulation. Those relations are usually called bisimulations up to. The
benefits of these enhancements can be spectacular; a bisimulation
up to can be finite whereas any enclosing bisimulation is infinite.
Sometimes it may be hard even to define an enclosing bisimulation,
let alone carrying out the whole proof. There are many possible en-
hancements, and they proved useful, if not essential, in proofs about
name-passing languages [6, 12, 29], languages with information
hiding mechanisms (e.g., existential types, encryption and decryp-
tion constructs [1, 31, 32]), and higher-order languages [15, 16].

Sangiorgi developed a first theory of those enhancements [28,
29], which the present author further refined [23–25]. In this line of
work, the emphasis was put on compositionality: given the wide va-
riety of enhancements, it is crucial to have tools to analyse each of
them separately, and then to combine them when needed in a con-
crete proof. Since enhancements do not compose in general, San-
giorgi proposed a notion of respectful enhancement. These form a
subclass of the valid enhancements, and they enjoy nice composi-
tional properties: they are closed under union and composition. One
can thus establish a dictionary of respectful enhancements, and then
use any combination of those in concrete proofs. In the author’s re-
finement of this framework, respectfulness was modified into com-
patibility, a slightly more natural notion which essentially plays the
same role but leads to a smoother theory.

Recently, Hur et al. proposed parameterized coinduction [11],
an extremely neat variation on Knaster-Tarski theorem which al-
lows one to present coinductive proofs incrementally, without hav-
ing to exhibit the invariant (or bisimulation relation) from the be-
ginning. Such a possibility is especially useful in the context of
mechanised formal proofs: the process of discovering the appropri-
ate invariant becomes interactive and amenable to automation.

They also show in this paper how to exploit respectful enhance-
ments with parameterized coinduction. When doing so, they define
the greatest respectful enhancement and they remark in passing that
it is so powerful that there is no point in using a different one.

In the present work, we start from this simple remark and we
push it to the limit. Rather than studying respectful or compatible
enhancements, we focus on the greatest one from the very begin-
ning. Unexpectedly, doing so leads us to a greatly simplified ab-
stract theory of enhanced coinduction, which encompasses respect-
fullness, compatibility, parameterized coinduction, and second-
order reasoning. More precisely:

• We obtain an alternative proof of Knaster-Tarski’s theorem,
where compatible enhancements play a central role. That com-
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patible enhancements can safely be used then becomes a simple
observation (Section 3).

• We characterise the greatest compatible enhancement as a
greatest fixpoint in the complete lattice of monotone functions.
This allows us to reuse our theory of enhanced coinduction at
the second-order level, and to obtain powerful proof techniques
for establishing the validity of enhancements. While we already
used this approach before [23], focusing on the greatest com-
patible enhancement brings considerable simplifications and a
much cleaner presentation (Section 6).

• Similarly, the formal development of symmetry arguments,
which was rather painful to obtain before [23], gets greatly
simplified (Section 7).

• The distinction between respectful and compatible enhance-
ments vanishes in the new theory (Section 9).

• Parameterized coinduction, as proposed by Hur et al. becomes a
byproduct of the theory. In particular, we derive a simple proof
system for parameterized enhanced coinduction, where the
coinductive phases neatly alternate with the inductive phases
corresponding to the enhancements (Section 10).

We illustrate the first-order theory by considering bisimulation
proofs in CCS (Section 4) and in Rutten’s stream calculus (Sec-
tion 5). We moreover use the second-order theory to recover up-to-
context and congruence results in a compositional and elementary
way, for both CCS and the ⇡-calculus (Section 8).

The presented theory and some of the examples have been
formalised as a Coq library, which is available from the following
webpage: http://perso.ens-lyon.fr/damien.pous/cawu

2. Notation and preliminary material

A complete lattice is a triple hX,6,
W
i where hX,6i is a partial

order (reflexive, transitive, and antisymmetric) such that any subset
Y of X has a least upper bound

W
Y : for all z 2 X ,

_
Y 6 z iff 8y 2 Y, y 6 z

A complete lattice always has a bottom element, written ?, and a
binary join operation, written with infix symbol _:

? ,
_

; x _ y ,
_

{x, y}

Arbitrary greatest lower bounds can be derived from least upper
bounds. We denote binary ones (meets) with the infix symbol ^.

Standard examples of complete lattices include: subsets (of a
given set) ordered with inclusion; binary relations (on a given set)
ordered with inclusion again, and functions into a complete lattice,
ordered pointwise. A fourth example, used thoroughly in this paper,
is the set of monotone functions on a complete lattice.

More precisely, given a complete lattice hX,6,
W
i, a function

f : X ! X is monotone if it preserves the partial order:

8x, y 2 X, x 6 y ) f(x) 6 f(y)

We write [X ! X] for the set of monotone functions on X .
When ordered pointwise, this set forms a complete lattice: for all
f, g : [X ! X] and F ✓ [X ! X],

f 6 g , 8x 2 X, f(x) 6 g(x)
_

F , x 7!
_

f2F

f(x)

A post-fixpoint of a function f : [X ! X] is an element x such
that x 6 f(x); a fixpoint is an element x such that x = f(x).

In the abstract developments of this paper, we mostly work
within a generic complete lattice X , the corresponding lattice of

monotone functions [X ! X], and that of monotone functions on
[X ! X]: [[X ! X] ! [X ! X]]. To avoid confusion, we
use the following convention: letters x, y, z range over elements
of X , letters f, g, b, c, t range over functions in [X ! X], and
uppercase letters F,B, S, T are reserved for functions in [[X !
X] ! [X ! X]]. We follow the same convention in concrete
examples, except that we use bold fonts.

This discipline allows us to overload most symbols in the se-
quel: for instance, depending on the context, ? can denote the
empty set, the bottom element of an abstract complete lattice X ,
or the everywhere-bottom function in [X ! X].

To further alleviate notation, we denote the identity function
by 1, and both function composition and function application by
juxtaposition:

• fx denotes the application of a function f to an element x,
usually written f(x);

• fg denotes the composition of two functions f and g, usually
written f � g.

(Similarly for Fg and FB.) We associate juxtapositions to the
right when there is no ambiguity. For instance, we write fgx for
f(gx) = (fg)x, fgb for f(gb) = (fg)b, and TTf for T (Tf) =
(TT )f . In contrast, we keep parentheses in expressions such that
(Bf)g and B(fg) which are not equal in general.

3. Knaster-Tarski and Compatibility

We fix a complete lattice hX,6,
W
i and pick a monotone function

b : [X ! X] throughout the paper. Knaster-Tarski’s theorem
characterises the greatest fixpoint ⌫b of b as the least upper bound
of all its post-fixpoints:

⌫b =
_

x6 bx

x
x 6 y 6 by

x 6 ⌫b
(1)

The corresponding coinduction principle is given on the right-hand
side. In words, to prove that x is below in the greatest fixpoint,
find a post-fixpoint y above x. The idea of enhancements is to use
an additional function f and to look for post-fixpoints of bf rather
than b: we switch to the following principle of coinduction up to f

x 6 y 6 bfy

x 6 ⌫b
(2)

The function f typically enlarges its argument, and the post-
fixpoints of bf can be much smaller than those of b; these are the
bisimulations up to we alluded to in the Introduction. The function
f corresponds to a valid enhancement when the above rule holds,
or, equivalently, when ⌫bf 6 ⌫b. Our primary goal is to obtain
such functions.

A monotone function f : [X ! X] is compatible (for b) if
fb 6 bf . It is straightforward to check that 1 and b are compatible,
that the composition of two compatible functions is compatible,
and that the least upper bound of a family of compatible functions
is compatible.

Definition 3.1. We call companion of b the monotone function
obtained as the least upper bound of all compatible functions:

t ,
_

fb6 bf

f

Lemma 3.2. The companion is compatible:

tb 6 bt (3)
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Thus this is the greatest compatible function. It moreover satisfies

b 6 t (4)
1 6 t (5)
tt 6 t (6)

The last two inequalities entail idempotence, i.e., tt = t.

Proof. Inequality (3) follows from the fact that supremum of a
family of compatible functions is compatible. That it contains b
and the identity (4,5) follows from the fact that those functions are
compatible. For (6), it suffices to notice that tt is compatible, by (3)
and the fact that composition preserves compatibility.

Our first result is the following alternative definition of the
greatest (post-)fixpoint, using the companion:

Theorem 3.3. The greatest fixpoint of b is the value of the com-
panion on the bottom element.

⌫b = t? (7)

Proof. We first show that t? is the greatest post-fixpoint:

1. t? is a post-fixpoint: we have t? 6 tb? 6 bt? by monotonic-
ity and compatibility of t;

2. it is the largest: if x 6 bx, then the constant-to-x function bx is
compatible and thus smaller than t, so that x = bx? 6 t?.

We conclude that t? is a fixpoint as in Knaster-Tarski’s proof: from
monotonicity of b and the first point, bt? is also a post-fixpoint, and
thus bt? 6 t? by the second point.

Using idempotence of the companion, we also get

Corollary 3.4. The companion preserves the greatest fixpoint:

t⌫b = ⌫b (8)

Typically, when b is the function defining bisimilarity on some
process calculus, we recover the fact that if contextual closure is
compatible (and thus below t) then bisimilarity is closed under
contexts.

Definition 3.5. We write b† for the composite function bt.

This function is an improved version of b, with more post-
fixpoints (we have b 6 b†) but the same greatest fixpoint:

Theorem 3.6. The companion is a valid enhancement, we have

⌫b† = ⌫b (9)

Proof. From (5) we deduce b 6 b†, and thus ⌫b 6 ⌫b†. The
interesting result is the other inequality. Since ⌫b† is the greatest
post-fixpoint of b†, it suffices to show that any post-fixpoint x of b†
is smaller than ⌫b. We have

tx 6 tb†x = tbtx (assumption on x and monotonicity of t)
6 bttx (t is compatible (3))

6 btx = b†x (by (6) and monotonicity of b)

Thus tx is a post-fixpoint of b, and tx 6 ⌫b. We conclude with (5):
we have x 6 tx 6 ⌫b.

Remark 3.7. In earlier work by Sangiorgi [28] and then by the
author [23], where the emphasis was on compatible functions rather
than on the greatest one (the companion), the corresponding result
is “if f is compatible, and x 6 bfx then x 6 ⌫b”. Such a
result requires a convoluted proof. Indeed, when f is an arbitrary
compatible function, one does not have 1 6 f and ff 6 f ,
and the above proof breaks. Instead, one constructs the sequence

A , P P
↵�! P 0

A
↵�! P 0 ↵.P

↵�! P

P
a�! P 0 Q

a�! Q0

P |Q ⌧�! P 0|Q0
P

↵�! P 0

P |Q ↵�! P 0|Q

Figure 1. Labelled transition system of a fragment of CCS.

f0x , x, f i+1x , ff ix and one shows by recurrence that
f ix 6 bf i+1x. One deduces that f!x , W

i

f ix is a post-fixpoint,
so that x 6 f!x 6 ⌫b. Focusing on the companion makes it
possible to avoid this use of natural numbers.
Remark 3.8. One might hope to enhance the function b further by
using the companion of b†. However we stagnate when doing so:
let t? be the companion of b†, we have

t? = t (10)

b†
†
= b† (11)

(Note that Equation (10) actually generalises Theorem 3.6: we have
⌫b† = t?? = t? = ⌫b.)

4. Modularity through the companion

We consider a first example in a fragment of Milner’s CCS [19]. Let
us recall this process calculus first. We fix a set of names a, b . . . ,
and a set of process constants A,B, . . . . CCS processes and labels
are defined by the following grammar:

P,Q ::= A | 0 | ↵.P | P |P
↵,� ::= a | a | ⌧

We let R,S range over binary relations on processes.
The corresponding labelled transition system (LTS) is given in

Figure 1. The first rule accounts for recursion: it assumes that each
process constant is associated to a process in some global table. The
two symmetrical rule for parallel composition are omitted.

Let b be the following monotone function on the lattice of
binary relations on processes:

b : R 7! {hP,Qi | 8↵,
8P 0, P

↵�! P 0 entails 9Q0, Q
↵�! Q0 and P 0 R Q0

8Q0, Q
↵�! Q0 entails 9P 0, P

↵�! P 0 and P 0 R Q0 }
The so-called bisimulations are the post-fixpoints of b, and bisimi-
larity (⇠) is its greatest-fixpoint.

An enhanced coinductive proof. Consider the following process
definitions, and let us try to prove that A ⇠ B.

A , a.b.D B , a.b.C

C , a.(A|C) D , a.(B|D)

Any bisimulation containing the pair hA,Bi must be infinite. In-
stead, the companion of b allows us work with the finite relation
S , {hA,Bi, hC,Di}: we have S 6 b†S.

Indeed, we have A
a�! b.D and B

a�! b.C. While the pair
hb.D, b.Ci does not belong to S, we can use the following func-
tions to cancel the b prefixes and to transpose C and D:

c. : R 7! {h↵.P, ↵.Qi | ↵ a label, P R Q}
i : R 7! {hQ, P i | P R Q}

We thus have hA,Bi 2 bic.S. The function i is trivially com-
patible for b, and we shall see in Section 8.1 that c. is below the
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companion of b, written t in the sequel. Whence ic. 6 tt 6 t, and
thus hA,Bi 2 b†S.

Similarly, we have C
a�! A|C and D

a�! B|D, and we use the
following function to cancel parallel composition and recover the
two pairs from S:

c| : R 7!
�
hP |P 0, Q|Q0i | P R Q,P 0 R Q0 

This function is below t (see Section 8.1 again), so that we get
hC,Di 2 bc|S 6 b†S.

Note that thanks to the companion, we only had to study tran-
sitions along labels a and a, even though the processes at hand
also perform transitions labelled b and ⌧ . (For instance, we have
A

aba⌧���! b.C|B|D). The fact that the starting processes cannot di-
verge one from the other using those actions is somehow factored
once and for all, in the proofs that c. and c| are valid enhancements.

Modularity. As pointed out by Hur et al. [11], working with the
companion rather than with specific compatible functions is quite
convenient: it does not require us to announce a global up-to tech-
nique up-front. (Here, something like ic. _ c|.) In each sub-case
of the proof, we can just extract from the companion whatever is
needed for that case. This approach is much more robust, espe-
cially in the context of computer-assisted proofs. Suppose for in-
stance that one slightly changes the definition of D into b.(D|B).
One can still conclude by reasoning up to commutativity of paral-
lel composition, and this additional technique is already available
in the companion: there is no need to update the declared up-to
technique, one just needs to adjust the proof locally. (Of course one
needs to prove that this new kind of enhancement is available in the
companion, but this can be done separately, and once and for all.)

Code reuse. Although this was not needed in the previous exam-
ple, one can also show that the following function is compatible:

j : R 7! {hP, Ri | 9Q, P R Q, Q R R}
Thus j 6 t, and together with (6), jt 6 t. In other words, tR is
transitive for any relation R. More generally, from c., c|, i, j 6 t
and tt 6 t, we deduce that for any relation R, tR is a congruence
containing both R and ⇠.

In the context of proof assistants, this simple realisation makes
it possible to reuse standard technology for automating equational
reasoning (e.g., in the Coq proof assistant, setoid rewriting).

Also note that since ⇠ = t?, we obtain as a special case that
bisimilarity is a congruence. In particular, once the aforementioned
technology has been settled for tR for an arbitrary R, tools for
equational reasoning about bisimilarity come for free.

5. Streams

As a second example, we consider the stream calculus, as devel-
oped by Rutten [27]. Let us denote by R! the set of streams, i.e.,
infinite sequences �, ⌧ . . . of real numbers.

Together with the following function associating to each stream
its first element and its tail, R! is a final coalgebra for the functor
FX = R⇥X

R! ! R⇥ R!

� 7! h�0,�
0i

One can thus define streams by behavioural differential equations
(i.e., F -coalgebras). For instance, the everywhere-0 stream b0 can
be defined by the following equations:

b00 = 0 b00 = b0
Similarly, pointwise addition of streams can be defined by

(� + ⌧)0 = �0 + ⌧0 (� + ⌧)0 = �0 + ⌧ 0

Shuffle product. Things become more interesting for more com-
plex operations. Take for instance the shuffle product of streams,
usually defined by the following formula:

(� ⌦ ⌧)
n

=
nX

k=0

 
n

k

!
⇥ �

k

⇥ ⌧
n�k

This operation can alternatively be defined using the following dif-
ferential equations, which no longer involve binomial coefficients:

(� ⌦ ⌧)0 = �0 ⇥ ⌧0 (� ⌦ ⌧)0 = �0 ⌦ ⌧ + � ⌦ ⌧ 0

As noticed by Rutten, proving a simple property like associativity
can be difficult with the former definition, as it would involve
double summations of terms with several binomial coefficients. In
contrast, one can give a straightforward coinductive proof.

Let b be the following (monotone) function on binary relations
on streams:

b : R 7!
�
h�, ⌧i | �0 = ⌧0 and �0 R ⌧ 0 

One easily checks that its greatest fixpoint is just the identity rela-
tion: h�, ⌧i 2 ⌫b iff � = ⌧ . One can thus prove stream equalities
by coinduction.

As a trivial example consider commutativity of stream addition:
it is immediate to see that the relation {h� + ⌧, ⌧ + �i | �, ⌧ 2 R!}
is a post-fixpoint of b; this relation is thus contained in the identity,
and stream addition is commutative.

Coming back to associativity of the shuffle product, we might
accordingly try to use the following relation:

S , {h(� ⌦ ⌧)⌦ ⇢, � ⌦ (⌧ ⌦ ⇢)i | �, ⌧, ⇢ 2 R!}

Unfortunately, this relation is not a post-fixpoint of b: assuming
distributivity has already been proved, we have

((� ⌦ ⌧)⌦ ⇢)0 = (�0 ⌦ ⌧)⌦ ⇢ + (� ⌦ ⌧ 0)⌦ ⇢ + (� ⌦ ⌧)⌦ ⇢0

(� ⌦ (⌧ ⌦ ⇢))0 = �0 ⌦ (⌧ ⌦ ⇢) + � ⌦ (⌧ 0 ⌦ ⇢) + � ⌦ (⌧ ⌦ ⇢0)

and those two streams are not related by S. Like in the previous
example in CCS, we would like to cancel the two sums on both
sides, in order to recover three pairs in S. This is possible using
the companion of b: the following function is easily shown to be
compatible for b, so that S 6 b†S.

c+ : R 7! {h� + ⇢, ⌧ + !i | � R ⌧, ⇢ R !}

We have thus obtained a straightforward proof of associativity of
the shuffle product.

Exponentiation. Let us finally consider a third natural operation
on streams: exponentiation, defined by the following differential
equation:

e�0 = e�0 e� 0 = �0 ⌦ e�

As expected, we have e�+⌧ = e� ⌦ e⌧ . To prove it by following
the same path as above, one needs to cancel a shuffle product, thus
calling for the following function:

c⌦ : R 7! {h� ⌦ ⇢, ⌧ ⌦ !i | � R ⌧, ⇢ R !}

While this function is indeed below the companion of b, it is not
compatible for b.

To understand why, let us try to prove compatibility of this
function, i.e., c⌦b 6 bc⌦. Let R be a relation. We have

c⌦bR = {h� ⌦ ⇢, ⌧ ⌦ !i | � bR ⌧, ⇢ bR !}

So assuming � bR ⌧ and ⇢ bR !, we have to show that
h� ⌦ ⇢, ⌧ ⌦ !i 2 bc⌦R. That (� ⌦ ⇢)0 = (⌧ ⌦ !)0 is easy;
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the problem comes from the tails of those streams:
(� ⌦ ⇢)0 = �0 ⌦ ⇢ + � ⌦ ⇢0

(⌧ ⌦ !)0 = ⌧ 0 ⌦ ! + ⌧ ⌦ !0

First we need to cancel the sum operation (using c+). Second,
while we have �0 R ⌧ 0 and ⇢0 R !0 by assumption, we only have
⇢ bR ! and � bR ⌧ . In the end, instead of c⌦b 6 bc⌦, we have

c⌦b 6 bc+c⌦(b _ 1) (12)

We shall see in the following section that such a result nevertheless
ensures that the function c⌦ is below the companion of b, and can
thus safely be used in enhanced coinductive proofs about streams.

6. Compatibility up-to

In this section we show that the companion is a coinductive object.
This gives us powerful proof techniques to obtain enhancements.

Definition 6.1. Let B be the following function from monotone
functions on X to monotone functions on X:

B : [X ! X] ! [X ! X]

g 7!
_

fb6 bg

f

Lemma 6.2. B is monotone, and for all functions f, g : [X ! X],

f 6 Bg iff fb 6 bg (13)

In particular, f is compatible if and only if it is a post-fixpoint
of B, so that the companion is the greatest fixpoint of B:

t = ⌫B (14)

We can thus reuse the machinery from Section 3 with B, in the
second-order lattice [X ! X]. Let T be the companion of B, and
let B† , BT .

In the previous section, in the example about streams, we had
a first function c+, which was compatible and thus trivially below
the companion. In contrast, we claimed that the function c⌦ was
below the companion, although it is not compatible: we do not
have c⌦b 6 bc⌦, i.e., c⌦ 6 Bc⌦ (where B is the higher-order
function associated to the function b by Definition 6.1). Instead,
we had c⌦ 6 B(c+c⌦(b _ 1)). Using the results below, we will
deduce from this inequality that c⌦ 6 B†c⌦, so that c⌦ 6 ⌫B:
the function c⌦ indeed lives below the companion.

In a sense, we face the standard scenario of bisimulation proofs,
but in the lattice of monotone functions: c⌦ is an obvious coin-
ductive candidate, but it is too weak, we should strengthen it to
get a post-fixpoint. Luckily, instead of doing so, we can use an en-
hancement to build on the knowledge accumulated so far about the
companion (in this case, that it contains c+, amongst other things.)

Getting back to the abstract framework, the second-order com-
panion T enjoys many good properties, listed in Proposition 6.4
below. We first need to establish a compatibility result for B.

Lemma 6.3. The function S : f 7! ff is compatible for B.

Proof. We have
SB 6 BS

iff 8f, (Bf)(Bf) 6 B(ff) (by definition of S)
iff 8f, (Bf)(Bf)b 6 bff (by (13))

Fix some monotone function f : [X ! X]. By taking g = f and
f = Bf in (13) we have (Bf)b 6 bf . Thus we get

(Bf)(Bf)b 6 (Bf)bf 6 bff

and S is compatible for B.

Proposition 6.4. For any function f : [X ! X], we have

t 6 Tf (15)
b 6 Tf (16)
1 6 Tf (17)
f 6 Tf (18)

TTf 6 Tf (19)
(Tf)(Tf) 6 Tf (20)

In particular, Tf is always an idempotent function.

Proof. • (15): recall that t = T?, and T is monotone;
• (16),(17): trivial consequences of the previous point and (4)

and (5), respectively;
• (18),(19): respective instances of (5) and (6) for B (thus moving

to the lattice [X ! X]);
• (20): by Lemma 6.3 we get S 6 T . Then it suffices to compute:
(Tf)(Tf) = STf 6 TTf 6 Tf .

Note that the way we obtain (20) is very similar to the way we
establish transitivity of tR at the end of Section 4.

Coming back to the example about the shuffle product on
streams, write t and T for the companions of b and B. It is now
straightforward to check that c+c⌦(b _ 1) 6 Tc⌦:

c+c⌦(b _ 1) 6 tc⌦(b _ 1) (c+ is compatible)

6 (Tc⌦)c⌦(Tc⌦ _Tc⌦)
(by (15), (16), and (17))

6 (Tc⌦)(Tc⌦)(Tc⌦) (by (18))

6 Tc⌦ (by (20) twice)

So from (12) we deduce c⌦ 6 B†c⌦ and thus c⌦ 6 t, as
announced earlier.

(Note that we chose to make the function c+c⌦(b_ 1) explicit
here for the sake of explanation. In a direct proof, one would prove
c⌦ 6 B†c⌦ by extracting the required components out of Tc⌦ on
the fly, exactly as we did in Section 4 but at the second-order level.)

7. Symmetry arguments

We now give a rather general result allowing to exploit symmetry
arguments in various proofs. This result formally justifies standard
practice in bisimulation proofs with paper and pencil. When it
comes to formal, mechanised, proofs, it is crucial to have such
results, to factor the code and avoid cut-and-paste.

Let i : [X ! X] be a monotone involution on X:

ii = 1 (21)

Call an element x 2 X symmetric if ix = x (which is equivalent
to ix 6 x thanks to (21)). Call a function f : [X ! X] symmetric
if fi = if (which is equivalent to f being compatible for i, again
using (21)).

As a concrete example in the lattice of binary relations, the
natural candidate for the function i is the transposition function
from Section 4:

i : R 7! R�1 = {hQ, P i | P R Q}

With such a choice, a relation R is symmetric if R�1 = R, and a
function f is symmetric if f(R�1) = f(R)�1 for all relation R.

When the function b is symmetric, the following proposition
can be used to factor proofs about symmetric candidates, both at the
level of elements (X) and at the level of enhancements ([X ! X]).
We instantiate this result in the following section, when reasoning
about bisimilarity in CCS and the ⇡-calculus.
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P
↵�! P 0

P +Q
↵�! P 0

P
↵�! P 0

(⌫a)P
↵�! (⌫a)P 0↵ 6= a, a

!P |P ↵�! P 0

!P
↵�! P 0

Figure 2. Remaining rules for the LTS of CCS.

Proposition 7.1. Let s : [X ! X] be a monotone function such
that the function b decomposes as follows:

b = s ^ isi

Then ⌫b is symmetric, it = t, and

1. for all x, y 2 X with x symmetric,

x 6 bty iff x 6 sty (22)

2. for all f, g : [X ! X] with f symmetric,

fb 6 bTg iff fb 6 sTg (23)

8. Examples: up-to congruence for CCS and pi

In this section, we illustrate the above framework by applying it
to recover up-to-context and up-to congruence for CCS and the
⇡-calculus, in compositional way. Indeed, thanks to the closure
properties of the companion, it suffices to show that the functions
associated to each syntactic construction are below t to obtain
the full context closure function. Combined with the fact that the
transposition function i and the squaring function j are also below
t, we will immediately obtain the full congruence closure.

8.1 CCS

For the sake of completeness, let us consider here the entire calcu-
lus of communicating systems [19]. In addition to the operations
used in Section 4, there is choice, name restriction, and replication.

P,Q ::= A | 0 | ↵.P | P |P | P + P | (⌫a)P | !P
↵,� ::= a | a | ⌧

The additional rules for the labelled transition system are given in
Figure 2. (The symmetrical rule for choice is omitted.)

Recall the function b from Section 4, which we used to define
bisimilarity. Let s be the “first half” of this function:

s : R 7! {hP,Qi | 8↵, P 0,P
↵�! P 0 entails

9Q0, Q
↵�! Q0 and P 0 R Q0 }

With such a function, we only play from left to right. The post-
fixpoints of s are the simulations, and its greatest fixpoint is similar-
ity. The composite function isi corresponds to simulations again,
but played from right to left. As expected the function b for bisim-
ilarity thus decomposes as required in Proposition 7.1:

b = s ^ isi (24)

Applied in this setting, equivalence (22) is not so surprising:
when analysing the transitions of a symmetric bisimulation candi-
date, we can restrict ourselves to the left-to-right part of the bisim-
ulation game. Note that thanks to the companion, we do not need
y to be symmetric (because ty is). The second equivalence (23)
is quite important in the sequel: one can also restrict ourselves to
the left-to-right part of the bisimulation game when analysing the
behaviour of a potential enhancement, provided it is symmetric.

Following closely the syntax of the calculus, we define the
following functions on binary relations:

c. : R 7! {h↵.P,↵.Qi | ↵ a label, P R Q}
c| : R 7!

�
hP |P 0, Q|Q0i | P R Q, P 0 R Q0 

c+ : R 7!
�
hP + P 0, Q+Q0i | P R Q, P 0 R Q0 

c! : R 7! {h!P, !Qi | P R Q}
c⌫ : R 7! {h(⌫a)P, (⌫a)Qi | ↵ a name, P R Q}

The functions c| and c. have already been defined in Section 4; we
include them here to emphasise the uniformity of those definitions.

Let c be one of the above functions; we want to prove c 6 t,
where t is the companion of b. From the results of Section 6, it
thus suffices to prove cb 6 bTc, where T is the companion of the
second-order function B associated to b. And since all the above
functions are symmetric, it suffices by (23) to prove

cb 6 sTc

For the “dynamic” operations that disappear after a single transition
(functions c. and c+), we actually do not need coinduction at all.
Routine computations lead to

c.b 6 sb c+b 6 s

(For c., we have c. 6 s.) This is fine because b, 1 6 T? (16, 17).
Instead, we do need coinduction for the “static” operations,

which persist through transitions. The simplest is name restriction:
we have c⌫b 6 sc⌫ , and c⌫ 6 Tc⌫ by (18). Parallel composition
and replication require more care, we give detailed proofs to better
illustrate our method.

Lemma 8.1. We have c|b 6 sTc|, whence c| 6 t.

Proof. Let R be a relation, an let P,R,Q, S be processes such that
hP,Qi, hR,Si 2 bR. We have to show that hP |R,Q|Si belongs
to sTc|. Thus suppose that P |R ↵�! P0 and let us find some Q0

such that Q|S ↵�! Q0 and hP0, Q0i 2 Tc|R. There are four cases
according to the rules of parallel composition (Figure 1):

1. P0 = P 0|R0 with ↵ = ⌧ , and for some name a, P a�! P 0,
and R

a�! R0. From our assumptions about hP,Qi and hR,Si,
we obtain processes Q0 and S0 such that Q a�! Q0, S a�! S0,
P 0 R Q0 and R0 R S0. We deduce that Q|S ⌧�! Q0|S0, and the
pair hP 0|R0, Q0|S0i belongs to c|R and hence Tc|R by (18).

2. same as above but with a and a exchanged.
3. P0 = P 0|R with P

↵�! P 0. From the hypothesis about the pair
hP,Qi we obtain a process Q0 such that Q a�! Q0 and P 0 R Q0.
We deduce that Q|S ↵�! Q0|S, and it remains to show

hP 0|R,Q0|Si 2 Tc|R
This is not as direct as before: rather than R R S, we have
R bR S. From (18) and (20), we have c|Tc| 6 Tc|. There-
fore, it suffices to show that P 0 Tc|R Q0 and R Tc|R S. The
former holds thanks to (17); for the latter we use (16) instead.

4. P0 = P |R0 with R
↵�! R0. This case is handled as above.

(Note that the above proof amounts to proving c|b 6 sc|(b_1)
and then showing that c|(b_1) 6 Tc| using the generic properties
of T—Proposition 6.4.)

Finally consider replication. This operation is quite challenging
as far as up-to techniques are concerned: there was a slight mistake
in [29], it requires specific rule formats [26], and people formalis-
ing up-to techniques in proof assistants have eluded this operation
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so far [7, 22]. The techniques developed above allow us to give a
much cleaner proof, thus amenable to formalisation.

Let us first discuss the LTS rule for replication.
• The one presented in Figure 2 is standard; it makes it trivial to

prove !P ⇠ !P |P (which is the intended meaning) but it has
the drawback of making the LTS infinitary branching.

• The obvious rule “P ↵�! P 0 entails !P ↵�!!P |P ” is not enough
in presence of choice, as it does not allow !(a.0 + a.0) to
perform internal transitions.

• In his book about the ⇡-calculus [29], Sangiorgi prefers to inline
the behaviour of parallel composition to keep the LTS finitely
branching. But this leads to duplication: there are two rules for
replication in CCS, and three in the ⇡-calculus.

Here we propose a path which is indifferent about this choice: it
relies only on the following proposition, which is always valid in
CCS and in ⇡, whatever their presentation.

Proposition 8.2.

(i) If !P ↵�! P0, then there exists P1 such that P |P ↵�! P1 and
P0 ⇠ !P |P1.

(ii) Conversely, if P |P ↵�! P1, then there exists P0 such that
!P

↵�! P0 and P0 ⇠ !P |P1.

We need another preliminary result:

Lemma 8.3. The following function is compatible.

k : R 7!
�
hP,Qi | 9P 0Q0, P ⇠ P 0, P 0 R Q0, Q0 ⇠ Q

 

Lemma 8.4. We have c!b 6 sTc!, whence c! 6 t.

Proof. Let R be a relation, let hP,Qi 2 bR. We have to show that
h!P, !Qi belongs to sTc!. Thus suppose that !P ↵�! P0 and let us
find some Q0 such that !Q ↵�! Q0 and hP0, Q0i 2 Tc!R.

By Proposition 8.2(i), there is some P1 such that P |P ↵�! P1

and P0 ⇠ !P |P1. Now notice that

hP |P,Q|Qi 2 c|bR (by definition of c|)
6 tbR (by Lemma 8.1)
6 btR (the companion is compatible (3))

By definition of b, we thus obtain a process Q1 such that Q|Q ↵�!
Q1 and P1 tR Q1. We continue with Proposition 8.2(ii) which
gives us Q0 such that !Q ↵�! Q0 and Q0 ⇠ !Q|Q1.

Summarising our assumptions, we have

!P
↵�! P0 ⇠ !P |P1

P bR Q
P1 tR Q1

!Q|Q1 ⇠ Q0
↵ �!Q

It remains to show that hP0, Q0i 2 Tc!R. This follows from the
closure properties of T (Proposition 6.4), and c|,k 6 t (Lem-
mas 8.1 and 8.3).

8.2 The ⇡-calculus

The ⇡-calculus [20] differs from CCS in that names can be passed
along synchronisations. We briefly recall the main definitions here,
referring to Sangiorgi’s book for a more detailed exposition of this
calculus [29]. The syntax of processes remains the same as in CCS,
only the notion of prefix changes:

P,Q ::= A | 0 | ⇡.P | P |P | P + P | (⌫a)P | !P
⇡ ::= a(b) | ab (prefixes)
↵ ::= ⇡ | a⌫b | ⌧ (labels)

The prefix a(b) denotes the input on a of a name b, bound in the
continuation; ab denotes the output on a of a name b. Labels include

ab.P
ab��! P a(b).P

a(c)���! P{c/b}

P
↵�! P 0

P |Q ↵�! P 0|Q
bn(↵)#Q

P
a(b)���! P 0 Q

ab��! Q0

P |Q ⌧�! P 0|Q0
P

a(b)���! P 0 Q
a⌫b��! Q0

P |Q ⌧�! (⌫b)(P 0|Q0)
b#P 0

P
↵�! P 0

(⌫b)P
↵�! (⌫b)P 0 b#n(↵)

P
ab��! P 0

(⌫b)P
a⌫b��! P 0

a 6= b

Figure 3. LTS rules for prefix, parallel composition, and name
restriction in the ⇡-calculus.

two additional constructs: ⌧ for internal communications, and a⌫b,
for the emission of a private name b, bound in the continuation.

Concerning the (early) LTS, the rules for process constants,
choice, and replication are the same as in CCS, the other ones are
given in Figure 3. The three symmetrical rules for parallel compo-
sition are omitted. Processes are considered modulo alpha equiv-
alence. The functions n(·) (names of a label) and bn(·) (bound
names of a label) are defined as follows:

↵ a(b) ab a⌫b ⌧
n(⇡) {a, b} {a, b} {a, b} ;
bn(⇡) ; ; {b} ;

To define (early) bisimilarity, one can import the function b
from CCS almost as is. The only peculiarity is that we should ig-
nore bound output transitions a⌫b when b occurs free in the answer-
ing process. Indeed, one should equate the following processes

P , (⌫b)ab.0 Q , P |(⌫c)cd.0
(Because (⌫c)cd.0 is clearly equivalent to 0.) However, while P
can perform a transition labelled a⌫b for any b 6= a, the process Q
can only perform such a transition when b 6= a, d, because of its
free (yet useless) occurrence of d.

Whence the appropriate definitions of functions s and b:

s : R 7! {hP,Qi | 8↵, bn(↵)#Q and P
↵�! P 0

entail 9Q0, Q
↵�! Q0 and P 0 R Q0 }

b , s ^ isi

The functions c|, c+, c⌫ , c! are defined exactly as in CCS; we
however replace the function c. with the two following ones:

co : R 7! {hab.P, ab.Qi | a, b names, P R Q}
ci : R 7! {ha(b).P, a(b).Qi | a, b names, 8c, P{c/b} R Q{c/b}}
The reason why we need such a quantification on all names c in
the definition of ci is that bisimilarity is not preserved by input
prefixes in the ⇡-calculus: it is not closed under substitution, and
the input prefix brings such substitutions. Thus, the plain function
corresponding to input prefix cannot be below the companion (it
always preserves bisimilarity (8)). Instead, the above definition of
ci takes into account the fact that b might be substituted later on.

Like in CCS, it is routine to check that we have

cob 6 sb cib 6 sb c+b 6 s

Whence c 6 t for c 2
�
co, ci, c+

 
. Name restriction is no longer

compatible stricto-senso: we have

c⌫b 6 s(c⌫ _ 1)

The identity comes from the opening rule, where name restriction
disappears. This is however sufficient to conclude that c⌫ 6 t.
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The proof for parallel composition also has to be slightly
adapted, to take care of the new side conditions in the rules, but
also because of scope extrusion: in the second synchronisation
rule, a name restriction appears, which was not there in CCS. Ac-
cordingly, one can prove

c|b 6 s(c|(b _ 1) _ c⌫c|)

Since we already obtained c⌫ 6 t, this suffices to deduce c| 6 t.
Replication is handled exactly as in the previous section (our

proof of Lemma 8.4 is generic). The counterpart of Lemma 8.3
however requires more care, because of the condition on bound
output transitions in the definition of s. The problem is well-known:
although bisimilarity is transitive in the ⇡-calculus, the composition
of two bisimulations is not always a bisimulation [29]. The reason
appears explicitly in the following proof.

Lemma 8.5 (Lemma 8.3 for ⇡). In the ⇡-calculus, the following
functions are below t

� : R 7! {h�P,�Qi | � injective name substitution, P R Q}
j : R 7! {hP,Ri | 9Q, P R Q, Q R R}
k : R 7!

�
hP,Qi | 9P 0Q0, P ⇠ P 0, P 0 R Q0, Q0 ⇠ Q

 

Proof. The function � is actually compatible. In contrast, the
squaring function j is not compatible in ⇡. We use second-order
enhancements and symmetry arguments to reduce the problem to
jb 6 sTj. To prove this inclusion, let R be a relation and assume
P bR Q and Q bR R for some processes P,Q,R. We have to
show that hP,Ri 2 sTj. Further assume P

↵�! P 0.

• If ↵ is not a bound output, then bn(↵) = ; and the proof is
standard: we first get Q0 such that Q ↵�! Q0 and P 0 R Q0, and
then R0 such that R ↵�! R0 and Q0 R R0. We finally check that
P 0 jR R0, and thus P 0 TjR R0.

• If instead ↵ = a⌫b, then we know by assumption that b#R,
but we would need b#Q to perform the first step above. Since
this might not be the case, we pick some name c fresh for both
P , Q, and R, and we use the permutation � = (bc) to play a
challenge on a⌫c instead: we have P

a⌫c��! �P 0 with c#Q, so
that we get Q0 such that Q a⌫c��! Q0 and �P 0 R Q0. Then since
c#R, we get R0 such that R a⌫c��! R0 and Q0 R R0. Since
b, c#R, it follows that R a⌫b��! �R0. We have �P 0 jR �R0.
Since � is injective, we get ��P 0 �jR ��R0. From �� = 1
and � 6 t, we finally obtain P 0 TjR R0.

That k 6 t follows from j 6 t and the closure properties of t
(Lemma 3.2).

9. Respectful vs. compatible

Before turning to parameterized coinduction, we discuss a histori-
cal peculiarity which has been causing some troubles since the in-
troduction of up-to techniques, and which we can nicely resolve by
using the companion function.

When Sangiorgi studied the bisimulation proof technique [28],
he introduced the notion of respectful function to obtain compo-
sitionality results. With the present notation, a monotone function
f : [X ! X] is respectful (for b) if for all x, y 2 X ,

x 6 y and x 6 by entail fx 6 bfy .

Let b0 , b ^ 1 (i.e., b0y = by ^ y). Without the assumption
x 6 y, respectfulness would be equivalent to compatibility (for b).
With this assumption, it is equivalent to compatibility for b0.

One can easily show that any compatible function (for b) is re-
spectful, but some interesting respectful functions are not compat-
ible. This is the reason why Sangiorgi needed this refinement. For
instance the context closure function in CCS is respectful but not
compatible. Hur et al. used respectfulness for the same reason [11].

In our own previous work [18, 23, 25], some of which with
Sangiorgi, we found that the theory of plain compatibility was
somewhat nicer to develop than that of respectfulness, so that we
proposed to use the function b0 rather than b when necessary (doing
so is always possible). Although this was not their only reason,
Parrow and Pohjola also chose a function b such that b = b0 in their
theory of up-to techniques for the psi-calculus [22].

In this paper, we used the most natural function b to define
strong bisimilarity in CCS, and this function does not satisfy b =
b0. So how is it possible that we could obtain up-to context?

The point is that with the companion function, we do not need
the up-to context function to be compatible stricto-senso. It just has
to be below the companion function t. For instance, in our proof
for the parallel composition operation in CCS, we obtained c|b 6
bTc|, which does not entail compatibility of c|.This contrasts with
the literature, where we would prove c|b0 6 b0c|, i.e., that c| is
respectful (compatible for b0).

That we can recover up-to context in CCS and ⇡ without switch-
ing to b0 is not a coincidence: the greatest respectful function al-
ways coincides with the greatest compatible function:

Proposition 9.1. Let t0 be the companion of b0 = b ^ 1. We have
t0 = t and b0† = b†

Proof. Any function compatible for b is compatible for b0, whence
t 6 t0 (⇤). Then we show b 6 b0t (⇤⇤): we have b0t = bt ^ t; we
get b 6 bt using (5), and b 6 t is just (4).

To obtain t0 6 t, we show that t0 is compatible for b:

t0b 6 t0b0t (by (⇤⇤))
6 b0t0t (compatibility of t0)
6 b0t0 (by (⇤) and idempotence of t0)
6 bt0 (b0 6 b)

Finally, bt 6 b0tt = b0t 6 bt by (⇤⇤), idempotence of t, and
the fact that b0 6 b. So that b0† = b0t0 = b0t = bt = b†.

In other words, the historical tradeoff between b and b0, or
compatibility and respectfulness, is irrelevant. The functions b and
b0 lead to the same coinductive proof principle once enhanced with
their companion. One can actually go even further and show that
obtaining specific up-to techniques is equally hard with b0 and b:
their (enhanced) second-order proof principles also collapse.

Proposition 9.2. Let B0 be the second-order function associated
to b0 = b ^ 1, and let T 0 be the companion of B0 (so that
⌫B0 = t0 = T 0?). We have T 0 = T and B0† = B†.

Independently from this work, Parrow and Weber gave a nice
and intriguing characterisation of the largest respectful func-
tion [21], and thus, indirectly, of the companion. Translated in
our setting their characterisation is as follows. Define the sequence
(b

↵

)
↵

of elements of X by transfinite induction on the ordinal ↵:
b
↵+1 , bb

↵

and b
�

, V
↵<�

b
↵

. This sequence is decreasing and
well-known to converge to ⌫b. For all x 2 X , we have

tx =
^

x6b↵

b
↵

.

When x = ?, we recover the standard stratification of the greatest
fixpoint; when x = ⌫b, we recover Corollary 3.4.
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10. Parameterized coinduction

Recall the coinductive proof principle, as provided by Knaster-
Tarski’s theorem:

x 6 y 6 by

x 6 ⌫b

This approach has an important drawback: the need to define the
coinductive predicate (y) up-front. This does not match the stan-
dard practice, where the coinductive predicate is obtained incre-
mentally from x, by progressively extending it until it becomes a
post-fixpoint. In the context of a paper proof, one can always gather
the final coinductive predicate a posteriori, to display it at the be-
ginning of the proof. In the context of interactive formal proofs,
this becomes really inconvenient.

To solve this problem, Hur et al. proposed to use parameterized
coinduction [11]. The trick consists in defining an auxiliary func-
tion G

b

: [X ! X] with the following properties:

G
b

? = ⌫b (25)
G

b

x = b(x _G
b

x) (26)
y 6 G

b

(y _ x) ) y 6 G
b

x (27)

Intuitively, G
b

x represents what can be deduced using x as a coin-
duction hypothesis. When x is empty, we get the greatest fixpoint
of b (25), this is how one initialises a proof by parameterized coin-
duction. The second equation (26) makes it possible to unfold the
bisimulation game: after having played b, one can either use the
coinduction hypothesis (x), or continue the game (G

b

x). Impli-
cation (27) makes it possible to accumulate knowledge: to prove
that y can be deduced from x, one can add y to the current set of
coinductive assumptions. Note that we do not have y 6 G

b

y in
general: implication (27) would obviously be wrong otherwise. In-
stead, to get access to the coinductive assumptions, one needs to
go through b (the bisimulation game) at least once, using the sec-
ond equation (26). As explained by Hur et al., this corresponds to
having a semantic guardedness check for corecursive definitions.

Hur et al. also show how to use up-to techniques with param-
eterized coinduction, using the greatest respectful function (which
coincides with t, according to Section 9). As in the present paper,
the idea is to switch to b† = bt, and thus they use G

b

† rather than
G

b

. To be able to freely use up-to techniques in incremental proofs,
they prove a fourth equation [11, Theorem 13]:

G
b

† = tG
b

† (28)

Surprisingly, we actually have

Theorem 10.1. G
b

† = b†.

This equation follows from Theorem 10.2 below. This means
we do not need the machinery of the G

b

† function to implement
enhanced parameterized coinduction; parameterization is already
provided by the companion. Following this idea, we give an alter-
native presentation of parameterized coinduction.

Let us first prove the following counterpart to (27):

Theorem 10.2. For all x, y 2 X , if y 6 bt(y _ x) then y 6 tx.

Proof. Assume y 6 bt(y _ x) (H), and let f : z 7!
W

x6z

y. This
function maps the points above x to y and all other points to the
bottom element. In particular, fx = y, so that we have to show
fx 6 tx. We show a bit more, namely, that f 6 t.

To this end, we use second-order coinduction up-to, and we
prove f 6 B†f , i.e, fb 6 bTf . Let z 2 X . If x 66 bz, then

y 6 t?
y 6 ⌫b

INIT
y 6 x

y 6 tx
DONE

y 6 ftx f 6 t

y 6 tx
UP TO f

y 6 bt(y _ x)

y 6 tx
COIND

Figure 4. A proof system for parameterized enhanced coinduction.

fbz = ? 6 b(Tf)z. Otherwise, assume x 6 bz (H 0); we have

fbz = y (by definition of f and (H 0))
6 bt(y _ x) (by (H))
= bt(fx _ x) (by definition of f )
6 bt(fbz _ bz) (by (H 0))
= b(t(fb _ b))z

We easily check that t(fb_ b) 6 Tf using Proposition 6.4, so that
we have fb 6 bTf , as required.

Intuitively, tx contains everything that can safely be deduced
from x, not necessarily in a guarded way. In particular, x can be
deduced from tx. Instead, btx = G

b

†x is more restrictive and
corresponds to guarded deductions only: we do not have x 6 btx
in general. With this intuition, the above theorem reads as follows:
to deduce y from x, one can assume y provided one switches to
guarded deductions.

This leads us to the “proof system” given in Figure 4. The four
rules are valid: if their premises hold, so do their conclusion. The
first one is for initialisation: to prove that y is below the greatest
fixpoint, deduce it from the empty context. The second rule is an
axiom rule: if y belongs to the context x, then we can deduce y. The
third one makes it possible to use any enhancement known to be
below the companion. Typically, when some congruence closure is
below the companion, this rule makes it possible to use equational
(or inductive) reasoning. The fourth rule is just Theorem 10.2: it
corresponds to an actual coinductive step. Also note that since
b 6 t, the third rule can be used to play one step of the bisimulation
game, without storing the current value of y in the context. Doing
so corresponds to using Equation (26) from Hur et al.’ formalism.

To give an example, let us revisit the example from Section 4.
We wanted to prove that A ⇠ B, and we guessed that the relation
S , {hA,Bi, hC,Di} could be used as a bisimulation candidate,
thanks to several enhancements. With the proof system from Fig-
ure 4, we can give a parameterized-style proof, where we do not
guess the bisimulation candidate in advance.

hA,Bi 2 S
hA,Bi 2 tS (DONE)

hC,Di 2 S
hC,Di 2 tS (DONE)

hA|C,B|Di 2 tS
hC,Di 2 btS

hC,Di 2 thA,Bi
hD,Ci 2 thA,Bi

hb.D, b.Ci 2 thA,Bi
hA,Bi 2 bthA,Bi

hA,Bi 2 t?
A ⇠ B

(INIT)
(COIND)
(DEF. OF b)
(UP TO c. 6 t)
(UP TO i 6 t)
(COIND)
(DEF. OF b)

(UP TO c| 6 t)

As previously, the required enhancements do not need to be de-
clared up-front, they are extracted from the companion using the
third rule, when needed.
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A similar proof could be obtained using Hur et al.’ formalism,
but we think that the proof system from Figure 4 is cleaner as it
properly separates concerns: the main judgement is of the shape
x 6 ty: “deduce x from y” either inductively or coinductively. The
guardedness constraints appear only right after a coinductive step
(rule COIND), where the judgement temporarily takes the shape
x 6 bty: “deduce x from y in a guarded way”. In such a situation,
after playing the game once, i.e., going through the definition of b,
we get back to the original judgement.

Lastly, we left aside the proofs of c., c|, i 6 t in the above
example, because we obtained them once and for all in Sections 4
and 8.1. Note however that the third rule (UP TO) allows us to jump
to the next level in the middle of a proof: since t = ⌫B = T?,
one can fulfil its second premise by using the same proof system.
In fact, by the results of Section 6, these four rules cover not
only enhanced coinduction, but also the enhancements themselves.
Nothing prevents us from continuing with the next level again,
although we did not find any concrete application so far.

11. Directions for future work

GSOS is a rule format that was introduced to ensure congruence
properties for bisimilarity [4]. We have recently shown that it also
gives rise to a respectful contextual closure function: up-to con-
text can always be used for GSOS specifications [5]. In light of the
present results, we can deduce that such a closure is always con-
tained in the companion in two ways: first by reusing the existing
proofs of respectfulness and switching to the companion by Propo-
sition 9.1; second, by an easy generalisation of our treatment of
CCS (Section 8.1).

The later approach is rather intriguing from a categorical point
of view. Indeed, GSOS specification can be seen abstractly as
distributive laws [3, 34]. More precisely, when ⌃ is the functor
corresponding to a term signature, and when FX = (P

!

X)A is the
functor whose coalgebras are the finitary branching LTS with labels
in A, we have that a GSOS specification is exactly a distributive law

⌃(F ⇥ Id) ) FT

The fact that we have F ⇥ Id on the left makes it quite natural
to consider respectfulness rather than compatibility when studying
up-to-context techniques in this setting. The present results how-
ever suggest that there might be a more direct path, by using a cat-
egorical version of the companion.
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Abstract

Guarded recursion is a form of recursion where recursive calls
are guarded by delay modalities. Previous work has shown how
guarded recursion is useful for reasoning operationally about pro-
gramming languages with advanced features including general ref-
erences, recursive types, countable non-determinism and concur-
rency.

Guarded recursion also offers a way of adding recursion to type
theory while maintaining logical consistency. In previous work we
initiated a programme of denotational semantics in type theory us-
ing guarded recursion, by constructing a computationally adequate
model of the language PCF (simply typed lambda calculus with
fixed points). This model was intensional in that it could distinguish
between computations computing the same result using a different
number of fixed point unfoldings.

In this work we show how also programming languages with
recursive types can be given denotational semantics in type theory
with guarded recursion. More precisely, we give a computation-
ally adequate denotational semantics to the language FPC (simply
typed lambda calculus extended with recursive types), modelling
recursive types using guarded recursive types. The model is inten-
sional in the same way as was the case in previous work, but we
show how to recover extensionality using a logical relation.

All constructions and reasoning in this paper, including proofs
of theorems such as soundness and adequacy, are by (informal)
reasoning in type theory, often using guarded recursion.

Keywords Denotational Semantics, Recursive Types, Type The-
ory, Guarded Recursion, Synthetic Domain Theory

Categories and Subject Descriptors F.3.2 [Semantics of Pro-
gramming Languages]: Denotational semantics; F.4.1 [Mathe-
matical Logic and Formal Languages]: Lambda calculus and re-
lated systems

1. Introduction

Recent years have seen great advances in formalisation of math-
ematics in type theory, in particular with the development of ho-
motopy type theory (Univalent Foundations Program 2013). Such
formalisations are an important step towards machine assisted ver-
ification of mathematical proofs. Rather than adapting classical set
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theory based mathematics to type theory, new synthetic approaches
sometimes offer simpler and clearer presentations in type theory, as
illustrated by the development of synthetic homotopy theory.

Just like any other branch of mathematics, domain theory and
denotational semantics for programming languages with recursion
should be formalised in type theory, and, as was the case of ho-
motopy theory, synthetic approaches can provide clearer and more
abstract proofs.

Guarded recursion (Nakano 2000) can be seen as a synthetic
form of domain theory, or, perhaps more accurately, a synthetic
form of step-indexing (Birkedal et al. 2012; Appel et al. 2007).
Recent work has shown how guarded recursion can be used to
construct syntactic models and operational reasoning principles
for (also combinations of) advanced programming language fea-
tures including general references, recursive types, countable non-
determinism and concurrency (Birkedal et al. 2012; Bizjak et al.
2014; Svendsen and Birkedal 2014). The hope is that synthetic
guarded domain theory can also provide denotational models of
these features.

1.1 Synthetic guarded domain theory

The synthetic approach to domain theory is to assume that types
are domains, rather than constructing a notion of domain as a
type equipped with a certain structure. To model recursion a fixed
point combinator is needed, but adding unrestricted fixed points
makes the type theory inconsistent when read as a logical system.
The approach of guarded recursion is to introduce a new type
constructor ., pronounced “later”. Elements of .A are to be thought
of as elements of type A available only one time step from now, and
the introduction form next : A ! .A makes anything available
now, available later. The fixed point operator has type

fix : (.A ! A) ! A

and maps an f to a fixed point of f � next. Guarded recursion
also assumes solutions to all guarded recursive type equations, i.e.,
equations where all occurences of the type variable are under a .,
as for example in the equation

LA

⇠= A+ .LA (1)

used to define the lifting monad L below, but guarded recursive
equations can also have negative or even non-functorial occurences.
Guarded recursion can be proved consistent with type theory using
the topos of trees model and related variants (Birkedal et al. 2012;
Bizjak and Møgelberg 2015; Bizjak et al. 2016). In this paper we
will be working in guarded dependent type theory (gDTT) (Bizjak
et al. 2016), an extensional type theory with guarded recursion.

In previous work (Paviotti et al. 2015), we initiated a study
of denotational semantics inside guarded dependent type theory,
constructing a model of PCF (simply typed lambda calculus with
fixed points). By carefully aligning the fixpoint unfoldings of PCF
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with the steps of the metalanguage (represented by .), we proved
a computational adequacy result for the model inside type theory.
Guarded recursive types were used both in the denotational seman-
tics (to define a lifting monad) and in the proof of computational
adequacy. Likewise, the fixed point operator fix of gDTT was used
both to model fixed points of PCF and as a proof principle.

1.2 Contributions

Here we extend on our previous work in two ways. First we extend
the denotational semantics and adequacy proof to languages with
recursive types. More precisely, we consider the language FPC
(simply typed lambda calculus extended with general recursive
types), modelling recursive types using guarded recursive types.
The proof of computational adequacy shows an interesting aspect
of guarded domain theory. It uses a logical relation between syntax
and semantics defined by induction over the structure of types.
The case of recursive types requires a solution to a recursive type
equation. In the setting of classical domain theory, the existence of
this solution requires a separate argument (Pitts 1996), but here it
is simply a guarded recursive type.

The second contribution is a relation capturing extensionally
equal elements in the model. Like the model for PCF in our pre-
vious work, the model for FPC constructed here distinguishes be-
tween programs computing the same value using a different number
of fixed point unfoldings. We construct a relation on the interpreta-
tion of types, that relates elements that only differ by a finite num-
ber of computation steps. The relation is proved sound, meaning
that, if the denotations of two terms are related, then the terms are
contextually equivalent.

All constructions and proofs are carried out working informally
in gDTT. This work illustrates the strength of gDTT, and indeed
influenced the design of the type theory.

1.3 Related work

Escardó constructs a model of PCF using a category of ultrametric
spaces (Escardó 1999). Since this category can be seen as a subcat-
egory of the topos of trees (Birkedal et al. 2012), our previous work
on PCF is a synthetic version of Escardó’s model. Escardó’s model
also distinguishes between computations using different number of
steps, and captures extensional behaviour using a logical relation
similar to the one constructed here. Escardó however, does not con-
sider recursive types. Although Escardó’s model was useful for in-
tuitions, the synthetic construction in type theory presented here is
very different, in particular the proof of adequacy, which here is
formulated in guarded dependent type theory.

Synthetic approaches to domain theory have been developed
based on a wide range of models and axiomatisations dating back
to (Rosolini 1986; Hyland 1991; Reus 1996). Indeed, the inter-
nal languages of these models can be used to construct models
of FPC and prove computational adequacy (Simpson 2002). Un-
like guarded synthetic domain theory, these models do not distin-
guish between computations using different numbers of steps. On
the other hand, with the success of guarded recursion for syntac-
tic models, we believe that the guarded approach could model lan-
guages with more advanced features.

The lifting monad used in this paper is a guarded recursive vari-
ant of the partiality monad considered by among others (Danielsson
2012; Capretta 2005; Benton et al. 2009, 2010). Danielsson also de-
fines a weak bisimulation on this monad, similar to the one defined
in Definition 10. As reported by Danielsson, working with the par-
tiality monad requires convincing Agda of productivity of coinduc-
tive definitions using workarounds. Here, productivity is ensured
by the type system for guarded recursion.

The paper is organized as follows. Section 2 gives a brief intro-
duction to the most important concepts of gDTT. More advanced

constructions of the type theory are introduced as needed. Section 3
defines the encoding of FPC and its operational semantics in gDTT.
The denotational semantics and soundness is proved in Section 4.
Computational adequacy is proved in Section 5, and the relation
capturing extensional equivalence is defined in Section 6. We con-
clude and discuss future work in Section 7.

2. Guarded recursion

In this paper we work informally within a type theory with depen-
dent types, inductive types and guarded recursion. Although induc-
tive types are not mentioned in (Bizjak et al. 2016) the ones used
here can be safely added, and so the arguments of this paper can
be formalised in gDTT. We start by recalling some core features
of this theory. In fact, for the first part of the development, we will
need just the features of (Birkedal and Møgelberg 2013), which
corresponds to the fragment of gDTT with a single clock and no
delayed substitutions. Quantification over clocks and delayed sub-
stitutions will be introduced later, when needed.

When working in type theory, we use ⌘ for judgemental equal-
ity of types and terms and = for propositional equality (sometimes
=A when we want to be explicit about the type). We also use = for
(external) set theoretical equality.

The type constructor . introduced in Section 1.1 is an ap-
plicative functor in the sense of (McBride and Paterson 2008),
which means that there is a “later application” ~ : .(A ! B) !
.A ! .B written infix, satisfying next(f)~next(t) ⌘ next(f(t))
among other axioms (see also (Birkedal and Møgelberg 2013)).
In particular, . extends to a functor mapping f : A ! B to
�x : .A. next(f)~ x.

Guarded dependent type theory comes with universes in the
style of Tarski. In this paper, we will just use a single universe
U. Readers familiar with (Bizjak et al. 2016) should think of this
as U, but since we work with a unique clock , we will omit
the subscript. The universe comes with codes for type operations,
including b+: U⇥U ! U for binary sum types, codes for dependent
sums and products, and b

. : .U ! U satisfying El(b.(next(A))) ⌘
.El(A), where we use El(A) for the type corresponding to an
element A : U. The type of b

. allows us to solve recursive type
equations using the fixed point combinator. For example, if A is
small, i.e., has a code b

A in U, the type equation (1) can be solved
by computing a code of LA as

fix(�X : .U. b+( bA,

b
.X)) .

In this paper, we will only apply the monad L to small types A.
To ease presentation, we will usually not distinguish between

types and type operations on the one hand, and their codes on the
other. We generally leave El implicit.

2.1 The topos of trees model

The topos of trees model of guarded recursion (Birkedal et al. 2012)
provides useful intuitions, and so we briefly recall it.

In the model, a closed type is modelled as a family of sets
X(n) indexed by natural numbers together with restriction maps
r

X
n : X(n + 1) ! X(n). The . type operator is modelled as
.X(1) = 1, .X(n + 1) = X(n). Intuitively, X(n) is the nth
approximation for computations of type X , thus X(n) describes
the type X as it looks if we have n computational steps to reason
about it.

Using the proposition-as-types principle, types like .

420 are
non-standard truth values. Intuitively, this is the truthvalue of
propositions that appear true for 42 computation steps, but then
are falsified after 43.

For guarded recursive type equations, X(n) describes the nth
unfolding of the type equation. For example, fixing an object A,
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⇥ 2 Type Contexts def
== hi | h⇥,↵i

` hi
` ⇥

` ⇥,↵

↵ 62 ⇥

` ⇥
⇥ ` ⇥i

1  i | ⇥ | ` ⇥
⇥ ` 1

⇥,↵ ` ⌧

⇥ ` µ↵.⌧

⇥ ` ⌧1 ⇥ ` ⌧2

⇥ ` ⌧1op ⌧2
for op 2 {+,⇥,!}

Figure 1: Rules for welformed FPC types

� 2 Expression Contexts def
== hi | h�, x : ⌧i

` ⇥
⇥ ` hi

⇥ ` � ⇥ ` ⌧

⇥ ` �, x : ⌧
x 62 �

Figure 2: Rules for welformed FPC contexts

the unique solution to (1) is

LA(n) = 1 +A(1) + · · ·+A(n)

with restriction maps defined using the restriction maps of A.
In particular, if A is a constant presheaf, i.e., A(n) = X for
some fixed X and r

A
n identities, then we can think of LA(n) as

{0, . . . , n � 1} ⇥ X + {?}. The set of global elements of LA is
then isomorphic to N ⇥X + {?}. In particular, if X = 1, the set
of global elements is !̄, the natural numbers extended with a point
at infinity.

3. FPC

This section defines the syntax, typing judgements and operational
semantics of FPC. These are inductive types in guarded type theory,
but, as mentioned earlier, we work informally in type theory, and in
particular remain agnostic with respect to choice of representation
of syntax with binding.

Unlike the operational semantics to be defined below, the typing
judgements of FPC are defined in an entirely standard way. The
grammar for terms of FPC

L,M,N ::= hi | x | inl M | inr M | fst M | snd M

| case L of x1.M ;x2.N | hM,Ni | �x : ⌧.M | MN

| fold M | unfold N

should be read as an inductive type of terms in the standard way.
Likewise the grammars for types and contexts and the typing judge-
ments defined in Figures 1, 2 and 3 should read as defining induc-
tive types in type theory, allowing us to do proofs by induction over
e.g. typing judgements.

We denote by Type

FPC
, TermFPC and ValueFPC the types of

closed FPC types and terms, and values of FPC. By a value we
mean a closed term matching the grammar

v ::= hi | inl M | inr M | hM,Ni | �x : ⌧.M | fold M

3.1 Small-step semantics

Figure 4 defines the reductions of the small-step call-by-name
operational semantics. Since the denotational semantics of FPC are
intensional, counting reduction steps, it is necessary to also count
the steps in the operational semantics in order to state the soundness
and adequacy theorems precisely. More precisely, the semantics
counts the number of unfold-fold reductions.

x : � 2 � · ` �
� ` x : � � ` hi : 1

�, x : � ` M : ⌧
� ` (�x : �.M) : � ! ⌧

� ` M : � ! ⌧ � ` N : �
� ` MN : ⌧

� ` e : ⌧1
� ` inl e : ⌧1 + ⌧2

� ` e : ⌧2
� ` inr e : ⌧1 + ⌧2

� ` L : ⌧1 + ⌧2 �, x1 : ⌧1 ` M : � �, x2 : ⌧2 ` N : �
� ` case L of x1.M ;x2.N : �

� ` M : ⌧1 ⇥ ⌧2

� ` fst M : ⌧1

� ` M : ⌧1 ⇥ ⌧2

� ` snd e : ⌧2
� ` M : ⌧1 � ` N : ⌧2
� ` hM,Ni : ⌧1 ⇥ ⌧2

� ` M : µ↵.⌧
� ` unfold M : ⌧ [µ↵.⌧/↵]

� ` M : ⌧ [µ↵.⌧/↵]
� ` fold M : µ↵.⌧

Figure 3: Typing rules for FPC terms

(�x : �.M)(N) !0
M [N/x] unfold (fold M) !1

M

case (inl L) of x1.M ;x2.N !0
M [L/x1]

case (inr L) of x1.M ;x2.N !0
N [L/x2]

fst hM,Ni !0
M snd hM,Ni !0

N

M1 !k
M2

E[M1] !k
E[M2]

E ::= [·] | EM | case E of x1.M ;x2.N

| fst E | snd E | unfold E

Figure 4: Reductions of the small-step call-by-name operational
semantics. In the last rule, k is either 0 or 1.

We next define the transitive closure of the small-step opera-
tional semantics. To ease the comparison with the big-step opera-
tional semantics, we define a generalisation of the transitive clo-
sure as a relation of the form M )k

Q to be read as ’M reduces
in k steps to a term N satisfying Q’. Here Q : TermFPC ! U is a
(proof relevant) predicate on closed terms. The more standard big-
step evaluation of terms to values can be defined as

M )k
v

def
== M )k (�N.N = v)

Definition 1. The transitive closure of the small-step relation is
defined by induction on k as follows.

M )0
Q

def
== ⌃N : TermFPC.M !0

⇤ N and Q(N)

M )k+1
Q

def
== ⌃M 0

M

00 : TermFPC.M !0
⇤ M

0 and

M

0 !1
M

00 and .(M 00 )k
Q)

Here !0
⇤ is the reflexive-transitive closure of !0.

The use of . in the second clause of Definition 1 synchronizes
the steps of FPC with those of the metalogic. This allows guarded
recursion to be used as a proof principle for operational semantics,
and is also needed to get the precise relationship to the denotational
semantics.
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v +k
Q

def
== Q(v, k)

case L of x1.M ;x2.N +k
Q

def
== L +k

Q

0 where
Q

0(inl L, l)
def
== M [L/x1] +l

Q

Q

0(inr L, l)
def
== N [L/x2] +l

Q

fst L +k
Q

def
== L +k

Q

0 where Q

0(hM,Ni,m)
def
== M +m

Q

snd L +k
Q

def
== L +k

Q

0 where Q

0(hM,Ni,m)
def
== N +m

Q

MN +k
Q

def
== M +k

Q

0 where Q

0(�x.L,m)
def
== L[N/x] +m

Q

unfold M +k
Q

def
== M +k

Q

0 where Q

0(fold N,m+ 1)
def
== .(N +m

Q)

Figure 5: The big-step operational semantics. In the definitions of Q

0 only non-empty cases are given, e.g., in the case of unfold M ,
Q

0(P, n) is defined to be the empty type unless P is of the form fold N and n is a successor.

3.2 Big-step semantics

We now define a big-step call-by-name operational semantics for
FPC. Big-step semantics are usually defined as relations between
closed terms and values. Here, we generalize to a (proof relevant)
relation of the form

M +k
Q (2)

where M is a term, k a natural number, and Q : ValueFPC ⇥ N !
U a proof relevant relation on values and natural numbers. The
statement (2) should be read as ’M evaluates in l  k steps to a
value v such that Q(v, k � l)’. As for the small-step semantics,
a step is an unfold-fold reduction. If Q : ValueFPC ! U we
overload notation and write

M +k
Q

def
== M +k (� hv, li .l = 0 and Q(v)) (3)

to be read as ’M evaluates in exactly k steps to a value satisfying
Q’. We can define more standard big-step evaluation predicates as
follows

M +k
v

def
== M +k (�w.w = v)

M + v

def
== ⌃k.M +k

v

The big-step relation is defined as an inductive type in Fig-
ure 5. Following the reading of the big-step predicate given above,
MN +k

Q holds if M reduces in l steps (for some l  k) to a
term of the form �x.L, such that L[N/x] +k�l

Q. The cases of
projections and case are similar. In the case of unfold, once M

has been reduced to fold N , one time step is consumed to reduce
unfold (fold N) to N before continuing reduction. Just as was
the case for the small-step semantics, the use of . in this rule syn-
chronizes the steps of FPC with those of the metalogic.

The use of predicates on the right hand sides of the big-step
semantics is crucial for the equivalence of the small-step and big-
step semantics. More precisely, it allows us to postpone existence
of terms to the time they are needed. For example, if MN +k

v,
and M uses one step to reduce to a value, the term �x.L that M
should reduce to is only required to exist later, rather than now,
as a more direct big-step semantics would require. This makes a
difference, since ⌃ and . do not commute.

3.3 Examples

As an example of a recursive type, one can encode the natural
numbers as

nat

def
== µ↵.1 + ↵

zero

def
== fold (inl (hi))

succ M

def
== fold (inr (M))

Using this definition we can define the term ifz of PCF. If L is a
closed term of type nat and M ,N are closed terms of type � then
define ifz as

ifz L M N

def
== case (unfold L) of x1.M ;x2.N

where x1, x2 are fresh. It is easy to see that ifz zero M N +k
Q

iff .(M +k�1
Q) and that ifz (succ L) M N +k

Q iff
.(N +k�1

Q) for any L closed term of type nat. For example,
ifz 1 0 1 +2 42 is .0.

Recursive types introduce divergent terms. For example, given
a type A, the Turing fixed point combinator on A can be encoded
as follows:

B

def
== µ↵.(↵ ! (A ! A) ! A)

✓ : B ! (A ! A) ! A

✓

def
== �x�y.y(unfold x x y)

YA
def
== ✓(fold ✓)

An easy induction shows that Y� (�x.x) +k
Q = .

k0, where
0 is the empty type.

To understand the relationship of the operational semantics de-
fined in this paper to more traditional semantics defined without
delays in the form of ., write M !k

⇤ N to mean that M reduces
to N in the transitive closure of the reduction semantics, where k

is the sum of the steps in the reduction. If M !k
⇤ v then

•
M +k

v is true
•
M +n

v is logically equivalent to .

min(n,k)0 if n 6= k, where 0
is the empty type

If, on the other hand, M is divergent in the sense that for any k

there exists an N such that M !k
⇤ N , then M +n

v is equivalent
to .

n0.

3.4 Equivalence of small-step and big-step semantics

We now state the equivalence of the two operational semantics
given above. Since the big-step operational semantics as defined
in (3) uses predicates on values, and the transitive closure of the
small-step semantics (Definition 1) uses predicates on terms, we
first introduce the notation

QT (N)
def
== ⌃v.N = v and Q(v)

such that QT : TermFPC ! U whenever Q : ValueFPC ! U.

Proposition 2. If M : TermFPC and Q : ValueFPC ! U, then
M +k

Q iff M )k
QT .

This has an immediate corollary.
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Corollary 1. M +k
v , M )k

v

The proof Proposition 2, uses a strengthened induction hypoth-
esis obtained by overloading the small step predicate once again. If
Q : TermFPC ⇥ N ! U, define

M )k
Q

def
==⌃N : TermFPC.M !0

⇤ N and Q(N, k)

or (⌃k0
,M

0
,M

00
.k = k

0 + 1 and M !0
⇤ M

0

and M

0 !1
M

00 and .(M 00 )k0
Q))

One easily proves that if Q : TermFPC ! U then

(M )k
� hN, ki .(k = 0 and Q(N))) iff M )k

Q

We omit the inductive proof for reasons of space.

4. Denotational Semantics

We now define the denotational semantics of FPC. First we recall
the definition of the guarded recursive version of the lifting monad
on types from (Paviotti et al. 2015). This is defined as the unique
solution to the guarded recursive type equation1

LA

⇠= A+ .LA

which exists because the recursive variable is guarded by a ..
This isomorphism induces a map ✓LA : .LA ! LA and a map
⌘ : A ! LA. An element of LA is either of the form ⌘(a) or
✓(r). We think of these cases as values “now” or computations
that “tick”. Moreover, given f : A ! B with B a .-algebra
(i.e., equipped with a map ✓B : .B ! B), we can lift f to a
homomorphism of .-algebras f̂ : LA ! B as follows

f̂(⌘(a))
def
== f(a)

f̂(✓(r))
def
== ✓LB(next(f̂)~ r)

Formally f̂ is defined as a fixed point of a term of type .(LA !
B) ! LA ! B.

Intuitively LA is the type of computations possibly returning
an element of A, recording the number of steps used in the com-
putation. We can define the divergent computation as ? def

== fix(✓)

and a “delay” map �LA of type LA ! LA for any A as �LA
def
==

✓LA � next. The latter can be thought of as adding a step to a com-
putation.

4.1 Interpretation of types

The typing judgement ⇥ ` ⌧ is interpreted as a map of type
U |⇥| ! U, where |⇥| is the cardinality of the set of variables in
⇥. This interpretation map is defined by a combination of induction
and guarded recursion for the case of recursive types as in Figure 6.

More precisely, the case of recursive types is defined the fixed
point of a map from .(U |⇥| ! U) to U |⇥| ! U defined as follows:

�X.�⇢.

b
.(next(J⌧K)~ next(⇢)~ (X ~ next(⇢))

ensuring (using El(�) explicitly)

El(J⇥ ` µ↵.⌧K ⇢)
⌘ El(b.(next(J⌧K)~ next(⇢)~ (next(J⇥ ` µ↵.⌧K)~ next(⇢))))

⌘ El(b.(next(J⌧K (⇢, (J⇥ ` µ↵.⌧K ⇢)))))
⌘ .El(J⌧K (⇢, (J⇥ ` µ↵.⌧K ⇢)))

The substitution lemma for types can be proved using guarded
recursion in the case of recursive types.

1 Since guarded recursive types are encoded using universes, L is strictly an
operation on U. As stated in Section 2 we will only apply L to types that
have codes in U.

J⇥ ` ↵K (⇢) def
== ⇢(↵)

J⇥ ` 1K (⇢) def
== L1

J⇥ ` ⌧1 ⇥ ⌧2K (⇢) def
== J⇥ ` ⌧1K (⇢)⇥ J⇥ ` ⌧2K (⇢)

J⇥ ` ⌧1 + ⌧2K (⇢) def
== L(J⇥ ` ⌧1K (⇢) + J⇥ ` ⌧2K (⇢))

J⇥ ` ⌧1 ! ⌧2K (⇢) def
== J⇥ ` ⌧1K (⇢) ! J⇥ ` ⌧2K (⇢)

J⇥ ` µ↵.⌧K (⇢) def
== .(J⇥,↵ ` ⌧K (⇢, J⇥ ` µ↵.⌧K (⇢)))

Figure 6: Interpretation of FPC types

✓1
def
== �x : . J1K .✓LJ1K(x)

✓⌧1⇥⌧2
def
== �x : . J⌧1 ⇥ ⌧2K .h✓⌧1(.(⇡1)(x)), ✓⌧2(.(⇡2)(x))i

✓⌧1+⌧2
def
== �x : . J⌧1 + ⌧2K .✓LJ⌧1+⌧2K(x)

✓�!⌧
def
== �f : (.(J�K ! J⌧K).�x : J�K .✓⌧ (f ~ (next(x)))

✓µ↵.⌧
def
== �x : . Jµ↵.⌧K . next(✓⌧ [µ↵.⌧/↵])~ (x)

Figure 7: Definition of ✓� : . J�K ! J�K

Lemma 3 (Substitution Lemma for Types). Let � be a well-formed
type with variables in ⇥ and let ⇢ be of type U |⇥|, for ⇥,� ` ⌧ ,
J⇥ ` ⌧ [�/�]K (⇢) = J⇥,� ` ⌧K (⇢, J⇥ ` �K (⇢))

The following lemma follows directly from the substitution
lemma.

Lemma 4. For all types ⌧ and environments ⇢ of type U |⇥|,
J⇥ ` µ↵.⌧K (⇢) = . J⇥ ` ⌧ [µ↵.⌧/↵]K (⇢).

The interpretation of every closed type ⌧ carries a .-algebra
structure, i.e., a map ✓⌧ : . J⌧K ! J⌧K, defined by guarded re-
cursion and structural induction on ⌧ as in Figure 7. The case of
products uses the functorial action of . as described in Section 2.
The .-algebra for the unit type and for the sum type exists due
to them being interpreted using the lifting monad. The case of re-
cursive types is welltyped by Lemma 4. More formally, ✓ can be
defined using a fix, but since this is most easily done using delayed
substitutions, we postpone this to Section 5.2.

Using the ✓ we define the delay operation which, intuitively,
takes a computation and adds one step.

��
def
== ✓� � next .

4.2 Interpretation of terms

Figure 8 defines the interpretation of judgements � ` M : �

as functions from J�K to J�K where Jx1 : �1, · · · , xn : �nK def
==

J�1K ⇥ · · · ⇥ J�nK. In the case of case, b
f refers to the exten-

sion of functions to homomorphisms defined above, using the fact
that all types carry a .-algebra structure. The interpretation of
fold is welltyped because next(JMK (�)) has type . J⌧ [µ↵.⌧/↵]K
which by Lemma 4 is equal to Jµ↵.⌧K. In the case of unfold,
since JMK (�) has type Jµ↵.⌧K, which by Lemma 4 is equal to
. J⌧ [µ↵.⌧/↵]K, the type of ✓⌧ [µ↵.⌧/↵](JMK (�)) is J⌧ [µ↵.⌧/↵]K.

Clearly, Junfold (fold M)K (�) = ��(JMK) for every M of
type ⌧ [µ↵.⌧/↵]. This is used to prove the soundness theorem.

Theorem 5 (Soundness). Let M be a closed term of type ⌧ , if
M +k

v then JMK (⇤) = �

k JvK (⇤)
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J� ` t : �K : J�K ! J�K

J� ` xK (�) def
== �(x)

J� ` hiK (�) def
== ⌘(?)

J� ` hM,NiK (�) def
== hJMK (�), JNK (�)i

J� ` fst MK (�) def
== ⇡1(JMK (�))

J� ` snd MK (�) def
== ⇡2(JMK (�))

J� ` �x.MK (�) def
== �x. JMK (�, x)

J� ` MNK (�) def
== JMK (�)(JNK (�))

J� ` inl EK (�) def
== ⌘(inlJEK (�))

J� ` inr EK (�) def
== ⌘(inrJEK (�))

J� ` case L of x1.M ;x2.NK (�) def
== b

f(JLK (�))

where f(inl(x1))
def
== JMK (�, x1)

f(inr(x2))
def
== JNK (�, x2)

J� ` fold MK (�) def
== next(JMK (�))

J� ` unfold MK (�) def
== ✓⌧ [µ↵.⌧/↵](JMK (�))

Figure 8: Interpretation of FPC terms

5. Computational Adequacy

Computational adequacy is opposite implication of Theorem 5 in
the case of terms of unit type. It is proved by constructing a (proof
relevant) logical relation between syntax and semantics. The re-
lation cannot be constructed just by induction on the structure of
types, since in the case of recursive types, the unfolding can be big-
ger than the recursive type. Instead, the relation is constructed by
guarded recursion: we assume the relation exists later, and from
that assumption construct the relation now by structural induction
on types. Thus the well-definedness of the logical relation is en-
sured by the type system of gDTT, more specifically by the rules
for guarded recursion. This is in contrast to the classical proof in
domain theory (Pitts 1996), where existence requires a separate ar-
gument.

The logical relation uses a lifting of relations on values available
now, to relations on values available later. To define this lifting, we
need delayed substitutions, an advanced feature of gDTT.

5.1 Delayed substitutions

In gDTT, if �, x : A ` B type is a well formed type and t has
type .A in context �, one can form the type . [x � t] .B. One
motivation for this is to generalise ~ (described in Section 2) to a
dependent version: if f : .(⇧(x : A).B), then f ~ t : . [x � t] .B.
The idea is that if t will eventually reduce to a term of the form
nextu, and then . [x � t] .B will be equal to .B[u/x]. But if t is
open, we may not be able to do this reduction yet.

More generally, we define the notion of delayed substitution as
follows. Suppose �, x1 : A1 . . . xn : An ` is a wellformed context,
and all Ai are independent, i.e., no xj appears in an Ai. A delayed
substitution ⇠ : � _ x1 : A1 . . . xn : An is a vector of terms ⇠ =
[x1 � t1, . . . , xn � tn] such that � ` ti : Ai. (Bizjak et al. 2016)
gives a more general definition of delayed substitution allowing
dependencies between the Ai’s, but for this paper we just need the
definition above.

next ⇠ [x � next ⇠.t] .B ⌘ next ⇠.(B[t/x]) (4)
next ⇠ [x � t] .x ⌘ t (5)
next ⇠ [x � t] .u ⌘ next ⇠.u (6)

next ⇠ [x � t, y � u] ⇠0.v ⌘ next ⇠ [y � u, x � t] ⇠0.v (7)

next ⇠. next ⇠

0
.u ⌘ next ⇠

0
. next ⇠.u (8)

(next ⇠.t =.⇠.A next ⇠.s) ⌘ .⇠.(t =A s) (9)
8.(x[] =A y[]) ⌘ (x =8.A y) (10)

El(b.(next ⇠.A)) ⌘ .⇠.El(A) (11)

Figure 9: The notation ⇠ [x � t] means the extension of the delayed
substitution ⇠ with [x � t]. Rule (6) requires x not free in u. Rule
(8) requires that none of the variables in the codomains of ⇠ and
⇠

0 appear in the type of u, and that the codomains of ⇠ and ⇠

0 are
independent.

If ⇠ : � _ �0 is a delayed substitution and �,�0 ` B type is
a wellformed type, then the type .⇠.B is wellformed in context �.
The introduction form states next ⇠.u : .⇠.B if �,�0 ` u : B.

In Figure 9 we recall some rules from (Bizjak et al. 2016)
needed below. Of these, (4) and (5) can be considered � and ⌘ laws,
and (6) is a weakening principle. Rules (4), (6) and (7) also have
obvious versions for types, e.g.,

.⇠ [x � next ⇠.t] .B ⌘ .⇠.(B[t/x]) (12)

Rather than be taken as primitive, later application ~ can be
defined using delayed substitutions as

g ~ y

def
== next [f � g, x � y] .f(x) (13)

Note that with this definition, the rule next(f(t)) ⌘ next f~next t

from Section 2 generalises to

next ⇠.(f t) ⌘ (next ⇠.f)~ (next ⇠.t) (14)

which follows from (4).
Rules (5), (6) and (8) imply the rule

next ⇠ [x � t] . nextx ⌘ next ⇠ [x � t] .t

which by (9) gives an inhabitant of

.⇠ [x � t] .(nextx = t) (15)

Rule (10) is simply clock extensionality.

5.2 Well-definedness of ✓

As advertised above, we now show how ✓ of Figure 7 can be
formally constructed as a fixed point of a term of type

G : .(⇧� : Type
FPC

.(. J�K ! J�K)) ! ⇧�.(. J�K ! J�K)
Suppose F : .(⇧� : Type

FPC
.(. J�K ! J�K)), and define G(F )

essentially as in Figure 7 but with the clause G(F )⌧ [µ↵.⌧/↵] for
recursive types being defined as

�x : . Jµ↵.⌧K . next
⇥
F

0 � F, x

0 � x

⇤
.(F 0

⌧ [µ↵.⌧/↵](x
0))

Define ✓ as the fixed point of G. Then

✓µ↵.⌧ (x) ⌘ G(next (✓))µ↵.⌧ (x)

⌘ next

⇥
F

0 � next (✓), x0 � x

⇤
.(F 0

⌧ [µ↵.⌧/↵](x
0))

⌘ next

⇥
x

0 � x

⇤
.(✓⌧ [µ↵.⌧/↵](x

0))

⌘ next(✓⌧ [µ↵.⌧/↵])~ (x)
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⌘(⇤) R1 M

def
== M +0 hi

✓1(x) R1 M

def
== ⌃M 0

,M

00 : TermFPC.M !0
⇤ M

0 !1
M

00

and x .R1 next(M 00)

x R⌧1⇥⌧2 M

def
== ⇡1(x) R⌧1 fst (M)

and ⇡2(x) R⌧2 snd (M)

⌘(inl(x)) R⌧1+⌧2 M

def
== ⌃L.M +0

inl L s.t. x R⌧1 L

⌘(inr(x)) R⌧1+⌧2 M

def
== ⌃L.M +0

inr L s.t. x R⌧2 L

✓⌧1+⌧2(x) R⌧1+⌧2 L

def
== ⌃M 0

,M

00 : TermFPC.M !0
⇤ M

0 !1
M

00

and x .R⌧1+⌧2 next(M 00)

f R⌧!� M

def
== ⇧x : J⌧K , N : TermFPC.x R⌧ N

! f(x) R� (MN)

x Rµ↵.⌧ M

def
== ⌃M 0

M

00
.unfold M !0

⇤ M

0 !1
M

00

and x .R⌧ [µ↵.⌧/↵] next(M 00)

Figure 10: The logical relation R⌧ : J⌧K ⇥ TermFPC ! U.

5.3 A logical relation between syntax and semantics

Figure 10 defines the logical relation between syntax and seman-
tics. It uses the following operation lifting relations from A to B to
relations from .A to .B:

t .R u

def
== . [x � t, y � u] .(x R y) (16)

As a consequence of (12) the following statement holds:

(next ⇠.t) .R (next ⇠.u) ⌘ .⇠.(t R u) (17)

This lifting operation can also be expressed on codes mapping
R : A ! B ! U to

�x : .A, y : .B.

b
.(next

⇥
x

0 � x, y

0 � y

⇤
.(x0 R y

0))

in fact, this operation can be shown to factor as F � next, for some
F : .(A ! B ! U) ! .A ! .B ! U. Using this, one can
formally define the logical relation as a fixed point of a function of
type

.(⇧(⌧ : Type
FPC

). J⌧K ⇥ TermFPC ! U) !
(⇧(⌧ : Type

FPC
). J⌧K ⇥ TermFPC ! U)

similarly to the formal definition of ✓ explained in Section 5.2.

5.4 Proof of computational adequacy

Computational adequacy follows from the fundamental lemma be-
low, stating that all terms respect the logical relation. The proof of
the fundamental lemma rests on the following two key lemmas.

Lemma 6. If x R� N and M !0
⇤ N then x R� M .

Lemma 7. If x .R⌧ next(M) and M

0 !1
M then ✓⌧ (x)R⌧ M

0.

Proof. The proof is by guarded recursion, so we assume that the
lemma is “later true”, i.e., that we have an inhabitant of the type
obtained by applying . to the statement of the lemma. We proceed
by induction on ⌧ . The interesting case is the one of µ↵.⌧ . Assume
x .Rµ↵.⌧ next(M) and M

0 !1
M . By definition of .R this

implies . [y � x] .(y Rµ↵.⌧ M) which by definition of Rµ↵.⌧ is

. [y � x] .⌃N 0
N

00
.unfold M !0

⇤ N

0 and

N

0 !1
N

00 and (y .R⌧ [µ↵.⌧/↵] next(N 00))

Since zero-step reductions cannot eliminate outer unfold’s, N 0

must be on the form unfold N for some N , such that M !0
⇤ N .

Thus, we can apply the guarded induction hypothesis to get

. [y � x] .(⌃N.M !0
⇤ N and

(✓⌧ [µ↵.⌧/↵](y) R⌧ [µ↵.⌧/↵] unfold N))

Since unfold M !0
⇤ unfold N , by Lemma 6 we get

. [y � x] .(✓⌧ [µ↵.⌧/↵](y) R⌧ [µ↵.⌧/↵] unfold M)

which by (17) is

next [y � x] .(✓⌧ [µ↵.⌧/↵](y)) .R⌧ [µ↵.⌧/↵] next(unfold M)

By (13) this implies

next(✓⌧ [µ↵.⌧/↵])~ x .R⌧ [µ↵.⌧/↵] next(unfold M)

Since by assumption M

0 !1
M also unfold M

0 !1
unfold M

thus, by definition of the logical relation

next(✓⌧ [µ↵.⌧/↵])~ x Rµ↵.⌧ M

0

By definition next(✓⌧ [µ↵.⌧/↵]) ~ x is equal to ✓µ↵.⌧ (x) thus we
can derive

✓µ↵.⌧ (x) Rµ↵.⌧ M

0

as we wanted.

Lemma 8 (Fundamental Lemma). Suppose � ` M : ⌧ , for
� ⌘ x1 : ⌧1, · · · , xn : ⌧n and Ni : ⌧i, �i : J⌧iK and �i RJ⌧iK Ni

for i 2 {1, . . . , n}, then JMK (~�) R⌧ M [ ~N/~x]

Proof. The proof is by induction on the typing judgment. Here we
sketch the most interesting cases, namely those of unfold and
fold .

� ` unfold M : ⌧ [µ↵.⌧/↵] we want to show that

Junfold MK (~�) R⌧ [µ↵.⌧/↵] (unfold M)[ ~N/~x]

By induction hypothesis we know that

JMK (~�) Rµ↵.⌧ (M [ ~N/~x])

which means that there exists M 0 and M

00 such that

unfold (M [ ~N/~x]) !0
⇤ M

0 and M

0 !1
M

00

and that JMK (~�) .R⌧ [µ↵.⌧/↵] next(M 00). By Lemma 7

✓⌧ [µ↵.⌧/↵](JMK (~�)) R⌧ [µ↵.⌧/↵] M
0

and since unfold (M [ ~N/~x]) !0
⇤ M

0 by Lemma 6 we get

✓⌧ [µ↵.⌧/↵](JMK (~�)) R⌧ [µ↵.⌧/↵] unfold (M [ ~N/~x])

By definition of the interpretation

Junfold MK (~�) R⌧ [µ↵.⌧/↵] unfold (M [ ~N/~x])

which is what we wanted.
For the case � ` fold M : µ↵.⌧ we want to show that

Jfold MK (~�) Rµ↵.⌧ (fold M)[ ~N/~x]

First off, by definition of the substitution function (fold M)[ ~N/~x])
is equal to fold (M [ ~N/~x]). Thus, by definition of the logi-
cal relation we have to show that there exist M 0 and M

00 such
that unfold (fold (M [ ~N/~x])) !0

⇤ M

0, M

0 !1
M

00 and
that Jfold MK (~�) .R⌧ [µ↵.⌧/↵] next(M 00). Setting M

00 to be
(M [ ~N/~x]), we are left to show that

Jfold MK (~�) .R⌧ [µ↵.⌧/↵] next(M [ ~N/~x])

which is equal by definition of the interpretation function to

next(JMK (~�)) .R⌧ [µ↵.⌧/↵] next((M [ ~N/~x]))
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The latter is equal by (17) to

.(JMK (~�) R⌧ [µ↵.⌧/↵] (M [ ~N/~x]))

which is true by induction hypothesis.

From the Fundamental lemma we can now prove computational
adequacy.

Theorem 9 (Intensional Computational Adequacy). If M : 1 is a
closed term then M +k hi iff JMK (⇤) = �

k(⌘(?)).

Proof. The proof is similar to (Paviotti et al. 2015).

From Theorem 9 one can deduce that whenever two terms
have equal denotations they are contextually equivalent in a very
intensional way, as we now describe. By a context, we mean a term
C[�] with a hole, and we say that C[�] has type �, ⌧ ! (�, 1) if
C[M ] is a closed term of type 1, whenever � ` M : ⌧ .

Corollary 2. Suppose � ` M : ⌧ and JMK = JNK. If C[�] has
type �, ⌧ ! (�, 1) and C[M ] +k hi also C[N ] +k hi.

6. Extensional Computational Adequacy

Our model of FPC is intensional in the sense that it distinguishes
between computations computing the same value in a different
number of steps. In this section we define a logical relation which
relates elements of the model if they differ only by a finite number
of computation steps. In particular, this also means relating ? to ?.

To do this we need to consider global behaviour of computa-
tions, as opposed to the local (or finitely computable) behaviour
captured by the guarded recursive lifting monad L. To understand
what this means, consider the interpretation of L1 in the topos of
trees as described in Section 2.1. For each number n, the set

L1(n) = {?, 0, 1, . . . , n� 1}
describes computations terminating in at most n� 1 steps or using
at least n steps (corresponding to ?). It cannot distinguish between
termination in more than n � 1 steps and real divergence. Our
relation should relate a terminating value x in L1(n) to any other
terminating value, but not real divergence, which is impossible, if
divergence cannot be distinguished from slow termination.

On the other hand, consider the partiality monad (Capretta
2005) Lgl defined as the coinductive solution to the type equation

L

gl
A

⇠= A+ L

gl
A (18)

When interpreted in Set, Lgl1 is !̄, i.e., describes the set of all
possible behaviors of a computation of unit type.

Coinductive types can be encoded in gDTT using guarded re-
cursive types, following ideas of Atkey and McBride (Atkey and
McBride 2013; Møgelberg 2014). The encoding uses universal
quantification over clocks, which we now briefly recall, refering
to (Bizjak et al. 2016) for details.

6.1 Universal quantification over clocks

In gDTT all types and terms are typed in a clock context, i.e., a
finite set of names of clocks. For each clock , there is a type con-
structor


., a fixed point combinator, and so on. The development of

this paper so far has been in a context of a single implicit clock 

which we are going to make explicit only when necessary to avoid
clutter.

If A is a type in a context where  does not appear, one can
form the type 8.A, binding . This construction behaves in many
ways similarly to polymorphic quantification over types in System
F. There is an associated binding introduction form ⇤.(�) (appli-
cable to terms, where  does not appear free in the context), and
elimination form t[0] having type A[0

/] whenever t : 8.A.

The type system allows for a restricted elimination rule for ..
If t is of type .A in a context where  does not appear free, then
prev .t has type 8.A. Using prev . we can define a term force:

force : 8..A ! 8.A

force

def
== �x. prev .x[]

(19)

The type constructor 8.(�) is modelled by taking sets of
global elements. In particular, 8.L1 is modelled as !̄. In fact, one
can prove in the type theory, that defining

L

gl
A

def
== 8.LA

gives a coinductive solution to (18), if  is not free in A (Møgelberg
2014). For types A and B we say the two are type isomorphic if
there exist two terms f : A ! B and g : B ! A such that
f(g(x)) ⌘ x and g(f(x)) ⌘ x. When A is a type that does not
mention any free clock variables and B is free with x : A and a
clock variable , the following type isomorphism is derivable from
the gDTTrules (Bizjak et al. 2016)

8.⌃(x : A).B ⇠= ⌃(x : A).8.B (20)

6.2 Global interpretation of types and terms

As said above, the model of FPC can be considered as being defined
w.r.t. an implicit clock . To be consistent with the notation of the
previous sections,  will remain implicit in the denotations of types
and terms, although one might choose to write e.g. J�K to make
the clock explicit.

We define global interpretations of types and terms as follows:

J�Kgl def
== 8. J�K

JMKgl def
== ⇤. JMK

such that if � ` M : ⌧ , then

JMK : 8.(J�K ! J⌧K)

Note that J�Kgl is a wellformed type, because J�K is a wellformed
type in context � : Type

FPC
and Type

FPC
is an inductive type

formed without reference to clocks or guarded recursion, thus 

does not appear in Type

FPC
. By a similar argument JMKgl is well-

typed.
Define for all � the delay operator �

gl
� : J�Kgl ! J�Kgl as

follows
�

gl
� (x)

def
== ⇤.��(x[]) (21)

Similarly for LA, �glLA(x)
def
== ⇤.�LA(x[]).

6.3 A weak bisimulation relation for the lifting monad

Before defining the logical relation on the interpretation of types,
we define a relational version of the guarded recursive lifting
monad L. If applied to the identity relation on a type A in which
 does not appear, we obtain a weak bisimulation relation sim-
ilar to the one defined by Danielsson (Danielsson 2012) for the
coinductive partiality monad.

Definition 10. For a relation R : A ⇥ B ! U define the lifting
LR : LA ⇥ LB ! U by guarded recursion and case analysis on
the elements of LA and LB:

⌘(x) LR ⌘(y)
def
== x R y

⌘(x) LR ✓LB(y)
def
== ⌃n, y0

.✓LB(y) = �

n
LB(⌘(y

0)) and x R y

0

✓LA(x) LR ⌘(y)
def
== ⌃n, x0

.✓LA(x) = �

n
LA(⌘(x

0)) and x

0
R y

✓LA(x) LR ✓LB(y)
def
== x .LR y
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The lifting of R, intuitively, captures computations that differ
for a finite amount of computational steps or both diverge. For
example, ? as defined in Section 4 is always related to itself
which can be shown by guarded recursion as follows. Suppose
.(? LR ?). Since ? = ✓(next(?)), to prove ? LR ?, we
must prove next(?) .LR next(?). But, this type is equal to the
assumption .(? LR ?) by (17).

We can also prove that LR is closed under application of � on
either side.

Lemma 11. If R : A⇥ B ! U, and x LR y then x LR �LB(y)
and �LA(x) LR y.

Proof. Assume x LR y. We show x LR �LB(y). The proof is by
guarded recursion, hence we first assume:

.(⇧x : LA, y : LB.x LR y ) x LR �LB(y)). (22)

We proceed by case analysis on x and y.
We show only the case when x = ✓LA(x

0) and y = ✓LB(y
0).

The assumption in this case is x

0
.LR y

0, which means by (16),
. [x00 � x

0
, y

00 � y

0] .x00
LR y

00. By the guarded recursion hy-
pothesis (22) we get

.

⇥
x

00 � x

0
, y

00 � y

0⇤
.x

00
LR �LB(y

00)

which can be rewritten to

.

⇥
x

00 � x

0
, y

00 � y

0⇤
.x

00
LR ✓LB(next(y

00)) (23)

By (15) there is an inhabitant of the type

.

⇥
x

00 � x

0
, y

00 � y

0⇤
.(next(y00) = y

0)

and thus (23) implies . [x00 � x

0] .x00
LR ✓LB(y

0), which, by (17)
and since y = ✓LB(y

0) equals x

0
.LR next(y). By definition,

this is ✓LA(x
0) LR ✓LB(next(y)) which since x = ✓LA(x

0) is
x LR �LB(y).

We can lift this result to L

gl as follows. Suppose R : A⇥B !
U and  not in A or B. Define L

gl
R : Lgl

A⇥ L

gl
B ! U as

x L

gl
R y

def
== 8.x[] LR y[]

Lemma 12. Let x : L

gl
A and y : L

gl
B. If x L

gl
R y then

x L

gl
R �

gl(y) and �

gl(x) Lgl
R y.

One might expect that �LA(x) LR �LB(y) implies x LR y.
This is not true, it only implies .(x LR y). In the case of L

gl,
however, we can use force to remove the ..

Lemma 13. For all x : L

gl
A and y : L

gl
B and for all R :

A⇥B ! U, if �glLA(x) L
gl
R �

gl
LB(y) then x L

gl
R y.

Proof. Assume �

gl
LA(x) L

gl
R �

gl
LB(y). We can rewrite this type by

unfolding definitions and (17) as follows.

�

gl
LA(x) L

gl
R �

gl
LB(y) ⌘ 8.(�glLA(x))[] LR (�glLB(y))[]

⌘ 8.(�LA(x[])) LR (�LB(y[]))

⌘ 8.(next(x[]) .LR next(y[]))

⌘ 8..(x[] LR (y[]))

Using force (19) this implies 8.(x[] LR (y[])) which is equal
to x L

gl
R y.

Lemma 14. For all x of type L

gl
A and y of type L

gl
B, if

�

gl
LA(x) L

gl
R y then x L

gl
R y.

Proof. Assume �

gl
LA(x) L

gl
R y. Then by applying Lemma 12 we

get �

gl
LA(x) L

gl
R �

gl
LB(y) and by applying Lemma 13 we get

x L

gl
R y.

x ⇡1 y

def
== x L(=1) y

x ⇡⌧1+⌧2 y

def
== x L( ⇡⌧1 + ⇡⌧2 ) y

x ⇡⌧1⇥⌧2 y

def
== ⇡1(x) ⇡⌧1 ⇡1(y) and ⇡2(x) ⇡⌧2 ⇡2(y)

f ⇡�!⌧ g

def
== ⇧(x, y : J�K).x ⇡� y ! f(x) ⇡⌧ g(y)

x ⇡µ↵.⌧ y

def
== x . ⇡⌧ [µ↵.⌧/↵] y

Figure 11: The logical relation ⇡⌧ is a predicate over denotations
of ⌧ of type J⌧K ⇥ J⌧K ! U

6.4 Relating terms up to extensional equivalence

Figure 11 defines for each FPC type ⌧ the logical relation ⇡⌧ :
J⌧K ⇥ J⌧K ! U. The definition is by guarded recursion, and the
well-definedness can be formalised using an argument similar to
that used for well-definedness of ✓ explained in Section 5.2. The
case of recursive types is well typed by Lemma 4. The figure uses
the following lifting of relations to sum types.

Definition 15. Let R : A⇥B ! U and R

0 : A0⇥B

0 ! U. Define
(R+R

0) : (A+A

0)⇥ (B+B

0) ! U by case analysis as follows
(omitting false cases)

inl(x) (R+R

0) inl(y)
def
== x R y

inr(x) (R+R

0) inr(y)
def
== x R

0
y

The logical relation can be generalised to open terms and the
global interpretation of terms as in the next two definitions.

Definition 16. For � ⌘ x1 : �1, · · · , xn : �n and for f , g of type
J�K ! J⌧K define

f ⇡�,⌧ g

def
== ⇧(~x, ~y : J~�K).~x ⇡~� ~y ! f(~x) ⇡⌧ g(~y)

Definition 17. For f, g of type 8.(J�K ! J⌧K) define

f ⇡gl
�,⌧ g

def
== 8.f [] ⇡�,⌧ g[]

Contextual equivalence of FPC is defined in the standard way
by observing convergence at unit type.

Definition 18. Let � ` M,N : ⌧ . We say that M,N are contex-
tually equivalent, written M ⇡CTX N , if for all contexts C of type
(�, ⌧) ! (�, 1)

8.C[M ] + hi () 8.C[N ] + hi

Finally we can state the main theorem of this section.

Theorem 19 (Extensional Computational Adequacy). If � `
M,N : ⌧ and JMKgl ⇡gl

�,⌧ JNKgl then M ⇡CTX N

We now sketch a proof of Theorem 19. The first lemma needed
for the proof states that the interpretation of any term is related to it
self. This needs to be proved by induction over terms, as the logical
relation is not reflexive, as also noted by Escardó (Escardó 1999).
As a counter example, consider a function f : J1K ! J1K which
diverges if its input takes a step and converges otherwise. Such a
function is definable in the metalanguage, but not in FPC.

Lemma 20. If � ` M : �, then JMK ⇡�,� JMK.

The global lifting of the logical relation is closed under context.

Lemma 21. If � ` M,N : ⌧ and JMK ⇡gl
�,⌧ JNK then for all

contexts C of type (�, ⌧) ! (�, 1), JC[M ]K ⇡gl
(�,1) JC[N ]K
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The following lemma states that if two computations of unit
type are related then the first converges iff the second converges.
Note that this lemma needs to be stated using the fact that the two
computations are globally related.

Lemma 22. For all x, y of type J1Kgl, if x ⇡gl
(�,1) y then

⌃n.x = (�gl1 )n(⌘(?)) , ⌃m.y = (�gl1 )m(⌘(?))

Proof. (Sketch). We show the left to right implication, so suppose
x = (�gl1 )n(⌘(?)). The proof proceeds by induction on n. If n = 0
then since by assumption 8.x[] ⇡1 y[], by definition of
⇡1 , for all , there exists an m such that y[] = �

m
1 (⌘(?)). By

type isomorphism (20), since m is a natural number, this implies
there exists m such that for all , y[] = �

m
1 (⌘(?)) which implies

y = (�gl1 )m(⌘(?)) by clock extensionality (10).
In the inductive case n = n

0 + 1, since by Lemma 14
(�gl1 )n

0
(JvKgl) ⇡gl

1 y, the induction hypothesis implies ⌃m.y =
(�gl1 )m(⌘(?)).

Proof of Theorem 19. Suppose JMKgl ⇡gl
�,⌧ JNKgl and that C

has type (�, ⌧) ! (�, 1). We show that if 8.C[M ] + hi
also 8.C[N ] + hi. So suppose 8.C[M ] + hi. By defini-
tion this means 8.⌃n.C[M ] +n hi. Since n is a natural num-
ber, i.e. a type that does not mention any clock variable, by
type isomorphism (20) we have that there exists n such that
8.C[M ] +n hi. By Adequacy Theorem 9 we get 8. JC[M ]K =
(�1)

n(⌘(?)) which is equivalent to JC[M ]Kgl = (�gl1 )n(⌘(?)).
We can apply Lemma 21 together with the assumption and get
JC[M ]Kgl ⇡gl

1 JC[N ]Kgl, so by Lemma 22 there exists an m

such that JC[N ]Kgl = (�gl1 )m(⌘(?)) which means there exists an
m such that 8. JC[N ]K = (�1)

m(⌘(?)). By applying Adequacy
Theorem 9 once again we get 8.C[N ] + hi as desired.

7. Conclusions and Future Work

We have shown that programming languages with recursive types
can be given sound and computationally adequate denotational se-
mantics in guarded dependent type theory. The semantics is inten-
sional, in the sense that it can distinguish between computations
computing the same result in different number of steps, but we
have shown how to capture extensional equivalence in the model
by constructing a logical relation on the interpretation of types.

This work can be seen as a first step towards a formalisation
of domain theory in type theory. Other, more direct formalisations
have been carried out in Coq, e.g. (Benton et al. 2009) but we
believe that the synthetic viewpoint offers a more abstract and
simpler presentation of the theory. Moreover, we hope that the
success of guarded recursion for operational reasoning, mentioned
in the introduction, can be carried over to denotational models of
advanced programming language features in future work.

Future work also includes implementation of gDTT in a proof
assistant, allowing for the theory of this paper to be machine veri-
fied. Currently, initial experiments are being carried out in this di-
rection.
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Abstract

We develop a dependent type theory that is based purely on in-
ductive and coinductive types, and the corresponding recursion and
corecursion principles. This results in a type theory with a small
set of rules, while still being fairly expressive. For example, all
well-known basic types and type formers that are needed for us-
ing this type theory as a logic are definable: propositional con-
nectives, like falsity, conjunction, disjunction, and function space,
dependent function space, existential quantification, equality, natu-
ral numbers, vectors etc. The reduction relation on terms consists
solely of a rule for recursion and a rule for corecursion. The reduc-
tion relations for well-known types arise from that. To further sup-
port the introduction of this new type theory, we also prove funda-
mental properties of its term calculus. Most importantly, we prove
subject reduction and strong normalisation of the reduction rela-
tion, which gives computational meaning to the terms.

The presented type theory is based on ideas from categorical
logic that have been investigated before by the first author, and
it extends Hagino’s categorical data types to a dependently typed
setting. By basing the type theory on concepts from category theory
we maintain the duality between inductive and coinductive types,
and it allows us to describe, for example, the function space as a
coinductive type.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic

Keywords Dependent Types, Inductive Types, Coinductive Types,
Fibrations

1. Introduction

In this paper, we develop a type theory that is based solely on de-
pendent inductive and coinductive types. By this we mean that the
only way to form new types is by specifying the type of their cor-
responding constructors or destructors, respectively. From such a
specification, we get the corresponding recursion and corecursion
principles. One might be tempted to think that such a theory is
relatively weak as, for example, there is no function space type.
However, as it turns out, the function space is definable as a coin-
ductive type. Other type formers, like the existential quantifier, that
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are needed in logic, are definable as well. Thus, the type theory we
present in this paper encompasses intuitionistic predicate logic.

Why do we need another type theory, especially since Martin-
Löf type theory (MLTT) (Martin-Löf 1975) or the calculus of in-
ductive constructions (CoIC) (Paulin-Mohring 1993; Werner 1994;
Bertot and Castéran 2004) are well-studied frameworks for intu-
itionistic logic? The main reason is that the existing type theories
have no explicit dependent coinductive types. Giménez (Giménez
1995) discusses an extension of the CoIC with coinductive types
and guarded recursive schemes but proves no properties about the
conversion relation. On the other hand, Sacchini (Sacchini 2013)
extended the CoC with streams, and proves subject reduction and
strong normalisation. However, the problem of limited support for
general coinductive types remains. Finally, we should also mention
that general coinductive types are available in implementations like
Coq (Coq Development Team 2012), which is based on (Giménez
1995), Agda (Agda 2015) and Nuprl (Constable 1997). Yet, none
of these has a formal justification, and Coq’s coinductive types are
even known to have problems (e.g. related to subject reduction).

One might argue that dependent coinductive types can be en-
coded through inductive types, see (Ahrens et al. 2015; Basold
2015). However, it is not clear whether such an encoding gives rise
to a good computation principle in an intensional type theory such
as MLTT or CoIC, see (cLab 2016). This becomes an issue once
we try to prove propositions about terms of coinductive type.

Other reasons for considering a new type theory are of foun-
dational interest. First, taking inductive and coinductive types as
core of the type theory reduces the number of deduction rules con-
siderably compared to, for example, MLTT with W- and M-types.
Second, it is an interesting fact that the (dependent) function space
can be described as a coinductive type. This is well-known in cat-
egory theory but we do not know of any treatment of this fact in
type theories. Thus the presented type theory allows us to deepen
our understanding of coinductive types.

Contributions Having discussed the raison d’être of this paper,
let us briefly mention the technical contributions. First of all, we
introduce the type theory and show how important logical operators
can be represented in it. We also discuss some other basic examples,
including one that shows the difference to existing theories with
coinductive types. Second, we show that computations of terms,
given in form of a reduction relation, are meaningful, in the sense
that the reduction relation preserves types (subject reduction) and
that all computations are terminating (strong normalisation). Thus,
under the propositions-as-types interpretation, our type theory can
serve as formal framework for intuitionistic reasoning.

Related Work A major source of inspiration for the setup of our
type theory is categorical logic. Especially, the use of fibrations,
brought forward in (Jacobs 1999), helped a great deal in under-
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standing how coinductive types should be treated. Another source
of inspiration is the view of type theories as internal language or
even free model for categories, see for example (Lambek and Scott
1988). This view is especially important in topos theory, where final
coalgebras have been used as foundation for predicative, construc-
tive set theory (Aczel 1988; van den Berg and De Marchi 2007;
van den Berg 2006). These ideas were extended in (Basold 2015),
which discusses the categorical analogue of the type theory of this
paper, see also Sec. 2.

Let us briefly discuss other type theories that the present work
relates to. Especially close is the copattern calculus introduced
in (Abel et al. 2013), as there the coinductive types are also spec-
ified by the types of their destructors. However, said calculus does
not have dependent types, and it is based on systems of equations
to define terms, whereas the calculus in the present paper is based
on recursion and corecursion schemes.

To ensure strong normalisation, the copatterns have been com-
bined with size annotations in (Abel and Pientka 2013). Due to
the nature of the reduction relation in these copattern-based cal-
culi, strong normalisation also ensures productivity for coinduc-
tive types or, more generally, well-definedness (Basold and Hansen
2015). As another way to ensure productivity, guarded recursive
types were proposed and in (Bizjak et al. 2016) guarded recursion
was extended to dependent types. Guarded recursive types are not
only applicable to strictly positive types, which we restrict to in
this paper, but also to positive and even negative types. However,
it is not clear how one can include inductive types into such a type
theory, which are, in the authors opinion, crucial to mathematics
and computer science. Finally, in (Sacchini 2013) another type the-
ory with type-based termination conditions and a type former for
streams has been introduced. This type theory, however, lacks again
dependent coinductive types.

Outline The rest of the paper is structured as follows. In Sec. 2,
we briefly discuss the ideas from category theory that motivate the
definition of the type theory. This section is strictly optional and can
be safely skipped. The type theory itself is introduced in Sec. 3, and
in Sec. 4 we give a host of examples and discuss the representation
of logical operators. After that, we justify in Sec. 5 the definition
of the typing rules of Sec. 3 by giving an untyped version of the
calculus. Moreover, this section serves as the technical basis for
the strong normalisation proof. Section 6 is devoted to proving
important properties of the type theory, namely subject reduction
in Sec. 6.1, and strong normalisation in Sec. 6.2. Finally, we make
concluding remarks and discuss future work in Sec. 7.

2. Categorical Dependent Data Types

Before we introduce the actual calculus, let us briefly describe the
structure the calculus shall capture. This is a short recap from (Ba-
sold 2015), to which we refer for more details. Note, that this sec-
tion is completely optional and only serves as motivation for those
familiar with category theory.

We begin with the definition of dialgebras and associated no-
tions, see (Hagino 1987).

Definition 2.1. Let C and D be categories and F,G : C Ñ D

be functors. An pF,Gq-dialgebra is morphism d : FX Ñ GX in
D for an object X in C. We say that a morphism f : X Ñ Y is
a dialgebra homomorphism from the dialgebra d : FX Ñ GX to
e : FY Ñ GY , if e ˝ Ff “ Gf ˝ d. This allows us to form the
category DiAlg pF,Gq of dialgebras and their homomorphisms.
Finally, a dialgebra is an initial (resp. final) pF,Gq-dialgebra if it is
an initial (resp. final) object in DiAlg pF,Gq, see (Basold 2015).

Let us discuss an example of a dialgebra in the category of sets.

Example 2.2. Let F,G : Set Ñ Set ˆ Set be given by
F “ x1, Idy and G “ xId, Idy, that is, F maps a set X to the pair
p1, Xq in the product category. Similarly, G, the diagonal functor,
maps X to pX,Xq. Now, let z : 1 Ñ N and s : N Ñ N
be the constant zero map and the successor on natural numbers,
respectively. It is then easy to see that pz, sq : F pNq Ñ GpNq is an
initial dialgebra. û

Initial and final dialgebras will allow us to describe depen-
dent data types conveniently, where the dependencies are handled
through the use of fibrations.

Definition 2.3. Let P : E Ñ B be a functor, where E is called the
total category and B the base category. A morphism f : A Ñ B
in E is said to be cartesian over u : I Ñ J in B, provided that
i) Pf “ u, and ii) for all g : C Ñ B in E and v : PC Ñ I with
Pg “ u˝v there is a unique h : C Ñ A such that f ˝h “ g. For P
to be a fibration, we require that for every B P E and u : I Ñ PB
in B, there is a cartesian morphism f : A Ñ B over u. Finally, a
fibration is cloven, if it comes with a unique choice for A and f , in
which case we denote A by u˚ B and f by uB, as displayed in the
diagram on the right.

C

u˚ B B E

PC

I PB B

g

!h

uB

P

Pg

v

u

On cloven fibrations, we can
define for each u : I Ñ J
in B a functor, the reindexing
along u, as follows. Let us de-
note by P

I

the category having
objects A with P pXq “ I and
morphisms f : A Ñ B with
P pfq “ id

I

. We call P
I

the fibre above I . The assignment of
u˚ B to B for a cloven fibration can then be extended to a functor
u˚

: P

J

Ñ P

I

. Moreover, one can show that id˚
I

– IdPI and
pv ˝ uq˚ – u˚ ˝ v˚. In this work, we are mostly interested in split
fibrations, which are cloven fibrations such that the above isomor-
phisms are equalities, that is, id˚

I

“ IdPI and pv ˝ uq˚ “ u˚ ˝ v˚.

Example 2.4 (See (Jacobs 1999)). Important examples of fibra-
tions arise from categories with pullbacks. Let C be a category and
C

Ñ be the arrow category with morphisms f : X Ñ Y of C as
objects and commutative squares as morphisms. We can then de-
fine a functor cod : C

Ñ Ñ C by codpf : X Ñ Y q “ Y . This
functor turns out to be a fibration, the codomain fibration, if C has
pullbacks. If we are given a choice of pullbacks, then cod is cloven.

The split variant of this construction is given by the category
of set-indexed families over C. Let FampCq be the category that
has families tX

i

u
iPI of objects X

i

in C indexed by a set I . The
morphisms tX

i

u
iPI Ñ tY

j

u
jPJ in FampCq are pairs pu, fq where

u : I Ñ J is a function and f is an I-indexed family of morphisms
in C with tf

i

: X
i

Ñ Y
upiqu

iPI . It is then straightforward to show
that the functor p : FampCq Ñ Set, given by projecting on the
index set, is a split fibration. û

To model dependent data types, we consider dialgebras in the
fibres of a fibration P : E Ñ B. Before giving a general account,
let us look at an important example: the dependent function space.

Example 2.5. Suppose that B has a final object 1, and let I P B.
Thus, there is a morphism !

I

: I Ñ 1, which gives rise to the
weakening functor !

˚
I

: P1 Ñ P

I

. We can then show that for
each X P P

I

the dependent function space ⇧

I

X is the final
p!˚

I

,K
X

q-dialgebra, whereby K
X

is the functor mapping every
object to X and morphism to id

X

. That is to say, there is a dialgebra
ev

X

: !

˚
I

p⇧
I

Xq Ñ X that evaluates a function on an argument
from I , such that for each dialgebra f : !

˚
I

pUq Ñ X there is a
unique �f : U Ñ ⇧

I

X with ev

X

˝ !˚
I

p�fq “ f . û
From a categorical perspective, the dependent function space is

actually a functor P
I

Ñ P1 that is, moreover, right adjoint to the
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weakening functor : !˚
I

% ⇧

I

. To capture this, we allow data types
to have parameters.

Definition 2.6. Let C, D, X be categories, and F : X ˆ C Ñ D

be a functor. We define a functor pF : C

X Ñ D

X between functor
categories by

pF pHq “ F ˝ xIdX, Hy. (1)
Let G : XˆC Ñ D be another functor. A parameterised pF,Gq-
dialgebra is an p pF , pGq-dialgebra, that is, a natural transformation
� : pF pHq ñ pGpHq for a functor H : X Ñ C.

Example 2.7. The dependent function space ⇧

I

functor is a final,
parameterised pG,⇡

1

q-dialgebra, where G,⇡
1

: P

I

ˆ P1 Ñ P

I

,
G “ !

˚
I

˝⇡
2

and ⇡
1

is the product projection. This is a consequence
of the fact that ⇡

1

pX,Uq “ K
X

pUq, GpX,Uq “ !

˚
I

pUq, and that
for each X the function space ⇧

I

X is a final p!˚
I

,K
X

q-dialgebra.
This allows us to prove that the evaluation ev

X

is natural in X and
that ⇧

I

is final in DiAlg

´

pG, x⇡
1

¯

. û

Let P : E Ñ B be a cloven fibration, I P B and u a tuple
u “ pu

1

, . . . , u
n

q of morphisms u
k

: J
k

Ñ I in B. Then for
every X there is a functor G

u

: X ˆ P

I

Ñ ±

n

k“1

P

Jk given by

G
u

“ xu˚
1

, . . . , u˚
n

y ˝ ⇡
2

. (2)

Now we are in the position to define what it means for a category
to have strictly positive, dependent data types.

Definition 2.8. Given a cloven fibration P : E Ñ B we define
by mutual induction data type completeness, the class S of strictly
positive signatures and the class D of strictly positive data types.

We say that P is data type complete, if for all pF, uq P S an
initial p pF , xG

u

q- and final p xG
u

, pF q-dialgebra exists. We denote their
carriers by µp pF , xG

u

q and ⌫p xG
u

, pF q, respectively. A pair pF, uq is
a strictly positive signature, if pF, uq P S by the first rule in Fig. 1.
Finally, a strictly positive data type is a functor F P D, as given by
the other rules in Fig. 1.

3. Typed Syntax

We introduce our type theory through its typing rules, following
the categorical syntax just given. All definitions of this section are
given by mutual induction, which we justify in Sec. 5.

Before we formally introduce the typing rules, let us give an
informal overview of the syntax. First of all, we will have two
kinds of variables: type constructor variables and term variables.
This leads us to use well-formedness judgements of the form

⇥ | �
1

$ A : ˚,
which states that A is a type in the type constructor variable context
⇥ and the term variable context �

1

.
The type constructor variables in ⇥ are meant to capture types

with terms as parameters (dependent types), thus we need a means
to deal with these parameter dependencies. The way we chose to
do this here is by introducing parameter contexts and instantiations
thereof.1 So we generalise the above judgement to

⇥ | �
1

$ A : �

2

_ ˚,
in which A is a type constructor in the combined context ⇥ | �

1

with parameters in �

2

. Suppose that �
2

“ x
1

: B
1

, . . . , x
n

: B
n

and that we are given �

1

$ t
k

: B
k

rt
1

{x
1

, . . . , t
k´1

{x
k´1

s,2 then

1 This mechanism of handling dependencies in type constructors is very
similar to that for handling assumption valid relative to a context
in (Nanevski et al. 2008). We thank the anonymous referee for the pointer.
2 Read: In the term variable context �

1

, t
k

is a term of type B
k

.

the instantiation of A with these terms is denoted by

⇥ | �
1

$ A@ t
1

@ ¨ ¨ ¨@ t
n

: ˚.
Note, however, that the arrow _ is not meant to be the function
space in a higher universe, rather parameter contexts are a syntactic
tool to deal elegantly with parameters of type constructors. We
illustrate this with a small example. Let �

2

and t
1

, . . . , t
n

be as
above, and let X be a type constructor variable. The type system
will allow us to form the judgement

X : �

2

_ ˚ | �
1

$ X : �

2

_ ˚,
and then instantiate X with the terms t

1

, . . . , t
n

to obtain

X : �

2

_ ˚ | �
1

$ X @ t
1

@ ¨ ¨ ¨@ t
n

: ˚.
Besides parameter instantiation, we also allow variables to be
moved from the term variable context into the parameter context
by parameter abstraction. Through these two mechanisms we can
deal smoothly with type constructor variables, which are dependent
types with parameters. As an example we will be able to form

X : px : B, y : Bq _ ˚ | H $ pzq.pX @ z@ zq : pz : Bq _ ˚.
Similar to type constructors with parameters, we also have terms

with parameters, and instantiations for them. A term with parame-
ters will be typed by a parameterised type of the shape �

2

_ A. A
term s with �

1

$ s : �

2

_ A can be instantiated with arguments,
just like type constructors: If �

2

“ x
1

: B
1

, . . . , x
n

: B
n

and
�

1

$ t
k

: B
k

rt
1

{x
1

, . . . , t
k´1

{x
k´1

s for 1 § k § n, then

�

1

$ s@ t
1

@ ¨ ¨ ¨@ t
n

: Ar #—
t { #—x s,

where Ar #—
t { #—x s denotes the simultaneous substitution of the t

k

for
the term variables x

k

. In the case of terms, however, we do not
allow parameter abstraction. We will rather be able to define the
(dependent) function space as coinductive type, thus we do not need
an explicit type constructor for it and also no explicit �-abstraction.

Having set up how we deal with type constructor variables, we
come to the heart of the calculus. Since it shall have inductive and
coinductive types, we give ourselves type constructors that resem-
ble the initial and final dialgebras for strictly positive signatures
in Sec. 2. These type constructors are written as

µpX : � _ ˚ ;

#—� ;
#—
Aq and ⌫pX : � _ ˚ ;

#—� ;
#—
Aq,

where #—� “ �
1

, . . . ,�
n

are tuples of terms, which we will use
for substitutions, and

#—
A “ A

1

, . . . , A
n

are types with a free type
constructor variable X . In view of the categorical development,
the �

k

are the analogue of the morphisms u
k

in the base category
that were used for reindexing, and the types A

k

correspond to the
projections of the functor F . Thus p #—

A, #—� q will take the role of a
strictly positive signature in the type theory.

Accordingly, we will associate constructors and a recursion
scheme to inductive types, and destructors and a corecursion
scheme to coinductive types. Suppose, for example, that we have
X : � _ ˚ | �

k

$ A
k

: ˚, � “ x
1

: B
1

, . . . , x
n

: B
n

and
�
k

“ pt
1

, . . . , t
n

q. The kth constructor of µpX : � _ ˚ ;

#—� ;
#—
Aq

will have the type, using the shorthand µ “ µpX : � _ ˚ ;

#—� ;
#—
Aq,

$ ↵
k

: p�
k

, z : A
k

rµ{Xsq _ pµ@ t
1

@ ¨ ¨ ¨@ t
m

q .
↵
k

can now be instantiated according to the parameter context:
Suppose, for simplicity, that �

k

“ y : C for some type C that
does not depend on X ,3 and that we are given a term � $ s : C.
For a recursive argument � $ u : A

k

rµ{Xsrs{ys, we obtain
� $ ↵

k

@ s@u : pµ@ t
1

@ ¨ ¨ ¨@ t
m

qrs{ys.
The rest of the type and term constructors are the standard

rules one would then expect. It should also be noted that there is

3 This is the strict positivity condition we will impose.
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D “ ±

n

i“1

P

Ji F P DCˆPIÑD u “ pu
1

: J
1

Ñ I, . . . , u
n

: J
n

Ñ Iq
pF, uq P SCˆPIÑD

A P P

J

KPI
A

P DPIÑPJ

C “ ±

n

i“1

P

Ii

⇡
k

P DCÑPIk

f : J Ñ I in B

f˚ P DPIÑPJ

F
i

P DPIÑPJi
i “ 1, 2

xF
1

, F
2

y P DPIÑPJ1
ˆPJ2

F
1

P DPIÑPK F
2

P DPKÑPJ

F
2

˝ F
1

P DPIÑPJ

pF, uq P SCˆPIÑD

µp pF , xG
u

q P DCÑPI

pF, uq P SCˆPIÑD

⌫p xG
u

, pF q P DCÑPI

Figure 1. Closure rules for data type complete categories

a strong similarity in the use of destructors for coinductive types to
those in the copattern language in (Abel et al. 2013). Moreover, the
definition scheme for generalised abstract data types in (Hamana
and Fiore 2011) describes the same inductive types.

We now define the well-formed types and terms of the calculus
through several judgements, each of which has its own set of
derivations rules. It is understood that the derivability of these
judgments is defined by simultaneous induction. So, Definitions
3.1, 3.3, 3.4 and 3.7 should be seen as one simultaneous definition.

It is assumed that we are given two disjoint, countably infinite
sets Var and TyVar of term variables and type constructor vari-
ables. Term variables will be denoted by x, y, z, . . . , whereas type
constructor variables are denoted by capital letters X,Y, Z, . . . .
The judgements we are going to use are are the following.

• $ ⇥ TyCtx – The type constructor variable context ⇥ is
well-formed.

• $ � Ctx – The term variable context � is well-formed.
•
⇥ | �

1

$ A : �

2

_ ˚ – The type constructor A is well-
formed in the combined context ⇥ | �

1

and can be instantiated
with terms according to the parameter context �

2

, where it is
implicitly assumed that ⇥, �

1

and �

2

are well-formed.
•
�

1

$ t : �

2

_ A – The term t is well-formed in the term
variable context �

1

and, after instantiating it with arguments
according to parameter context �

2

, is of type A with the argu-
ments substituted into A.

• � : �

1

ô �

2

– The context morphism � is a well-formed
substitution for �

2

with terms in context �
1

.

Definition 3.1 (Well-formed contexts). The judgements for sin-
gling out well-formed contexts (type variable contexts and term
variable contexts) are given by the following rules.

$ H TyCtx

$ ⇥ TyCtx $ � Ctx

$ ⇥, X : � _ ˚ TyCtx

$ H Ctx

H | � $ A : ˚
$ �, x : A Ctx

Remark 3.2. It is important to note that whenever a term variable
declaration is added into the context, its type is not allowed to have
any free type constructor variables, which ensures that all types are
strictly positive. For example, we are not allowed to form the term
context � “ x : X in which X occurs freely. This prevents us, as
we will see in Ex. 4.5, from forming function spaces X Ñ A. û

Besides the usual notion of context, we also use parameter
contexts, to bind arguments for which no free variable exists. We
borrow the notation from the built-in dependent function space
of Agda, only changing the regular arrow used there into _ to
emphasise that in our calculus this is not the function space.

Definition 3.3 (Context Morphism). We introduce the notion of
context morphisms as a shorthand notation for sequences of terms.
Let �

1

and �

2

be contexts. A context morphism � : �

1

ô �

2

is
given by the following two rules.

pq : �
1

ô H
� : �

1

ô �

2

�

1

$ t : Ar�s
p�, tq : �

1

ô p�
2

, x : Aq
where H | �

2

$ A : ˚, and Ar�s denotes the simultaneous
substitution of the terms in � for the corresponding variables, which
is often also denoted by Ar�s “ Ar�{ #—x s. û
Definition 3.4 (Well-formed Type Constructor). The judgement
for type constructors is given inductively by the following rules,
where it is understood that all involved contexts are well-formed.

(J-I)$ J : ˚
$ ⇥ TyCtx $ � Ctx

(TyVar-I)

⇥, X : � _ ˚ | H $ X : � _ ˚
⇥ | �

1

$ A : �

2

_ ˚ $ � Ctx

(TyVar-Weak)

⇥, X : � _ ˚ | �
1

$ A : �

2

_ ˚
⇥ | �

1

$ A : �

2

_ ˚ ⇥ | �
1

$ B : ˚
(Ty-Weak)

⇥ | �
1

, x : B $ A : �

2

_ ˚
⇥ | �

1

$ A : px : B,�
2

q _ ˚ �

1

$ t : B
(Ty-Inst)

⇥ | �
1

$ A@ t : �
2

rt{xs _ ˚
⇥ | �

1

, x : A $ B : �

2

_ ˚
(Param-Abstr)

⇥ | �
1

$ pxq. B : px : A,�
2

q _ ˚
�
k

: �

k

ô � ⇥, X : � _ ˚ | �
k

$ A
k

: ˚
(FP-Ty)

⇥ | H $ ⇢pX : � _ ˚ ;

#—� ;
#—
Aq : � _ ˚

where in the (FP-Ty)-rule, ⇢ P tµ, ⌫u, #—� “ p�
1

, . . . ,�
n

q,
#—
A “

pA
1

, . . . , A
n

q, and 1 § k § n. û
Note that type constructor variables come with a parameter

context. This context determines the parameters of an initial/final
dialgebra, which essentially bundle the local context, the domain
and the codomain of their constructors respectively destructors.

This brings us to the rules for term constructions. To introduce
them, we need further notations. Part of the definition of the typing
rules is a conversion rule, which uses a reduction relation on types.

Definition 3.5. The reduction relation on types consists of two
types of reductions: a computation ›Ñ on terms, which is defined
at the end of this section, and �-reduction for parameters. Essen-
tially, parameter abstraction and instantiation for types corresponds
to a simply typed �-calculus on the type level. Thus the �-reduction
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for parameter instantiations is given by

ppxq. Aq@ t ›Ñ
p

Art{xs.
The reduction relation on terms is lifted to types by taking the
compatible closure of reduction of parameters, which is given by

t ›Ñ t1

A@ t ›Ñ A@ t1 (3)

We combine these relations into one reduction relation on types:
›Ñ

T

“ ›Ñ
p

Y ›Ñ. One-step conversion of types is given by

A –Ñ
T

B ñ A ›Ñ
T

B or B ›Ñ
T

A. (4)

In the typing rules for terms, we will use the following notation.

Notation 3.6. First, we denote the identity context morphism by
id

�

:“ px
1

, . . . , x
n

q for � “ x
1

: A
1

, . . . , x
n

: A
n

. Second,
given a type A with parameter context x

1

: B
1

, . . . , x
n

: B
n

and
a context morphism � “ pt

1

, . . . , t
n

q, we denote by A@� the
instantiation A@ t

1

@ ¨ ¨ ¨@ t
n

.

We continue with the term constructors.

Definition 3.7 (Well-formed Terms). The judgement for terms is
given by the rules in Fig. 2. To improve readability, we use the
shorthand ⇢ “ ⇢pX : � _ ˚ ;

#—� ;
#—
Aq, ⇢ P tµ, ⌫u, and implicitly

assume all involved types and contexts are well-formed. û
We will often leave out the type information in the super-

script of constructors and destructors. The domain of a constructor
↵
µpX:�_˚ ;

#—
� ;

#—
Aq

k

is determined by A
k

and its codomain by the in-
stantiation �

k

. Dually, the domain of a destructor ⇠
k

is given by the
instantiation �

k

and its codomain by A
k

.
Finally, we come to the reduction relation. Let us agree on the

following notations. Given a context � “ x
1

: A
1

, . . . , x
n

: A
n

and a type ⇥ | � $ B : ˚, we denote the full parametrisation
of B by p�q. B :“ px

1

q. ¨ ¨ ¨ px
n

q. B, giving us

⇥ | H $ p�q. B : � _ ˚.
Moreover, if we are given a sequence

#—
B of such types, that is, if

⇥ | �

i

$ B
i

: ˚ for each B
i

in that sequence, we denote by
#            —p�

i

q. B the sequence of types that arises by fully abstracting each
type B

i

separately. Finally, we denote by
#—
BrC{Xs the substitution

of C for X in each B
i

separately.
For C and

#—
A with ⇥ | �

1 $ C : � _ ˚, where ⇥ “ X
1

:

�

1

_ ˚, . . . , X
n

: �

n

_ ˚, and �

i

$ A
i

: ˚, we define

pCp #—
Aq “ Cr #            —p�

i

q. A{ #—
Xs@ id

�

.

The definition of the reduction relations requires an action
of a type constructor C with free type constructor variables on
terms. Since this action will be used like a functor, we define it
(in Def. 5.2) in such a way that the following typing rule holds.

X : �

1

_ ˚ | �1
2

$ C : �

2

_ ˚ �

1

, x : A $ t : B

�

1
2

,�
2

, x :

pCpAq $ pCptq : pCpBq (5)

In the definition of the reduction relation we need to compose
context morphisms. This composition is for �

3

�ô �

2

⌧ô �

1

and
�

1

“ x
1

: A
1

, . . . , x
n

: A
n

defined by

⌧ ‚ � :“ p⌧
1

r�s, . . . , ⌧
n

r�sq. (6)

We can now define the reduction relation on terms.

Definition 3.8. The reduction relation ›Ñ on terms is defined as
compatible closure of the contraction relation ° given in Fig. 3.
We introduce in the definition of contraction a fresh variable x, for
which we immediately substitute (either u or g

k

). This is necessary
for the use of the action of types on terms, see (5).

Remark 3.9. On terms, the reduction relation for a destructor-
corecursor pair essentially emulates the commutativity of the fol-
lowing diagram (in context �

k

). The dual reduction relation for a
recursor-constructor pair emulates the dual of this diagram.

C @�
k

⌫@�
k

A
k

rC{Xs A
k

r⌫{Xs

corec

#                 —p�k,yq. gk @�k @ x

gk ⇠k @ id�k
@ y

y

Akpcorec #              —p�k,yq. g@�k @ xq

This concludes the definition of our proposed calculus. Note
that there are no primitive type constructors for Ñ-, ⇧- or D-types,
all of these are, together with the corresponding introduction and
elimination principles, definable in the above calculus.
Remark 3.10. As the alert reader might have noticed, our calculus
does not have dependent recursion and corecursion, that is, the type
C in (Ind-E) and (Coind-I) cannot depend on elements of the cor-
responding recursive type. This clearly makes the calculus weaker
than if we had the dependent version: In the case of inductive types
we do not have an induction principle, c.f. Ex. 4.6. For coinductive
types, on the other hand, one cannot even formulate a dependent
version of (Coind-I), rather one would expect a coinduction rule
that turns a bisimulation into an equality proof. This would imply
that we have an extensional function space, see Ex. 4.5.

4. Examples

In this section, we illustrate the calculus given in Sec. 3 on a variety
of examples. We begin with a few basic ones, then work our way
through the encoding of logical operators, and finish with data
types that are actually recursive. Those recursive data types are
lists indexed by their length (vectors) and their dual, partial streams
indexed by their definition depth. This last example illustrates how
our dependent coinductive types generalise existing ones.

Before we go through the examples, let us introduce a notation
for sequences of empty context morphisms. We denote such a
sequence of k empty context morphisms by

"
k

:“ ppq, . . . , pqq.
In the first example, we explain the role of the basic type J.

Example 4.1 (Terminal Object). We first note that, in principle, we
can encode J as a coinductive type by 1

:“ ⌫pX : ˚ ; "
1

;Xq:
X : ˚ | H $ X : ˚

$ ⌫pX : ˚ ; "
1

;Xq : ˚
This gives us the destructor ⇠

1

: py : 1q _ 1 and the inference
$ C : ˚ y : C $ y : C

(Coind-I)$ corec ppyq. yq : py : Cq _ 1

So the analogue of the categorical concept of the morphism into
a final object is given by !

C

:“ corec ppyq. yq. Note that it is not
possible to define a closed term of type 1 directly, rather we only
get one with the help of J by xy1

:“!J @

xy. Thus the puropose of
J is to allow the formation of closed terms. Now, these definitions
and pXptq “ t, see Def. 5.2, give us the following reduction.

⇠
1

@

xy1 “ ⇠
1

@ pcorec ppyq. yq@ xyq
›Ñ pXpcorec ppyq. yq@x1qry{x1srxy{ys
“ pcorec ppyq. yq@x1qry{x1srxy{ys
“ corec ppyq. yq@ xy
“ xy1

Thus xy1 is the canonical element with no observable behaviour. û
Dual to the terminal object 1, we can form an initial object.
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(J-I)$ xy
: J

�

1

$ t : px : A,�
2

q _ B �

1

$ s : A
(Inst)

�

1

$ t@ s : �

2

rs{xs _ Brs{xs � $ t : A A –Ñ
T

B
(Conv)

� $ t : B

� $ A : ˚
(Proj)

�, x : A $ x : A

�

1

$ t : �
2

_ A �

1

$ B : ˚
(Term-Weak)

�

1

, x : B $ t : �
2

_ A

$ µpX : � _ ˚ ;

#—� ;
#—
Aq : � _ ˚ 1 § k § | #—

A|
(Ind-I)

$ ↵
µpX:�_˚ ;

#—
� ;

#—
Aq

k

: p�
k

, y : A
k

rµ{Xsq _ µ@�
k

$ ⌫pX : � _ ˚ ;

#—� ;
#—
Aq : � _ ˚ 1 § k § | #—

A|
(Coind-E)

$ ⇠
⌫pX:�_˚ ;

#—
� ;

#—
Aq

k

: p�
k

, y : ⌫@�
k

q _ A
k

r⌫{Xs
$ C : � _ ˚ �,�

k

, y
k

: A
k

rC{Xs $ g
k

: pC @�
k

q @k “ 1, . . . , n
(Ind-E)

� $ rec

#                       —p�
k

, y
k

q. g
k

: p�, y : µ@ id

�

q _ C @ id

�

$ C : � _ ˚ �,�
k

, y
k

: pC @�
k

q $ g
k

: A
k

rC{Xs @k “ 1, . . . , n
(Coind-I)

� $ corec

#                       —p�
k

, y
k

q. g
k

: p�, y : C @ id

�

q _ ⌫@ id

�

Figure 2. Judgements for well-formed terms

rec

#                       —p�
k

, y
k

q. g
k

@ p�
k

‚ ⌧q@ p↵
k

@ ⌧ @uq ° g
k

”

xA
k

prec #                       —p�
k

, y
k

q. g
k

@ id

�

@xq
M

y
k

ı

r⌧, us
⇠
k

@ ⌧ @ pcorec #                       —p�
k

, y
k

q. g
k

@ p�
k

‚ ⌧q@uq ° xA
k

´

corec

#                       —p�
k

, y
k

q. g
k

@ id

�

@x
¯

rg
k

{xsr⌧, us

Figure 3. Contraction of Terms.

Example 4.2. We put 0 :“ K :“ µpX : ˚ ; "
1

;Xq, dual to the
definition of 1. If we define EK

C

:“ rec ppyq. yq, we get the usual
elimination principle for falsum:

$ C : ˚
$ EK

C

: py : Kq _ C

Another example of a basic type are the natural numbers.

Example 4.3. We can define the type of natural numbers by

N

:“ µpX : ˚ ; "
2

; p1, Xqq,
with contexts � “ �

1

“ �

2

“ H. We get the usual constructors:

0 “ ↵N
1

@

xy
: N and s “ ↵N

2

: py : Nq _ N .

Moreover, we obtain the usual recursion principle:

$ t
0

: C y : C $ t
s

: C

$ rec pt
0

, pyq. t
s

q : py : Nq _ C

Let us now move to logical operators.

Example 4.4 (Binary Product and Coproduct). Suppose we are
given types � $ A

1

, A
2

: ˚, then their binary product is fully
specified by the two projections and pairing. Thus, we can use the
following coinductive type for A

1

ˆ
�

A
2

.

� $ A
1

: ˚ � $ A
2

: ˚
� $ ⌫pX : � _ ˚ ; pid

�

, id
�

q; pA
1

, A
2

qq@ id

�

: ˚
Let us abbreviate P :“ corec pp�, q. t

1

, p�, q. t
2

q, then the
projections are then given by ⇡

k

:“ ⇠
k

@ id

�

, and pairing by
pt

1

, t
2

q :“ P @ id

�

@

xy. We have

$ p�q.J : � _ ˚
� $ t

k

: A
k

�, : J $ t
k

: A
k

$ P : p�, : Jq _ A
1

ˆ
�

A
2

� $ pt
1

, t
2

q : A
1

ˆ
�

A
2

This setup will give us the expected reduction:

⇡
k

@ pt
1

, t
2

q “ ⇠
k

@ id

�

@ pP @ id

�

@

xyq
›Ñ xA

k

pP @ id

�

@xqrt
k

{xsrpid
�

, xyqs
“ xrt

k

{xsrpid
�

, xyqs
“ t

k

,

where the third step is given by xA
k

“ x, since A
k

does not use
type constructor variables, see Def. 5.2.

Dually, the binary coproduct of A
1

and A
2

is given by

A
1

`
�

A
2

:“ µpX : � _ ˚ ; pid
�

, id
�

q; pA
1

, A
2

qq@ id

�

,

the corresponding injections by 
i

:“ ↵
i

@ id

�

, and we can form
the case distinction rt

1

, t
2

s :“ rec pp�, xq. t
1

, p�, xq. t
2

q subject to
the following typing rule.

� $ C : ˚ �, x : A
k

$ t
k

: C

� $ rt
1

, t
2

s : px : A
1

`
�

A
2

q _ C

Moreover, we get the expected reduction:

rt
1

, t
2

s@ p
i

@ sq ›Ñ t
i

rs{xs.
We now show that the function space arises as coinductive type.

Example 4.5 (Dependent Product, ⇧-types, Function Space). We
use H as global context and �

1

“ x : A as local context, thus
H | x : A $ B : ˚
: ˚ | x : A $ B : ˚ "

1

: �

1

ô H
(FP-Ty)$ ⌫p : ˚ ; "

1

;Bq : ˚
If we define ⇧x : A.B :“ ⌫p : ˚ ; "

1

;Bq, then $ ⇧x : A.B : ˚.
We get �-abstraction by putting �x.g :“ corec ppx, q. gq@ xy:

�, x : A $ g : B �, x : A $ J : ˚
(Weak)

�, x : A, : J $ g : B
(Coind-I)

� $ corec ppx, q. gq : py : Jq _ ⇧x : A.B
(Inst)

� $ �x.g : ⇧x : A.B
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Application is given by t a :“ ⇠
1

@ a@ t. Since we have that
Br⇧x : A.B{ s “ B and p⇧x : A.Bqr"

1

s “ ⇧x : A.B, we
can derive the usual typing rule for application:

� $ a : A � $ t : ⇧x : A.B

� $ t a : Bra{xs
In particular, we have that p�x.gq a is well-typed, and we can derive
the usual �-reduction:

p�x.gq a “ ⇠
1

@ a@ pcorec ppx, q. gq@ xyq
›Ñ pBpcorec ppx, q. gq@x1qrg{x1srxy{ , a{xs
“ x1rg{x1srxy{ , a{xs
“ gra{xs,

where we again use that R fvpBq. As usual, we can derive from
the dependent function space also the non-dependent one by

A Ñ B :“ ⇧x : A.B if x R fvpBq.
We can now extend the usual correspondence between variables

in context and terms of function type to parameters as follows. First,
from � $ r : px : Aq _ B, we get �, x : A $ r@x : B.
Next, for �, x : A $ s : B we can form �x.s, and finally a term
� $ t : A Ñ B gives rise to �, x : A $ t x : B. This situation
can be summarised as follows.

� $ r : px : Aq _ B

�, x : A $ s : B

� $ t : ⇧x : A.B

Here, a single line is a downwards correspondence, and the dashed
double line signifies a two-way correspondence. These correspon-
dences allow us, for example, to give the product projections the
function type A

1

ˆ
�

A
2

Ñ A
k

, and to write ⇡
k

t instead of ⇡
k

@ t.
Finally, let us illustrate how the type system only allows the

formation of strictly positive types. Suppose we would want to
form the type X Ñ B for some variable X and type B. Recall
that X Ñ B “ ⌫p : ˚ ; "

1

;Bq with "
1

: px : Xq ô H. However,
for this to be a valid context morphism, we would need to derive
$ x : X Ctx (note the empty context), which is not possible
according to Def. 3.1. Hence, X Ñ B cannot be formed. û
Example 4.6 (Coproducts, Existential Quantifier). Recall that we
do not have dependent recursion, hence no induction principle.
This means that we are not able to encode ⌃-types à la Martin-
Löf. Instead, we can define intuitionistic existential quantifiers, see
11.4.4 and 10.8.2 in (Troelstra and van Dalen 1988). In fact, D-types
occur as the dual of ⇧-types (Ex. 4.5) as follows.

Let x : A $ B : ˚ and put Dx : A.B :“ µp : ˚ ; "
1

;Bq. The
pairing of terms t and s is given by pt, sq :“ ↵

1

@ t@ s. One can
easily derive that $ Dx : A.B : ˚ and

� $ t : A � $ s : Brt{xs
� $ pt, sq : Dx : A.B

from (Ind-I) and (Inst). Equally easy is also the derivation that the
elimination principle for existential quantifiers, defined by

ED
x,y

pt, pq :“ rec ppx : A, y : Bq. pq@ t,

can be formed by the following rule.
$ C : ˚ �, x : A, y : B $ p : C � $ t : Dx : A.B

� $ ED
x,y

pt, pq : C
Finally, we get the usual reduction rule

ED
x,y

ppt, sq, pq ›Ñ p r t{x , s{y s . û
Example 4.7 (Generalised Dependent Product and Coproduct).
From a categorical perspective, it makes sense to not just consider

product and coproducts that bind a variable in a type but also to
allow the restriction of terms we allow as values for this variable.
We can achieve this by replacing "

1

in Ex. 4.5 and Ex. 4.6 by an
arbitrary term x : I $ f : J . This gives us type constructors with

y : J $ ≤

f

A : ˚ and y : J $ ±

f

A : ˚
that are weakly adjoint

≤

f

% f˚ % ±

f

, where f˚ substitutes f .
Similarly, propositional equality arises as left adjoint to contraction
�˚, where � : px : Aq ô px : A, y : Aq is the diagonal substitution
� :“ px, xq, c.f. (Jacobs 1999, Def. 10.5.1). û

The next example is a standard inductive dependent type.

Example 4.8 (Vectors). We define vectors VecA : pn : Nq _ ˚,
which are lists over A indexed by their length, by

VecA :“ µpX : � _ ˚ ; p�
1

,�
2

q; p1, A ˆ X @ kqq
� “ n : N and �

1

“ H and �

2

“ k : N

�
1

“ p0q : �
1

ô pn : Nq and �
2

“ ps@ kq : �
2

ô pn : Nq
X : pn : Nq _ ˚ | �

1

$ 1 : ˚
X : pn : Nq _ ˚ | �

2

$ A ˆ X @ k : ˚
This yields the usual constructors nil :“ ↵

1

@

xy and cons

:“ ↵
2

,
which have the expected types, namely ↵

1

: 1 _ VecA 0 and
↵
2

: pk : N, y : A ˆ VecA kq _ VecA@ ps@ kq. The induced
recursion scheme is then also the expected one. û

The dependent coinductive types of the present calculus differ
from other calculi in that destructors can be restricted in the do-
main they may be applied to. We illustrate this by defining partially
defined streams, which are the dual of vectors. A preliminary defi-
nition is necessary though.

Example 4.9. The extended naturals, which are to be thought of
as natural numbers extendend with an element 8, are given by the
following coinductive type.

N

8 “ ⌫pX : ˚ ; "
1

;J ` Xq : ˚
On this type, we can define the successor s8 : y : N

8 Ñ N

8 by
primitive corecursion.

Using the extended naturals, we can define partial streams,
which are streams that might not be fully defined.

Example 4.10. Intuitively, we define partial streams as coinductive
type indexed by the definition depth, and destructors that can only
be applied to streams that are defined in at least the first position:

codata PStr (A : Set) : (n : N

8) Ñ Set where

hd : (k : N

8) Ñ PStr A (s8 k) Ñ A
tl : (k : N

8) Ñ PStr A (s8 k) Ñ PStr A k

This co-datatype translates into our language by putting

PStrA :“ ⌫pX : � _ ˚ ; ps8 k, s8 kq; pA,X @ kqq,
for contexts � “ n : N

8 and �

1

“ �

2

“ k : N

8, context
morphisms ps8 kq : �

i

ô� for i “ 1, 2, and destructor codomains
X : � _ ˚ | �

1

$ A : ˚ and X : � _ ˚ | �
1

$ X @ k : ˚. û

5. Pre-Types and Pre-Terms

The pre-types and pre-terms, we introduce in this section, have two
purposes: First, they allow us to justify the simultaneous definition
of the typing judgement and the reduction relation in Sec. 3. Sec-
ond, we use them as a tool in Sec. 6.2 to prove strong normalisation.

Pre-types and -terms are introduced as follows. First, we define
raw terms that mix types and terms, and raw contexts whose only
purpose is to ensure that arities for instantiations match. These raw
terms can then be split into pre-types and pre-terms.
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Definition 5.1 (Raw Syntax). The raw contexts and terms are given
by the follows grammars.

�

:“ H | �, x x P Var

⇥

:“ H | ⇥, X : � _ ˚
M,N :“ J | xy | x P Var | M @N | pxq.M | X P TyVar

| ↵
k

| ⇠
k

| ⇢pX : � _ ˚ ;

#—� ;
# —
Mq, ⇢ P tµ, ⌫u

| recµpX:�_˚ ;

#—
� ;

#—
Mq #                         —p�

k

, y
k

q. N
k

| corec⌫pX:�_˚ ;

#—
� ;

#—
Mq #                         —p�

k

, y
k

q. N
k

Pre-types and pre-terms are defined through two judgements

⇥ | �
1

$ A : �

2

_ ˚ and �

1

, x $ t : �
2

_ �.

The rules for these judgements follow essentially those in Sec. 3,
only that the type for terms is erased. For that reason, we leave their
definition out. However, this definition and that of the reduction
relation below have been implemented in Agda (Basold 2016).

Recall that the contraction of terms, see Fig. 3, requires an
action of (pre-)types with free type variables on terms. We define it
so that (5) on page 5 holds, see Lem. 6.1. In fact, the definition for
recursive types just follows how functors arise from parameterised
initial and final dialgebras, see Def. 2.6 and (Basold 2015).

Definition 5.2 (Type action). Let ⇥ | �1 $ C : � _ ˚ be a pre-
type with ⇥ “ X

1

: �

1

_ ˚, . . . , X
n

: �

n

_ ˚,
#—
A and

#—
B be

sequences of pre-types with �

i

$ A
i

: ˚ and �

i

$ B
i

: ˚ for all
1 § i § n. For a sequence #—

t of pre-terms with �

i

, x $ t : � for
all 1 § i § n, we define pCp #—

t q as follows. If n “ 0, we simply put
pCp"q “ x. If n ° 0, we define pCp #—

t q by induction in the derivation
of C.

pCp #—
t , t

n`1

q “ pCp #—
t q for (TyVar-Weak)

xX
i

p #—
t q “ t

i

{C 1
@ sp #—

t q “ xC 1p #—
t qrs{ys, for ⇥ | �1 $ C 1

: py,�q _ ˚
{pyq. C 1p #—

t q “ xC 1p #—
t q, for ⇥ | p�1, yq $ C 1

: � _ ˚
{

µpY : � _ ˚ ;

#—� ;
#—
Dqp #—

t q “ rec

RA
#                      —p�

k

, xq. g
k

@ id

�

@x,

with g
k

“ ↵
k

@ id

�k @

´

xD
k

` #—
t , y

˘

¯

and R
A

“ µpY : � _ ˚ ;

#—� ;
#—
Dr #            —p�

i

q. A{ #—
Xsq

for ⇥, Y : � _ ˚ | �
k

$ D
k

: ˚
{

⌫pY : � _ ˚ ;

#—� ;
#—
Dqp #—

t q “ corec

RB
#                   —p�

k

, xq. g@ id

�

@x,

with g
k

“ xD
k

` #—
t , x

˘ rp⇠
k

@ id

�k @xq{xs
and R

B

“ ⌫pY : � _ ˚ ;

#—� ;
#—
Dr #            —p�

i

q. B{ #—
Xsq

6. Meta properties

6.1 Subject Reduction

The proof of subject reduction is based on the following key
lemma, which essentially states that the action of types on terms
acts like a functor.

Lemma 6.1 (Type correctness of type action). Given the action of
types on terms, see Def. 5.2, the following inference rule holds.

X : �

1

_ ˚ | �1
2

$ C : �

2

_ ˚ �

1

, x : A $ t : B

�

1
2

,�
2

, x :

pCpAq $ pCptq : pCpBq
Proof. We leave the proof details out. Let us only mention that the
proof works by generalising the statement to types in arbitrary type
constructor contexts ⇥, and then proceeding by induction in C.

The following is now an easy consequence of Lem. 6.1.

Theorem 6.2 (Subject reduction). If � $ t
1

: A and t
1

›Ñ t
2

,
then � $ t

2

: A.

6.2 Strong Normalisation

This section is devoted to show that all terms � $ t : A are strongly
normalising, which is intuitively what one would expect, given that
we introduced the reduction relation by following the homomor-
phism property of (co)recursion for initial and final dialgebras.

The proof uses the saturated sets approach, see (Geuvers 1994),
as follows. First, we define what it means for a set of pre-terms to
be saturated, where, most importantly, all terms in a saturated set
are strongly normalising. Next, we give an interpretation JAK of
dependent types A as families of saturated sets. Finally, we show
that if � $ t : A, then for all assignments ⇢ of terms to variables in
�, we have t P JAKp⇢q. Since JAKp⇢q Ñ SN, strong normalisation
for all typed terms follows.

We begin with a few simple definitions.

Definition 6.3. We use the following notations.

•
⇤ is the set of pre-terms.

•
SN is the set of strongly normalising pre-terms.

• r�s is the set of variables in context �.

For simplicity, we identify context morphisms � : �

1

ô �

2

and
valuations ⇢ : r�

2

s Ñ ⇤, if we know that the terms of ⇢ live in �

1

.
This allows us to write �pxq for x P r�

2

s, and M @ ⇢ for pre-terms
M . It is helpful though to make the action of context morphisms on
valuations, essentially given by composition, explicit and write

J� : �

1

ô �

2

K : ⇤r�1s Ñ ⇤

r�2s

J� : �

1

ô �

2

Kp�qpyq “ �pyqr�s. (7)

Saturated sets are defined by containing certain open terms
(base terms) and by being closed under key reductions. We intro-
duce these two notions in the following two definitions.

Definition 6.4 (Base Terms). The set of base terms B is defined
inductively by the following three closure rules.

•
Var Ñ B

•
rec

#                      —p�
k

, xq. N
k

@�@M P B, provided that M P B, N
k

P
SN and � P SN.

• ⇠
⌫pX:�_˚ ;

#—
⌧ ;

#—
Aq

k

@�@M P B, provided that M P B, � P SN

and D�. p� “ J⌧
k

Kp�qq.

Definition 6.5 (Key Redex). A pre-term M is a redex, if there is a
P with M ° P . M is the key redex

1. of M itself, if M is a redex,
2. of rec

#                         —p�
k

, y
k

q. N
k

@�@N , if M the key redex of N , or
3. of ⇠

k

@�@N , if M the key redex of N .

We denote by red

k

pMq the term that is obtained by contracting the
key redex of M .

Definition 6.6 (Saturated Sets). A set X Ñ ⇤ is saturated, if

1. X Ñ SN

2. B Ñ X
3. If red

k

pMq P X and M P SN, then M P X .

We denote by SAT the set of all saturated sets.

It is easy to see that SN P SAT, and that every saturated set
is non-empty. Moreover, it is easy to show that SAT is a complete
lattice with set inclusion as order. Besides these standard facts, we
will use the following constructions on saturated sets.
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Definition 6.7. Let � be a context. We define a form of semantical
context extension (comprehension) of pairs pE,Uq with E Ñ ⇤

r�s

and U : E Ñ SAT with respect to a given variable x R r�s by

tpE,Uqu
x

“ t⇢rx fiÑ M s | ⇢ P E and M P Up⇢qu, (8)

where ⇢rx fiÑ M s : r�s Y txu Ñ ⇤ extends ⇢ by mapping x to M .
Moreover, we define a semantical version of the typing judgement:

E , U “ tM | @� P E. M r�s P Up�qu. (9)

We now show that we can give a model of well-formed types by
means of saturated sets. To achieve this, we define simultaneously
an interpretation of contexts and the interpretation of types. The
intention is that we have that
• if $ � Ctx, then J�K Ñ ⇤

r�s,
• if $ ⇥ TyCtx, then J⇥KpXq P SAT

J�K for all X : � _ ˚
in ⇥, and

• if ⇥ | �
1

$ A : �

2

_ ˚, then JAK : J⇥K ˆ J�
1

,�
2

K Ñ SAT.

Definition 6.8 (Interpretations). We interpret type variable con-
texts, term variable contexts and types simultaneously. First, we
assign to each term context is a set of allowed possible valuations:

JHK “ t! : H Ñ ⇤u
J�, x : AK “ tpJ�K, JAKqu

x

“ t⇢rx fiÑ M s | ⇢ P J�K and M P JAKp⇢qu
For ⇥ “ X

1

: �

1

_ ˚, . . . , X
n

: �

n

_ ˚ we define

J⇥K “
π

XiPr⇥s
I
�i ,

where I
�

is the set of valuations that respect convertibility:

I
�

“ tU : J�K Ñ SAT | @⇢, ⇢1. ⇢ ›Ñ
T

⇢1 ñ Up⇢q “ Up⇢1qu
Finally, we define in Fig. 4 the interpretation of types as families
of term sets. In the clause for inductive types, A�

k

denotes the type
that is obtained by weakening �

k

$ A
k

: ˚ to �,�
k

$ A�

k

: ˚,
⇡ : p�

k

, y : A�

k

q ô �

k

projects y away, and J�
k

‚ ⇡K˚pUq :“
U ˝ J�

k

‚ ⇡K is the reindexing for set families. û
Before we continue stating the key results about this interpreta-

tion of types, let us briefly look at an example.

Example 6.9. Suppose A,B are closed types. Recall that the
function space was A Ñ B “ ⌫pX : ˚ ; "

1

: px : Aq ô H;Bq,
and that application was defined by t a “ ⇠

1

@ a@ t. Note that
the conditition � P J"

1

K´1p⇢q reduces to �pxq P JAK because
J"

1

Kp�qpy P Hq “ ⇢pyqr"
1

s holds for any � P Jpx : AqK. So
we write N instead of �pxq. We further note that, since A, B and
thus A Ñ B are closed, we can leave out the valuation � for the
type variables. Taking all of this into account, we have

JA Ñ BKp�q “ tM | @N P JAK. ⇠
1

@ �@M P JBKu
“ tM | @N P JAK.M N P JBKu,

which is the usual definition definition, see (Geuvers 1994). û
Remark 6.10. One interesting result, used to prove the following
lemmas, is that the interpretation of types is monotone in �, and that
the interpretation of coinductive types is the largest set closed under
destructors. This suggests that it might be possible to formulate the
definition of the interpretation in categorical terms.

We just state here the key lemmas and leave their proofs out.

Lemma 6.11 (Soundness of type action). Suppose C is a type with
⇥ | � $ C : �

1 _ ˚ and ⇥ “ X
1

: �

1

_ ˚, . . . , X
n

: �

n

_ ˚,
such that for all parameters � $ r : C 1 occurring in C and
⌧ : �

1 ô �, we have rr⌧ s P JC 1Kp⌧q. Let �
A

, �
B

P J⇥K and

�

i

, x : A
i

$ t
i

: B
i

, such that for all � P J�
i

K, t
i

P �
B

pX
i

qp⌧q.
Then for all contexts �, all � : � ô �,�1 and all s P JCKp�

A

,�q
pCp #—

t qr�, ss P JCKp�
B

,�q. (10)

Lemma 6.12. The interpretation of types J´K given in Def. 6.8 is
well-defined and JAKp�, ⇢q P SAT for all A, �, ⇢.

Lemma 6.13 (Soundness). If � $ t : A, then for all ⇢ P J�K we
have tr⇢s P JAKp⇢q.

From the soundness, we can easily derive strong normalisation.

Theorem 6.14. All well-typed terms are strongly normalising, that
is, if �

1

$ t : �
2

_ A then t P SN.

Proof. We first note that terms only reduce if �
2

“ H. In that case
we can apply we can apply Lem. 6.13 with ⇢ being the identity, so
that t P JAKp⇢q. Thus, by Lem. 6.12 and the definition of saturated
sets, we can conclude that t P SN. Since t does not reduce if �

2

is non-trivial, we also have in that case that t P SN. Hence every
well-typed term is strongly normalising.

7. Conclusion

We have introduced a type theory that is solely based on inductive
and coinductive types, in contrast to other type theories that usually
have separate type constructors for, for example, the function space.
This results in a a small set of rules for the judgements of the theory
and the corresponding reduction relation. To justify the use of our
type theory as logic, we also proved that the reduction relation
preserves types and is strongly normalising on well-typed terms.
Combining the present theory with that in (Norell 2007) would
give us a justification for a large part Agda’s current type system,
especially including coinductive types.

There are still some open questions, regarding the present type
theory, that we wish to settle in the future. First of all, a basic prop-
erty of the reduction relation that is still missing is confluence. Sec-
ond, we have constructed the type theory with certain categorical
structures in mind, and it is easy to interpret the types and terms
in a data type closed category, see (Basold 2015). However, one
has to be careful in showing the soundness of such an interpreta-
tion, that is, if A –Ñ

T

B then we better have JAK “ JBK be-
cause of the conversion rule. We can indeed define a generalised
Beck-Chevalley condition, c.f. (Jacobs 1999), but it remains to be
checked if this condition is strong enough to ensure soundness.

In Remark 3.10, we mentioned already that we have no depen-
dent recursion, i.e., no induction. This could be added to the theory,
using a lifting of the types A

k

in µpX : � _ ˚ ;

#—� ;
#—
Aq to pred-

icates, and we think that the proof of strong normalisation can be
adopted accordingly. We did not develop this in the present paper
in order to keep matters simple for the time being.

Moreover, we would like to investigate at the same time the
principle dual to induction, namely proving an equality by means of
a bisimulation. It is, however, not clear how this can be properly in-
tegrated. There are several options, all of which are not completely
satisfactory: Equip all types with bisimilarity „ as specific equality
(setoid approach), which makes the theory hard to use; add a gen-
eralised replacement rule that, given a proof p : t „ s, allows us to
infer r : P @ s from r : P @ t, but this makes type checking un-
decidable; add a cast operator like in observational type theory, but
this introduces non-canonical terms (Altenkirch et al. 2007); treat
coinductive types similar to higher inductive types (The Univalent
Foundations Program 2013), but it is not clear how such a system
can be set up, though it seems to be the most promising approach.

Finally, certain acceptable facts are not provable in our theory,
since we do not have universes. Another common feature that is
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J$ J : ˚Kp�, ⇢q “
£

tX P SAT | xy P Xu
J⇥, X : � _ ˚ | H $ X : � _ ˚Kp�, ⇢q “ �pXqp⇢q

J⇥, X | �
1

$ A : �

2

_ ˚Kp�, ⇢q “ J⇥ | �
1

$ A : �

2

_ ˚Kp�|r⇥s, ⇢q
J⇥ | �

1

, x : B $ A : �

2

_ ˚Kp�, ⇢q “ J⇥ | �
1

$ A : �

2

_ ˚Kp�, ⇢|r�1sq
J⇥ | �

1

$ A@ t : �
2

rt{xs _ ˚Kp�, ⇢q “ J⇥ | �
1

$ A : px : B,�
2

q _ ˚Kp�, ⇢rx fiÑ tr⇢ssq
J⇥ | �

1

$ pxq. A : px : B,�
2

q _ ˚Kp�, ⇢q “ J⇥ | �
1

, x : B $ A : �

2

_ ˚Kp�, ⇢q
J⇥ | H $ µpX : � _ ˚ ;

#—� ;
#—
Aq : � _ ˚Kp�, ⇢q “ tM | @U P I

�

. @�. @k. @N
k

P tJ�
k

K, JA�

k

Kp�rX fiÑ U squ
y

, J�
k

‚ ⇡K˚pUq.
rec

#                      —p�
k

, yq. N
k

@ ⇢@M P Up⇢qu
J⇥ | H $ ⌫pX : � _ ˚ ;

#—� ;
#—
Aq : � _ ˚Kp�, ⇢q “ tM | DU P I

�

. @k. @� P J�
k

K´1p⇢q. ⇠
k

@ �@M P JA
k

Kp�rX fiÑ U s, �qu

Figure 4. Interpretation of types as families of saturated sets

missing from the type theory, is predicative polymorphism, which
is in fact justified and desirable from the categorical point of view.
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E. Giménez. Codifying Guarded Definitions with Recursive Schemes. In
Selected Papers from the TYPES ’94 Workshop, pages 39–59, London,
UK, 1995. Springer-Verlag.

T. Hagino. A typed lambda calculus with categorical type constructors. In
Category Theory in Computer Science, pages 140–157, 1987.

M. Hamana and M. Fiore. A Foundation for GADTs and Inductive Fami-
lies: Dependent Polynomial Functor Approach. In Proceedings of the
Seventh WGP, WGP ’11, pages 59–70, New York, NY, USA, 2011.
ACM. doi: 10.1145/2036918.2036927.

B. Jacobs. Categorical Logic and Type Theory. Number 141 in Studies in
Logic and the Foundations of Mathematics. North Holland, Amsterdam,
1999.

J. Lambek and P. J. Scott. Introduction to Higher-Order Categorical Logic.
Cambridge University Press, Mar. 1988.
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Abstract
We describe computational models, notably Turing and counter
machines, as state transition systems with side effects. Side effects
are expressed via an algebraic signature and interpreted over co-
models for that signature: comodels describe the memory model
while the transition system captures the control structure. Equa-
tional reasoning over comodels is known to be subtle. We iden-
tify a criterion on equational theories and classes of comodels that
guarantees completeness, over the given class of comodels, of the
standard equational calculus, and show that this criterion is sat-
isfied in our leading examples. Based on a complete equational
axiomatization of the memory (co)model, we then give a com-
plete inductive-coinductive calculus for simulation between states,
where a state simulates another if it has at least the same terminat-
ing computations, with the same cumulative effect on global state.
Extensional equivalence of computations can then be expressed as
mutual simulation. The crucial use of coinduction is to deal with
non-termination of the simulated computation where the coinduc-
tive rule permits infinite unfolding.

Categories and Subject Descriptors F.1.1 [Computation by Ab-
stract Devices]: Models of Computation—Bounded-action de-
vices; F.3.1 [Logics and Meanings of Programs]: Specifying and
Verifying and Reasoning about Programs—Logics of programs

Keywords Models of computation, comodels, algebraic theories,
non-wellfounded proofs, program equivalence

1. Introduction
Most state-based models of computation split the state into two
components: a finite-state part associated with a control unit, and
an infinite-state part thought of as modelling the memory. Turing
machines, random access machines, and counter machines all fol-
low this pattern, with the infinite memory modelled as one or more
infinite tapes; as infinitely many registers each storing a natural
number; and as a finite number of counters each storing a natural
number, respectively. This paper provides a generic framework for
reasoning about program equivalence in such computational mod-
els, and capitalizes on the distinction between control and memory.
To our best knowledge, equational calculi for program equivalence
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have not previously been studied even for basic and widely used
models such as Turing machines.

The first step in this program is to unify the various notions
of memory model. We use the, by now fairly established [1, 13, 15,
16, 18, 17], device of modelling side effects as algebraic operations
that are interpreted in so-called comodels. These are models C of
algebraic theories in Set

op , the dual of the category of sets, and
thus interpret n-ary algebraic operations as maps of the type

C → n ⋅C
where n⋅C denotes the n-fold co-product of C. The intuition is that
operations may change the state, i.e. produce a new state in C, and
at the same time branch to one of n alternatives. E.g. the theory
of Turing machines over a binary alphabet {0,1} will include a
binary operation rd for reading from the current tape position and
a unary operation l for moving the head to the left, and the term
rd(l(x), l(l(x))) will describe a computation that, depending on
whether the current tape symbol is 0 or 1, will move the head one
or two cells to the left, in both cases ending up in a yet unspecified
control state currently named x. In contrast to standard universal
algebra, the evaluation order of terms is from left to right, following
the definition of term interpretation over comodels.

The equations of the theory then specify the behaviour of the
memory model, prescribing, e.g., that reading from a cell that has
just been written will produce the value written to the cell. A well-
known problem with equational reasoning over comodels is that
standard equational deduction in general fails to be complete over
comodels. For example, the commutativity axiom x + y = y + x is
inconsistent over comodels, in the sense that it forces validity of all
equations. In earlier work [14], we have given an extended equa-
tional deduction system incorporating non-standard rules that en-
sures completeness over comodels for unrestricted equational theo-
ries. Here, we complement this result with a criterion on equational
theories and their intended classes of comodels that ensures com-
pleteness of the standard system, without additional rules. Roughly
speaking, the criterion demands that the theory has enough write
operations and is readily verified in our running examples, viz, Tur-
ing machines and counter machines.

Given an algebraic signature ⌃ describing the operations of
the memory model, computational models, i.e. state machines that
manipulate memory, then arise as coalgebras

X → T⌃(X + 1)
where 1 = {halt} signifies termination, and T⌃(X +1) is the set of
⌃-terms over variables X +1. We think of the states in X as labels,
to each of which the coalgebra associates a command, possibly
branching, that may cause a side effect and then branch to a new
label or terminate successfully. The interpretation of ⌃ is given by
a comodel C, which determines a transformation of T⌃(X+1) into
the state monad for C, and hence an operational semantics for the
language.
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To reason about program equivalence formally, we define a sys-
tem that axiomatizes simulation of control states, where a control
state x simulates a control state y if whenever y terminates from
some memory state then x does as well, with the same final mem-
ory state. Two states are equivalent iff they simulate each other.
Our system is based on a complete equational axiomatization of
the memory model developed in the first step, and incorporates in-
ductive and coinductive rules, where inductive rules can only be ap-
plied in a well-founded manner while coinductive rules can be ap-
plied indefinitely, accounting for non-termination of the simulated
program. We prove soundness and completeness of the deduction
system, and obtain a generic complete coinductive verification sys-
tem for program equivalence in state-based computational models.

Related Work Work on the coalgebraic Chomsky hierarchy [7]
uses a similar type functor for coalgebras, geared towards automata
instead of machines. Specifically, a T -automaton for a monad T is
defined to be a coalgebra for B×TA where B is the output alphabet
and A the input alphabet. So far, work on T -automata is focussed
on expressivity rather than on formal reasoning, as we pursue here.
As far as we are aware, existing research on the equational logic of
program equivalence has focussed mostly on abstracted formalisms
rather than Turing complete computational models, such as Kleene
algebra with tests [11] and the metalanguage of control and effects,
a combination of Kleene algebra with Moggi’s computational met-
alanguage [8]. On the side of functional computational models such
as the �-calculus, equational reasoning is more established, and of-
ten employs bisimulation-style methods (e.g. [2]).

Regarding research on comodels, we have already mentioned
[18] where the theory of arrays is developed in terms of comod-
els, and the use of comodels in the semantics of programming
languages [16, 17, 1]. None of these papers is concerned with ax-
iomatic semantics, i.e. the equational logic of comodels. This has
been addressed in [14] where we give a generic sound and com-
plete calculus for equality over comodels for unrestricted algebraic
theories. This calculus includes non-standard rules that are specific
to comodels, while we use standard equational reasoning in this pa-
per, and completeness hinges on additional properties of the alge-
braic theory. The model/comodel duality is investigated in [10, 9]
on the basis of clones and establishes, in our terminology, a dual
equivalence between categories of comodels and certain topologi-
cal spaces, but does not investigate the logical aspects.

Non-wellfounded calculi have been used in [5, 4] to formal-
ize arguments by infinite descent for inductive definitions where
proofs are finite, possibly cyclic graphs subject to an external well-
formedness condition. Our soundness proof can be cast as an in-
stance of the generic soundness criterion (without becoming much
shorter) while there appears to be no generic completeness re-
sult. In fact, such a result would necessarily need to admit gen-
eral non-wellfounded proofs instead of finite cyclic proofs, as sim-
ple computability arguments show that our system becomes incom-
plete when restricted to finite cyclic proofs. Infinite equational de-
ductions appear in the framework of infinitary equational reason-
ing [6], which focuses on equality of infinite computations with
different objectives, and e.g. does not identify all non-terminating
computations as we do. Some details of our soundness proof ex-
hibit phenomena that bear a resemblence to step-indexed logical
relations [3] (Remark 7.8).

2. Preliminaries and Notation
Universal Algebra. We use standard notions from universal alge-
bra such as signatures, equations, and terms, and write T⌃(X) for
the set of terms built from function symbols in ⌃ and variables
in X . If E is a set of ⌃-equations, we write E � s = t if s = t is
derivable from E in equational logic. To make terms more readable,

we use dot-notation and write f.t instead of f(t) if f is a unary
function symbol, similarly for unary terms. The n-fold copower of
A is n ⋅ A = A + ⋅ ⋅ ⋅ + A (the n-fold coproduct), and in general
V ⋅ A = ∑

v∈V A denotes the V -fold copower of an object A. We
write inj

v

∶ A → V ⋅A for the v-th coproduct injection, v ∈ V . In
the category of sets, copowers are isomorphic to cartesian products,
i.e. A ⋅B ≅ A ×B.
Comodels. A comodel for a signature ⌃ is a pair (C, L ⋅ M) where
C is a set (of states) and LfM ∶ C → n ⋅ C for n-ary f ∈ ⌃.
Intuitively, every n-ary function symbol is interpreted as an n-
way case distrinction C → n ⋅ C that may additionally change
the state. A morphism of comodels � ∶ (C, L ⋅ M

C

) → (D, L ⋅ M
D

)
is a function � ∶ C → D on the underlying sets that satisfies[�, . . . ,�] ○ LfM

C

= LfM
D

○ � for all f ∈ ⌃.
Given a comodel (C, L ⋅ M), the interpretation LtM ∶ C → X ⋅ C

of a term t ∈ T⌃(X) over C is defined inductively by

LxM = inj
x

Lf(t1, . . . , tn)M = [Lt1M, . . . , LtnM] ○ LfM
where [. . . ] denotes co-tupling. A comodel (C, L ⋅ M) satisfies an
equation s = t, in symbols C � s = t, if LsM = LtM, and a comodel
state c ∈ C satisfies s = t, written C, c � s = t, if LsM(c) = LtM(c).
We write C � E if C � s = t for all equations s = t ∈ E , and then
call C a ⌃,E-comodel.

It is easy to see that comodels without equations, i.e. ⌃,�-
comodels, are in 1-1 correspondence with coalgebras for the func-
tor F⌃X = ∏

f∈⌃ ar(f) ⋅X; cf. Lemma 4.4. In the literature, co-
models are usually introduced as models of a Lawvere theory in the
category Set

op, the dual of the category of sets and maps. Here, we
use comodels for a signature and equations, as this gives us con-
crete syntax on which we base the calculi that we will introduce
later. Our notion of ⌃,E-comodel is straightforwardly equivalent
with comodels for the Lawvere theory generated by ⌃ and E . As a
consequence, equational reasoning is sound over comodels:

Lemma 2.1. Let C be a ⌃,E-comodel. Then C � s = t wheneverE � s = t.
On the other hand, as pointed out by Plotkin and Power [16],
equational reasoning is not in general complete over comodels:

Remark 2.2. If ⌃ contains a nullary function symbol f and C is a
⌃-comodel, then C = � as LfM ∶ C → 0 ⋅ C = �, hence C � s = t
for all terms s, t ∈ T⌃(X) but of course not in general E � s = t for
all terms s, t ∈ T⌃(X). Disallowing nullary function symbols does
not remedy this situation: every comodel C for a theory E with a
commutative binary operator will similarly satisfy C = �, so thatE semantically entails all equations over comodels. To see this, let
C, c � f(x, y) = f(y, x) for distinct variables x, y, and w.l.o.g. let
Lf(x, y)M(c) = inj

x

(c′); then Lf(y, x)M(c) = inj

y

(c′) and hence
inj

x

(c′) = inj
y

(c′), contradicting x ≠ y.

One of the contributions of this paper is a criterion that guarantees
completeness of equational logic interpreted over comodels.

3. Examples: Turing Machines and Counter
Machines

Many models of computation comprise a notion of global state,
such as tape content or counter values. We model global state as
comodels for a signature that describes how it can be manipulated,
constrained by equations. Our running examples are comodels for
Turing and counter machines.

Definition 3.1. Fix an alphabet A = {a1, . . . , an

}. The signature
of Turing comodels with tape alphabetA is ⌃

T

= {l�1, r�1, rd�n}∪{wr
a

�1 � a ∈ A} with arities as indicated. The operations l and r
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move the head to the left/right, respectively, rd is an n-fold case
distinction depending on the symbol currently under the head, and
wr

a

writes the symbol a onto the tape. The presentation of the
equational theory of Turing machines makes use of the following
derived operations. For z ∈ Z, we write m

z ≡ r

z if z ≥ 0 and
m

z ≡ l

−z if z ≤ 0 for the derived operation that moves the head
z cells to the right (if z is positive) or −z cells to the left (if z

is negative). The operation wr

z

a

≡ m

z

.wr

a

.m

−z writes a symbol
a ∈ A to the cell that is z cells to the right of the head. Finally,
rd

z(t0, . . . , tn) ≡ mz

.rd(m−z.t0, . . . ,m−z.tn) branches according
to the symbol z cells to the right of the head without changing
the head position. The equational theory E

T

of Turing comodels
is given by the following equations, where the mnemonics c and a

stand for commute and absorb, respectively.

(m�m�a) m

y

.m

z

.x = my+z
.x

(m�wr�c) m

z

.wr

y

a

.x = wrz+y
a

.m

z

.x

(m�rd�c) m

z

.rd

y(x1, . . . , xn

) = rdy+z(mz

.x1, . . . ,m
z

.x

n

)
(wr�wr�c) wr

z

a

.wr

y

b

.x = wry
b

.wr

z

a

.x

(wr�wr�a) wr

z

a

.wr

z

b

.z = wrz
b

.x

(wr�rd�a) wr

z

ai
.rd

z(x1, . . . , xn

) = wrz
ai
.x

i

(wr�rd�c) wr

z

a

.rd

y(x1, . . . , xn

) = rdy(wrz
a

.x1, . . . ,wr
z

a

.x

n

)
(rd�a) rd

z(x, . . . , x) = x
(rd�wr�a) rd

z(wrz
a1
.x1, . . . ,wr

z

an .xn

) = rdz(x1, . . . , xn

)
where y ≠ z are distinct in (wr�wr�c) and (wr�rd�c). We refer to
⌃

T

,E
T

-comodels as Turing comodels.

Using the signature ⌃
T

of Turing comodels, the transition function
of a deterministic (standard) Turing machine with state set X can
be expressed as coalgebra � ∶ X → T⌃(X + 1) where 1 = {halt}
indicates termination and �(x) are tape operations to be performed
in state x ∈X .

The following is an example of a concretely given Turing co-
model, in fact the final comodel.

Lemma 3.2. Let F = Z → A be the set of functions from the
integers to the (fixed) alphabet A. We interpret f ∈ F as a config-
uration of a two-way infinite Turing tape, with head at position 0
and tape content, z cells to the right of the head, given by f(z).
(We use z cells to the right synonymously with −z cells to the left.)
We equip F with a ⌃

T

-comodel structure by means of the following
operations:

LlM(s)(n) = s(n − 1) Lwr
a

M(s)(0) = a
LrM(s)(n) = s(n + 1) Lwr

a

M(s)(m) = s(m)
LrdM(s) = inj

i

s

where s(0) = a

i

in the last clause and m ≠ 0. Then (F, L ⋅ M)
satisfies the equations E

T

so that (F, L ⋅ M) is a Turing comodel.
Moreover, (F, L ⋅ M) is the final Turing comodel.

Proof. It is routine to check that (F, L ⋅ M) satisfies all equations
in E

T

. We show that it is the final Turing comodel. Suppose that(C, L ⋅ M
C

) is a Turing comodel. Consider the function

hd ∶ C → ⌃ given by hd = [k0, . . . , kn−1] ○ LrdM
C

where k

i

∶ C → ⌃ is the constant function k

i

(x) = a
i

. Intuitively,
hd computes the symbol under the head of a Turing machine.
Define a function

u ∶ C → F by u(c)(z) = hd ○ LmzM
C

(c).
It is easy to see that u is a morphism of comodels, and indeed the
only one.

Our second main example are counter machines in the style of
Minsky [12], extended with operations that clear counters.

Definition 3.3. We assume a fixed number c of counters. The
signature of counter machines is ⌃

C

= �{clr
n

�1, inc
n

�1, jd
n

�2 �
1 ≤ n ≤ c} with arities as indicated. The operation clr

n

clears the
n-th counter by replacing its content with 0; inc

n

increments the n-
th counter; and jd

n

branches to its first argument if the n-th counter
is zero, and otherwise decrements the n-th counter and branches to
its second argument. The algebraic theory E

C

of counter machines
comprises the following equations, with mnemonics a, c as above.

(inc�inc�c) inc

n

.inc

m

.x = inc
m

.inc

n

.x

(inc�clr�a) inc

n

.clr

n

.x = clr
n

.x

(inc�clr�c) inc

n

.clr

m

.x = clr
m

.inc

n

.x (m ≠ n)
(inc�jd�a) inc

n

.jd

n

(x, y) = y
(inc�jd�c) inc

n

.jd

m

(x, y) = jd
m

(inc
n

.x, inc

n

.y) (n ≠m)
(clr�clr�c) clr

n

.clr

m

.x = clr
m

.clr

n

.x

(clr�clr�a) clr

n

.clr

n

.x = clr
n

.x

(clr�jd�a) clr

n

.jd

n

(x, y) = clr
n

.x

(clr�jd�c) clr

n

.jd

m

(x, y) = jd
m

(clr
n

.x, clr

n

.y) (n ≠m)
(jd�clr�a) jd

n

(clr
n

.x, y) = jd(x, y)
(jd�clr�inc) jd

n

(clr
n

.x, inc

n

.x) = x
and 1 ≤ i ≤ c. A ⌃

C

,E
C

-comodel is called a counter comodel.

As for Turing machines, we have a final counter comodel. It devi-
ates slightly from the standard comodel in that it allows for infinite
numbers to be stored in (uninitialized) counters; see Remark 7.16
on how verification over the standard comodel is encoded into ver-
ification over the final one.

Lemma 3.4. Let C = {(n
i

)1≤i≤c � ni

∈ N ∪ {∞}} be the
set of c-tuples of extended natural numbers. We equip C with a
⌃

C

-comodel structure by means of the following operations where∞ + 1 =∞ =∞− 1.

Lclr
i

M(s1, . . . , sc) = (s1, . . . , si−1,0, si+1, . . . sc)
Linc

i

M(s1, . . . , sc) = (s1, . . . , si−1, si + 1, si+1, . . . , sc)
Ljd

i

(s1, . . . , sn)M = inj0(s1, . . . , sc) if s
i

= 0
Ljd

i

(s1, . . . , sc)M = inj1(s1, . . . , si−1, si − 1,
s

i+1, . . . , sc) if s
i

> 0
Then (C, L ⋅ M) is a counter comodel, that is, satisfies all equations
in E

C

, and is in fact the final counter comodel.

Proof. It is easy to see that C satisfies all equations in E
C

. To see
that C is final, let (D, L ⋅ M

D

) be a counter comodel. Consider the
constant functions n, z ∶ D → {0,∗} given by n( ⋅ ) = ∗ and
z( ⋅ ) = 0 so that [z, n] ∶ D +D → {0,∗} maps elements of the
left component of D +D to 0 and elements of the right to ∗. For
1 ≤ i ≤ c let

f

i

0 = [z, n] ○ Ljd
i

M
D

f

i

n+1 = [z, f i

n

] ○ Ljd
i

M
D

so that f i

0(d) = 0 if and only if Ljd
i

M(d) delivers a value in the
left component of D +D that we interpret as the i-th counter of D
having reached zero. Iterating jd

i

, we have f i

n

= 0 if the i-th counter
decrements to 0 in n or fewer steps. This allows us to define

u

i

∶D →N ∪ {∞}, u
i

(d) =min{n ∈N � f i

n

(d) = 0}
where min� =∞. Combining the u

i

gives a comodel morphism

u = �u1, . . . , uc

� ∶D → C
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and one shows that this is indeed the only possible one.

As for Turing machines, we can express any counter machine in the
standard sense as a coalgebra X → T⌃

C

(X + 1) for a finite set X
of states: a counter machine program 0 ∶ i0; 1 ∶ i1; . . . n ∶ ın with
line numbers 0, . . . , n and instruction i

j

∈ {inc, clr, jd,halt} is the
evident transition system {0, . . . , n} → T⌃

C

({0, . . . , n} ∪ {halt})
so that general counter machines are coalgebras X → T⌃

C

(X +1).
The main goal of our paper is to define the operational seman-

tics of machine models that arise in this form with the aid of co-
models, and then give a sound and complete logical description of
extensional equality of computations.

4. Final Comodels and Their Topology
Both algebraic theories presented in the previous section did per-
mit a final comodel. It is known that this holds in general [17],
and we show that in addition, this final comodel is topologically
compact, and its operations are continuous functions. Compact-
ness will be crucial for completeness of the calculus for comodel-
based machines, as it provides a semantic handle on termination.
For the whole section, we fix a finite signature ⌃ and a set E of
⌃-equations.

We first note that validity of equations can be enforced by re-
stricting to those comodel states that satify all derivable equations.

Lemma 4.1. Let C be a ⌃-comodel and let CE = {c ∈ C � C, c �
s = t for all s, t with E � s = t}. Then CE is a sub-comodel of C
and a ⌃,E-comodel.

Proof. We show that CE is a sub-comodel. Let c ∈ CE and
f ∈ ⌃ with LfM

C

(c) = inj

i

(c′). We need to show that c

′ ∈
CE . So let E � s = t. By congruence, E � f(s, . . . , s) =
f(t, . . . , t) so that c � f(s, . . . , s) = f(t, . . . , t). Then
LsM(c′) = [LsM, . . . , LsM] ○ inj

i

(c′) = [LsM, . . . , LsM] ○ LfM(c) =
Lf(s, . . . , s)M(c) = Lf(t, . . . , t)M(c) = [LtM, . . . , LtM] ○ LfM(c) =[LtM, . . . , LtM] ○ inj

i

(c′) = LtM(c′) so that c′ � s = t. It is clear by
construction that CE is a ⌃,E-comodel.

Moreover, the image of a comodel morphism is always a sub-
comodel.

Lemma 4.2. Let f ∶ C → D be a morphism of ⌃-comodels, with
C a ⌃,E-comodel. Then I(f) = {f(c) � c ∈ C} is a ⌃,E-comodel.

We now show that ⌃,E-comodels always exist, and can be carved
out of a suitable final coalgebra. This final coalgebra always exists
in our setup:

Lemma 4.3. [19] Let the category C have and the functor F ∶
C → C preserve inverse limits of !-cochains. Then the final F -
coalgebra is (Z, ⇣) where Z is the limit of the sequence (Fn1)

n∈N
in Set with connecting maps f0 =! ∶ F1 → 1 and f

n+1 = Ff

n

, and
⇣ is the unique map satisfying F⇡

n

⇣ = ⇡
n+1 where ⇡

n

∶ Z → F

n1
are the limit projections.

As indicated above, we obtain from ⌃ a functor F⌃ on Set by
F⌃X = ∏

f∈⌃ ar(f) ⋅ X; we denote the projections F⌃X →
ar(f) ⋅ X by ⇡

f

. In the same way, we define the functor F̄⌃ on
the category Top of topological spaces and continuous maps. We
record formally that F⌃-coalgebras are essentially ⌃-comodels:

Lemma 4.4. The categories of F⌃-coalgebras and ⌃-comodels are
isomorphic via the functor that sends an F⌃-coalgebra (C,�) to
the comodel on C with structure given by LfM = ⇡

f

○ �.

Both F⌃ and F̄⌃ are isomorphic to products of a constant functor
(for ∏

f∈⌃ ar(f), equipped with the discrete topology in the case
of F̄⌃) and a power functor ( ⋅ )k (where k = �⌃�), and hence

preserve all limits. The final coalgebras of F⌃ and F̄⌃ are therefore
described by Lemma 4.3. Note that F̄n

⌃1 is just Fn

⌃1 equipped with
the discrete topology. Moreover, the forgetful functor Top → Set

preserves all limits, so if (Z, ⇣) is the final F⌃-coalgebra then
the underlying space Z̄ of the final F̄⌃-coalgebra has the form
Z̄ = (Z, ⌧) where ⌧ is the coarsest topology making all projections
⇡

n

∶ Z → F

n1 continuous. Moreover, by the description of the
final coalgebra structure in Lemma 4.3, ⇣ is also the structure map
of the final F̄⌃-coalgebra. Explicitly:

Lemma 4.5. 1. The topology of Z̄ is generated by the subbase{⇡−1
n

(o) � o ⊆ Fn1, n ∈N}.
2. The map ⇣ ∶ Z̄ → F̄⌃Z̄ is continuous.
3. For every term s, the interpretation LsM in Z̄ is continuous.
4. Z̄ is a Stone space.

Proof. The first item is immediate from the description of ⌧ as the
coarsest topology on Z making the ⇡

n

continuous. The second has
been argued above, and implies continuity of LfM for f ∈ ⌃ by
Lemma 4.4 and the fact that the projections ⇡

f

are continuous. The
third item then follows by induction on s. The fourth follows from
the fact that (by Tychonoff’s theorem and preservation of compact-
ness and zero-dimensionality under taking closed subspaces) the
category of Stone spaces is closed under limits in Top.

Lemma 4.6. ZE = {z ∈ Z � Z, z � s = t for all s, t with E � s = t}
carries the structure of a ⌃,E-comodel, and is indeed the final
⌃,E-comodel.

Proof. The fact that ZE is a sub-comodel of Z has been established
in Lemma 4.1. We need to show that it is final. Let C be a ⌃,E-
comodel, and let u ∶ C → Z be the unique morphism of ⌃-
comodels induced by finality of Z. Then I(u) ⊆ Z is a sub-
comodel of Z and a ⌃,E-comodel by Lemma 4.2. This gives a
morphism C → ZE by construction of ZE . Now assume that we
have two such morphisms u, v ∶ C → ZE . By extending them to
morphisms with codomain Z, we have two morphisms into the final
⌃-comodel Z so that u = v.

Corollary 4.7. The final ⌃,E-comodel ZE carries the structure of
a Stone space.

Proof. By Lemma 4.6 and Lemma 4.5, ZE is a subspace of the
Stone space Z̄ determined by a set of equations between continuous
functions; since Z is Hausdorff, such a subspace is closed, and
therefore again a Stone space.

5. Equational Completeness over Comodels
The completeness of the announced characterization of equality of
computable functions has two main parts: a static component that
amounts to soundness and completeness of the equational theory
of a comodel, and a dynamic component to deal with recursion. In
this section, we develop the static component and present a general
criterion for the completeness of equational logic over comodels.
In particular, this criterion applies to the equational axiomatization
of Turing and counter comodels, introduced in Definitions 3.1 and
Definition 3.3, respectively. The proof proceeds in several steps,
and we begin with a stratification of terms according to the amount
of branching (function symbols of arity > 1).

Definition 5.1. Let ⌃ be a signature. The set Tn

⌃(V ) of degree-n
terms over ⌃ and a set V of variables is given by T

−1
⌃ (V ) = � and

T

n

⌃(V ) ∋ t ∶∶= x � f.t � g(u1, . . . , u
k

) (n ≥ 0)
where x ∈ V , f ∈ ⌃ is unary and t ∈ Tn

⌃(V ), and u1, . . . , un

∈
T

n−1
⌃ (V ), and g ∈ ⌃. Terms in T

0
⌃(V ) are called linear ⌃-terms.
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If C is a class of comodels for ⌃ and a set E of ⌃-equations, we
say that linear terms have normal forms over E and C if there exists
a set Nf(V ) ⊆ T 0

⌃(V ) (of normal forms) such that

1. For all s ∈ T 0
⌃(V ) there exists t ∈ Nf(V ) such that E � s = t

2. For all s, t ∈ Nf(V ) we have C � s = t iff s ≡ t (where ≡
denotes syntactic equality).

That is, the nesting depth of function symbols of arith >1 (that we
think of as branching points in a program) in a degree-n term is
at most n (and linear terms don’t contain any function symbols
of arity >1). Linear terms have normal forms if 1) every linear
term is provably equal to a normal form, and 2) normal forms are
semantically equivalent only if they are syntactically identical.

It is evident that the above requirements entail equational complete-
ness for linear terms, and that every term has a degree.

Lemma 5.2. Let E be a set of equations over a signature ⌃, and let
C be a class of ⌃,E-comodels such that linear terms have normal
forms over E and C. Then C � s = t ⇐⇒ E � s = t for all
s, t ∈ T 0

⌃(V ).
Lemma 5.3. Let ⌃ be an algebraic signature. Then T⌃(V ) =�{Tn

⌃(V ) � n ∈N}.
Crucially, the equational axiomatization of both Turing and counter
comodels permits normal forms. We begin with Turing comodels:

Lemma 5.4. Linear ⌃
T

-terms have normal forms over E
T

and
the (one-element) model class {F} consisting of the final Turing
comodel.

Proof. Given a set V of variables, the set Nf(V ) consists of all
terms of the form

wr

n1
a1

. . . . .wr

ni
ai
⋅mj ⋅ x

where i ≥ 0, n1 < ⋅ ⋅ ⋅ < n

i

, and j ∈ Z. It is immediate that the
second requirement for normal form terms holds. We now show
that every linear term s is provably equal to a (linear) term in
normal form, by induction on the term structure. If s is a variable,
then s is in normal form already. If s = l.s′ we have a normal form
term t

′ = wrn1
a1

. . . . .wr

ni
ai
⋅mj ⋅ x such that E

l

� s

′ = t′. Then

l.s

′ = wrn1+1
a1

. . . . .wr

ni+1
an .l.m

j ⋅ x (using (m�wr�c))
= wrn1+1

a1
. . . . .wr

ni+1
an .m

j−1 ⋅ x (using (m�m�a))
which is in normal form. The case for s = r.s

′ is similar. Now
suppose that s = wr

n

a

.s

′ and let t′ = wr

n1
a1

. . . . .wr

ni
ai
⋅ mj ⋅ x be

a normal form term such that E
l

� s

′ = t

′. First suppose that
n1 < ⋅ ⋅ ⋅ < n↵

< n < n
�

< ⋅ ⋅ ⋅ < n
i

. Then

wr

n

a

.s

′ = wr

n

a

.wr

n1
a1

. . . . .wr

ni
ai
⋅mj ⋅ x

= wrn1
a1

. . . . .wr

n↵
a↵ .wr

n

a

.wr

n�
a� . . . . .wr

ni
ai
.m

j ⋅ x
which is in normal form, using (wr�wr�c) in the last step. Now
suppose that n1 < ⋅ ⋅ ⋅ < n = n↵

< n
�

< ⋅ ⋅ ⋅ < n
i

. Then

wr

n

a

.s

′ = wr

n

a

.wr

n1
a1

. . . . .wr

ni
ai
⋅mj ⋅ x

= wrn1
a1

. . . . .wr

n

a

.wr

n↵
a↵ .wr

n�

a�

. . . . .wr

ni
ai
.m

j ⋅ x
= wrn1

a1
. . . . .wr

n

a

.wr

n�
a� . . . . .wr

ni
ai
.m

j ⋅ x
which is in normal form, using (wr�wr�c) in the second and(wr�wr�a) in the third step.

The same requirement is satisfied for counter comodels:

Lemma 5.5. The equational axiomatization E
C

has linear normal
forms over the (one-element) model class {C} consisting of the
final counter comodel.

Proof. Given a set V of variables, we take the set Nf(V ) to consist
of all terms of the form

clr

i1 . . . . clrin.inc
k1
j1
. . . . inc

kl
jl
.x

where 1 ≤ i1 < ⋅ ⋅ ⋅ < i

n

≤ n, k1, . . . , kn > 0 and 1 ≤ j1 < ⋅ ⋅ ⋅ <
j

l

≤ n. It is immediate to see that two terms in normal form are
semantically equivalent if and only if they are syntactically equal.
To see that every term is provably equal to a normal form term, note
that

• occurrences of clr can be permuted (or eliminated) using(clr�clr�c), (inc�clr�a) and (inc�clr�c)
• duplicate occurrences of clr reduce to single occurrences using(clr�clr�a)
• occurrences of inc permute using (inc�inc�c)

which is readily formalized as an inductive proof on the term
structure.

For the general completeness proof, we need to impose an addi-
tional condition that will allow us to inductively reduce the branch-
ing degree of a term.

Definition 5.6. Let ⌃ be a signature and E a set of ⌃-equations.
A splitting is a finite set S of linear ⌃-terms. We say that S is
admissible over E if the rule

{s.t = s.u � s ∈ S}
t = u

is admissible in E �, for all t, u ∈ T⌃(X). A linear term s is
reductive for a degree-1 term t ∈ T 1

⌃(X) if there is a linear term
t

′ ∈ T 0
⌃(X) such that E � s.t = t′; the splitting S is reductive for t

if all s ∈ S are reductive for t.

That is, to show that u = v, it suffices to show that s.u = s.v, for all
s ∈ S, and being reductive ensures that prefixing has the additional
effect of reducing the branching degree.

One standard method to establish admissibility of a rule is
by showing that it is derivable. One has to be slightly careful
here because in presence of the substitution rule, derivability is
not stable under substitution into the assumptions (e.g. given the
theory of groups, we would not dream of assuming that a formula
derived under commutativity as an additional axiom would still
be derivable when specialized to two elements, assuming only
commutation of those elements). For clarity, we therefore define
a specific (complete) notion of equational derivation:

Definition 5.7. Given a set A of equations, an equation s = t is
strictly derivable fromA under E if s = t is derivable by reflexivity,
symmetry, transitivity, and congruence from equations in A and
substitution instances of equations in E .

Lemma 5.8. Let C be a class of comodels, and let E be a set of
⌃-equations such that C � E , and let

s1 = t1 . . . s

n

= t
n

s0 = t0
where s0, t0, . . . , sn, tn ∈ T⌃(V ), be a strictly derivable rule. Then
this rule is admissible in E �, that is, for all substitutions �, ifE � s

i

� = t
i

� for i = 1, . . . n, then E � s0� = t0�.

Proof. For admissibility, note that we can substitute � into the strict
derivation of s0 = t0 from A = {s

i

= t
i

� i = 1, . . . , n} to obtain a
(strict) derivation of s� = t� from A�. This is possible because
all rules (reflexivity, symmetry, transitivity, congruence) and the
set of instances of E are stable under substitution. It follows thatE � s0� = t0�.

We now establish the requisite conditions in our running examples:
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Lemma 5.9. The splittings S
i

= {clr
i

.x, inc

i

.x}, for 1 ≤ i ≤ c, are
admissible over the theory E

C

of counter machines. Moreover, for
every degree-1 term t there exists 1 ≤ i ≤ c such that S

i

is reductive
for t.

Proof. To see that some S

i

is reductive, note that every term t of
degree 1 is provably equivalent to a linear term or a term of the
from jd

i

(t1, t2) with t1, t2 linear, using equations (inc�jd� ⋅ ) and(clr�jd� ⋅ ). Hence, for s ∈ S
i

we have that s.t is either linear or
of the form s.jd

i

(t1, t2), which is again linear modulo equational
reasoning using (inc�jd�a) and (clr�jd�a), respectively.

To see that S

i

is admissible, we show that s = t is strictly
derivable from clr

i

.t = clr

i

.s and inc

i

.t = inc

i

.s under E
C

: By
congruence, we obtain jd

i

(clr
i

.t, inc

i

.t) = jd

i

(clr
i

.s, inc

i

.s), and
hence t = s using (jd�clr�inc).
Lemma 5.10. The splittings S

k

= {wrk
a1
.x, . . . ,wr

k

an .x}, for k ∈
Z, are admissible over the theory E

T

of Turing machines. Moreover,
for every degree-1 term t there exists k ∈ Z such that S

k

is reductive
for t.

Proof. To see that S

k

is admissible, we show that s = t

is strictly derivable from the assumptions wr

k

ai
.s = wr

k

ai
.t,

i = 1, . . . , n, under E
T

. By congruence, we first derive
rd

k(wrk
a1
.s, . . . ,wr

k

an .s) = rdk(wrka1
.t, . . . ,wr

k

an .t), and then ob-
tain rd

k(s, . . . , s) = rdk(t, . . . , t) using (rd�wr�a). Finally, we ob-
tain s = t using (rd�a).

Now let u be a degree-1 term over E
T

. By (wr�rd� ⋅ ) and(m�rd), u is provably equivalent to either a linear term (in which
case every S

k

is reductive for u) or to a term of the form
rd

k(u1, . . . , un

) with u1, . . . , un

linear. In the latter case, S
k

is
reductive for u since E

T

� wr

k

ai
.rd

k(u1, . . . , un

) = wr

k

ai
.u

i

for
i = 1, . . . , n by (wr�rd�a).
Equational completeness now takes the following form.

Theorem 5.11. Let C be a class of ⌃,E-comodels, and suppose
that

1. linear terms have normal forms over C and E
2. every degree-1 term has a reductive admissible splitting over E .

Then E � s = t whenever C � s = t.
Proof. We show by induction on n +m that E � s = t for terms
s ∈ Tn

⌃(X), t ∈ Tm

⌃ (X) such that C � s = t. For n +m = 0, both
s and t are linear, and the claim follows from Lemma 5.2.

So let n + m > 0. Then w.l.o.g. m > 0, so t = t

′
� for

some degree-1 term t

′ and some substitution � such that �(x) ∈
T

m−1
⌃ (X) for all variables x. By assumption, t′ has a reductive

admissible splitting S. Let u ∈ S; since S is admissible, it suffices
to show that E � u.s = u.t. Since u is reductive for t

′, u.t is
provably equivalent to a degree-(m−1) term, and since u is linear,
u.s has degree n, so E � u.s = u.t by induction.

As a consequence, we obtain soundness and completeness for both
Turing and counter machine comodels:

Theorem 5.12. 1. The equational logic generated by E
T

is sound
and complete over the final Turing comodel F

2. The equational logic generated by E
C

is sound and complete
over the final counter comodel S.

Proof. By Lemmas 5.10 and 5.9, respectively, Theorem 5.11 ap-
plies in both cases.

6. Interlude: Monads and Completeness
In this section, which is not needed for the remainder of the paper,
we give an alternative characterization of equational completeness
and relate comodels with algebras for the state monad.

Observation 6.1. Let ⌃ be a signature, and C = (C, L ⋅ M) a ⌃-
comodel. Then C induces, for every set X , a ⌃-algebra structure� ⋅ � on S

C

X = (X ×C)C by

�f�(�1, . . . ,�n

) = [�1, . . . ,�n

] ○ LfM
for n-ary f ∈ ⌃.

Lemma 6.2. Let C be a comodel and S

C

X the ⌃-algebra induced
by C as per Observation 6.1.

1. For a ⌃-term t over variables x1, . . . , x
k

, and for �1, . . . ,�
k

∈
S

C

X = (C ×X)C we have

�t�(�1, . . . ,�
k

) = [�1, . . . ,�
k

] ○ LtM. (1)

2. The ⌃-algebra SX = (((X ×C)C , � ⋅ �) satisfies all equations
that are satisfied by (C, L ⋅ M).

We put MX = UF where U ∶ Alg(⌃,E) → Set is the forgetful
and F its left adjoint; M extends to a monad in the standard way.
Initiality of MX then yields a morphism of monads M → S

C

,
where the monad structure on the functor S

C

is that of the state
monad:

Corollary 6.3. Let C be a ⌃,E-comodel. The unique morphisms
⌫

C

X

of M -algebras that satisfy ⌫

X

○ ⌘M

X

= ⌘

SC
X

form a monad
morphism ⌫

C ∶M → S

C

.

Incidentally, it follows that C induces an operational semantics
for machines, which coincides with the one we introduce directly
in the next section. The announced characterization of equational
completeness can now be given as follows:

Theorem 6.4. Let C be a ⌃,E-comodel. Then E is complete for C
if and only if all components of ⌫C are injections.

Proof. By definition, ⌫

C

X

(s) = �s�
SCX

where � ⋅ �
SCX

de-
notes term evaluation under the valuation x � �a. (a, x). By
Lemma 6.2.1, we thus have ⌫

C

X

(s) = [�a. (a, x)]
x∈XLsM. Now the

map [�a. (a, x)]
x∈X ∶X ⋅C → C ×X is bijective, so

⌫

C

X

(s) = ⌫C

X

(t) iff LsMX = LtMX (2)

for terms s, t over variables from X . Injectivity of ⌫C says that E �
s = t is equivalent to the left-hand side of (2), and completeness ofE for C says that E � s = t is equivalent to the right-hand side; this
proves the equivalence claimed in the statement.

The informal intepretation of this last theorem is as follows: every
comodel C induces an algebraic structure on the side effect monad
(with global state C). Having “enough” equations (i.e. complete-
ness over the given comodel C) is then equivalent to this translation
being faithful (⌫C having injective components).

7. From Comodels to Machines
We conceptualize both Turing and counter machines as determin-
istic transition systems with side effects. The transition structure
is excessively simple: every state x ∈ X is mapped to a term
�(x) ∈ T⌃(X + 1) where 1 = {halt} deonotes successful termina-
tion. We write x → t to indicate �(x) = t. For the whole section,
we fix an algebraic signature ⌃.

Definition 7.1. A ⌃-machine is a pair (X,�) where X is a set (of
states) and � ∶X → T⌃(X + 1).
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In other words, a ⌃-machine is a T⌃( + 1)-coalgebra. We often
denote ⌃-machines as lists of transitions x → �(x). Transitions
of a ⌃-machine produce purely syntactic (side) effects that we
interpret by means of ⌃-comodels.

Definition 7.2. Let ⌃ be a signature, (C, L ⋅ M) a ⌃-comodel, and(X,�) a ⌃-machine. The operational semantics of (X,�) over C
is given by binary relations→0

C

,→1
C

on T⌃(X +1)×C defined by

(x, c)→1
C

(�(x), c) if x ∈X
(f(t1, . . . , tn), c)→0

C

(t
i

, c

′) if LfM(c) = inj
i

(c′).
We write (t, c) →<n

C

(t′, c′) if (t, c) →i1
C

⋅ ⋅ ⋅ →ik
C

(t′, c′) and
i1 + ⋅ ⋅ ⋅+ i

k

< n, and→∗
C

= �{→<n
C

� n ∈N}. We elide the subscript
C if the comodel C is clear from the context. Given ⌃-machines(X,�), (Y, ⌧) and terms s ∈ T⌃(X + 1), t ∈ T⌃(Y + 1), we say
that t simulates s over C, in symbols C � s � t if for all c, c′ ∈ C
we have that (s, c) →∗

C

(halt, c′) implies (t, c) →∗
C

(halt, c′).
Moreover, we write C �

n

s � t if for all c, c′ ∈ C, we have that(s, c) →<n (halt, c′) implies (t, c) →∗ (halt, c′), and refer to �
n

as n-step or step-indexed simulation.

That is, if s simulates t then s terminates when run from any co-
model state from which t terminates, and produces the same cu-
mulative side effect. This allows us to formulate state equivalence
as two-way simulation: if s and t simulate each other, then they
terminate from the same comodel states, and produce the same cu-
mulative side effect. (In particular, any two non-terminating com-
putations, such as x and y given by x → l.x and y → r.y, are
equivalent.) The step-indexed version �

n

s � t is central to the
soundness proof. Notice that it bounds the number of evaluation
steps only for the left-hand term s; this is similar to the clause for
computation types in step-indexed logical relations [3]. By defini-
tion, the index on →<n and �

n

counts only state transitions, not
comodel operations.

We now introduce the simulation calculus that precisely char-
acterizes simulation between two ⌃-machines (X,�) and (Y, ⌧),
i.e. derives s � t whenever C � s � t, where t ∈ T⌃(X + 1) and
s ∈ T⌃(Y + 1) are terms over X and Y , respectively. The cal-
culus is built on top of an equational axiomatization of comodels,
and parametrized over a collection of splittings. As already in the
case of equational completeness (Theorem 5.11), soundness and
completeness will rely on suitable properties of the splittings, to be
discussed later.

Definition 7.3. Let E be a set of ⌃-equations and (X,�) and(Y, ⌧) be ⌃-machines. The simulation calculus, parametrized by a
collection S of splittings (i.e. finite sets of linear terms), comprises
the following rules:

(ax)
s � s (rw)E � s = s′ s

′ � t′ E � t

′ = t
s � t

(split){s.u � s.v � s ∈ S}
u � v

(µ)s � t⌧
s � t (⌫)s� � t

s � t (s ∈ T⌃(X))
where S ∈ S is a splitting in the second rule. The rules (ax), (rw),(split) and (µ) may be applied inductively whereas (⌫) is applied
coinductively. More formally, E ,S � s � t if s � t is an element of
the mixed fixpoint

⌫R.µU.C

i

(U) ∪C
c

(R)
where C

i

(U) denotes the set of conclusions of the inductive rules
(ax), (rw), (split), (µ), with premises in U , and C

c

(R) de-
notes the set of conclusions of the coinductive rule (⌫) applied to

premises in R. In case the splittings S and the equations E are clear
from the context, we write � s � t for E ,S � s � t.
Notice that the side condition of the (⌫)-rule essentially says that s
will not terminate successfully before further unfolding. The rule

(imp)E � s = s′
s � s′

(for import) is derivable using (ax) and (rw).
Remark 7.4. The above system admits, via its coinductive
rule (⌫), infinite proofs. It is clear that we cannot in general hope
to find a finite representation format that fits all proofs, e.g. as ratio-
nal trees: If one had any proof system for equality (or simulation)
of Turing machines with finitely represented proofs whose correct-
ness is decidable, then this would make the problem of whether a
program p diverges on a given finite input w recursively enumer-
able, as p diverges on w iff wr

w

.p � y where wr
w

writes the input w
on the tape and y is some diverging program, say y → r.y.

We now turn to the main results of this paper, soundness and
completeness of the simulation calculus, before illustrating the
calculus with several examples. The following technical lemma that
picks apart the stratification of the operational semantics is needed
in various places.

Lemma 7.5. Let (C, L ⋅ M) be a ⌃-comodel and (X,�) a ⌃-
machine.

1. (s, c) →<k+1
C

(s′, c′) iff (s�, c) →<k
C

(s′, c′) for all c, c′ ∈ C
and all s, s′ ∈ T⌃(X + 1).

2. (s, c) →<n
C

(halt, c′) iff (s′, c) →<n
C

(halt, c′) for all c, c′ ∈ C
and s ∈ T⌃(X + 1) provided C � s = s′.

The proof of the first item is immediate by induction on the
structure of s, and omitted, the second is straightforward using(s, c) →<1 (x, c′) iff LsM(c) = inj

x

(c′). As indicated, the sound-
ness of the calculus hinges on a semantic property of the splittings:

Definition 7.6. Let (C, L ⋅ M) be a ⌃-comodel, and let S ⊆ T 0
⌃(V )

be a set of linear terms. Then a splitting S is full over C if for every
c ∈ C there exists s(x) ∈ S and c

′ ∈ C such that LsM(c′) = LxM(c).
Soundness then takes the following form:

Theorem 7.7 (Soundness). Let (C, L ⋅ M) be a ⌃,E-comodel and(X,�), (Y, ⌧) be ⌃-machines.
If every splitting S ∈ S is full over C, then C � s � t wheneverE ,S � s � t, for all s ∈ T⌃(X + 1) and all t ∈ T⌃(Y + 1).

Proof. For n ∈N, put

�
n+1= µU.Ci

(U) ∪C
c

({s � t ��
n

s � t})
and �0 s � t for all s, t ∈ T⌃(X). Then � s � t if �

n

s � t

for all n ∈ !. It suffices to show that �
n

⊆ �
n

for all n ∈ N
(cf. Definition 7.2). For n = 0 there is nothing to show. So suppose
that n > 0. We proceed by induction on the derivation of �

n

s � t
where we treat the individual rules in turn.

• (⌫): Suppose that �
n−1 s� � t so that by induction, �

n−1 s� �
t. Then �

n

s � t by Lemma 7.5.1.
• (µ): Suppose that �

n

s � t� so that by induction, �
n

s � t�.
Then �

n

s � t by Lemma 7.5.1.
• (ax): Trivial.
• (rw): Suppose that E � s = s′, E � t = t′, and �

n

s

′ � t′. We
have �

n

s

′ � t

′ by induction, and need to show that �
n

s � t.
This follows from Lemma 7.5.2.

• (split): Suppose that �
n

s.u � s.v for all s ∈ S where S ∈ S
is a splitting. To see that �

n

u � v let c ∈ C and assume that
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(u, c) →<n (halt, c′′). Since S is full, there exist c′ ∈ C and
s(x) ∈ S such that LsM(c′) = LxM(c) whence

(s.u, c′)→0 (u, c)→<n (halt, c′′).
By induction, this gives

(s.v, c′)→∗ (halt, c′′)
which implies that (v, c)→∗ (halt, c′′) as required.

Remark 7.8. Soundness of coinductive proof systems breaks more
easily than for standard well-founded proof systems. E.g. it is
by no means the case that the system will remain sound when
extended with semantically sound inductive rules, i.e. rules whose
conclusion is valid whenever the premises are valid. As a simple
counterexample, consider the inverse rule of (⌫), which is clearly
semantically sound in this sense. Adding this rule to the system as
an inductive rule, however, will make the system inconsistent in the
sense that all inequalities s � t become provable, via coinductive
proofs that keep reducing s� � t and s � t to each other using (⌫)
and its inverse.

The key point in the above soundness proof is that all inductive
rules are sound for the step-indexed notion of satisfaction, �

n

, and
we can soundly add any rule to the system as an inductive rule if it
is sound for �

n

. This holds in particular for the congruence rule

(cg) s1 � t1 . . . s

n

� t
n

f(s1, . . . , sn) � f(t1, . . . , tn) .
One rule that clearly fails to be sound for �

n

is transitivity of � (if�
n

s � t and �
n

t � u then �
n

s � u may still fail, say when s ter-
minates in less than n steps, t terminates in more than n steps, and
u diverges). Interestingly, more or less the same problem appears
in a quite different context, the failure of the transitivity proof for
the Appel-McAllester model of recursive types as discussed in [3].
Of course, our step-indexed simulation relation is nevertheless tran-
sitive, but it remains an open question whether transitivity can be
soundly added to our system as an inductive rule.

The crucial step in the completeness proof that we are about to
give is the ability to inductively reduce the branching degree of
terms so that we get to apply completeness for linear terms at
some point. This is as in the proof of equational completeness
for comodels (Theorem 5.11) and indeed the general completeness
theorem makes the same assumptions, but additionally requires that
the comodel in question be compact. The latter is automatic for
final comodels (Corollary 4.7).

Theorem 7.9 (Completeness). Let (C, L ⋅ M) be a ⌃,E-comodel that
carries a compact topology for which all LfM, f ∈ ⌃ are continuous,
and let (X,�), (Y, ⌧) be ⌃-machines. Assume that

• linear ⌃-terms have normal forms over E and C;
• every splitting S ∈ S is admissible over E;
• every degree-1 term has a reductive splitting S ∈ S .

Then E ,S � s � t whenever C � s � t, for all s ∈ T⌃(X + 1) and
t ∈ T⌃(Y + 1).
Proof. As E ,S � s � t is a greatest fixpoint, it suffices to show that

V ⊆ µU.(C
i

(U) ∪C
c

(V ))
where V = {s � t � C � s � t} is the set of all semantically
simulating pairs of terms. Let s � t ∈ V where s ∈ Tn

⌃(X + 1) and
t ∈ Tm

⌃ (Y + 1); we proceed by induction on n +m. If n +m = 0,
then s and t are linear, so we have either s ∈ T 0

⌃(X) or s ∈ T 0
⌃(1).

In case s ∈ T

0
⌃(X), the assumption C � s � t implies that

C � s� � t, so s � t ∈ C
c

(V ) ⊆ µU.C
i

(U) ∪C
c

(V ) as required.

In case s ∈ T

0
⌃(1) we claim that there exists n such that

C � s = t�n where t�

n is the n-fold application of � to t, defined
formally bty t�

0 = t and t�

n+1 = (t�n)�.
To see this, put o

k

= {c ∈ C � C, c � s = t�

k}. As C � s � t

(and s contains halt ∈ 1 as the only variable) and the interpretation
of terms is continuous, C = �

k

o

k

is an open cover of C, and
since C is compact, it follows that C � s = t�

k for some k.
This proves the claim. Given C � s = t�

k, we obtain that s �
t�

k ∈ µU.C

i

(U) ∪ C

c

(V ) using (rw) and (ax) and therefore
s � t ∈ µU.C

i

(U) ∪C
c

(V ) using (µ) k times.
This finishes the proof for the base case n + m = 0. If n +

m > 0, then either s or t has strictly positive degree and hence
decomposes into a degree-1 term and a substitution as in the proof
of Theorem 7.7. The former has a reductive splitting S ∈ S , and it
suffices by (split) to show that u.s � u.v ∈ µU.C

i

(U) ∪ C
c

(V )
for all u ∈ S. Since C � s � t, we have C � u.s � u.t. Using (rw)
we may assume that the sum of the degrees of each u.s and u.t is
smaller than that of s and t, and apply the inductive hypothesis.

Remark 7.10. Observe that from the above proof, one extracts an
easy argument that shows that if C is compact, then every pro-
gram that terminates on all inputs runs in constant time. This is
does not mean that the expressivity of the formalism is unexpect-
edly restricted but is instead based on the fact that typical compact
comodels, in particular final ones, allow for infinite input, e.g. tapes
filled with infinite input strings, and any program that terminates on
all inputs will have to terminate also on infinite inputs. Typical ver-
ification goals will compare a program to a simpler (maybe less
efficient) program that serves as the specification. As a simple ex-
ample, consider programs binc and uinc, over the usual alphabet{0,1,B}with B read as a blank symbol and 0 and 1 as bits, that in-
crement a binary number and a unary number, respectively, as well
as a binary-to-unary conversion program b2u . Then the inequality
b2u.uinc � binc.b2u serves as a specification of binc. Both sides
involve programs that may fail to terminate on some inputs, namely
if the input is an infinite bit string; still, the specification is the same
as if all programs were total.

It is routine to verify that our requirements for soundness and
completeness are met in our running examples:

Example 7.11. The simulation calculus, instantiated with the split-
tings used in the respective proofs of equational completeness, is
sound and complete for both counter machines and Turing ma-
chines, over the final comodels F (for Turing machines, Lemma
3.2) and C (for counter machines, Lemma 3.4); that is:

1. If S
T

= {S
k

� k ∈ Z} is the set of splittings from Lemma 5.10,
then E

T

,S
T

� s � t ⇐⇒ F � s � t.
2. If S

C

= {S} and S is the set of splittings from Lemma 5.9, thenE
C

,S
C

� s � t ⇐⇒ C � s � t.
Proof. By soundness and completeness of the generic simulation
calculus, once we have convinced ourselves (for soundness) that
the splittings given are indeed full, which is however evident.

To facilitate examples, we fix the following terminology.

Definition 7.12. A coinductive set is a set R of inequalities such
that

R ⊆ µP. (C
i

(P ) ∪C
c

(P ) ∪C
c

(µU. (C
i

(U) ∪R))).
In words, every inequality in a coinductive set R has a well-founded
proof, using all rules, from conclusions of the coinductive rule(⌫) whose premises can be proved using the inductive rules from
elements of R.

Lemma 7.13. Let R be a coinductive set. Then E � R.
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Proof. We show that R̄ ∶= µU. (C
i

(U) ∪C
c

(U) ∪R) is a postfix-
point of the functional defining derivability, i.e. that

R̄ ⊆ µP.C
i

(P ) ∪C
c

(R̄).
The right hand side is closed under C

i

by its own definition, and
closed under C

c

by the definition of R̄. Thus, it suffices to show
R ⊆ µP.C

i

(P ) ∪ C
c

(R̄). Since R is a coinductive set, it suffices
to show

µP. (C
i

(P ) ∪C
c

(P ) ∪C
c

(µU. (C
i

(U) ∪R))) ⊆
µP.C

i

(P ) ∪C
c

(R̄).
Again because the right hand side is closed under C

i

and C

c

, it
suffices to show

C

c

(µU. (C
i

(U) ∪R)) ⊆ µP.C
i

(P ) ∪C
c

(R̄).
But in fact the left-hand side is even contained in C

c

(R̄).
The following examples illustrate the calculus for Turing machines
over the two-symbol alphabet {0,1}.
Example 7.14. 1. For the nonterminating program y → r.y we

can prove y � halt by indefinite application of the (⌫)-rule:
repeated backwards application of (⌫) starting from y � halt

successively reduces the goal to inequalities r.y � halt, r.r.y �
halt, . . . The proof tree fails to be rational, which is unsurpris-
ing as the program y goes through infinitely many tape states
(counting the head position as part of the tape state).

2. Contrastingly, the nonterminating program y → r.z, z → l.y

only visits finitely many tape states. And indeed, we do find
a rational proof tree for y � halt (formally, {y � halt} is a
coinductive set): ⋮

y � halt(rw)
l.r.y � halt

2 × (⌫)
y � halt

3. On the other hand, we cannot prove the invalid inequality halt �
y for y → r.y: backwards application of the inductive rules
(including (µ)) will always yield goals whose left hand sides
contain halt, so (⌫) never becomes applicable due to its side
condition s ∈ T⌃(X).

4. Equivalence of isomorphic systems is proved quickly by means
of (⌫), (µ), and (cg) (see Remark 7.8). E.g. for x → r.x and
y → r.y, to show x � y we first apply (⌫) and then (µ),
obtaining the goal r.x � r.y, and then apply (cg), obtaining
the original goal x � y; since we have applied (⌫) in between,
this constitutes a coinductive proof in our system.

5. As an example that terminates in some cases and diverges in
others, consider the Turing program x → rd(halt, x), which
stops if the current tape cell contains 0 and otherwise diverges.
Again, we show x � halt:

⇧

⋮
x � halt(cg)

wr1.x � wr1.halt(rw)
wr1.rd(halt, x) � wr1.halt(split)

rd(halt, x) � halt(nu)
x � halt

where (split) is applied with S = {wr0,wr1} and ⇧ represents
a proof of wr0.rd(halt, x) � wr0.halt using (rw) and (ax).
Formally, we have shown that {x � halt} is a coinductive
set. Again, the proof tree is rational in this case, matching the
observation that x visits only finitely many memory states (just
one, in fact).

6. Consider the Turing program

x→ r.rd(l.y, x) y → rd(halt, l.y);
that is, y searches the tape leftwards for the first occurrence of
0 (possibly at the current tape position), and x searches the tape
for the first occurrence of 0 strictly to the right of the current
tape position and then moves one cell to the left and calls y. We
show x � y by establishing that

R = {wr1n .rn.x � wr1n .y � n ≥ 0}
is a coinductive set, where we write wr1n for the program
wr

0
1. . . . .wr

n−1
1 .z that writes the string 1n consisting of n 1’s

on the tape and leaves the head position unchanged: For n ≥ 0,
we have

⇧

⋮
wr1n+1 .rn+1.x � wr1n+1 .y(⌫, rw)

wr

n

1 .wr1n .r
n

.x � wrn1 .wr1n .y(split)
wr1n .r

n

.x � wr1n .y
where (split) is applied with S = {wrn0 ,wrn1 } and ⇧ is the proof

(ax)
wr

n

0 .wr1n .y � wrn0 .wr1n .y⋮
wr

n

0 .wr1n .r
n−1

.y � wrn0 .wr1n .y(rw)
wr

n

0 .wr1n .r
n

.l.y � wrn0 .wr1n .y(⌫, rw)
wr

n

0 .wr1n .r
n

.x � wrn0 .wr1n .y
with the ellipsis indicating repeated application of (⌫) and
rewriting.

We complement these examples with a derivation in the simulation
calculus for counter machines.

Example 7.15. We consider machines with two counters, 0 and 1.
Let the state x have the transition

x→ jd1(halt, inc0.x).
That is, x adds the content of counter 1 to counter 0 by repeatedly
incrementing counter 0 and decrementing counter 1, eventually
leaving counter 1 being 0. Let the state y have the transition

y → jd0(x, inc1.y);
so y first adds the content of counter 0 to the content of counter 1
and then calls x to move counter 1 to counter 0, leaving counter 1
being 0.

When these programs are interpreted over the final counter
comodel (Lemma 3.4), counters store a finite value n ∈ N or ∞.
Accordingly, we have different sources of non-termination:

• If counter 1 contains ∞, then x will fail to terminate. In this
case, state y will also fail to terminate: even if counter 0 is finite,
y will eventually call x and diverge.

• If counter 0 contains∞, then y will fail to terminate, whereas x
will terminate as long as counter 1 is finite.

It is thus not true that x � y; we show y � x. To this end, we
establish that the set

R = {incn1 .y � incn0 .x � n ≥ 0},
which contains our goal as the case for n = 0, is coinductive.

So let n ≥ 0. We have the derivation
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(ax)
clr0.inc

n

0 .x � clr0.incn0 .x(rw, ⌫) ⋮
clr0.inc

n−1
1 .inc0.x � clr0.incn0 .x(rw, ⌫)

clr0.inc
n

1 .x � clr0.incn0 .x inc

n+1
1 .y � incn+10 .x(split, rw)

jd0(incn1 .x, incn+11 .y) � incn0 .x(rw)
inc

n

1 .jd0(x, inc1.y) � incn0 .x(⌫)
inc

n

1 .y � incn0 .x
where (split) is applied with S = {clr0, inc0} and ellipsis indicates
repeated unfolding on the left (⌫) and equational rewriting (rw).
The right branch ends in an element of R with an interceding
application of (⌫), showing that R is coinductive and finishing the
proof.

Remark 7.16. The above example shows that the use of the final
counter comodel spoils the expected equivalence of the states x, y,
allowing for simulation only in one direction. One can easily en-
code simulation w.r.t. the standard counter comodel with counters
1, . . . , n storing only finite values into simulation w.r.t. the final
comodel, for simplicity with an additional counter n + 1: let p be
a program that adds the counters i = 1, . . . , n to the counter n + 1
by iterated decrementation of i and incrementation of n + 1. Then
for counter machine terms s, t using only the counters 1, . . . , n, we
have s � t w.r.t. the standard comodel iff p.s � p.t w.r.t. the final
comodel.

8. Conclusions
We have formalized a generic notion of state machines that produce
algebraic effects; as runnning examples, we have discussed two
computational models, Turing machines and counter machines, in
these terms. Our main result is a sound and complete calculus for
computational simulation, i.e. termination from at least the same
starting memory states, with the same cumulative effect. We have
argued that this cannot be achieved by a purely inductive system (as
otherwise equality of recursive functions would become recursively
enumerable, violating, e.g., Rice’s theorem) and have given a mixed
coinductive/inductive calculus instead.

We believe that that this is the first attempt at a logical treatment
of extensional equality of programs in state-based computational
models. Many questions are still open, in particular:

• Under what conditions does a simulation s � t have a rational
proof, i.e. a finitely representable non-wellfounded proof?

• Can ⌃-machines be equipped with a meaningful notion of poly-
nomial equivalence and can this be axiomatized logically?

• Can the approach presented here be extended to a form of
mathematical axiomatic semantics for programming languages
including structured control constructs (e.g. loop constructs),
analogous to Turi and Plotkin’s mathematical operational se-
mantics [20]?

We leave these questions for further work.
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Abstract

We describe an interpretation of recursive computation in a symmet-
ric monoidal category with infinite biproducts and cofree commu-
tative comonoids (for instance, the category of free modules over a
complete semiring). Such categories play a significant role in “quan-
titative” models of computation: they bear a canonical complete
monoid enrichment, but may not be cpo-enriched, making standard
techniques for reasoning about fixed points unavailable. By con-
structing a bifree algebra for the cofree exponential, we obtain fixed
points for morphisms in its co-Kleisli category without requiring
any order-theoretic structure. These fixed points corresponding to
infinite sums of finitary approximants indexed over the nested finite
multisets, each representing a unique call-pattern for computation
of the fixed point. We illustrate this construction by using it to give
a denotational semantics for PCF with non-deterministic choice
and scalar weights from a complete semiring, proving that this is
computationally adequate with respect to an operational semantics
which evaluates a term by taking a weighted sum of the residues of
its terminating reduction paths.

Categories and Subject Descriptors F.3.2 [Semantics of Program-
ming Languages]: Denotational semantics

1. Introduction

We introduce a fixed point construction for certain models of linear
type theory with infinite sums — specifically, symmetric monoidal
categories with infinite biproducts, in which the exponentials are
cofree commutative comonoids. These models have a quantitative
flavour in two (related) senses — the cofree exponential allows a
precise representation of the multiplicity of resources used by a
program, and countable biproducts imply a natural enrichment over
the category of R-modules, for a complete (commutative) semiring
R, which can be used to capture properties of computation such as
probability of failure, minimal or maximal cost, security level etc.

However, these models may not be continuously ordered. This
poses two fundamental problems for interpreting recursive higher-
order programs: how to construct fixed points for endomorphisms,
and how to establish that they correspond to an operational inter-
pretation of fixed points. We address both of these questions: the
first by defining a fixed point operator for the Cartesian category
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defined by our model of linear type theory (the co-Kleisli category
of the cofree exponential), which is unique in satisfying a uniformity
property. To investigate the second, we define a nondeterministic
functional language with scalar weights from a complete semiring,
and give a denotational semantics in our categorical model which
is computationally adequate: each program denotes the weighted
sum (over all reduction paths) of the values to which it reduces. In
establishing these results, we develop a new way of representing
fixed points in quantitative semantics

1.1 Related Work

Quantitative interpretations of programs as linear functionals, with
the direct sum and product as additive and multiplicative connectives,
and cofree comonoids as exponentials, played key roles (explicitly
and implicitly) in the development of linear logic (Girard 1988).
Self-duality of the direct sum (i.e. biproducts) implies the existence
of finite sums in these models, but construction of the cofree
exponential requires certain infinite sums, forcing a choice between
designing a model in which only those which are needed exist (cf.
for example Ehrhard’s finiteness spaces (Ehrhard 2010)), and a
more general approach in which they all do (i.e. in this case, the
requirement to have countable biproducts). Although this excludes
some interesting cases, we might hope to arrive at a more complete
understanding of the relationship between these alternatives.

To construct fixed points in the absence of any order theoretic
structure, we turn to the abstract characterization of such operators
provided by axiomatic domain theory. Specifically, we use the
observation (Freyd 1990; Simpson and Plotkin 2000) that uniform
fixed point operators exist (and are unique) for any comonad which
is an algebraically compact functor (Barr 1993) — i.e. it has a
bifree algebra (an initial algebra for which the inverse is a terminal
coalgebra). In a nice example of the success of this theory, we define
such an algebra for the cofree exponential by iterating Lafont’s
construction of a cofree commutative comonoid as a sum of finite
multisets (Lafont 1988; Melliès et al. 2009), to obtain a bifree
algebra which is a biproduct over the nested finite multisets. We
observe, however, that many instances of our categorical model
contain distinct (non-uniform) fixed points computed using a trace
operator (Hasegawa 2002), so further investigation is needed to
identify the operator which correctly captures program behaviour.

Our study of the operational behaviour of our fixed points
generalizes and extends the results presented in (Laird et al. 2013b),
which describes a denotational model for nondeterministic PCF
with scalar weights from a continuous semiring, R (based on
a semantics of linear logic introduced by Lamarche (Lamarche
1999)) in the category of sets and matrices over R (also known
as the category of free R-modules and their homomorphisms).
Omitting the assumption of continuity allows some interesting
examples, such as finite semirings characterizing strong convergence
of programs, and a simpler and more general notion of categorical
model. Moreover, it forces the development of a new way to
characterize fixed points, based on a precise representation of the
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computational resources consumed in evaluating a function in the
style of the resource �-calculus (Boudol 1993) — in this case
extended with nested multiset resource bounds capturing the call
patterns of recursively defined procedures. This suggests further
relationships with the rich theory underlying quantitative models,
including the differential �-calculus (Ehrhard and Regnier 2003):
on the syntactic side, via their correspondence with the resource
calculus (Tranquilli 2009), and on the semantic side, via the notion
of differential category (Blute et al. 2006), which shares many
properties and examples with our notion of categorical model.

2. Weighted PCF in a Complete Semiring

To illustrate our quantitative semantics of fixed points, we recall
from (Laird et al. 2013b) the syntax and operational semantics of
an extension of PCF with bounded non-deterministic choice and
“scalar” weights from a given commutative monoid M. Typing
is Church-style — i.e. every variable has a fixed type (generated
with the constructor ! from a single ground type nat). The well-
typed terms are defined with respect to contexts (finite sequences) of
variables according to the rules in Table 1. The operational semantics
for PCFMdetermines a weight in M for each reduction path from a
program (closed term of type nat) to a terminal value (numeral), by
assigning a weight to each reduction step and multiplying together
the weights from each step in the path. Since the only computation
step at which more than one rule may be applied is reduction of
erratic choice (where reduction may take the right or the left branch),
each reduction path for a given program corresponds to a unique
element of the free monoid B = {l, r}⇤. Thus we define a reduction
relation with labels from B ⇥M.

DEFINITION 2.1. The operational semantics of PCFM is the la-
belled transition system (LTS) in which the states are the programs
(closed terms of type nat) of PCFM, the labels are the elements of
B ⇥M and the actions are as defined in Table 2.

DEFINITION 2.2. Let u,a

=) be the reflexive, transitive closure of u,a�!.
Equivalently (and conveniently for inductive proofs), P u,a

=) Q if
there exists i 2 N such that P u,a

=)
i

Q, where:

P

",1
=)iP

P

u,a�!P

0
P

0 v,b
=)iP

00

P

u·v,a·b
=)j P

00
i < j

LEMMA 2.3. P u,a

=)
i

m and P

u,b

=) n implies a = b and m = n.

PROOF: By induction on i, using the fact that P

u,a�! P

0 and
P

u,b�! P

00 implies a = b and P

0 = P

00. ⇤

Thus, if (P ) n) = {u 2 B | 9a.P u,a

=) n} is the set of paths from
P to n, we may define the path weight function w : (P ) n) ! M
by: w(u) = a if P u,a

=) n.
Given a suitable notion of (countably) infinite indexed sum for

values in M we may evaluate P at n by taking the sum of the
weights for for all paths from P to n: as discussed in (Laird et al.
2013b) this value can represent aspects of the evaluation behaviour
of P , such as the number of distinct paths or length of the shortest
or longest path to a given value or the probability of reaching it,
depending on the choice of sum. The properties we shall require of
the sum are that it is a complete monoid, and with the monoid M as
multiplication forms a complete semiring.

DEFINITION 2.4. A (countably) complete monoid is a pair (S,⌃)
of a set S with a sum operation ⌃ on (countably) indexed families
of elements of S, satisfying the axioms:

Partition Associativity For any partitioning of the indexing set I
into {I

j

| j 2 J}, ⌃
i2I

a

i

= ⌃
j2J

⌃
i2Ijai

.

Unary Sum ⌃
i2{j}ai

= a

j

.

We write 0 for the sum of the empty family, which is well-defined
and a neutral element for the sum by the above axioms. Any
complete monoid is a commutative monoid in the usual sense (with
binary sum a1 + a2 = ⌃

i2{1,2}ai

).

DEFINITION 2.5. A complete semiring R is a tuple (|R|,⌃, ·, 1)
such that (|R|,⌃) is a complete monoid and (|R|, ·, 1) is a monoid
which distributes over ⌃ — i.e. ⌃

i2I

(a · b
i

) = a · ⌃
i2I

b

i

and
⌃

i2I

(b
i

· a) = (⌃
i2I

b

i

) · a. R is commutative if (|R|, ·, 1) is a
commutative monoid.

The operational and denotational semantics of PCFR , where R is
a continuous semiring, were studied in (Laird et al. 2013b).

DEFINITION 2.6. A (commutative) continuous semiring is a com-
mutative semiring (|R|,+, 0, ·, 1) with a directed complete partial
order on |R| with least element 0 such that + and · are continuous.

Any continuous semiring extends to a complete semiring by setting
⌃

i2I

a

i

=
W

J✓finI
⌃

j2J

a

j

: say that (|R|,⌃, ·, 1) is continuous
if it arises in this way — i.e. its underlying set can be ordered so
that 0 is a least element and the sum and product are continuous.
Examples of continuous semirings are described in (Laird et al.
2013b), including any complete lattice, the natural or positive real
numbers completed with a greatest element 1, and the so-called
exotic semirings. Examples of complete commutative semirings
which cannot be continuously ordered include finite semirings with
the formal sum:

DEFINITION 2.7. A semiring is positive if it has no additive in-
verses — i.e. a+ b = 0 implies a = b = 0.1
Given a positive semiring R = (|R|,+, 0, ·, 1), define the complete
semiring R1 = (|R| [ {1},⌃, ·, 1), where 1 62 |R| and:
• ⌃

i2I

a

i

= ⌃
j2J

a

j

, where J = {i 2 I | a
i

6= 0}, if J is finite.
• ⌃

i2I

a

i

= 1, otherwise.

and a.1 = 1.a = 0 if a = 0; a.1 = 1.a = 1, otherwise.

PROPOSITION 2.8. If |R| is finite then R1 is not continuous.

PROOF: Suppose R is partially ordered with 0  a for all a. Let
n = ⌃1in

1. Then 0  1  . . . and so
W

J✓finN ⌃j2J

1 =W
m2N m = n for some n. But ⌃

i2N1 = 1. ⇤
Observe that we may extend any (commutative) semiring R (even
one without an additive zero) to a positive semiring R0 by adding a
(new) zero element — i.e. 00 62 |R| such that 00 + a = a+ 00 = a

and 00.a = a.00 = 00 for all a 2 |R|.
Relaxing the continuity requirement on the sum yields further

examples and refinements of the quantitative semantics programs
in PCFR . For example, observe that if P is strongly convergent
(i.e. there is no infinite reduction sequence starting from P ) then
by König’s lemma, (P ) n) is finite for all n. Thus for any
commutative semiring R (not necessarily complete) we may define
the following notion of testing:

P + (n, a) if P is strongly convergent and ⌃
u2(P)n)w(u) = a.

Minimally, if R is the Boolean semiring this characterizes must-
convergence: P must converge to n if and only if P + (n, 1) and
P + (m, 0) for all m 6= n.

We may represent this notion of testing by evaluating programs
in the complete semiring R1

0 , using an adaptation of the character-
ization of strong convergence obtained in (Laird et al. 2013b) via

1 Every complete monoid satisfies the positivity property — if a + b = 0
let a

i

= a, b

i

= b for all i 2 N, then 0 = ⌃
i2N(ai + b

i

) =
a0 + ⌃

i2N(bi + a

i+1) = a+ 0 = a.
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�,x:T,�0`x:T
�`M :S!T �`N :S

�`M N :T
�`M :nat
�`a.M :nata 2 R �`0:nat

�`M :nat
�`succ(M):nat

�,x:T`M :T
�`µx.M :T

�,x:S`M :T
�`�x.M :S!T

�`M :nat �`N :nat
�`M orN :nat

�`M :nat
�`Ifz(M):nat!nat!nat

�`M :nat
�`pred(M):nat

Table 1. Typing Judgments for PCFM

E[(�x.M)N ]
",1�! E[M [N/x]] E[µx.M ]

",1�! E[M [µx.M/x]]

E[Ifz(0)]
",1�! E[�x.�y.x] E[M orN ]

l,1�! E[M ]

E[Ifz(n+ 1)]
",1�! E[�x.�y.y] E[M orN ]

r,1�! E[N ]

E[pred(n+ 1)]
",1�! E[n] E[a.M ]

",a�! E[M ]

E[•] ::= [•] | E[•]N | Ifz(E[•]) | succ(E[•]) | pred(E[•])

Table 2. Labelled Transitions for PCFM

a translation ( )� from terms of PCFR to terms of PCFR1
0 . This

replaces � and µ abstractions as follows:

(�x.M)� = �x.�y1 . . . yn.(M
�
y1 . . . yn or 0.1)

(µx.M)� = µX.�y1 . . . yn.(M
a

y1 . . . yn or 0.1)

(where M : T1 ! . . . ! T

n

) nat) so that fixed point unwinding
or �-reduction of function application creates a new path with
weight 0 (recall that 0 is a zero for finite sums, but ⌃

i2I

0 = 1
if I is infinite). Any infinite reduction sequence for a program
P will contain infinitely many fixed point unwindings and thus
create infinitely many such paths from P

�. So, in particular, if
P

n

=
df

Ifz(P �) then 0.n else 0.n:

LEMMA 2.9. If P is strongly convergent then ⌃
u2(Pn)n)w(u) =

0. Otherwise, ⌃
u2(Pn)n)w(u) = 1.

Thus we obtain the following characterization of +:

PROPOSITION 2.10. P + (n, a) iff ⌃
u2((P or Pn))n)w(u) = a.

In this paper we study quantitative denotational semantics of pro-
grams which capture their “sum-of-path-weights” in a complete, but
not necessarily continuous semiring. We generalize to an abstract
setting the model presented in (Laird et al. 2013b), in which each
program denotes a matrix of values in a continuous semiring, by
showing that any Lafont category with countable biproducts (de-
fined below) contains a computationally adequate model of PCFR .
To do so we will require an interpretation of fixed points without a
cpo-enrichment.

3. Lafont Categories with Countable Biproducts

We now recall some aspects of the relationship between (countably)
complete monoids and (countable) biproducts2.

DEFINITION 3.1. A category C has (countable) biproducts if it has
all (countable) set-indexed products and coproducts, and these
coincide on objects and morphisms — i.e. for for any (countably)
indexed family of objects {A

i

| i 2 I} there is an object
L

i2I

A

i

which is a product and coproduct of the A

i

, and for any family of
morphisms {f

i

: A
i

! B

i

| i 2 I}, h⇡
i

; f
i

| i 2 Ii = [f
i

; ◆
i

| i 2
I] (denote this by

L
i2I

f

i

:
L

i2I

A

i

!
L

i2I

B

i

).

It is well known that any category with finite biproducts carries
a canonical enrichment in the category of commutative monoids.

2 The restriction to countable biproducts (and countably complete monoids
and semi-rings) can be largely ignored, save for Lemma 4.22.

Similarly, categories with infinite biproducts bear an enrichment
over the category of complete monoids and their homomorphisms
(in which we may define symmetric monoidal structure such that
the morphisms from the tensor product are bilinear functions
(Bahamonde 1985)).

PROPOSITION 3.2. Any category with countable biproducts bears
an enrichment over the category of countably complete monoids.3

PROOF: Given a family of morphisms {f
i

: A ! B | i 2 I},
let ⌃

i2I

f

i

= �I

A

;
L

i2I

f

i

;rI

A

, where �A

I

: A !
L

i2I

A =
hid

A

| i 2 Ii and rI

A

:
L

i2I

A ! A = [id
B

| i 2 I]. This satis-
fies the unary sum axiom by definition, and partition associativity
as follows: for any partitioning of I into {I

j

| j 2 J}:
⌃

j2J

⌃
i2Ijfi = �J

A

;
L

j2J

(�
Ij
A

; (
L

i2Ij
f

i

);rIj
A

);rJ

A

= �J

A

; (
L

j2J

�
Ij
A

); (
L

j2J

L
i2Ij

f

i

); (
L

j2J

rIj
A

);rJ

A

= �I

A

; (
L

i2I

f

i

);rI

A

= ⌃
i2I

f

i

Similarly, we may show that composition is bilinear — i.e.
(⌃

i2I

f

i

); (⌃
j2J

g

j

) = ⌃hi,ji2I⇥J

f

i

; g
j

.4 ⇤

Conversely, any (countably) complete monoid enriched category
may be completed with (countable) biproducts.

DEFINITION 3.3. If C is complete monoid enriched, let C⇧ be the
category in which objects are (countable) set-indexed families of
objects of C, and morphisms from {A

i

| i 2 I} to {B
j

| j 2 J} are
I⇥J-indexed sets of morphisms {f

i,j

: A
i

! B

j

| hi, ji 2 I⇥J},
composed by setting (f ; g)

ik

= ⌃
j2J

(f
ij

; g
jk

).

Observe that the endomorphisms on any object of a complete-
monoid-enriched category form a complete semiring (with com-
position as multiplication). Conversely, any complete semiring R
may be viewed as a one-object complete-monoid-enriched category
in which composition is multiplication in R. Thus we obtain a key
example of a category with (countable) biproducts: R⇧ is the cate-
gory in which objects are (countable) sets, and morphisms from A

to B are A ⇥ B matrices with entries in R, composed by matrix
multiplication.

3 In particular, any category with biproducts has a zero object, which
is both terminal and initial, and thus for objects A,B, a zero map —
0
A,B

: A ! B obtained by composing the terminal map from A with the
initial map into B.
4 By the Eckmann-Hilton argument, any choice of biproduct gives the same
complete monoid enrichment.
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We extend these definitions to symmetric monoidal categories5

by requiring that the tensor distributes over biproducts — i.e.
(
L

i2I

A

i

)⌦B =
L

i2I

(A
i

⌦B)6. The complete monoid enrich-
ment thus extends to the monoidal structure — i.e. (⌃

i2I

f

i

)⌦ g =
⌃

i2I

(f
i

⌦ g). If C is a complete monoid enriched SMC in this
sense, then we may define the (distributive) tensor product on C⇧:
{A

i

|i 2 I} ⌦ {B
j

| j 2 J} = {A
i

⌦ B

j

|hi, ji 2 I ⇥ J}, with
(f ⌦ g)

ikjl

= f

ij

⌦ g

kl

.
Thus for any complete commutative semiring R (a one-object
SMCC in which the tensor product is multiplication) we have a
SMCC with distributive biproducts R⇧. Conversely:

PROPOSITION 3.4. In a complete-monoid-enriched SMC (C,⌦, I),
the endomorphisms on I form a complete, commutative semiring.

PROOF: It remains to observe that if C is symmetric monoidal then
for any f, g : I ! I , f ; g = (f ⌦ I); (I ⌦ g) = (f ⌦ g) =
g ⌦ f = g; f . (The symmetry isomorphism ✓

I,I

: I ⌦ I ! I ⌦ I

is the identity, since the left and right unitors l

I

, r

I

: I ⌦ I ! I

are equal and so by the unit coherence of a symmetric monoidal
category, ✓

I,I

= r

I

; l�1
I

= id

I⌦I

.) ⇤

We call this category RC .
7 Since it is by definition a full subcatgory

of C, and the latter is equivalent to C⇧ if C has countable biproducts:

LEMMA 3.5. If C is a SMC with distributive biproducts there is a
fully faithful (strong monoidal) functor f( ) : R⇧

C ! C.

Specifically, e
A =

L
x2A

I (i.e. the A-indexed biproduct of copies
of I). Note that if C is a complete monoid enriched SMC which
is also cpo-enriched then so is its biproduct completion C⇧ — so
in particular if R is a continuous semiring then R⇧ bears a cpo-
enrichment which may be used to define fixed points and prove their
key properties (Laird et al. 2013b). Conversely:

PROPOSITION 3.6. In any cpo-enriched category with biproducts
the induced sum is continuous.

PROOF: For J ✓ I , let �J
A

: A ! �
i2I

A = hg
i

| i 2 Ii, where
g

i

= id

A

if i 2 J , and g

j

= 0
A,A

, otherwise. By uniqueness,
zero morphisms are least elements, and so �

I

A

=
W

J✓finI
�

J

A

.
So for any {f

i

: A ! B | i 2 I}, ⌃
i2I

f

i

= �

I

A

; [f
i

| i 2
I] = (

W
J✓finI

�

J

A

); [f
i

| i 2 I] =
W

J✓finI
�

J

A

; [f
i

| i 2 I] =W
J✓finI

⌃
j2J

f

j

. ⇤

Hence if C is a category with biproducts such that RC is not
continuous then C cannot be cpo-enriched and so standard domain-
theoretic techniques for defining and reasoning about fixed points in
C are not available — one of the objects of our investigation is to
develop alternatives.

3.1 Lafont Categories

We will describe a construction of fixed points for models of intu-
itionistic linear type theory with biproducts, in which the exponential
!B is the cofree commutative comonoid on B.

DEFINITION 3.7. A cofree commutative comonoid on an object
B in a symmetric monoidal category C is an object (!B, �, ✏) in
comon(C) (the category of commutative commonoids and comonoid

5 In the following, we will generally elide associativity and unit isomor-
phisms as if in a strict monoidal category.
6 This holds in any symmetric monoidal closed category as ⌦ preserves
colimits.
7 Any complete-monoid-enriched SMC is enriched over the category of
RC-modules — i.e. each hom-set is a complete monoid with a distributive
“scalar multiplication” by elements of RC (k.f = k ⌦ f ): composition and
the tensor product are evidently bilinear with respect to this structure.

morphisms of C) with a natural equivalence between C(A,B) and
comon(C)(A, !B) for each commutative comonoid (A, �

A

, ✏

A

).
This is given by a morphism der

B

2 C(!B,B) and a map ( )† :
C(A,B) ! comon(A, !B) such that f†; der

B

= f for all f 2
C(A,B) and (g; der

B

)† = g for all g 2 comon(C)(A, !B), and
for any comonoid morphism h : C ! A, h; f† = (h; f)†.

Thus C has (all) cofree commutative comonoids if and only if the
forgetful functor from comon(C) into C has a right adjoint. This
(monoidal) adjunction resolves a monoidal comonad ! : C ! C,
with action on morphisms sending f : A ! B to !f :!A !
!B = (der

A

; f)†. We will refer to such a comonad as the cofree
exponential. A Lafont category (Lafont 1988) is a symmetric
monoidal closed category C with finite products and a cofree
exponential: its co-Kleisli category C! is therefore Cartesian closed.

Distributive biproducts are a key element of a general construc-
tion of cofree commutative comonoids (the so-called Lafont expo-
nential) which may be presented as follows (Melliès et al. 2009).

DEFINITION 3.8. A family of objects {Bi | i 2 N} in a symmetric
monoidal category are symmetric tensor powers of B if:

• For each n there is a morphism eq

n

: Bn ! B

⌦n such that
(Bn

, eq

n

) is an equalizer for the set of automorphisms on B

⌦n

derived from the permutations {1, . . . , n}.
• These equalizers are preserved by the tensor product — i.e.
(Bm ⌦B

n

, eq

m

⌦ eq

n

) is an equalizer for the tensor products
of pairs of permutation automorphisms.

An object !B in a SMC with biproducts is a Lafont exponential
of B if it is the biproduct of symmetric tensor powers of B — i.e.
!B =

L
n2N B

n.

We may equip the Lafont exponential with commutative comonoid
structure by defining ✏!B :!B ! I = ⇡0 and �!B :!B !!B⌦!B =
h⇡

m+n

; �
m,n

| m,n 2 Ni, where �

m,n

: B
m+n

! B

m ⌦ B

n is
the unique morphism such that eq

m+n

= �

m,n

; (eq
m

⌦ eq

n

).

PROPOSITION 3.9. If !B is the Lafont exponential of B then
(!B, �!B , ✏!B) is the cofree commutative comonoid on B.

PROOF: For details, see (Melliès et al. 2009): der
B

:!B ! B = ⇡1

and for any f : A ! B, f† : A !!B = hf i | i 2 Ni, where f

n :
A ! B

n is the unique morphism such that fn; eq
n

= �(n); f⌦n

(where �(n) : A ! A

⌦n is the unique k-ary co-multiplication for
A). ⇤

As observed in (Lamarche 1999; Laird et al. 2013b), for any set
S the set M⇤(S) of finite multisets over S is the Lafont exponential
of S in R⇧ (which is therefore a Lafont category). Moreover, we
may recast this construction in any symmetric monoidal category C
with (distributive) biproducts, using our previous observation that in
a symmetric monoidal category, every permutation automorphism
on I

⌦k is the identity — i.e. I is a k-ary tensor power of itself. For
each set S, let M

k

(S) denote the set of finite multisets over S of
cardinality k.

LEMMA 3.10. For any set S, the objects {M̂
k

(S) | k 2 N} are
symmetric tensor powers of eS.

PROOF: M
k

(S) corresponds to the set of permutation equivalence
classes of elements of ⇧

ik

S and so for each X 2 M
k

(S) there
exists b

X 2 ⇧
ik

S such that [ bX] = X .
e
S

⌦k = ⇧̂
ik

S by distributivity of ⌦ over biproducts. Thus for
each permutation ✓ on {1, . . . , k}, the corresponding automorphism
✓e
S

: e
S

⌦k ! e
S

⌦k is the map h⇡
✓

�1(s) | s 2 ⇧
ik

Si. Let

eq

k

: M̂
k

(S) ! e
S

⌦k = h⇡[x] | x 2 ⇧
ik

Si. Then (M̂
k

(S), eq
k

)
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is an equalizer for the permutation automorphisms on e
S

⌦k (and
these equalizers are preseved by the tensor product):

•
eq

n

; ✓e
S

= h⇡[x] | x 2 ⇧
ik

Si; h⇡
✓

�1(s) | s 2 S

ki =
h⇡[✓�1(s)] | s 2 S

ki = eq

n

.
• For any f : B ! ⇧̂

ik

S such that f ; ✓e
S

= f for all ✓,
let u : B ! M̂

k

(S) = hf ;⇡ b
X

| X 2 M
k

(S)i, so that
g; eq

n

= f if and only if g = u.

⇤

For any set S, M̂⇤(S) =
L

k2N M̂
k

(S) and hence:

PROPOSITION 3.11. M̂⇤(S) is a Lafont exponential for e
S.

By definition, the functor f( ) : R⇧
C ! C preserves Lafont exponen-

tials (if C is a Lafont category then it is a map of adjunctions in the
sense of (Mac Lane 1971)).

The following identities relating the biproduct structure of the
Lafont exponential to its comonoid structure follow directly from its
definition (X ✓ Y denotes multiset inclusion of X in Y , X + Y

denotes their multiset union and X � Y their multiset difference).

LEMMA 3.12. For any set S, the Lafont exponential !eS satisfies:

•
◆[ ]; ✏!eS = id

I

and ⇡[ ] = ✏!eS .
If X 62 M1(S) then ◆

X

; ✏!eS = 0
I,I

.
• For all X 2 M⇤(S), ◆X ; �!eS = ⌃

Y ✓X

(◆
Y

⌦ ◆
X�Y

) and for all
Y ✓ X , ⇡

X

= �!eS ; (⇡Y

⌦ ⇡

X�Y

)
• For all x 2 S, ◆[x]; der e

S

= ◆

x

and ⇡[x] = der e
S

;⇡
x

.
If X 62 M1(S) then ◆

X

; der e
S

= 0
I,

e
S

.

Explicitly, in R⇧ !S is the set of finitely multisets of S, and
� :!S !!S⌦!S, ✏ :!S ! I and der :!S ! S are the matrices
with:

•
�

XY Z

= 1 if X = Y + Z and 0 otherwise.
•
✏

X⇤ = 1 if X = [ ] and 0 otherwise.
•
der

XY

= 1 if X = [Y ] and 0 otherwise.

The promotion of a morphism f :!S ! S is the matrix with
f

†
X,[y1,...,yn] = ⌃{f

X1,y1 · . . . · f
Xn,yn | X = X1 + . . . + X

n

}.
Further examples of Lafont categories with countable biproducts
may be given using two-player games and strategies (see (Laird et al.
2013a) for a deconstruction of such a category into the co-Kleisli
category of the Lafont exponential on the biproduct completion of a
category of schedules).

4. Uniform Fixed Points

We will show that if a Lafont category C has countable biproducts
then C! has a uniform fixed point operator.

DEFINITION 4.1. A fixed point operator for a category C with a
terminal object is a map taking each endomorphism f 2 C(A,A)
to a morphism fix(f) 2 C(1, A) satisfying fix(f) = fix(f); f .

Let L : C ! C be a comonad with co-Kleisli triple (L, ( )†, der).
A fixed point operator for the co-Kleisli category C

L

is uniform if for
any morphisms (in C) f : LA ! A, g : LB ! B and h : A ! B

which satisfy f ;h = L(h); g, we have fix(g) = fix(f);h.

PROPOSITION 4.2. If C is cpo-enriched and L is continuous on
morphisms then C

L

has a uniform fixed point operator.

PROOF: Taking fix(f) to be the least fixed point of f — the
supremum of the !-chain f0  f1  . . . defined f0 = ?

L1,B

and f

i+1 = f

†
i

; f , we may show by induction that if f ;h = Lh; g

then f

i

;h = g

i

for all i and hence fix(f);h = (
W

i2!

f

i

);h =W
i2!

(f
i

;h) =
W

i2!

g

i

= fix(g). ⇤
By Proposition 3.6, categories with biproducts in which the induced
sum is not continuous cannot be cpo-enriched, and therefore the
above fixed point construction does not apply. Instead, we shall use
the observation of (Freyd 1990), further developed in (Simpson and
Plotkin 2000), that any comonad which has a bifree algebra has a
unique uniform fixed point operator on its co-Kleisli category.

DEFINITION 4.3. A bifree algebra for an endofunctor F : C ! C is
an initial algebra ↵ : FA ! A for F such that ↵�1 : A ! FA is
a final coalgebra for F 8. In other words, F is algebraically compact
(Barr 1993).

PROPOSITION 4.4. If a comonad L : C ! C has a bifree algebra
 : L !  then C

L

has a unique uniform fixed point operator.

PROOF: The comultiplication id

†
L1 : L1 ! L

21 is a L-coalgebra
and therefore has a unique anamorphism 1 : L1 !  such that
1; �1 = id

†
L1;L(1) — i.e. 1 is the unique morphism such that

1 = 1†; .
Any endomorphism f 2 C

L

(A,A) is an L-algebra in C and
therefore has a unique catamorphism ([f ]) :  ! A such that
 ; ([f ]) = L([f ]); f . Define fix(f) = 1; ([f ]), which satisfies:

• Fixed Point Property: fix(f) = 1; ([f ]) = 1†; ; ([f ]) =
1†;L([f ]); f = (1; ([f ]))†; f = fix(f)†; f .

• Uniformity: If f ;h = Lh; g then  ; (([f ]);h) = L([f ]); f ;h =
L([f ]);Lh; g = L(([f ]);h); g — and so by uniqueness of cata-
morphisms, ([g]) = ([f ]);h and fix(g) = 1; ([g]) = fix(f);h.

• Uniqueness: for any uniform fixed point operator, fix( )†; =
fix( ) and so fix( ) : L1 !  = 1 by uniqueness of
anamorphisms. Hence for any f : LA ! A, fix(f) =
fix( ); ([f ]) = 1; ([f ]) by uniformity, since  ; ([f ]) = L([f ]); f .

⇤

4.1 The Bifree Algebra of Nested Finite Multisets

We now show that in any category with distributive biproducts, the
cofree exponential has a bifree algebra, and thus a uniform fixed
point operator. The finite multiset operation M⇤( ) is ✓-continuous
on sets, and thus has a ✓-least fixed point — the (countable) set M
of nested finite multisets.

DEFINITION 4.5. Let M =
S

i2N Mi

, where M0 = ? and
M

i+1 = M⇤(Mi

). Then M
i

✓ M
i+1 for all i and M⇤(M) = M.

The depth d(X) of an element X 2 M is the least n 2 N such
that X 2 M

n

. The flattening of X 2 M to |X| 2 N is defined
recursively: |[X1, . . . , Xk

]| = |X1|+ . . .+ |X
k

|+ k + 1.

Suppose C is a symmetric monoidal category with distributive
biproducts and cofree commutative comonoids. By Proposition 3.11,
eM =

L
i2M I =

L
i2M⇤(M) I is the Lafont exponential of itself —

and thus ! eM ⇠= eM. We will show that this isomorphism is a bifree
algebra for ! : C ! C, assuming without loss of generality that it is
the identity.

For each X 2 M we have a projection ⇡
X

: eM ! I and
injection ◆

X

: I ! eM: define �
X

: eM ! eM = ⇡

X

; ◆
X

. Then by
definition of biproducts and the associated sum, ⌃

X2M�X

= ideM,
and �

X

;�
Y

= �

X

if X = Y and �
X

;�
Y

= 0, otherwise. The
following identities derive from the corresponding properties of the
injections and projections (Lemma 3.12):

P1 �[ ]; ✏eM = ⇡[ ]; ◆[ ]; ✏eM = ⇡[ ] = ✏eM,
�

X

; ✏eM = ⇡

X

; 0
I,I

= 0eM,I

, if X 6= [ ].

8
↵ is an isomorphism by Lambek’s lemma.
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P2 �

X

; �eM = ⇡

X

;⌃
Y ✓X

(◆
Y

⌦ ◆

X�Y

)
= ⌃

Y ✓X

(⇡
X

; (◆
Y

⌦ ◆

X�Y

))
= �eM;⌃Y ✓X

((⇡
Y

; ◆
Y

)⌦ (⇡
X�Y

; ◆
X�Y

))
= ⌃

Y ✓X

�eM; (�Y

⌦ �

X�Y

) for all X 2 M.
P3 �[Y ]; dereM = ⇡[Y ]; ◆Y = dereM;�Y

for all Y 2 M.
�

X

; dereM = ⇡

X

; 0
I,

eM = 0eM,

eM if X 62 eM1(M).

LEMMA 4.6. For all n 2 N, ⌃
X2Mn�X

=!n0eM,

eM.

PROOF: For all n, ⌃
X2Mn+1�X

is a comonoid morphism:
(⌃

X2Mn+1�X

); ✏eM = �[ ]; ✏eM + ⌃
X2Mn+1\{[ ]}�X

; ✏eM = ✏eM +
0eM,

eM = ✏eM,

eM by P1), and
(⌃

X2Mn+1�X

); �eM = ⌃
X2Mn+1(�X

; der)
= ⌃

X2Mn+1⌃Y ✓X

(�eM; (�Y

⌦ �

X�Y

)) by P2

= �eM;⌃X2Mn+1⌃Y ✓X

(�
Y

⌦ �

X�Y

)
= �eM; ((⌃Y 2Mn+1�Y

)⌦ (⌃
Z2Mn+1�Z

)).
Hence ⌃

X2Mn+1�X

=!(⌃
X2Mn�X

), since
(⌃

X2Mn+1�X

); dereM = ⌃
X2Mn+1�X

; dereM
= ⌃

X2Mn(�[X]; dereM) + ⌃
X2M\eM1(M)(�X

; dereM)
= ⌃

X2Mn(dereM;�X

) + 0eM,

eM by P3.
= dereM;⌃X2Mn�X

.
So ⌃

X2Mn�X

=!n⌃
X2M0�X

=!n0eM,

eM
⇤

LEMMA 4.7. For X 2 M
n

, !n0eM,

eM;�X

= �

X

; !n0eM,

eM = �

X

.

PROOF: �

X

; !n0eM,

eM = �

X

;⌃
Y 2Mn�Y

= ⌃
Y 2Mn(�X

;�
Y

) =
�

X

and similarly !n0eM,

eM;�X

= ⌃
Y 2Mn(�Y

;�
X

). ⇤

We now show that ideM : eM ! eM is a bifree algebra for the cofree
exponential. Given f :!A ! A we will define a unique morphism
([f ])! : eM !!A such that ([f ])! =!(([f ]); f), and given g : A !!A,
a unique morphism [(g)]! :!A ! eM such that [(g)] = g; ![(g)]. Define
the approximants ([f ])

i

: eM ! A and [(g)]
i

: A ! eM for each
i by ([f ])0 = 0eM,!A, [(g)]0 = 0!A,

eM and ([f ])
i+1 =!(([f ])

i

; f),
[(g)]

i+1 =!(g; [(g)]
i

).

LEMMA 4.8. If i  j then !i0eM,

eM; ([f ])j = ([f ])
i

and [(g)]
j

; !i0eM,

eM =
[(g)]

i

.

PROOF: By induction on i: e.g. !00eM,

eM; ([f ])j = 0eM,

eM = ([f ])0 and
!i+10eM,

eM; ([f ])j+1 =!!i0eM,

eM; !(([f ])j ; f) =!(!i0eM,

eM([f ])j ; f)
=!(([f ])

i

; f) = ([f ])
i+1. ⇤

LEMMA 4.9. If X 2 M
j

then �

X

; ([f ])
j

= �

X

; ([f ])
d(X) and

[(g)]
j

;�
X

= [(g)]
d(X);�X

.

PROOF: �

X

; ([f ])
j+1 = �

X

; !d(X)0eM,

eM; ([f ])j by Lemma 4.7
= �

X

; ([f ])
d(X) by Lemma 4.8.

Similarly ![(g)]
j

;�
X

=![(g)]
j

; !d(X)0eM,

eM;�X

= [(g)]
d(X);�X

. ⇤

Define ([f ])! : eM !!A = ⌃
X2M(�X

; ([f ])
d(X)) and [(g)]! :!A !

eM = ⌃
X2M(([g])

d(X);�X

).

LEMMA 4.10. ([f ])! and [(g)]! are comonoid morphisms.

PROOF: For example:
• ([f ])!; ✏!A = (⌃

X2M�X

; ([f ])
d(X)); ✏!A

= ⌃
X2M(�X

; ([f ])
d(X); ✏!A) = ⌃

X2M(�X

; ✏eM)
= �[ ]; ✏eM + ⌃

X2M\{[ ]}�[ ]; ✏eM = ✏eM + 0 = ✏eM by P1.
• ([f ])!; �!A = (⌃

X2M�X

; ([f ])
d(X)); �!A =

⌃
X2M(�X

; �eM; (([f ])d(X) ⌦ ([f ])
d(X)) =

⌃
X2M,Y ✓X

�eM; ((�Y

; ([f ])
d(X))⌦ (�

X�Y

; ([f ])
d(X))) by P2,

= ⌃
X2M,Y ✓X

�eM; ((�Y

; ([f ])
d(Y )) ⌦ (�

X�Y

; ([f ])
d(X�Y ))),

by Lemma 4.9,

= ⌃
Y,Z2M�eM; ((�Y

; ([f ])
d(Y ))⌦ (�

Z

; ([f ])
d(Z))),

= �eM; (([f ])! ⌦ ([f ])!).

⇤

LEMMA 4.11. ([f ])! =!(([f ])!; f) and [(g)]! =!(g; [(g)]!).

PROOF: ([f ])!; derA = (⌃
X2M�X

; ([f ])
d(X)); derA

= (⌃
X2M�X

; ([f ])
d(X)+1); derA by Lemma 4.9

= ⌃
X2M(�X

; !(([f ])
d(X); f); derA)

= ⌃
X2M(�X

; dereM; ([f ])d(X); f)
= ⌃

Y 2M(�[Y ]; dereM; ([f ])d(Y )+1; f)
+ ⌃

X2M\M1(M)(�X

; dereM; ([f ])d(X); f)
= ⌃

Y 2M(dereM;�Y

; ([f ])
d(Y )+1; f) + 0eM,A

by P3

= dereM; (⌃Y 2M(�Y

; ([f ])
d(Y ))); f = dereM; ([f ])!; f .

So ([f ])! = (([f ])!; derA)
† = (dereM; ([f ])!; f)

† =!(([f ]); f),
since ([f ])! is a comonoid morphism (Lemma 4.10).
Similarly, [(g)]!; dereM = der

A

; [(g)] and hence [(g)]! =!(g; [(g)]!).
⇤

LEMMA 4.12. If h : eM !!A =!(h; f) then h = ([f ])! and if
k :!A ! eM =!(g; k) then k = [(g)]!.

PROOF: First, we show by induction that !n0eM,

eM;h = ([f ])
n

:
0eM,

eM;h = 0eM,!A = f0 and !i+10eM,

eM;h =!i+10eM,

eM; !(h; f) =

!(!i0eM,

eM;h; f) =!(([f ])
i

; f) = ([f ])
i+1.

Thus ([f ])! = ⌃
X2M(�X

; ([f ])
d(X)) = ⌃

X2M(�X

; !d(X)0eM,

eM;h)
= ⌃

X2M(�X

;h) (by Lemma 4.7)
= (⌃

X2M�X

);h = h (since ⌃
X2M�X

= ideM).
Similarly, k; !n0eM,

eM = ([g])
n

, and hence k = [(g)]!. ⇤

PROPOSITION 4.13. ideM : eM ! eM is a bifree algebra for the
cofree exponential.

PROOF: Given f :!A ! A define the catamorphism ([f ]) : eM !
A = ([f ])!; f , so that !([f ]); f =!(([f ])!; f); f = ([f ])!; f = ([f ]) by
Lemma 4.11. This is unique, since if !h; f = h then !(!h; f) =!h
and so !h = ([f ])! by Lemma 4.12 and h = ([f ])!; f = ([f ]).
Similarly, the unique anamorphism of g : A !!A is [(g)] = g; [(g)]!.

⇤

So by Proposition 4.4, C! has a unique uniform fixed point operator.
If C is cpo-enriched (e.g. R⇧ for a continuous semiring R), by
Proposition 4.2, this sends each endomorphism to its least fixed
point (note that the cofree exponential is always continuous on
morphisms).

4.2 Nested multiset approximants

We illustrate the fixed point construction via a more direct charac-
terization as a sum of nested multiset approximants, relating it more
closely to the resource �-calculus (Boudol 1993) and differential
�-calculus (Ehrhard and Regnier 2003). Given f :!A ! A and
X 2 M let fX : I !!A = ◆

X

; ([f ])!.

LEMMA 4.14. fix(f) = ⌃
X2Mf

X ; f

PROOF: We show that ⌃
X2M◆X is a comonoid morphism and

⌃
X2M◆X); der

M

= ⌃
X2M◆X by the properties of the ◆

X

in
Lemma 3.12 (as in Lemma 4.11). Hence ⌃

X2M◆X : I ! M =
(⌃

X2M◆X)† = ⌃
X2M◆X = 1 by uniqueness of anamorphisms,

and fix(f) = 1; ([f ]) = 1; ([f ])!; f = (⌃
X2M◆X); ([f ])!; f =

⌃
X2Mf

X ; f . ⇤

We can think of each nested finite multiset as representing a
unique forest of nested calls to f , which compute the fixed point
approximant fX ; f — i.e. f [X1,...,Xk] corresponds to k calls to
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f at top level, each of which makes nested calls to f with call-
patterns X1, . . . , Xk

. Analogously, given f : I ! B we may
express f† : I !!B as a sum of approximants (over N). Recalling
that !I =

L
i2N I , let f i : I !!B = ◆

i

; !f for i 2 N. Then
f

† = id

†
I

; !f = (⌃
i2N◆i); !f = ⌃

i2Nf
i.

The following identities derive from the corresponding properties
of the Lafont exponential and its bifree algebra:

LEMMA 4.15. For any f : I ! B and g :!B ! B:

1. f0; ✏!B = id

I

and f

i+1; ✏!B = 0
I,I

.
g

[ ]; ✏!B = id

I

and g

X ; ✏!B = 0
I,I

if X 6= [ ].
2. fn; �!B = ⌃

in

f

i ⌦ f

n�i,
g

X ; �!B = ⌃
Y ✓X

(gY ⌦ g

X�Y ).
3. f1; der

B

= f and f

i; der
B

= 0
I,B

if i 6= 1
g

[Y ]; der
B

= g

Y ; g and g

X ; der
B

= 0
I,B

if X 62 M⇤(M).

These approximants, and their properties are used directly in the
semantics of the abstract machine with integer and nested multiset
resource bounds defined in Section 6, which may be considered as a
form of the resource �-calculus (Boudol 1993), in which functions
are supplied with multisets of arguments.

REMARK 4.16. Where !B is a Lafont exponential, we may compute
f

X : I !!B using the following explicit formula:
Suppose the support of X is {x1, . . . , xk

}, and the multiplicity of
each x

i

in X is n
i

2 N. Then

f

X = ((fx1
1 ; f)n1 ⌦ . . .⌦ (fxk ; f)nk ));µk

B

where µ

k : (!B)⌦k !!B is the k-ary multiplication of the commu-
tative monoid (!B,µ, ⌘), where µ :!B⌦!B !!B = ((der ⌦ ✏) +
(✏⌦ der))† and ⌘ : I !!B = 0†

I,B

.

EXAMPLE 4.17. Consider f :!N ! N in R⇧, defined:
f

Y n

= 1 if Y = [ ] and n = 0 or Y = [n� 1]
f

Y n

= 0 otherwise.
(fix(f) is the denotation of the PCFR term µx.(0 or succ(x)).)
Define [ ]n 2 M by [ ]0 = [ ] and [ ]n+1 = [[ ]n]. For each
X 2 M, fX

⇤n; f = 1 if X = [ ]n, and f

X

⇤n = 0 otherwise. So
fix(f)⇤n = ⌃

X2M(f
X ; f)⇤n = 1 for all n 2 N.

EXAMPLE 4.18. Consider g :!N ! N in R⇧ defined:
g

Y n

= 1 if (Y, n) = ([ ], 1) or (Y, n) = ([i, j], i+ j) for i, j > 0
g

Y n

= 0 otherwise.
(fix(g) is the denotation of the PCFR term µx.(1 or (x+ x)).)

Note that M is (isomorphic to) the quotient of the set of finite
trees under the equivalence induced by permuting subtrees at each
node. For each X 2 M let #(X) be the the number of binary trees
in the equivalence class corresponding to X — i.e. #(X) = 1 if
X = [ ], #(X) = #(Y )2 if X = [Y, Y ]), #(X) = 2#(Y ).#(Z)
if X = [Y, Z] where Y 6= Z, and #(X) = 0 otherwise.
Then g

X

⇤n; g = #(X) if n = |X|+ 1 (and g

X

⇤n; g = 0, otherwise).
So for n > 0, fix(g)⇤n = ⌃

X

(gX⇤n+1; g) is the number of binary
trees with n leaves (i.e. the nth Catalan number (2n)!

n!(n+1)! ) as an
element of R.

4.3 Parameterized Fixed Points

We now show that the fixed point operator derived from a bifree
algebra for the cofree exponential may be parameterised9.

9 In fact, any Cartesian closed category with a fixed point operator has a
parameterised fixed point operator: given f : A⇥B ! B, define fix

A

(f)
to be the uncurrying of the fixed point of ⇤(h⇡

r

, eval

A,B

i; f) : (A )
B) ! A ) B.

DEFINITION 4.19. A parameterised fixed point operator for a
category C with Cartesian products is a family of operators fix

A

:
C(A⇥B,B) ! C(A,B) indexed over the objects of C, such that:

• Fixed Point Property: For each A, hA, fix

A

(f)i; f = fix

A

(f).
• Naturality: If g : C ! A then g; fix

A

(f) = fix

C

((g ⇥B); f).

For each object A, we have a comonad !A⌦ on C with a distributive
law (Beck 1969) l :!A⌦! !!(!A⌦ ), yielding a comonad !

A

on
the category C!A⌦ : it is sufficient to show that eM is a bifree algebra
for each of these.

THEOREM 4.20. If C is a symmetric monoidal category with dis-
tributive biproducts and cofree exponential then C! has a uniform
parameterised fixed point operator.

PROOF: For any object A, the monoidal comonad !A ⌦ pre-
serves biproducts and thus its co-Kleisli category C!A⌦ is a sym-
metric monoidal category with distributive biproducts and cofree
commutative comonoids. So by Proposition 4.13 the comonad
!
A

: C!A⌦ ! C!A⌦ has the identity on eM in C!A⌦ (which is
✏!A ⌦ ideM :!A⌦ eM ! eM) as its bifree algebra. Hence by Proposi-
tion 4.4, for each A there is a uniform fixed point operator fix

A

on
the co-Kleisli category of !

A

.
This family is natural in A: given f 2 C!A⌦ (!B,B) with

a catamorphism ([f ])
A

2 C!A⌦ ( eM, B), for any g :!C ! A,
g

† ⌦ eM); ([f ])
A

is a morphism of !
C

algebras from ✏!C ⌦ ideM
to (g† ⌦ B); f and is therefore equal to ([(g† ⌦ B); f ])

C

. Hence
fix

C

(g†⌦B); f) = (!C⌦1); ([(g†⌦ eM); f ])
C

= (!C⌦1); (g†⌦
eM); ([f ])

A

= g

†; (!A⌦1); ([f ])
A

= g

†; fix
A

(f).
By the natural isomorphism !A⌦! ⇠=!(A ⇥ ) the co-Kleisli

category of !
A

: C!A⌦ ! C!A⌦ is isomorphic to the co-Kleisli
category of the comonad A⇥ : C! ! C!, Thus we have a family
of uniform fixed point operators for the latter which is natural
in A and is therefore a parameterised fixed point operator for C!.
Uniformity in !

A

implies parametric uniformity in ! — i.e. for any
f :!(A ⇥ B) ! B, g :!(A ⇥ C) ! C, and h : B ! C such that
f ;h =!(A⇥ h); g, fix

A

(g) = fix

A

(f);h. ⇤

4.4 Non-Uniform Fixed Points

We now give an example of a fixed point not computed by our con-
struction, which exists in any Lafont category with countable biprod-
ucts which cannot be cpo-enriched. For any complete commutative
semiring R, we may define a trace operator (Joyal et al. 1996) on the
symmetric monoidal category R⇧ — viz. trC

A,B

: R⇧(A⌦C,B⌦
C) ! R⇧(A,B) where tr(f)

ab

= ⌃
c2C

f

acbc

. This yields a fixed
point operator on the co-Kleisli category R⇧

! (cf. (Hasegawa 2002)):
for any f :!A ! A, tr!A

I,!A(f
†; �!A) = tr!A

I,!A(�!A; (f
† ⌦ f

†)) =
tr!A

I,!A(�!A; (f
†⌦!A); (!A ⌦ f

†)) = tr!A
I,!A(f

†; �!A; (f
†⌦!A)) =

tr!A
I,!A(f

†; �!A); f
† by naturality/dinaturality of the trace operator.

Moreover, we may show that this is a comonoid morphism, and thus
fix(f) = tr!A

I,!A(f
†; �!A); derA satisfies fix(f)†; f = fix(f). How-

ever, this operator is non-uniform whenever R is not idempotent.

DEFINITION 4.21. A (countably) complete commutative semiring
is idempotent if ⌃

i2I

a

i

= b whenever a
i

= b for all i 2 I (non-
empty).

Note that any idempotent semiring is continuous with respect to the
(countably complete) order a  b if a+ b = b.

LEMMA 4.22. R is idempotent if and only if ⌃
i2N1 = 1.

PROOF: If ⌃
i2N1 = 1 then ⌃

i2I

1 = 1 for all I 6= ?, since we
may partition N into I copies of itself. Hence R is idempotent: for
all b, ⌃

i2I

b = b.⌃
i2I

1 = b. ⇤
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PROPOSITION 4.23. If the traced fixed point operator on R⇧ is
uniform then R is idempotent.

PROOF: We establish the contrapositive by counterexample. Con-
sider the morphisms f, g :!B ! B and h : B ! B such that:
•
f

X,v

= 1 if X = [ ] and v = 1 or X = [0] and v = 0;
f

X,v

= 0 otherwise
•
g

X,v

= 1 if X = [ ] and v = 1; g
X,v

= 0 otherwise.
•
h

u,v

= 1 if u = v = 1; h
u,v

= 0, otherwise.

Then !h; g = g = f ;h but fix(g) 6= fix(f);h — (g†; �
B

)
X,[1],X =

1 if X = [ ] (and 0 otherwise), and so fix(g)[ ],v = 1 if v = 1 and
0 otherwise10, whereas (f†; �

B

)
X,[1],X = 1 if X 2 M⇤({0}) (and

0 otherwise).
Hence fix(f)[ ],1 = ⌃

X2M⇤({0})1 6= 1 by Lemma 4.22, and so
(fix(f);h)[ ],1 6= 1 = fix(g)[ ],1.

⇤
Hence by Propositions 3.5 and 3.6, if C is a Lafont category with
biproducts which is not cpo-enriched, then C! has non-uniform fixed
points. In the following, we show that it is the uniform fixed point
operator which is the “right” one from an operational perspective,
since it allows us define a computationally adequate model of
PCFR .

5. Computational Adequacy for PCFR

Let C be a Lafont category with biproducts, and R a complete
semiring with an inclusion R ✓ RC . Following (Laird et al. 2013b)
we may interpret PCFR in C by fixing an “object of numerals”
N in C with morphisms z : I ! N, s, p : N ! N and
c : N !!N (!N ( N satisfying s; p = id

N

, z; c = �x.�y.x

and z; sn+1; c = �x.�y.y.
For instance, any monoid (A,µ : A ⌦ A ! A, ⌘ : I ! A)

in C yields an object of numerals N =
L

i2N A, with each
numeral n denoting ⌘; ◆

n

. Minimally (as in loc. cit.), we may
take the monoid I

⇠= I ⌦ I — i.e. N = eN (a game semantics
example of an alternative is to take A to be the game with a single
question and answer, with the sequential composition monoid). We
interpret each type as an object of C by setting [[nat]] = N and
[[S ! T ]] =![[S]] ( [[T ]], each context � = x1 : S1, . . . , xn

: S
n

as ![[S1]] ⌦ . . .⌦![[S
n

]] ⇠=!([[S1]] ⇥ . . . [[S
n

]]), and each term-in-
context � ` P : T as a morphism [[P ]]� : [[�]] ! [[T ]] in C, so
that the Cartesian closed structure of C! yields interpretations of the
operations of the �-calculus and:
•
µ-abstraction denotes a parameterised fixpoint — [[µx.M ]]� =
fix[[�]]([[M ]]�).

• Choice and scalar weighting denote the corresponding RC-
module operations — [[M orN ]]� = [[M ]]� + [[N ]]� and
[[a.M ]]� = a⌦ [[M ]]�.

• Other operations denote composition (in C) with the corre-
sponding morphisms — [[0]]� = ✏�; z, [[Ifz(M)]]� = [[M ]]�; c,
[[succ(M)]]� = [[M ]]�; s and [[pred(M)]]� = [[M ]]�; p

If R is a continuous semiring then by Lemma 4.2, µx.P denotes a
least fixed point in R

⇧, and therefore this interpretation is equivalent
in this case to the semantics in (Laird et al. 2013b).

The key result relating operational and denotational semantics is
a form of computational adequacy — the denotation of a program is
given by the weighted sum of the denotations of the values to which
it reduces.

DEFINITION 5.1. By Lemma 2.3 we may define the path interpre-
tation of a program P with respect to u 2 B to be the morphism

10 This is also the fixed point of f given by the uniform operator.

h[P ]i
u

: I ! N such that:
h[P ]i

u

= a⌦ (z; sn) if P u,a

=) n; h[P ]i
u

= 0 otherwise.
Computational adequacy is the property that ⌃

u2Bh[P ]i
u

= [[P ]]
for all programs P .

So, in particular, if N = eN then computational adequacy is equiva-
lent to requiring that [[P ]];⇡

n

= ⌃
u2(P)n)w(u) for all programs

P and values n.
The proof of adequacy in (Laird et al. 2013b) depends on cpo-

enrichment: its absence necessitates a different approach. We define
an operational semantics more directly related to our interpretation
of fixed points — an abstract machine in which the environment
is instrumented with bounds characterizing a particular call-pattern
for each variable, and show that (a) this gives an equivalent notion
of weighted reduction path to the unbounded semantics, and (b) its
denotational semantics is computationally adequate in the above
sense.

A bounded environment E is a finite sequence of triples,
(x1,M1, r1), . . . , (xn

,M

n

, r

n

), where each x

i

is a variable, M
i

is a term, and r

i

is a resource bound — either a natural number
or a nested finite multiset. (Note that these are not upper (or lower
bounds) but upper and lower bounds — precise specifications of how
many times a procedure may be called or a fixed point unfolded.)
We write |E| for the sequence of variables x1 : T1, . . . , xn

: T
n

and
define typing judgements � ` E for well formed environments as
follows:

�`"
�`E �,|E|`M :T
�`E,(xT

,M,k) k 2 N �`E �,|E|,x:T`M :T
�`E,(xT

,M,X) X 2 M

A configuration is a pair E ;P of an environment ` E and a term
P such that |E| ` P : nat.

DEFINITION 5.2. The bounded abstract machine for PCFR is the
LTS in which the states are configurations (up to ↵-equivalence),
labels are elements of B ⇥R and actions are defined in Table 3.

Every reduction path of this LTS is, in fact, terminating (by
Lemma 5.12); we say that a reduction path terminates successfully
if the environment in its final configuration is empty — i.e. all
bounds are zero or the empty multiset: let Env0 be the set of
such environments. We define the “many-step” evaluation relation
E ;P u,a

=) n (E ;P successfully reduces to n along the path u with
weight a) if E ;P u,a

=)
i

n for some i 2 N, where:

E0;n
",1
=)in

E0 2 Env0
E;P u,a�!E 0;P 0 E 0;P 0 v,b

=)in

E;Pu·v,a·b
=)j n

i < j

Although the abstract machine semantics is nondeterministic in
the sense that a state may have one-step reductions with the same
label to countably many different states, only one of those states (at
most) is on a successfully terminating reduction path. Define E⇠E 0

if the environments E and E 0 may differ only in the bounds assigned
to each variable.

PROPOSITION 5.3. If E⇠E 0, E ;P u,a

=)
i

m and E 0;P
u,b

=) n then
E = E 0, m = n and a = b.

PROOF: By induction on i, based on the observation that if

E ;P u,a�! E 00;Q and E 0;P
u,a

0
�! E 00;Q0, where E⇠E 0, then E = E 0,

a = a

0 and Q = Q

0. ⇤

Thus we may define the path interpretation of configurations: if
E ;P =)u,a

n then h[E ;P ]i
u

= a⌦ (z; sn); otherwise h[E ;P ]i
u

=
0. We now show that this agrees with the path interpretation of
programs, proving the following lemmas by induction on i:

LEMMA 5.4. For any (x,N,X), E ;P , where X 2 M:

354



E ;E[(�x.M)N ]
",1�! E , (x,N, k);E[M ] (x 62 |E|, k 2 N)

E ;E[µx.M ]
",1�! E , (x,M,X);E[M ] (x 62 |E|, X 2 M)

E , (x,M, k + 1), E 0;E[x]
",1�! E , (x,M, k), E 0;E[M ]

E , (x,M,X + [Y ]), E 0;E[x]
",1�! E , (x,M,X), E 0

, (y,M [y/x], Y );E[M [y/x]] y 62 |E|, |E 0|
E ;E[Ifz(0)]

",1�! E ;E[�x.�y.x] E ;E[M orN ]
l,1�! E ;E[M ]

E ;E[Ifz(n+ 1)]
",1�! E ;E[�x.�y.y] E ;E[M orN ]

r,1�! E ;E[N ]

E ;E[pred(n+ 1)]
",1�! E ;E[n] E ;E[k.M ]

",k�! E ;E[M ]

Table 3. Labelled Transitions for Configurations

• If (x,M,X), E ;P u,a

=)
i

n then (E ;M)[µx.M/x]
u,a

=)
i

n.
• If (E ;P )[µx.N/x]

u,a

=)
i

n then there exists X 0 2 M such that
(x,N,X), E ;P u,a

=) n

For any configuration (x,N, k), E ;P , where k 2 N:

• If (x,N, k), E ;P u,a

=)
i

n then (E ;P )[N/x]
u,a

=)
i

n.
• If (E ;P )[N/x]

u,a

=)
i

n then there exists k 2 N such that
(x,N, k), E ;P u,a

=) n

LEMMA 5.5. P u,a

=) n if and only if ;P
u,a

=) n.

Hence by the definitions of h[ ]i for programs and configurations:

PROPOSITION 5.6. For any u 2 B, h[P ]i
u

= h[ ;P ]i
u

.

5.1 Denotational Semantics for Configurations

We now extend the denotational semantics of programs to configu-
rations, and show that ⌃

u2Bh[E ;P ]i
u

= [[E ;P ]]. Environments are
interpreted using parameterized versions of the integer and nested fi-
nite multiset indexed approximants derived from the construction of
the uniform fixed point operator in Section 4. Given g :!A⌦!B ! B

— i.e. g 2 C!A⌦ (!B,B) — and X 2 M, let gX :!A !!B =
(!A ⌦ ◆

X

); ([g])!A , so that fix
A

(g) = �!A; (id!A ⌦ (⌃
X2Mg

X)); g.
Similarly, and more directly, given f :!A ! B and i 2 N, let
f

i :!A !!B = (◆
i

⌦!A); ((der
I

⌦!A); f)†.
An environment � ` E is interpreted as a morphism [[E ]]� :

[[�]] ! [[|E|]] using these approximants. Let [["]] : I ! I = id

I

and:

• [[E , (x,M, k)]]� = [[E ]]�; �[[|E|]]; ([[|E|]]⌦ [[M ]]k|E|), k 2 N.

• [[E , (x,M,X)]]� = [[E ]]�; �[[|E|]]; ([[|E|]]⌦ [[M ]]X|E|,x:T ), X 2 M.

Thus (up to coherence isomorphisms), [[E , E 0]] = [[E ]]; �|E|; ([[|E|]]⌦
[[E 0]]). The configuration E ;P denotes [[E ]]; [[P ]]|E| : I ! N . To
prove soundness for the reduction rules we require an interpretation
of evaluation contexts as morphisms in C (rather than the co-Kleisli
category), which is derived from the following result.

LEMMA 5.7. For any � ` E[M ] : T and � ` M : S, there exists
a morphism [[E[•]]]� : [[�]] ⌦ [[S]] ! [[T ]] such that [[E[M ]]]� =
��; ([[�]]⌦ [[M ]]�); [[E[•]]]�.

PROOF: By structural induction, as follows:
• If E[•] = [•] then T = S and [[[•]]]� = (✏[[�]] ⌦ [[T ]])
• If E[•] = E

0[•]N then for some type T

0, � ` E

0[M ] : T 0 !
T and � ` N : T

0 — let [[E[•]]]� = ((�[[�]] ⌦ [[S]]); ([[N :
T

0]]� ⌦ [[E0[•]�]]); eval[[T ]],[[T 0]].
• [[Ifz(E[•])]]� = [[E[•]]]�; c, [[succ(E[•])]]� = [[E[•]]]�; s, and
[[pred(E[•])]]� = [[E[•]]]�; p.

⇤
We apply this result, together with Lemma 4.15 and the properties
of our categorical model to establish the following properties:

LEMMA 5.8. The denotational semantics satisfies:

1. [[E ;E[µx.M ]]] = ⌃
X2M[[E , (x,M,X);E[M ]]].

2. [[E ;E[(�x.M)N ]]] = ⌃
k2N[[E , (x,N, k);E[M ]]].

3. [[E , (x,M,X), E 0;E[x]]] = ⌃
Y 2s(X)

[[E , (x,M,X � [Y ]), (y,M [y/x], Y ), E 0);E[M [y/x]]]].
4. [[E , (x,M, k + 1), E 0;E[x]]] = [[E , (x,M, k), E 0;E[M ]]] and

[[E , (x,M, 0), E 0;E[x]]] = 0.
5. [[E ;E[M orN ]]] = [[E ;E[M ]]] + [[E ;E[N ]]]

and [[E ;E[a.M ]]] = a⌦ [[E ;E[M ]]].
6. [[E ; n]] = z; sn if E 2 Env0; otherwise [[E ; n]] = 0.

To give an inductive proof of the adequacy of the resource-
bounded semantics, we show that reduction is strictly decreasing
with respect to a measure on terms based on the nested multiset
order (Dershowitz and Manna 1979).

DEFINITION 5.9. For each i 2 N, (M
i+1,⌧i+1) is the multiset

order generated by (M
i

,⌧
i

) — i.e. X ⌧
i+1 Y if for all x 2

s(X � Y ) there exists y 2 s(Y ) with x ⌧
i

y.
This is a well-founded partial order (Dershowitz and Manna 1979),
and ⌧

i

✓⌧
i+1. Hence we may define a well-founded order ⌧⇤=S

i2N ⌧
i

on M. We write <⇤ for the corresponding strict inequality.

Note that the nested multiset order satisfies X ⌧⇤
X

0 and Y ⌧⇤

Y

0 implies X + Y ⌧⇤
X

0 + Y

0, and the following key property
(where k.X denotes the k-fold multiset union of Y with itself):

LEMMA 5.10. k.X <

⇤ [X] for all k 2 N and X 2 M.

DEFINITION 5.11. Define a map ` from PCFR terms into M by:

`(x) = `(0) = 1 `(M orN) = `(N) + `(N)
`(op(M)) = [`(M)] `(M N) = `(M) + [`(N)]

(where op is any unary operation). Extend ` to environments by
setting `(") = 0, `(E , (x,M, k)) = `(E) + k.`(M) for k 2 N and
`(E , (x,M,X)) = `(E)+ |X|.`(M) for X 2 M. Hence we define
`(E ;P ) = `(E) + `(P ).

LEMMA 5.12. E ;P u,a�! E 0;P 0 implies `(E 0;P 0) <⇤
`(E ;P ).

PROOF: Extend ` to evaluation contexts by setting `(•) = ?, so
`(E[M ]) = `(E[•]) + `(M). Then e.g.
• Suppose P = E[µx.N ], so E 0;P 0 = (E , (x,N,X);E[N ] for

some X 2 M. Then `(E 0;P 0)
= `(E) + |X|.`(N) + `(E[•]) + `(N)
= `(E) + `(E[•]) + (|X|+ 1).`(N)
<

⇤
`(E) + `(E[•]) + [`(N)] by Lemma 5.10

= `(E ;P ).

• Suppose E = E 00
, (x,N,X+[Y ]), E 000 and P = E[x], so E 0 =

E 00
, (x,N,X), E 000

, (y,N [y/x], Y ), E 000 and P = E[N [y/x]].
Then `(E 0;P 0) =
`(E 00)+ |X|.`(N)+ |Y |.`(N)+`(E 000)+`(E[•])+`(N [y/x])
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= `(E 00) + (|X|+ |Y |+ 1).`(N) + `(E 000) + `(E[•])
<

⇤
`(E 00) + |X + [Y ]|.`(N) + `(E 000) + `(E[•]) + `(x)

= `(E ;P ).

⇤
We now establish adequacy for the bounded abstract machine.

PROPOSITION 5.13. For any E ;P , ⌃
u2Bh[E ;P ]i

u

= [[E ;P ]].

PROOF: By nested multiset induction on `(E ;P ):
• Suppose P = n. If E 2 Env0 then ⌃

s2Bh[E ;P ]i
u

=
h[E ;P ]i

"

= z; sn = [[E ;P ]] by Lemma 5.8.
Otherwise ⌃

u2Bh[E ;P ]i
u

= h[E ;P ]i
"

= 0 = [[E ;P ]] (Lemma
5.8).

• Suppose P = E[N
l

orN

r

], so E ;P (",a)�! E ;E[N
a

]) for
a 2 {l, r}. B = {"} [ {lu, ru | u 2 B}, and therefore
⌃

u2Bh[E ;P ]i = h[E ;P ]i
"

+ ⌃
u2Bh[E ;P ]i

lu

+ ⌃
u2Bh[E ;P ]i

ru

= 0 + ⌃
u2Bh[E ;E[N

l

]]i
u

+ ⌃
u2Bh[E ;E[N

r

]]i
u

= [[E ;E[N
l

]]] + [[E ;E[N
r

]]] (by the induction hypothesis)
= [[E ;P ]] by Lemma 5.8.

• Suppose P = E[µx.N ], so E ;P (",1)�! E , (x,N,X);E[N ]) for
each X 2 M.
By Proposition 5.3, for each u 2 B there is at most one
X 2 M such that h[E , (x,N,X);E[N ]]i

u

6= 0, and hence
h[E ;P ]i

u

= ⌃
X2Mh[E , (x,N,X);E[N ]]i

u

.
So ⌃

u2Bh[E ;P ]i
u

= ⌃
u2B⌃X2Mh[E , (x,N,X);E[N ]]i

u

=
⌃

X2M⌃u2Bh[E , (x,N,X);E[N ]]i
u

by partition associativity
= ⌃

X2M[[E , (x,N,X);E[N ]]] by the induction hypothesis
= [[E ;P ]] by Lemma 5.8.

The remaining cases are similar, or follow directly from Lemmas
5.8 and 5.12. ⇤
By Proposition 5.6, we have proved that [[P ]] = ⌃

u2Bh[P ]i
u

for all
programs P . In other words:

THEOREM 5.14. If C is a Lafont category with biproducts with
R ✓ RC , the semantics of PCFR in C is computationally adequate.

6. Conclusions

We have established two results for quantitative semantics: that La-
font categories with countable biproducts have uniform fixed points,
and that these provide a computationally adequate interpretation of
erratic PCF with weights from a complete commutative semiring.
These results have been proved in rather different ways — using
the principles of axiomatic domain theory in the first instance, and
some basic operational techniques in the latter. It is not yet clear how
closely these approaches may be combined: whether computational
adequacy may be established by purely axiomatic means.

By placing further conditions on our model (such as requiring
that the cofree exponential is a Lafont exponential) we may establish
further properties of the uniform fixed point operator — for example,
if C has “sufficiently many” bifree algebras (in the formal sense
of (Simpson and Plotkin 2000)) then it is a Conway Operator,
giving further equational reasoning principles for fixed points. Other
avenues include extension of our results to recursive types using
principles from (Simpson 2004) or models of linear logic which are
not Lafont categories — for example, the notion of “new Lafont
category” in (Melliès 2009).

We have not addressed questions of full abstraction: while com-
putational adequacy implies soundness with respect to observational
equivalence by a standard argument, as established in (Laird et al.
2013b) by counterexample, the semantics of PCFR in R⇧ is not
fully abstract for any non-trivial R. It may be possible to identify
the PCFR -definable elements in a games model, however. Alter-
natively, we may consider fixed points in other settings such as

stateful or concurrent languages. The representation of fixed point
approximants using nested finite multisets suggests that we could
extend the resource �-calculus, and related formalisms such as the
differential �-calculus (Ehrhard and Regnier 2003) and differential
nets (Ehrhard and Regnier 2006) to reason about fixed points.

Acknowledgements The author wishes to thank Guy McCusker,
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Abstract
Hella et al. (PODC 2012, Distributed Computing 2015) identified
seven different message-passing models of distributed computing—
one of which is the port-numbering model—and provided a com-
plete classification of their computational power relative to each
other. However, their method for simulating the ability to count
incoming messages causes an additive overhead of 2�� 2 commu-
nication rounds, and it was not clear if this is actually optimal. In
this paper we give a positive answer, by using bisimulation as our
main tool: there is a matching linear-in-� lower bound. This closes
the final gap in our understanding of the models, with respect to the
number of communication rounds. By a previously identified con-
nection to modal logic, our result has implications to the relationship
between multimodal logic and graded multimodal logic.

Categories and Subject Descriptors F.1.1 [Computation by Ab-
stract Devices]: Models of Computation—Relations between mod-
els, unbounded-action devices; F.1.3 [Computation by Abstract
Devices]: Complexity Measures and Classes—Complexity hierarch-
ies, relations among complexity classes; F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Modal logic; G.2.2
[Discrete Mathematics]: Graph Theory—Trees

Keywords distributed computing, port-numbering model, local
algorithms, lower bounds, bisimulation

1. Introduction
This work studies the significance of being able to count the multi-
plicities of identical incoming messages in distributed algorithms.
We compare two models: one, in which each node receives a set of
messages in each round, and another, in which each node receives a
multiset of messages in each round. It has been previously shown
that the latter model can be simulated in the former model by al-
lowing an additive overhead of linear in � communication rounds,
where � is the maximum degree of the graph [9]. In this work we
use bisimulation arguments to show that this is optimal: in some
cases, linear in � extra rounds are strictly necessary.

1.1 Distributed Computing
In our framework of distributed computing, each node of an undir-
ected graph runs the same algorithm. The graph is unknown to the

Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
and the full citation on the first page. Copyrights for components of this work owned by others than ACM must be
honored. Abstracting with credit is permitted. To copy otherwise, to republish, to post on servers, or to redistribute to
lists, contact the Owner/Author. Request permissions from permissions@acm.org or Publications Dept., ACM, Inc., fax
+1 (212) 869-0481. Copyright 2016 held by Owner/Author. Publication Rights Licensed to ACM.

LICS ’16 July 5–8, 2016, New York, NY, USA
Copyright c� 2016 ACM 978-1-4503-4391-6/16/07. . . $15.00
DOI: http://dx.doi.org/10.1145/2933575.2934567

algorithm and serves both as the communication network and the
problem instance. The nodes communicate with adjacent nodes in
synchronous rounds and eventually each node produces an output.
The local outputs together constitute a solution to a graph problem—
for instance, in the case of the vertex cover problem, we want each
node to indicate whether it is part of the vertex cover. Running time
is measured by the number of communication rounds, usually as a
function of the number of nodes n or the maximum degree �.

We focus on deterministic distributed algorithms in anonymous
networks—that is, nodes do not have unique identifiers. Instead,
nodes can have port numbers: a node v of degree deg(v) can refer
to its neighbours by numbers 1, 2, . . . , deg(v). If we have such
a numbering and it is consistent, that is, input port i and output
port i are always connected to the same neighbour, we arrive at the
well-known port-numbering model introduced by Angluin [2].

1.2 A Hierarchy of Weak Models
The models that we study are weaker variants of the port-numbering
model. Hella et al. [9] defined a collection of seven models, one of
which is the port-numbering model. We denote by VVc the class of
all graph problems that can be solved in this model. The following
subclasses of VVc correspond to the weaker variants:

VV: Input and output ports are numbered, but not necessarily
consistently.

MV: Only output ports are numbered; nodes receive a multiset
of messages.

SV: Only output ports are numbered; nodes receive a set of
messages.

VB: Only input ports are numbered; nodes broadcast the same
message to all neighbours.

MB: Combination of the restrictions of MV and VB.
SB: Combination of the restrictions of SV and VB.

There are some trivial containment relations between the classes,
such as SV ✓ MV ✓ VV ✓ VVc. The trivial relations are depicted
in Figure 1a. However, some classes, such as VB and SV, are
seemingly orthogonal. Somewhat surprisingly, Hella et al. [9] were
able to show that the classes form a linear order:

SB ( MB = VB ( SV = MV = VV ( VVc.

For each class, we can also define the subclass of problems solvable
in constant time independent of the size of the input graph. The
same containment relations hold for the constant-time versions of
the classes. The relations are depicted in Figure 1b.

The equalities between classes are proved by showing that
algorithms corresponding to a seemingly more powerful class can be
simulated by algorithms corresponding to a seemingly weaker class.
In the case of SV = MV, there is an overhead involved, whereas
the rest of the simulation results do not increase the running time.
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Figure 1: (a) Trivial containment relations between the problem
classes. (b) The linear order obtained by Hella et al. [9].

1.3 Classes SV and MV

In this work we study further the relationship between the models
that are related to the classes SV and MV. Neither of the models
features incoming port numbers. The only difference is that in the
case of MV, algorithms are able to count the number of neighbours
that sent any particular message, while in SV this is not possible.
For now we will use informally the terms SV-algorithm and MV-
algorithm; a more formal definition will follow in Section 2.

Hella et al. [9] proved that any MV-algorithm can be simulated
by an SV-algorithm, given that the simulating algorithm is allowed
to use 2� � 2 extra communication rounds. The basic idea is
that when nodes gather all available information from their radius-
(2� � 2) neighbourhood, the outgoing port numbers necessarily
break symmetry. Any neighbours u and w of a node v either have
different outgoing port numbers towards v or see different local
neighbourhoods. This symmetry-breaking information can then be
used during the simulation to receive a distinct message from each
neighbour.

1.4 Contributions
This work gives tight lower bounds for simulating MV-algorithms
by SV-algorithms. We will prove two theorems. The first theorem
is about a so-called simulation problem, that is, breaking symmetry
between incoming messages. It is intended to be an exact counterpart
to the upper bound result given by the simulation algorithm of Hella
et al. [9].

Theorem 1. For each � � 2 there is a port-numbered graph of
maximum degree � with nodes v, u, w, such that when executing
any SV-algorithm in the graph, node v receives identical messages
from its neighbours u and w in rounds 1, 2, . . . , 2�� 2.

Our second theorem gives a graph problem that separates MV-
algorithms from SV-algorithms with respect to running time as a
function of the maximum degree �.

Theorem 2. There is a graph problem that can be solved in one
communication round by an MV-algorithm, but that requires at
least � rounds for each odd � and �� 1 rounds for each even �,
when solved by an SV-algorithm.

Our results are based on a construction of a family of graphs
with an intricate port numbering of certain kind. We start by proving
Theorem 1 in Section 3, and then we adapt the same construction to
prove Theorem 2 in Section 4.

In addition to studying the relationship between MV-algorithms
and SV-algorithms, we aim to promote the use of tools from logic,
in this case bisimulation, to advance the understanding of distributed
computing.

1.5 Motivation and Related Work
The port-numbering model, or VVc, can be thought to model wired
networks, whereas the model SB corresponds to fully wireless
systems. Other models in the hierarchy are intermediate steps
between the two extreme cases.

Models similar to MV have been studied previously under
various names: output port awareness [6], wireless in input [5],
mailbox [5], port-to-mailbox [18] and port-à-boîte [7]. However,
most of the previous research does not give general results about
graph problems, but instead focuses on individual problems or
makes different assumptions about the model. To the best of our
knowledge, the model SV has not been studied before the work of
Hella et al. [9]. The constant-time version of SV can be seen as a
special case of the distributed graph automata defined by Reiter [16],
when restricted to bounded-degree graphs.

Emek and Wattenhofer [8] have considered networks of nodes
with very limited computation and communication capabilities. In
particular, in their model nodes can count identical messages only
up to some predetermined number—this restriction can be seen
as an intermediate step between our SV and MV models. They
argue that this kind of restricted models will be crucial when
applying distributed computing to networks of biological cells,
where receiving a message corresponds to recognising the presence
of some protein.

Our models have analogies also in graph exploration. The models
SV and MV correspond to the case where an agent does not know
from which edge it arrived to a node. This is true for traversal
sequences [1], as opposed to exploration sequences [10]. If we have
several agents exploring a graph, the question of whether they can
count the number of identical agents in a node becomes interesting.
Our lower bounds indicate that, with appropriate definitions, this
ability causes a difference of linear in � steps in certain traversal
sequences.

Hella et al. [9] identified a connection between the seven models
of computation and certain variants of modal logic, in the spirit
of descriptive complexity theory. In certain classes of structures,
graded multimodal logic corresponds to MV and multimodal logic
corresponds to SV. Thus our lower-bound result implies a new
separation between multimodal logic and graded multimodal logic:
when given a formula � of graded multimodal logic, we can find a
formula  of multimodal logic that is equivalent to � in a certain
class of structures, but in general, the modal depth md( ) of  
has to be at least md(�) +�� 1. For details on modal logic, see
Blackburn, de Rijke and Venema [3] or Blackburn, van Benthem
and Wolter [4].

Somewhat analogously to our work, Krebs and Verbitsky [11]
have studied universal covers of graphs by making use of a bisim-
ulation version of the 2-pebble counting game. They showed that
there exist graphs G and H , and their nodes u and v, respectively,
such that a distributed algorithm needs at least 2n� 16

p
n rounds

to distinguish between u and v, assuming that it is possible. Further
examples of the use of logic in distributed computing have been
given by Kuusisto [12, 13].

2. Preliminaries
In this section we define the models of computation and the problems
we study, as well as introduce tools that will be needed in order to
prove our results.

2.1 Distributed Algorithms
We define distributed algorithms as state machines. They are ex-
ecuted in a graph such that each node of the graph is a copy of the
same state machine. Nodes can communicate with adjacent nodes.
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In this work, we consider only deterministic state machines and
synchronous communication in anonymous networks.

In the beginning of execution, each state machine is initialised
based on the degree of the node and a possible local input given to it.
Then, in each communication round, each state machine performs
three operations:

(1) sends a message to each neighbour,
(2) receives a message from each neighbour,
(3) moves to a new state based on the current state and the received

messages.

If the new state belongs to a set of special stopping states, the
machine halts. The local output of the node is its state after halting.
Next, we will define distributed systems more formally.

2.1.1 Inputs and Port Numberings
Consider an undirected graph G = (V,E). An input for G is a
function f : V ! X , where X is a finite set such that ; 2 X . For
each v 2 V , the value f(v) is called the local input of v.

A port of G is a pair (v, i), where v 2 V is a node and
i 2 [deg(v)] is the number of the port. Let P (G) be the set of all
ports of G. A port numbering of G is a bijection p : P (G) ! P (G)

such that

p(v, i) = (u, j) for some i 2 [deg(v)] and j 2 [deg(u)]

if and only if {v, u} 2 E. Intuitively, if p(v, i) = (u, j), then (v, i)
is the ith output port of node v, and it is connected to (u, j), which
is the jth input port of node u.

When analysing lower-bound constructions, we will find the
following generalisation of port numbers useful. Let N be an
arbitrary set. Assume that for each v 2 V , Iv ✓ N and Ov ✓ N are
subsets of size deg(v). Now, a generalised input port is a pair (v, i),
where v 2 V and i 2 Iv , and a generalised output port is a pair
(v, o), where v 2 V and o 2 Ov . A generalised port numbering p
is then a bijection from the set of generalised output ports to the set
of generalised input ports such that

p(v, o) = (u, i) for some o 2 Ov and i 2 Iu

if and only if {v, u} 2 E.

2.1.2 State Machines
For each positive integer �, denote by F(�) the class of all simple
undirected graphs of maximum degree at most �. Let X 3 ; be a
finite set of local inputs. A distributed state machine for (F(�), X)

is a tuple A = (Y, Z,�0,M, µ,�), where
• Y is a set of states,
• Z ✓ Y is a finite set of stopping states,
• �0 : {0, 1, . . . ,�}⇥X ! Y is a function that defines the initial

state,
• M is a set of messages such that ✏ 2 M ,
• µ : Y ⇥ [�] ! M is a function that constructs the outgoing

messages, such that µ(z, i) = ✏ for all z 2 Z and i 2 [�],
• � : Y ⇥M� ! Y is a function that defines the state transitions,

such that �(z,m) = z for all z 2 Z and m 2 M�.

The special symbol ✏ 2 M indicates “no message” and ; indicates
“no input”.

2.1.3 Executions
Let G = (V,E) 2 F(�) be a graph, let p be a port numbering of
G, let f : V ! X be an input for G, and let A be a distributed state
machine for (F(�), X). Then we can define the execution of A in
(G, f, p) as follows.

The state of the system in round r 2 N is represented as a
function xr : V ! Y , where xr(v) is the state of node v in round r.

To initialise the nodes, set x0(v) = �0(deg(v), f(v)) for each v 2
V .

Then, assume that xr is defined for some r 2 N. Let (u, j) 2
P (G) and (v, i) = p(u, j). Now, node v receives the message
ar+1(v, i) = µ(xr(u), j) from its port (v, i) in round r + 1. For
each v 2 V , we define a vector of length � consisting of messages
received by node v in round r + 1 and the symbol ✏:

ar+1(v) = (ar+1(v, 1), . . . , ar+1(v, deg(v)), ✏, . . . , ✏),

where the padding with the special symbol ✏ is to simplify our
notation so that ar+1(v) 2 M�. Now we can define the new state
of each node v 2 V as follows:

xr+1(v) = �(xr(v), ar+1(v)).

Let t 2 N. If xt(v) 2 Z for all v 2 V , we say that A stops in time t
in (G, f, p). The running time of A in (G, f, p) is the smallest t for
which this holds. If A stops in time t in (G, f, p), the output of A
in (G, f, p) is xt : V ! Y . For each v 2 V , the local output of v
is xt(v).

We define the execution of A in (G, p) to be the execution of A
in (G, f, p), where f is the unique function f : V ! {;}.

2.1.4 Algorithm Classes
So far, we have defined only a single model of computation. How-
ever, our aim in this work is to investigate the relationships between
two variants of the model. To this end, we will now introduce two
different restrictions to the definition of a state machine.

Given a vector a = (a1, a2, . . . , a�) 2 M�, define

set(a) = {a1, a2, . . . , a�},
multiset(a) = {(m,n) : m 2 M,n = |{i 2 [�] : m = ai}|}.
That is, set(a) discards the ordering and multiplicities of the
elements of a, while multiset(a) discards only the ordering.

Now we can define the classes SV and MV of state machines.
The class SV consists of all distributed state machines A =

(Y, Z,�0,M, µ,�) such that

set(a) = set(b) implies �(y, a) = �(y, b)

for all y 2 Y . Similarly, the class MV consists of all distributed
state machines A = (Y, Z,�0,M, µ,�) such that

multiset(a) = multiset(b) implies �(y, a) = �(y, b)

for all y 2 Y .
The idea here is that for state machines in MV , the state

transitions are invariant with respect to the order of incoming
messages; in practice, nodes receive the messages in a multiset.
In SV , nodes receive the messages in a set, which means that the
state transitions are invariant with respect to both the order and
multiplicities of incoming messages.

We will later find use for the following definitions for infinite
sequences of state machines, where � will be used as an upper
bound for the maximum degree of graphs:

MV = {(A1,A2, . . . ) : A� 2 MV for all �},
SV = {(A1,A2, . . . ) : A� 2 SV for all �}.

From now on, both distributed state machines A 2 MV [ SV
and sequences of distributed state machines A 2 MV [ SV will
be referred to as algorithms. The precise meaning should be clear
from the notation.

2.2 Graph Problems
Let X and Y be finite nonempty sets. A graph problem is a
function ⇧X,Y that maps each undirected simple graph G = (V,E)

and each input f : V ! X to a set ⇧X,Y (G, f) of solutions. Each
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solution S 2 ⇧X,Y (G, f) is a function S : V ! Y . We handle
problems without local input by setting X = {;}. One can see
that our definition covers a large selection of typical distributed
computing problems, such as those where the task is to find a subset
or colouring of vertices.

Let ⇧X,Y be a graph problem, T : N⇥ N ! N a function and
A = (A1,A2, . . . ) a sequence such that each A� is a distributed
state machine for (F(�), X). We say that A solves ⇧X,Y in
time T if the following conditions hold for all � 2 N, all finite
graphs G = (V,E) 2 F(�), all inputs f : V ! X and all port
numberings p of G:

(1) A� stops in time T (�, |V |) in (G, f, p).
(2) The output of A� in (G, f, p) is in ⇧X,Y (G, f).

If there exists a function T : N ⇥ N ! N such that A solves
⇧X,Y in time T , we say that A solves ⇧X,Y or that A is an
algorithm for ⇧X,Y . If the value T (�, n) does not depend on n, that
is, if we have T (�, n) = T 0

(�) for some function T 0
: N ! N,

we say that A solves ⇧X,Y in constant time or that A is a local
algorithm for ⇧X,Y .

2.2.1 Problem Classes
Now we are ready to define complexity classes based on our different
notions of algorithms:

• MV consists of problems ⇧ such that there is an algorithm
A 2 MV that solves ⇧.

• SV consists of problems ⇧ such that there is an algorithm
A 2 SV that solves ⇧.

For both classes, we can also define their constant-time variants
MV(1) and SV(1) that are subclasses of MV and SV restricted to
problems solvable in constant time.

Observe that it follows trivially from the definitions of the
algorithm classes that SV ✓ MV and SV(1) ✓ MV(1). It was
shown by Hella et al. [9] that we actually have SV = MV and
SV(1) = MV(1).

2.3 Bisimulation
In this section we introduce bisimulation—and in particular, its finite
approximation, r-bisimulation—which we will need when proving
lower-bound results in Sections 3 and 4. Simply put, a bisimulation
is a relation between two structures such that related elements have
identical local information and equivalent relations to other elements.
For more details on bisimulation in general, see Blackburn, de Rijke
and Venema [3].

Hella et al. [9] demonstrated the use of bisimulation in distributed
computing by capturing the models of computation by modal logics.
Here we take a self-contained approach by showing directly that
bisimilarity implies indistinguishability by distributed algorithms.

The general concept of bisimulation can be adapted to take into
account the different amounts of information that is available to
algorithms in each model. We will need only one variant in this
work, the one corresponding to the class SV .

Definition 3. Let G = (V,E) and G0
= (V 0, E0

) be graphs, let
f and f 0 be inputs for G and G0, respectively, and let p and p0 be
generalised port numberings of G and G0, respectively. We define
r-SV-bisimilarity recursively. As a base case, we say that nodes
v 2 V and v0 2 V 0 are 0-SV-bisimilar if degG(v) = degG0(v0)
and f(v) = f 0

(v0). For r 2 N+, we say that v 2 V and v0 2 V 0

are r-SV-bisimilar if the following conditions hold:

(B1) Nodes v and v0 are 0-SV-bisimilar.
(B2) If {v, w} 2 E, then there is w0 2 V 0 with {v0, w0} 2 E0 such

that w and w0 are (r � 1)-SV-bisimilar, and p(w, a) = (v, b)
and p0(w0, a) = (v0, c) hold for some a, b, c.

(B3) If {v0, w0} 2 E0, then there is w 2 V with {v, w} 2 E such
that w and w0 are (r � 1)-SV-bisimilar, and p(w, a) = (v, b)
and p0(w0, a) = (v0, c) hold for some a, b, c.

If v 2 V and v0 2 V 0 are r-SV-bisimilar, we write (G, f, v, p)
$SV

r (G0, f 0, v0, p0)—or simply v $SV
r v0, if the graphs, inputs and

generalised port numberings are clear from the context.

It is easy to show by induction that if v $SV
r v0 holds for some r,

then v $SV
t v0 holds for all t = 0, 1, . . . , r. The following three

lemmas enable us to apply bisimulation to distributed algorithms;
the proofs are straightforward induction arguments and can be found
in the full version of this work [15]. Our first lemma shows that
r-bisimilarity entails indistinguishability by distributed algorithms
up to running time r.

Lemma 4. Let G = (V,E) and G0
= (V 0, E0

) be graphs,
let f and f 0 be inputs for G and G0, respectively, and let
p and p0 be port numberings of G and G0, respectively. If
(G, f, v, p) $SV

r (G0, f 0, v0, p0) for some r 2 N, v 2 V and
v0 2 V 0, then for all algorithms A 2 SV we have xt(v) = x0

t(v
0
)

for all t = 0, 1, . . . , r, that is, the states of v and v0 are identical in
rounds 0, 1, . . . , r.

It is quite easy to show that r-SV-bisimilarity is an equivalence
relation. Since we will only need transitivity in this work, the
following lemma suffices.

Lemma 5. The r-SV-bisimilarity relation $SV
r is transitive in

the class of quadruples (G, f, v, p), where G = (V,E) is a graph,
f is an input for G, p is a generalised port numbering of G and
v 2 V .

Finally, when given a generalised port numbering and a bisimilar-
ity result, we need to be able to introduce an ordinary port numbering
in order to actually apply the result to distributed algorithms. The
following lemma shows that we can do this.

Lemma 6. Let G = (V,E) and G0
= (V 0, E0

) be graphs,
let f and f 0 be inputs for G and G0, respectively, and let
p and p0 be generalised port numberings of G and G0, re-
spectively, with port numbers taken from a set N . Suppose
that q and q0 are port numberings of G and G0, respectively,
such that p(v, i) = (u, j) implies q(v, g(i)) = (u, g(j)) and
p0(v, i) = (u, j) implies q0(v, g(i)) = (u, g(j)) for some func-
tion g : N ! N+. Then (G, f, v, p) $SV

r (G0, f 0, v0, p0) implies
(G, f, v, q) $SV

r (G0, f 0, v0, q0) for all v 2 V and v0 2 V 0.

Traditionally, the technique of local views [17] has often
been used in distributed computing to show lower-bound and im-
possibility results. We advocate for bisimulation as a worthwhile
alternative—the proof of Lemma 4 is particularly straightforward
and thus demonstrates the naturalness of the concept. While bisim-
ulation was used by Hella et al. [9], to our knowledge the present
work is the first to apply the finite version, r-bisimulation, in the
context of distributed computing.

3. A Lower Bound for the Simulation Overhead
Let us begin by restating the result that we will prove in this section.

Theorem 1. For each � � 2 there is a graph G = (V,E) 2
F(�), a port numbering p of G and nodes v, u, w 2 V such
that when executing any algorithm A 2 SV in (G, p), node v
receives identical messages from its neighbours u and w in rounds
1, 2, . . . , 2�� 2.

To prove Theorem 1, we define for each d = 2, 3, . . . a
graph Gd = (Vd, Ed) of maximum degree d. The graph itself
is just a rooted tree, but it gives rise to a port numbering with certain
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properties. We construct the graph so that two neighbours u and w
of the root node are in a sense as symmetrical as possible—with the
exception that they have the same outgoing port number towards
the root, while the root obviously cannot have the same port number
towards them. By symmetrical we mean that if a node u0 in the
neighbourhood of u has a neighbour with outgoing port number i
towards u0, then there is a corresponding node v0 in the neighbour-
hood of v with a neighbour having port number i towards v0, and
vice versa. Intuitively, one can start by assigning the port numbers 1
and 2 to the connections between the root and its two neighbours,
and then add a new node whenever needed to satisfy the above
notion of symmetry, until the maximum degree d is reached.

The set Vd of nodes consists of sequences of pairs (i, j), where
i, j 2 {0, 1, . . . , d} will serve as a basis for port numbers, as we
will see later. Each sequence can be thought as a path leading from
the root to the node itself. The fundamental idea of the definition
is that we construct the graph one level of nodes at a time, starting
from the root, and assign generalised port numbers to each edge of a
node by choosing the smallest numbers that have not yet been taken.
The choice depends slightly on whether the level in question is even
or odd—due to the unavoidable asymmetry in the root. Note that at
this stage we will use the number 0 in our construction, but it will
be replaced by 1 when defining the actual port numbering.

We define the set Vd of nodes recursively as follows:

(G1) ; 2 Vd.

(G2) ((1, 0)), ((2, 1)), ((3, 2)), ((4, 3)), . . . , ((d, d� 1)) 2 Vd.

(G3) If (a1, a2, . . . , ai) 2 Vd, where i is odd and i  2d� 1, then
(a1, a2, . . . , ai, a

j
i+1) 2 Vd for all j = 1, 2, . . . , d�1, where

aj
i+1 = (cj1, c

j
2) is defined as follows. Let (b1, b2) = ai and

b+2 = 1 if b2 = 0, b+2 = b2 otherwise. Define

cj1 = min({1, 2, . . . , d} \ {b+2 , c
1
1, c

2
1, . . . , c

j�1
1 }),

cj2 = min({1, 2, . . . , d} \ {b1, c12, c22, . . . , cj�1
2 }).

(G4) If (a1, a2, . . . , ai) 2 Vd, where i is even and 2  i  2d� 2,
then (a1, a2, . . . , ai, a

j
i+1) 2 Vd for all j = 1, 2, . . . , d � 1,

where aj
i+1 = (cj1, c

j
2) is defined as follows. Let (b1, b2) = ai.

Define

cj1 = min({1, 2, . . . , d} \ {b2, c11, c21, . . . , cj�1
1 }),

cj2 = min({0, 1, . . . , d� 1} \ {b1, c12, c22, . . . , cj�1
2 }).

The set Ed of edges consists of all pairs {v, u}, where v =

(a1, a2, . . . , ai) 2 Vd and u = (a1, a2, . . . , ai, ai+1) 2 Vd for
some i 2 {0, 1, . . .}. Figures 2 and 3 below provide illustrations of
the graphs G3 and G6.
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Figure 2: A part of the graph G3, with named nodes. The nodes with
a light background are contained already in the graph G2, while the
nodes with a dark background are only in Gd for d � 3.

2

2

3

3

4

4

5

5

6
6

1

0

2

1

3
3

44
5

5 6

6

21

1
1 3

2
4

4

5

5

6

6

3

2

1

1

2

2

4

3

5

5

6
6

4

3

1

1

2
2

3 3
5

46

6

5 4

1
12

2
3

3

4

4

6

5

6

5

u0

u1

u2

u3

u4

u5

u6

u7u8u9

u10

u11

Figure 3: The radius-2 neighbourhood of node u0 = ; of graph G6.
We have for example u1 = ((1, 0)), u2 = ((2, 1)) and u7 =

((1, 0), (2, 2)).

Consider nodes v = (a1, a2, . . . , ai) and u = (a1, a2,
. . . , ai+1), where ai+1 = (b1, b2). The values b1 and b2 serve
as generalised port numbers for the edge {v, u}. We define
pd(v, b1) = (u, b2) and pd(u, b2) = (v, b1). The incoming port
numbers will be irrelevant in this proof, since we only consider
algorithms in the classes SV and MV . Thus, we will mostly use the
notation ⇡d(v, u) = b1 and ⇡d(u, v) = b2 to denote the outgoing
port numbers.

If v = (a1, a2, . . . , ai) and u = (a1, a2, . . . , ai+1), we say that
node v is the parent of node u and that u is a child of v. We say that
the node v is even if i is even and odd if i is odd. If ai = (b1, b2),
we call (b1, b2) the type of node v.

A walk is a sequence v = (v0, v1, . . . , vk) of nodes such that
{vi, vi+1} 2 Ed for all i = 0, 1, . . . , k � 1. A pair (v1, v2) of
walks, where vi = (vi0, v

i
1, . . . , v

i
k) for all i = 1, 2, and k  2d�3,

is called a pair of compatible walks (PCW) of length k in Gd if the
following two conditions hold:

(W1) v10 = ((1, 0)) and v20 = ((2, 1)).
(W2) ⇡d(v

1
j , v

1
j�1) = ⇡d(v

2
j , v

2
j�1) for all j = 1, 2, . . . , k.

A PCW (v1, v2) is called a pair of separating walks (PSW), if v1
can be extended in such a way that v2 cannot be extended and still
remain compatible, that is, if the following holds:

(W3) There is v1k+1 2 Vd with {v1k, v1k+1} 2 Ed such that
there is no v2k+1 2 Vd for which {v2k, v2k+1} 2 Ed and
⇡d(v

1
k+1, v

1
k) = ⇡d(v

2
k+1, v

2
k).

We say that a pair of separating walks of length k in Gd is critical if
there does not exist a pair of separating walks of length k0 in Gd for
any k0 < k.

Consider the graph G6 in Figure 3. One example of a PSW in G6

is the pair (v1, v2), where v1 = (u1, u7, u1, u8, u1, u9, u1, u10,
u1, u11) and v2 = (u2, u0, u3, u0, u4, u0, u5, u0, u6, u0). Here
the corresponding sequence of generalised port numbers given by
⇡6 is 2, 2, 3, 3, 4, 4, 5, 5, 6. That is, the walks are going back and
forth between one node and its neighbours—but this does not hold
for PSWs in general. Observe that now node u11 has a neighbour u1

with ⇡6(u1, u11) = 6, but node u0 does not have such a neighbour.
As we will see later, the fact that the sequence grows only by

small increments and eventually reaches the parameter d is actually a
general property of PSWs; this is one of the crucial ideas behind our
proof. While one can show with moderate effort that the generalised
port numbers increase at most linearly along the walks, showing a
tight upper bound for the increase—and thus a tight lower bound for
the length of the walks—appears to be considerably non-trivial.
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The outline of the proof is as follows. First, we will prove
auxiliary results concerning the graphs Gd and PSWs. These will
enable us to obtain a tight lower bound for the length of PSWs.
Then, we will show that this lower bound entails bisimilarity of the
nodes ((1, 0)) and ((2, 1)) up to the respective distance. The first
four lemmas follow quite easily from the definition of the graphs;
see the full version of this work [15] for proofs.

Lemma 7. For each d, we have deg(v) 2 {1, d} for all v 2 Vd,
and thus Gd 2 F(d). Additionally, Gd is a subgraph of Gd+1.

Lemma 8. Let v 2 Vd and a 2 {0, 1, . . . , d}. Then there is at most
one node u 2 Vd such that {v, u} 2 Ed and ⇡d(u, v) = a.

A consequence of Lemma 8 is that in a walk, the successor
of each node is uniquely determined by the port number from the
successor to the node.

Lemma 9. Let v = (a1, a2, . . . , ai) 2 Vd, where i < 2d. If v is
odd, then for all a 2 {1, 2, . . . , d} there exists u 2 Vd such that
{v, u} 2 Ed and ⇡d(u, v) = a. If v is even, then either for all
a 2 {0, 1, . . . , d � 1} or for all a 2 {0, 1, . . . , d � 2, d} there
exists u 2 Vd such that {v, u} 2 Ed and ⇡d(u, v) = a. In the case
of even v and a = d, node u is the parent of node v.

Lemma 9 implies that in a PSW, the last nodes of each walk must
be even. Furthermore, one of the last nodes v must have a parent u
with ⇡d(u, v) = d. It follows that we must have v 2 Vd \ Vd�1.

Our next lemma reflects the fact that when going from Gd to
Gd+1, old nodes can only get new children, not new parents, and
that new port numbers are necessarily large.

Lemma 10. Let {v, u} 2 Ed+1 \ Ed be such that v 2 Vd. Then u
is a child of v. If v is odd, then ⇡d+1(v, u) = ⇡d+1(u, v) = d+ 1.
If v is even, then ⇡d+1(v, u) = d+1 and ⇡d+1(u, v) 2 {d� 1, d}.

With the above observations out of the way, we now go forward
with more powerful results.

If the walks of a PSW go to child nodes through edges with
similar port numbers, they end up in subtrees that are isomorphic
up to a depth larger than the number of steps left in the walks. Thus
they eventually have to return from the subtrees. This makes them
longer than they need to be, as the following lemma shows.

Lemma 11. Let (v1, v2), where vi = (vi0, v
i
1, . . . , v

i
k) for all

i = 1, 2, be a PSW in Gd. If for some ` 2 {0, 1, . . . , k � 1}
the node vi`+1 is a child of node vi` for all i = 1, 2, and we have
⇡d(v

1
` , v

1
`+1) = ⇡d(v

2
` , v

2
`+1), then (v1, v2) is not a critical PSW

in Gd.

Proof. Suppose that for all m = ` + 2, ` + 3, . . . , k we have
v1m 6= v1` or v2m 6= v2` . By assumption, v1`+1 and v2`+1 are of the
same type. Consider the definition of Gd. Now it is easy to show
by induction on m that nodes v1m and v2m are of the same type for
all m = ` + 1, ` + 2, . . . , k. Since k  2d � 3 by the definition
of a PSW, both v1k and v2k have child nodes. It follows that if v1k+1

is a neighbour of v1k, there is a neighbour v2k+1 of v2k such that
⇡d(v

1
k+1, v

1
k) = ⇡d(v

2
k+1, v

2
k). Thus (v1, v2) is not a PSW in Gd,

a contradiction.
Now v1m = v1` and v2m = v2` for some m 2 {`+2, `+3, . . . , k}.

Let
v0i = (vi0, v

i
1, . . . , v

i
`, v

i
m+1, v

i
m+2, . . . , v

i
k)

for all i = 1, 2. Then (v01, v
0
2) is a PSW of length k � m + ` 

k � (` + 2) + ` = k � 2 < k in Gd and hence (v1, v2) is not
critical.

Next we show that we can extend a PSW by adding two nodes
to each walk to get a new PSW in a larger graph.

Lemma 12. Let (v1, v2) be a PSW of length k in Gd. Then there
is a PSW of length k + 2 in Gd+1.

Proof. Let vi = (vi0, v
i
1, . . . , v

i
k) for all i = 1, 2. By definition,

there is a neighbour u 2 Vd of v1k such that for each neighbour w 2
Vd of v2k we have ⇡d(u, v

1
k) 6= ⇡d(w, v2k). Lemma 9 implies

that v1k and v2k are even, ⇡d(u, v
1
k) 2 {d � 1, d}, and there is a

neighbour w 2 Vd of v2k for which ⇡d(w, v2k) 2 {d � 1, d} \
{⇡d(u, v

1
k)}. That is, we have ⇡d(u, v

1
k) = d or ⇡d(w, v2k) = d.

Without loss of generality, we can assume ⇡d(u, v
1
k) = d and thus

⇡d(w, v2k) = d� 1.
Lemma 7 implies that degGd

(u) = degGd
(v2k) = d and

degGd+1
(u) = degGd+1

(v2k) = d + 1. Hence there are nodes
x, y 2 Vd+1 \ Vd such that {u, x} 2 Ed+1 \ Ed and {v2k, y} 2
Ed+1 \ Ed. Note that u, v2k 2 Vd, u is odd and v2k is even. It
follows from Lemma 10 that ⇡d+1(u, x) = ⇡d+1(x, u) = d + 1,
⇡d+1(v

2
k, y) = d + 1 and ⇡d+1(y, v

2
k) 2 {d � 1, d}. Since

⇡d+1(w, v2k) = ⇡d(w, v2k) = d� 1 and w 6= y, Lemma 8 implies
that ⇡d+1(y, v

2
k) = d.

Now we can extend the walks v1 and v2. Set v01 = (v10 , v
1
1 , . . . ,

v1k, u, x) and v02 = (v20 , v
2
1 , . . . , v

2
k, y, v

2
k). We have ⇡d+1(u, v

1
k) =

d = ⇡d+1(y, v
2
k) and ⇡d+1(x, u) = d + 1 = ⇡d+1(v

2
k, y),

as required. Furthermore, node x has neighbour u for which
⇡d+1(u, x) = d + 1. Suppose that there is a neighbour u0 of
v2k for which ⇡d+1(u

0, v2k) = d+ 1. Now Lemma 9 implies that u0

is the parent of v2k. But since v2k 2 Vd, we have also u0 2 Vd, and
hence ⇡d+1(u

0, v2k)  d, a contradiction. Similarly, node v2k has
neighbour y for which ⇡d+1(y, v

2
k) = d, but ⇡d+1(u, x) = d + 1

together with Lemma 9 implies that there is no neighbour y0 of x
for which ⇡d+1(y

0, x) = d. This shows that (v01, v02) is a PSW of
length k + 2 in Gd+1.

As the following lemma points out, the second-to-last node of at
least one walk in a PSW does not belong to any smaller construction,
that is, it is a new node when going from Gd�1 to Gd.

Lemma 13. Let (v1, v2), where vi = (vi0, v
i
1, . . . , v

i
k) for all

i = 1, 2, be a critical PSW in Gd. Then we have vik�1 2 Vd \ Vd�1

for some i 2 {1, 2}.

Proof. Lemma 9 implies that v1k and v2k are even, and for some
i 2 {1, 2} node vik has a parent u such that ⇡d(u, v

i
k) = d. If

vik 2 Vd�1, then also u 2 Vd�1 and hence ⇡d(u, v
i
k)  d � 1, a

contradiction. Therefore vik 2 Vd \ Vd�1.
Suppose that vjk�1 2 Vd�1 for all j = 1, 2. Since vik 2

Vd \ Vd�1, we have {vik�1, v
i
k} 2 Ed \ Ed�1. Lemma 10 implies

that vik is a child of vik�1 and ⇡d(v
i
k�1, v

i
k) = ⇡d(v

i
k, v

i
k�1) = d.

Let j 2 {1, 2} \ {i}. As ⇡d(v
j
k, v

j
k�1) = ⇡d(v

i
k, v

i
k�1) = d, we

have {vjk�1, v
j
k} 2 Ed \ Ed�1 and thus vjk is a child of vjk�1 and

⇡d(v
j
k�1, v

j
k) = ⇡d(v

j
k, v

j
k�1) = d. Now it follows from Lemma 11

that (v1, v2) is not a critical PSW in Gd, a contradiction.

Lemma 14 basically states the negation of condition (W3), with
the additional observation that the walks of a PCW have symmetrical
roles.

Lemma 14. Let (v1, v2), where vi = (vi0, v
i
1, . . . , v

i
k) for all

i = 1, 2, be a PCW in Gd. If (v1, v2) is not a PSW in Gd, then for
each neighbour v1k+1 2 Vd of v1k there is a neighbour v2k+1 2 Vd

of v2k such that ⇡d(v
1
k+1, v

1
k) = ⇡d(v

2
k+1, v

2
k), and vice versa.

Proof. Since (v1, v2) is not a PSW, condition (W3) does not hold.
This is equivalent to the first claim. For the second claim, assume that
v2k+1 is a neighbour of v2k. Suppose that there is no neighbour v1k+1

of v1k such that ⇡d(v
1
k+1, v

1
k) = ⇡d(v

2
k+1, v

2
k). Now it follows from
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Lemma 7 and Lemma 9 that v1k and v2k are even and ⇡d(v
2
k+1, v

2
k) 2

{d�1, d}. We also obtain from Lemma 9 that there is a neighbour u
of v1k for which ⇡d(u, v

1
k) 2 {d� 1, d} \ {⇡d(v

2
k+1, v

2
k)}. Now u

is a neighbour of v1k such that there is no neighbour w of v2k for
which ⇡d(u, v

1
k) = ⇡d(w, v2k), a contradiction.

Now we are ready to prove the following lemma, which is the
main ingredient of the proof of Theorem 1. The underlying idea is
that the generalised port numbers along the walks of a PSW can
only grow slowly—roughly by one every two steps. Put otherwise,
each prefix of a critical PSW must be contained in a subgraph Gd

for a sufficiently small value of d.

Lemma 15. Let (v1, v2), where vi = (vi0, v
i
1, . . . , v

i
k) for all

i = 1, 2, be a critical PSW in Gd. Then (v01, v
0
2), where v0i =

(vi0, v
i
1, . . . , v

i
k�2) for all i = 1, 2, is a PSW in Gd�1.

Proof. First, suppose that {vi`, vi`+1} 2 Ed�1 for all i = 1, 2
and ` = 0, 1, . . . , k � 3 but that (v01, v02) is not a PSW in Gd�1.
Assume that {vik�2, v

i
k�1} 2 Ed�1 for some i 2 {1, 2} and

let j 2 {1, 2} \ {i}. It follows from Lemma 14 that there is
a neighbour u 2 Vd�1 of vjk�2 such that ⇡d�1(u, v

j
k�2) =

⇡d�1(v
i
k�1, v

i
k�2). Now Lemma 8 implies that u = vjk�1 and

hence we have vik�1, v
j
k�1 2 Vd�1. Then we can use Lemma 13 to

obtain that (v1, v2) is not a critical PSW in Gd, a contradiction.
Let us then assume that {vik�2, v

i
k�1} 2 Ed \ Ed�1 for all i =

1, 2. As vik�2 2 Vd�1 for all i = 1, 2, Lemma 10 implies that vik�1

is a child of vik�2 and ⇡d(v
1
k�2, v

1
k�1) = d = ⇡d(v

2
k�2, v

2
k�1) for

all i = 1, 2. But now we can apply Lemma 11 to see that (v1, v2)
is not a critical PSW in Gd, a contradiction. We have now shown
that if {vi`, vi`+1} 2 Ed�1 for all i = 1, 2 and ` = 0, 1, . . . , k � 3,
then (v01, v

0
2) is a PSW in Gd�1.

Then, suppose that {vi`, vi`+1} 2 Ed \Ed�1 for some i 2 {1, 2}
and ` 2 {0, 1, . . . , k � 3}. Let m be the smallest value of `
for which this holds. Let j 2 {1, 2} \ {i}. If m is even, then
the node vim 2 Vd�1 is odd, and by Lemma 10 we have that
⇡d(v

i
m, vim+1) = ⇡d(v

i
m+1, v

i
m) = d and that vim+1 is a child

of vim. Since ⇡d(v
j
m+1, v

j
m) = ⇡d(v

i
m+1, v

i
m) = d, we obtain

{vjm, vjm+1} 2 Ed \ Ed�1. As vjm 2 Vd�1 is odd, Lemma 10
yields that ⇡d(v

j
m, vjm+1) = ⇡d(v

j
m+1, v

j
m) = d and that vjm+1 is

a child of vjm. Lemma 11 then implies that (v1, v2) is not a critical
PSW in Gd, a contradiction.

To complete the proof, assume that m is odd. Recall that
{vim, vim+1} 2 Ed \ Ed�1. If also {vjm, vjm+1} 2 Ed \ Ed�1,
we can again use Lemma 10 to get that vim+1 and vjm+1 are
children of vim and vjm, respectively, and that ⇡d(v

i
m, vim+1) =

d = ⇡d(v
j
m, vjm+1). Now Lemma 11 yields a contradiction. If

{vjm, vjm+1} 2 Ed�1, let v00` = (v`0, v
`
1, . . . , v

`
m) for all ` = 1, 2.

The pair (v001 , v002 ) is a PSW in Gd�1, because otherwise by using
a similar argument as above we would obtain that {vim, vim+1} 2
Ed�1, a contradiction. But now we can use Lemma 12 to get a PSW
of length m+ 2  (k � 3) + 2 = k � 1 in Gd, which contradicts
the criticality of (v1, v2).

Having proved Lemma 15, the following result now follows by
induction; see the full version of this work [15] for a proof.

Lemma 16. Let (v1, v2) be a PSW of length k in Gd. Then
k � 2d� 3.

Now we just need to show that the lower bound for the length of
PSWs implies bisimilarity up to the respective distance, and we are
mostly done.

Lemma 17. We have ((1, 0)) $SV
2d�3 ((2, 1)), that is, the nodes

((1, 0)) and ((2, 1)) of Gd are (2d� 3)-SV-bisimilar.

Proof. If we have ((1, 0)) $SV
k ((2, 1)) for arbitrarily large k, the

claim is clearly true. Otherwise, let k be the largest integer for which
we have ((1, 0)) $SV

k ((2, 1)). We will show that k � 2d� 3.
Let v10 = ((1, 0)) and v20 = ((2, 1)). Suppose then that ` 2

{0, 1, . . . , k�1} and that v1` and v2` have been defined. Furthermore,
suppose that k � ` is the largest integer m for which v1` $SV

m v2`
holds. If for each neighbour u of v1` there was a neighbour w of v2` ,
and vice versa, such that u $SV

k�` w and ⇡d(u, v
1
` ) = ⇡d(w, v2` ),

then by Definition 3 we would have v1` $SV
k�`+1 v

2
` , a contradiction.

Thus for some i 2 {1, 2} and j 2 {1, 2}\{i} there is a neighbour u
of vi` such that there is no neighbour w of vj` for which the
given condition holds. However, since vi` $SV

k�` v
j
` , we can choose

neighbour w so that u $SV
k�`�1 w and ⇡d(u, v

i
`) = ⇡d(w, vj` ).

Now we can define vi`+1 = u and vj`+1 = w. We have shown
that k � ` � 1 = k � (` + 1) is the largest integer m for which
vi`+1 $SV

m vj`+1 holds.
The above recursive definition yields a pair (v1, v2) of walks,

where vi = (vi0, v
i
1, . . . , v

i
k) for all i = 1, 2. Clearly conditions

(W1) and (W2) hold. Additionally, we know that k � k = 0 is
the largest integer m for which we have v1k $SV

m v2k. However, if
k  2d� 3, then for each neighbour u of v1k and w of v2k we have
deg(u) = deg(w) and hence u $SV

0 w. It follows that for some
i 2 {1, 2} and j 2 {1, 2} \ {i} there is a neighbour u of vik such
that there is no neighbour w of vjk for which ⇡d(u, v

i
k) = ⇡d(w, vjk).

If i = 1 and j = 2, this is equivalent to condition (W3). Otherwise,
we use Lemma 7 and Lemma 9 to swap the roles of i and j in a
similar manner as in the proof of Lemma 14.

In conclusion, we have shown that if k  2d�3, then (v1, v2) is
a PSW of length k in Gd. Now Lemma 16 implies that k = 2d� 3.
If k > 2d� 3, the claim is trivially true.

To prove Theorem 1, we want the root node ; to receive the
same messages from its neighbours ((1, 0)) and ((2, 1)). Lemma 17
shows that they are (2d� 3)-SV-bisimilar, but this is not enough:
they also need to have identical outgoing port numbers towards
node ;. We will now define a port numbering of Gd based on the
generalised port numbering pd. Let f : {0, 1, . . . , d} ! [d] be a
function such that f(0) = 1 and f(i) = i for i � 1. Assume
that pd(v, i) = (u, j) for some nodes v, u and port numbers i, j. If
neither v nor u is a leaf node, we define p0d(v, f(i)) = (u, f(j)).
If v is a leaf node, we define p0d(v, 1) = (u, f(j)) and if u is a
leaf node, we define p0d(v, f(i)) = (u, 1). Due to the fact that
in rule (G3) of the definition of Gd we used b+2 instead of b2,
no node has both 0 and 1 as port numbers in pd. It follows that
p0d is a bijection from the set of input ports to the set of output
ports, and the set of outgoing as well as incoming port numbers for
each node v is {1, 2, . . . , deg(v)}. Observe that p0d(((1, 0)), 1) =
(;, 1) and p0d(((2, 1)), 1) = (;, 2). Now we can apply Lemma 6
to see that the (2d � 3)-SV-bisimilarity still holds, that is, we
have (Gd, ((1, 0)), p

0
d) $SV

2d�3 (Gd, ((2, 1)), p
0
d). Note that since

the distance from ((1, 0)) and ((2, 1)) to the leaf nodes is 2d� 1,
the fact that we have to use the port number 1 for the leaf nodes
does not affect the (2d� 3)-SV-bisimilarity.

Let A 2 SV be an arbitrary algorithm and � � 2. Let G = G�,
p = p0�, v = ;, u = ((1, 0)) and w = ((2, 1)). Consider the
execution of A in (G, p). Lemma 4 implies that the state of A in
the nodes u and w is identical in each round r = 0, 1, . . . , 2�� 3.
Furthermore, we have ⇡(u, v) = 1 = ⇡(w, v). It follows that u
and w send the same message to node v in each round r + 1 =

1, 2, . . . , 2�� 2. This concludes the proof of Theorem 1.
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4. Separation by a Graph Problem
Theorem 1 shows that the simulation algorithm is optimal in a
certain sense. However, since we are interested in graph problems,
we want to separate the classes SV and MV by one. The following
theorem states that we can do this, and the lower bound is still linear
in �.

Theorem 2. There is a graph problem ⇧ that can be solved in one
round by an algorithm in MV but that requires at least time T ,
where T (n,�) � � for all odd � 2 N+ and T (n,�) � � � 1

for all even � 2 N+, when solved by an algorithm in SV.

Let us first define formally the graph problem ⇧. We will
be working with graphs where each node is given as a local
input one of three colours: black (B), white (W) or grey (G). For
each graph (G, f) with local input from the set {B,W,G}, the
set ⇧(G, f) of solutions consists of mappings S : V ! {B,W,G}
such that for each v 2 V , S(v) is one of the local inputs having
the highest multiplicity among the neighbours of v. For example, if
node v has four neighbours of colour B, four neighbours of colour W
and two neighbours of colour G, then for each solution S we have
S(v) = B or S(v) = W. See Figure 4 below for an illustration of
two small problem instances. Our proof is based on generalising the
depicted construction to higher node degrees.
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Figure 4: An MV-algorithm can find out in one communication
round whether it is run in the root node of graph (a) or graph (b),
while any SV-algorithm needs at least three communication rounds.

There is an algorithm in MV—and, in fact, in MB—that solves
problem ⇧ in only one communication round: Each node broadcasts
its own colour to all its neighbours. Then, each node counts the
multiplicity of each message it received and outputs the one with
the highest multiplicity. Showing that this cannot be solved by any
algorithm in SV in less than � communication rounds will require
somewhat more work. Luckily, we can handle the most tricky part
of the proof by making use of the proof of Theorem 1 in a black-box
manner.

We start by defining for each d = 2, 3, . . . two graphs, HB,d =

(VB,d, EB,d) and HW,d = (VW,d, EW,d). The constructions can be
seen as extensions of the graph Gd defined earlier, but now each
node is coloured with one of the three colours: black (B), white (W)
or grey (G). Colours B and W can be thought of as complements of
each other; we write B = W and W = B. Again, we define VB,d

recursively:

(H1) ; 2 VB,d.

(H2) ((1, 0,B)), ((2, 1,B)), . . . , ((d, d� 1,B)) 2 VB,d.

(H3) ((2, 1,W)), ((3, 2,W)), . . . , ((d, d� 1,W)) 2 VB,d.

(H4) If (a1, a2, . . . , ai) 2 VB,d, where i is odd and i  2d � 1,
then (a1, a2, . . . , ai, a

j
i+1) 2 VB,d for all j = 1, 2, . . . , d�1,

where aj
i+1 = (cj1, c

j
2,G) is defined as follows. Let (b1, b2,

C) = ai, where C 2 {B,W}, and b+2 = 1 if b2 = 0, b+2 = b2
otherwise. Define

cj1 = min({1, 2, . . . , d} \ {b+2 , c
1
1, c

2
1, . . . , c

j�1
1 }),

cj2 = min({1, 2, . . . , d} \ {b1, c12, c22, . . . , cj�1
2 }).

(H5) If (a1, a2, . . . , ai) 2 VB,d, where i is even and 2  i 
2d � 2, then (a1, a2, . . . , ai, a

j
i+1) 2 VB,d for all j =

1, 2, . . . , d � 1, where aj
i+1 = (cj1, c

j
2, C) is defined as

follows. Let (d1, d2, C) = ai�1, where C 2 {B,W}, and
(b1, b2,G) = ai. Define

cj1 = min({1, 2, . . . , d} \ {b2, c11, c21, . . . , cj�1
1 }),

cj2 = min({0, 1, . . . , d� 1} \ {b1, c12, c22, . . . , cj�1
2 }).

(H6) If (a1, a2, . . . , ai) 2 VB,d, where i is even and 2  i 
2d � 2, then (a1, a2, . . . , ai, a

j
i+1) 2 VB,d for all j =

1, 2, . . . , d�1, where aj
i+1 = (cj1, c

j
2, C) is defined as follows.

Let (d1, d2, C) = ai�1, where C 2 {B,W}. Define

cj1 = min({2, 3, . . . , d} \ {c11, c21, . . . , cj�1
1 }),

cj2 = min({1, 2, . . . , d� 1} \ {c12, c22, . . . , cj�1
2 }).

The set EB,d of edges consists of all pairs {v, u}, where v =

(a1, a2, . . . , ai) 2 VB,d and u = (a1, a2, . . . , ai, ai+1) 2 VB,d

for some i 2 {0, 1, . . .}. The sets VW,d and EW,d are given by the
same definition by replacing every occurrence of B with W and
vice versa. By rearranging the branches of the trees, we observe that
actually the only difference between HB,d and HW,d is the colours
in the branch that starts with the node ((1, 0, C)).

In this proof we work with the graphs HB,d and HW,d for a fixed
value of d. Hence, to simplify notation, we will write HB and HW

from now on.
We define colourings fB : VB ! {B,W,G} and fW : VW !

{B,W,G} as follows. If v = (a1, a2, . . . , ai) 2 VC for some
C 2 {B,W} and i � 1, and we have ai = (b1, b2, C

0
), set

fC(v) = C0. If v = ; 2 VC , set fC(v) = G. Notice that for
each solution S 2 ⇧(HB, fB) we have S(;) = B and for each
solution S 2 ⇧(HW, fW) we have S(;) = W.

Our port numbers are pairs (a,C), where a 2 {0, 1, . . . , d}
and C 2 {B,W,G}. Generalised port numberings pB and
pW for HB and HW, respectively, are defined as follows. Let
v = (a1, a2, . . . , ai) and u = (a1, a2, . . . , ai+1), where ai+1 =

(b1, b2, C), be nodes. Note that fB(u) = fW(u) = C. If
C 2 {B,W}, define

pB(v, (b1, C)) = pW(v, (b1, C)) = (u, (b2,G)),

pB(u, (b2,G)) = pW(u, (b2,G)) = (v, (b1, C)).

If C = G, let C0
= fB(v) = fW(v) and define

pB(v, (b1,G)) = pW(v, (b1,G)) = (u, (b2, C
0
)),

pB(u, (b2, C
0
)) = pW(u, (b2, C

0
)) = (v, (b1,G)).

Next we will define induced subgraphs ˆHB and ˆHW of HB

and HW, respectively. For C 2 {B,W}, the vertex set ˆVC of
ˆHC consists of all vertices (a1, a2, . . . , ai) 2 VC such that
fC((a1, a2, . . . , aj)) 2 {C,G} for all j 2 {0, 1, . . . , i}. That
is, a node v of HC is in the subgraph ˆHC if and only if each node
in the unique path from the root node ; to node v is either grey or
of colour C. For each v = (a1, a2, . . . , ai) 2 VC we denote the
corresponding node of ˆHC by v̂ = (a1, a2, . . . , ai) 2 ˆVC .

For each C 2 {B,W}, define a mapping gC :

ˆVC ! Vd

as follows. Assume v̂ = (a1, a2, . . . , ai) 2 ˆVC , where aj =
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(bj1, b
j
2, Cj) for each j. Now set gC(v̂) = (a0

1, a
0
2, . . . , a

0
i), where

a0
j = (bj1, b

j
2) for each j. By observing that the subgraph ˆHC is

given by the rules (H1), (H2), (H4) and (H5) in the definition of HC ,
and how they correspond to the rules (G1)–(G4) in the definition of
Gd, one can see that gC is a bijection, and in fact an isomorphism,
between ˆHC and Gd. We can use gC to move bisimilarity results
from Gd to ˆHC , as the following lemma shows.

Lemma 18. Let C 2 {B,W}, r 2 N and v̂, û 2 ˆVC . If
gC(v̂) $SV

r gC(û) and fC(v̂) = fC(û), then v̂ $SV
r û.

Proof. The proof is by induction on r. Given the inductive hy-
pothesis and conditions (B1)–(B3) of Definition 3 for gC(v̂) and
gC(û), it is quite straightforward to check that the conditions also
hold for v̂ and û.

Next, we will define a partial mapping fv,u : VC ! VC for each
pair of grey nodes v̂ and û in ˆHC . Assume that v = (a1, a2, . . . , ai)

and u = (b1, b2, . . . , bj). If v0 = (a1, a2, . . . , ai, c1, c2, . . . , ci0) 2
VC for some c1, c2, . . . , ci0 , and we have

fC((a1, a2, . . . , ai, c1)) = C

as well as

u0
= (b1, b2, . . . , bj , c1, c2, . . . , ci0) 2 VC ,

then we define fv,u(v
0
) = u0. The idea here is that the subtrees

of HC that have the nodes v and u as their roots and that are
not contained in the subgraph ˆHC (except for the root nodes) are
isomorphic (up to a certain distance). The mapping fv,u is a partial
isomorphism between such subtrees, as one can quite easily check.
In what follows, we will use fv,u to show that the r-SV-bisimilarity
of the nodes ((1, 0, C)) and ((2, 1, C)) in ˆHC can be extended to
the supergraph HC .

For each C 2 {B,W}, denote the nodes ;, ((1, 0, C)) and
((2, 1, C)) of HC by vC , uC and wC , respectively. In accordance
with our previously introduced notation, denote the corresponding
nodes of the subgraph ˆHC by v̂C , ûC and ŵC .

Lemma 19. Let v̂, û 2 ˆVC be grey nodes and let t 2 N be such
that v $SV

t u. If w 2 dom(fv,u), dist(w, vC) < 2d � t and
dist(fv,u(w), vC) < 2d� t, then w $SV

t fv,u(w).

Proof. We proceed by induction on t. The base case t = 0 is straight-
forward: Since dist(w, vC) < 2d and dist(fv,u(w), vC) < 2d, we
have deg(w) = deg(fv,u(w)). Additionally, observe that we have
fC(w) = fC(fv,u(w)). It follows that we have w $SV

0 fv,u(w).
For the inductive case, assume that the claim holds for t = s and

that v $SV
s+1 u. If w = v, then fv,u(w) = u and we have nothing

to prove. Hence, assume w 6= v. Denote the neighbours of w by
w1, w2, . . . , wk. Then the neighbours of fv,u(w) are fv,u(wi), i =
1, 2, . . . , k. We have wi 2 dom(fv,u) for all i. Additionally, since
dist(w, vC) < 2d�(s+1) and dist(fv,u(w), vC) < 2d�(s+1),
we have dist(wi, vC) < 2d� s and dist(fv,u(wi), vC) < 2d� s
for all i. Now the inductive hypothesis implies that w $SV

s fv,u(w)

and wi $SV
s fv,u(wi) for all i. Additionally, it follows imme-

diately from the definition of fv,u that we have ⇡C(wi, w) =

⇡C(fv,u(wi), fv,u(w)) for all i. Now by Definition 3 we have
w $SV

s+1 fv,u(w). Hence the claim holds for t = s+ 1.

Lemma 20. Let t 2 N and let v̂, û 2 ˆVC be such that dist(v̂, v̂C) <
2d� t and dist(û, v̂C) < 2d� t. If v̂ $SV

t û, then v $SV
t u.

Proof. We prove the claim by induction on t. The base case t = 0 is
easy: If v̂ $SV

0 û, then fC(v̂) = fC(û), and thus fC(v) = fC(u).
As v and u are of the same colour and neither of them is a leaf node,
deg(v) = deg(u). Hence v $SV

0 u.

For the inductive step, assume that the claim holds for t = s
and that v̂ $SV

s+1 û, where dist(v̂, v̂C) < 2d � (s + 1) and
dist(û, v̂C) < 2d� (s+ 1). Denote the neighbours of v̂ and û by
v̂1, v̂2, . . . , v̂d and û1, û2, . . . , ûd, respectively. We have v̂ $SV

s û,
and by definition, for each v̂i there is ûji such that v̂i $SV

s ûji and
⇡C(v̂i, v̂) = ⇡C(ûji , û), and vice versa. We have dist(v̂i, v̂C) <
2d� s and dist(ûi, v̂C) < 2d� s for all i. Now the inductive hypo-
thesis implies that v $SV

s u, vi $SV
s uji for all i and vij $SV

s uj

for all j.
Since v $SV

s u, nodes v and u are of the same colour. If they are
of colour C, they do not have neighbours other than v1, v2, . . . , vd
and u1, u2, . . . , ud, respectively. Then it follows from the definition
that v $SV

s+1 u. Otherwise, v and u are grey, and in addition to vi
and ui, i = 1, 2, . . . , d, they have neighbours generated by rule (H3)
or rule (H6). Denote those neighbours by v01, v

0
2, . . . , v

0
d�1 and

u0
1, u

0
2, . . . , u

0
d�1, respectively, such that we have fv,u(v0i) = u0

i for
all i. Observe that dist(v0i, vC) < 2d�s and dist(u0

i, vC) < 2d�s
for all i. Now Lemma 19 shows that v0i $SV

s u0
i for all i. In addition,

the definition of fv,u implies that ⇡C(v
0
i, v) = ⇡C(u

0
i, u) for all

i. We have shown that conditions (B2) and (B3) hold also for the
additional neighbours, and consequently v $SV

s+1 u. Hence the claim
is true for t = s+ 1.

Now we can combine our previous results to obtain bisim-
ilarity between certain nodes in the graph HC for each C 2
{B,W}. Lemma 17 shows that ((1, 0)) $SV

2d�3 ((2, 1)), where
((1, 0)) and ((2, 1)) are nodes in the graph Gd. Observe that
gC(ûC) = ((1, 0)) and gC(ŵC) = ((2, 1)). Now Lemma 18 im-
plies that ûC $SV

2d�3 ŵC . We have dist(ûC , v̂C) = 1 < 2d�(2d�
3) and dist(ŵC , v̂C) = 1 < 2d� (2d� 3). Hence it follows from
Lemma 20 that uC $SV

2d�3 wC , where uC and wC are neighbours
of vC in the graph HC .

As in the proof of Theorem 1, we define a port numbering p0C
for each C 2 {B,W} based on the generalised port numbering pC .
Again, we need to preserve bisimilarity as well as have identical
outgoing port numbers from nodes uC and wC towards node vC .
Define function f from the set of all generalised ports of HC to
[2d� 1] as follows: f(1,B) = f(1,W) = 1, f(i,B) = 2i� 1 and
f(i,W) = 2i�2 for all i = 2, 3, . . . , d, f(0,G) = 1 and f(i,G) =
i for all i = 1, 2, . . . , d. Then, if pC(v, a) = (u, b) for some non-
leaf nodes v, u and port numbers a, b, set p0C(v, f(a)) = (u, f(b)).
Again, use the port number 1 for the leaf nodes. Without too much
effort, one can check that p0C is indeed a valid port numbering of
HC , and that we have ⇡0

C(uC , vC) = 1 = ⇡0
C(wC , vC). Lemma 6

implies that (HC , fC , uC , p
0
C) $SV

2d�3 (HC , fC , wC , p
0
C).

To reach our ultimate goal, we need to define one more mapping.
Define h : VB ! VW as follows: if v = (a1, a2, . . . , ai) 2 VB,
where i � 1 and a1 = (b1, b2, C) for some b1 � 2, set h(v) = u,
where u = (a1, a2, . . . , ai) 2 VW. Additionally, set h(vB) = vW.
Thus, there is one subtree starting from a child of vB, the one having
the node uB = ((1, 0,B)) as its root, that is excluded from the
domain of h. Similarly, the subtree having uW = ((1, 0,W)) as its
root is excluded from the range of h. See Figure 5 for an illustration
of the situation.

Lemma 21. Let v 2 VB and u 2 VW be nodes such that h(v) = u.
Then for all t = 0, 1, . . . , 2d � 2 we have (HB, fB, v, p

0
B) $SV

t

(HW, fW, u, p0W).

Proof. We prove the claim by induction on t. The base case t = 0

is trivial: if h(v) = u, then by definition of h we have deg(v) =

deg(u) and fB(v) = fW(u) and therefore v $SV
0 u.

For the inductive step, suppose that the claim holds for t = s <
2d � 2. Consider two arbitrary nodes v 2 VB and u 2 VW such
that h(v) = u. By the inductive hypothesis we have v $SV

s u. If
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Figure 5: Graphs HB,4 and HW,4 up to distance one from the root
nodes. The dashed lines represent r-SV-bisimilarity between nodes.

v 6= vB, all the neighbours of v are in the domain of h and all
the neighbours of u are in the range of h. Furthermore, if w is
a neighbour of v, we have ⇡0

B(w, v) = ⇡0
W(h(w), u), and by the

inductive hypothesis, w $SV
s h(w). Now Definition 3 implies that

v $SV
s+1 u.

If v = vB, v has one neighbour that is not in dom(h). That
neighbour is uB = ((1, 0,B)). Similarly, h(v) = vW has one neigh-
bour that is not in the range of h, namely uW = ((1, 0,W)).
However, as shown above, we have uB $SV

2d�3 wB, and thus
uB $SV

s wB. Since we have also wB $SV
s h(wB), Lemma 5 im-

plies that uB $SV
s h(wB). Additionally, we have

⇡0
B(uB, v) = ⇡0

B(wB, v) = ⇡0
B(h(wB), u).

Similarly, we have uW $SV
s wW and wW $SV

s h�1
(wW), from

which we get uW $SV
s h�1

(wW). Additionally,

⇡0
W(uW, u) = ⇡0

W(wW, u) = ⇡0
W(h�1

(wW), v).

We have shown that conditions (B1)–(B3) hold even if considering
also neighbours not handled by the mapping h, and consequently
we have v $SV

s+1 u. Thus the claim holds for t = s+ 1.

Let d � 2 and � = 2d � 1. Then HB,d, HW,d 2 F(�).
Let A 2 SV be any algorithm with a running time at most
��1 = 2d�2. Consider the execution of A in the nodes vB 2 VB,d

and vW 2 VW,d. Now Lemma 21 together with Lemma 4 implies
that A produces the same output in vB and vW. Recall that for any
valid solutions S 2 ⇧(HB,d, fB) and S0 2 ⇧(HW,d, fW) we have
S(vB) 6= S0

(vW). Hence A does not solve the problem ⇧. This
concludes the proof of Theorem 2.
Remark 22. Note that we could define a similar problem without
local inputs, by encoding the colours in the structure of the graph.
One way to do this is to add one new neighbour to each black node
and two new neighbours to each white node. If d � 3, this does not
increase the maximum degree of the graph. Then we could define
the set of solutions to consist of, for example, mappings S such that
S(v) = 1 if node v has an odd number of neighbours of an odd
degree and S(v) = 0 otherwise. However, for illustrative purposes,
it was beneficial the use a colouring instead.
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Abstract
This paper studies forcing translations of proofs in dependent type
theory, through the Curry-Howard correspondence. Based on a
call-by-push-value decomposition, we synthesize two simply-typed
translations: i) one call-by-value, corresponding to the translation
derived from the presheaf construction as studied in a previous pa-
per; ii) one call-by-name, whose intuitions already appear in Kriv-
ine and Miquel’s work. Focusing on the call-by-name translation,
we adapt it to the dependent case and prove that it is compatible
with the definitional equality of our system, thus avoiding coher-
ence problems. This allows us to use any category as forcing con-
ditions, which is out of reach with the call-by-value translation.
Our construction also exploits the notion of storage operators in or-
der to interpret dependent elimination for inductive types. This is
a novel example of a dependent theory with side-effects, clarifying
how dependent elimination for inductive types must be restricted in
a non-pure setting. Being implemented as a Coq plugin, this work
gives the possibility to formalize easily consistency results, for in-
stance the consistency of the negation of Voevodsky’s univalence
axiom.

Categories and Subject Descriptors F.4.1 [MATHEMATICAL
LOGIC AND FORMAL LANGUAGES]: Mathematical Logic

Keywords Forcing, Dependent type theory, Inductive types, Ef-
fects, Coq

1. Introduction
Forcing has been introduced by Cohen to prove the independence
of the Continuum Hypothesis in set theory. The main idea is to
build, from a model M , a new model M 0 for which validity is
controlled by a partially-ordered set (poset) of forcing conditions
living in M . Technically, a forcing relation p � � between a forcing
condition p and a formula � is defined, such that � is true in M 0

iff p � � is true in M , for some p approximating the new elements
of M 0. Categorical ideas have been used by Lawvere and Tierney
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[14] to recast forcing in terms of topos of (pre)sheaves. It is then
straightforward to extend the construction to work on categories
of forcing conditions, rather than simply posets, giving a proof
relevant version of forcing.

Recent years have seen a renewal of interest for forcing, driven
by Krivine’s classical realizability [9]. In this line of work, forc-
ing is studied as a proof translation, and one seeks to understand
its computational content [3, 12], through the Curry-Howard corre-
spondence. This means that p � � is studied as a syntactic transla-
tion of formulas, parametrized by a forcing condition p.

Following these ideas, a forcing translation has been defined
in [6] for the Calculus of Constructions, the type theory behind
the Coq proof assistant. It is based heavily on the presheaf con-
struction of Lawvere and Tierney. The main goal of [6] was to ex-
tend the logic behind Coq with new principles, while keeping its
fundamental properties: soundness, canonicity and decidability of
type checking. This approach can be seen, following [1], as type-
theoretic metaprogramming.

However, this technique suffers from coherence problems,
which complicate greatly the translation. More precisely, the trans-
lation of two definitionally equal terms are not in general defi-
nitionally equal, but only propositionally equal. Rewriting terms
must then be inserted inside the definition of the translation. If this
is possible to perform, albeit tedious, when the forcing conditions
form a poset, it becomes intractable when we want to define a forc-
ing translation parametrized by a category of forcing conditions.

In this paper, we propose a novel forcing translation for the
Calculus of Constructions (CC

!

), which avoids these coherence
problems. Departing from the categorical intuitions of the presheaf
construction, it takes its roots in a call-by-push-value [10] decom-
position of our system. This will justify to name our translation
call-by-name, while the previous translation of [6] is call-by-value.

“Call-by-name forcing provides the first effectful translation of
CC

!

into itself which preserves definitional equality.”

We then extend our translation to inductive types by exploiting
storage operators [8]—an old idea of Krivine to simulate call-by-
value in call-by-name in the context of classical realizability—to
restrict the power of dependent elimination in presence of effects.
The necessity of a restriction should not be surprising and was
already present in Herbelin’s work [5].

This provides the first version of Calculus of Inductive Con-
structions (CIC) with effects. The nice property of preservation of
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definitional equality is emphasized by the implementation of a Coq
plugin1 which works for any term of CIC.

We conclude the paper by using forcing to produce various
results around homotopy type theory. First, we prove that (a simple
version of) functional extensionality is preserved in any forcing
layer. Then we show that the negation of Voevodsky’s univalence
axiom is consistent with CIC plus functional extensionality. This
statement could already be deduced for the existence of a set-based
proof-irrelevant model [16], but we provide the first formalization
of it, in a proof relevant setting, and by an easy use of the forcing
plugin. Finally, we show that under an additional assumption of
monotonicity of types, we get the preservation of (a simple version
of) the univalence axiom.

Plan of the paper. In Section 2, we derive, in a simply typed
setting, our call-by-name forcing translation using a call-by-push
value decomposition of the language. We then define the translation
for CC

!

, a language with dependent product (§ 3). Its soundness
relies on some equality holding definitionally, that we get using
a Yoneda construction (§ 4). The translation is then extended to
datatypes (§ 5), introducing a restriction on CIC to handle depen-
dent elimination. The generalization to recursive types is studied in
Section 6, relying on storage operators to deal with their dependent
eliminations. Finally, in Section 7, we use forcing to prove that the
negation of univalence is consistent with CIC, and discuss a re-
fined translation which enforces some naturality conditions, so that
univalence is preserved by the translation.

2. Call-by-Push-Value
In this section, we explain how the call-by-push-value language
(CBPV) of Levy [10] can be used to present two versions of the
forcing translation. To keep our presentation as simple as possible,
we will only use a small subset of it, although most of the results
can be adapted to a more general setting. The idea of CBPV is to
break up the simply-typed �-calculus, leading to a more atomic
presentation distinguishing values and computations, and allowing
to add effects easily into the language. We use it as the source
language for a generic forcing translation thought of as adding
side-effects. Call-by-name and call-by-value strategies can then be
decomposed into CBPV, inducing in turn two forcing translations
for the �-calculus.

2.1 Syntax of CBPV
CBPV’s types and terms are divided into two classes : pure values
v and effectful computations t, a dichotomy which is reflected in
the typing rules. The syntax and typing rules are given at Figure 1

We give some intuition behind those terms. The thunk prim-
itive is to be understood as a way of boxing a computation into a
value. Its dual force runs the computation. Note that this name has
nothing to do with forcing itself and is a coincidence. The return
primitive creates a pure computation from a value. The let bind-
ing first evaluates its argument, possibly generating some effects,
binds the purified result to the variable and continues with the re-
maining term. Intuitively, this language is no more than the usual
decomposition of a monad into an adjunction.

For technical reasons, we endow CBPV with reduction rules
that are weaker than what is usually assumed, by restricting sub-
stitution to strong values, i.e. values which are not variables, while
the standard reduction allows substitution for any value. Indeed,
the forcing translation which we present after only interprets this
restricted reduction.

1 Available at https://github.com/CoqHott/coq-forcing.

Definition 1 (Restricted CBPV reduction). Strong values ṽ are
simply defined as ṽ := thunk t. We define the restricted CBPV
reduction as the congruence closure of the following generators.

(�x : A. t) ṽ ! t{x := ṽ}
let x : A := return ṽ in t ! t{x := ṽ}
force (thunk t) ! t

We write ⌘ for the equivalence generated by this reduction.

2.2 Simply-Typed Decompositions
We recall here the decompositions of the simply-typed �-calculus
into CBPV. They were actually the original motivation for the
introduction of CBPV itself. We will translate the usual �-calculus
where types are described by the inductive grammar

A,B := ↵ | A ! B

using the standard syntax. The results of this section are well-
known so we will not dwell on them.

Definition 2. The by-name reduction of the �-calculus is the con-
gruence closure of the generator

(�x : A. t) u !
n

t{x := u}
while the restricted by-value reduction is the congruence closure of
the generator

(�x : A. t) v !
v

t{x := v}
where v is a �-abstraction.

Definition 3 (By-value decomposition). The by-value decomposi-
tion is defined as follows.

[↵]v := ↵

[A ! B]v := U ([A]v ! F [B]v)

[x]v := return x

[t u]v := let f := [t]v in
let x := [u]v in force f x

[�x : A. t]v := return (thunk (�x : [A]v. [t]v))

Proposition 1. If � ` t : A then [�]v `
c

[t]v : F [A]v.

Proposition 2. If t !
v

u then [t]v ⌘ [u]v.

Definition 4 (By-name decomposition). The by-name decomposi-
tion is defined as follows.

[↵]n := X
↵

[A ! B]n := U [A]n ! [B]n

[x]n := force x

[t u]n := [t]n (thunk [u]n)

[�x : A. t]n := �x : U [A]n. [t]n

Proposition 3. If � ` t : A then U [�]n `
c

[t]n : [A]n.

Proposition 4. If t !
n

u then [t]n ⌘ [u]n.

2.3 Forcing Translation
We now define the forcing translation from CBPV into a small
dependent extension of the simply-typed �-calculus. Dependency
is needed because we have to be able to state in the type that some
relation holds between two elements. For simplicity, we can use
for instance the much richer system defined at Section 3. We use
implicit arguments and infix notation for clarity when the typing is
clear from context.

First of all, we need a notion of preorder in the target calculus.

Definition 5 (Preorder). A preorder is given by
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value types A,B ::= U X | ↵
computation types X,Y ::= A ! X | F A
environments � ::= · | �, x : A

value terms v ::= x | thunk t
computation terms t, u ::= �x : A. t | t v | let x : A := t in u | force t | return v

(x : A) 2 �

� `
v

x : A

� `
c

t : X

� `
v

thunk t : U X

� `
v

v : U X

� `
c

force v : X

�, x : A `
c

t : X

� `
c

�x : A. t : A ! X

� `
v

v : A

� `
c

return v : F A

� `
c

t : F A �, x : A `
c

u : X

� `
c

let x : A := t in u : X

� `
c

t : A ! X � `
v

v : A

� `
c

t v : X

Figure 1. Call-by-push-value

• a type P;
• a binary relation ;
• a term id : ⇧p : P. p  p;
• a term � : ⇧(p q r : P). p  q ! q  r ! p  r

subject to the following conversion rules.

id
p

� f ⌘ f f � id
q

⌘ f f � (g � h) ⌘ (f � g) � h
We assume in the remainder of this section a fixed preorder that

we will call forcing conditions.

Definition 6 (Ground types). We assume given for every CBPV
ground type ↵:
• a type ↵

p

in the target calculus for each p : P;
• a lifting morphism ✓

↵

: ⇧(p q : P). p  q ! ↵
p

! ↵
q

subject to the following conversion rules.

✓
↵

id
p

x ⌘ x ✓
↵

(f � g) x ⌘ ✓
↵

g (✓
↵

f x)

Definition 7 (Type translation). The forcing translation on types
associates to every CBPV type and forcing condition a target type
defined inductively as follows.

[[↵]]
p

:= ↵
p

[[U X]]
p

:= ⇧q : P. p  q ! [[X]]
q

[[A ! X]]
p

:= [[A]]
p

! [[X]]
p

[[F A]]
p

:= [[A]]
p

Proposition 5 (Value lifting). The lifting morphisms of Definition 6
can be generalized to any value type A as ✓

A

with the same
distribution rules.

Proof. By induction on A. Our only non-variable value type is U X
where ✓U X

is defined by precomposition.

Definition 8 (Term translation). The term translation is indexed by
an CBPV environment � and a preorder variable p and produces a
term in the target calculus. It is defined inductively as

[x]�
p

:= x

[thunk t]�
p

:= �(q : P) (f : p  q). ✓
�

(f, [t]�
q

)

[force v]�
p

:= [v]�
p

p id
p

[�x : A. t]�
p

:= �x : [[A]]
p

. [t]�,x:A

p

[t v]�
p

:= [t]�
p

[v]�
p

[let x : A := t in u]�
p

:= (�x : [[A]]
p

. [u]�,x:A

p

) [t]�
p

[return v]�
p

:= [v]�
p

where the ✓
�

(f, t) notation stands for t{~x := ✓
~

A

f ~x} for each
(x

i

: A
i

) 2 �.

The only non-trivial case of this translation is the thunk case,
which requires to lift all the free variables of the considered term.
We need to do this because the resulting term is boxed w.r.t. the
current forcing condition by a �-abstraction, so that there is a mis-
match between the free variables of [t]�

q

which live at level q while
we would like them to live at level p. Dually, the force translation
resets a boxed term by applying it to the current condition.

Proposition 6 (Typing soundness). Assume � `
c

t : X, then
p : P, [[�]]

p

` [t]�
p

: [[X]]
p

and similarly for values.

Proposition 7 (Computational soundness). For all � `
c

t,u : A, if
t ⌘ u then [t]�

p

⌘ [u]�
p

and similarly for values.

The interest of giving this translation directly in CBPV is that
we can recover two translations of the �-calculus by composing it
with the by-name and by-value decompositions. This provides hints
about the source of the technical impediments encountered in [6].

To start with, we can easily observe that [[[A ! B]v]]
p

is equal
to ⇧q : P. p  q ! [[A]]

q

! [[B]]
q

, which is indeed the usual way
to translate the arrow type in forcing, as in [6]. The term transla-
tion is also essentially the same, except for the adaptations to the
dependently-typed case. The two following defects of the call-by-
value forcing translation are then obvious through this decomposi-
tion.

First, the translation only preserves call-by-value reduction,
and not unrestricted �-reduction. Indeed, through the by-value
decomposition, a redex translation [(�x : A. t) u]v is convert-
ible with let x := [u]v in [t]v, which is itself convertible with
[t]v{x := [u]v} only when [u]v is a value. Therefore, the interpre-
tation of the conversion rule of CIC by a plain conversion is not
possible. One has to resort to more semantical arguments, implying
the use of explicit rewriting in the terms.

Second, the very computational conditions imposed over ✓
↵

are
highly problematic as soon as we have second-order quantifica-
tions. Indeed, we need to ship with each abstracted type ⇧↵ : ⇤. A
a corresponding ✓

↵

in the translation. But then we loose the defi-
nitional equalities required by Definition 6. The only thing we can
do is to enforce them by using propositional equalities, which will
imply in turn some explicit rewriting.

Meanwhile, the by-name variant is way more convenient to
use to interpret CIC conversion. Indeed, it interprets the whole �-
conversion, and furthermore it does not even require any ✓

↵

for
abstracted variables. This is because all value types appearing in
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the [�]n decomposition are of the form U X for some X , so that
we statically know we will only need the ✓UX

function which is
defined regardless of X . Both properties make a perfect fit for an
interpretation of CIC.

3. Forcing Translation in the Negative Fragment
In this section, we first consider the forcing translation of CC

!

,
a type theory featuring only negative connectives, i.e. ⇧-types. It
features a denumerable hierarchy of universes ⇤

i

together with an
impredicative universe ⇤, and is therefore essentially Luo’s ECC
without pairs nor cumulativity [11].

This translation builds upon the call-by-name forcing described
in the previous section. The main differences are that we handle
higher-order and dependency, as well as a presentation artifact
where we delay the whole-term lifting of the thunk translation
by using forcing contexts instead. Moreover, we now consider
categories of forcing conditions, rather than posets.

Definition 9 (Typing system). As usual, we define here two state-
ments mutually recursively. The statement ` � means that the envi-
ronment � is well-founded, while � ` M : A means that the term
M has type A in environment �. We write ⇤ for ⇤ or ⇤

i

for some
i 2 N. The typing rules are given at Figure 2.

Definition 10 (Forcing context). Forcing contexts � are given by
the following inductive grammar.

� ::= p | � · x | � · (q, f)

A forcing context � may be seen as a path from the initial
condition p to a current condition q. The forcing context � · (q, f)
extends the path � upto the new condition q through the path f
between p and q.

In the above definition, p, x, q and f are variables binding in the
right of the forcing context, and therefore forcing contexts obey the
usual freshness conditions obtained through ↵-equivalence.

We will often write � · ' to represent the forcing context �
extended with some forcing suffix 'made of any kind of extension.

Definition 11 (Forcing context validity). A forcing context � is
valid in a context �, written � ` �, whenever they pertain to the
following inductive relation.

· ` p

� ` �
� ` � · (q, f)

� ` �
�, x : A ` � · x

Definition 12 (Category). A category is given by:

• A term ` P : ⇤
0

representing objects;
• A term ` Hom : P ! P ! ⇤

0

representing morphisms;
• A term ` id : ⇧p : P. Hom p p representing identity;
• A term ` � : ⇧(p q r : P). Hom p q ! Hom q r ! Hom p r rep-

resenting composition.

For readability purposes, we write id
p

for id p, Hom(p, q) for
Hom p q and we consider the objects for the composition as implicit
and write f � g for � p q r f g for some objects p, q and r.

Furthermore, we require that we have the following definitional
equalities.

� ` f : Hom(p, q)

� ` id
p

� f ⌘ f

� ` f : Hom(p, q)

� ` f � id
q

⌘ f

� ` f : Hom(p, q) � ` g : Hom(q, r) � ` h : Hom(r, s)

� ` f � (g � h) ⌘ (f � g) � h

Note that asking that they are given definitionally rather than as
mere propositional equalities is, as we will see in Section 4, actually
not restrictive.

Definition 13. The last condition �
e

from a forcing context � is a
variable defined inductively as follows.

p
e

:= p (� · x)
e

:= �
e

(� · (q, f))
e

:= q

The morphism of a variable x in a forcing context �, written
�(x), is a term defined inductively as follows.

p(x) := id
p

(� · x)(x) := id
�e

(� · y)(x) := �(x) (� · (q, f))(x) := �(x) � f

Notation 1. As it is a recurring pattern in the translation, we will
use the following macros.

�(q f : �).M := �(q : P) (f : Hom(�
e

, q)).M

⇧(q f : �).M := ⇧(q : P) (f : Hom(�
e

, q)).M

Definition 14 (Forcing translation). The forcing translation is in-
ductively defined on terms as follows.

[⇤]
�

:= �(q f : �).⇧(r g : � · (q, f)). ⇤
[⇤

i

]
�

:= �(q f : �).⇧(r g : � · (q, f)).⇤
i

[x]
�

:= x �
e

�(x)

[�x : A.M ]
�

:= �x : [[A]]!
�

. [M ]
�·x

[M N ]
�

:= [M ]
�

[N ]!
�

[⇧x : A.B]
�

:= �(q f : �).⇧x : [[A]]!
�·(q,f). [[B]]

�·(q,f)·x

[[A]]
�

:= [A]
�

�
e

id
�e

[M ]!
�

:= �(q f : �). [M ]
�·(q,f)

[[A]]!
�

:= ⇧(q f : �). [[A]]
�·(q,f)

Note that the three last definitions are simple macros definable
in terms of the basic forcing translation that will be used perva-
sively to ease the reading. In particular, the [�]!

�

and [[�]]!
�

macros
correspond respectively to the interpretation of thunk and U in the
call-by-push-value decomposition.

Assuming that � ` �, which we will do implicitly afterwards,
we now define the forcing translation on contexts as follows.

[[·]]
p

:= p : P
[[�]]

�·(q,f) := [[�]]
�

, q : P, f : Hom(�
e

, q)

[[�, x : A]]
�·x := [[�]]

�

, x : [[A]]!
�

We now turn to the proof that this translation indeed preserves
the typing rules of our theory. As proper typing rules and conver-
sion rules are intermingled, we should actually prove it in a mutu-
ally recursive fashion, but this would be fairly unreadable. There-
fore, in the following proofs, we rather assume that computational
(resp. typing) soundness are already proved for the induction hy-
potheses, in an open recursion style. This is a mere presentation
artifact: the loop is tied at the end by plugging the two soundness
theorems together.

Proposition 8 (Condition Concatenation). For any � ` M : A,
and forcing contexts �, ',  with ' containing only conditions and
morphisms,

[[�]]
�·'· ` [M ]

�·(q,f)· {q := (� · ')
e

, f := (')} ⌘ [M ]
�·'· 

where (') stands for the composition of all morphisms in '.
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A,B,M,N ::= ⇤ | ⇤
i

| x | M N | �x : A.M | ⇧x : A.B

` � i < j

� ` ⇤
i

: ⇤
j

` �

� ` ⇤ : ⇤
i

� ` A : ⇤
i

�, x : A ` B : ⇤
j

� ` ⇧x : A.B : ⇤
max(i,j)

� ` A : ⇤
i

�, x : A ` B : ⇤
� ` ⇧x : A.B : ⇤

�, x : A ` M : B � ` ⇧x : A.B : ⇤
� ` �x : A.M : ⇧x : A.B

� ` M : ⇧x : A.B � ` N : A

� ` M N : B{x := N}
� ` M : B � ` A : ⇤

�, x : A ` M : B

` ·
� ` A : ⇤
` �, x : A

� ` A : ⇤
i

�, x : A ` x : A

� ` M : B � ` A : ⇤ � ` A ⌘ B

� ` M : A

� ` (�x : A.M) N ⌘ M{x := N}
� ` M : ⇧x : A.B

� ` M ⌘ �x : A.M x
(congruence rules ommitted)

Figure 2. Typing rules of CC
!

Proof. By induction over M . This property relies heavily on the
fact that the categorical equalities are definitional, and the proof
actually amounts to transporting those equalities.

Proposition 9 (Substitution Lemma). For any � ` M : A,

[[�]]
�·' ` [M{x := P}]

�·' ⌘ [M ]
�·x·'{x := [P ]!

�

}

Proof. By induction over M and application of the previous
lemma.

Theorem 1 (Computational Soundness). If � ` M ⌘ N then
[[�]]

�

` [M ]
�

⌘ [N ]
�

.

Proof. The congruence rules are obtained trivially, owing to the
fact that the translation is defined by induction on the terms. The
�-reduction step is obtained by a direct application of the substi-
tution lemma, while the ⌘-expansion rule is interpreted as-is in the
translation.

Theorem 2 (Typing Soundness). The following holds.
• If ` � then ` [[�]]

�

.
• If � ` M : A then [[�]]

�

` [M ]
�

: [[A]]
�

.

Proof. By induction on the typing derivation. The only non-
immediate case is the conversion rule which is obtained by ap-
plying the computational soundness theorem.

Forcing Layer. We now explain how to use the forcing transla-
tion to extend safely CIC with new logical principles, so that type-
checking remains decidable and the resulting extended theory is
equiconsistent with Coq (i.e. if the empty type of Coq is not inhab-
ited, then neither is the empty type of the resulting theory) as soon
as the type P of objects is inhabited.

In the forcing layer, it is possible to add new symbols to the
system. Each symbol ' : � has to come with its translation
` '• : ⇧p : P. [[�]]

p

in CIC. This is done in the Coq plugin using
the command

Forcing Definition ' : � using P Hom.

where P and Hom define the category of forcing conditions in use.
Note the similarity with forcing in set theory, where a new model is
obtained by adding a generic element G to a ground model, and the
forcing relation describes inside the ground model the properties of
G in the new model.

The typing relation `F in the layer is defined by extending CIC
with the axiom � `F ' : �. By posing [']

�

:= '• �
e

, it is easy
to derive that if � `F M : A then [[�]]

�

` [M ]
�

: [[A]]
�

using

Theorem 2. The abovementioned equiconsistency result is just a
consequence of the fact that if � `F M : ? then [[�]]

p

` [M ]
p

:
⇧(q f : p).?, which shows that a proof of the empty type ? in the
forcing layer directly gives a proof of ? in CIC as soon as the type
P of objects is inhabited.

4. Yoneda to the Rescue
A key property in the preservation of typing is that the forcing
category implements category laws in a definitional way. This may
seem a very strong requirement. Indeed, any non-trivial operation is
going to block on variable arguments, which puts the convertibility
at stake. For instance, simply taking objects to be the unit type
and morphisms to be booleans equipped with xor already breaks
at least one of the two identity rules, depending on the order in
which xor is defined.

Luckily, we can rely on a folklore trick to build for any category
an equivalent category with laws that holds definitionally. The
soundness of the translation is no more than the good old Yoneda
lemma.

Definition 15 (Yoneda translation). Assume a category as given
in Definition 12 without assuming any equalities. We define the
Yoneda translation of this category as follows.

PY := P
HomY p q := ⇧r : P. Hom(q, r) ! Hom(p, r)
idY p := �(r : P) (k : Hom(p, r)). k
�Y p q r f g := �(s : P) (k : Hom(r, s)). g s (f s k)

Proposition 10 (Yoneda lemma). The Yoneda translation of a
category is a category with laws that holds definitionally.

Proof. Immediate. Typing is straightforward and equalities are sim-
ple �⌘-equivalences.

The interesting subtlety of this proof is that we actually do not
even need the categorical laws of the base category to recover
definitional equalities in the Yoneda translation. What we have
done amounts to building the free category generated by objects
and morphisms, and definitional equalities follow just because the
meta-theory (here, our type theory) is computational. Although the
relation between the Yoneda lemma, CPS and free categories has
already been observed in the literature, we believe that our current
usecase is novel.

It remains now to prove that the Yoneda category is equivalent
to its base category. As there is no widely accepted notion of being
equivalent in type theory, we are going to allow ourselves to cheat
a little bit.
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Definition 16 (Equivalence functors). We define two type-theoretic
functors Y (resp.

Y
) between a base category and its Yoneda trans-

lation (resp. the converse) as follows. On objects, the translation is
the identity

Y
o

:= �p : P. p Y
o

:= �p : PY . p

while on morphisms we pose

Y
h

p q f : HomY p q := �(r : P) (k : Hom(q, r)). f � kY
h

p q f : Hom p q := f q id
q

We need to reason about equality, so we suppose until the end
of this section that our target type theory features a propositional
equality = as defined usually, and furthermore that the functional
extensionality principle is provable.

Proposition 11 (Functoriality). Assuming that equalities of Defini-
tion 12 hold propositionally, the above objects are indeed functors,
i.e. they obey the usual commutation rules w.r.t. identity and com-
position propositionally.

Proposition 12 (Category equivalence). The above functors form
an equivalence in the following sense.

1. Assuming that equalities of Definition 12 hold propositionally,
then

Y
h

p q (Y
h

p q f) = f propositionally.
2. Assuming parametricity over the quantification on the base

category, then Y
h

p q (
Y

h

p q f) = f propositionally.

Proof. The first equality is straightforward. The second one is es-
sentially an unfolding of the definition of parametricity over the
categorical structure. We do not want to dwell too much on the
whereabouts of parametricity in this paper for the lack of space,
so that we will not insist on that property and let the reader refer
to the actual implementation (https://github.com/CoqHott/
coq-forcing/theories/yoneda.v).

Although this is not totally satisfying because of mismatches
between type theory and category theory, note that in the special
case where the base category is proof-irrelevant (i.e. a preorder)
the translation actually builds an equivalent category.

Disregarding these small defects, we will consider that by ap-
plying the Yoneda translation to any category, we recover a new
category which is essentially the same as the first one except that it
has definitional equalities. By plugging it into the forcing transla-
tion, we will consequently fulfill all the expected conditions for the
soundness theorems to go through.

5. Datatypes
We now proceed to extend the calculus with positives, that is
datatypes defined by their constructors and move towards a transla-
tion of CIC. In CIC, datatypes are defined using a generic schema
for declaring inductive types, using a generic eliminator construct
for pattern-matching.

We wish to apply the forcing translation to any inductive defini-
tion, however there are a number of issues to resolve before doing
so, having to do with dependent elimination. For the sake of con-
ciseness, we will focus on ⌃-types, whose definition is given in
Figure 3. It is noteworthy to remark that we present ⌃-types in a
positive fashion, that is through pattern-matching, rather than neg-
atively through projections. The latter is usually easier to interpret
in an effectful setting, but it is weaker and in general does not ex-
tend to other types that have to be interpreted positively such as
sums.

Whereas in the plugin our translation of inductive types builds
new inductive types, for the sake of simplicity, we will directly

translate ⌃-types as ⌃-types in this paper. There is little room left
for tinkering. As the translation is by-name, we need to treat the
subterms of pairs as application arguments by thunking them using
the [�]!

�

macro and similarly for types.

Definition 17 (Forcing translation of ⌃-types).

[⌃x : A.P ]
�

:= �(q f : �).⌃x : [[A]]!
�·(q,f). [[P ]]!

�·(q,f)·x

[(M,N)]
�

:= ([M ]!
�

, [N ]!
�

)

[matchM with (x, y) ) N ]
�

:=

match [M ]
�

with (x, y) ) [N ]
�·x·y

Proposition 13. The translation enjoys computational soundness.

Against all expectations, typing soundness is not provable for
the whole CIC. While the typing rules of formation, introduction
and non-dependent elimination are still valid, the dependent elim-
ination rule needs to be restricted. Indeed, the conclusion of the
traditional dependent elimination rule for ⌃-types is

matchM with (x, y) ) N : C{z := M}

This rule is not valid in presence of effects, because on the left-
hand side, M is directly evaluated, whereas on the right-hand side,
the evaluation of M is postponed. In particular, it is not valid in
the forcing layer, and thus cannot be interpreted by the forcing
translation. The translation of this sequent results effectively in

match [M ]
�

with (x, y) ) [N ]
�·x·y : [[C]]

�·z{z := [M ]!
�

}

and it is clear that [M ]!
�

can have little to do with [M ]
�

. Intuitively,
a boxed term—i.e. a term expecting a forcing condition before
returning a value—of the translated inductive type can use the
forcing conditions to build different inductive values at different
conditions. It is for instance easy to build boxed booleans, i.e.
terms of type [[B]]!

�

:= ⇧(q f : �).B that are neither [true]!
�

nor
[false]!

�

but whose value depends on the forcing conditions. There
is hence no reason for it to be propositionally equal to a constructor
application, let alone definitionally.

Therefore, we restrict the source type theory to dependent elim-
inations where a match has type match, forcing evaluation in the
result type as well. We denote this restricted theory CIC� and sum-
marize its typing rules at Figure 3.

Proposition 14. Typing soundness holds for the CIC� rules.

In this effectful setting, the usual dependent elimination of CIC
can be decomposed into a restricted elimination followed by an ⌘-
rule for ⌃-types which can be written:

matchM with (x, y) ) C{z := (x, y)} ⌘
⌘

C{z := M}.

While this ⌘-rule is actually propositionally valid in CIC, it is
not preserved by the forcing translation and can be disproved using
non-standard boxed terms. In general, assuming definitional ⌘-rules
for positive datatypes makes conversion checking hard, in partic-
ular for sum types, requiring commutative conversions and very
elaborate algorithms even in the simply-typed case [13]. Of course
CIC� plus definitional ⌘-rules for inductive datatypes is equivalent
to CIC plus those same rules, but an exact correspondence between
CIC� and CIC is harder to pin down.

Note that the translation also applies directly to the hidden
return type annotation found in CIC, which we did not expose here
for simplicity. The same technique can be applied to any algebraic
datatype.
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A,B,M,N ::= . . . | ⌃x : A.B | (M,N) | matchM with (x, y) ) N

� ` A : ⇤
i

�, x : A ` B : ⇤
j

� ` ⌃x : A.B : ⇤
max(i,j)

� ` M : A � ` N : B{x := M} � ` ⌃x : A.B : ⇤
� ` (M,N) : ⌃x : A.B

� ` M : ⌃x : A.B � ` C : ⇤ �, x : A, y : B ` N : C

� ` matchM with (x, y) ) N : C

� ` M : ⌃x : A.B �, z : ⌃x : A.B ` C : ⇤ �, x : A, y : B ` N : C{z := (x, y)}
� ` matchM with (x, y) ) N : matchM with (x, y) ) C{z := (x, y)}

Figure 3. Typing rules for ⌃-types in CIC�

6. Recursive Types
The datatypes described in the previous section are all non-
recursive. Handling general inductive datatypes raises issues of
its own, because we need to be clever enough in the definition to
preserve both syntactical typing and reduction rules.

We will define our translation into CIC without giving all the
technical details usually imposed by recursive types, amongst oth-
ers positivity condition and guardedness. The reader can assume a
theory close to the one implemented by Coq and Agda for instance.
Our practical implementation uses Coq, so that we will use its par-
ticular syntax.

Rather than giving the generic translation, which would turn out
to be rather uninformative to the reader and too technical, we will
focus instead on a running example.2 This example should be rich
enough to uncover the issues stemming from recursive types. We
should stick to the list type, for it features a parameter. We recall
that it is defined as follows.

Inductive list (A : ⇤) : ⇤ :=
| nil : list A
| cons : A ! list A ! list A

The above definition generates the typing rules below, plus fixpoint
and pattern-matching terms with the corresponding rules.

� ` A : ⇤
� ` list A : ⇤

� ` A : ⇤
� ` nil A : list A

� ` A : ⇤ � ` M : A � ` N : list A

� ` cons A M N : list A

6.1 Type and Constructor Translation
On the type itself, the translation is not that difficult. The only really
subtle part arises from the forcing translation of types as we have

[[⇤
i

]]
�

:= ⇧(q f : �).⇤
i

so that the translation of an inductive type must take a forcing
condition and a morphism as arguments.

Now, recursive types appear as arguments of their constructors,
and following the by-name discipline, it means that they must be
boxed. In particular, it implies that the forcing conditions change
at each recursive invocation. There are a lot of possible design
choices here when only following typing hints, but only one seems
to comply with the reduction rules. It consists in enforcing the fact
that the inductive does not depend on the current forcing conditions
by simply not taking them as arguments and only rely on one
condition.

2 The Coq plugin translates any (mutually) inductive type.

Formally, we define an intermediate inductive list•, and the
forcing translation for the list type is derived from it by applying
it to the last forcing condition. The whole translation is defined in
Figure 4. We use macros to show that the translation is straightfor-
ward, but they should really be thought of as their unfolding.

Proposition 15 (Typing soundness). The forcing translation of
Figure 4 preserves the three typing rules of list, nil and cons.

One important remark is that even though A is a uniform param-
eter of the list type, it is not anymore in its translation, because it
is lifted to a future condition at each recursive call. Indeed, the type
[[list A]]!

p·A in the recursive call in cons• is convertible to

⇧(q f : p). list• q (�(r g : p · (q, f)). A r (f � g))
where list• has a different argument than A. This is not really
elegant, but it does not cause more trouble than mere technicalities.

6.2 Non-dependent Induction
As in the non-recursive case, it is easy to define a non-dependent
recursor on the translation of a recursive inductive type, because
pattern-matchings are actually translated as pattern-matchings and
similarly for fixpoints. For our running example, we can indeed
build a function that folds over a forced list.

Definition 18 (Recursor). A recursor for lists is a term rec of type

T
rec

:= ⇧(AP : ⇤). P
0

! P
s

! list A ! P

with P
0

:= P and P
s

:= A ! list A ! P ! P which is
subject to the conversions

rec A P H
0

H
s

(cons A M N) ⌘ H
s

M N (rec A P H
0

H
s

N)

rec A P H
0

H
s

(nil A) ⌘ H
0

assuming the proper typing requirements.

Proposition 16 (Recursor Translation). Assuming a recursor rec,
there exists a term rec• of type ⇧p : P. [[T

rec

]]
p

such that by posing

[rec A P H
0

H
s

M ]
�

:= rec• �
e

[A]!
�

[P ]!
�

[H
0

]!
�

[H
s

]!
�

[M ]!
�

the forcing translation interprets the reduction rules of Defini-
tion 18 definitionally.

Proof. This recursor is built out of the actual recursor on list• in
a straightforward way.

6.3 Storage Operators
Just as for the plain datatypes, dependent elimination is trouble-
some, because non-canonical terms can get in the way. It means
that we cannot reasonably aim for the usual induction principles
of inductive types, as we can simply disprove them by handcrafted
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Inductive list• (p : P) (A : [[⇤]]!
p

) : ⇤ :=
| nil• : list• p A

| cons• : [[A]]!
p·A ! [[list A]]!

p·A ! list• p A

[list A]
�

:= �(q f : �). list• q [A]!
�·(q,f)

[nil A]
�

:= nil• �
e

[A]!
�

[cons A M N ]
�

:= cons• �
e

[A]!
�

[M ]!
�

[N ]!
�

Figure 4. List translation

terms. The situation is actually even direr, because trying to take a
simple match-expansion trick is not enough to make the inductive
case go through. We need something stronger.

Luckily, we came up with a restriction inspired from another
context where forcing interacts with effects: classical realizability.
In order to recover the induction principle on natural numbers
in presence of callcc, Krivine introduced the notion of storage
operators [8]. Essentially, a storage operator, e.g. for integers, is
a term #N of type N ! (N ! R) ! R which purifies an
integer argument by recursively evaluating and reconstructing it.
The suspicious (N ! R) ! R return type is actually a trick to
encode call-by-value in a call-by-name setting thanks to a CPS,
so that we are sure that the integer passed to the continuation is
actually a value.

Storage operators are somehow arcane outside of the realm of
classical realizability, but they are actually both really simple to
define from a recursor, computationally straightforward and invalu-
able to our translation. Once again, we only define here a storage
operator for the list type but this can be generalized.

Definition 19 (Storage operator). Assuming a recursor rec, we
define the storage operator for lists # in Figure 5. We will omit the
A and R arguments when applying # for brevity.

Storage operators are only defined by means of the non-
dependent recursor, so they have a direct forcing translation by
applying Proposition 16. Moreover, in a pure setting, they are pretty
much useless, as the following proposition holds.

Proposition 17 (Propositional ⌘-rule). CIC proves that

⇧(AR : ⇤) (l : list A) (k : list A ! R).# l k = k l.

This is proved by a direct dependent induction over the list.
This is precisely where the forcing translation fails, and the above
theorem does not survive the forcing translation.

6.4 Dependent Induction in an Effectful World
By using storage operators, we can nevertheless provide the effect-
ful equivalent of an induction principle on recursive types.

Theorem 3. There exists a term ind• of type ⇧p : P. [[T
ind

]]
p

where

T
ind

:= ⇧(A : ⇤) (P : list A ! ⇤).
P
0

! P
s

! ⇧l : list A.# l P
P
0

:= P (nil A)
P
s

:= ⇧(x : A) (l : list A).# l P ! # (cons A x l) P

which is subject to the conversion rules of Definition 18 (by replac-
ing rec by ind).

Proof. Once again, it is a straightforward application of the depen-
dent induction principle for list•.

In the usual CIC, the above theorem seems to be a very con-
trived way to state the dependent induction principle. By rewriting
the propositional ⌘-rule, even its type is equal to the type of the
usual induction principle. Yet, in the effectful theory resulting from
the forcing translation, the two theorems are sharply distinct, as the
usual induction principle is disprovable in general.

6.5 Revisiting the Non-Recursive Case
Actually, even the restriction on dependent elimination from Sec-
tion 5 can be presented in terms of storage operators. As soon as a
non-recursive type is defined by constructors, one can easily define
storage operators over it by pattern-matching alone.

Definition 20 (Simple storage operator). We define a storage op-
erator #

⌃

for ⌃-types in Figure 6.

It is now obvious that the match restriction when typing de-
pendent pattern-matching corresponds exactly to the insertion of
a storage operator in front of the type of the expression, i.e. the
typing rule of Figure 6 is equivalent to the one of Section 5 up to
conversion.

Therefore, we advocate for the use of storage operators as a
generic way to control effects in a dependent setting. Purity is
recovered by adding the ⌘-law on storage operators as a theorem
in the theory, or even definitionally. To the best of our knowledge,
this use of storage operators is novel in a dependent type theory
equipped with effects, notwithstanding the actual existence of such
an object.

7. Forcing at Work: Consistency Results
In this section, we present preservation of (a simple version of)
functional extensionality and the fact that the negation of the uni-
valence axiom is compatible with CIC. Then, we show that (a sim-
ple version of) the univalence axiom is preserved for types which
respect a monotonicity condition.

7.1 Equality in CIC

Before stating consistency result, we need to look at the notion of
equality in CIC and in the forcing layer. As usual, equality in CIC
is given by the inductive eq with one constructor refl as follows:

Inductive eq (A : ⇤) (x : A) : A ! ⇤ :=
| refl : eq A x x

We simply write x = y for eq A x y when A is clear from context.
Following the automatic translation of inductive types explained in
Section 6, eq is translated as

Inductive eq• (p : P) (A : [[⇤]]!
p

) (x : [[A]]!
p

) : [[A]]!
p

! ⇤ :=
| refl• : eq• p A x x

Actually, we can show that the canonical function from x = y to
eq• p A x y (obtained by eliminating over x = y) is an equiv-
alence3 for all forcing condition p. This means that the property
satisfied by eq in the core calculus can be used to infer properties
on eq in the forcing layer.

Using a storage operator, we can define a dependent elimination
that corresponds to the J eliminator of Martin-Löf’s type theory.
Nevertheless, we simply need here the following Leibniz principle,
which avoids the use of storage operators because the returned

3 In homotopy type theory, being an equivalence is defined as the predicate

IsEquiv := �(AB : ⇤) (f : A ! B).
⌃g : B ! A. (⇧x. g (f x) = x) ⇥ (⇧y. f (g y) = y).
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# : ⇧(AR : ⇤). list A ! (list A ! R) ! R
:= �(AR : ⇤). rec A ((list A ! R) ! R)

(�k : list A ! R. k (nil A))
(�(x : A) (_ : list A) (r : (list A ! R) ! R) (k : list A ! R). r (�l : list A. k (cons A x l)))

Figure 5. Storage operator for lists

#
⌃

: ⇧(A : ⇤) (B : A ! ⇤) (R : ⇤). (⌃x : A.B) ! ((⌃x : A.B) ! R) ! R
:= �(A : ⇤) (B : A ! ⇤) (R : ⇤) (p : ⌃x : A.B) (k : (⌃x : A.B) ! R). match p with (x, y) ) k (x, y)

� ` M : ⌃x : A.B �, z : ⌃x : A.B ` C : ⇤ �, x : A, y : B ` N : C{z := (x, y)}
� ` matchM with (x, y) ) N : #

⌃

M (�z : ⌃x : A.B.C)

Figure 6. Storage operator for ⌃-types

predicate does not depend on the equality:

⇧A (x y : A) (P : A ! ⇤) (e : x = y). P x ! P y.

7.2 Preservation of Functional Extensionality
The precise statement of functional extensionality in homotopy
type theory is that the term f_equal of type:

⇧A (B : A ! ⇤) (' : ⇧x.B x).' =  ! ⇧x.' x =  x

is an equivalence. This term is obtained from Leibniz’s principle
and expresses that when two functions are equal, they are equal
pointwise.

Assuming functional extensionality in the core calculus, we can
define a weaker variant of functional extensionality.

Proposition 18 (Preservation of functional extensionality). Assum-
ing functional extensionality in the core calculus, one can define a
term of type

⇧A (B : A ! ⇤) (' : ⇧x.B x). (⇧x.' x =  x) ! ' =  

in the forcing layer.

Proof. Once translated in the core calculus, using the equivalence
between eq and eq•, it remains to give a term of type ' =  for
all forcing condition p and ' and  in [[⇧x : A.B x]]

p

, assuming
a term X of type [[⇧x.' x =  x]]!

p

. Now, ' and  are functions
that expect a forcing condition q, a morphism f : Hom p q and an
argument [[A]]!

p·(q,f). Using functional extensionality in the core
calculus, this amounts to show ' q f x =  q f x. This can be
deduced by using f_equal on X p q x and applying it to q and
id.

The preservation of the complete axiom of functional extension-
ality would require some additional naturality conditions (similar to
parametricity) in the translation (see Section 7.5 for a discussion on
this point).

In the same way, we can prove the preservation of the Unique-
ness of Identity Proof axiom which says that any proof of x = x is
by reflexivity.

7.3 Negation of the Univalence Axiom
In homotopy type theory, Voevodsky’s univalence axiom is ex-
pressed by saying that the canonical map path_to_equiv of type

A = B ! ⌃' : A ! B. IsEquiv A B '

is an equivalence. This term is defined using Leibniz’s principle
on the identity equivalence. This axiom sheds light on the connec-
tion between CIC and homotopy theory—more specifically higher

topos theory. This axiom expresses that the only way to observe a
type is through its interaction with the environment. Actually, this
axiom can be wrong in presence of effects because types may per-
form effects that cannot be observed because a type A is always
observed uniformly at every possible future condition and not at a
given one.

Proposition 19 (Negation of the univalence axiom). There exists a
forcing layer in which the type

(⇧(AB : ⇤). IsEquiv _ _ (path_to_equiv A B)) ! ?

can be inhabited.4

Proof. We define the forcing condition to be P := bool and for
all p, q : bool, Hom(p, q) := unit where bool (resp. unit) is
the inductive type with two (resp. one) elements. In this layer, it is
possible to define two new types (at level p)

A
0

:= �(q f : p). if q then unit else ? : [[⇤]]
p

A
1

:= �(q f : p). if q then ? else unit : [[⇤]]
p

Those two types are obviously different in the forcing layer.
However, it is possible to define a function from A

0

to A
1

by using
the fact that functions expect their arguments to be given for every
possible future forcing condition. Thus, to define the function at
condition, say p, one just has to use the argument at condition ¬p,
the negation of p. Symmetrically, it is possible to define a function
from A

1

to A
0

, and to show that they form an equivalence.

Note that the univalence axiom has been shown to be consistent
with Martin-Löf’s type theory using a simplicial model [7], which
suggest the independence of the univalence axiom with CIC.

7.4 Preserving Univalence Axiom for Monotonous Types
In the previous section, we have been able to negate the univalence
axiom by using types that produce completely non-monotonous
effects. But if we restrict the univalence statement to types that
respect a monotonicity condition, it becomes possible to prove
the preservation of (a simple version of) univalence. Indeed, it is
possible to define a modality # on ⇤ by

#
p

: [[⇤ ! ⇤]]
p

:= �X q f.⇧r (g : Hom q r). X r (g � f) r id

We get a modality in the sense of [15]5. A type A is #-modal when
it is equivalent to #A. Those types are the types which satisfies

4 ? is the inductive type with no constructor
5 Up to a missing equality that can be recovered using naturality conditions
of Section 7.5
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a monotonicity condition. Restricting the univalence axiom to #-
modal types, we can recover (a simple form of) preservation of
univalence.

Proposition 20 (Preservation of the univalence axiom for #-modal
types). Assuming univalence in the core calculus, one can define a
term of type

(⌃' : A ! B. IsEquiv A B ') ! #A = #B

in the forcing layer.

Proof. The proof is similar to the proof of preservation of func-
tional extensionality. It also uses the fact that assuming univalence
in the core calculus also implies functional extensionality in the
core calculus. The crux of the proof lies in the fact that A and B
have only to be equal globally, and not pointwisely at each forcing
condition.

For instance, the types A
0

and A
1

of Proposition 19 satisfy
(#A

0

) = (#A
1

).

7.5 Towards Forcing with Naturality Conditions
Our forcing translation is much coarser than it could be, for it al-
lows really non-standard terms that can abuse the forcing condi-
tions a lot. Most notably, all boxed terms coming from the transla-
tion respect strong constraints that the current translation does not
account for, and which are the call-by-name equivalent to the natu-
rality requirement from the presheaf construction. For instance, all
closed boxed types A• : [[⇤]]!

�

⌘ ⇧(q f : �) (r g : � · (q, f)).⇤
verify the equality

A• q f r g ⌘ A• r (f � g) r id
r

for all q, f, r and g. The same goes for inductive types, as the
need to restrict dependent elimination in CIC� stems from the
existence of boxed terms that allow themselves to observe the
current conditions too much. By enforcing the fact that they must
coincide at each later condition, we could recover a propositional
⌘-rule and thus full dependent elimination.

Actually, it seems not that difficult to enforce such naturality
properties by means of an additional bit of parametricity in the
translation itself, in the style of Lasson [2]. Just as the call-by-value
translation requires natural propositional equalities on the value
types, we can do the same for values appearing in the CBPV de-
composition of call-by-name, i.e. in the [�]!

�

and [[�]]!
�

translations.
This also means that the translation of each type A must embed a
parametricity property �

A,�

: [[A]]!
�

! ⇤ specifying what it is to
be natural at this type (i.e. parametric).

We believe that contrarily to the call-by-value forcing, this
should not prevent the translation to preserve definitional equal-
ity. Indeed, as in the parametricity translation of PTS, we never
rely on the additional equalities to compute, and merely pass them
along the translation. Even more, the unary parametricity transla-
tion should probably be equivalent to the forcing translation with
trivial conditions.

Such a translation would be in some sense purer. It would pre-
serve the monotonous univalence axiom from the previous section,
but also allow to prove propositionally the ⌘-law for storage op-
erators. Therefore, it would be the best of by-value and by-name
forcing translations.

8. Conclusion and Future Work
In this paper, we have defined call-by-name forcing for the Calculus
of Inductive Construction. It provides the first effectful translation
of CIC into itself which preserves definitional equality and thus
avoids the so-called coherence issue. The definition of inductives

makes use of Krivine’s storage operators to give rise to the first
presentation of CIC with effects.

Our work allows to use any category to increase the logical
power of CIC just as considering presheaves allows to increase
the logical power of a topos. This is a first step towards the use of
the category of cubes as the type of forcing conditions to give a
computational content to the cubical type theory [4] of Coquand et
al and in particular to the univalence axiom.

It also shed some new light on the difficult problem of combin-
ing dependent types with effects. Indeed, our translation is really
close to a reader monad, the forcing conditions corresponding to
some states that can be read, and locally modified in a monotonic
way. It would be interesting to see if some of the techniques intro-
duced here, notably the use of storage operators, could be applied
to handle more general effects.
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Université Paris Diderot
doumane@pps.univ-paris-diderot.fr

David Baelde, Lucca Hirschi
LSV, ENS Cachan & CNRS,
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Abstract
Modal µ-calculus is one of the central languages of logic and ver-
ification, whose study involves notoriously complex objects: au-
tomata over infinite structures on the model-theoretical side; in-
finite proofs and proofs by (co)induction on the proof-theoretical
side. Nevertheless, axiomatizations have been given for both lin-
ear and branching time µ-calculi, with quite involved complete-
ness arguments. We come back to this central problem, consider-
ing it from a proof search viewpoint, and provide some new com-
pleteness arguments in the linear time µ-calculus. Our results only
deal with restricted classes of formulas that closely correspond to
(non-alternating) !-automata but, compared to earlier proofs, our
completeness arguments are direct and constructive. We first con-
sider a natural circular proof system based on sequent calculus, and
show that it is complete for inclusions of parity automata expressed
as formulas, making use of Safra’s construction directly in proof
search. We then consider the corresponding finitary proof system,
featuring (co)induction rules, and provide a partial translation re-
sult from circular to finitary proofs. This yields completeness of
the finitary proof system for inclusions of sufficiently deterministic
parity automata, and finally for arbitrary Büchi automata.

Categories and Subject Descriptors Theory of computation
[Logic]: Logic and verification, Proof theory

Keywords mu-calculus, proof-search, sequent calculus, circular
proofs, (co)induction, parity automata, safra construction

1. Introduction
Modal µ-calculus, i.e., modal logic with least and greatest fixed
point operators, is a central logic in verification, from both theoret-
ical and practical perspectives. Developing a better understanding
of its models and deductive systems has since long been the focus
of numerous works considering their importance to understand and
put this logic in practice.

The linear time µ-calculus has infinite words as models, and
may be used to express trace properties of reactive systems seen
as sets of models. The branching time µ-calculus has infinite trees
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as models, and allows higher expressiveness since its formulas di-
rectly express properties of a system’s execution tree. Both logics
enjoy close relationships with automata theory. Any formula F can
be compiled into an automaton AF which accepts the models of
the formula. If the reactive system S to be verified can itself be de-
scribed by means of an automaton AS , the logical model-checking
problem can be expressed purely in automata-theoretic terms: is
the automaton of the system included in that of the formula, i.e.,
L(AS) ✓ L(AF )? In fact, this approach to model-checking also
gives a way to decide logical entailment in modal µ-calculi.

Even when a logic is known to be decidable, designing a com-
plete proof system for it is of interest. It allows for compositional
verification, e.g., by enabling interactive theorem proving in ad-
dition to model-checking. Another perspective is given through
the notion of proof certificates. The goal here is to provide inde-
pendently checkable artifacts justifying the answer of verification
tools, in the form of proofs of a standard, well-established proof-
theoretical langage. This puts an emphasis on the design of com-
plete proof systems, with a specific focus on constructivity.

Since Kozen’s seminal paper (Kozen 1983), several works
focused on designing finitary and complete proof systems for
the modal µ-calculus (Walukiewicz 1993, 1995; Kaivola 1995;
Walukiewicz 2000). While completeness for the µ-calculus is a
notoriously difficult problem, we argue that when considering
completeness and its potential applications, the way the result is
established is almost as important as the result itself. Indeed, com-
pleteness only provides a theoretical way to obtain proofs from
validity. The proof of completeness may indeed involve complex,
non-constructive arguments yielding no reasonable method for ac-
tually constructing a proof. On the contrary, a constructive proof
of completeness (for instance, specifying a proof search method)
readily provides a realistic algorithm. In the following, we will refer
to those completeness results proved constructively as constructive
completeness results.

When considering the history of completeness proofs for the
µ-calculus, there seems to be a tension between two require-
ments: having a completeness result for the full logic and ob-
taining constructive completeness. In his seminal paper, Kozen
could not establish completeness for the full logic: he targeted a
fragment, aconjunctive formulas, providing a constructive com-
pleteness proof for this fragment. Later developments either kept
the constructivity property but fell out of Kozen’s axiomatization
(Walukiewicz’ first result of completeness (Walukiewicz 1993),
is constructive but for a deductive system which is stronger than
Kozen’s axiomatization) or stepped back on constructive com-
pleteness: Walukiewicz’ result for branching time (Walukiewicz
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1995, 2000) and Kaivola’s result for linear time µ-calculus (Kaivola
1995) are not constructive.

Constructive completeness results for the µ-calculus have been
given for various infinitary systems. Various tableaux systems have
been devised for satisfiability (Kozen 1983; Streett and Emerson
1989; Janin and Walukiewicz 1995; Kaivola 1995) and model-
checking (Stirling and Walker 1991; Bradfield et al. 1996). All
these systems are essentially infinite derivation trees, with validity
criteria over infinite branches. These criteria are the main difference
between all these systems, and resemble more or less closely accep-
tance conditions of automata over infinite structures. More recently,
and considering validity rather than satisfiability, (Dax et al. 2006)
have proposed a system of infinite sequent calculus proofs for lin-
ear time µ-calculus, and used it as a basis for validity checking
algorithms. The above works provide sound and complete deriva-
tion systems, sometimes highly amenable to efficient satisfiability
checking. However, from a proof-theoretical viewpoint, these in-
ference systems are not as simple as one might hope1 and are often
not structured enough to stand as proof objects.

Our problem. In the present paper, we aim at developing con-
structive completeness results for fragments of the linear µ-calculus.
More precisely, we consider fragments corresponding to inclusions
of !-automata, motivated by the question of producing proof-
theoretical certificates for this important model-checking problem.
To this end, we consider both finitary and infinitary proof systems
for which we establish several constructive completeness results.

Proof certificates as advocated by Miller et al (Miller 2011;
Chihani et al. 2013) aim at formulating verification certificates in
a common language of proof theory bringing new benefits, such as
the ability to run certificates (e.g., to extract examples or algorithms
from them) which is naturally supported by the computational
interpretation of cut elimination. Targeting proof certificates, we
impose special requirements on our proof objects. For instance, we
need our proof system to be structured enough to support properties
such as cut elimination or focalization and their computational
interpretation. For instance, we will require sequents to be sets of
occurrences of formulas, which is necessary to provide proofs with
a Curry-Howard interpretation. Indeed, the following proofs

(Ax)
Ax ` A

(Wl)
Ax, Ay ` A

(Ax)
Ay ` A

(Wl)
Ax, Ay ` A

have different computational interpretations, exactly as �x.�y.x
and �x.�y.y do. To make this explicit, we have distinguished the
two occurrences of the left formulas by labelling them with vari-
ables x and y. When sequents are modelled as sets or multisets of
formulas, as usual in the studies on µ-calculus, those two proofs
are equated. We will work with sequents containing occurrences
of formulas in the rest of the paper but we will not be so pedan-
tic: we will keep the labelling of occurrences implicit. Technically,
this additional structure is important for our translations to work.
Until now, infinitary derivation systems have mostly been used as
an intermediate step in a series of transformations to obtain com-
pleteness for a finitary proof systems. We wish to go further, and
focus on these infinitary systems as proof-theoretical systems in
their own right. This desire to study infinitary proof systems more
thoroughly is notably motivated by the simplicity of their formu-
lation of (co)induction rules. Among other reasons, this explains a
sustained interest in infinitary proof systems: Santocanale recently
made new progress on cut-elimination in his framework (Santo-
canale 2002; Fortier and Santocanale 2013); circular proofs are

1 Although one only needs to consider regular derivation trees, checking the
validity condition on these trees remains highly non-trivial. For instance,
validity is reduced to an inclusion of Büchi automata in (Dax et al. 2006).

being used in richer logics than µ-calculus, for instance, Brother-
ston designed a complete infinitary proof system for Peano arith-
metic (Brotherston and Simpson 2011), or to infer program invari-
ants in separation logic (Brotherston and Gorogiannis 2014); etc.

Contributions and organization of the paper. We consider linear
time µ-calculus, and introduce in Section 2 several proof systems
for it: the infinitary system µLK1, its regular fragment µLK! and
the finitary sequent calculus µLK featuring (co)induction rules in
the style of Kozen. We then define, in Section 3, classes of formulas
corresponding to Büchi and parity automata, allowing us to express
automata inclusions as logical entailments. We then develop the
technical contributions of the paper:

1. We show that µLK! is complete for inclusions of non-determin-
istic parity automata (Section 4, Theorem 22). This does not fol-
low from existing completeness results, e.g., (Dax et al. 2006),
because of the precise treatment of occurrences in µLK! . To
handle this new difficulty, we make use of Safra’s determiniza-
tion construction to build regular proofs. In other words, we
view Safra’s construction as a proof search method; we claim
that this idea goes beyond the particular setting of this paper.

2. We provide a translation result from µLK! to µLK (Subsec-
tion 5.1, Proposition 30). This result makes crucial use of oc-
currences in µLK! proofs. As a condition for translatability we
impose a geometric condition on proofs, that is weaker than
usual syntactic conditions on formulas, e.g., aconjunctivity.

3. We provide a constructive proof of completeness of µLK for in-
clusions of non-deterministic Büchi automata (Subsection 5.2,
Theorem 36). We build on the previous contributions, observ-
ing that the proofs constructed in the first step satisfy the trans-
latability criterion under some weak determinism assumption.
This immediately yields completeness of µLK for inclusions of
weakly deterministic parity automata. Completeness for inclu-
sions of non-deterministic Büchi automata (Theorem 36) is es-
tablished by gradually diminishing the level of non-determinism
of automata using some specific proof construction in µLK.

Although we only provide partial completeness results, we ar-
gue that we tackle the main difficulty, that is non-determinism,
while remaining constructive. This is discussed in Section 6, to-
gether with directions for future work.

2. Proof systems for the linear-time µ-calculus
In this section we introduce two proof systems for the linear-time
µ-calculus. The first one can be viewed as a refinement of the
system of (Dax et al. 2006) system while the second is a classical
and modal version of µMALL (Baelde 2012).

2.1 Linear-time µ-calculus
Definition 1. Let V = {X,Y, . . . } be a set of variables and
P = {p, q, . . . } a set of atoms. Linear-time µ-calculus formulas
F,G,H, . . . are given by:

F ::= > | ? | p | F? | F_F | F^F | �F | µX.F | ⌫X.F | X

In formulas µX.F and ⌫X.F , the variable X must occur only
positively in F , i.e., under an even number of negations (•?).
Bound and free variables are defined as usual and substitution is
capture-avoiding. The subformula ordering is denoted  and fv(•)
denotes free variables.

Definition 2. The Fischer-Ladner closure of a formula F , de-
noted by FL(F ), is the least set of formulas such that F 2 FL(F )
and, whenever G 2 FL(F ),
• G1, G2 2 FL(F ) if G = G1 _G2 or G = G1 ^G2;
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(Ax)
F ` F

�, F ` � � ` F,�
(Cut)

� ` �

⌃ ` ⇥
(�)

�⌃ ` �⇥

� ` �
(Wl)

�, F ` �

� ` �
(Wr)

� ` F,�

� ` F,�
(Negl)

�, F? ` �

�, F ` �
(Negr)

� ` F?,�
�, F ` � �, G ` �

(_l)
�, F _G ` �

� ` F,G,�
(_r)

� ` F _G,�
(?)

�,? ` �

�, F,G ` �
(^l)

�, F ^G ` �

� ` F,� � ` G,�
(^r)

� ` F ^G,�
(>)

� ` >,�

Figure 1: Inference rules for propositional connectives.

�, F [�X.F/X] ` �
(�l)

�,�X.F ` �

� ` G[�X.G/X],�
(�r)

� ` �X.G,�

Figure 2: Fixed point rules for the µLK1 proof system.

• G1 2 FL(F ) if G = �G1 or G = G?1 ;
• B[G/X] 2 FL(F ) if G = �X.B for � 2 {⌫, µ}.

Formulas of FL(F ) are induced by traversals of F with the
possibility of jumping from a variable to the fixed point combinator
that introduced it. Due to this ability to cycle, there are infinitely
many such traversals. However, cycling in a traversal induces the
same formula as is obtained from the traversal before the cycle.
Thus all formulas of FL(F ) can be obtained from acyclic traversals,
and there are finitely many.

Definition 3. The semantics JF Ku⇢ of a formula F with respect to
an !-word u over ⌃ = 2P (i.e., u 2 ⌃!) and a valuation ⇢ : V 7!
2! is a subset of natural numbers inductively defined as follows:
J>Ku⇢ = ! J?Ku⇢ = ; JF?Ku⇢ = ! \ JF Ku⇢ JXKu⇢ = ⇢(X)
JpKu⇢ = {i 2 ! | p 2 ui} J�F Ku⇢ = {i 2 ! | i+ 1 2 JF Ku⇢}
JF _GKu⇢ = JF Ku⇢ [ JGKu⇢ JF ^GKu⇢ = JF Ku⇢ \ JGKu⇢
J⌫X.F Ku⇢ =

S
{ W ✓ ! | W ✓ JF Ku⇢[X W ] }

JµX.F Ku⇢ =
T
{ W ✓ ! | JF Ku⇢[X W ] ✓ W }

The set of models of F (wrt. ⇢) is defined to be M(F )⇢ = {u 2
⌃! | 0 2 JF Ku⇢}.

2.2 Infinitary proof system µLK1

Our proof systems are based on sequent calculus. Depending on
requirements, sequents are sometimes viewed as sets of formulas,
sometimes as multisets. Neither viewpoint is satisfying when the
computational contents of proofs matters; one needs to go further
and distinguish between different occurrences of a formula. We
follow this approach here, viewing sequents � ` � as pairs of
sets of occurrences of formulas. This is for two reasons. First, we
ultimately seek to develop a full proof-theoretical account of µ-
calculus. Second and more concretely, our completeness argument
involves a translation result that crucially relies on the precise
tracking of formulas through deduction steps.

Definition 4. A pre-proof of µLK1 is a possibly infinite tree,
coinductively generated by the rules of Figures 1 and 2.

It is easy to see that pre-proofs are not sound: one may for
instance derive ` µX.X . To obtain proper proofs from pre-proofs,
we add a validity condition which (unlike the rules of Figure 2)
reflects the different meaning of µ and ⌫.

Definition 5. Let r be a rule of conclusion c and let p be one of its
premises. If F is a formula occurrence in c, and G is one in p, we
write F c,r,p�! G if (i) F is not principal in r and F = G or (ii) F is
principal in r and G results from the application of r to F .

�, S ` � F [S/X] ` S
(µl)

�, µX.F ` �

� ` F [µX.F/X],�
(µr)

� ` µX.F,�

�, F [⌫X.F/X] ` �
(⌫l)

�, ⌫X.F ` �

� ` S,� S ` F [S/X]
(⌫r)

� ` ⌫X.F,�

Figure 3: Fixed point rules for the µLK proof system.

Example 6. We have F ^ G
c,^r,p�! G when c = � ` F ^ G,�

and p = � ` G,�.

Definition 7. Let � = (si)i2! be an infinite branch in a pre-proof
of µLK1, and let (ri)i2! be the corresponding instances of infer-
ence rules. A thread t in � is a sequence of formula occurrences
(Fi)i2! such that Fi

si,ri,si+1�! Fi+1. The set of formulas that oc-
cur infinitely often in (Fi)i2! admits a minimum wrt. the subfor-
mula ordering, we denote it by min(t). A thread t is valid if there
are infinitely many indices i such that Fi is principal in ri, and
min(t) is a ⌫ formula (resp. µ formula) occurring infinitely often
on the right-hand side (resp. left-hand side) along the thread.

Definition 8. The proofs of µLK1 are those pre-proofs in which
every infinite branch admits a valid thread. We call µLK! the
subsystem of µLK1 where derivations are regular, i.e., possibly
infinite but with only finitely many subderivations.

The weakening rules (Wl) and (Wr) are notably useful to obtain
the following two derived rules:

Proposition 9. The following rules are derivable in µLK1:

(Ax)
�, F ` F,�

⌃ ` ⇥
(�)

�,�⌃ ` �⇥,�

Classic tableaux arguments can be adapted to show that the
infinitary proof system is sound and complete for the linear-time
µ-calculus. Roughly, a valid sequent admits a pre-proof that can
be constructed by applying rules in an invertible fashion, and infi-
nite branches of that pre-proof must be valid, since we can extract
counter-models from invalid infinite branches. Conversely, the ex-
istence of a counter-model allows one to find an invalid infinite
branch in any pre-proof of an invalid sequent.

Remark 10. The system µLK! is very close to the one presented
by Dax, Hofmann and Lange (Dax et al. 2006), which we shall call
µLK!

DHL in the following. The essential difference is that sequents
of µLK! are sets of occurrences (roughly, multisets of formulas)
while those of µLK!

DHL are sets of formulas.
If this difference may look minor at first glance, it is not trivial

how one could transform a µLK!
DHL derivation into one of µLK! .

Indeed, if we choose to keep all formula occurrences in sequents,
we may get a non-regular proof, and weakening some occurrences
away may a priori break validity, as one can see in the example of
Appendix B of (Doumane et al.). We will come back to this issue in
Section 4.

2.3 Finitary proof system µLK

Unlike the previous system, which requires a non-trivial, global
validity criterion, the validity of a µLK proof is easily established
by checking local inference rules.

Definition 11. The proofs of µLK are finite trees inductively gen-
erated from the rules of Figures 1 and 3.

The fixed point rules of Figure 3 express that µX.F is the least
pre-fixed point of X 7! F , and dually for ⌫X.F . From this it can
be shown that µ and ⌫ respectively form least and greatest fixed
points: (�l) and (�r) are derivable in µLK. The particular formu-
lation of the rules is such that the system admits cut elimination,
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a result that can be shown by adapting arguments from (Baelde
2012). It is also easy to see that this proof system is sound and
complete for linear-time µ-calculus, since it is equivalent (in terms
of provability) to Kaivola’s axiomatization (Kaivola 1995). In order
to get a feel for our two proof systems, and their relationships, an
example is developed in the Appendix A of (Doumane et al.). We
conclude this section by introducing a useful construction in µLK,
called functoriality:

Proposition 12. Let B be a formula with fv(B) = X , X occur-
ring positively in B and let P1, P2 be two closed formulas. The
following functoriality rule is derivable in µLK.

P1 ` P2
(Functo)

B[P1/X] ` B[P2/X]

3. Encoding !-automata in linear-time µ-calculus
In this section, we briefly recall the definitions of Büchi and parity
automata and define our encoding of these automata into linear-
time µ-calculus formulas. For a fixed finite set of atoms P , we
consider automata over the alphabet ⌃ = 2P , whose elements will
simply be denoted by a, b, etc. We shall translate these subsets of
atoms as formulas by setting [a] := (^p2ap) ^ (^q 62aq

?). We
eventually simply write a for [a].

Definition 13. A parity automaton is a tuple A = (Q, qI , �, c),
where Q is a finite set of states, qI 2 Q is the initial state,
� : Q⇥ ⌃ ! 2Q is the transition relation and c : Q ! ! assigns
a priority to each state. A run of A on a word ↵ = (ai)i2! 2 ⌃!

is a sequence ⇢ = (qi)i2! such that q0 = qI and qi+1 2 �(qi, ai)
for i � 0. RunA(↵) denotes the set of runs of A on ↵. For an
infinite sequence ⇢, we denote by Inf(⇢) the set of symbols that
occur infinitely often in ⇢. We say that A accepts ↵ if there exists a
⇢ 2 RunA(↵) such that min { c(q) | q 2 Inf(⇢) } is even. The
language of A is L(A) = { ↵ 2 ⌃! | A accepts ↵ }.

Definition 14. A Büchi automaton is a parity automaton (Q, qI , �, c)
such that the image of c is restricted to { 0, 1 }. In that context, we
say that a state q is accepting when c(q) = 0.

Definition 15 (Encoding of parity automata). Let A = (Q, qI , �, c)
be a parity automaton. We assume a collection of variables
(Xq)q2Q. We define the formula [q]� encoding the state q 2 Q
under the environment � consisting of a list of states, as follows:

[q]� = Xq if
⇢

� = q1, . . . , qn, q,�
0 and

qi 6= q, c(qi) � c(q) for all 1  i  n,

[q]� = �Xq.
W

a2⌃,q02�(q,a)[a] ^�[q0]q,� otherwise, with
� = ⌫ iff c(q) is even.

When unspecified, � is taken to be empty. We finally set [A] = [qI ].

The encoding builds on the well-known correspondence be-
tween the µ-calculus and parity games. The key ingredient is the
side condition of the first case of the definition, relying on �. The
aim here is to bridge the gap between the acceptance condition on
runs of the automaton and the validity condition on threads. The
latter is almost a parity condition, but with a parity ordering cor-
responding to the subformula ordering. To obtain a match between
the two orderings, we need to control the formation of cycles.

Example 16. Consider the following Büchi automata, where even
states are double-circled:

A1:

p q
a

a A2:

p q p0
a

a

a

A naive encoding of A1 would be µXp.(a^�(⌫Xq.a^�Xp)). It

is incorrect since that formula is equivalent to ?. Syntactically, the
problem is that the infinite traversal of the formula corresponds to
a cycle on Xp, with a regeneration of Xq at each step. In a sense,
Xq is hidden by Xp in this encoding. Our encoding of A1 is the
same as for A2, which is an unfolding of A1. More generally, the
encoding can be seen as duplicating states so as to avoid that an
accepting state is hidden by a non-accepting one:

[A1] = [A2] = µXp. a ^�(⌫Xq. a ^�(µXp0 . a ^�Xq)))

Proposition 17. For any parity automaton A, M([A]) = L(A).

We now transpose automata-theoretic notions to an appropriate
class of formulas that contains the image of our encoding. This will
be useful since most of our work is done directly on formulas, and
it allows us to state simpler and slightly more general results.

Definition 18. Disjunctive formulas are defined as follows:

F ::= X | �X._i2I (ai ^�Fi) with X 2 X , ai 2 ⌃.

The set of disjunctive formulas is denoted by F_. A Büchi formula
is any F 2 F_ such that, for all µX.G  F , there is no
⌫Y.H  G with X 2 fv(⌫Y.H).

Our disjunctive formulas are similar to the ones of (Walukiewicz
2000). They present the form of non-determinism that makes it dif-
ficult to translate circular proofs into finite proofs: their negations
are not aconjunctive in the sense of (Kozen 1983).

Definition 19. Let F be a disjunctive formula. The states of F are
the formulas of Q(F ) := FL(F ) \ F_. For G,H 2 Q(F ) we
write G a! H if G = �X._i2I Fi and Fi = (a^�H 0) for some
i 2 I such that H = H 0[G/X]. We set a�1G := {H : G

a! H},
and define �(F ) to be (G, a) 7! a�1G. A parity automaton AF

is associated to F if it is of the form (Q(F ), F, �(F ), c) where
c is any priority assignment such that (i) G is a ⌫-formula iff
c(G) is even and (ii) if G1 and G2 are co-accessible (i.e., Gi 2
FL(G3�i), i 2 {1, 2}), G1  G2 iff c(G1)  c(G2).

Proposition 20. For any closed disjunctive formula F , and any
associated parity automaton AF , one has M(F ) = L(AF ).

Note that Definition 19 may be understood as dealing with for-
mulas or with occurrences of formulas. The second, more precise
viewpoint should be taken in the rest of the paper, as it is the
one that makes sense proof theoretically. For instance, in the next
proposition, a�1G (where G is a formula occurrence) really ex-
tracts a set of sub-occurrences of (the unfolding of) G.

Proposition 21. For any closed disjunctive formulas F , G1, . . . ,
Gn, the following rule is derivable in µLK!:

{Fa ` a�1G1, . . . , a
�1Gn}a2⌃,F

a!Fa
(!)

F ` G1, . . . , Gn

Proof. We restrict to n = 1 for clarity, but the general case is
similar by applying the right-hand side rules successively on all
Gi formulas. In that case, assuming F = �X.

W
i2I(ai ^ �Fi),

we derive (!) as follows:

⇡1

a1,�F1[F/X] ` G1 . . .

⇡n

an,�Fn[F/X] ` G1
(�l),(_l),(^l)

�X.
W

i2I(ai ^�Fi) ` G1
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with ⇡i being defined as:

Fi[F/X] ` a�1
i G1

(�)
ai,�Fi[F/X] ` { �Gi

k }
G1

ai!Gi
k

(^r),(Ax),(Wl)

ai,�Fi[F/X] ` { ai ^�Gi
k }

G1
ai!Gk

(�r),(_r),(Wr)
ai,�Fi[F/X] ` G1

Note that threads of this derived inference rule do not encounter
fixed-point formulas except the ones visible at the premise and con-
clusion of the rule. Therefore, one can ignore the internal construc-
tion of the rule when checking the validity of pre-proofs.

4. Parity automata inclusions in µLK!

We shall establish the completeness of µLK! for automata inclu-
sions. Here we can actually work with the full class of parity au-
tomata, which we exploit later.

Theorem 22. For any disjunctive formulas F and G one has:

L(F ) ✓ L(G) iff F ` G is derivable in µLK! .

The soundness of µLK1 implies one direction of the result. For
the other direction, the completeness of µLK1 is not enough to
conclude. Proposition 21 indicates that we can embed the powerset
construction in the logic, suggesting a natural strategy for building
proofs of language inclusions. But we face a problem here due to
the fact that our sequents are not made of sets of formulas, but keep
track of distinct occurrences of formulas. This means that we are
in fact considering a “powermultiset” construction, accounting for
all possible runs rather than reachable states only. If we apply this
naive construction, keeping all the copies of a state coming from
different states, we are certainly going to get a µLK1 proof, but
this proof has no chance of being regular in general, since sequents
will become larger and larger.

In order to recover regularity, we have to weaken some occur-
rences. The challenge is to do so whilst preserving validity: for
each word accepted by F , we need to preserve at least one valid
thread among the ones witnessing the fact that G also accepts the
word. In other words, we need to select a bounded subset of the
possible runs of G. The recipe for such a selection can be found in
the Safra trees used to determinize !-word automata. In order to
translate non-deterministic parity automata into deterministic Ra-
bin automata, two distinct problems are solved in Safra’s construc-
tion. The first problem is to refine the powerset construction in a
way that bounds the set of alternative runs to consider. Safra trees
achieve this, keeping only a single run per reachable state. Once
this is achieved, determinization is realized in an abstract sense,
but a second problem remains: that of designing a Rabin acceptance
condition for the refined powerset (the Safra tree) that matches the
acceptance conditions of the individual threads that it represents.
While the first problem is precisely the one that we are facing in
order to obtain regular proofs, the second one is not immediately
relevant to our task. In the simple case of Büchi automata, this re-
mark could motivate the use of simpler tools than Safra trees, e.g.,
the reduced trees of (Kähler and Wilke 2008). In the case of parity
automata, it seems difficult to find such a clear cut decomposition,
and so we use a variant of Safra trees for parity automata that we
call S-trees (Definition 23). Anyway, we shall see that the structure
of the trees pertaining to the acceptance condition is a useful device
for reasoning about our proofs.

We specialize Safra’s construction for Streett automata (Safra
1992; Grädel et al. 2002) to parity automata, in order to obtain
a more direct presentation. This is important since the precise
construction will impact the structure of µLK! derivations.

We assume a fixed formula G, and an associated automaton
AG = (Q(G), G, �(G), c). We consider without loss of generality
that the priorities of AG are in P = {0, 1, . . . , 2k, 2k + 1}.

Definition 23. An S-tree is a finitely branching tree whose leaves
are labelled with non-empty subsets of Q(G) and whose edges are
labelled by priorities from P . Descendants of a node are ordered,
from left (younger) to right (older). Leaves’ labels are pairwise
disjoint. Every internal node has at least one outgoing edge with
an odd label. On every branch, edge labels appear in increasing
order starting from the root. Further, only even labels can appear
more than once on a branch and if two labels occur on a branch
then odd labels in between must occur too. Each node is identified
by a name in a finite set N ; we say that v 2 N is a node in T if
T contains a node of name v. We denote by eT (v) the union of the
labels of all leaves of the subtree of T rooted in node v.

Note that the conditions on leaves and edges alone imply that
only finitely many trees exist, so that the finiteness condition on N
is not constraining. The role of node names is to be able to track
nodes through the modifications of the trees corresponding to au-
tomata transitions. Given an S-tree T and a letter a, we now de-
scribe the transition function �(T, a) by the following procedure.
A detailed example of that construction is given in Appendix C of
(Doumane et al.). Whenever we create a new node in the procedure,
we assume that it is given a fresh name, i.e., one that does not yet
occur in the whole tree.

(1) For any leaf node v0 of T , let 2m + 1 be the least odd label
that does not occur from the root to v0 (skip this step if all odd
labels occur). Create nodes v1, . . . , vk�m+1 such that for each
i = 0, . . . , k�m, vi+1 is the son of vi, with an edge (vi, vi+1)
labelled 2(m+ i) + 1. The leaf vk�m+1 takes the label of v0.

(2) Replace each leaf label S by a�1S.
(3) For each leaf v and state q appearing in it, let (w,w0) be the

edge appearing in the path from the root to v, that is labelled by
c(q) if c(q) is odd, c(q)+1 otherwise. Remove q from the label
of v and append to w a new child leaf v0, to the right, labelled
{q}, with the edge (w, v0) labelled c(q).

(4) Whenever a state q belongs to the labels of two distinct leaves
w1 and w2, let b1, b2 be two branches starting from the root and
ending in w1, w2 respectively. Let v be the node on which these
branches fork, and vi be the child of v in bi, i 2 {1, 2}. If the
label of the edge (v, v1) is strictly greater than that of (v, v2)
then remove q from w1 and conversely. If they have the same
label, remove q from the rightmost wi.

(5) Remove any subtree whose leaves all have empty labels.
(6) If after the previous steps all edges going from a node v to its

children are labelled by the same even priority, make v a leaf
and label it eT (v).

Safra’s construction yields a deterministic Rabin automaton
equivalent to the original parity automaton. We only need the com-
pleteness direction of that equivalence, established next.

Remark 24. The following properties are invariants of our Safra
construction, i.e., they are satisfied by the initial singleton trees and
are preserved by �:

• If l is a leaf of an S-tree T and q appears in the label of l, then
c(q) � p, where p is any edge label from the root to l.

• If v is an internal node in an S-tree T , then there is an even
priority p such that all the outgoing edges from v in T are
either labelled p or p + 1. In the following, this even priority
will be denoted by pT (v), or simply p(v) when T is obvious or
irrelevant.
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• Moreover, if T 0 = �(T, a) and v appears in both T and T 0 as
an internal node, then pT (v) = pT 0(v).

Proposition 25. Let ↵ := (ai)i2! 2 ⌃! and ⇢ := (Gi)i2!

be a run of AG over ↵. Let T0 be the S-tree with a single leaf
node labelled {G0}, and Ti+1 := �(Ti, ai) for all i 2 !. If ⇢ is
accepting then there is a node v 2 N and an index j such that for
all i > j, v is a node in Ti and v becomes a leaf infinitely often.

Proof. Let us first prove the following assertion:
Assertion: Let v 2 N . If there is iv 2 ! such that for all i > iv , v
is a node of Ti and Gi 2 eTi(v), then there are two possibilities:

1. The node v becomes a leaf infinitely often.
2. There is w 2 N and iw 2 ! such that for all i > iw, w is a son

of v in Ti and Gi 2 eTi(w).

Proof of the assertion: Let m be the minimal priority that appears
infinitely often in ⇢. Suppose that v does not become a leaf in-
finitely often: let k be an index such that for all i > k, the node v is
never a leaf in Ti and c(Gi) � m. By Remark 24, there is an even
priority p such that p = pTi(v) for all i > iv . Since Gi 2 eTi(v)
for all i > k, and again by Remark 24, we have that p  m. For all
i > k, Gi 2 eTi(wi) for some child wi of v; we seek to establish
that (wi)i>k is eventually constant. We distinguish two cases:

(i) If p < m, we actually have p + 1 < m. Let T 0
i be the tree

obtained after steps (1–3) of the construction of Ti+1 = �(Ti, ai).
Because c(Gi+1) > p+ 1 we still have Gi+1 2 eT 0

i
(wi). We now

consider the rest of the construction, from T 0
i to Ti+1. Step (4) may

remove the occurrence of Gi+1 2 eT 0
i
(wi) in favor of another one

in eT 0
i (wi+1) for wi+1 6= wi. However, this can only happen if (a)

the edge (v, wi+1) is labelled p while (v, wi) is labelled p + 1, or
(b) the edge labels are the same but the rank of wi+1 among the
children of v is less than that of wi. Thus, this can happen only
finitely many times, and the sequence (wi)i is eventually constant.
(Obviously, Step (5) is irrelevant in this argument, and Step (6)
cannot happen because v never becomes a leaf by assumption.)

(ii) Otherwise, p = m. We first show that there is some i such
that (v, wi) is labelled p. Consider any position j > k such that
c(Gi) = m. If (v, wi) = p + 1 then Gi+1 will be moved by step
(3) of the construction of Ti+1 to a new child w0 of v, with an
edge (v, w0) labelled p. Then step (4) may not keep the occurrence
of Gi+1 in w0, but it will preserve an occurrence in a child w00

with (v, w00) labelled p too. Next we observe that, once (v, wi)
is labelled p, we have (v, wj) labelled p as well for all j � i.
This follows from a simple inspection of the procedure, arguing as
above. From this point on, we can only have wj 6= wj+1 because of
step (4) but, as observed before, this can only decrease the rank of
wj+1 among the children of v. This can only happen finitely often,
which concludes the proof.

To conclude, we iterate the assertion starting from the root node
and iterate it as many times as necessary to obtain the result. The
iteration is bounded by the maximal height of S-trees.

For an S-tree T , we define �(T ) to be the union of the la-
bels of the leaves of T , forgetting all the tree structure. In the fol-
lowing, when unambiguous, we will sometimes write T instead
of �(T ). The S-tree structure corresponds to a refined powerset
construction, in the sense that, if T is an S-tree and a 2 ⌃,
�(�(T, a)) ✓ a�1(�(T )). We now observe that Safra’s con-
struction can be immediately adapted to proof theory, in a way that
yields proofs of inclusions for disjunctive formulas.

Proposition 26. Given a disjunctive formula F and an S-tree T ,
the following rule is derivable:

{ Fa ` �(�(T, a)) }
a2⌃,F

a!Fa
(S)

F ` �(T )

Proof. Since �(�(T, a)) ✓ a�1(�(T )), rule (S) can be obtained
by applying rule (!) of Proposition 21 and some weakenings.
It is however crucial to perform those weakenings in a way that
selects appropriate threads in the powerset construction, to be able
to replay Safra’s argument in the rest of the development. This
is done in the obvious manner, once one understands that Safra’s
construction is selecting runs, and that threads are runs.

Definition 27 (⇧(F, T ),⇧(F,G)). Given a disjunctive formula
F and an S-tree T , we coinductively define ⇧(F, T ) to be the
following µLK! pre-proof:

(
⇧(Fa,�(T, a))

Fa ` �(�(T, a))

)

a2⌃,F
a!Fa

(S)
F ` �(T )

In other words, it is the infinite derivation obtained by repeatedly
applying rule (S). It is obviously regular, as only finitely many
F and T may be encountered. Note that ⇧(F, T ) is a standard
µLK! pre-proof, whose sequents are sets of occurrences, but those
sequents have been obtained by forgetting the structure of S-trees
which form the blueprint of the construction. If G is a disjunctive
formula, we set ⇧(F,G) := ⇧(F, T ) where T is the single-node
S-tree with label {G}.

Proposition 28. Let F,G 2 F_. If L(F ) ✓ L(G), then ⇧(F,G)
is a µLK! proof.

Proof. Let us establish the validity of each infinite branch � =
(si)i2! of ⇧(F,G). For each such branch, there is an !-word
↵ = (ai)i2! such that, for all i, si = Fi ` �(Ti) where F0 = F ,
T0 is the tree with a single node labeled by {G}, Fi

ai! Fi+1 and
�(Ti, ai) = Ti+1. Hence ⇢F := (Fi)i2! corresponds to a run of
F and ⇢G := (Ti)i2! corresponds to a run of the Rabin automaton
obtained by Safra’s construction on AG.

If the run ⇢F is not accepting, we have that min(Inf(⇢F )) is a
µ-formula and thus ⇢F , seen as a thread, validates the branch �.

Otherwise, the run ⇢F is accepting, thus ↵ 2 L(F ), and ↵ 2
L(G) by hypothesis. By Proposition 25, there is a node v and an
index j such that 8i � j, v is a node of Ti and v appears as a leaf
infinitely often. Now, let us extract a valid thread from this node.
To do so, we prove the following assertion:
Assertion 1: Let m > n � j such that the node v is a leaf in
Tn and Tm, and it is not a leaf in Ti for all n < i < m. For
every K 2 eTm(v), there is a sequence of formulas Fn, . . . , Fm

satisfying the following conditions:

• Fm = K;
• for all i = n, . . . ,m� 1, Fi

si,(S),si+1�! Fi+1

•
min(Fn, . . . , Fm) is a ⌫-formula.

We first show that the assertion allows us to conclude the main
proof. Let j < i0 < i1 < . . . such that v is a leaf in Ti where
i > j iff i = in for some n 2 !. We define a tree T whose set of
nodes N is

N := {r} [ { (F, n) | n 2 !, F 2 eTin
(v) },

where r is a distinguished root node, with an edge from r to any
node of the form (F, 0), and an edge from (H,n) to (K,n + 1)
iff there is a thread FinFin+1 . . . Fin+1 such that H = Fin ,
K = Fin+1 and min(Fin , Fin+1, . . . , Fin+1) is a ⌫-formula. By
the previous assertion, every node except r have at least a parent.
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The tree T is thus an infinite tree which is finitely branching, hence
by König’s lemma it has an infinite branch. It is easy to see that this
branch corresponds to a valid thread.

Before proving Assertion 1, we will establish a more precise
result. By Remark 24, there exists an even priority p such that for all
i � j, the outgoing edges from v are either labelled p or p+1. We
shall now prove the following, by induction on i = n, . . . ,m� 1:
Assertion 2: Let w be a child of v in Ti and K 2 eTi(w), then
there are formulas Fk, . . . , Fi satisfying the following conditions:
• Fi = K;
• For all l = n, . . . , i� 1, Fl

sl,(S),sl+1�! Fl+1.
• For all l = n, . . . , i, Fl 2 eTl(v).
• If c is the label of the edge (v, w), then
min(c(Fn+1), . . . , c(Fi)) = c.

Let us prove Assertion 2. When i = n, the result is obvious,
notably because v is a leaf in Tn. Now, suppose that the result is
true for i and let us prove it for i+ 1. Let w be a child of v in Ti+1

and K 2Ti+1 (w). The edge (v, w) is labelled c. Notice first that
c(K) � c, otherwise it would be absorbed by a parent of v.

There exists L 2 eTi(v) such that L
si,(S),si+1�! K. Actually, L

should belong to one of the children of v in Ti; call it w0 and let c0
be the label of the edge connecting v and w0 in Ti. We distinguish
two cases:

1. If w = w0 we conclude by applying the induction hypothesis.
2. If w 6= w0, that is w is a new child in Ti+1, created by Step 3,

then we distinguish two cases: if c = c0, here again we apply
directly the induction hypothesis. Otherwise, the node w has
been created because c(Fi+1) = p and c0 = p + 1. We then
have that c = p. We conclude by induction hypothesis.

We finally prove Assertion 1. Let K 2 eTm(v) and let w be
a child of v in Tm�1 and L a formula such that L 2 eTm�1(w)
and L

sm�1,(S),sm�! K. By the previous result instanciated for
i = m � 1, we have a thread Fn, . . . Fm�1 such that Fm�1 = L
and min(c(Fn), . . . , c(Fm�1)) = c where c 2 {p, p + 1} is the
label of the edge (v, w). As v is a leaf in Tm, it has been obtained
after Step 6, which means that before Step 6, the tree Tm�1 has
only ongoing edges labelled p. Let w0 be the child of Tm�1 just
before Step 6 such that K is in the label of this subtree rooted in
w0. There are two possibilities:

• If w0 = w, we have c = p and, since c(Fm) � p, then
min(c(Fn), . . . , c(Fm�1)) = p.

• Otherwise, w0 has been created in Step 3, and c(Fm) = p.
Hence we also have min(c(Fn), . . . , c(Fm)) = p.

Anyway, the thread Fn, . . . Fm satisfies min(c(Fn), . . . , c(Fm)) =
p. Since p is even, min(Fn, . . . , Fm) is a ⌫-formula.

5. Büchi automata inclusions in µLK
The problem of relating finite and infinite proof systems for fixed
point logics is still insufficiently understood. In the case of modal
µ-calculi, some partial connections have been identified and ex-
ploited as part of completeness arguments, but no care has been
taken to make these observations generic in proof-theoretical terms.
Santocanale (Santocanale 2001, 2002) provided a technique to
give a semantics to his circular proof system with fixed points
in µ-bicomplete categories. This technique can be used to translate
purely additive circular proofs into (the purely additive fragment
of) µLK. Dealing with with multiplicative connectives or structural
rules remains a challenge. We shall extend this technique to ob-
tain a new partial translation result, that applies to Safra proofs,
allowing us to finally obtain µLK proofs of Büchi inclusions. The

translation is based on a combinatorial condition on threads, it is
then applicable to other circular proof systems.

5.1 A translation result from µLK! to µLK

We give a sufficient condition on µLK! proofs which guarantees
that they can be translated into µLK proofs, using an adaptation
of Santocanale’s procedure. The translation procedure works on
any finite representation of regular derivations. To get a handle
on this notion, we shall work with annotated µLK! derivations
throughout the whole section. Such derivations are simply µLK!

derivations where each sequent is given an annotation in a finite
set, in such a way that regularity is not lost and if two sequents of a
µLK! derivation have the same annotation, they also have the same
derivation. Later on, annotations will be used to keep track of the
S-trees that generated sequents in inclusion proofs, giving a formal
way to distinguish identical sequents that originate from distinct
S-trees.

Definition 29 (Translatable proofs). Let ⇡ be an annotated µLK!

proof and � = (si)i2! an infinite branch of ⇡. A thread t =
(Fi)i2! in � is said to be strongly valid if t is valid and there is an
annotated sequent sk such that, for all i � k such that si and sk
correspond to the same annotated sequent, Fi = min(t) and Fi is
active in the rule of conclusion si. A proof is said to be translatable
if every infinite branch contains a strongly valid thread.

Proposition 30. Let ⇡ be a µLK! proof of a sequent s. If ⇡ is
translatable then there is a proof of s in µLK.

To prove this, we extend both µLK! and µLK with an assump-
tion rule:

(A)
� ` �

We call the resulting systems µLK!? and µLK?. The validity con-
dition remains the same, as it is about infinite branches only.

Definition 31. Let ⇡ be an annotated proof in µLK!? or in µLK?.
We define S⇡ as the set of annotated sequents appearing in ⇡. We
define the assumptions of ⇡, written A(⇡), as the set of annotated
conclusion sequents of (A)-rules in ⇡. Finally, we define C⇡ :=
S⇡ \ A(⇡) and the complexity of ⇡ as #⇡ := card(C⇡).

Definition 32. Let ⇡ be a proof in µLK!? or in µLK?, and let s be
an annotated sequent. The proof ⇡s is obtained from ⇡ by replacing
all subtrees rooted in s by an assumption on s.

Proof of Proposition 30. We actually establish that if ⇧ is a trans-
latable µLK!? proof of a sequent s, there is a µLK? proof ⇡ of s
such that A(⇡) ✓ A(⇧). The proof is by induction on #⇧. When
#⇧ = 0, the derivation is reduced to an assumption on the conclu-
sion sequent s, and the result obviously holds by using rule (A) on
s in µLK?. Otherwise, we distinguish two cases.

The proof is not “strongly connected”. If there exist s1, s2 2 C⇧

such that no occurrence of sequent s2 appears above an occur-
rence of s1 in ⇧, let ⇧1 be a sub-tree of ⇧ rooted in s1 and
⇧2 = ⇧s1 . Both ⇧1 and ⇧2 are translatable and have strictly
smaller complexity than ⇧. By induction hypothesis we obtain
µLK? proofs ⇡1 of s1 and ⇡2 of s, such that A(⇡1) ✓ A(⇧) and
A(⇡2) ✓ A(⇧) [ {s1}, which we plug together at the level of s1
to get a proof ⇡ of s satisfying A(⇡) ✓ A(⇧).

The proof is “strongly connected”. Otherwise, we can find an
infinite branch � = (si)i2! containing all sequents of C⇧. Further,
we choose this branch such that it contains any finite branch that
connects two consecutive occurrences of a sequent; the reasons for
this condition will become clear next.
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By hypothesis, this branch admits a strongly valid thread t =
(Fi)i2! . We assume that the minimum of the formulas occurring
infinitely often in t is a µ formula occurring on the left-hand sides
of sequents; the case of a ⌫ on the right is similar. Let F :=
min(t) = µX.B. By strong validity, there is an annotated sequent
s0 2 C⇧ such that if si = s0 then Fi = F and Fi+1 = B[F/X].
We assume w.l.o.g. that ⇧ is rooted in s0, i.e., s = s0.

The sequent s is of the form �, F ` �; this allows us to define
the environment of F in s:

env(s) := (
_

G2�

G?) _ (
_

H2�

H).

Note that �, env(s) ` � is obviously derivable. We finally con-
sider the formula I , which will be shown to be an invariant of F :

I := µX.(B ^ env(s))

Observe that I ` F is easily derivable using rule (µl) with F itself
as the invariant.

Let ⇧u be the immediate subderivation of ⇧; the conclusion
of ⇧u is thus the premise of the (µl) rule applied to F in s. Con-
sider now the derivation ⇧s

u. Its conclusion sequent contains an
occurrence B[F/X]. We construct ⇥ from ⇧s

u by replacing that
occurrence by B[I/X] in the conclusion sequent, and simply prop-
agating that substitution, unfolding I when the corresponding F is
unfolded. Note that assumptions may be affected by the substitu-
tion, so we do not have A(⇥) = A(⇧s

u) in general. Still, one has
#⇥ < #⇧ since C⇥ does not contain the sequent s and, if two
annotated sequents were equal in C⇧, they are similarly impacted
by the substitution and remain equal in C⇥. Moreover, ⇥ is still
translatable. Thus, we obtain by induction hypothesis a µLK proof
✓ satisfying A(✓) ✓ A(⇥).

We now seek to adapt ✓ in order to obtain a µLK derivation �
such that A(�) ✓ A(⇧). Every assumption h of ✓ is an assumption
of ⇥, which has been obtained from an assumption of ⇧s

u. That
original assumption is either an assumption of ⇧, or s. In each
case, we modify the assumption h of ✓ into a µLK derivation with
assumptions in A(⇧):

• If h originates from an assumption h0 of ⇧, some occurrences
of F in h0 have been substituted for I during the construction
of ⇥. In other words we have h0 = (�[F/X] ` �[F/X])
and h = (�[I/X] ` �[I/X]). Note that, by positivity of F ,
all substituted occurrences of X must be positive in � (resp.
negative in �). As observed before, I ` F is derivable. Thus
we can derive h from h0, by repeatedly applying functoriality
and cut.

• Otherwise, h originated from an assumption on s in ⇧s
u, which

has also been affected by the substitution of F by I during the
construction of ⇥. By construction of the infinite branch �, and
because s is the sequent associated to the thread that strongly
validates �, we have that the occurrence of F in the assumption
s = (�, F ` �) in ⇧s

u must be traced back to B[F/X] in the
conclusion of that derivation. Thus, that toplevel occurrence of
F in s has been impacted by the substitution in the construction
of ⇥, and it becomes I in h. More precisely, h is of the form
(�0, I ` �0) where �0 (resp. �0) is obtained from � (resp. �)
by substituting some positive (resp. negative) instances of F by
I . We can conclude by completely eliminating that assumption,
deriving instead h from �, I ` �, which itself can be derived
from �, env(s) ` �, which is easily derivable.

We have thus obtained a derivation � of �, B[I/X] ` � such
that A(�) ✓ A(⇧). We are now ready to conclude by constructing
a µLK derivation ⇡ of s = (�, F ` �) such that A(⇡) ✓ A(⇧).
The derivation starts with a (µl) rule on F , using I as invariant.
As the second subderivation of that inference, we derive �, I ` �

from �, env(s) ` �, which itself is easily derived. For the first
subderivation, we proceed as follows:

(Ax)
B[I/X] ` B[I/X]

�

B[I/X] ` env(s)
(^r)

B[I/X] ` B[I/X] ^ env(s)
(µr)

B[I/X] ` I

Note that this development makes crucial use of the difference
between µLK! and µLK!

DHL: our translatability criterion and trans-
lation procedure rely in a fundamental way on the precise thread
structure of µLK! proofs.

5.2 Weakly deterministic parity inclusions and Büchi
inclusions in µLK

We show that inclusion proofs are translatable for a particular class
of disjunctive formulas called weakly deterministic, and use this to
construct µLK proofs for all Büchi inclusions.

Definition 33. We say that a disjunctive formula F is determinis-
tic iff for any G 2 Q(F ) and a 2 ⌃, a�1G contains at most one
formula. The level of non-determinism lvl(F ) of F is the number
of its even states that are not deterministic:

lvl(F ) = #{ G 2 Q(F ) |
c(G) is even, G is not deterministic }.

Finally, F is said to be weakly deterministic iff lvl(F ) = 0.

Proposition 34. Let F be a disjunctive formula and G a weakly
deterministic disjunctive formula. If L(F ) ✓ L(G) then ⇧(F,G)
is translatable.

Proof. Since G is weakly deterministic, it has the form G =
N [Di/Xi]i=1...n where Dk are deterministic formulas and N is
a formula that does not contain the ⌫ connective. Let us denote the
set of states of Dk by Qk and those of N by QN .

The construction of ⇧(F,G) depends on the choice of automa-
ton associated to G. We choose it here with a priority assignment c
for the states of the formula G such that c(K) = 1 for all K 2 QN ,
and c(K) > 1 for all K 2 Qi, 1  i  n. Such an assignment
exists since QN contains only µ-formulas and, for all 1  i  n,
the states in QN and Qi are not coaccessible.

Let us first make some observation about Safra’s construction
over weakly-deterministic formulas, with the chosen priority as-
signment. Consider a run (Ti)i2! on some word (ai)i2! , as in the
proof of Proposition 28.
Assertion: Let i 2 ! and v be a child of the root r in Ti. One has:

• the edge (r, v) is labelled by 1;
• either eTi(v) = {K} where K 2 QN and in this case v is a leaf

(call it child of Type 1); or eTi(v) = {K1, . . . ,Kp} such that
for all k 2 [1, p] there exists jk 2 [1, n] such that Kk 2 Qjk ,
and k 6= k0 implies jk 6= jk0 (call it child of Type 2);

• if v is also a node in Ti+1, then v is of Type 2 in Ti+1.

We prove this assertion by induction on i. When i = 0 it is
trivial since the root has no child. Suppose that the assertion is true
for some i and let us prove it for i + 1. Let v be a child of the
root in Ti+1. The edge (r, v) is labelled by 1: indeed the outgoing
edges from the root can only be 1 or 0. But by definition of the
priority assignment we gave above, no state has priority 0. On the
other hand, the only way to create an edge of label 0 is by Step 3
when a formula has a priority 0. Hence the outgoing edges from r
are labelled by 1. To prove the second item, we separate two cases:
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• If v does not exist in Ti this means that w has been created in
Step 3, hence it is a leaf labelled by a singleton {K}. We have
that K 2 QN since only formulas from QN have priority 1.

• Otherwise, v is a child of r in Ti. By induction hypothesis, the
node v is of Type 2 in Ti+1.

Suppose that v is also a child of r in Ti+2. There are two cases:

• If v is of Type 1 in Ti+1, let eTi+1(v) = {K} and �(K, ai+1) =

{ ~M, ~K}, ~M ✓ QN and ~K ✓ [1inQi. The tree structure
of G implies that ~K is of the form ~K := {K1, . . . ,Kn} with
at most one Kk per Qj , and none in QN . After Step 3, all for-
mulas of ~M will be in new child of the root in Ti+2. Hence, v
will be of Type 2 in Ti+2.

• If v is of Type 2 in Ti+1, it is also of Type 2 in Ti+2 since Dk

are deterministic.

Having proved our assertion, we now establish the result. Let
v be a node and j an index such that for all i � j, v is a node
in Ti and v is a leaf infinitely often. As the outgoing edges of the
root all have label 1, v cannot be the root. Indeed, to become a leaf
infinitley often, a node has to collapse in Step 6, and this is possible
only when the outgoing edges are of even priority. Hence v appears
in the subtree of a child w of the root in Ti, for all i > j. Since v is
persistent, w is also persistent, and by the above assertion, the node
w is of Type 2 in Ti, for all i > j. Hence v is also of Type 2, that
is, eTi(v) has at most one formula from each Qk and no formulas
from QN .

We finally come back to the proof of Proposition 28, and show
that each time we exhibited a valid thread t in that proof, t was
actually strongly valid. This follows from the following remarks:

(i) When the sequents of a branch contain only one formula in
their left-hand side, any valid thread visiting only left-hand side
formulas is strongly valid. Since all the sequents in ⇧(F,G) have
only one formula in their left-hand side, the left-hand side thread
exhibited in the first case of the proof of Proposition 28 is actually
strongly valid.

(ii) Consider the right-hand side thread t that we extracted
from the persistent node v in the second case of the proof of
Proposition 28. Let Fr := min(t), there is some k such that
Fr 2 Qk. Let s be a sequent appearing infinitely often in � such
that (i) the thread meets s at the level of the formula Fr (ii) s is
the conclusion of the unfolding of Fr . We prove that s satisfies the
property in the definition of strong validity. Suppose that there is
some i such that si = s and Fi 6= Fr . Since Fi is in the thread, we
have that Fi 2 Qk. But si = s hence eTi(v) contains the formula
Fr also, which means that eTi(v) contains two distinct elements
from Qk contradicting the last observation above.

Note that the previous argument easily yields a slightly more
general result:

Proposition 35. Let F be a disjunctive formula and (Gj)1jn

be weakly deterministic ones. If L(F ) ✓
S

j L(Gj) then there is a
translatable proof of F ` G1, . . . Gn.

Theorem 36. Let F and G be two Büchi formulas. We have
L(F ) ✓ L(G) iff there is a µLK proof of F ` G.

Proof. Let us consider the following more general result:

Let F be a disjunctive formula and (Gj)1jn be disjunc-
tive formulas of the form Bj [P

i
j /X

i]1ik where Bj is a
Büchi formula and the P i

j are deterministic, disjunctive ⌫-
formulas. If L(F ) ✓ [jL(Gj) then there is a µLK proof of
F ` G1, . . . , Gn.

We prove the latter by induction on max{lvl(Gj)}j .
Base case: When lvl(Gj) = 0 for all j, the formulas Gj are

obviously weakly deterministic. We thus apply Proposition 35 and
Proposition 30 to get a µLK proof of F ` G1, . . . , Gn.

Inductive case: For the sake of readability we assume n = 1,
i.e., we consider only one G = G1 = B[P1/X1, . . . , Pk/Xk].
Notice first that since B is a Büchi formula, it can be written as
B = Bµ[Q1/Y1, . . . , Ql/Yl] where Bµ does not contain any ⌫-
formulas and, for all 1  i  l, Qi = ⌫Zi.Bi, with fv(Qi) ✓
{X1, . . . , Xk} and variables (Yi)i and (Xj)j being pairwise dis-
joint.

We have that G = Bµ[Ri/Yi]i where Ri = Qi[Pj/Xj ]j .
Since Ri is a closed disjunctive formula, there exists a parity

automaton Ai associated to it. Let A0
i be any deterministic parity

automaton accepting the same language as Ai, and let R0
i be the

disjunctive formula encoding A0
i. We thus have L(Ri) = L(R0

i).
Further, L(G) = L(Bµ[R

0
i/Yi]i) since any accepting run of G

starts by a finite run in Bµ and continues with an accepting run of
some Ri.

Consider the following derivation:

⇡0

F ` Bµ[R
0
i/Yi]1il

⇡1

R0
1 ` R1 . . .

⇡l

R0
l ` Rl

(Functo)

Bµ[R
0
i/Yi]1il ` Bµ[Ri/Yi]1il

(Cut)
F ` G

The sub-proof ⇡0 can be obtained by applying the base case
since L(F ) ✓ L(Bµ[R

0
i/Yi]i), lvl(Bµ[R

0
i/Yi]i) = 0, and the

formula on the right is of the expected form.
For each 1  i  l, the sub-proof ⇡i is obtained by applying

the coinduction rule (⌫r) with coinvariant R0
i for Ri. The non-trivial

premise of that rule is then R0
i ` Bi[Pj/Xj ]j [R

0
i/Zi]. We derive

it using rule (!), slightly modified because the formula on the
right is not a fixed point formula. We are left to construct, for each
R0

i
a! R0

i,a, a derivation ⇡i,a of R0
i,a ` �i,a where �i,a is (with a

slight abuse of notation) a�1(Bi[Pj/Xj ]j [R
0
i/Zi]).

Let us show that each ⇡i,a can be obtained by induction hypoth-
esis. We obviously have L(R0

i,a) ✓ L(�i,a). Moreover, any for-
mula H 2 �i,a is of the expected form. It suffices to establish that
it is the case for Bi[P

j/Xj ]j [R
0
i/Zi], which follows from the fact

that B[P j/Xj ]j = Bµ[(⌫Zi.Bi[Pj/Xj ]j)/Yi]i: indeed, if a ⌫-
formula contains a variable of a greater (outermost) µ formula in Bi

then this is also the case in B contradicting the hypothesis that B is
a Büchi formula. Finally, lvl(Bi[Pj/Xj ]j [R

0
i/Zi]) = lvl(Ri) � 1

and thus lvl(H) < lvl(G) for all H 2 �i,a.
Underlying this final result, we have successfully given an algo-

rithm that checks for Büchi inclusions and yields proofs in case of
success. At the heart of the procedure, given two automata encoded
as F and G, we first build a circular proof by means of Safra’s con-
struction. If we were interested in a µLK! certificate, we should
check for the proof’s validity at this point, which can be done using
Ramsey-based techniques. But if the target is µLK, there is no need
to do so: we can simply run the translation algorithm underlying
the proof of Proposition 30 specialized for Safra proofs. In the case
of a strongly connected proof the algorithm searches, along some
branch that visits all sequents, for a persistent node that becomes a
leaf infinitely often in S-trees. If this is found, the translation can
continue. Otherwise, it actually means that the branch is invalid,
and it immediately yields a word accepted by F but not by G. Thus
our proof-producing verification algorithm can also produce coun-
terexamples.

6. Conclusion
Contributions. We have given a new completeness argument in
the linear time µ-calculus, for sequents corresponding directly to

385



inclusions of Büchi automata. We have done so in µLK, a cousin
of the well-understood proof system µMALL. This proof system
has a complete, well-developed proof theory. It notably enjoys cut
elimination, and its proofs are checkable in polynomial time. Al-
though our result does not imply completeness for the full calcu-
lus2, the result is non-trivial, dealing with one of the main problems
in such proofs, namely the non-determinism induced by disjunc-
tions appearing on cycles over ⌫ formulas — this is the exact prob-
lem avoided by Kozen with aconjunctivity when translating refu-
tations rather than proofs. On the way to this final result we have
also obtained an intermediate result for inclusions of sufficiently
deterministic parity automata; here, non-determinism is avoided to
some extent, but fixed point alternations are arbitrary.

Unlike the full proof of completeness for linear time µ-calculus
(Kaivola 1995), our argument is constructive and gives a central
role to circular proofs. As by-products of this result, we have de-
fined µLK! , a new circular proof system for linear µ-calculus, and
given a strong translation result from µLK! to µLK. This result
does not rely on syntactic conditions on formulas, but on a geomet-
ric condition on circular proofs. By its nature, it is quite generic,
and obviously carries to similar circular proofs for other µ-calculi,
e.g., µMALL. The translation exploits a key difference between
µLK! and previous circular deductive systems for linear time µ-
calculus : in µLK! , we distinguish occurrences of formulas, which
induces a very structured notion of thread. Because of this struc-
ture, completeness of µLK! itself is not obvious. In fact, we had to
tackle non-determinism already when building circular proofs for
automata inclusions. We did so by exploiting determinization tech-
niques for !-automata to guide a complete proof search strategy,
thus giving a logical meaning to Safra’s construction.

Future work. We are considering several directions for further
investigation. An obvious one is to extend our argument to obtain
completeness for inclusions of parity automata, and then for the full
calculus. It would also be interesting to investigate the efficiency
of the algorithm underlying our argument. There might be room
for improvements, for instance by attempting to build more com-
pact circular proofs by improving the proof search technique used
in Theorem 22. Here, other determinization techniques than the S-
trees used in this paper (e.g., Piterman trees (Piterman 2007)) could
be leveraged, if they can be shown to yield translatable circular
proofs. We are also interested in giving a proper proof-theoretical
status to µLK! . We believe that the precise structure of this proof
system makes it a good candidate to investigate important prop-
erties such as cut elimination and focalisation; cut elimination for
circular proof systems is an open question beyond the purely addi-
tive calculus of (Fortier and Santocanale 2013). This would make it
possible to propose circular proofs as proof certificates themselves;
although non-trivial to check, such proofs can be simpler to pro-
duce and smaller, as seen in this study.
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Abstract

The algebraic theory of rational languages has provided powerful
decidability results. Among them, one of the most fundamental
is the definability of a rational language in the class of aperiodic
languages, i.e., languages recognized by finite automata whose
transition relation defines an aperiodic congruence. An important
corollary of this result is the first-order definability of monadic
second-order formulas over finite words.

Our goal is to extend these results to rational transductions, i.e.
word functions realized by finite transducers. We take an algebraic
approach and consider definability problems of rational transduc-
tions in a given variety of congruences (or monoids).

The strength of the algebraic theory of rational languages re-
lies on the existence of a congruence canonically attached to every
language, the syntactic congruence. In a similar spirit, Reutenauer
and Schützenberger have defined a canonical device for rational
transductions, that we extend to establish our main contribution:
an effective characterization of V-transductions, i.e. rational trans-
ductions realizable by transducers whose transition relation defines
a congruence in a (decidable) variety V. In particular, it provides
an algorithm to decide the definability of a rational transduction by
an aperiodic finite transducer.

Using those results, we show that the FO-definability of a ratio-
nal transduction is decidable, where FO-definable means definable
in a first-order restriction of logical transducers à la Courcelle.

Categories and Subject Descriptors F.4.2 [Mathematical Logic
and Formal Languages]: Formal Languages

Keywords rational word transductions, definability problems,
first-order logic, algebraic characterizations

1. Introduction

A key aspect of formal language theory is the relationship between
logic, automata and algebra, established on a number of structures
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(e.g. words and trees). In this paper, we investigate these connec-
tions for rational transductions (i.e. word-to-word functions defined
by finite transducers), and related definability problems: given a
transducer, is its transduction defined by an object of a given class?

Rational languages Rational languages of finite words form a
robust class that enjoys computational, logical and algebraic char-
acterizations. They correspond for instance to languages defined
by finite automata, monadic second-order logic (MSO), and finite
monoids. These powerful connections have also been established
for subclasses of rational languages: at the computational level, by
imposing structural restrictions on finite automata, at the logical
level, by putting restrictions on the use of quantifiers and predicates
e.g., and at the algebraic level, by considering varieties (sometimes
called pseudo-varieties) of finite monoids. Most notably, first-order
definable languages are known to correspond to languages defined
by counter-free automata, and to languages recognized by aperi-
odic finite monoids (see (Diekert and Gastin 2008) for a survey on
first-order definable languages). More generally, a whole theory re-
lating monoid varieties and logical fragments has been established
in (Straubing 1994). There is a tight correspondence between the
notions of recognizability by monoid and recognizability by con-
gruence, through their quotient. In this paper, for convenience, we
choose the congruence view. Roughly speaking, a congruence vari-
ety is a class of congruences of finite index with reasonable closure
properties: e.g. the classes of congruences of finite index, aperiodic
congruences, commutative congruences are congruence varieties.

A powerful tool in this context is the existence of a canonical
minimal deterministic automaton for each rational language, whose
states are equivalence classes of the so called right syntactic con-
gruence (or Myhill-Nerode congruence), a congruence canonically
attached to each language. The right syntactic congruence ⇠

L

of a
language L has a strong property with respect to varieties V: If L
is recognized by some V-automaton, i.e. a finite automaton whose
transition relation defines a congruence in V, called the transition
congruence, then ⇠

L

belongs to V. In other words, the minimal
deterministic automaton that recognizes L is a V-automaton. This
well-known result provides a way to decide whether an automaton
A is equivalent to some V-automaton, as long as V is a decid-
able variety, i.e. a variety with decidable membership problem. It
suffices to construct the minimal deterministic automaton for the
language recognized by A and check whether its transition congru-
ence belongs to V. As an application, it yields for instance the de-
cidability of FO in MSO on finite words: given an MSO sentence
', it is decidable whether ' is equivalent to some FO formula.
More generally, fragments of MSO that are characterized by de-
cidable varieties have, through automata minimization, a decidable
definability problem in MSO (Straubing 1994).

Our goal is to extend these decidability results, considered as
jewels of theoretical computer science, to rational transductions.
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p0

p1

a | ✏a | a

(a) an 7! ab
n
2 c

q0

q1

a | aa | a

(b) an 7! an

s0

s1

a | aabb | ✏

(c) (ab)n 7! (aab)n

Figure 1. Finite state transducers.

Rational transductions Transductions are functions from (finite)
words to words. Rational transductions are the transductions real-
ized by finite state transducers, i.e. automata extended with outputs.
Figure 1 depicts three examples of transducers. Initial states are
states with source-free incoming arrow, and final states are states
with a target-free outgoing arrow. In transducer 1(a), both p0 and
p1 are final but only p0 is initial. When reading a sequence of a,
the left transducer outputs a half the time, and the empty word ✏

the other half. This transducer maps any word of the form a

n to
a

bn
2 c, for all n � 0. Transducer 1(b) simply realizes the identity

function on a

n for all n � 0, and transducer 1(c) maps any word
of the form (ab)

n to (aab)

n, and the transduction is undefined for
other input words.

Transition congruence of a transducer To define the transition
congruence ⇡T of a transducer T over an alphabet ⌃, one only
considers the input symbols: it is the transition congruence of
its underlying input automaton (obtained by erasing the output).
Informally, a word u defines a binary relation on the states of T
– (p, q) are in the relation if there is a run from p to q on u– and
two words are equivalent if they define the same relation. For the
transducer 1(a), e.g., the word a is equivalent to aaa: both send
state p0 to p1 and state p1 to p0. There are in fact two equivalence
classes, that of ✏ (equal to {✏, aa, a4

, . . . }) and that of a (equal to
{a, a3

, a

5
, . . . }).

Contributions A transducer is aperiodic if its transition congru-
ence ⇡T is aperiodic, i.e. un ⇡T u

n+1 for all words u 2 ⌃

⇤ and
all n larger than some bound that depends only on T . Transducer
1(c) is aperiodic, but not transducers 1(a) and 1(b).

Despite their non-aperiodicity, are transducers 1(a) and 1(b)
equivalent to some aperiodic transducer? In this paper, one objec-
tive is to automatize this question, for the class of aperiodic congru-
ences but more generally for any decidable variety V of congru-
ences. Due to non-determinism, an input word can have possibly
many output words by a transducer. In this paper, we consider the
class of unambiguous transducers, which defines exactly the class
of rational transductions (Eilenberg 1974). In other words, one
wants to decide whether a rational function, given by a transducer,
realizes a V-transduction, i.e. a transduction definable by some un-
ambiguous transducer whose transition congruence belongs to V
(we call it a V-transducer). As our first main result, we answer this
question positively:

Theorem 1. Let V be a decidable variety. It is decidable whether
a given transducer realizes a V-transduction.

While it is clear that transducer 1(b) is equivalent to a single
state aperiodic transducer, it turns out that transducer 1(a) is not,
although its domain, the set of words of the form a

n for all n � 0,
is an aperiodic language. As a matter of facts, the tools needed to
prove Theorem 1 are not simple extensions of what is known from
the theory of languages. In general, there is no minimal transducer
for rational transductions. However, for a subclass of transductions,
the sequential transductions, minimization exists.

Sequential transductions are the rational transductions realized
by sequential transducers, the subclass of transducers whose un-
derlying input automaton is deterministic. There exists a minimal
sequential transducer for any sequential transduction f (Choffrut
2003), based on a congruence relation introduced by Choffrut, that
takes into account the output words. We show that this congruence
belongs to a variety V if and only if f is realized by a sequential
V-transducer.

For rational transductions in general, there is no unique min-
imal transducer. However, canonicity is available for another de-
vice, bimachines (Schützenberger 1961; Eilenberg 1974). Roughly
speaking, a bimachine is a sequential transducer with a determinis-
tic regular look-ahead. It consists of a left deterministic automaton,
reading words from left to right, and a deterministic right automa-
ton (the look-ahead), reading words from right to left. The output
words are then computed based on the information given by the
two automata. If both the left and right automata are V-automata,
then the bimachine they define is called a V-bimachine. Given a
rational function f , represented as a transducer, (Reutenauer and
Schützenberger 1991) have shown how to compute a canonical bi-
machine for f . Unfortunately, even if f is V-rational, this canonical
bimachine may not be a V-bimachine. However, we show how to
canonically attach to f a finite and computable set of bimachines,
among which one is a V-bimachine iff f is a V-transduction.

On the logical side, we take Courcelle’s logical transducers as a
formalism to define word transductions (Courcelle 1994), based on
first-order logic over the predicates for labels, and the natural order
between positions. Intuitively, an FO-transducer is a finite set of FO
formulas that define the predicates of the output word, interpreted
on a bounded number of copies of the input word structure. If
one takes MSO instead of FO, it is known that MSO-transducers
correspond to transductions definable with deterministic two-way
transducers (Engelfriet and Hoogeboom 2001), and therefore are
much beyond the expressiveness of rational transductions. They
can for instance copy the input word, or swap unbounded subwords
of it. To capture rational transductions, MSO-transducers have been
restricted to their order-preserving variant (Bojanczyk 2014; Filiot
2015). We consider the same restriction on FO-transducers, that we
call FO

op

-transducers. We show that aperiodic transductions are
exactly the transductions realized by FO

op

-transducers, and, as a
consequence of Theorem 1, we obtain our second result:

Theorem 2. It is decidable whether a rational transduction (as a
finite transducer) is FO

op

-definable.

Related work In (Schützenberger 1965), Schützenberger proved
that languages definable by an aperiodic deterministic finite-state
automaton are exactly star-free languages (see (Diekert and Ku-
fleitner 2015) for a simplified version). Star-free languages were
proved to be captured by first-order logic (with the order predicate)
in (McNaughton and Papert 1971). This provides a way to decide
first-order definability of a regular language, through aperiodicity
(see e.g. (Diekert and Gastin 2008)).

For word functions, a recent work (Cadilhac et al. 2015) shows
that it is decidable whether a deterministic rational transduction
is definable in the circuit class AC0 (resp. ACC0), also using an
algebraic approach. Other results relate transduction classes, but
without definability procedures. We briefly present some of them,
and refer the reader to (Filiot 2015) for a more complete picture.

One of these relations has been established in (Lautemann et al.
1999): Aperiodic functional non-deterministic length-preserving
transducers capture length-preserving FO-transducers. Here, aperi-
odicity of a non-deterministic transducer is defined as the aperiod-
icity of the deterministic automaton obtained after subset construc-
tion on the input automaton of the transducer. In (McKenzie et al.
2006) this result is generalized to group varieties (beyond aperi-
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odic monoids), and also to two-way transducers and bimachines,
but always on length-preserving functions.

Streaming string transducers and two-way transducers both cap-
ture MSO-transducers. Aperiodic streaming string transducers cap-
ture FO-translations (Filiot et al. 2014), where aperiodicity applies
on the transition monoid and the variable dependencies. Aperiodic
two-way transducers also capture FO-transducers (Carton and Dar-
tois 2015). Here aperiodicity only applies to the transition monoid.

Another non-effective characterization of aperiodic rational
transductions is established in (Reutenauer and Schützenberger
1995), by relating the period of any rational language with the
period of its inverse image by the transduction.

Organization Section 2 gathers the definitions of languages,
transductions and related concepts used in this paper. Section 3
is devoted to algebraic characterizations of transductions, and Sec-
tion 4 to applications in logics. Hence Theorem 1 is proved in
Section 3, and Theorem 2 in Section 4. Finally, Section 5 contains
discussions on these results and related open problems. Additional
proofs can be found in the long version of this paper.

2. Rational languages and transductions

2.1 Rational languages

Words and languages An alphabet ⌃ is a finite set. A word over
⌃ is an element of the free monoid ⌃

⇤. We denote by ✏ the empty
word. For w 2 ⌃

⇤, |w| denotes its length. In particular |✏| = 0. The
set of positions of w is pos(w) = {1, . . . , |w|}, and in particular,
pos(✏) = ?. For a word w and i, j 2 pos(w) such that i  j, w[i]

denotes the i-th letter of w, w[i:j] the factor of w from position
i to position j (both included), and we set w[:i] = w[1:i] and
w[i:] = w[i:|w|]. The prefix order � on words is defined by u � v

if u = ✏, or u = v[:i] for some i 2 pos(v) (if it exists). If u � v,
we denote by u

�1
v the word v

0 such that v = uv

0. By u ^ v we
denote the longest common prefix of any two words u and v, and
by ku, vk the value |u|+ |v|� 2|u^ v|. It is well-known that k., .k
defines a distance. Finally, a language L ✓ ⌃

⇤ is a set of words,
and the prefix of L is the set P (L) of all prefixes of words of L.

Finite automata A finite automaton (or just automaton for short)
over an alphabet ⌃ is a tuple A = (Q, I, F,�) where Q is a
finite set of states, I ✓ Q (resp. F ✓ Q) is a set of initial
(resp. final) states, and � ✓ Q ⇥ ⌃ ⇥ Q is a transition rela-
tion. A is deterministic if I is a singleton and for any two rules
(p,�, q1), (p,�, q2) 2 �, it holds that q1 = q2. A run r of an
automaton A = (Q, I, F,�) on a word w 2 ⌃

⇤ of length n is a
word r = q0 . . . qn over Q such that (q

i

, w[i+1], q

i+1) 2 � for all
i 2 {0, . . . , n�1}. It is accepting if q0 2 I and q

n

2 F . A word w

is accepted by A if there exists an accepting run of A over it. The
language recognized by A is the set JAK of words accepted by A.
We often write p

w�!A q (or simply p

w�! q) whenever there exists
a run r on w such that r[1] = p and r[|r|] = q. A state q is acces-
sible if there is a word w and an initial state q0 such that q0

w�! q,
and an automaton is accessible if all its states are accessible. If for
any word there exists at most one accepting run on A, we say that
A is unambiguous. Finally, the class of rational languages over ⌃
is defined as the class of languages recognized by finite automata.

Congruences and recognizability Let ⌃ be an alphabet and let
⇠ be an equivalence relation on ⌃

⇤. We say that ⇠ is a right
congruence if it satisfies u ⇠ v ) u� ⇠ v� for all u, v 2
⌃

⇤
,� 2 ⌃. Symmetrically we define a left congruence (u ⇠ v )

�u ⇠ �v), and a congruence is defined as both a left and a right
congruence. For u 2 ⌃

⇤, we denote by [u]⇠ (or [u] if clear from the
context) its equivalence class, and by ⌃

⇤
/⇠ the quotient of ⌃⇤ by

⇠, i.e. ⌃⇤
/⇠ = {[u]⇠ | u 2 ⌃

⇤}. We say that ⇠ has finite index

if ⌃

⇤
/⇠ is finite. Concatenation naturally extends to congruence

classes as follows: for all u, v 2 ⌃

⇤, [u]⇠[v]⇠ = [uv]⇠. Since ⇠
is a congruence, the latter is well-defined as it does not depend on
the choices of u and v. With this operation, ⌃⇤

/⇠ forms a monoid
whose neutral element is [✏]⇠.

Central examples of congruences in this paper are the syntactic
congruence ⌘

L

of a language L and the transition congruence ⇡A
of an automaton A, defined as follows:
u ⌘

L

v , (8x, y 2 ⌃

⇤
, xuy 2 L , xvy 2 L)

u ⇡A v , (8p, q 2 Q, p

u�!A q , p

v�!A q)

We say that a language L is recognized by a congruence ⇠ if
there exists P ✓ ⌃

⇤
/⇠ such that L = {u 2 ⌃

⇤ | [u] 2 P}. For
example, by taking P = L/⌘L , one can see that L is recognized
by ⌘

L

. It is also well-known that a language L is rational iff it is
recognized by a congruence of finite index.

Another useful example is the right transition congruence ⇠A
of a deterministic automaton A, defined as follows:

u ⇠A v , (8q 2 Q, q0
u�!A q , q0

v�!A q)

Let ⇠1 and ⇠2 be two equivalence relations on ⌃

⇤. We say
that ⇠1 is finer than ⇠2, or that ⇠2 is coarser than ⇠1, denoted
by ⇠1 v ⇠2 if for all u, v 2 ⌃

⇤ we have u ⇠1 v ) u ⇠2 v.
For instance, ⌘

L

is the coarsest congruence recognizing L, for any
language L. If ⇠1 and ⇠2 are congruences of finite index then
⇠1u⇠2 (seen as the set intersection) is a congruence of finite index,
finer than both ⇠1 and ⇠2. Let A1 and A2 be two deterministic
automata, we will say by extension that A1 is finer than A2 if
we have ⇠A1 finer than ⇠A2 , and we write A1 v A2. We
consider right congruences because they are naturally equivalent
to (accessible) deterministic automata.

2.2 Algebraic characterization of classes of regular languages

Congruence varieties We say that a set V of congruences of
finite index is a congruence variety (variety for short) if it is closed
under intersection of congruences (on the same alphabet) and the
taking of coarser congruences. Let V be a variety and let ⌃ be
an alphabet. An automaton with transition letters in ⌃ is a V-
automaton if its transition congruence is in V. A language over
⌃ is a V-language if it is recognized by a V-automaton. Since a
variety is stable by taking coarser congruences, a language is a V-
language if and only if its syntactic congruence is in V. We denote
by L(V) the set of V-languages.
Remark 1. The notion of recognizability by a congruence of finite
index ⇠ is equivalent to the already studied notion of recogniz-
ability by a stamp (i.e. a morphism from a free monoid to a finite
monoid) ' : ⌃

⇤ ! M by setting u ⇠ v iff '(u) = '(v) for
one direction, and by taking M = ⌃

⇤
/⇠ and ' : u 7! [u]⇠

for the other direction. In this paper we have chosen the congru-
ence approach for simplicity reasons. Furthermore, the notion of
congruence variety we define here is more general than the one of
C-variety of (Pin and Straubing 2005), indeed a C-variety of stamps
is in particular a congruence variety. We make this choice simply
because our results still hold in this more general framework.

Definability problem Given a class of languages ⇤, the ⇤-
definability problem asks, given an automaton recognizing a lan-
guage L whether L 2 ⇤.

Decidable variety Let ⌃ be an alphabet. A congruence of finite
index over ⌃ can be given as a morphism ' : ⌃

⇤ ! M , with M a
finite monoid, by taking u ⇠ v iff '(u) = '(v). The morphism '

can itself be given explicitly by a function � : ⌃ ! M . Let V be
a variety. The membership problem for V asks, for a congruence
of finite index, given explicitly, whether it is in V. In particular
the L(V)-definability problem reduces to the membership problem
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for V. We say that V is decidable if its membership problem is
decidable.
Example 1. Let A denote the variety of aperiodic congruences, i.e.
of congruences ⇠ verifying: 9n > 0 8w 2 ⌃

⇤
w

n ⇠ w

n+1.
This property is stable by intersection and taking coarser congru-
ences hence A is indeed a variety. The A-definability problem is
PSPACE-complete (Cho and Huynh 1991).

2.3 Rational transductions

Transductions A transduction over a finite alphabet ⌃ is a partial
function of ⌃⇤ ! ⌃

⇤. In the literature a transduction is, generally
speaking, a binary relation over ⌃⇤, however in this paper we only
consider functional relations. We denote by dom(f) the domain of
a transduction f .

Finite transducers A finite transducer1 (or just transducer for
short) over an alphabet ⌃ is a tuple T = (A, o, i , t) where A =

(Q, I, F,�) is a finite automaton, o : � ! ⌃

⇤ is the output
function, i : I ! ⌃

⇤ is the initial function and t : F ! ⌃

⇤ is
the final function. Let r = q0 . . . qn be a run of A on the word u.
We write q0

u|v��!T q

n

(or simply q0
u|v��! q

n

) whenever q0
u�!A q

n

and v = o(q0, u[0], q1) . . . o(q

n�1, u[n], qn). If r is an accepting
run and w = i(q0)vt(q

n

) then we say that (u,w) is realized by T .
Then the relation realized by T is the set of pairs of words realized
by T and denoted by JT K. The transducer T is called unambiguous
(resp. sequential) if A is unambiguous (resp. deterministic). In
both cases JT K is a transduction and we denote (u,w) 2 JT K by
JT K(u) = w. The class of rational transductions (resp. sequential
transductions) is defined as the class of transductions realized by
unambiguous (resp. sequential) finite transducers.
Remark 2. It is decidable in polynomial time whether a transducer
realizes a transduction (i.e. is functional) and in that case there
exists an unambiguous transducer realizing the same transduction
(see e.g. (Berstel and Boasson 1979)).

V-transductions Let V be a variety. A finite transducer is called
a V-transducer if its automaton is a V-automaton. A transduction
is called V-rational (resp. V-sequential) if it is realized by an
unambiguous (resp. sequential) V-transducer.

3. Algebraic characterizations of transductions

In this section we establish algebraic characterizations, for a given
variety V, of V-sequential and V-rational transductions based on
notions of canonical congruences associated with a given transduc-
tion. These characterizations are effective whenever V is decidable.

In the first subsection we show that, for a given variety V, the
minimal sequential transducer defined in (Choffrut 2003) is a V-
transducer if and only if its transduction is definable by a sequen-
tial V-transducer, which provides a way to decide if a sequential
transducer realizes a V-sequential transduction.

In the other two subsections, we deal with the more difficult
case of rational transductions. Refining the methods of (Reutenauer
and Schützenberger 1991), we obtain this time not one minimal
transducer but a finite set of transducers such that, for a given
variety V, one of these transducers is a V-transducer if and only if
the transduction is realizable by some unambiguous V-transducer.
Thus we obtain a way to decide if a transducer realizes a V-rational
transduction, as stated in Theorem 1.

1 This type of transducer is sometimes called real-time (Sakarovitch 2009).
In the general case, a transition of a transducer may be labelled by any word,
however such a transducer is always equivalent to a real-time one.

3.1 Sequential Transductions

In order to decide if a given rational language belongs to some
variety, one only has to consider the syntactic congruence of the
language which is coarser than any congruence recognizing the
language. In the same spirit, sequential transductions can be mini-
mized by writing the outputs as soon as possible and the resulting
minimal transducer has the coarsest congruence of any sequential
transducer realizing the transduction. We describe the construction
given in (Choffrut 2003) of this minimal transducer and show that
its transition congruence is indeed the coarsest. For a proof of cor-
rectness of the construction we refer the reader to the original paper.

Minimization Let T = (A, o, i , t) be a sequential transducer
with A = (Q, I, F,�), and let f = JT K. Let us define the
transducer T

f

= (A
f

, o

f

, i

f

, t

f

) which depends only on f . The
construction of T

f

is based on a notion of syntactic congruence for
f , that we now define. Intuitively, two words u and v are equivalent
if they are equivalent for the Myhill-Nerode right congruence of
dom(f), and if for any suffix w such that both uw and vw are
in dom(f), the outputs f(uw) and f(vw) have a common suffix
which only depends on w. In other words, the effect of u and v on
the translation of w is the same.

Formally, b
f is defined on P (dom(f)) by: b

f(u) = ^{f(uw) |
uw 2 dom(f)} for u 2 P (dom(f)). The syntactic congruence of
f is denoted by ⇠

f

and defined as: for u, v 2 ⌃

⇤, u ⇠
f

v if for all
w 2 ⌃

⇤, uw 2 dom(f) , vw 2 dom(f) and if uw 2 dom(f),
b
f(u)

�1
f(uw) =

b
f(v)

�1
f(vw). Then we define:

•
Q

f

= {[u] | u 2 dom(

b
f)}

•
I

f

= {[✏]} (we assume that the domain of f is non empty)
•
F

f

= {[u] | u 2 dom(f)}
•
�

f

= {([u],�, [u�]) | u� 2 dom(

b
f)}

•
o

f

([u],�, [u�]) =

b
f(u)

�1 b
f(u�)

•
i

f

([✏]) =

b
f(")

•
t

f

([u]) =

b
f(u)

�1
f(u)

Theorem 3. Let V be a decidable variety. Given a sequential
transduction f : ⌃

⇤ ! ⌃

⇤ (as a transducer T ), it is decidable
whether f is V-sequential.

Before proving the theorem we consider the following property.

Proposition 1. Let V be a variety, let A1, A2 be two deterministic
automata such that A1 v A2 and A2 is accessible. If A1 is a
V-automaton, then A2 is a V-automaton.

Proof. Let A1, A2 be two deterministic automata such that A2 is
accessible. We only need to show that ⇡A1v⇡A2 since any variety
is stable by the taking of coarser congruences. Let us assume that
⇠A1 v ⇠A2 and let u ⇡A1 v. Then, for any word w, we have
that wu ⇠A1 wv, hence for any w, wu ⇠A2 wv. Since A2 is
accessible, we have that u ⇡A2 v. Hence, if A1 is a V-automaton,
then A2 is a V-automaton.

Proof of Theorem 3. Let us show that T
f

is a V-sequential trans-
ducer iff there exists a V-sequential transducer realizing f . This
will entail the result because T

f

is effectively computable from
any sequential transducer realizing f (Choffrut 2003). Let T =

(A, o, i , t) be a V-transducer realizing f . We want to show that A
f

is a V-automaton, since by definition A
f

is accessible, it suffices
to show according to Proposition 1 that A v A

f

. Let u ⇠A v and
let us show that u ⇠

f

v. Let w be a word such that p u�!A q

w�!A r

such that p 2 I , r 2 F . This implies that p v�!A q

w�!A r. Hence
we have that for all w 2 ⌃

⇤, uw 2 dom(f) , vw 2 dom(f). Let

390



0

1

2

a

| ✏

a |
a

a | ✏

a | ✏

Figure 2. I-transducer.

w be a word such that p
u|x��! q

w|y��! r and p

v|x0
��! q

w|y��! r

with p 2 I , r 2 F . Let us define f

q

the transduction real-
ized by T

q

= ((Q, q, F,�), o, q 7! ✏, t). We have b
f(u) =

i(p)xx

q

and b
f(v) = i(p)x

0
x

q

with x

q

=

b
f

q

(✏). We also have
f(uw) = i(p)xyt(r) and f(vw) = i(p)x

0
yt(r). Hence we have

b
f(u)

�1
f(uw) = x

�1
q

yt(r) =

b
f(v)

�1
f(vw) which means that

u ⇠
f

v and concludes the proof.

Remark 3. In general, for a given variety V, a sequential transduc-
tion that is V-rational may not be necessarily V-sequential, and we
give an example of this below.

Let I be the variety of idempotent congruences, i.e. for ⇠ in
I, w 2 ⌃

⇤ we have w ⇠ w

2. In Figure 2 we show a sequential
function which is I-rational yet not I-sequential. The transduction
f realized is obviously sequential. Let us show by contradiction that
it cannot be realized by a sequential I-transducer. Let us assume
there exists a sequential I-transducer realizing f . We have p

a|✏��! q

with p 2 I and q 2 F . We also have i(p) = t(q) = ✏. Since
f(aa) = a and a ⇠ aa, we must have q

a|a��! q, and then we
obtain f(aaa) = aa which is a contradiction.

It is important however to note that in the particular case of
A, a sequential transduction that is A-rational is necessarily A-
sequential.

Proposition 2. A sequential transduction is A-sequential if and
only if it is A-rational.

3.2 Rational Transductions

For rational transductions, V-rationality is also decidable, as stated
in Theorem 1. This section is devoted to proving this result.

Since rational transductions cannot, in general, be realized by
a sequential transducer, a unique congruence is not enough to
characterize a transduction. Let us consider the example of the
transduction f : w� 7! �w, with � 2 ⌃ and w 2 ⌃

⇤. This
transduction is not sequential (if ⌃ has more than one letter),
and if we apply the construction of (Choffrut 2003) we obtain a
right congruence with infinite index, because in order to obtain
the image of w� in a sequential fashion, one has to remember the
whole word w before outputting �. In this case, by adding a look-
ahead information about the last letter of the input, one can output
the image of w� sequentially. It is the main idea of (Reutenauer
and Schützenberger 1991) to get a canonical object for rational
transductions. They prove indeed that for rational transductions, a
finite amount of look-ahead information is sufficient to realize the
transduction in a sequential manner, knowing that information.

In particular, in (Reutenauer and Schützenberger 1991), it is
shown that rational transductions can be characterized by pairs of
congruences: a left congruence which gives look-ahead informa-
tion on the suffix of the word and a Choffrut-like right congruence
which depends on the left one. Based on those congruences, they
define a computational model called bimachines.

Bimachines A bimachine is a model of computation introduced
by (Schützenberger 1961) and shown to be equivalent to (func-
tional) transducers. A bimachine is composed of two automata, a
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Figure 3. Automata of bimachine B.
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Figure 4. Execution of bimachine B.

left automaton, which is just a deterministic automaton, and a right
automaton. A right automaton is an automaton reading words from
right to left deterministically. A bimachine can be seen as a trans-
ducer with look-ahead where the look-ahead at some position of
the word is given by the state of the right automaton.

The runs of a right automaton R are defined as the runs of a left
one. Let r be a run on a right automaton, it is accepting if r[1] is
final and r[|r|] is initial. We write s2

w �R s1 whenever there is a
run r of R on w such that r[1] = s2 and r[|r|] = s1. Furthermore,
the transitions of a right automaton are deterministic, i.e. it has only
one initial state and for any two transitions (p1,�, q), (p2,�, q)

it holds that p1 = p2. The transition congruence ⇡R of a right
automaton R with a set of states R is defined as u ⇡R v ,
(8p, q 2 R, p

u �R q , p

v �R q).
A bimachine over an alphabet ⌃ is a tuple B = (L,R,!,�, ⇢)

where L = (L, {l0}, FL,�L) is a deterministic left automaton (or
just left automaton), R = (R, {r0}, FR,�R) is a deterministic
right automaton (or right automaton), ! : L ⇥ ⌃ ⇥ R ! ⌃

⇤ is
the output function, � : FR ! ⌃

⇤ is the left final function and
⇢ : FL ! ⌃

⇤ is the right final function. Let u be a word such that
the runs of L and of R on u, l = l0 . . . ln and r = r

n

. . . r0 are
both accepting. We write

JBK(u) = �(r

n

)!(l0, u[1], rn�1) . . .!(ln�1, u[n], r0)⇢(ln)

and we say that JBK is the transduction realized by B.
Example 2. In Figure 3 we give the automata of a bimachine B =

(L,R,!,�, ⇢) realizing the transduction fswap : �w⌧ 7! ⌧w� for
�, ⌧ 2 ⌃, w 2 ⌃

⇤ and ⌃ = {a, b} and maps words of length less
than two to themselves. For l 2 L, r 2 R and � 2 ⌃ we define:

�(r) = ⇢(l) = ✏ and !(l,�, r) =

8
><

>:

� if l 6= l0 and r 6= r0

� if l = l0 and r = r0

⌧ if l = l

⌧

and r = r0

⌧ if l = l0 and r = r

⌧

Figure 4 illustrates the execution of B on the word aaab.

Left transition congruence For a given right automaton R =

(R, {r0}, FR,�R), we define the left transition congruence ⇠R

as u ⇠R v , (8r 2 R, r

u �R r0 , r

u �R r0). As for
left automata, we say that R1 is finer than R2 or write R1 v
R2 if ⇠R1v⇠R2 . Notice that for simplicity we use the same
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notations for left and right automata and we rely on the context
to differentiate between them.
Remark 4. One can easily see that a bimachine with a trivial
right automaton (one state, accepts all words) is equivalent to a
sequential transducer.

Canonical bimachine The construction of a canonical bimachine
associated with a rational transduction was given in (Reutenauer
and Schützenberger 1991). The idea is to refine the minimization
of sequential transducers using what can be seen as a look-ahead.
For a fixed right automaton, a minimal left automaton can be de-
fined, like for sequential transducers, by producing the outputs as
early as possible, given the look-ahead information of the right au-
tomaton. A canonical right automaton is defined in (Reutenauer and
Schützenberger 1991), which gives a construction of a completely
canonical machine. Let us define this canonical machine.

Let f be a rational transduction on ⌃. The left congruence of f
is defined by 8u, v 2 ⌃

⇤, u(
f

v if:

• 8w 2 ⌃

⇤, wu 2 dom(f) , wv 2 dom(f).
•
sup{kf(wu), f(wv)k | wu,wv 2 dom(f)} < 1

The finiteness of the index of (
f

, together with preserving ratio-
nality by inverse image, is a powerful characterization of rational
transductions and we refer the interested reader to (Reutenauer and
Schützenberger 1991).

We define the canonical right automaton R
f

=(R, {r0}, F,�).
For the rest of this section [w] denotes the class of w in ⌃

⇤
/

(f .
We take R = ⌃

⇤
/

(f , r0 = [✏], F = {[w] | w 2 dom(f)} and
� = {([�w],�, [w]) | � 2 ⌃, w 2 ⌃

⇤}.

Minimal left automaton Let f be a rational transduction and let
R be a right automaton finer than R

f

. Our goal here is to construct
a canonical bimachine B

f

(R) = (Left
f

(R),R,!,�, ⇢), which
realizes f , as described in (Reutenauer and Schützenberger 1991)
but we refer the reader to the original paper for a proof of correct-
ness. We first give the construction of a canonical left automaton
Left

f

(R) (or simply Left(R) when it is clear from the context).
For simplicity, we will write [w]R instead of [w]⇠R for any word
w 2 ⌃

⇤. Let w be a word and let u 2 P (dom(f)), we define
b
f[w]R(u) = ^{f(uv) | v 2 [w]R} and if u /2 P (dom(f)),
b
f[w]R is not defined. This word is the longest possible output upon
reading u, knowing that the suffix is in [w]R. To define the left au-
tomaton Left

f

(R), we need a right congruence: u ⇠
L

v if for any
letter �, any w, z 2 ⌃

⇤ we have:

•
uz 2 dom(f) , vz 2 dom(f)

• b
f[✏]R(uz)

�1
f(uz) =

b
f[✏]R(vz)

�1
f(vz), if uz, vz 2 dom(f)

• b
f[�w]R(uz)

�1 b
f[w]R(uz�) =

b
f[�w]R(vz)

�1 b
f[w]R(vz�)

Intuitively, congruence classes of ⇠
L

will be the states of
Left

f

(R). Then, the second line ensures that for the states reached
after reading uz and vz, the final output is the same. The third line
states that the output of a transition reading � is the same for the
states reached after reading uz and vz.

From ⇠
L

we define the automaton Left
f

(R) = (L, {l0}, F,�)

where L = ⌃

⇤
/⇠L , l0 = [✏]⇠L , F = {[w]⇠L | w 2 dom(f)}

and � = {([w]⇠L ,�, [w�]⇠L) | � 2 ⌃, w 2 ⌃

⇤}.
Now that we have the automata of the bimachine, the output

functions are defined naturally:

•
!([u]⇠L ,�, [v]R) =

b
f[�v]R(u)

�1 b
f[v]R(u�)

•
�([v]R) =

b
f[v]R(✏)

•
⇢([u]⇠L) =

b
f[✏]R(u)

�1
f(u)

Theorem 4. (Reutenauer and Schützenberger 1991) Let f be a
rational transduction. Let R be a right automaton finer than R

f

.
Then the bimachine B

f

(R) = (Left
f

(R),R,!,�, ⇢) realizes f .

Remark 5. The important result of (Reutenauer and Schützenberger
1991) is that the bimachine B

f

(R
f

) is completely canonical i.e.
does not depend on any description of f , and is computable. We
can define symmetrically the right congruence of f by u *

f

v if
8w, uw 2 dom(f) , vw 2 dom(f) and sup{kf(uw), f(vw)k
| uw, vw 2 dom(f)} < 1. We can then define L

f

=

(L, {l0}, F,�) by L = ⌃

⇤
/

*f , l0 = [✏]

*f , F = {[w]

*f | w 2
dom(f)} and � = {([w]

*f ,�, [w�]

*f ) | � 2 ⌃, w 2 ⌃

⇤}. For
L finer than L

f

one can also define symmetrically Right
f

(L) and
B

f

(L) with L and Right
f

(L) as its left and right automata. Note
also that for a total sequential transduction f , the automaton R

f

is
trivial and B

f

(R
f

) is exactly the minimal transducer of (Choffrut
2003).

3.3 V-rational transductions

In this section we naturally define V-bimachines as bimachines
with V-automata and show they exactly capture V-rational trans-
ductions. Since we have, thanks to (Reutenauer and Schützenberger
1991), a canonical bimachine one could hope that it suffices to
compute this canonical device to decide if a transduction is V-
rational. Unfortunately the canonical bimachine is not necessar-
ily a V-bimachine even for a V-rational transduction. The case
of the transduction given in Figure 2 is a good example of this: It
is I-rational, however the canonical bimachine is not. Indeed, since
the outputs of this transduction f are of bounded length, all words
are congruent with respect to (

f

. This means that the right au-
tomaton of R

f

is trivial, which is consistent with the fact that f
is sequential (and total). However, as we have seen in Remark 3,
f is not I-sequential hence the canonical bimachine cannot be an
I-bimachine. We have to refine the construction of (Reutenauer and
Schützenberger 1991), and we show that a rational transduction ad-
mits not one but a finite set of minimal (i.e. pairwise incomparable)
bimachines, in the strong sense that if there exists a V-bimachine
realizing a transduction then one of the minimal bimachines is a
V-bimachine. However we only get this result for total functions,
but we show that the V-rationality problem for partial functions
can easily be reduced to the problem for total functions.

Proposition 3. Let V be a variety. A transduction is V-rational if
and only if it is realized by a V-bimachine.

Proof. Let f be a transduction realized by T = (A, o, i , t) an
unambiguous V-transducer. We will define a V-bimachine B =

(L,R,!,�, ⇢) realizing the same transduction. We consider the
congruence ⇡A which is by definition in V. Then we define L =

(L, {l0}, FL,�L) with: L = ⌃

⇤
/⇡A , l0 = [✏], FL = {[w] | w 2

dom(f)} and �L = {([w],�, [w�]) | 9v, w�v 2 dom(f)}.
Similarly we define R = (R, {r0}, FR,�R) with: R =

⌃

⇤
/⇡A , r0 = [✏], FR = {[w] | w 2 dom(f)} and �R =

{([�w],�, [w]) | 9v, v�w 2 dom(f)}.
Let ([u],�, [v]) 2 L⇥⌃⇥R. If u�v 2 dom(f) then there exists

a unique tuple (by unambiguity) (p1, p2, q1, q2) 2 I ⇥Q⇥Q⇥F

such that p1
u�! p2, (p2,�, q1) 2 � and q1

v�! q2. In that
case we set !([u],�, [v]) = o(p2,�, q1). Otherwise the value of
!([u],�, [v]) does not matter and can be set to ✏ for instance. If
u 2 dom(f), we define �([u]) = i(p) with p being the first state
of the unique accepting run on u which is, again, well defined. It
is well defined since any word equivalent to u has an accepting run
beginning with p. Similarly, ⇢([u]) = t(p) with p being the last
state of the unique accepting run on u.
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B is by definition a V-bimachine which is by construction
equivalent to T . For a word of this domain, one can check that
the two transductions coincide.

Let f be a transduction realized by B = (L,R,!,�, ⇢) a V-
bimachine. We will define an unambiguous V-transducer T =

(A, o, i , t) realizing the same transduction. This transducer simul-
taneously simulates the runs of L and the runs of R but backwards.
We define A = (Q, I, F,�) with: Q = L ⇥ R, I = {l0} ⇥ FR,
F = FL ⇥ {r0} and

� =

⇢
((l1, r1),�, (l2, r2)) |

(l1,�, l2) 2 �L
(r1,�, r2) 2 �R

�

It is easily shown that ⇡A is coarser than ⇡L u ⇡R, hence,
since V is a variety it is closed under these operations, A is a
V-automaton. We define o((l1, r1),�, (l2, r2)) = !(l1,�, r2),
i(l0, r) = �(r) and t(l, r0) = ⇢(l). T is an unambiguous V-
transducer which is by construction equivalent to B.

Partial functions Let f be a rational transduction over ⌃. The
completion of f is the function f : ⌃

⇤ ! (⌃ ] {?})⇤, defined by
f(w) = f(w) if w 2 dom(f) and ? otherwise, where ? /2 ⌃ is a
fresh alphabet symbol.

Proposition 4. Let ⌃ be an alphabet, let V be a variety. Then we
have an equivalence:

•
f is a V-rational transduction.

•
f is a V-rational transduction and dom(f) is a V-language.

Proof. Let T be an unambiguous V-transducer realizing f . Since
f is V-rational, its domain is a V-language and thus we can
define A0 a deterministic automaton recognizing ⌃

⇤ \ dom(f).
This can be done because modifying the initial and final states of
an automaton does not affect the transition congruence. Hence we
can define T 0 an unambiguous V-transducer that outputs ? on
any word not in dom(f) and rejects otherwise. The union of T
and T 0 is unambiguous since their domains do not intersect. The
transition congruence of the obtained transducer is coarser than the
intersection of the transition congruences of T and T 0, and since
V is a variety it is closed under these operations, we obtain an
unambiguous V-transducer realizing f .

Conversely let T be an unambiguous V-transducer realizing
f . Since the domain of f is a V-language, we can construct an
unambiguous V-transducer behaving as T but rejecting any word
outside of dom(f): Let A be the automaton of T and let A0 be
an unambiguous V-automaton recognizing dom(f). We construct
the transducer whose automaton is the product of A and A0 and
behaves as T but only accepts when A0 reaches an accepting
state. The transition congruence of the product is coarser than the
intersection of the congruences of the automata, hence,since V is a
variety, we obtain an unambiguous V-automaton realizing f .

Towards a finite set of automata Let us now give an overview
of the proof of Theorem 1, for a total transduction f . The main
idea is the following: If f is V-rational, realized by some V-
bimachine B = (L,R,!,�, ⇢), then there exists a bimachine
B0

= (L0
,R0

,!

0
,�

0
, ⇢

0
) that realizes f , of which we can bound

the granularity of the left and right automata by canonical and
computable automata, and such that L v L0 and R v R0. In
particular, we can construct L0 such that it satisfies Left(R

f

) v
L0 v L

f

, and R0 such that it satisfies Right(L
f

) v R0 v R
f

.
There is only a finite number of automata L0 and R0 in these
intervals. Moreover, since we take them such that L v L0 and
R v R0, and since by assumption L and R are V-automata, so are
L0 and R0. In other words, B0 is a V-bimachine.

We prove that it suffices to take L0
= Left(R) and R0

=

Right(Left(R)). The relations between these automata are de-
picted on Figure 5. The main objective of the rest of this section
is to establish the relations depicted on this figure.

First, we establish the upper bounds:

Proposition 5. Let f be a total transduction, and let B =

(L,R,!,�, ⇢) be a bimachine realizing f . Then L v L
f

and
R v R

f

.

Proof. Let f be a total transduction and let B = (L,R,!,�, ⇢)

be a bimachine realizing f . We will show that R is finer than R
f

and the proof for L v L
f

is exactly symmetrical. Let u ⇠R v,
we want to show that u (

f

v. We have obviously for any word
w, that wu 2 dom(f) , wv 2 dom(f) since f is total. Let w be
a word and let l = l0 . . . l|wu| and r = r|wu| . . . r0 the runs (they
exist since f is total) on wu of L and R, respectively. Similarly, let
l

0
= l

0
0 . . . l

0
|wv| and r

0
= r

0
|wv| . . . r

0
0 the runs on wv of L and R,

respectively. Since u ⇠R v and R is deterministic, the ends (from
right to left) of the runs r and r

0 are identical, i.e. for 0  i  |w|
we have r

i+|u| = r

0
i+|v|. Hence for x = f(wu) ^ f(wv) we have

x

�1
f(wu)=!(l|w|, u[1], r|u|�1) . . .!(l|wu|�1, u[|u|], r0)⇢(l|wu|)

x

�1
f(wv)=!(l|w|, v[1], r|v|�1) . . .!(l|wv|�1, v[|v|], r0)⇢(l|wv|)

Finally we obtain kf(wu), f(wv)k k(|u| + |v| + 2) where
k is the maximum length of any word in the ranges of !,� and ⇢,
which proves that u (

f

v.

To establish the lower bounds, we first state a useful result
from (Reutenauer and Schützenberger 1991) for total transduc-
tions, which gives us a minimality result for the automaton Left(R)

when the right automaton R is fixed.

Proposition 6. (Reutenauer and Schützenberger 1991) Let f be
a total transduction. Let B = (L,R,!,�, ⇢) be a bimachine
realizing f . Then L v Left(R) and R v Right(L) .

From this proposition, we derive an important corollary which
will give us the lower bounds:

Corollary 1. Let f be a total transduction and R v R
f

a right
automaton. Then Left(R

f

) v Left(R). Symmetrically, if L v L
f

then Right(L
f

) v Right(L).

Proof. Let f be a total transduction and R v R
f

. We can assume
that R is accessible and still have R v R

f

. According to Theo-
rem 4, there is a bimachine realizing f with Left(R

f

) and R
f

as
its automata. This means that there is a bimachine with Left(R

f

)

and R as its automata which realizes f , by discarding the extra
information given by the finer automaton R in the following way:
We have a well-defined function ⇡ : ⌃

⇤
/⇠R ! ⌃

⇤
/

(f defined by
⇡([w]⇠R) = [w]. Since R is accessible, we also have a function:
↵ : R! ⌃

⇤
/⇠R defined by ↵(r) = [w]⇠R

such that r w �R r0.
Hence we have the function ⇡ � ↵ : R! ⌃

⇤
/

(f such that for
any word w if r w �R r0 then ⇡ �↵(r) = [w], hence the behaviour
of R

f

can be simulated by R.
Then according to Proposition 6, Left(R

f

) v Left(R). The
symmetric part of the result is shown in the exact same way.

We are now able to establish the relations of Figure 5, as stated
by the following lemma, which gives a sufficient and necessary
condition for a total transduction to be V-rational.

Lemma 1. Let f be a total transduction. f is a V-rational
transduction if and only if there exists an automaton L0, with
Left(R

f

) v L0 v L
f

such that B
f

(L0
) is a V-bimachine.
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Figure 5. Relations between automata

Proof. If there exists a V-automaton L0 coarser than Left(R
f

)

such that Right(L0
) is a V-automaton, then f is clearly V-rational.

Conversely, let us assume that f is realized by a V-bimachine
B = (L,R,!,�, ⇢). According to Theorem 4 there is a bimachine
realizing f with Left(R

f

) and R
f

as its automata. According
to Proposition 6 we know that L v Left(R) which means that
Left(R) is in V. By Proposition 5, R is finer than R

f

, we also
have according to Corollary 1 that Left(R

f

) v Left(R). From
Theorem 4 and Proposition 6, we have that R v Right(Left(R))

hence Right(Left(R)) is a V-automaton and B
f

(Left(R)) is a
V-bimachine which concludes the proof.

We have proven the key lemma towards the procedure to decide
if a transduction is V-rational. Since there are only a finite number
of left automata coarser than a given left automaton, we are able to
define a canonical finite set of bimachines, such that a transduction
is V-rational if and only if one of those is a V-bimachine.

Proof of Theorem 1 Let T be a transducer and V a decidable
congruence variety. First we check in PTime whether T defines a
transduction, i.e. is functional (Gurari and Ibarra 1983). Second,
we check if dom(f) is a V-language. If it is not then f is not
V-rational. If it is then we construct an unambiguous transducer
realizing f using the construction given in Proposition 4.

Then we construct the right automaton R
f̄

and the left au-
tomaton Left

f̄

(R
f̄

). They are computable from T as shown in
(Reutenauer and Schützenberger 1991). Then we compute all the
V-automata L0 coarser than Left

f̄

(R
f̄

), of which there is a finite
number, and check if Right

f̄

(L0
) is a V-automaton. According

to Lemma 1, if there does not exist such a pair of V-automata,
then f is not V-rational. Otherwise the bimachine B

f̄

(L0
) is a V-

bimachine realizing f .
From Proposition 3 we obtain an unambiguous V-transducer

realizing f . Finally, from Proposition 4 we can construct an unam-
biguous V-transducer realizing f .

4. First-order definability problems for

transductions

The theory of rational languages is rich with results linking au-
tomata, logics and algebra, and there have already been successful
attempts to lift some of these results to transductions: a monadic
second-order logic based transducer model introduced by Cour-
celle (MSO-transducers) has been shown to be equivalent to de-
terministic two-way transducers (Engelfriet and Hoogeboom 2001)
and, recently, to a one-way deterministic model with registers (Alur
and Cerný 2010). More recently, equivalences have been shown be-
tween FO-transducers and deterministic two-way transducers with
an aperiodic transition monoid (Carton and Dartois 2015).

However, the expressiveness of MSO-transducers, which are
equivalent to deterministic two-way transducers, lies way above
that of rational transductions. Indeed, two-way transducers can de-
fine transductions that do not preserve the order between input

symbols: e.g., they can mirror an input word, or copy it twice.
Therefore, in this paper, we consider the order-preserving restric-
tion of MSO-transducers, which we call MSO

op

-transducers, and
is known to capture exactly the class of rational transductions (Bo-
janczyk 2014; Filiot 2015). The first-order fragment of MSO

op

-
transducers is defined as MSO

op

-transducers but with first-order
formulas instead of second-order ones.

We show decidability of the following problem: given a rational
transduction, is it definable by some FO

op

-transducer? In particular,
we prove that a transduction is realizable by an FO

op

-transducer iff
it is A-rational, and we use Theorem 1 to decide A-rationality.
Since our translations are effective, we get the decidability of the
following definability problem: given an MSO

op

-transducer, is it
equivalent to some FO

op

-transducer ?
Our result relies on the correspondence between languages de-

fined in the variety of aperiodic congruences, and first-order de-
finable languages. Similar correspondences exist for other varieties
and logical fragments of MSO (Straubing 1994), and as seen in the
previous section, V-rationality of transductions is decidable for all
decidable varieties V. This raises the question of whether one could
get decidability of the definability of an MSO

op

-transducer by an
F

op

-transducer, for logical fragments F other than FO. We discuss
this question at the end of this section.

4.1 Monadic second-order and first-order logics on words

We first recall the definition of MSO and FO.

Words as logical structures To express properties of words in
logics, one sees a word w over an alphabet ⌃ as a logical structure2

w̃ over the signature ⌅⌃ = {(�(x))
�2⌃, x � y} where �(x) is a

unary predicate interpreted as the positions of a word labelled by
� 2 ⌃, and � is a binary predicate interpreted as the order of the
word positions. The domain of the structure w̃ is dom(w), the set
of positions of w. From now on, we write w instead of w̃ when it is
clear from the context.

Monadic second-order and first-order logics Monadic second-
order formulas (MSO-formulas) over ⌅⌃ are defined over a count-
able set of first-order variables x, y, . . . and a countable set of
second-order variables X,Y, . . . by the following grammar:

� ::= 9X � | 9x � | (� ^ �) | ¬� | x 2 X | �(x) | x � y

Universal quantifier and other boolean connectives are defined as
usual: 8x � := ¬9x ¬�, 8X � := ¬9X ¬�, (�1 _ �2) :=

¬(¬�1 ^ ¬�2), (�1 ! �2) := ¬�1 _ �2. We also define the
formulas > and ? as being respectively always and never satis-
fied. First-order formulas (FO-formulas) are the MSO-formulas in
which no second-order variable occurs. We do not define the se-
mantics of MSO, nor the standard notion of free and bound vari-
ables, but rather refer the reader to (Ebbinghaus and Flum 1995)
or (Straubing 1994) for formal definitions. We recall that a closed
formula (or sentence), is a formula without free variables.

Let � be an MSO formula without free second-order variables,
we write �(x1, . . . , xm

) to denote that the free first-order variables
of � are x1, . . . , xm

. Given an MSO formula �(x1, . . . , xm

) and
w 2 ⌃

⇤, we write w |= �(i1, . . . , im) to denote that w, together
with the interpretations of x

j

by i

j

, j 2 {1, . . . ,m} satisfies �.
The language defined by a closed MSO-formula (or FO-

formula) � is the set J�K = {w | w |= �}.
Example 3. As a (well-known) example, we show that the language
(ab)

⇤ is FO-definable. It suffices to express that the first position is
labeled a, the last one is labeled b, and for any position labeled a,
the next one is labeled b, and the next next one is labeled a. First,

2 For a definition of logical structures see for instance (Ebbinghaus and
Flum 1995) or (Straubing 1994).
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Figure 6. FO
op

-transducer defining the transduction of Fig. 1(c)

we define the formula for first, last, and successor:
x � y ⌘x � y ^ x 6= y first(x)⌘¬9y, y � x

last(x)⌘¬9y, x � y S(x, y)⌘x � y ^ ¬9z, x � z � y

Then, the formula defining (ab)

⇤ is:

8x, (first(x) ! a(x)) ^ (last(x) ! b(x))^
8y8z[a(x) ^ S(x, y) ! (b(y) ^ (S(y, z) ! a(z)))]

4.2 Logical transducers

Logical transducers have been defined in (Courcelle 1994; Cour-
celle and Engelfriet 2012) as a logical way of defining transduc-
tions of arbitrary structures. We cast this definition to word trans-
ductions. Intuitively, the domain of the output word is defined from
a fixed number k of copies of the input word. Then the predicates
of the output word structure are defined as formulas with free first-
order variables (one for unary label predicates and two for the bi-
nary order predicate) interpreted over the input word. In particular,
a closed formula �dom defines the domain of the transduction. For
all � 2 ⌃ and all copies c, a formula �

c

�

(x) defines the label of
the c-th copy of the input position x. For all copies d, a formula
�

c,d

� (x, y) defines the order between the c-th copy of x and the d-
th copy of y. One may want to filter out some copies of the input
positions. According to Courcelle’s definition, this is done by hav-
ing formulas �c

filter(x) which holds false if the c-th copy of x is not
part of the output word. To shorten our definition, we assume that
the c-th copy of x does not belong to the output word iff it has no
label, i.e. none of the formula �

c

�

(x) holds true.

MSO- and FO-transducers An MSO-transducer (resp. FO-
transducer) over ⌅⌃ is a tuple:

T = (k,�dom, (�
c

�

(x))1ck,�2⌃, (�
c,d

� (x, y))1c,dk

)

where k is an integer, �dom, �c

�

and �

c,d

� for all c, d 2 {1, . . . , k}
and � 2 ⌃ are MSO-formulas (resp. FO-formulas) over ⌅⌃. The
MSO-transducer T defines a function JT K of domain J�domK ✓
⌃

⇤, from words to structures in ⌅⌃. For w 2 J�domK, we let the
output structure JT K(w) = N = (D

N

, (�

N

)

�2⌃,�N

) with:

•
D

N

= {(i, c) 2 dom(w)⇥ {1, . . . , k} | w |=
W

�2⌃ �

c

�

(i)}
•
�

N

= {(i, c) 2 D

N | w |= �

c

�

(i)}, for � 2 ⌃

• �N

= {((i, c), (j, d)) 2 D

N ⇥D

N | w |= �

c,d

� (i, j)}

Observe that nothing guarantees that the output structure is iso-
morphic to a word structure. However in this paper, we assume that
MSO-transducers T always produce structures that are isomorphic
to a word structure, i.e., JT K is word to word transduction. This
property is decidable (Filiot 2015).
Example 4. As an example, we consider the transduction f :

(ab)

n 7! (aab)

n defined by the transducer of Fig. 1(c). This trans-
duction can be defined by an FO-transducer with only two copies
of the input word. The first two a are produced while reading the
first a and the b is produced while reading the b. The transduction
of a particular input word by the FO-transducer we are going to

construct is depicted on Fig. 6. The domain of f is (ab)⇤, which is
well-known to be FO-definable (see Example 3). Then, one defines
the label formulas as follows:

�

1
a

(x) ⌘ �

2
a

(x) ⌘ a(x) �

1
b

(x) ⌘ b(x) �

2
b

(x) ⌘ ?
Note that �

2
b

(x) is false and �

2
a

(x) ⌘ a(x), and therefore the
second copy of input position labeled b is not used in the output
word. The order predicate is defined by:

�

1,1
� (x, y) ⌘ �

2,2
� (x, y) ⌘ x � y �

2,1
� (x, y) ⌘ x � y ^ x 6= y

�

1,2
� (x, y) ⌘ (x = y ^ a(x)) _ (x � y ^ x 6= y)

In the figure, only the successor relation of the order is depicted.
As we have said, MSO-transducers are much more expressive

than rational transductions. To capture rational transductions, the
following restriction can be imposed:

Order-preserving transducers An MSO-transducer (resp. FO-
transducer) is called order-preserving (denoted by MSO

op

and
FO

op

resp.) if the sentence 8x, y
V

1c,dk

(�

c,d

� (x, y) ! x � y)

is valid in ⌃

⇤. E.g. the FO-transducer defined in Example 4 and de-
picted in Figure 6 is an FO

op

-transducer. The following is known:

Theorem 5. (Bojanczyk 2014; Filiot 2015) A transduction f is
rational iff it is realizable by an MSO

op

-transducer.

4.3 FOop-transducers and aperiodicity

By a proof similar to the one of (Filiot 2015) that MSO
op

-
transducers capture exactly the rational transductions, we obtain:

Proposition 7. A transduction is A-rational iff it is definable by
an FO

op

-transducer.

Proof of Theorem 2. A is a decidable variety (Cho and Huynh
1991). By Theorem 1, A-rationality of transducers is decidable,
and so is FO-definability by Proposition 7.

Theorem 2 has interesting consequences. Since MSO
op

-trans-
ducers and rational transductions coincide, the FO

op

-in-MSO
op

definability problem is decidable:

Corollary 2. Given an MSO
op

-transducer, it is decidable whether
there exists an FO

op

-transducer realizing the same transduction.

For sequential transductions, Proposition 2 stated that aperiodi-
city of the transduction can be decided by testing the aperiodicity
of the minimal sequential transducer from (Choffrut 2003). From
Theorem 2, this also provides a way to decide FO

op

-definability:

Corollary 3. A sequential transduction is FO
op

-definable if and
only if it is A-sequential.

FO-transducers are easily seen to be closed under composi-
tion, i.e. for any two FO-transducers T1, T2, there exists an FO-
transducer T such that JT K = JT1K � JT2K. The main idea is to
substitute the atoms occurring in the formulas of T1 by the formu-
las of T2 defining these atoms. We refer the reader to (Courcelle
and Engelfriet 2012) for more details. It is easily shown that the
order-preserving restriction is preserved by the latter transforma-
tion whenever T1 and T2 are order-preserving. Therefore we get, as
a consequence of Proposition 7, the following corollary.

Corollary 4. Aperiodic rational transductions are closed under
composition.

Let us mention that in (Carton and Dartois 2015), it is shown
that deterministic two-way aperiodic transducers are closed under
composition. By inspecting the construction of (Carton and Dar-
tois 2015), applied to aperiodic one-way transducers, one can see
that this construction yields an aperiodic one-way transducer, thus
proving the latter corollary, in a different way.
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Remark on other fragments of MSO Concerning languages,
there are other results that link F a logical fragment of MSO to an
algebraic variety V, and the question is: does the same link hold
between F

op

-transducers and V-transducers? Two examples are
FO2, first-order logic with only two variables, and B⌃1, first order
logic with no quantifier alternation, which both have an equivalent
in terms of algebraic varieties (see e.g. (Diekert et al. 2008)).
Unfortunately, the proof of Proposition 7 linking order-preserving
FO-transducers to A-transducers cannot be simply transferred to
these logics. Indeed for an FO2 formula � one cannot construct
the formula �|<x

without possibly adding a third variable. On the
other hand, for a B⌃1 formula with a free variable, one cannot
freely quantify to obtain a closed formula. For FO2 and other logics
where this problem arises, one could consider interpretations on
pointed words, i.e. logics with an additional predicate of arity 0 (i.e.
a constant), which is trivially equivalent to considering formulas
with a free variable when the number of variables is unbounded.
For B⌃1 and other logics with restricted quantification, the difficult
part is to avoid additional quantification when getting rid of the
constant symbol, but this problem should be discussed elsewhere.

5. Conclusion

Discussion on Theorem 1 Recall that a V-transduction is a trans-
duction defined by an unambiguous V-transducer. What happens
if we change the target class, say, to functional V-transducer (not
necessarily unambiguous)? It is known that any transduction can be
defined by some unambiguous transducer, see for instance (Eilen-
berg 1974; Berstel and Boasson 1979) for a lexicographic disam-
biguation construction. However, the lexicographic disambiguation
does not necessarily preserve the V-membership in general. This
raises the question of whether there exists a disambiguation con-
struction that preserves varieties and more generally, whether The-
orem 1 still holds if one targets functional V-transducers instead of
unambiguous V-transducers.

FO in MSO definability problem We proved that for any rational
transduction described by a transducer (thus MSO

op

-definable),
one can decide whether it is FO

op

-definable. Hence we solve the
FO

op

in MSO
op

definability problem.
A possible extension is the FO in MSO

op

definability problem:
given a transducer, is it FO-definable? We conjecture that for ra-
tional functions, FO = FO

op

. Indeed, for deterministic two-way
transducers, first-order definability and aperiodicity coincide (Car-
ton and Dartois 2015). It remains to prove that a rational trans-
duction given by an aperiodic two-way transducer is also definable
by an aperiodic one-way transducer. This would be true if, for in-
stance, the procedure in (Filiot et al. 2013) preserves aperiodicity.

A more involved question is the FO in MSO definability: given
a two-way transducer, is its transduction FO-definable? For deter-
ministic two-way transducers, a notion of transition monoid is de-
fined and studied in (Carton and Dartois 2015), but no canonical
object is known.
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Abstract
Order-invariant formulas access an ordering on a structure’s uni-
verse, but the model relation is independent of the used order-
ing. They are frequently used for logic-based approaches in com-
puter science. Order-invariant formulas capture unordered prob-
lems of complexity classes and they model the independence of
the answer to a database query from low-level aspects of databases.
We study the expressive power of order-invariant monadic second-
order (MSO) and first-order (FO) logic on restricted classes of struc-
tures that admit certain forms of tree decompositions (not necessar-
ily of bounded width).

While order-invariant MSO is more expressive than MSO and,
even, CMSO (MSO with modulo-counting predicates) in general, we
show that order-invariant MSO and CMSO are equally expressive on
graphs of bounded tree width and on planar graphs. This extends an
earlier result for trees due to Courcelle. Moreover, we show that all
properties definable in order-invariant FO are also definable in MSO
on these classes. These results are applications of a theorem that
shows how to lift up definability results for order-invariant logics
from the bags of a graph’s tree decomposition to the graph itself.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]:
Model theory

Keywords finite model theory, first-order logic, monadic second-
order logic, order-invariant logic, modulo-counting logic, bounded
tree width, planarity

1. Introduction
A formula is order-invariant if it has access to an additional to-
tal ordering on the universe of a given structure, but its answer is
invariant with respect to the given order. The concept of order in-
variance is used to formalize the observation that logical structures
are often encoded in a form that implicitly depends on a linear order
of the elements of the structure; think of the adjacency-matrix rep-
resentation of a graph. Yet the properties of structures we are inter-
ested in should not depend on the encoding and hence the implicit
linear order, but just on the abstract structure. Thus, we use formu-
las that access orderings, but define unordered properties. This ap-
proach can be prominently found in database theory where formu-
las from first-order (FO) and monadic second-order (MSO) logic are
used to model query languages for relational databases and (hierar-
chical) XML documents, respectively. Being order-invariant means
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DOI: http://dx.doi.org/10.1145/2933575.2934517

in this setting that the formula evaluation process is always inde-
pendent of low-level aspects of databases like, for example, the
encoding of elements as indices. Another example approach can
be found in descriptive complexity theory where formulas whose
evaluation is invariant with respect to specific encodings of the in-
put structure capture unordered problems decidable by certain com-
plexity classes. The famous open problem of whether there is a
logic that captures all unordered properties decidable in polynomial
time falls into this category.

Gurevich [14] proved that order-invariant FO (<-inv-FO) is more
expressive than FO (also see [22] for details). The same holds for
order-invariant MSO (<-inv-MSO) and MSO with modulo-counting
predicates (CMSO); Ganzow and Rubin showed that <-inv-MSO is
able to express more properties than CMSO on general finite struc-
tures [13]. Since it is not possible to decide, for a given FO-formula,
whether it is order-invariant or not, this opens up the question of
whether we can find alternative logics that are equivalent to the
order-invariant logics <-inv-FO and <-inv-MSO. While on general
logical structures no logics that are equivalent to <-inv-FO or <-
inv-MSO are known, this changes if we consider classes of struc-
tures that are well-behaved. Benedikt and Segoufin [1] showed that
<-inv-FO and FO have the same expressive power on the class of
all strings and the class of all trees (we write <-inv-FO = FO
on C to indicate that the properties definable in <-inv-FO equal
the properties definable in FO when considering structures from
a class C). Considering <-inv-MSO, Courcelle [6] showed that it
has the same expressive power as CMSO on the class of trees (that
means, <-inv-MSO = CMSO on trees). Recently it was shown that
<-inv-FO = FO(= MSO) and <-inv-MSO = CFO(= CMSO) hold
on classes of graphs of bounded tree depth [10]. More general re-
sults that apply to graphs of bounded tree width or planar graphs
have not been obtained so far. This is due to the fact that, whenever
we want to move from an order-invariant logic to another logic on
a class of structures, we need to understand both (1) the expressive
power of the order-invariant logic when restricted to these struc-
tures, and (2) the ability of the other logic to handle the structures
in terms of, for example, definable decompositions.

Results. Our results address both of these issues to better under-
stand the expressive power of order-invariant logics on decompos-
able structures.

Addressing issue (1), we prove two general results, which show
how to lift-up definability results for order-invariant logics from
the bags of tree decompositions up to the whole decomposed struc-
ture. We show that, whenever we are able to use MSO-formulas
to define a tree decomposition whose adhesion is bounded (that
means, bags have only bounded size intersections) and we can de-
fine total orderings on the vertices of each bag individually, then
<-inv-MSO = CMSO (Theorem 3.1) and <-inv-FO ✓ MSO (Theo-
rem 3.2). Lifting theorems of this kind can be seen to be implicitly
used earlier [1, 4, 5], but so far they only applied to the case where
the defined tree decomposition has a bounded width. In this case,

397



the whole structure can be easily transformed into an equivalent
tree. Our theorems also handle the case where bags have an un-
bounded width: they merely assume the additional definability of a
total ordering on bags, possibly using arbitrary parameters (which
may be sets in the case of MSO-definability). This is a much weaker
assumption than having bounded width, and it covers larger graph
classes. The proofs of the lifting theorems use type-composition
methods to show how one can define the logical types of structures
from the logical types of substructures. The main challenge lies
in trading the power of the used types (in our case these are cer-
tain order-invariant types based on orderings that are compatible
with the given decomposition) with the ability to prove the needed
type-composition methods. The latter need to work with bags of un-
bounded size and, thus, are more general than the type-composition
methods that are commonly used for the case of bounded size bags.

Addressing issue (2), we study two types of classes of graphs
where it is possible to meet the assumptions of the lifting theorems
and, thus, show that <-inv-MSO = CMSO and <-inv-FO ✓ MSO
hold on these classes. The first two results (formally stated as The-
orems 5.5 and 5.6) apply to classes of graphs of bounded tree width.
For the proof, we show that one can define tree decompositions of
bounded adhesion in MSO, where the bags admit MSO-definable
total orderings. Let us remark that in proving these results we do
not rely on the MSO-definability of width-bounded tree decomposi-
tions, a result announced by Lapoire [16], but only proved recently
(and independently of our work) by Bojańczyk and Pilipczuk [3].
Benedikt and Segoufin [1] had shown earlier how to prove these
results using the MSO-definability of width-bounded tree decom-
positions. Our second application of the lifting theorem is con-
cerned with classes of graphs that, for some ` 2 N, do not con-
tain K3,` as a minor. This includes the class of planar graphs and
all classes of graphs embedabble in a fixed surface [20, 21]. Us-
ing an MSO-definable tree decomposition into 3-connected com-
ponents due to Courcelle [7] along with proving that there are
MSO-definable total orderings for the 3-connected bags of the de-
composition, we are able to apply the lifting theorems to prove that
<-inv-MSO = CMSO (Theorem 5.9) and <-inv-FO ✓ MSO (The-
orem 5.10) hold on every class of graphs that exclude K3,` as a
minor for some ` 2 N.

Organization of the paper. The paper starts with a preliminary
section (Section 2) containing definitions related to graphs and
logic. In Section 3, we formally state and prove the lifting the-
orems. Section 4 shows how to MSO-define tree decompositions
along clique separators and reviews the known MSO-definable tree
decomposition into 3-connected components. Section 5 picks up
the decomposed graphs and shows how to define total orderings for
bags. This is combined with the lifting theorems to prove the re-
sults about bounded tree width graphs and K3,`-minor-free graphs
stated above. Some proofs are omitted due to lack of space.

2. Background
In the present section, we introduce the necessary background
related to logical structures and graphs (Section 2.1), monadic
second-order logic and its variants (Section 2.2), logical games and
types (Section 2.3), and transductions (Section 2.4).

2.1 Structures and Graphs
A vocabulary ⌧ is a finite set of relational symbols where an arity
ar(R) � 1 is assigned to each R 2 ⌧ . A structure A over a
vocabulary ⌧ consists of a finite set U(A), its universe, and a
relation R(A) ✓ U(A)

ar(R) for every R 2 ⌧ . We sometimes write
R(A) by RA, in particular if R is a symbol like .

An expansion of a ⌧ -structure A is a ⌧ 0-structure A0 for some
vocabulary ⌧ 0 ◆ ⌧ such that U(A) = U(A0

) and R(A) = R(A0
)

for all R 2 ⌧ . If A is a ⌧ -structure and V ✓ U(A), then the induced
substructure A[V ] is the ⌧ -structure with universe U(A[V ]) =

V and relations R(A[V ]) := R(A) \ V ar(R) for all R 2 ⌧ .
Furthermore, we let A \ V := A[U(A) \ V ].

Graphs G are structures over the vocabulary {E} with ar(E) =

2. When working with graphs, we also write V (G) for the graph’s
universe (its set of vertices) and call E(G) its set of edges. The
graphs we are working with are undirected. That means, for every
two vertices v and w, we have (v, w) 2 E(G) if, and only if,
(w, v) 2 E(G) and (v, v) 62 E(G). The Gaifman graph G(A) of
a structure A has vertices V (G(A)) = U(A) and for every pair
of distinct elements v and w that are part of a common tuple in
A, we insert the edge (v, w) into E(G(A)); thus, G(A) is always
undirected.

A tree decomposition (T,�) of a structure A is a tree T to-
gether with a labeling function � : V (T ) ! 2

U(A) satisfying the
following two conditions. (Connectedness condition) For every el-
ement v 2 U(A), the induced subtree T

⇥
{t 2 V (T ) | v 2

�(t)}
⇤

is nonempty and connected. (Cover condition) For every
tuple (v1, . . . , vr) of a relation in A, there is a t 2 V (T ) with
{v1, . . . , vr} ✓ �(t). It will be convenient to assume that the trees
underlying our tree decompositions are directed. That means, all
edges are directed away from a root. The set NT

(t) of neighbors
of a node t in a directed tree T consists of its children (if t is not
a leaf) and its parent (if t is not the root). The set of children of a
node t in a directed tree T is denoted by NT

+ (t). We omit T from
NT

(t) and NT

+ (t) if it is clear from the context. The sets �(t) for
every t 2 V (T ) are the bags of the tree decomposition. The width
of the tree decomposition is max

t2V (T ) |�(t)| � 1 and its adhe-
sion is max(t,u)2E(T ) |�(t) \ �(u)|. The tree width, tw(A), of a
structure A is the minimum width of a tree decomposition for it.
Structures A and their Gaifman graphs G(A) have the same tree
decompositions. In particular tw(A) = tw(G(A)). The torso of a
node t 2 V (T ) in a tree decomposition D = (T,�) for a structure
A with Gaifman graph G = G(A) is G[�(t)] together with edges
between all pairs v, w 2 �(t) \ �(u) for u 2 N(t).

2.2 Monadic Second-Order Logic and its Variants
Monadic second-order logic (MSO-logic) is defined by taking all
second-order formulas without second-order quantifiers of arity 2
and higher. More specifically, to define its syntax, we use element
variables x

i

for i 2 N and set variables X
i

for i 2 N. For-
mulas of MSO-logic (MSO-formulas) over a vocabulary ⌧ are in-
ductively defined as usual (see, for example, [17]). Such formulas
are also called MSO[⌧ ]-formulas to indicate the vocabulary along
with the logic. The set of free variables of an MSO-formula ',
denoted by free('), contains the variables of ' that are not used
as part of a quantification. By renaming a formula’s variables,
we can always assume free(') = {x1, . . . , xk

, X1, . . . , X`

} for
some k, ` 2 N; we write '(x1, . . . , xk

, X1, . . . , X`

) to indi-
cate that the free variables of ' are exactly x1 to x

k

and X1

to X
`

. Given an MSO-formula '(x1, . . . , xk

, X1, . . . , X`

), A |=
'(a1, . . . , ak

, A1, . . . , A`

) indicates that A together with the as-
signment x

i

7! a
i

, for i 2 {1, . . . , k}, and X
i

7! A
i

, for
i 2 {1, . . . , `}, to '’s free variables satisfies '. A formula with-
out free variables is also called a sentence.

Monadic second-order logic with modulo-counting (CMSO-logic)
extends MSO-logic with the ability to access (built-in) modulo-
counting atoms C

m

(R) for every m 2 N where R is a relation
symbol. Given a structure A over a vocabulary that contains R, we
have A |= C

m

(R) exactly if m divides |R| (that means, |R| ⌘ 0

mod m). Atoms C
m

(X) where X is a set variable are used in the
same way.

Let ⌧ be a vocabulary and  a binary relation symbol not
contained in ⌧ . An MSO-sentence ' of vocabulary ⌧ [ {} is
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order-invariant if for all ⌧ -structures A and all linear orders 1,2

of U(A) we have (A,1) |= ' if, and only if, (A,2) |= '.
We can now form a new logic, order-invariant monadic second-
order logic (<-inv-MSO-logic), where the sentences of vocabulary
⌧ are the order-invariant sentences of vocabulary ⌧ [ {}, and
a ⌧ -structure A satisfies an order-invariant sentence ' if (A,)

satisfies ' in the usual sense for some (and hence for all) linear
orders  of U(A). There is a slight ambiguity in the definition of
order-invariant sentences in which binary relation symbol  we are
referring to as our special “order symbol” (there may be several
binary relation symbols in ⌧ ). But we always assume that  is
clear from the context. Alternatively, we could view  as a “built-
in” relation symbol that is fixed once and for all and is not part of
any vocabulary. However, this would be inconvenient because we
sometimes need to treat  just as an ordinary relation symbol and
the sentences of <-inv-MSO-logic of vocabulary ⌧ just as ordinary
MSO-sentences of vocabulary ⌧ [ {}.

First-order logic (FO-logic) and order-invariant first-order logic
(<-inv-FO-logic) are defined by taking all sentences of MSO-logic
and <-inv-MSO-logic, respectively, that do not contain set vari-
ables.

2.3 Games and Types
The quantifier rank of an MSO-formula ', denoted by qr('), is the
maximum number of nested quantifiers in '. For structures A,B
and q 2 N, we write A ⌘MSO

q

B if A and B satisfy the same MSO-
sentences of quantifier rank at most q. We write A ⌘<-inv-MSO

q

B
if A and B satisfy the same order-invariant MSO-sentences of
quantifier rank at most q. For every c 2 N, we write A ⌘CMSO

q,c

B
if A and B satisfy the same CMSO-sentences of quantifier rank at
most q and only numbers m  c are used in the modulo-counting
atoms.

It will sometimes be convenient to use versions of MSO and
CMSO without element variables (see, for example, [24]). In par-
ticular, in the context of Ehrenfeucht-Fraı̈ssé games. We will freely
do so. We assume that the reader is familiar with the characteriza-
tions of MSO-equivalence and CMSO-equivalence by Ehrenfeucht-
Fraı̈ssé games (see, for example, [13, 17]). Corresponding to the
versions of the logics without element variables, we use a version
of the games where the players only select sets and never elements,
and a position induces a partial isomorphism if the mapping be-
tween the singleton sets of the position is a partial isomorphism.
(The rules of the game require the Duplicator to answer to a sin-
gleton set with a singleton set and to preserve the subset rela-
tion.) Then a position of the game on structures A,B is a sequence
⇧ = (P

i

, Q
i

)

i2[p] of pairs (P
i

, Q
i

) of subsets P
i

✓ U(A) and
Q

i

✓ U(B). The position is a q-move winning position for one
of the players if this player has a winning strategy for the q-move
game starting in this position.

We also use the concept of types. Let ⌧ be a vocabulary and
q, p 2 N. Then for all ⌧ -structures A and sets P1, . . . , Pp

✓
U(A), the MSO-type of (A,P1, . . . , Pp

) of quantifier rank q is
tpMSO

q

(A,P1, . . . , Pp

) :=

�
'(X1, . . . , Xp

) | ' is an MSO-formula
with qr(')  q and A |= '(P1, . . . , Pp

)}. Moreover, the class of
all types over ⌧ with respect to rank q and p free set variables is
TPMSO

(⌧, q, p) :=

�
tpMSO

q

(A,P1, . . . , Pp

) | A is a ⌧ -structure and
P1, . . . , Pp

✓ U(A)

 
, and we let TPMSO

(⌧, q) := TPMSO
(⌧, q, 0).

For q, c 2 N, we say that a CMSO-formula has rank at most (q, c) if
it has quantifier rank at most q and only contains modulo-counting
atoms C

m

(X) with m  c. Based on this notion of rank, we define
the CMSO-type tpCMSO

q,c

(A,P1, . . . , Pp

), and sets TPCMSO
(⌧, q, c, p)

and TPCMSO
(⌧, q, c).

Note that tpMSO
q

(A,P1, . . . , Pp

) = tpMSO
q

(B,Q1, . . . , Qp

) if,
and only if, (P

i

, Q
i

)

i2[p] is a q-move winning position for the

Duplicator in the MSO-game on A,B. Furthermore, for p = 0 we
have tp

q

(A) = tp
q

(B) if, and only if, A ⌘MSO
q

B. Similar remarks
apply to CMSO-types.

For a vocabulary ⌧ and a binary relation symbol  /2 ⌧ , we
say that a subset I ✓ TPMSO

(⌧ [ {}, q) is order-invariant if
for all ⌧ -structures A and all linear orders ,0 of A we have
tpMSO

q

(A,) 2 I if, and only if, tpMSO
q

(A,0
) 2 I . If I is inclusion-

wise minimal order-invariant, then we call it an order-invariant
type. Note that every ✓ 2 TPMSO

(⌧ [ {}, q) is contained in
exactly one order-invariant type, which we denote by h✓i. We set
TP<-inv-MSO

(⌧, q) :=

�
h✓i

�� ✓ 2 TPMSO
(⌧ [ {}, q)

 
, the set

of all order-invariant types. For a ⌧ -structure A, we call the set
tp<-inv-MSO

q

(A) :=

⌦
tpMSO

q

(A,)

↵
for some and, hence, for all linear

orders of A the order-invariant MSO-type of A of quantifier rank
q. It may seem more natural to define the order-invariant type of
a structure as the set of all order-invariant sentences it satisfies.
The following lemma says that this would lead to an equivalent
notion, but our version is easier to work with, because it makes the
connection between types of ordered structures and order-invariant
types more explicit.

Lemma 2.1. For all ⌧ -structure A,A0, the following statements
are equivalent.

1. tp<-inv-MSO
q

(A) = tp<-inv-MSO
q

(A0
).

2. A ⌘<-inv-MSO
q

A0.
3. There is a sequence A0, . . . , A`

of ⌧ -structures and linear
orders 

i

,0
i

with A = A0, A0
= A

`

, and (A
i�1,i�1) ⌘MSO

q

(A
i

,0
i

) for all i 2 [`].

If A ⌘<-inv-MSO
q

A0, we say that sequences (A
i

), (
i

), and (0
i

) as
in statement 3 of Lemma 2.1 witness A ⌘<-inv-MSO

q

A0.

2.4 Transductions
Transductions define new structures out of a given structure. We
use w-copying MSO-transductions as defined in [9], but via using
the below terminology. They are able to (1) enlarge the universe
of a given structure by establishing w copies of each element, (2)
define relations over the new universe from the given structure, and
(3) not only define a single structure, but a set of new structures
parameterized by adding monadic relations to the given structure.

An MSO[⌧, ⌧ 0
]-transduction of width w with p parameters for

some w, p 2 N is defined via a finite collection ⇤ of MSO-formulas
over ⌧ [ {P1, . . . , Pp

} where the relation symbols P
j

are monadic
and not part of ⌧ . ⇤ consists of a group of w MSO-formulas
�1
U

(x),. . . ,�w

U

(x) for defining the universe of a new structure and
for each R 2 ⌧ 0 with some arity r = ar(R) a group of wr formulas
�
(i1,...,ir)
R

(x1, . . . , xr

) for (i1, . . . , ir) 2 {1, . . . , w}r .
Given a ⌧ -structure A and P1, . . . , Pp

✓ U(A), they define the
universe of a ⌧ 0-structure ⇤[A,P1, . . . , Pp

] via

U(⇤[A,P1, . . . , Pp

]) := {(a, i) | (A,P1, . . . , Pp

) |= �i

U

(a)}
and for each symbol R 2 ⌧ 0, the relation R(⇤[A,P1, . . . , Pp

]) :=

{((a1, i1), . . . , (ar

, i
r

)) 2 (U(A)⇥ {1, . . . , w})r |

A |= �
(i1,...,ir)
R

(a1, . . . , ar

)} .
Finally, by ranging over all possible parameters, ⇤ defines

⇤[A] :={⇤[A,P1, . . . , Pp

] | P1, . . . , Pp

✓ U(A)

^ (A,P1, . . . , Pp

) |= �VALID}
for a given structure A where �VALID is a formula that is also part
of the transduction, which singles out the valid combinations of the
given structure and parameters. Moreover, for a ⌧ 0-structure B, we
set ⇤�1

[B] := {⌧ -structure A | B 2 ⇤[A]}. For an element (a, i),
we call i its level.
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MSO-transductions preserve MSO-definability (formally stated
by Fact 2.2) and they can be composed to form new transductions
(formally stated by Fact 2.3). For a formal proof of Fact 2.3, which
implies Fact 2.2, see [9]. The facts also hold if we replace all
occurrences of MSO by CMSO.

Fact 2.2 (MSO is closed under MSO-transductions). Let P be
an MSO-definable property of ⌧ 0-structures and ⇤ an MSO[⌧, ⌧ 0

]-
transduction. Then P 0

:=

S
B2P ⇤

�1
[B] is MSO[⌧ ]-definable.

Fact 2.3 (MSO-transductions are closed under composition). Let
⇤1 be an MSO[⌧, ⌧ 0

]-transduction and ⇤2 be an MSO[⌧ 0, ⌧ 00
]

for some vocabularies ⌧, ⌧ 0, ⌧ 00. Then there is an MSO[⌧, ⌧ 00
]-

transduction ⇤ with ⇤[A] =

S
B2⇤1[A] ⇤2[B] for every ⌧ -

structure A.

3. Lifting Definability
An ordered tree decomposition of a structure A is a tree decom-
position of A together with a linear order for each bag. We rep-
resent ordered tree decompositions by logical structures in the
following way. An ordered tree extension (otx for short) of a ⌧ -
structure A is a structure A? that extends A by a tree decompo-
sition (TA,�A

) of A and a linear order �A

t

of �A

(t) for each
t 2 V (TA

). The adhesion of A? is the adhesion of the tree decom-
position (TA,�A

). Formally, we view A? as a structure over the
vocabulary ⌧?

:= ⌧ [ {V
S

, V
T

, E
T

, R
�

, R�}, where V
S

and V
T

are unary, E
T

and R
�

are binary, and R� is ternary. Of course we
assume that none of these symbols appears in ⌧ . In the ⌧?-structure
A?, these symbols are interpreted as follows:

V
S

(A?

) := U(A), V
T

(A?

) := V (TA

), E
T

(A?

) := E(TA

),

R
�

(A?

) := {(t, v) | t 2 V (TA

), v 2 �A

(t)}, and

R�(A
?

) := {(t, v, w) | t 2 V (TA

), v, w 2 �A

(t) with v �A

t

w}.
An MSO[⌧, ⌧?

]-transduction ⇤

? defines an otx (of adhesion at
most k) of a ⌧ -structure A if every B 2 ⇤

?

(A) is isomorphic to
an otx of A (of adhesion at most k) and ⇤

?

(A) is nonempty. We
say that ⇤? defines otxs (of adhesion at most k) on a class C of ⌧ -
structures if ⇤? defines an otx (of adhesion at most k) of every A 2
C. Moreover, C admits MSO-definable ordered tree decompositions
(of bounded adhesion) if there is such a transduction ⇤

? that defines
otxs (of adhesion at most k for some constant k 2 N) on C. We
make similar definitions for the logic CMSO.

We prove the following theorems, which show how to use the
tree decompositions and the bag orderings to define properties of
order-invariant formulas without using order invariance.

Theorem 3.1 (Lifting theorem for <-inv-MSO). Let C be a class of
structures that admits CMSO-definable ordered tree decompositions
of bounded adhesion. Then <-inv-MSO = CMSO on C.

Theorem 3.2 (Lifting theorem for <-inv-FO). Let C be a class of
structures that admits MSO-definable ordered tree decompositions
of bounded adhesion. Then <-inv-FO ✓ MSO on C.

Theorem 3.1 is proved in three steps: First, in Section 3.1, we
modify the given ordered tree extension, such that its tree decom-
position follows a certain normal form that allows to partition its
nodes into two different classes (called a-nodes and b-nodes). The
partition of the nodes along with a global partial order that is based
on the local orderings in the bags is then encoded as part of the
structure, turning every otx into an expanded otx. Second, in Sec-
tion 3.2, we prove type-composition lemmas for both the a-nodes
and the b-nodes. They show how one can define the type of an
expanded otx with respect to total orderings that respect the al-
ready existing partial order from the types of substructures that
arise by adding such compatible orderings to them. Third, Sec-

tion 3.3 shows how these type-composition lemmas can be used
in the context of order-invariance. Finally, Section 3.4 applies the
type compositions to prove Theorem 3.1. The proof of Theorem 3.2
proceeds in a similar way. The modifications that we need to apply
to the proof of Theorem 3.1 in order to prove Theorem 3.2 are men-
tioned along the way.

3.1 Segmented Ordered Tree Extensions
Recall that we view the tree in a tree decomposition as directed.
A tree decomposition (T,�) of a structure A is segmented if the
set V (T ) can be partitioned into a set V

a

of adhesion nodes and a
set V

b

of bag nodes (a-nodes and b-nodes, for short) satisfying the
following conditions.

1. For all edges (t, u) 2 E(T ), either t 2 V
a

and u 2 V
b

or
u 2 V

a

and t 2 V
b

.
2. For all a-nodes t 2 V

a

and all distinct neighbors u1, u2 2
N(t), we have �(t) = �(u1) \ �(u2).

3. For all b-nodes t 2 V
b

and all distinct neighbors u1, u2 2 N(t)
we have �(t) \ �(u1) 6= �(t) \ �(u2).

4. All leaves of T are b-nodes.

We can transform an arbitrary tree decomposition (T,�) into a seg-
mented tree decomposition (T 00,�00

) as follows. In the construc-
tion, we view T as an undirected tree. We will have V (T ) ✓
V (T 00

). Thus we can direct the edges of T 00 away from the root
of T , which will remain the root of T 00. We first contract all edges
(t, u) 2 E(T ) with �(u) ✓ �(t), resulting in a decomposition
(T 0,�0

) where �0
(u) 6✓ �0

(t) for all (t, u) 2 E(T 0
). Then, for

all edges (t, u) 2 E(T 0
), we introduce a new node v

tu

, where
v
tu

= v
ut

, and edges from v
tu

to t and u. Then we identify all
nodes v

tu

and v
tu

0 such that �0
(t) \ �0

(u) = �0
(t) \ �0

(u0
). We

let T 00 be the resulting tree. The nodes from the original tree T
are the b-nodes, and the nodes v

tu

are the a-nodes. We define �00

on V (T 00
) by �00

(t) := �0
(t) for t 2 V (T 0

) and �00
(v

tu

) :=

�0
(t)\�0

(u) for all (t, u) 2 E(T 0
). The resulting tree decomposi-

tion (T 00,�00
) is segmented. This transformation is definable by an

MSO-transduction. Thus we may assume that the tree decomposi-
tions in ordered tree extensions are segmented, because there is an
MSO[⌧?, ⌧?

]-transduction ⇤SEGMENT that transforms every otx into
an otx where the tree decomposition is segmented.

For the rest of this section, we fix a vocabulary ⌧ that does not
contain the order symbol  and a k 2 N. In the rest of this section,
we only consider otxs of ⌧ -structures. We assume that the adhesion
of these otxs is at most k and their tree decomposition is segmented.

It will be convenient to introduce some additional notation.
As before, whenever we denote an otx by A?, we denote the
underlying structure by A and the tree decomposition by (TA,�A

).
We denote the descendant order in the tree TA of an otx A? by
EA. For every node t 2 V (TA

), we let TA

t

be the subtree of TA

rooted in t, that is, TA

t

:= TA

[{u 2 V (TA

) | t EA u}]. We
let �A

(t), called the cone of t, be the union of all bags �A

(u) for
u 2 V (TA

t

). If s is the parent of t we let �A

(t) := �A

(t)\�A

(s);
this is the separator at t. For the root r we let �A

(r) := ;. In
all these notations we may omit the index A if A is clear from the
context. Note that for all a-nodes t of T and all u 2 N+(t) we have
�(t) = �(t) = �(u).

We expand an otx A? to a structure A?? over the vocabulary
⌧??

:= ⌧? [ {V
a

, V
b

, R
�

, R
�

, S1, . . . , Sk

,�}, where V
a

, V
b

are
unary and R

�

, R
�

, S1, . . . , Sk

,� are binary relation symbols that
do not appear in ⌧ . We let V

a

(A??

) and V
b

(A??

) be the sets of
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a-nodes and b-nodes of the tree TA, respectively, and

R
�

(A??

) :=

�
(t, v) | t 2 V (TA

), v 2 �A

(t)
 
,

R
�

(A??

) :=

�
(t, v) | t 2 V (TA

), v 2 �A

(t)
 
.

We let �=�A

??
be the partial order on U(A??

) defined as follows.
We first define the restriction of � to V (T ). For all b-nodes t, we
let �0

t

be the linear order on N+(t) defined by u1 �0
t

u2 if the
set �(u1) ✓ �(t) is lexicographically smaller than or equal to the
set �(u2) ✓ �(t) with respect to the linear order �

t

on �(t), for
all children u1, u2 2 N+(t). This is indeed a linear order because
�

t

is a linear order of �(t) and �(u1) 6= �(u2) for all distinct
u1, u2 2 N+(t). Then we let the restriction of � to V (T ) be the
reflexive transitive closure of the “descendant order” E on T and
all the relations �0

t

for b-nodes t 2 V (T ). To define the restriction
of � to U(A), for every v 2 U(A) we let t(v) be the topmost (that
is, E-minimal) node t 2 V (T ) such that v 2 �(t). Then we let
v � w if, and only if, t(v) � t(w) or t(v) = t(w) and v �

t(v) w.
To complete the definition of �, we let t � v for all t 2 V (T ) and
v 2 U(A).

Finally, we define the relations S1(A
??

), . . . , S
k

(A??

) by let-
ting S

i

(A??

) be the set of all pairs (t, v), where t 2 V (TA

) and v
is the ith element of �(t) with respect to the partial order �, which
is a linear order when restricted to �(t) ✓ �(t). Recall that we
have |�(t)|  k by our general assumption that the adhesion of all
otxs is at most k. This completes the definition of A??. It is easy to
see that there is an MSO[⌧?, ⌧??

]-transduction ⇤EXPAND that defines
A?? in A?.

We call A?? an expanded otx (otxx for short) of A. More gen-
erally, we call a ⌧??-structure A0 an expanded otx if there is a ⌧ -
structure A such that A0 is an otxx of A. Let A?? be an expanded
otx. For every t 2 V (T ), we let

A??

t

:= A??

[�(t) [ V (T
t

)], and
A??

(t) := A??

[�(t) [N+(t)].

We call a ⌧??-structure A0 a sub-otxx if there is an otxx A?? and a
node t 2 V (TA

) with A0
= A??

t

. The only difference between an
otxx and a sub-otxx is that in an otxx the set �(r) is empty for the
root r whereas in a sub-otxx it may be nonempty. The proof of the
following lemma involves the straightforward task of writing down
the properties of otxxs and sub-otxxs in terms of MSO-sentences.

Lemma 3.3. There are MSO-sentences otxxs and sub-otxx of vo-
cabulary ⌧?? defining the classes of all otxx and sub-otxx (satisfy-
ing our general assumptions: the tree decomposition is segmented
and has adhesion at most k).

We will later modify an otxx A?? by replacing a sub-otxx
A??

t

, for some t 2 V (TA

), by another sub-otxx B??. Let t0

be the root node of the tree TB . The replacement is possible
if the induced substructures A??

[{t} [ �A

(t)] and B??

[{t0} [
�B

(t0)] are isomorphic. If they are, there is a unique isomorphism,
because {t} [ �A

(t) and {t0} [ �B

(t0) are linearly ordered by
the restrictions of �A

??
, �B

??
. Now replacing A??

t

by B?? in
A?? just means deleting all elements in U(A??

t

) except those in
{t} [ �A

(t), adding a disjoint copy of B??, and identifying the
elements in {t}[�A

(t) and {t0}[�B

(t0) according to the unique
isomorphism. Note that the substructures A??

[{t} [ �A

(t)] and
B??

[{t0} [ �B

(t0)] are isomorphic if the sub-otxxs A??

t

and B??

satisfy the same first-order sentences of quantifier rank ar(⌧) + 1,
where ar(⌧) denote the maximum arity of a relation symbol in
the vocabulary ⌧ . To express isomorphism, we use the relations
S1, . . . , Sk

and the fact that the root of an otxx can be defined by
a formula of quantifier rank 2. Thus in particular, if tpMSO

q

(A??

t

) =

tpMSO
q

(B??

) for some q � ar(⌧) + 1, we can replace A??

t

by B??.

Finally, we say that a linear order  on an otxx or sub-otxx
A?? is compatible if it extends the partial order �A

??
. If  is a

compatible linear order, then (A??,) denotes the ⌧?? [ {}-
expansion of A?? by this order, and (A??

t

,) denotes the induced
substructure where  is restricted to the sub-otxx A??

t

. We can
extend the replacement operation to such ordered expansions of
otxxs; in the same way we replace a sub-otxx A??

t

by B??, we
can replace a (A??

t

,) by (B??,0
) for some compatible linear

order 0 of B??.

3.2 Ordered Type Compositions
As all structures we are working with in this subsection are otxxs
and sub-otxx, we denote them by A rather than A??. Apart from
that, we use the same notation as before. In particular, if A is an
otxx then by TA we denote the tree of its tree decomposition, and
for a node t 2 V (TA

), by A
t

we denote the sub-otxx rooted in t,
and we let A(t) = A[�(t) [N+(t)].

Throughout this subsection, we fix a q 2 N such that q � 2 and
q � ar(⌧) + 1 and q is at least the quantifier rank of the formulas
otxx and sub-otxx of Lemma 3.3. This means that if A is an otxx
(or sub-otxx) and A0 an arbitrary ⌧??-structure with A ⌘MSO

q

A0,
then A0 is an otxx (a sub-otxx) as well. Furthermore, if t, t0 are the
root nodes of A, A0, respectively, then the induced substructures
A[{t} [ �A

(t)] and A0
[{t0} [ �A

0
(t0)] are isomorphic. Finally, if

A,A0 are otxxs and ,0 are linear orders of A,A0, respectively,
such that (A,) ⌘MSO

q

(A0,0
) then  is compatible if, and only

if, 0 is compatible.
We let ⇥ := TPMSO

(⌧??[{}, q). Furthermore, we assume that
⇥ = {✓1, . . . , ✓m}.

Let A be an otxx,  a compatible linear order of A, and N ✓
V (TA

) (usually N = N+(t) for a node t 2 V (TA

)). For all i 2
[m], let P

i

be the set of all u 2 N such that tpMSO
q

(A
u

,) = ✓
i

. We
call (P1, . . . , Pm

) the type partition of N . (Note that some of the
P
i

may be empty. We always allow partitions to have empty parts.)
The following lemma extends classical type-composition theorems
[12, 19] to our situation, where substructures are combined through
b-nodes.

Lemma 3.4 (Ordered type composition at b-nodes). For every ✓ 2
⇥ there is an MSO[⌧??

]-formula b-type

✓

(X1, . . . , Xm

) such that
for every otxx A, every b-node t 2 V (TA

), and every compatible
linear order  of A, if (P1, . . . , Pm

) is the type partition of N+(t),
then A(t) |= b-type

✓

(P1, . . . , Pm

) iff tpMSO
q

(A
t

,) = ✓.

Proof. For 0  i  q, let ⇥
i

:= TPMSO
(⌧?? [ {}, q � i, i),

and suppose that ⇥

i

= {✓
i1, . . . , ✓imi}. Then ⇥0 = ⇥ and

m0 = m, and we may assume that ✓0j = ✓
j

for all j 2 [m]. Let
q0 := 1 +

P
q

i=1(1 + m
i

). The core of the proof is the following
claim.

Claim. Let A,B be otxxs and A,B compatible linear orders
of A,B, respectively. Let t 2 V (TA

) and t0 2 V (TB

). Let
(P01, . . . , P0m0) and (Q01, . . . , Q0m0) be the type partitions of
N+(t) and N+(t

0
), respectively. If

tpMSO
q

0 (A(t), P01, . . . , P0m0) = tpMSO
q

0 (B(t0), Q01, . . . , Q0m0),
(1)
then (A

t

,A

) ⌘MSO
q

(B
t

0 ,B

).

Proof. We shall prove that Duplicator has a winning strategy for
the q-move MSO-game on (A

t

,A), (B
t

0 ,B

). It is crucial to
note that the compatible linear orders A,B coincide with the
partial orders �A,�B of the structures A,B when restricted to
U(A(t)), U(B(t)), respectively. The reason for this is that the re-
strictions of �A,�B to U(A(t)), U(B(t)), respectively, are linear
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orders, because t and t0 are b-nodes. This means that the games on
(A(t),A

), (B(t0),B

) and on A(t), B(t0) are the same.
With every sequence P = (P1, . . . , Pp

) of subsets of U(A
t

) we
associate a sequence P+

:= (P01, . . . , P0m0 , P10, P11, . . . , P1m1 ,
P20, . . . , P(p�1)mp�1

P
p0, Pp1, . . . , Ppmp) of subsets of U(A(t))

as follows: P
i0 := P

i

\U(A(t)), for all i 2 [p]; P
ij

is the set of u 2
N+(t) with ✓

ij

= tpMSO
q�i

�
A

u

,, P1 \ U(A
u

), . . . , P
i

\ U(A
u

)

�

for all i 2 [p], j 2 [m
i

]. For every sequence Q = (Q1, . . . , Qp

) of
subsets of U(B

t

0
) we define Q

+ similarly, and for every position
⇧ = (P

i

, Q
i

)

i2[p] of the MSO-game on (A
t

,A

), (B
t

0 ,B

) we
let ⇧+ be the position of the MSO-game on A(t), B(t) consisting
of P+ and Q

+.
Our goal is to define a strategy for Duplicator in the q-move

game on (A
t

,A

), (B
t

0 ,B

) such that for every reachable posi-
tion ⇧ of length p the position ⇧

+ is a 1+
P

q

i=p+1(1+m
i

)-move
winning position for Duplicator in the MSO-game on A(t), B(t0).
Such a strategy will clearly be a winning strategy. We define the
strategy inductively. For the initial empty position ⇧0 we have
⇧

+
0 = (P0j , Q0j)

j2[m0], and it follows from (1) that is is a
q0-move winning position for Duplicator in the MSO-game on
A(t), B(t0).

So suppose now we are in a position ⇧ = (P
i

, Q
i

)

i2[p] and the
corresponding position ⇧

+ is a 1+
P

q

i=p+1(1+m
i

)-move winning
position for Duplicator in the MSO-game on A(t), B(t0). Without
loss of generality, we assume that in the (p+1)st move of the game
on (A

t

,A

), (B
t

0 ,B

), Spoiler chooses a set P
p+1 ✓ U(A

t

).
(The case that he chooses a set Q

p+1 ✓ U(B
t

0
) is symmetric.)

We define the sets P
ij

for i 2 [p + 1] and j 2 {0, . . . ,m
i

}
as above. Suppose that, starting in position ⇧

+, in the game on
A(t), B(t0) Spoiler selects the sets P(p+1)0, . . . , P(p+1)mp+1

in the
next m

p+1 + 1 moves. Let Q(p+1)0, . . . , Q(p+1)mp+1
be Duplica-

tor’s answers according to some winning strategy. Let (⇧+
)

0 be
the resulting position of the MSO-game on A(t), B(t0); this is a
1 +

P
q

i=p+2(1 +m
i

)-move winning position for Duplicator.
As the sets P(p+1)0, . . . , P(p+1)mp+1

form a partition of N+(t),
the sets Q(p+1)1, . . . , Q(p+1)mp+1

form a partition of N+(t
0
), be-

cause otherwise Spoiler wins in the next round of the game (this
explains the ’1+’ in the the number of moves of the game). Let
u0 2 N+(t

0
) and j = j(u0

) such that u0 2 Q(p+1)j . Then there is
at least one u 2 P(p+1)j ; otherwise Spoiler wins in the next round
of the game. Let j0 2 [m

p

] such that u 2 P
pj

0 . Then

tp
q�p

(A
u

,, P1 \ U(A
u

), . . . , P
p

\ U(A
u

)) = ✓
pj

0 , (2)
tp

q�p�1(Au

,, P1 \ U(A
u

), . . . , P
p+1 \ U(A

u

)) = ✓(p+1)j .

(3)

Hence the type ✓
pj

0 is the unique “restriction” of ✓(p+1)j , and for
all u00 2 P(p+1)j we have u00 2 P

pj

0 . This implies that u0 2 Q
pj

0 ,
because otherwise Spoiler wins in the next round of the game. It
follows that

tp
q�p

(B
u

0 ,, Q1 \ U(B
u

0
), . . . , Q

p

\ U(B
u

0
)) = ✓

pj

0 . (4)

This implies that there is a Qu

0
(p+1) ✓ U(B

u

0
) with ✓(p+1)j =

tp
q�p�1(Bu

0 ,, Q1 \ U(B
u

0
), . . . , Q

p

\ U(B
u

0
), Qu

0
(p+1)).

We let Q
p+1 := Q(p+1)0 [

S
u

02N+(t0) Q
u

0
(p+1). The new

position is ⇧

0
:= (P

i

, Q
i

)

i2[p+1]. Then (⇧

0
)

+
= (⇧

+
)

0, which
is a 1 +

P
q

i=p+2(1 + m
i

)-move winning position for Duplicator
in the MSO-game on A(t), B(t0). y

The claim implies that tpMSO
q

(A,A

) only depends on the
type of tpMSO

q

0 (A(t), P1, . . . , Pm

). Let ✓ 2 ⇥. To define the
formula b-type

✓

, let ✓01, . . . , ✓0
`

be the list of all types ✓0 2

TPMSO
(⌧, q0,m) such that tpMSO

q

0 (A(t), P1, . . . , Pm

) = ✓0 implies
tpMSO

q

(A,A

) = ✓. Then tpMSO
q

(A,A

) = ✓ if, and only, if
A(t) |=

W
`

i=1

V
 (X1,...,Xm)2✓0i

 (P1, . . . , Pm

).

Note that the vocabulary of the formula b-type in the lemma is
⌧?? and not ⌧?? [ {}. It will be important throughout the proofs
of the lifting theorems to keep track of the vocabularies. The next
lemma is a similar result for a-nodes, but there is one big difference:
the formula a-type we obtain has vocabulary {} and not ⌧??. This
means that, at least a priori, the formula is not order-invariant. For
b-nodes, the formula b-type

✓

does not depend on the order, because
for b-nodes t every compatible linear order  coincides with � on
U(A(t)). The proof of the lemma is a straightforward adaptation of
the proof of the previous lemma.

Lemma 3.5 (Ordered type composition at a-nodes). For every ✓ 2
⇥ there is an MSO[{}]-formula a-type

✓

(X1, . . . , Xm

) such that
for every otxx A, every a-node t 2 V (TA

), and every compatible
linear order  of A, if (P1, . . . , Pm

) is the type partition of N+(t),
then (N+(t),) |= a-type

✓

(P1, . . . , Pm

) iff tpMSO
q

(A
t

,) = ✓.

3.3 Order-Invariant Type Compositions
Recall from Section 2.3 the definition of order-invariant types and
the characterization of order-invariant equivalence that we gave in
Lemma 2.1. We continue to adhere to the assumptions made in the
previous subsections (otxx have segmented tree decompositions of
adhesion at most k, q is sufficiently large, and TPMSO

(⌧?? [ {
}, q) = ⇥ = {✓1, . . . , ✓m}) and use the same notation.

Recall that, since q is sufficiently large and the class of otxxs is
MSO-definable, if A is an otxx and A0 ⌘MSO

q

A then A0 is an otxx.
This implies that if A ⌘<-inv-MSO

q

A0, then all structures appear-
ing in a sequence witnessing this equivalence (cf. Lemma 2.1(3))
are otxxs. The same is true for sub-otxxs. However, it is not clear
that all linear orders appearing in such a witnessing sequence are
compatible. In other words, it is not clear that order invariance on
otxxs coincides with invariance with respect to all compatible or-
ders. For this reason, we need to introduce a finer equivalence re-
lation ⌘

co

, compatible-order equivalence. For two sub-otxx A,A0,
we let A ⌘

co

A0 if there is a sequence A0, . . . , A` of sub-otxxs
and compatible linear orders 

i

,0
i

of A
i

such that A = A0 and
A0

= A
`

and (A
i�1,i�1) ⌘MSO

q

(A
i

,0
i

) for all i 2 [`]. Then
clearly A ⌘

co

A0 implies A ⌘<-inv-MSO
q

A0. The converse holds as
well, because from an arbitrary linear order we can define a com-
patible linear order, but this is not important for us.

Let us call a type ✓ 2 ⇥ realizable if there is a sub-otxx A and
a compatible linear order  of A with tpMSO

q

(A,) = ✓. We call
(A,) a realization of ✓. Two types ✓, ✓0 2 ⇥ are compatible-
order equivalent (we write ✓ ⌘

co

✓0) if there are realizations
(A,) of ✓ and (A0,0

) of ✓0 such that A ⌘
co

A0. Then ⌘
co

is an equivalence relation on the set of realizable types. We denote
the equivalence class of a type ✓ 2 ⇥ by h✓i

co

. Clearly, we have
h✓i

co

✓ h✓i.
Now let A be an otxx and t 2 V (TA

). We call a set ⇥0 ✓ ⇥

compatible at t if there is a compatible linear order  of U(A
t

)

such that ✓ := tpMSO
q

(A
t

,) 2 ⇥

0 and ⇥

0 ✓ h✓i
co

. Note that this
implies that all ✓0 2 ⇥

0 are realizable.
A cover of a set N is a sequence (P1, . . . , Pm

) of subsets of
N such that

S
m

i=1 Pi

= N . For an otxx A and node t 2 V (TA

),
we call a cover (P1, . . . , Pm

) of N+(t) compatible if for all u 2
N+(t) the set {✓

i

| i 2 [m] such that u 2 P
i

} is compatible at u.
Observe that if (P1, . . . , Pm

) is the type partition of N+(t) with
respect to some compatible linear order, then (P1, . . . , Pm

) is a
compatible cover.
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Lemma 3.6 (Order-invariant type composition at b-nodes). For ev-
ery ✓ 2 ⇥ there is an MSO[⌧??]-formula oi-b-type

✓

(X1, . . . , Xm

)

such that for every otxx A, every b-node t 2 V (TA

), and every
compatible cover (P1, . . . , Pm

) of N+(t), the set of all ✓ 2 ⇥ with
A(t) |= oi-b-type

✓

(P1, . . . , Pm

) is compatible at t.

The idea of the proof is that within the structure A(t) we can
quantify over the possible type partitions of the children (they are
just collections of sets) and then apply Lemma 3.4 to each of them
individually.

Proof of Lemma 3.6. Let'(X1, . . . , Xm

, Y1, . . . , Ym

) be an MSO–
formula stating that Y

i

✓ X
i

for all i, that the Y
i

are mutually dis-
joint, and that

S
i

Y
i

=

S
i

X
i

. We let oi-b-type
✓

(X1, . . . , Xm

) :=

9Y1 . . . 9Ym

�
'(X1, . . . , Xm

, Y1, . . . , Ym

)

^ b-type

✓

(Y1, . . . , Ym

)

�
.

Let A be an otxx, t 2 V (TA

) a b-node, and (P1, . . . , Pm

) a
compatible cover of N+(t). Let ⇥t be the set of all ✓ such that
A(t) |= oi-b-type

✓

(P1, . . . , Pm

). We need to prove that ⇥

t is
compatible at t.

For every u 2 N+(t), let ⇥u

:= {✓
i

| i 2 [m] such that u 2
P
i

}. As the cover (P1, . . . , Pm

) is compatible, for all u the set ⇥u

is compatible at u. Thus there is a ✓
u

2 ⇥

u and a compatible linear
order 

u

of A
u

such that ✓
u

= tpMSO
q

(A
u

,
u

) and ⇥

u ✓ h✓
u

i
co

.
Let  be the (unique) compatible linear order of A

t

such that for
all u 2 N+(t), the restriction of  to U(A

u

) is 
u

. For every
i 2 [m], let Q

i

be the set of all u 2 N+(t) such that ✓
u

= ✓
i

.
Then (Q1, . . . , Qm

) is a partition of N+(t) that refines the cover
(P1, . . . , Pm

).
Let ✓

t

:= tpMSO
q

(A
t

,). By Lemma 3.4, we have A(t) |=
b-type

✓

t(Q1, . . . , Qm

), thus, A(t) |= oi-b-type

✓

t(Q1, . . . , Qm

).
Hence ✓

t

2 ⇥

t.
We claim that ⇥t ✓ h✓

t

i
co

. Let ✓ 2 ⇥

t. We first prove that
✓ is realizable. Since we have A(t) |= oi-b-type

✓

(P1, . . . , Pm

),
there is a partition (Q0

1, . . . , Q
0
m

) of N+(t) that refines the cover
(P1, . . . , Pm

) such that

A(t) |= b-type

✓

(Q0
1, . . . , Q

0
m

). (5)

For each u 2 N+(t), let ✓0
u

:= ✓
i

for the unique i such that
u 2 Q0

i

. Then ✓0
u

2 ⇥

u, and thus ✓0
u

is realizable. Let (A0
u

,0
u

) be
a realization of ✓0

u

.
Let A0 be the sub-otxx obtained from A

t

by simultaneously
replacing the sub-otxx A

u

by the sub-otxx A0
u

for all u 2 N+(t)
(see page 5 for a description of the replacement operation). As ✓0

u

2
⇥

u ✓ h✓
u

i
co

✓ h✓
u

i, we have A
u

⌘MSO
q

A0
u

and thus the induced
substructures A[{u} [ �A

(u)] and A0
u

[{u0} [ �A

0
u
(t0)], where u0

is the root of A0
u

, are isomorphic, and the replacement is possible.
(We will use similar arguments about replacements below without
mentioning them explicitly.) Let 0 be the (unique) compatible
linear order of A0 such that for all u 2 N+(t), the restriction of
0 to U(A0

u

) is 0
u

. Note that (A0
(t),0

) = (A(t),), because
the linear orders  and 0 both coincide with �A on U(A(t)).
Thus by (5), A0

(t) |= b-type

✓

(Q0
1, . . . , Q

0
m

), and by Lemma 3.4,
tpMSO

q

(A0,0
) = ✓. Thus ✓ is realizable.

It remains to prove that ✓
t

⌘
co

✓. For each u 2 N+(t), we have
tpMSO

q

(A
u

,
u

) = ✓
u

⌘
co

✓0
u

= tpMSO
q

(A0
u

,0
u

). Thus there is a
sequence A

u0, . . . , Au`

of sub-otxxs and for each i two compatible
linear orders 

ui

,0
ui

of A
ui

such that (A
u0,u0) = (A

u

,
u

)

and (A
u`

,
u`

) = (A0
u

,0
u

) and tpMSO
q

(A
u(i�1),0

u(i�1)) =

tpMSO
q

(A
ui

,
ui

) for all i 2 [`]. As we do not require the A
ui

and
the orders 

ui

,0
ui

to be distinct, we may assume without loss of
generality that the sequences have the same length ` for all u. Let
A

i

be the structure obtained from A
t

by simultaneously replacing

A
u

by A
ui

for all u 2 N+(t). Define linear orders 
i

,0
i

of A
i

from the orders 0
ui

,
ui

and �A in the usual way. The resulting
sequence of structures and orders witnesses ✓

t

= tpMSO
q

(A
t

,
) ⌘

co

tpMSO
q

(A0,0
) = ✓. To prove this, we apply Lemma 3.4

at every step.

Lemma 3.7 (Order-invariant type composition at a-nodes). For ev-
ery ✓ 2 ⇥ there is an CMSO[;]-formula oi-a-type

✓

(X1, . . . , Xm

)

such that for every otxx A, every a-node t 2 V (TA

), and every
compatible cover (P1, . . . , Pm

) of N+(t), the set of all ✓ 2 ⇥ with
(N+(t)) |= oi-a-type

✓

(P1, . . . , Pm

) is compatible at t.

Here (N+(t)) denotes the ;-structure with universe N+(t).
Note that, as opposed to the formula a-type

✓

of Lemma 3.5, the
formula oi-a-type

✓

has an empty vocabulary. Thus, the condition
expressed by this formula no longer depends on the arbitrarily
chosen compatible linear order. The proof (that is omitted from the
proceedings version of the paper) builds on the ideas developed in
the previous proofs and, in addition, crucially depends on the fact
that <-inv-MSO coincides with CMSO on set structures, which only
have monadic relations.

3.4 Proofs of the lifting theorems
Proof of Theorem 3.1. Let C be a class of structures over some vo-
cabulary ⌧ that admit CMSO-definable ordered tree decompositions
and let ' be an <-inv-MSO-formula over ⌧ . We show that there ex-
ists a CMSO-formula  , such that for every structure A from C we
have A |= ' if, and only if, A |=  .

First of all, we turn A into a structure A?? that is isomorphic
to an otx of A. Using the theorem’s precondition, this is possible
by a CMSO-transduction that produces otxs with bounded adhesion.
Using the transformations discussed in Section 3.1, we continue to
turn A? into an otx whose tree decomposition is segmented and,
then, expand it into an otxx A??. Both transductions preserve the
bounded adhesion property. Since A’s relations are still present in
A?? and we can distinguish the elements in A?? that are also in the
original structure A from the elements that are added to A?? by the
transductions, we can rewrite ' to a formula '??, such that for each
A 2 C we have A |= ' if, and only if, A?? |= '??. In particular,
'?? is still an order-invariant MSO-formula.

In order to test whether A?? |= '?? holds, we view '?? as an
MSO[⌧?? [ {}]-formula and test whether (A??,) |= '?? holds
for some total order  over U(A??

) compatible with A??. Using
the terminology developed in Section 3.3, we ask whether '?? is
equivalent to a formula from a realizable type ✓ of A??. Due to the
order-invariance of '??, this is equivalent to asking whether each
realizable type ✓ contains a formula equivalent to '??. In order to
have access to a realizable type of A??, we define a compatible
set of types ⇥

0
r

for the root r by using a CMSO-formula that
implements the following three parts: (1) It existentially guesses
a cover (P1, . . . , Pm

) of all nodes of the tree decomposition that
induces the set of types ⇥

0
t

:= {✓
i

| i 2 [m] with t 2 P
i

}
at each node t of the tree decomposition. (2) It tests whether the
induced set of types for each leaf is compatible. This is possible
since leaves are always b-nodes and the substructures induced by
their bags contain total orderings. (3) It compares the induced set
of types of each inner node t with the set of types that we get by
applying Lemmas 3.6 (in the case of a b-node) or 3.7 (in the case
of an a-nodes) to the cover (P1 \N+(t), . . . , Pm

\N+(t)) of its
children N+(t).

Finally, we test whether '?? is equivalent to a formula from
a type ✓ 2 ⇥

0
r

. Overall, this results in a CMSO-formula  ?? that
is equivalent to '?? on A??. Since '?? on A?? is constructed
to be equivalent to ' on A and CMSO-transductions preserve
CMSO-definability, we know that there exists a CMSO-formula  
on ⌧ that is equivalent to ' on all structures from C.
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Proof of Theorem 3.2. The arguments are the same as in the proof
of Theorem 3.1, except that we need to avoid the use of CMSO-for-
mulas. First of all, this is possible for the initial transduction that
produces the otx A? from A since the theorem only talks about
MSO-definable ordered tree decompositions, not CMSO-definable
ones. Second, we need to avoid the use of CMSO-formulas in
the order-invariant compositions for a-nodes. During the proof
of Lemma 3.7, we translate an <-inv-MSO-formula on colored
sets into an equivalent CMSO-formula. If we start with an <-
inv-FO-formula instead, then we are able to translate it into an
equivalent MSO-formula at this point in the proof. This follows
from the fact that FO has the same expressive power as <-inv-FO
on this class of structures [1]. The resulting proof of Theorem 3.2
produces an MSO-formula instead of a CMSO-formula.

4. Defining Decompositions
During the course of the present section, we use MSO-transductions
to extend graphs with tree decompositions for them. The first
transduction (developed in Section 4.1) is used to prove Theo-
rems 5.5 and 5.6, which apply to graphs of bounded tree width.
The second transduction (reviewed in Section 4.2) is used to prove
Theorems 5.9 and 5.10, which apply to graphs that exclude K3,`

for some ` 2 N as a minor. The present section’s results work
with graphs instead of general structures. Thus, we set ⌧ = {E}
throughout the section where E is the (binary) edge relation sym-
bol.

The structures defined by the transductions are over the vocab-
ulary ⌧+

:= ⌧ [ {V
S

, V
T

, E
T

, R
�

} where V
S

and V
T

are unary,
and E

T

and R
�

are binary. A tree extension (tx for short) of a graph
G = (V,E) is a ⌧+-structure G+ that extends G by a tree decom-
position (T,�) of G. Tree decompositions are encoded as part of
txs just like they are encoded as part of otxs in Section 3, but with-
out including a partial order. The below transductions turn graphs
of a certain kind into tree extensions of a certain kind. In order to
state the results concisely, we use the following terminology: when-
ever we talk about the bags and separators of a tree extension G+,
we refer to the bags and separators, respectively, of the tree decom-
position (T,�) encoded by G+. For a class C of graphs and a class
D of tree extensions, we say that an MSO[⌧, ⌧+

]-transduction ⇤

defines tree extensions from D for graphs from C if the following
holds for every G 2 C: ; ( ⇤[G] ✓ D and every G+ 2 ⇤[G] is
isomorphic to a tree extension of G.

4.1 Defining Decompositions along Clique Separators
A clique separator in a graph G is a set S 2 V (G), such that
G[S] is a clique and there are two vertices v, w 2 V (G) \ S
that are disconnected in G \ S; we say that S separates v and
w. A clique separator S is minimal if there are two vertices v
and w that are separated by S, but not separated by an S0 ( S.
An atom is a graph without clique separators; in particular, atoms
are connected graphs. The present section is devoted to prove the
following lemma.

Lemma 4.1. Let k 2 N. There is an MSO[⌧, ⌧+
]-transduction

⇤twk

that defines tree extensions for graphs of tree width at most
k whose

1. bags induce subgraphs that are atoms, and
2. separators are cliques.

Already the work of Halin [15] implies that every graph G has
a tree decomposition (T,�), such that all subgraphs induced by
the decomposition’s bags and separators are atoms and cliques,
respectively. Moreover, several algorithms for constructing such
tree decompositions are known (see, for example, [23]). The main
challenge in proving Lemma 4.1 lies in finding a approach for

constructing tree decompositions of the above kind that can be
defined in terms of an MSO-transduction for graphs of bounded
tree width. The approach we develop adapts a recently developed
logspace algorithm [11] for constructing tree decomposition of
bounded tree width graphs whose bags induce atoms and separators
induce cliques; we show how this approach can be modified in
order to become MSO-definable.

The tree decompositions that prove Lemma 4.1 are based on
a hierarchical approach that first constructs decompositions along
small clique separators and then refines the decompositions by also
taking larger clique separators into account. Since graphs of tree
width at most k only contain cliques of size at most k + 1, the
application of k + 1 refinement steps turns a given graph of tree
width at most k into a tree decomposition that proves the lemma.
Formally, constructing tree decompositions using clique separators
of a growing size involve working with a refined notion of atoms.
Let c 2 N, which we use as an upper bound on the size of clique
separators we consider. A c-atom is a connected graph that does not
contain clique separators of size at most c.

In order to move from tree decompositions whose bags are c-
atoms to tree decompositions whose bags are (c + 1)-atoms, our
main tool is a graph-theoretic insight proved in [11]. Let G be a
c-atom for some c 2 N. Then the following construction results in
a tree decomposition (T

c+1,�) whose bags induce (c + 1)-atoms
and whose separators are cliques of size at most c + 1: The node
set of T

c+1 consists of all maximal (c + 1)-atoms and all clique
separators of size c + 1 (note that, since G is assumed to be a c-
atom, these clique separators are minimal by definition). We call the
former atom nodes and the latter clique nodes. For an atom node t,
its bag �(t) is the vertex set of the corresponding atom and for a
clique node t, its bag �(t) is the vertex set of the corresponding
clique separator. An edge is inserted between every c-atom G[A]

and minimum clique separator S with S ✓ A. In particular, all
leaves are atom nodes, and atom nodes are only connected to clique
nodes and vice versa.

The main challenge of the proof lies in turning this idea into an
MSO-transduction.

4.2 Defining Decompositions into 3-Connected Components
A graph G is k-connected if |G| > k and G has no separator
S ✓ V (G) of size |S| < k. Courcelle [7] showed that one can use
MSO-transductions to define tree decompositions into 3-connected
components. We formulate this result with respect to the notion of
tree extensions as Fact 4.2.

Fact 4.2. There is an MSO-transduction ⇤3-comp that defines tree
extensions whose torsos (1) are 3-connected, cycles, a single edge,
or a single vertex, and (2) separators have size at most 2 for all
graphs.

The torsos of the tree decomposition produced by Fact 4.2
always induce topological subgraphs; a topological subgraph G0

of a graph G arises by taking a subgraph of G and replacing some
paths with edges. Later we use this insight since whenever a graph
G does not contain a certain graph H as a minor, then this also
holds for each of its topological subgraphs. In our application H
equals K3,` for some ` 2 N.

5. Defining Orderings
In the previous section, we have seen how to define tree decom-
positions along clique separators and discussed how to define tree
decompositions into 3-connected components. In the present sec-
tion we further define total orders for the bags of these decompo-
sitions whenever our graphs have bounded tree width or exclude a
K3,`-minor for some `. The latter covers planar graphs since they
exclude the minor K3,3.
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5.1 Orderings Definable in Monadic Second-Order Logic
Our bag orderings are based on applying the following result of
Blumensath and Courcelle [2]. In order to state it formally, we
introduce some terminology. Let ⌧ be a vocabulary that does not
contain the binary relation symbol . We say that an MSO[⌧, ⌧[{
}]-transduction ⇤ defines orderings on a class C of ⌧ -structures
if the following holds for every A 2 C: ⇤(A) 6= ; and every
B 2 ⇤(A) is an expansion of A with a binary relation B that
is a linear order of U(B). A class C of graphs has the bounded
separability property if there is a function s : N ! N, such that
for all graphs G 2 C and vertex sets S ✓ V (G), the number
of components of G \ S is bounded by f(|S|). The results of
[2] are stated in terms of guarded second-order logic (GSO-logic)
on graphs, which is defined by taking MSO-logic and extend it
with the ability to quantify over subsets of a graph’s edges. In
our case, we can still work with MSO-logic since, in particular,
GSO-logic collapses to MSO-logic on every class of graphs that
excludes a minor [8]. Consequently, combining [2] and [8] implies
the following fact.

Fact 5.1. Let C be a class of graphs with bounded separability
that excludes K

`,`

as a minor for some ` 2 N. There is an MSO-
transduction ⇤ORDER-SEP that defines total orderings on C.

5.2 Defining Orderings in the Bounded Tree Width Case
In general, it is not possible to totally order atoms of bounded tree
width in MSO or, even, CMSO. An example being a graph made up
by n cycles of length n each connected to two universal vertices
u1 and u2, but without an edge between u1 and u2. Graphs of this
kind have bounded tree width and are atoms, but CMSO is not able
to define a total ordering on the graph’s vertices. In the following
we show how to preprocess given graphs, such that the resulting
atoms cannot be of the above kind. In particular, the preprocessing
ensures that the two universal vertices in the above example have
an edge between them and, thus, the considered graph is no longer
an atom.

Given a graph G, its improved version G0 is the graph with
vertex set V (G0

) := V (G) and (v, w) 2 E(G0
) holds for every

two distinct vertices v, w 2 V (G0
) if, and only if, (v, w) 2 E(G)

or there are tw(G)+1 internally disjoint paths between v and w in
G. Computing the improved version of a graph is commonly part of
algorithms that construct tree decompositions [18]. Pairs of vertices
with tw(G) + 1 internally-disjoint paths between them always lie
in a common bag in every tree decomposition. Thus, connecting
pairs with this property with an edge does not change the tree
decompositions of the graph and, moreover, it simplifies the task
of constructing tree decompositions by producing a graph that is
closer to embeddings into k-trees for k = tw(G) than the original
graph. The MSO-transduction of the below proposition is based on
defining a constant number, k+1, of disjoint paths between pairs of
vertices of the graph. This can be done by using k+1 set variables
where each set colors the vertices of a single path that does not
share vertices with other paths.

Proposition 5.2. Let k 2 N. There is an MSO-transduction
⇤IMPROVE that defines the improved version for every graph of tree
width at most k.

Since MSO-transductions are closed under composition, we con-
tinue to work with the improved version of the graph instead of the
original input graph.

The main reason behind the non-definability of total orderings
in the above example lies in the fact that there is an unbounded
number of subgraphs connected to each other via a small separator.
This is not possible if we look at the bags of decomposed improved
graphs.

Lemma 5.3. Let C be a class of graphs of bounded tree width
that are improved and atoms. Then C has the bounded separability
property.

Proof. Let G 2 C and k := tw(G). Let S ✓ V (G), and let
G1, . . . , Gn

be the components of G \ S. We shall prove that
n 

�|S|
2

�
· k + 1 holds.

Without loss of generality we assume that n � 2. For every
i 2 [n], let S

i

be the set of neighbors of G
i

in S. As G is an
atom, S

i

is not a clique in G. Thus there are u, v 2 S
i

such that
{u, v} /2 E(G). Since G is improved, we have u, v 2 S

i

for at
most k indices i 2 [n]. As there are

�|S|
2

�
pairs {u, v} ✓ S, this

implies n 
�|S|

2

�
k and, thus, the above inequality holds.

We get the following from combining Lemma 5.3 with Fact 5.1.

Corollary 5.4. Let C be a class of graphs of bounded tree
width that are improved and atoms. There is an MSO-transduction
⇤ORDER-TW that defines a total ordering for every G 2 C.

Using the definable decompositions from the previous section
and the just developed definable orderings, we can prove the results
about bounded tree width and <-inv-MSO as well as <-inv-FO.

Theorem 5.5. Let C be a class of graphs with bounded tree width.
Then <-inv-MSO = CMSO on C.

Proof. We show that C admits MSO-definable (hence CMSO-de-
finable) ordered tree decompositions of bounded adhesion. This
proves the theorem by applying Theorem 3.1, the lifting theorem
for <-inv-MSO. Let k be a tree width bound for the graphs from C.
Instead of directly working with the structure A, we work with its
Gaifman graph G0

= G(A), which has the same tree decomposi-
tions and is MSO-definable in A. We start to define the improved
version G0 in G using the MSO-transduction ⇤IMPROVE from Propo-
sition 5.2. Next, we apply the transduction ⇤ of Lemma 4.1 to G0,
which defines a tree extension G+. The bags of the tree decomposi-
tion underlying the tree extension induce subgraphs that are atoms,
and all adhesion sets are cliques. Since G and, hence, also G0 has
tree width k and graphs of tree width at most k only contain cliques
of size at most k + 1, this implies a bounded adhesion (the adhe-
sion is bounded by k + 1). In order to obtain an otx, we need to
add total orderings for each bag. The bags of the tree decompo-
sition obtained so far induce atoms and, since G0 is an improved
graph, these atoms are improved, too. That means, we can now use
the transduction ⇤ORDER-TW from Corollary 5.4 to obtain a total or-
dering for a given bag. In order to define orderings for all bags at
the same time, we utilize the decomposition’s bounded adhesion
in the following way. Transduction ⇤ORDER-TW orders a single bag
by using a collection of set parameters, which are vertex colorings
from which we can define the ordering. If we now want to order
different neighboring bags at the same time, these vertex colorings
might interfere in a way that makes it impossible to reconstruct an
ordering.

We can do the following: as our (improved) graph has tree width
at most k, it has coloring number at most k+1, and thus we can first
guess a proper (k+1)-coloring where no two adjacent vertices have
the same color. In particular, this implies that for each adhesion set
S that occurs, all elements of S have different colors, because they
are cliques. This gives us a way to simultaneously get a linear order
of all adhesion sets by just fixing an order on the (k+1) colors. Let
us call the (k + 1)-colors we used this way our adhesion colors.

Now we guess a collection of colors that we would like to use
to order the bags at the atom nodes. (The bags at clique nodes are
just adhesion sets and thus already ordered by the adhesion colors.)
We globally guess a suitable collection of colors. Let us call them
bag colors. Within each bag B of the tree, we ignore the colors
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in the adhesion (upward) adhesion set S and instead consider all
extensions of the coloring of the remaining nodes that lead to a
linear order of the bag. There is only a bounded number of such
extensions, and as the adhesion set S is linearly ordered, we can
use the lexicographically smallest of these extensions to define the
order.

Theorem 5.6. Let C be a class of graphs with bounded tree width.
Then <-inv-FO ✓ MSO on C.

Proof. We use the proof of Theorem 5.5, but apply Theorem 3.2,
the lifting theorem for <-inv-FO, instead of Theorem 3.1, the lifting
theorem for <-inv-MSO.

5.3 Defining Orderings in the K3,`-Minor-Free Case
Like in the previous section, we want to apply Fact 5.1 to define
total orderings, but this time use it for graphs that are 3-connected
and do not contain K3,` as a minor for some ` 2 N.

Lemma 5.7. Let C be a class of 3-connected graphs that exclude a
K3,`-minor for some ` 2 N. Then C has the bounded separability
property.

Proof. Let G be a 3-connected graph that does not contain K3,`

for some ` 2 N as a minor and S ✓ V (G) with k = |S|. Now let
G1, . . . , Gn

be the components of G\S. If k  2, then n  1 since
G is 3-connected. If k � 3, 3-connectedness implies that every
component is connected to at least 3 vertices in S. For the sake of
contradiction, assume n � `

�
k

3

�
. Then there exists a subset T of S

with T = 3 that is connected to at least ` components. By deleting
everything except T and these components as well as contracting
the components we produce the minor K3,`. Since this is not
possible, we have n < `

�
k

3

�
and hence bounded separability.

Corollary 5.8. Let C be a class of 3-connected graphs that exclude
a K3,`-minor for some ` 2 N. There is an MSO-transduction
⇤ORDER-MINOR that defines a total ordering for every G 2 C.

Combining the decompositions from the previous section with
the ordering from Corollary 5.8, the proofs of Theorems 5.9 and
5.10 are similar to the proofs of Theorems 5.5 and 5.6, respectively.

Theorem 5.9. Let C be a class of graphs that exclude K3,` as a
minor for some ` 2 N. Then <-inv-MSO = CMSO on C.

Theorem 5.10. Let C be a class of graphs that exclude K3,` as a
minor for some ` 2 N. Then <-inv-FO ✓ MSO on C.

6. Conclusions
We proved two lifting definability theorems, which show that if
a class C of structures admits MSO-definable ordered tree exten-
sions, then <-inv-MSO = CMSO and <-inv-FO ✓ MSO on C. Us-
ing the lifting theorems in conjunction with definable tree decom-
positions and definable bag orderings, we were able to show that
<-inv-MSO = CMSO and <-inv-FO ✓ MSO hold for every class
of graphs (and structures) of bounded tree width and every class
of graphs (and structures) that exclude K3,` for some ` 2 N as a
minor. The latter covers planar graphs.

Seeing the wide range of applications of the lifting theorems,
it seems promising to apply or extend them in order to handle
every graph class defined by excluding minors in future works.
Moreover, an interesting question is whether the <-inv-FO ✓ MSO
in Theorem 3.2 can be turned into an equality; possibly by using a
logic more restrictive than MSO.
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Definability equals recognizability
for graphs of bounded treewidth ⇤
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Abstract
We prove a conjecture of Courcelle, which states that a graph
property is definable in MSO with modular counting predicates
on graphs of constant treewidth if, and only if it is recognizable in
the following sense: constant-width tree decompositions of graphs
satisfying the property can be recognized by tree automata. While
the forward implication is a classic fact known as Courcelle’s
theorem, the converse direction remained open.

Categories and Subject Descriptors F.4 [Theory of Computation]:
Mathematical Logic and Formal Languages

Keywords treewidth, tree decomposition, Monadic Second-Order
Logic, recognizability, Simon’s factorization forest

1. Introduction
Classical results of Büchi, Trakhtenbrot and Elgot say that for finite
words, languages recognised by finite automata are exactly those
definable in Monadic Second-Order logic MSO. Courcelle’s theo-
rem shows the right-to-left inclusion holds for graphs of bounded
treewidth: if a property of graphs can be defined in MSO with quan-
tification over edge subsets and modular counting predicates —
henceforth called counting MSO on graphs — then for every k there
is a tree automaton recognising tree decompositions of width k of
graphs satisfying the property. A corollary is that model checking
counting MSO on graphs of constant treewidth can be done in linear
time, which is one of the foundational results in parameterized com-
plexity. For more details, we refer the reader to the monograph of
Courcelle and Engelfriet [7] devoted to MSO on graphs.

Courcelle’s theorem, stated as above, generalizes only one
direction of the equivalence between MSO and automata. The
converse question is whether one can use counting MSO to define any
property of graphs that is recognizable for constant treewidth, where
recognizability is defined by, say, the finiteness of the index of an
appropriate Myhill-Nerode relation. In the case of words (or trees),
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this is the ‘easy’ direction: a formula of MSO can guess an accepting
run of an automaton, by labelling nodes with states. Surprisingly,
the generalization of this implication to graphs of constant treewidth
remained open for the last 25 years.

This problem, known as the Courcelle’s conjecture, was initially
formulated by Courcelle in the very first paper of his monumental
series The monadic second-order logic of graphs [4]. The fifth paper
of the series [5] is entirely devoted to its investigation and contains a
proof for graphs of treewidth 2. Since then, the conjecture has been
confirmed for graphs of treewidth 3 [12], for k-connected graphs of
treewidth k [12], for graphs of constant treewidth and chordality [1],
and for k-outerplanar graphs [10]. There were also two claims of a
significant progress on the general case. First, Kabanets [11] claimed
a proof for graphs of bounded pathwidth, and then a resolution of
the full conjecture was claimed by Lapoire [14]. Unfortunately, both
these works are published only as extended conference abstracts,
and no verified journal version has appeared. The proofs of Kabanets
and Lapoire are widely regarded as unsatisfactory; cf. [1, 7, 8, 10].
In particular, the problem is stated as open both in the monograph
of Courcelle and Engelfriet [7] and of Downey and Fellows [8].

The issue at the heart of Courcelle’s conjecture is that an MSO
formula is applied to the graph alone, without access to any pre-
defined tree decomposition. Hence, one cannot simply guess a run
of a tree automaton, because there is no tree. As Courcelle puts it
in [5], It is not clear at all how an automaton should traverse a
graph. A “general” graph has no evident structure, whereas a word
or a tree is (roughly speaking) its own algebraic structure. Hence,
the natural approach to proving the conjecture is to find, using MSO
and the graph structure only, some tree decomposition of bounded
width. This strategy, proposed by Courcelle [5], was used in all the
previous work on Courcelle’s conjecture. We also use this strategy.

Our main result is that there exists an MSO transduction that,
given a graph of treewidth k encoded as a relational structure,
outputs an encoding of a tree decomposition of width f(k), for
some function f . Informally speaking, an MSO transduction guesses
existentially a number of vertex and edge subsets, and based on them
defines a tree decomposition. Different guesses may lead to different
decompositions, but provided the input graph has treewidth at most
k, the output for at least one guess will be a tree decomposition of
width bounded by f(k). The precise statement is in Section 2.2.

Acknowledgment. We would like to thank Christoph Dittmann
and Stephan Kreutzer for many helpful discussions.

2. Overview
The main technical result of this paper, stated in Theorem 2.4, is
that using MSO one can compute a tree decomposition of a graph.
This section describes the proof plan. We explain what it means to
compute something in MSO, and divide Theorem 2.4 into lemmas.
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2.1 Tree decompositions
In this section we define tree decompositions and show how we
represent them for the purposes of MSO. Similar formalisms were
used in the previous works, cf. [5, 10, 12], but we choose to introduce
our own language for the sake of being self-contained.

Logical terminology. Define a vocabulary to be a set of relation
names with associated arities (we do not use functions or constants).
A logical structure over a vocabulary consists of a universe supplied
with interpretations of relations in the vocabulary. We use logical
structures to model things like graphs and tree decompositions.

Graphs as logical structures. We model (undirected) graphs as
logical structures, where the universe consists of both vertices
and edges, and there is a binary incidence relation incident(v, e)
which says when a vertex v is incident with an edge e. The
edges can be recovered as those elements of the universe that are
second arguments of the incidence relation, and the vertices can be
recovered as those elements of the universe that are not edges. We
do not allow multiple edges connecting the same pair of vertices,
i.e., all graphs considered in this work are simple, unless explicitly
stated. We choose this encoding so that set quantification in MSO
can capture sets of edges as well.

Tree decompositions. We begin by defining tree decompositions.
Define an in-forest to be an acyclic directed graph where every node
has outdegree at most one. We use the usual tree terminology: root,
parent, and child. Every connected component of an in-forest is a
tree with exactly one root (vertex of outdegree zero).

Definition 2.1. A tree decomposition of a graph G is an in-forest t
whose vertices called nodes, and a labelling of the nodes by sets of
vertices in G, called bags, subject to the following conditions:
• for every edge e of G, some bag contains both endpoints of e;
• for every vertex v of G, the set of nodes in t that are labelled by

bags containing v is nonempty and connected in t.

Note two minor changes with respect to the classic definition:
tree decompositions are rooted, and we allow them to be forests,
instead of just trees. Both changes are for convenience only and
bear no significance for our results. We write x, y, z for nodes and
u, v, w for vertices. Below we introduce some terminology for tree
decompositions, inspired by Grohe and Marx [9].

Definition 2.2. Let x be a node in a tree decomposition t. The
adhesion of x is the intersection of the bags of x and its parent; if x
is a root the adhesion is empty. The margin of x is its bag minus its
adhesion. The cone of x is the union of the bags of the descendants
of x, including x. The component of x is its cone minus its adhesion.
If the decomposition t is not clear from the context, we write t-cone,
t-adhesion, etc.

Note that the margins of the nodes of a tree decomposition form
a partition of the vertex set of the underlying graph.

A path decomposition is the special case when the forest is a set
of paths. The width of a tree or path decomposition is the maximum
size of its bags, minus 1. The treewidth of a graph is the minimum
possible width of its tree decomposition, likewise for pathwidth.
The treewidth and pathwidth of a graph G are denoted by tw(G)

and pw(G), respectively.

Tree decompositions as logical structures. A tree decomposition
is represented as a logical structure as follows. The universe of the
logical structure consists of the vertices and edges of the underlying
graph, plus the nodes of the tree decomposition. The vocabulary,
which we call the vocabulary of tree decompositions, consists of:

node|{z}
a unary predicate

incident bag parent| {z }
binary predicates

The predicate incident describes the incidence relation in the under-
lying graph. The predicate node(x) says that x is a decomposition
node, bag(v, x) says that vertex v is in the bag of node x, and
parent(x, y) says that node x is the parent of node y.

MSO interpretations. We now define what it means to produce a
tree decomposition (or some other structure) using MSO. We do this
by using three types of basic operations on logical structures defined
below, called copying, coloring, and interpreting. All three types
describe binary relations on logical structures: copying is a function,
coloring is a relation, and interpreting is a partial function.

1. Copying. Define the k-copy of a logical structure A to be k
disjoint copies of A, with the following fresh predicates added
to the vocabulary:

copy(a, b) , layer1(a) , . . . , layerk(a).

The binary predicate copy checks whether two elements are
copies of the same element of the original structure, whereas the
unary predicate layer

i

checks whether an element belongs to the
i-th copy (called also the i-th layer).

2. Coloring. Define an k-coloring of a structure A to be any
structure obtained from A by adding new unary predicates
X1, . . . , Xk

to the vocabulary and interpreting them as any
subsets of the universe.

3. Interpreting. The syntax of an interpretation consists of an input
vocabulary ⌃, an output vocabulary � and a family of MSO
formulas

{'
dom

,'
univ

} [ {'
R

}
R2�,

over the input vocabulary ⌃. The formula '
dom

has no free
variables, the formula '

univ

has one free variable, and each
formula '

R

has as many free variables as the arity of R. The free
variables in all of these formulas range over elements, not sets of
elements. If A is a logical structure over the input vocabulary ⌃

that satisfies '
dom

, we define the output logical structure, which
is over the output vocabulary �, as follows. The universe is the
universe of A restricted to elements satisfying '

univ

and each
relation R of the output vocabulary is interpreted as those tuples
in the universe which make '

R

true. If '
dom

is not satisfied in
A, then the output of the interpretation is undefined.

Definition 2.3. An MSO transduction is a finite composition of
the three types of operation defined above (treated as relations be-
tween logical structures), together with prescribed input and output
vocabularies. If coloring is not used, we talk about a deterministic
MSO transduction. If I is an MSO transduction, and A is a structure
over the input vocabulary, then by I(A) we denote the output of I,
defined as the set of all structures over the output vocabulary that
are in relation defined by I with A.

The definition above is equivalent to the one in [6]; this equiva-
lence follows from [6, Theorem 1.39]. The crucial property of MSO
transductions is the Backwards Translation Theorem [6, Theorem
1.40], which says that if I a MSO transduction and  is an MSO
sentence over the output vocabulary, then

{A : at least on structure in I(A) satisfies  }
is a set of structures over the input vocabulary that is definable in
MSO. Using this result, we may apply MSO transductions to enrich
the input structure with MSO-definable objects, and any property
that can be defined in MSO afterwards, can be also defined directly
in the input structure.

2.2 The main result
We are now ready to state our main technical result, which says that
an MSO transduction can compute tree decompositions for graphs
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of bounded treewidth. We use the name transduction from graphs
to tree decompositions if the input vocabulary is the vocabulary of
graphs {incident(x, y)} and the output vocabulary is the vocabulary
of tree decompositions defined previously.

Theorem 2.4. There is a function f : N ! N such that for every
k 2 N there exists an MSO transduction I from graphs to tree
decompositions, such that every graph G satisfies:

(1) Every output I(G) represents a tree decomposition of G of
width at most f(k).

(2) If G has treewidth at most k, then the output I(G) is nonempty.

We actually believe that a stronger variant of the above theorem
holds, with f being the identity. In other words, we believe that
there is an MSO transduction which inputs a graph of treewidth k,
and produces a tree decomposition of width k. In order to prove
the stronger version, it would be sufficient to show that for every
k  k0, there is an MSO transduction which realizes the following
task: given a tree decomposition of width k0, produce, if possible,
a tree decomposition of width k for the same graph. Our idea for a
proof of this statement is to take a closer look at the algorithm of
Bodlaender and Kloks [2] that solves exactly this task, and try to
simulate it using a deterministic MSO transduction. We expand this
topic in the concluding section of the full version of the paper.

The proof of Theorem 2.4 consists of two steps, described below.

The special case of bounded pathwidth. The first step is to prove
a weaker variant of the theorem. This variant has exactly the
same statement, except that in condition (2) the assumptions are
strengthened to requiring that the pathwidth of the graph is at most k.
This weaker variant, Lemma 2.5 below, is proved in Section 4.

Lemma 2.5. There is a function f : N ! N such that for every
k 2 N there exists an MSO transduction I from graphs to tree
decompositions, such that every graph G satisfies:

(1) Every output I(G) represents a tree decomposition of G of
width at most f(k).

(2) If G has pathwidth at most k, then the output I(G) is nonempty.

There are two crucial ingredients in the proof of Lemma 2.5.
The first ingredient is that for path decompositions, we can use

semigroup theory. Specifically, we use Factorisation Forest Theorem
of Imre Simon [15]. The application of this result is the cornerstone
of our approach, and it enables us to recursively decompose any
graph of pathwidth k into constant-size pieces using only f(k) levels
of recursion — a number that depends on k alone, and not on the
size of the graph. Lemma 2.5 then follows by verifying that each
level incurs a fixed blow-up of the width of tree decompositions that
we are able to describe in MSO.

The second ingredient is the definition of a guidance system,
which is a combinatorial object used to describe additional struc-
ture in a graph, e.g., a tree decomposition, in a way that can be
guessed by an MSO transduction. Guidance systems are introduced
in Section 3, and are used throughout the whole paper to describe
“MSO-guessable” tree decompositions.

Tree decompositions with bags of bounded pathwidth. In the
second step, presented in Section 5, we show that there is an MSO
transduction which inputs a graph of treewidth at most k, and
outputs a tree decomposition of the graph where the bags are maybe
arbitrarily large, but have pathwidth bounded by 2k + 1, in the
following sense. For a node x in a tree decomposition t, define its
marginal graph to be subgraph of the underlying graph induced
by the margin of x, with edge uv added for every pair of vertices
{u, v} that appear together in the adhesion of some child node of x.

Lemma 2.6. For every k 2 N, there exists an MSO transduction B
from graphs to tree decompositions such that for every graph G the
following holds:

(1) Every output B(G) represents a sane tree decomposition of G.
(2) If G has treewidth at most k, then B(G) contains at least one

tree decomposition where all marginal graphs have pathwidth
at most 2k + 1.

In Lemma 2.6 we use a technical notion of a sane tree decompo-
sition, which is defined below.

Definition 2.7. A tree decomposition t of a graph G is called sane
if the following conditions are satisfied for every node x:

(a) the margin of x is nonempty;
(b) the subgraphs induced in G by the cone of x and by the

component of x are connected;
(c) every vertex of the adhesion of x has a neighbor in the compo-

nent of x.

Intuitively, saneness means that the decomposition respects the
connectivity of subgraphs corresponding to its subtrees. Indeed, it
is straightforward to see from the definition, that all the marginal
graphs of a sane decomposition are nonempty and connected. A
similar notion of internal connectivity was used by Lapoire [14].
The following lemma, which may be considered folklore, shows
that any tree decomposition can be sanitized. The lemma is colored
red because its proof is deferred to the full version, we use this
convention throughout this extended abstract.

Lemma 2.8. Suppose t is a tree decomposition of a graph G. Then
there exists a sane tree decomposition s of G where every bag in
s is a subset of some bag in t. In particular, if tw(G)  k, then G
admits a sane tree decomposition of width at most k.

Proof of Theorem 2.4. The proof of Theorem 2.4 is a combination
of Lemmas 2.5 and 2.6. This requires some technical care, but does
not involve any substantially new ideas; a complete proof is in the
full version of the paper.

2.3 Courcelle’s conjecture
In this section we use Theorem 2.4 to prove the conjecture of
Courcelle mentioned in the introduction. We use a syntax slightly
different than Courcelle.

Definition 2.9. Define an interface graph to consist of an arity
k 2 N, an underlying graph G called the underlying graph and
an interface mapping, which is an injective partial function from
{1, 2, . . . , k} to vertices of the underlying graph. If image of
i 2 {1, 2, . . . , k} under the interface mapping is defined, it is called
the i-th interface vertex. Then i is the name of this interface vertex.

Interface graphs of arity k are called k-interface graphs. If G and
H are k-interface graphs, then their gluing G�H is the k-interface
graph defined as follows. The underlying graph is the disjoint union
of the two underlying graphs, with the interface vertices having
the same names in G and H being fused. In other words, for any
name i 2 {1, 2, . . . , k} that is used both in G and in H (i.e. is in
the intersection of the domains of the interface mappings), we fuse
the corresponding i-th interface vertices in G� H. If this process
creates any parallel edges, we remove the duplicates. The names of
the interface vertices in G � H are inherited from the arguments.
We illustrate this definition with the following example:
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In Courcelle’s syntax from [5], the gluing essentially corresponds
to substituting H for the hyperedge consisting of the interface
vertices inside G.

Recognisability. Let ⇧ be a property of graphs. We say that two
k-interface graphs G1 and G2 are ⇧-equivalent if

G1 �H satisfies ⇧ iff G2 �H satisfies ⇧.

holds for every k-interface graph H. This is an equivalence relation
on k-interface graphs. If there are finitely many equivalence classes,
then we say that ⇧ is k-recognisable. Finally, we say that ⇧ is
recognisable if it is k-recognisable for every k. This is equivalent to
Definition 1.12 in [5].

Courcelle’s conjecture. In what follows, we consider the logic
counting MSO which is the extension of MSO on graphs by predicates
of the form “the size of set X is divisible by m” for every constant m.
The following result was stated as Conjecture 1 in [5].

Theorem 2.10. If a property of graphs that have treewidth bounded
by a constant is recognisable, then it is definable in counting MSO.

As mentioned in the introduction, the converse implication
was proved by Courcelle in [4]. In his later work [5], Courcelle
proposed the following approach to proving Theorem 2.10. Call
a property of graphs ⇧ strongly context-free if (informally), given
any graph G from ⇧, some constant-width decomposition of G can
be nondeterministically defined in MSO. If we prove that the class
of graphs of treewidth k is strongly context-free (which is stated
as Conjecture 2 in [4]), then Theorem 2.10 would follow from the
following lemma.

Lemma 2.11. Let k 2 N and let ⇧ be a k-recognisable property of
graphs. There is a formula of counting MSO over the vocabulary of
tree decompositions which is true in exactly those structures which
represent a tree decomposition of width k where the underlying
graph satisfies ⇧.

Lemma 2.11 is essentially proved in [5] (cf. Theorem 4.8
therein); for completeness we give a proof adjusted to our notation
in the full version of the paper. The statement that the class of graphs
of treewidth at most k is strongly context-free is, up to insignificant
differences in definitions, equivalent to our Theorem 2.4. Hence, we
can complete the proof of Theorem 2.10 as Courcelle suggested.

Proof of Theorem 2.10. Let ⇧ be a property of graphs of treewidth
at most k. Apply Theorem 2.4 to k, yielding an MSO transduction,
which maps graphs of treewidth at most k to tree decompositions
of width at most f(k). Apply Lemma 2.11 to f(k) and the property
⇧, yielding a formula of counting MSO which tests ⇧ on tree
decompositions of width at most f(k). The result follows by using
the Backwards Translation Theorem.

We believe that a stronger statement holds, namely: if ⇧ is a
property of graphs of treewidth k, then already being k-recognisable
implies definability in counting MSO. This claim would follow from
the stronger version of Theorem 2.4 described after its statement.

3. Guidance systems
In this section, we introduce guidance systems. The definition is a
variant of the guidance systems defined in [3]. Guidance systems

are used in the proofs of Lemmas 2.5 and 2.6, which are found in
Sections 4 and 5.

Definition 3.1. A guidance system ⇤ over a graph G is a family of
in-trees (i.e. connected in-forests), where each in-tree is obtained by
orienting the edges of some subgraph of G. For a vertex u, define

⇤(u) = {v : some tree from ⇤ contains u and has root v}.

A coloring of a guidance system is an assignment of trees to colors
so that trees with the same color have disjoint vertex sets.

Example 3.2. Let G be an undirected cycle of length six, with
vertices called {0, 1, . . . , 5}, and edges being neighbor modulo 6.
Consider the following guidance system

⇤ = {u ! u+ 1 ! u+ 2 : u 2 {0, . . . , 5}}

where addition is modulo 6. This guidance system is 3-colorable:

color 1

color 2

color 3

1

2

3

4

5

0

For this guidance system,

⇤(u) = {u, u+ 1, u+ 2 mod 6} for u 2 {0, . . . , 6}.

Guidance system are used to recognize sets of vertices in a graph,
in the sense defined below.

Definition 3.3. Let G be a graph. A set of vertices X is said to be
captured by a vertex u in a guidance system ⇤ if X ✓ ⇤(u) holds.
A family of sets of vertices is said to be captured by ⇤ if each set is
captured by some vertex.

From adhesions to a tree decomposition. In Lemma 3.4 below,
we show that in order to produce a sane tree decomposition with
an MSO interpretation, it suffices to capture all its adhesions with
a bounded number of colors. Note that in the lemma below we
do not restrict the sizes of bags in the tree decompositions; e.g., a
decomposition with all vertices in one bag has no adhesions and
therefore falls into the scope of the lemma.

Lemma 3.4. For every k 2 N there is an MSO transduction from
graphs to tree decompositions which maps every graph G to all
sane tree decompositions of G whose family of adhesions can be
captured by a k-colorable guidance system over G.

The proof of Lemma 3.4 is actually quite non-trivial. We use
the connectivity conditions given by saneness in order to be able to
guess the bags of a sane tree decomposition. Also, instead of the
original graph, we need to work with the graph obtained by turning
all adhesions into cliques. This structure can be constructed by an
MSO transduction which guesses a guidance system that captures
all the adhesions. The fact that the guidance system can be colored
using few colors is necessary for it to be guessable in MSO.

Stability under small modifications. In Lemma 3.5 below, we
show that the number of colors needed to capture a family of sets by
a guidance system is stable under removing or adding vertices. If G
is a graph, we write G� u for the subgraph induced by removing u
from the vertices.

Lemma 3.5. Let G be a graph, let X be a family of subsets of
vertices, and let u be a vertex.

410



(1) If every set in X is contained in some connected component of
G and

X � u
def
= {X � {u} : X 2 X}

is captured by a k-colorable guidance system over G, then X is
captured by a (k + 1)-colorable guidance system over G.

(2) If every set from X is contained in some connected component
of G� u and X is captured by a k-colorable guidance system
over G, then X is captured by a 2k-colorable guidance system
over G� u.

4. Graphs of bounded pathwidth
In this section we prove Lemma 2.5, which says that an MSO
transduction can transform a graph of bounded pathwidth into a tree
decomposition. Our proof relies on the guidance systems defined in
the previous section. We first outline the plan. In Section 4.1, we
define a graph parameter called guided treewidth. In Section 4.2 we
show that bounded pathwidth implies bounded guided treewidth. A
combination of this result with the fact that guidance system can be
expressed in MSO (Lemma 3.4) yields Lemma 2.5.

4.1 Guided treewidth
The following definition can be seen as a new graph parameter.

Definition 4.1. Define the guided treewidth of a graph G, denoted
by gtw(G), to be the smallest k such that there exists a tree
decomposition of G where all bags are captured by some k-colorable
guidance system over G.

Note that if a bag is captured by a k-colorable guidance system,
then it has size at most k. Hence, the guided treewidth of a graph is
an upper bound on its treewidth. Since adhesions are contained in
bags, tree decompositions whose bags are captured by a k-colorable
guidance system fall into the scope of Lemma 3.4, and can be
produced by an MSO transduction.

The goal of this section is to show that bounded pathwidth
implies bounded guided treewidth, and therefore, by the above
discussion, tree decompositions of graphs of bounded pathwidth can
be produced by an MSO transduction. To illustrate guided treewidth,
we show an example where a poorly chosen tree decomposition
needs a large number of colors to be captured.

Example 4.2. Consider a cycle with vertices {1, . . . , 2n}. For this
cycle, consider a path decomposition with n � 1 bags, where the
i-th bag contains vertices i, i+1, 2n� i, and 2n� i+1. A picture
for n = 5 is in the left panel of the figure below:

bag 1

bag 2

bag 3

bag 4

10 1

9 2

8 3

7 4

6 5

1

2

3

4

5

6

7

8

9

10

bag 1

bag 2

bag 3

bag 4

bag 6

bag 7

bag 8

bag 9

bag 5

The path decomposition above has suboptimal width, but could be
made optimal by adding a clique of size 4 to the graph. It is easy to
see that any guidance system capturing this decomposition requires
a number of colors that is linear in n, because such a guidance

system has to contain a set of trees of linear size that all share one
of the arcs (v1, v2n), (v2n, v1), (vn, vn+1), or (v

n+1, vn).
To fix the problem we use a different path decomposition, with

2n � 2 bags, such that the u-th bag contains {1, u, u + 1}. This
decomposition is depicted in the right panel of the figure above. To
capture its bags, we use a 3-colorable guidance system colorable.
The first color is used to describe a directed path

2 ! 3 ! · · · ! 2n ! 1.

The remaining two colors are used alternately to connect each vertex
with its successor, similarly as in Example 3.2. Concluding, each
cycle admits a tree (even path) decomposition that can be captured
by a 3-colorable guidance system.

In the next section, we strengthen the result from the above
example, and show that bounded pathwidth implies bounded guided
treewidth. Before passing to the next section, we show that guided
treewidth is robust with respect to graph operations like disjoint
union (denoted ]) or adding/removing a single vertex. The proof is
a simple application of Lemma 3.5.

Lemma 4.3. Let G,G0 be graphs and let u be a vertex in G. Then

gtw(G ]G0
) = max(gtw(G), gtw(G0

)) (1)
gtw(G)  gtw(G� u) + 1 (2)

gtw(G� u)  2 · gtw(G) (3)

4.2 Guided treewidth is bounded by pathwidth
We now state and prove the main result of Section 4, which is that
bounded pathwidth implies bounded guided treewidth.

Lemma 4.4. There exists a function f(k) 2 2

2O(k2)
such that

gtw(G)  f(pw(G)) for every graph G.

Note the asymmetry in the lemma: we assume bounded path-
width, but produce a tree decomposition. It can be easily seen that
Lemma 2.5 follows by combining Lemma 4.4 with Lemmas 2.8
and 3.4. A full argument is in the full version of the paper.

The rest of Section 4 is devoted to proving Lemma 4.4. In
Section 4.2.1 we define bi-interface graphs, which give an alternative
algebraic definition of pathwidth. Then, in Section 4.2.2, we use the
Factorization Forest Theorem to prove Lemma 4.4.

4.2.1 Bi-interface graphs
Recall the interface graphs as defined in Section 2.3. In our approach
to pathwidth, we use such an enriched version of this definition,
where a graph is supplied with two sets of interfaces: left and right.
Here is the formal definition.

Definition 4.5. A bi-interface graph consists of an arity k 2 N, an
underlying graph G, and two partial injective functions left, right
from {1, . . . , k} to the vertices of G. We use the name i-th left
interface for left(i), likewise for the i-th right interface. Moreover,
we require that if a vertex is simultaneously an i-th left interface and
a j-th right interface, then i = j.

Thus, the interface names of a bi-interface graph of arity k are
numbers between 1 and k, however not all of them need to be used.

In Section 2.3 we showed how to glue interface graphs. For bi-
interface graphs we use a similar notion, which is probably best seen
in a picture, see Figure 1. Here is the formal definition. Let G1,G2

be two bi-interface graphs of the same arity k. Define their gluing
G1�G2 as follows. Take the disjoint union of the underlying graphs,
and fuse the i-th right interface of G1 with the i-th left interface of
G2, whenever both are defined. As before, remove the duplicates
whenever any parallel edge is created in this operation. As the left
interface function take the left interface function of G1, and as the
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left(1)

left(3)

right(1)

right(3)

right(2)

left(1)

left(3)

left(2)

right(1)

right(3)

right(2)

left(1)

left(3)

right(1)

right(3)

G1 G2 G1 �G2

Figure 1: Two bi-interface graphs and their gluing. The interface nodes are red, the incoming/outgoing arrows indicate left/right interfaces,
respectively. Some of the interfaces are undefined, e.g. the second left interface in G1, and the first left and right interfaces are equal.

right interface function take the right interface function of G2. It is
easy to verify that if G1 and G2 were both bi-interface graphs of
arity k, then G1 � G2 is also a bi-interface graph of arity k. Note
that in G1 �G2 we forget the information about the right interfaces
of G1 and the left interfaces of G2.

The gluing operation defined above is associative, turning the set
of bi-interface graphs of arity k into a semigroup. A product

G1 � . . .�G
n

in this semigroup is essentially the same thing as a path decompo-
sition, where the bags are the bi-interface graphs G1, . . . ,Gn

, and
the interface functions say how the bags are connected. Hence the
following lemma, whose straightforward proof is omitted.

Lemma 4.6. A graph has pathwidth at most k if, and only if it is
the underlying graph of a bi-interface graph of the form

G1 � . . .�G
n

where each G
i

has arity k and at most k + 1 vertices.

Abstraction. Call two bi-interface graphs isomorphic if there is
a bijection between their vertex sets that respects graph edges
and the name of each interface. For a graph G and a subset of
vertices X , by the torso of G with respect to X we mean a graph
on vertex set X where two vertices are adjacent if they can be
connected in G by a path whose internal vertices do not belong to
X . Define the abstraction JGK of a bi-interface graph G to be the
isomorphism type of the bi-interface graph obtained by taking the
torso of the underlying graph with respect to the interface vertices,
and preserving the interface functions. Here is a picture of a bi-
interface graph and its abstraction:

left(1)

left(3)

right(1)

right(3)

right(2)

left(1)

left(3)

right(1)

right(3)

right(2)

G JGK
Define A

k

to be the possible abstractions of bi-interface graphs
of arity k. This is a finite set of size 2

O(k2). The abstraction
function G 7! JGK is compositional in the sense that JG1 � G2K
is uniquely determined by JG1K and JG2K. This means that A

k

can be uniquely endowed with a multiplication operation which
makes the abstraction function a semigroup homomorphism from
bi-interface graphs of arity k to A

k

. From now on we will treat A
k

as a semigroup, and the abstraction function as a homomorphism.

4.2.2 Simon’s Factorization Forest Theorem
We now recall Simon’s Factorization Forest Theorem from semi-
group theory, whose application is the cornerstone of our proof
of Lemma 2.5. Intuitively, the theorem says that if h is a homo-
morphism from words into a finite semigroup S, then every word
can be recursively factorised until reaching single letters, with the

depth of the factorisation depending only on the size of S, and each
factorisation step respecting h in some way.

We write ⌃

+ for the semigroup of nonempty finite words over
alphabet ⌃ with concatenation. Let S be a finite semigroup and let

h : ⌃

+ ! S

be a semigroup homomorphism. We define two types of factoriza-
tions for a word u 2 ⌃

+.
• Binary: a factorization into two factors

u = u1u2.

• Unranked: a factorization into an arbitrary number of factors

u = u1 . . . un

,

such that all factors u1, . . . , un

have the same image under h.

The h-rank of a word u 2 ⌃

+ is the natural number defined by
induction on the length of u as follows. Single letters have rank 1.
For a longer word u, its h-rank is

1 + min

u=u1...un

max

i2{1,...,n}
h-rank of u

i

where the minimum ranges over factorizations (either binary or
unranked) of u into nonempty factors. Using binary factorizations
only, it is easy to see that every word has h-rank that is at most
logarithmic in its length. Imre Simon proved that thanks to the
unranked factorisations, one can achieve constant rank.

Theorem 4.7 (Factorisation Forest Theorem [15, 13]). If h : ⌃+ !
S is a semigroup homomorphism with S finite, then every word in
⌃

+ has h-rank at most 3|S|.
The original result there is actually slightly stronger: in the

unranked factorisations only idempotent values in the semigroup can
be used. We will not use idempotence. The bound 3|S| is from [13],
improving on the original exponential bound of Simon [15]. The
word forest in the theorem’s name is because the definition of rank
implicitly uses a tree structure of factorisations.

We now return to the proof of Lemma 4.4, which says that guided
treewidth is bounded by a function of the pathwidth. Consider the
semigroup homomorphism

h : ⌃

+ ! A
k

,

where ⌃ is the set of arity-k bi-interface graphs with at most k + 1

vertices, and h is the homomorphism that glues a word to a single bi-
interface graph and takes its abstraction. We will show that for every

G1 · · ·Gn

2 ⌃

+

the guided treewidth of the corresponding glued graph is at most
exponential in the h-rank of the word. More precisely:

gtw(G1 � · · ·�G
n

)  2

O(k·(h-rank(G1 · · ·G
n

))). (4)

By Lemma 4.6 and the Factorisation Forest Theorem, every graph
of pathwidth k can be obtained from some word in ⌃

+ with h-rank
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bounded by 3|A
k

| = 2

O(k2), thus proving Lemma 4.4. It remains
to show (4). For this, we use induction on the h-rank. The induction
base follows from the observation that the guided treewidth of a
graph is at most the number of its vertices, which follows directly
from claim (2) of Lemma 4.3. For the induction step, we use the
Binary and Unranked lemmas stated below.

Lemma 4.8 (Binary). If G1,G2 are arity-k bi-interface graphs, then

gtw(G1 �G2)  k + 2

k ·max(gtw(G1), gtw(G2)).

The Binary Lemma, used for binary factorizations, follows
immediately from Lemma 4.3. In the proof, we observe that gluing
two bi-interface graphs can be modelled as follows: (i) remove from
both graphs the interface vertices that are going to be fused, (ii) take
the disjoint union, and (ii) reintroduce the removed vertices.

For unranked factorisations, we use the following lemma.

Lemma 4.9 (Unranked). Let G1,G2, . . . ,Gn

be bi-interface
graphs of arity k which all have the same abstraction. Then

gtw(G1 � · · ·�G
n

)  k(4k2
+ 5) + 8

k · max

i2{1,...,n}
gtw(G

i

).

The proof of the Unranked Lemma is more involved and pre-
sented in the following section.

4.2.3 Proof of the Unranked Lemma
We begin by introducing some notation. If G1, . . . ,Gn

are bi-
interface graphs of the same arity and i 2 {1, . . . , n}, then there is
a natural injective mapping column

i

that associates the vertices of
G

i

with the corresponding vertices of its copy in G1 � · · · � G
n

.
Let us call this function the i-th column function, and its image the
i-th column. Here is a picture that illustrates columns:

column 1

{

column 2

{

column 3

{

column 4

{

We begin by observing that if we glue many copies of the same
bi-interface graph, then vertices in the same column can either be
connected by a path visiting few columns, or not at all. Here, by a
path staying within a set of columns we mean that the vertex set of
the path is contained in the union of these columns.

Lemma 4.10. Let G be a bi-interface graph. If two vertices of

Gn

def
=

n timesz }| {
G� · · ·�G .

are in the same column i 2 {1, . . . , n} and can be connected by a
path, then they can also be connected by a path that stays only in
columns j satisfying |j � i|  k2, where k is the arity of G.

We now show that if we glue many bi-interface graphs which
are not necessarily equal but have the same abstraction, then there
is a guidance system, colorable by a small number of colors, which
takes each vertex to the reachable interfaces from its own column.

Lemma 4.11. Let G1,G2, . . . ,Gn

be bi-interface graphs with the
same arity k and the same abstraction, and such that the left and
right interfaces are disjoint. Consider the gluing

G = G1 � · · ·�G
n

.

For i 2 {1, . . . , n} and a vertex u in the i-th column, define I
i

(u)
to be those interface vertices of the i-th column which are reachable

from u by a path in G. Then there is a guidance system ⇤ over G,
which can be colored by at most 4k(k2

+ 1) colors, such that

I
i

(u) ✓ ⇤(u) for each i 2 {1, . . . , n} and u in the i-th column.

The next step is to prove the Unranked Lemma in the special case
where the bi-interface graphs have disjoint left and right interfaces.
The proof is an application of Lemma 4.11, which ensures us that
connections that have to be realized by the sought guidance system
have a local character.

Lemma 4.12. Let G1,G2, . . . ,Gn

be bi-interface graphs of arity
k which all have the same abstraction, and such that the left and
right interfaces are disjoint. Then

gtw(G1 � · · ·�G
n

)  4k(k2
+ 1) + 4

k · max

i2{1,...,n}
gtw(G

i

).

We now finish the proof of the Unranked Lemma. Let

G def
= G1 � · · ·�G

n

be a gluing of bi-interface graphs of the same arity k and the same
abstraction. Define U

i

to be the vertices in G
i

that are both left and
right interfaces at the same time and define H

i

to be G
i

with U
i

removed. Consider the gluing

H def
= H1 � · · ·�H

n

.

By the assumption that the abstractions of all of G1, . . . ,Gn

are the
same, it follows that the image of U

i

under the i-th column function
is the same set, independent of i, and this set has at most k vertices.
Therefore, H is equal to G with at most k vertices removed. By
claim (2) of Lemma 3.5 we infer that

gtw(G)  gtw(H) + k. (5)

The left and right interfaces are disjoint in each H
i

, and these graphs
also have the same abstraction, so we can use Lemma 4.12 to get:

gtw(H)  4k(k2
+ 1) + 4

k · max

i2{1,...,n}
gtw(H

i

). (6)

Finally, each H
i

is obtained from G
i

by removing at most k vertices,
and hence we can apply claim (3) of Lemma 3.5 to infer that

gtw(H
i

)  2

k · gtw(G
i

). (7)

By combining (5), (6), and (7), we obtain the desired upper bound
on the guided treewidth of G.

5. Graphs of bounded treewidth
In this section we prove Lemma 2.6. Our strategy is to show the
following result on guidance systems.

Lemma 5.1. Let G be a graph of treewidth at most k. Then G
admits a tree decomposition t� with the following properties:

(a) every marginal graph has pathwidth at most 2k + 1;
(b) the family of adhesions of t� can be captured by a guidance

system colorable with 4k3
+ 2k colors.

From the lemma above, we can deduce Lemma 2.6 as follows.
Take interpretation S4k3+2k from Lemma 3.4. Lemma 5.1 implies
that if the treewidth of the input graph is at most k, then at least one
output of S4k3+2k satisfies the conditions of Lemma 2.6.

The rest of Section 5 is devoted to proving Lemma 5.1. In Sec-
tion 5.1, we prove a “local” variant of the lemma, which provides
one step of the construction. In Section 5.2, we iterate the local vari-
ant to construct a global decomposition, thus proving Lemma 5.1.

5.1 A local variant of Lemma 2.6
In this section, we state and prove Lemma 5.2, which can be seen
as a local variant of Lemma 5.1. We begin with some hypergraph
terminology, which is used in its statement and proof.
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Hypergraphs. A hypergraph consists of a set of vertices together
with a multiset of nonempty subsets of the vertices, called the
hyperedges. Note the use of multisets: hyperedges can appear
multiple times. If H is a hypergraph, the hypergraph induced by a
subset of vertices X , denoted by H[X], is the hypergraph where the
vertices are X and the hyperedges are intersections of the original
hyperedges with X , with the empty ones removed. A path in a
hypergraph is a sequence

(u1, e1, u2, . . . , up

, e
p

, u
p+1),

where u
i

are pairwise different vertices, e
i

are pairwise different
edges, and vertices u

i

, u
i+1 are contained in hyperedge e

i

for each
i = 1, 2, . . . , p. Vertices u1 and u

p+1 are the endpoints, and the
path is said to go from u1 to u

p+1. Each vertex u
i

and hyperedge
e
i

is said to be traversed by the path. Connected components in a
hypergraph are defined by path-connectedness in a natural manner.
Tree decompositions of hypergraphs are defined as for graphs,
except that every hyperedge must be contained in some bag.

Prefixes and their torsos. Let t be a sane tree decomposition of a
graph G. A prefix of t is a set of nodes Z in t that is closed under
taking ancestors. If Z is a prefix, define @Z to be the nodes of t that
are not in Z, but their parent is in Z. For a prefix Z, define

hypertorso(t, Z)

to be the hypergraph obtained by taking the subgraph of G induced
by the union of the bags in Z, and then for every z 2 @Z a
hyperedge for the adhesion of z. When adding hyperedges, we
respect multiplicities, i.e. if n nodes in @Z have the same adhesion,
then this adhesion is used n times in hypertorso(t, Z).

We are now ready to state the local version of Lemma 5.1.

Lemma 5.2. Let t be a width k sane decomposition of a connected
graph G. Let u, v be vertices in the root bag (note that there is a
unique root due to connectedness). Then there exists a nonempty
prefix Z of t with the following properties:

(a) the pathwidth of hypertorso(t, Z) is at most 2k + 1, and
(b) the vertices u and v can be connected by two paths in

hypertorso(t, Z) such that if a hyperedge is traversed by both
paths, then it is an edge of G.

The rest of Section 5.1 is devoted to proving the above lemma.
The proof uses a Menger style argument, so we begin by defining
terminology for hypergraph networks.

Networks. Define a network to be a connected hypergraph together
with two distinguished different vertices, called the source and
the sink. We extend all notation from hypergraphs to networks in
a natural manner. A cutedge in a network is a hyperedge which
appears in every path from the source to the sink; equivalently, the
removal of a cutedge makes the source and the sink fall into different
connected components. The following claim is straightforward.

Lemma 5.3. In every network one can order all of the cutedges
into a sequence (e1, . . . , ep) such that every path from the source
to the sink visits the cutedges in this order.

The sequence (e1, . . . , ep) yielded by Lemma 5.3 will be called
the cutedge sequence of a network. Define a cutedge component in
a network to be a connected component of the hypergraph obtained
by removing the cutedges. The following claim is straightforward.

Lemma 5.4. Consider a network. Let (e1, . . . , ep) be its cutedge
sequence, and define e0, ep+1 be the singletons of the source and
the sink, respectively. Then every cutedge component intersects
exactly one or exactly two among elements e0, e1, . . . , ep, ep+1. In
the former case, the intersected e

i

is a cutedge; i.e. i is not equal to
0 or p+ 1. In the latter case, the two intersected elements must be
consecutive in the sequence.

The above lemma motivates the following terminology for a
cutedge component. If it intersects two consecutive elements e

i

and e
i+1 in the cutedge sequence extended by the singletons of

the source and the sink, then it is called an (e
i

, e
i+1)-bridge. If

a cutedge component is not a bridge of any kind, and therefore it
intersects exactly one cutedge e

i

, then it is called an e
i

-appendix.
This terminology is illustrated in Figure 2.

 e1 e2 e3

sinksource

Figure 2: A network. The yellow hyperedges are the cutedges. The
red hyperedges are those that contain bridges, the blue ones are those
that contain appendices. Note the vertex in e3 which participates in
no blue or red hyperedges, this vertex is a singleton e3-appendix.

The following lemma is proved by applying Menger’s theorem,
for every i 2 {0, 1, . . . , p}, to the union of all (e

i

, e
i+1)-bridges.

Lemma 5.5. In every network one can find two paths from the
source to the sink, such that a hyperedge is traversed by both paths
if, and only if it is a cutedge.

The invariant. To prove Lemma 5.2, we will start with a prefix of
the decomposition that contains only the root, and keep on extending
the prefix until it satisfies condition (b). While extending the prefix,
we will preserve an invariant which implies condition (a). We now
describe the invariant. Let t, u, v be as in Lemma 5.2. For a prefix
Z of t, consider the network obtained from hypertorso(t, Z) by
choosing u as the source and v as the sink. We will maintain the
invariant that this network is k-thin in the sense defined below.

Definition 5.6. Consider a network with hypergraph H and cutedge
sequence (e1, . . . , ep); we follow the convention that e0, ep+1

denote the singletons of the source and the sink, respectively. Define
V
i

to be the union of the vertex sets of all (e
i

, e
i+1)-bridges, for

i = 0, 1, . . . , p, and W
i

to be the union of the vertex sets of all
e
i

-appendices, for i = 1, . . . , p. The network is called k-thin if:

(a) for every i 2 {0, 1, . . . , p}, the induced hypergraph H[V
i

]

admits a path decomposition of width at most 2k + 1 where the
first bag contains e

i

\ V
i

and the last bag contains e
i+1 \ V

i

;
(b) for every i 2 {1, 2, . . . , p}, the induced hypergraph H[W

i

]

admits a path decomposition of width at most k where the first
bag contains e

i

\W
i

.

The following lemma shows that our invariant implies condi-
tion (a) in Lemma 5.2. The proof is a simple surgery on decomposi-
tions certifying thinness.

Lemma 5.7. A k-thin network has pathwidth at most 2k + 1.

Before finishing the proof of Lemma 5.2, we show that thinness
is preserved under a certain kind of replacements. Let H,K be
hypergraphs such that the intersection of their vertex sets is equal
to a hyperedge e of H . Define H[e ! K] to be the following
hypergraph. The vertex set is the union of the vertex sets in H,K.
The hyperedges are the multiset union of the hyperedges in H,K,
with the hyperedge e removed. The following lemma shows that
the above defined replacement preserves k-thinness of networks,
assuming that e is a cutedge and K is small. The proof is a technical,
though conceptually simple analysis of the relationship between
cutedges before and after the replacement.
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Lemma 5.8. Consider a k-thin network with hypergraph H . Let
K be a connected hypergraph with at most k + 1 vertices, with
no hyperedge larger than k, and such that the intersection of the
vertices of H and K is equal to some cutedge e of H . Then the
hypergraph H[e ! K], with the same source and sink as in H , is
also a k-thin network.

We are now ready to prove Lemma 5.2.

Proof. For a prefix Z of the tree decomposition t, define the network
of Z to be the network obtained from hypertorso(t, Z) by choosing
the source to be u and the sink to be v. This is indeed a network: the
underlying hypergraph is connected because G itself is connected.

Initially, choose Z to be the prefix that contains only the root
node of t. We will maintain the invariant that the network of Z is
k-thin. The invariant is clearly satisfied by the initial choice, because
the root bag has size at most k+1, and adhesions have sizes at most
k (due to the saneness of t).

By Lemma 5.7, the invariant implies condition (a). We show
below that if Z is a prefix satisfying the invariant, then either it
satisfies condition (b), in which case we are done, or one can add
a node to the prefix while maintaining the invariant. Since the tree
decomposition t has a finite number of nodes, this process has to
stop at some moment, thus proving the lemma.

Let then Z be a prefix such that the network of Z is k-thin.
Apply Lemma 5.5, yielding two paths from the source to the sink in
the network of Z, such that the only hyperedges traversed by both
paths are the cutedges of the network of Z. If all these cutedges
are original edges of G, then we are done, because Z satisfies
condition (b). Otherwise, there is some cutedge e in the network
of Z that is not an edge of G. By definition of the network of
Z, the cutedge e corresponds to the adhesion of some z 2 @Z.
Again by definition, the network of Z [ {z} is obtained from the
network of Z by: adding the bag of z to the vertices, removing
the hyperedge e, and adding a hyperedge for every adhesion of
a child of z. We now verify that this process is a special case of
the replacement in Lemma 5.8. Indeed, if we define hypergraph
K = hypertorso(t

z

, {z}), where t
z

is the subtree of t rooted at z,
then the network of Z [ {z} is obtained from the network of Z by
replacing e by K. Observe that K has at most k+1 vertices, has no
hyperedge larger than k due to the saneness of t, and is connected,
again due to the saneness of t. Hence Lemma 5.8 ensures us that the
network of Z [ {z} is also k-thin.

5.2 Decomposition into low pathwidth parts
In this section we finish the proof of Lemma 5.1. We heavily use the
notation from Definition 2.2.

Consider a tree decomposition t. For a distinguished set X of
nodes in the decomposition t, which is required to include all the
roots of t, we define a new tree decomposition t/

X

of the same
underlying graph as follows. The nodes of t/

X

are X . For any node
of t that is not in X , assign it to its closest ancestor that belongs to
X , i.e., the ancestor from X for which there is no other node from
X on the unique path between the node and the ancestor. Then the
t/

X

-bag of a node x 2 X is the union of the t-bags of the nodes
assigned to x, plus the t-bag of x itself.

Lemma 5.1 will be obtained by taking any sane tree decomposi-
tion, and applying the following lemma to every connected compo-
nent. Condition (a) of Lemma 5.1 will follow from Lemma 5.9(a),
while condition (b) of Lemma 5.1 will follow from Lemma 5.10
proved at the end of this section.

Lemma 5.9. Let t be a width k sane tree decomposition of a
connected graph G. Then one can find a set of nodes X in t, which
includes the root of t, and families of paths {P

x

}
x2X

, such that
every x 2 X satisfies:

x

y1

y2 y3

y4

y6

y5

w

x

v

Figure 3: Example path in P
x

. This path contributes to the loads of
nodes y1, y4, y5, and y6, but not of x, y2, and y3.

(a) The t/
X

-marginal graph of x has pathwidth at most 2k + 1.
(b) Every element of P

x

is a path in G that satisfies:
(i) except for its endpoints, the path visits only vertices from

the t-component of x;
(ii) if y 2 X is a strict descendant of x, then restricting the

path to the t-component of y yields an interval in the path.
(c) All paths in P

x

have the same source, which belongs to the
t-margin of x. Conversely, each vertex of the t-adhesion of x is
a target of some path from P

x

.
(d) The following set of paths has size at most 2k3:

load

x

def
= {P 2 P

y

: y 2 X is a strict ancestor of x and

P intersects the t-component of x}.

Proof. Figure 3 illustrates the notions used in the lemma. We prove
the following strengthening of the lemma, with sufficient parameters
to be proved by induction.

(?) Let x0 be a node of t, let I be a set of size at most 2k3, and let

{(u
i

, v
i

)}
i2I

be a set of node pairs from the adhesion in x0, with possible
repetitions. One can find a set X 3 x0 of nodes in the subtree
of x0, sets {P

x

}
x2X

and a set of paths {Q
i

}
i2I

such that
(A) for every i 2 I , the path Q

i

goes from u
i

to v
i

and satisfies
conditions (b:i) and (b:ii) in the lemma with respect to x0;

(B) every x 2 X satisfies conditions (a)-(c) in the lemma and
the following variant of (d): the size of load

x

is at most

2k3 � |{i 2 I : path Q
i

intersects the t-component of x}|.

The lemma is a special case of (?), by choosing x0 to be the root
of the tree decomposition t, and choosing I to be empty. It remains
to prove (?), which is done by induction on the number of nodes in
the subtree of x0.

Let x0 and {(u
i

, v
i

)}
i2I

be as in (?). Choose (u, v) so that

I0 = {i 2 I : (u
i

, v
i

) = (u, v)}
has maximum size. If I is empty, choose I0 to be empty and leave
(u, v) undefined, this corner case will be considered separately.
Since each candidate for (u, v) is in the adhesion of x0, and
adhesions have size bounded by k (due to the saneness of t), it
follows that I0 has size at least |I|/k2.

Define t0 to be the subtree of t rooted in x0. Let t00 be obtained
from t0 by removing from each bag those vertices of the adhesion
of x0 that are neither u nor v. It is easy to see that both t0 and t00
are sane tree decompositions. If u, v are defined, apply Lemma 5.2
to t00 with distinguished vertices u, v, yielding a prefix Z and two
paths in the hypergraph hypertorso(t00, Z); call these paths P 1 and
P 2. Since t0 and t00 have the same nodes, and these nodes are a
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subset of the nodes of t, we can view Z as a connected set of nodes
in each of these tree decompositions. In case I is empty and (u, v)
is undefined, we choose Z to be the singleton of the root of t.

Let J be the disjoint union of I and the t-adhesion of x0. For
i 2 J , define a path R

i

in hypertorso(t0, Z) as follows:

• For i 2 I � I0, define R
i

to be a path from u
i

to v
i

, which does
not visit the t-adhesion of x0 except for its endpoints. Such a
path exists by the saneness of t.

• Split the set I0 into two parts, with the first part having half the
size (rounded up). For i in the first part, define R

i

to be P 1, and
for i in the second part, define R

i

to be P 2.
• For the remaining i, i.e. those from the t-adhesion of x0, do

the following. Independently of i, choose some vertex w in the
t-margin of x0, which is the same as the t0-margin of x0. This is
possible because margins are nonempty in a sane decomposition.
For each i in the adhesion of x0, define R

i

to be a path from
w to i, which does not visit the adhesion of x0 except for its
endpoints. Such a path exists by the saneness of t.

By definition, every hyperedge in hypertorso(t0, Z) is an edge
of G or corresponds to an adhesion of some z 2 @Z. Let z 2 @Z.
Define Iz to be those i 2 J for which path R

i

uses the hyperedge
corresponding to the adhesion of z. The following claim is the key
step in this lemma, allowing us to apply the induction assumption.

Claim 1. For every z 2 @Z, the set Iz has size at most 2k3.

The informal reason for the claim is that we have used the two
paths P 1 and P 2, and at most one of them visits the hyperedge
corresponding to the adhesion of z. Since I0 constitutes a 1/k2-
fraction of I , and I0 is split in halves with respect to using P 1 or
P 2, we see that around 1/2k2-fraction of paths R

i

for i 2 I avoid
the adhesion of z. This is enough to amortize for the new paths R

i

for i from the t-adhesion of x0.
For i 2 Iz , let uz

i

be the vertex used by the path R
i

immediately
before the hyperedge corresponding to the adhesion of z, and let vz

i

be the vertex used immediately after. Take the vertex z, which is a
proper descendant of x0, and the family

{(uz

i

, vz
i

)}
i2I

z .

and apply to it the induction assumption of (?), yielding

Xz {Pz

x

}
x2X

z {Qz

i

}
i2I

z .

For i 2 J , define Q
i

to be following path in G. Take the path R
i

,
which might use hyperedges corresponding to adhesions from @Z,
and for every z 2 @Z replace the hyperedge corresponding to the
adhesion of z, if it is used, by the path Qz

i

. The following claim
follows directly from the construction and the induction assumption.

Claim 2. For every i 2 J , the path Q
i

has the same source and
target as R

i

and satisfies conditions (b:i) and (b:ii) from the lemma.

We now complete the proof of (?). Define

X = {x0} [
[

z2@Z

Xz.

Note how the above union is actually a partition. Define

P
x

=

(
{Q

i

: i in the t-adhesion of x0} when x = x0

Pz

x

when x 2 Xz.

Finally, define {Q
i

}
i2I

to be the restriction of the previously defined
family {Q

i

}
i2J

to the smaller indexing set I ✓ J .
Let us check that conditions (A) and (B) in the conclusion of

(?) are satisfied by the above choices. Condition (A) is satisfied
thanks to Claim 2. For x 2 X � {x0}, we check condition (B) in
the following claim, which follows from the induction assumption.

Claim 3. Condition (B) in (?) holds for each x 2 X � {x0}.

It remains to check condition (B) for x0, i.e. to check that x0

satisfies conditions (a)-(c) and the variant of (d). For (a), we observe
that every path decomposition for hypertorso(t00, Z) is also a path
decomposition of t/

X

-margin of x0, and therefore the latter graph
has pathwidth at most 2k+1, by the conclusions of Lemma 5.2. (In
the corner case when I was empty, the t/

X

-margin of x0 is the same
as the t-margin, and therefore has size at most k.) For (b), we use
Claim 2. Condition (c) follows by construction. Finally, condition (b)
holds vacuously, because x0 has no strict ancestors in X .

To finish the proof of Lemma 5.1, we take t� = t/
X

for X
yielded by Lemma 5.9, and we need to check that the adhesions of
t� can be captured by a guidance system that uses few colors. This
requires a careful surgery on the paths families {P

x

}
x2X

provided
by the lemma. In particular, condition (d) is vital for the bounded
on the number of colors used.

Lemma 5.10. Let t and X be as in Lemma 5.9. The adhesions of
the tree decomposition t/

X

can be captured by a guidance system
that is colorable with 4k3

+ 2k colors.
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Abstract
The main focus of this paper is on bisimulation-invariant MSO,
and more particularly on giving a novel model-theoretic approach
to it. In model theory, a model companion of a theory is a first-
order description of the class of models in which all potentially
solvable systems of equations and non-equations have solutions.
We show that bisimulation-invariant MSO on trees gives the model
companion for a new temporal logic, “fair CTL”, an enrichment
of CTL with local fairness constraints. To achieve this, we give a
completeness proof for the logic fair CTL which combines tableaux
and Stone duality, and a fair CTL encoding of the automata for the
modal µ-calculus. Moreover, we also show that MSO on binary
trees is the model companion of binary deterministic fair CTL.

Categories and Subject Descriptors F [4]: 1

Keywords modal and temporal logic, monadic second order logic,
tree automata, model companions

1. Introduction
Our main aim in this paper is to introduce the mathematical concept
of model-completeness into the study of MSO, which is fundamen-
tal to computer science, and to connect it to temporal tree logic. In
a slogan, our main thesis is that monadic second order logic ‘is’ the
model companion of temporal logic.

While model-completeness, as many topics in computer sci-
ence, has its origins in mathematical logic, since the early 2000’s
this concept has become relevant for computer science. The most
important application of model-completeness concerns automated
reasoning in first-order logic, in particular, for combining first-
order decision procedures in the case of non-disjoint signatures (Ghi-
lardi 2004). We plan further applications to conservativity of ontol-
ogy extensions (Ghilardi et al. 2006).

In this introductory section, we give some background and mo-
tivation for model companions and we then describe our main con-
tributions in this paper.

Solving equations and model companions. Finding solutions
to equations is a challenge at the heart of both mathematics and
computer science. Model-theoretic algebra, originating with the
ground-breaking work of (Robinson 1951, 1963), cast this problem

Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
and the full citation on the first page. Copyrights for components of this work owned by others than ACM must be
honored. Abstracting with credit is permitted. To copy otherwise, to republish, to post on servers, or to redistribute to
lists, contact the Owner/Author. Request permissions from permissions@acm.org or Publications Dept., ACM, Inc., fax
+1 (212) 869-0481. Copyright 2016 held by Owner/Author. Publication Rights Licensed to ACM.

LICS ’16 July 05 - 08, 2016, New York, NY, USA
Copyright c� 2016 ACM 978-1-4503-4391-6/16/07. . . $15.00
DOI: http://dx.doi.org/10.1145/2933575.2933609

of solving equations in a logical form, and used this setting to solve
algebraic problems via model theory.

The central notion is that of an existentially closed model, which
we explain now. Call a quantifier-free formula1 with parameters
in a model M solvable if there is an extension M

0 of M where
the formula is satisfied. A model M is existentially closed if any
solvable quantifier-free formula already has a solution in M itself.
For example, the field of real numbers is not existentially closed,
but the field of complex numbers is.

Although this definition is formally clear, it has a main draw-
back: it is not first-order definable in general. However, in fortu-
nate and important cases, the class of existentially closed models
of T are exactly the models of another first-order theory T

⇤. In this
case, the theory T

⇤ can be characterized abstractly as the model
companion of T (cf. Definition 4.1).

Thus, the model companion of a theory identifies the class of
those models where all satisfiable existential statements can be sat-
isfied. For example, the theory of algebraically closed fields is the
model companion of the theory of fields, and dense linear orders
without endpoints give the model companion of linear orders.

Logic and algebra. The well-known Lindenbaum-Tarski con-
struction shows that classical propositional logic corresponds to
the class of Boolean algebras. In the same way, intuitionistic logic
corresponds to Heyting algebras, and many modal and temporal
logics correspond to classes of Boolean algebras enriched with op-
erators, cf., e.g., (Rasiowa and Sikorski 1970). In this context, an
existentially closed algebra corresponds to a propositional theory
where ‘all solvable logic equations actually have a solution’. But
do model companions exist in algebraic logic?

Model companions in algebraic logic. Boolean algebras have a
model companion: the theory of atomless Boolean algebras. The
first results on model companions in modal logic were negative:
the class of existentially closed modal algebras for the basic modal
logic K is not elementary (Lipparini 1982). This initially discour-
aged further investigations in this direction, until the surprising re-
sult (Pitts 1992) that second order intuitionistic propositional cal-
culus can be interpreted in ordinary propositional intuitionistic cal-
culus. As pointed out in (Ghilardi and Zawadowski 1997), this re-
sult precisely says that the theory of Heyting algebras has a model
companion. We refer to the book (Ghilardi and Zawadowski 2002)
for a more complete picture of the subsequent literature on model
companions for modal and intuitionistic logics.

One way to interpret the already cited result that K does not
have a model companion is that the basic modal language is too

1 In some contexts, including the ones in this paper, quantifier-free formulas
reduce to systems of equations; the notion is then also called algebraically
closed.
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poor. In order to obtain a first-order setting where ‘all solvable
equations can be solved’, we need to enrich the language; to this
end, we will add certain fixpoints to the modal language.

Infinite words and LTL. As a first step, in our forthcoming paper
(Ghilardi and van Gool 201?), we showed that a class of rooted
algebras corresponding to linear temporal logic LTL (Pnueli 1977)
has a model companion. Moreover, this model companion is the
theory axiomatized by the sentences which are true in the spe-
cial LTL-algebra given by the power set of the natural numbers.
In more intuitive terms, LTL has a model companion, and ‘it is
monadic second order logic’, viewed here as the first-order theory
of a powerset Boolean algebra with operators. An important ingre-
dient for the proof of this result is the fact (Büchi 1962) that the
Büchi acceptance condition for automata on infinite words can be
converted into an existential formula in linear temporal logic.

Main contributions of this paper: infinite trees and fair CTL.
In this paper, we exhibit model companions for the much more
challenging ‘branching time’ case.

The most obvious candidate replacement for LTL is computa-
tional tree logic CTL (Clarke et al. 1986). This logic, however, turns
out not to be sufficiently expressive. The first contribution of this
paper is therefore the design of an extension of CTL (cf. Section 2).
The choice for this extension, that we call ‘fair CTL’, is dictated by
the fact that we want a logic such that bisimulation-invariant MSO
is its model companion. For this purpose we need a temporal logic
that can express, in a quantifier-free way, the concept of “success-
ful run” of a tree automaton. The logic fair CTL seems a ‘minimal’
extension of CTL which is sufficient for this purpose.

The main change in moving from CTL to fair CTL is that
we replace the unary CTL operator EG by a binary operator. A
formula EG(', ), when interpreted in an infinite tree, will mean
‘there exists a  -fair branch (i.e. an infinite path on which  is
true infinitely often) where ' always holds’.2 This operator can be
characterized as a greatest post-fixpoint of a CTL-formula using
the ‘until’ connective EU. The natural candidate axiomatization
for fair CTL therefore consists of suitable fixpoint axioms and
rules for these operations. In Section 3 we prove (Theorem 3.2)
that this candidate axiomatization is in fact complete with respect
to the intended models. This result is obtained via a non-trivial
tableaux procedure, adapting ideas already introduced to give a
partial proof of completeness for the modal µ-calculus in (Kozen
1983), combined with some basic notions and techniques from
modal logic and Stone duality.

Using this result, as our second contribution we prove (Theo-
rem 4.9) that the class of algebras corresponding to the logic fair
CTL has a model companion. Moreover, this model companion
can be axiomatized using the conversion of monadic second order
logic into the modal µ-calculus and back to bisimulation invariant
monadic second order logic (Janin and Walukiewicz 1996). As in
the case of linear temporal logic sketched above, a main ingredient
is that the acceptance condition of the appropriate class of automata
(in this case, µ-automata) is expressible as an existential formula,
using the new operators in fair CTL.

For our third contribution, we consider binary fair CTL, i.e.,
the logic obtained from fair CTL by adding two deterministic
modalities and an axiom saying that the ‘next’ operator 3 is the
union of these two. We prove (Theorem 4.15) that the model com-
panion for the class of binary fair CTL-algebras ‘is’ the monadic

2 Although similar in spirit, our ‘fair CTL’ is not the same as ‘CTL with
fairness constraints’ (called FCTL in (Emerson and Lei 1986)), because in
the latter fairness constraints are fixed once and for all as global external
constraints, and do not recursively change inside a formula.

second order logic S2S; more precisely, it is the first-order theory
of the powerset Boolean algebra of the full infinite binary tree.

Paper outline. The paper is organized as follows: in Section 2, we
introduce fair CTL, its syntax, its semantics and some variants. Sec-
tion 3 proves completeness theorems by means of suitable tableau
constructions, relying on definable contextual connectives. In Sec-
tion 4, we show our results about existence of model companions
and their relationships with monadic second order logic. Section 5
concludes. For space reasons, most proofs are omitted; details can
be found in the extended version available from authors’ websites.

2. CTL with fairness constraints
In this section, we introduce the logic ‘fair CTL’, CTLf for short,
which is a variant of the computation tree logic CTL with fairness
constraints built in.

– The logic CTLf –

We introduce syntax (Def. 2.1), semantics (Def. 2.2), and an ax-
iomatization (Def. 2.5) for the temporal logic CTLf .

Definition 2.1. (Syntax of CTLf .) The basic operation symbols
of CTLf are 0-ary symbol ?, unary symbols ¬ and 3, and binary
symbols _, EU and EG. We define the following derived opera-
tions:

•
a ^ b := ¬(¬a _ ¬b),

• 2a := ¬3¬a,
•
AR(a, b) := ¬EU(¬a,¬b), and

•
AF(a, b) := ¬EG(¬a,¬b).

Let p = {p
1

, . . . , pn} be a finite set of propositional variables. By
a CTLf -formula with variables in p we mean a term built up in-
ductively by applying operation symbols of CTLf to propositional
variables p 2 p. We denote by CTLf

(p) the set of CTLf -formulas
with variables in p. �

CTLf -formulas can be interpreted in transition systems, as fol-
lows.

Definition 2.2. (Semantics of CTLf .) A transition system is a pair
(S,R), where S is a set and R is a binary relation on S. An R-path
is a (finite or infinite) sequence of nodes si 2 S such that siRsi+1

for all i. Whenever R is clear from the context, we omit it and refer
to the transition system as S, and to R-paths as paths. For p a set
of variables, a p-colouring of a transition system S is a function
� : S ! P(p).

Let (S,R,�) be a p-coloured transition system. The forcing
relation, �, between nodes s 2 S and formulas ' 2 CTLf

(p)

is inductively defined as follows:

•
s 6� ?,

•
s � p iff p 2 �(s),

•
s � ¬ iff s 6�  ,

•
s �  

1

_  
2

iff s �  

1

or s �  

2

,
•
s � 3 iff there exists s0 2 S such that sRs

0 and s

0 �  ,
•
s � EU( 

1

, 

2

) iff there exist n � 0 and an R-path s =

s

0

, . . . , sn such that st �  

2

for all t < n and sn �  

1

.
•
s � EG( 

1

, 

2

) iff there exists an infinite R-path s =

s

0

, s

1

, . . . such that st �  

1

for all t and there exist infinitely
many t with st �  

2

. �

Remark 2.3. For the derived operations, 2, AR and AF, we have,

•
s � 2 iff for all s0 2 S such that sRs

0, s0 �  ,
•
s � AR( 

1

, 

2

) iff for all n � 0 and all R-paths s =

s

0

, . . . , sn, either st �  

2

for some t < n, or sn �  

1

.
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•
s � AF( 

1

, 

2

) iff for all infinite R-paths s = s

0

, s

1

, . . .

such that there exist infinitely many t with st 6�  

2

, there exists
t such that st �  

1

. �

Convention 2.4. We henceforth assume that all transition systems
are serial, i.e., for every s 2 S, there exists s0 2 S such that sRs

0;
equivalently, 3> is forced in all nodes.

In order to axiomatize our logic, we now introduce the quasi-
equational theory CTLf .

Definition 2.5. The quasi-equational theory CTLf is axiomatized
by the following finite set of quasi-equations3:

(i) Boolean algebra axioms for ?,¬,_,
(ii) (Axioms K) 3? = ?, 8a, b : 3(a _ b) = 3a _3b,

(iii) (Axiom D) 3> = >,
(iv) (Fixpoint axioms) 8a, b, c :

a _ (b ^3EU(a, b))  EU(a, b), (EU
fix

)
[a _ (b ^3c)  c] ! [EU(a, b)  c], (EU

min

)
EG(a, b)  a ^3EU(b ^ EG(a, b), a), (EG

fix

)
[c  a ^3EU(b ^ c, a)] ! [c  EG(a, b)]. (EG

max

)

�

The models of the quasi-equational theory CTLf will be called
CTLf -algebras; we explicitly record the definition here.

Definition 2.6. A CTLf -algebra is a tuple

A = (A,?,_,¬,3,EU,EG)

such that

(i) the reduct (A,?,_,¬) is a Boolean algebra;
(ii) 3 : A ! A is a unary operation that preserves finite joins,

including the empty join, ?;
(iii) 3> = >;
(iv) EU and EG are binary operations on A such that, for any

a, b 2 A,
•
EU(a, b) is the least pre-fixpoint of the function x 7!
a _ (b ^3x), and

•
EG(a, b) is the greatest post-fixpoint of the function y 7!
a ^3EU(b ^ y, a). �

This quasi-equational theory CTLf and its associated class of
CTLf -algebras can be used to define a modal logic, in the following
standard way.

Definition 2.7. Let p = {p
1

, . . . , pn} be a finite set of proposi-
tional variables. A valuation of p in a CTLf -algebra A is a func-
tion V : p ! A. For any CTLf -formula '(p) and valuation V in a
CTLf -algebra A, we write 'A

(V (p)) for the interpretation of ' in
the CTLf -algebra A under the valuation V .

An equation '(p) =  (p) of CTLf -formulas is called valid
if, and only if, it interprets to a true statement under any valuation
of the propositional variables p in any CTLf -algebra. Two CTLf -
formulas are equivalent if the equation ' =  is valid. A CTLf -
formula ' is called a tautology if ' = > is a valid equation, and
consistent if ' = ? is not a valid equation; a CTLf -formula ' is
said to entail a formula  (written ' `  or '   ) iff the formula
¬' _  is a tautology. �

Notice that, for the derived operations AR and AF (Def. 2.1),
we have
•
AR(a, b) = max{c 2 A | c  a ^ (b _ 2c)},

3 Here, and in what follows, we use the usual notation that ‘a  b’
abbreviates ‘a _ b = b’.

•
AF(a, b) = min{c 2 A | a _ 2AR(b _ c, a)  c},

i.e., the following fixpoint rules hold for AR and AF:

AR(a, b)  a ^ (b _ 2AR(a, b)) (AR

fix

)
[c  a ^ (b _ 2c)] ! [c  AR(a, b)] (AR

max

)
a _ 2AR(b _AF(a, b), a)  AF(a, b) (AF

fix

)
[a _ 2AR(b _ c, a)  c] ! [AF(a, b)  c]. (AF

min

)

Remark 2.8. A modal algebra is a tuple (A,?,_,^,¬,3) for
which (i) and (ii) in Definition 2.6 hold. The requirement in Defi-
nition 2.6(iii) that 3> = > says that A is in fact an algebra for the
modal logic KD. The operations EU and EG of a CTLf -algebra
A are uniquely determined by its modal algebra reduct. However,
the operations EU and EG do not exist in every modal algebra. �

– Semantics via CTLf -algebras –

The following example and proposition connect the semantics of
CTLf introduced in Def. 2.2 with the definition of CTLf -algebras
in Def. 2.6.

Example 2.9. The complex algebra of a transition system (S,R)

is the tuple

P(S) = (P(S), ;,[, S \ (�),3R,EUR,EGR),

where (P(S), ;,[, S \ (�)) is the Boolean power set algebra of
the set S,

3R(a) := R

�1

[a] = {s 2 S | there exists t 2 a such that sRt},
and EUR and EGR are the unique binary operations making P(S)
into a CTLf -algebra. (Indeed, such operations exist because P(S)

is a complete lattice.) �

Notice that p-colourings � : S ! P(p) correspond bijectively
to valuations V : p ! P(S): given �, we define V�(p) := {s 2
S | p 2 �(s)} for each p in p, and conversely, given V , we define
�V (v) := {p 2 p | v 2 V (p)}.

Proposition 2.10. Let (S,R,�) be a p-coloured transition system.
For any CTLf

(p)-formula ' and s 2 S, we have

s � ' () s 2 '

P(S)

(V�(p)).

– Adding roots and binary determinism –

For later use, we define two expansions of the system CTLf , CTLf
I

and CTLf
I,0,1. For CTLf

I , we add one basic constant, I, whose in-
tended interpretation is to be true in exactly one ‘root’ node in the
transition system. For CTLf

I,0,1, we add two additional basic oper-
ations, X

0

and X

1

, whose intended interpretations are a determin-
istic ‘step left’ and ‘step right’ in the transition system.

Definition 2.11. (Syntax of CTLf
I and CTLf

I,0,1.) Let p be a set of
proposition letters. We define the set CTLf

I (p) of rooted CTLf -
formulas by adding one basic nullary operation I to CTLf . We
define the set CTLf

I,0,1(p) of rooted binary CTLf -formulas by
adding two basic unary operations, X

0

and X

1

, to CTLf
I (p). �

Definition 2.12. (Semantics of CTLf
I and CTLf

I,0,1.) A node s
0

in
a transition system (S,R) is called a root if for every s 2 S there
is a path from s

0

to s, and there is no path ending in s

0

except for
the trivial path consisting of only s

0

. A transition system is called
rooted if it has a (necessarily unique) root.

If (S,R) is a transition system with root s

0

, we extend the
definition of the forcing relation of CTLf

(p) (Def. 2.2) to CTLf
I (p)

by defining the additional base case
•
s � I iff s = s

0

.
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A binary transition system is a tuple (S,R, f

0

, f

1

) such that
(S,R) is a transition system, and f

0

, f

1

: S ! S are unary
functions such that R = f

0

[f

1

. If (S,R, f

0

, f

1

) is a rooted binary
transition system, we extend the definition of the forcing relation of
CTLf

I (p) to CTLf
I,0,1(p) by defining, for i = 0, 1,

•
s � Xi' iff fi(s) � '. �

We now axiomatize the additional operations I, X
0

and X

1

, as
follows.

Definition 2.13. The universal theory CTLf
I is obtained by adding

to the theory CTLf (Def. 2.5) the sentences

(v) (Axioms for I)
•
I 6= ?,

• 3EU(I,>) = ?,
• 8a : [a 6= ?] ! [I  EU(a,>)].

Models of CTLf
I are called rooted CTLf -algebras; concretely,

these are pairs (A, I) where A is a CTLf -algebra and I 2 A satisfies
the axioms in (v).

The universal theory CTLf
I,0,1 is obtained by adding to the

theory CTLf
I the sentences

(vi) (Axioms for X
0

,X

1

)
• 3a = X

0

a _X

1

a,
and, for i = 0, 1:
•
Xi? = ?, 8a, b : Xi(a _ b) = Xia _Xib,

•
Xi¬a = ¬Xia.

Models of CTLf
I,0,1 are called binary rooted CTLf -algebras; con-

cretely, these are tuples (A, I,X
0

,X

1

) where (A, I) is a rooted
CTLf -algebra and X

0

,X

1

are unary operations on A satisfying the
axioms in (vi). �

The complex algebra of a rooted transition system (S,R) with
root s

0

is obtained by expanding the complex algebra P(S) of
the transition system with the constant I := {s

0

}. The complex
algebra of a rooted binary transition system is obtained by further
expanding this algebra with unary operations X

0

and X

1

defined,
for i = 0, 1 and a 2 P(S), by

Xia := f

�1

(a) = {s 2 S | f(s) 2 a}.

Note that the analogue of Proposition 2.10 holds for CTLf
I and

CTLf
I,0,1.

Example 2.14. Let S be the set of finite sequences of 0’s and 1’s,
i.e., S := 2

⇤. For i 2 {0, 1}, let fi(w) := wi, the sequence
obtained by appending the symbol i to the end, and let R :=

f

0

[f
1

be the ‘child’ relation. Then (S,R, f

0

, f

1

) is a rooted binary
transition system, called the full binary tree, with root the empty
sequence ✏. �

3. Completeness
In this section we prove that our axiomatization of CTLf is com-
plete with respect to tree-shaped transition systems. Algebraically,
this will mean that complex algebras of such transition systems
generate the whole quasi-variety of CTLf -algebras; a result that
will be used several times to establish our main results in Section 4.
The key theorem in this section, Thm. 3.2 below, shows that every
consistent CTLf -formula can be satisfied in a tree-shaped transi-
tion system.

This result, and its variants for rooted and binary CTLf -
algebras, require a rather technical and laborious tableau construc-
tion. Readers who are only interested in the bigger picture may
skip details in this section; the statements of Theorems 3.2, 3.25
and 3.26 are sufficient for continuing.

We first recall the definition and fix notation for trees.

Definition 3.1. A tree is a rooted transition system (S,R) such
that for every s in S, there is a unique path from the root to s. A
tree naturally comes with a partial order �, which is defined as the
reflexive transitive closure of R, and has the property that v � v

0

iff v lies on the unique path from the root to v

0. �

As with transition systems, we will often suppress the notation
of the transition relation R, and simply speak of a tree S. We are
mostly concerned with infinite trees, and we will always specify it
explicitly if a tree is finite. As with transition systems, if we only
say ‘tree’, then the tree is assumed to be serial, hence infinite. We
will prove the following theorem.

Theorem 3.2. For every consistent CTLf -formula '

0

(p), there
exists a p-coloured tree with root s

0

such that s
0

� '

0

.

In the rest of this section, we fix a consistent CTLf -formula
'

0

(p). Since '

0

is consistent, we may also fix a CTLf -algebra A
and an interpretation V : p ! A of proposition letters such that
'

A
0

(V (p)) 6= ?. We will use these data to construct a p-coloured
tree S, for which we will prove that '

0

holds in the root.

Convention 3.3. Since A, p and V are fixed throughout the rest of
this section, we will usually omit reference to them. In particular,
if '(p) is a CTLf -formula, then we will denote the interpretation
of ' in A under V by ' as well, where we should actually write
'

A
(V (p)) for that element.

The proof of Theorem 3.2 will be structured as follows. In
Subsection 3.1, we introduce a crucial syntactic tool that we call
contextual operations. In Subsection 3.2, we then recall several
other more standard preliminary notions that play a role in the
proof: negation normal form, representation of modal algebras,
Fischer-Ladner closure, and types. The heart of the construction
of the p-coloured tree S is in Subsection 3.3, where we inductively
construct the tree as a union of partial tableaux.

In Subsection 3.4, we will state the analogous completeness
theorems for the variants CTLf

I and CTLf
I,0,1.

3.1 Contextual operations and rules
The following syntactic definition is crucial to the completeness
proof. The meaning of these operations will be clarified in the rest
of this subsection.

Definition 3.4. We introduce the following ternary operations EUc

(‘contextual EU’) and AFc (‘contextual AF’) as abbreviations of
term operations in CTLf :
•
EUc(p, q, r) := p _ (q ^3EU(p ^ r, q ^ r)),

•
AFc(p, q, r) := AF(p, q) ^ (p _ 2AR(q _ r, p)). �

In Proposition 3.5, we will show that EUc and AFc can be
characterized as least fixpoints of operators very similar to those for
EU and AF (cf. Def 2.5 and further). The only difference is that,
in the contextual versions of EU and AF, the proposition in the
third coordinate is added conjunctively to the fixpoint variable. The
third coordinate may therefore be thought of as a ‘context’, hence
the name. This idea (although not under this name) originates with
the partial completeness proof for the modal µ-calculus in (Kozen
1983). The additional piece of information that we prove here is
that the contextual versions of EU and AF are themselves still
expressible in CTLf , which is of course only a fragment of the
full modal µ-calculus.

Proposition 3.5. For any elements p, q, r of a CTLf -algebra A,
we have:

1. EUc(p, q, r) is the least pre-fixpoint of the monotone function
x 7! p _ (q ^3(r ^ x)), and
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2. AFc(p, q, r) is the least pre-fixpoint of the monotone function
x 7! p _ 2AR(q _ (r ^ x), p).

Remark and Convention 3.6. Note that, for any p, q, we have

EUc(p, q,>) = EU(p, q) and AFc(p, q,>) = AF(p, q) .

Thus, in the syntax of CTLf , we can replace the operator EU by
EUc and the operator AF by AFc, and obtain an equi-expressive
formalism. For this reason, and in this section only, we will drop
the subscript ‘c’ and simply use the notations EU and AF for both
the ternary and the binary versions of these operators. Any ‘binary’
occurrence EU(', ) or AF(', ) should be read as EU(', ,>)

or AF(', ,>), respectively. Formally, this is only a syntactic
convenience, but it turns out to be very useful in the completeness
proof. �

The reason for introducing the contextual operations is the fol-
lowing lemma that we refer to as a ‘context rule’. This is the version
of (Kozen 1983, Prop. 5.7(vi)) that we need here.

Proposition 3.7. For any elements p, q, r, � of a CTLf -algebra A,
we have

1. if � ^ EU(p, q, r) 6= ?, then � ^ EU(p, q, r ^ ¬�) 6= ?,
2. if � ^AF(p, q, r) 6= ?, then � ^AF(p, q, r ^ ¬�) 6= ?.

3.2 Other preliminary notions
We recall and fix notation for negation normal form, representa-
tion of modal algebras via ultrafilters, types, and Fischer-Ladner
closure.

– Negation normal form –

It will be convenient to put CTLf -formulas in negation normal
form.

Definition 3.8. Let p be a finite set of propositional variables. The
set of CTLf -formulas in negation normal form is defined via the
following grammar:
' ::= ? | > | p | ¬p | 3' | 2' | ' _ ' | ' ^ '

| EU(', ,�) | AR(', ) | EG(', ) | AF(', ,�)

Note that negation is only allowed to be applied to propositional
variables. We do not need ternary connectives for AR and EG. �

Lemma 3.9. Any CTLf -formula is equivalent to a CTLf -formula
in negation normal form.

Throughout the rest of this section, we assume all CTLf -
formulas are in negation normal form.

– Representation of modal algebras –

We will make use of the following representation of the modal
algebra underlying a CTLf -algebra.

Definition 3.10. Let A be a modal algebra. The dual frame of A is
the pair A⇤ = (A⇤, R⇤), where
•
A⇤ is the set of ultrafilters of the Boolean algebra A;

•
R⇤ is the binary relation on X defined by xR⇤y if, and only if,
for every a 2 A, if a 2 y then 3a 2 x. �

Theorem 3.11. (Jónsson and Tarski 1951) Any modal algebra
embeds in the complex algebra of its dual frame.

By contrast, not every CTLf -algebras embeds into a complex
CTLf -algebra. An important part of Theorem 3.11 is worth record-
ing separately.

Lemma 3.12. Let A be a modal algebra with dual frame A⇤. If
a 2 A, x 2 A⇤, and 3a 2 x, then there exists y 2 A⇤ such that
xR⇤y and a 2 y.

– Types and characteristic formulas –

The following equivalence relations on the points of A⇤, and char-
acterizing formulas for them, will also be useful. In the following
definition, recall that a point x 2 A⇤ is an ultrafilter of A and so,
under Convention 3.3, it makes sense to say that ' belongs to x.

Definition 3.13. Let ⇢ be a finite set of formulas. For any x, x

0 2
A⇤, define

x ⇠⇢ x

0 () x \ ⇢ = x

0 \ ⇢.
We call the equivalence class of a point x under ⇠⇢ the ⇢-type of x.

For any x 2 A⇤, define the characteristic formula

(x, ⇢) :=

^
{� | � 2 ⇢ \ x} ^

^
{¬� | � 2 ⇢ \ x}. �

Lemma 3.14. For any set of formulas ⇢ and points x, x0 2 A⇤, we
have

x ⇠⇢ x

0 () (x, ⇢) 2 x

0
.

We combine the above with Proposition 3.7 to obtain the fol-
lowing useful fact, which will allow us, in the next subsection, to
make ‘jumps’ in the ultrafilter frame of A.

Lemma 3.15. Let ⇢ be a finite set of formulas, let ~ 2 {EU,AF},
and let ',  , and � be formulas. For any x 2 A⇤ such that
~(', ,�) 2 x, there exists x

0 2 A⇤ such that x ⇠⇢ x

0 and
~(', ,� ^ ¬(x, ⇢)) 2 x

0.

– Fischer-Ladner closure –

A last standard concept that we need in our construction is the
Fischer-Ladner closure of a finite set of formulas.

Definition 3.16. A set of CTLf -formulas � is called (Fischer-
Ladner) closed if the following hold:
•
EU(>,>,>) 2 �,

• if ' 2 �, then '0 2 � for any subformula '0 of ',
• if EG(', ) 2 �, then 3EU( ^ EG(', ),') 2 �.
• if AR(', ) 2 �, then 2AR(', ) 2 �.
• if EU(', ,�) 2 �, then 3(� ^ EU(', ,�)) 2 �,
• if AF(', ,�) 2 �, then 2AR( _ �,') 2 �.

The closure of a set of CTLf -formulas is the smallest closed set
containing it. �

Lemma 3.17. The closure of a finite set of CTLf -formulas is finite.

3.3 Model construction
Now that we have all the preliminaries in place, we will construct a
tree for the consistent formula '

0

(p) that we fixed above, based on
the CTLf -algebra A and valuation V : p ! A (cf. Convention 3.3
above). In what follows, �

0

denotes the Fischer-Ladner closure of
{'

0

}, which is finite by Lemma 3.17.
A standard model construction in modal logic would be to con-

sider the quotient of the ultrafilter frame A⇤ by the equivalence re-
lation ⇠

�0 . Our model construction is necessarily more intricate
than that, because of the operators EU and AF, which are de-
fined as least fixpoints. Let us call an eventuality formula a CTLf -
formula of the form ~(', ,�), where ~ 2 {AF,EU}. The set
of eventuality formulas in propositional variables p will be denoted
by Ev(p).

We will construct a tree S as a union of finite trees. For the
construction of these finite trees, we use a notion of partial tableau
for �

0

in A (see Definition 3.18 below). Before giving the formal
definition, we will explain the idea behind it.

A partial tableau for �
0

in A will consist of a finite tree T and
two labellings, ↵ and �. The labelling ↵ will assign to each node
of the finite tree T an ultrafilter of A, which can be thought of as
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the set of formulas that we would like to force in that node. The
labelling � assigns to each node a data structure that records the
‘current status’ of eventuality formulas in �

0

. This data structure
is a finite list of tuples of the form (✓,�, ⇢, e�). Here, if the k

th

element in the list �(v) is (✓,�, ⇢, e�), then ✓ = ~(', ,�) is an
eventuality formula in �

0

which lies in ↵(v0) for some v

0 � v (i.e.
for some tree ancestor v0 of v); � is a ‘status’ which can be either a
(active), f (frozen) or e (extinguished); ⇢ is a finite set of formulas
that we call the ‘relevance set’ and is used in the construction; and
e� is a ‘context formula’, which will be a strengthening of �. We
now give the formal definition.

Definition 3.18. Let �
0

be a finite closed set of CTLf -formulas
with variables in p. Define

⌃ := (�

0

\ Ev(p))⇥ {a, f, e}⇥ P
fin

(CTLf
(p))⇥ CTLf

(p).

A partial tableau for �
0

in A is a tuple (T,↵,�), where
•
T is a finite tree,

•
↵ is a function from T to A⇤, the set of ultrafilters of A,

•
� is a function from T to ⌃

⇤, the set of finite words over ⌃.

For each v 2 T , we write `(v) for the length of �(v). For
each 1  k  `(v), we write �(v)k for the k

th letter of the
word �(v), and denote this letter by (✓(v)k,�(v)k, ⇢(v)k, e�(v)k),
where ✓(v)k = ~(v)k('(v)k, (v)k,�(v)k) for some ~(v)k 2
{AF,EU} and formulas '(v)k,  (v)k and �(v)k. �

In accordance with the intuitive explanation of a partial tableau,
we will also impose some well-formedness conditions on the partial
tableau, namely (cf. Definition 3.19 below): (a) any element in the
list �(v) persists in the list �(v0) for tree successors v0 of v; (b) if
the first coordinate ' of an eventuality formula lies in ↵(v), then
it is extinguished; (c) �

0

is always contained in the relevance set;
(d) EU-formulas can never be frozen; (e) e� is a strengthening of �;
(f) eventuality formulas that occur at some earlier point in the list
always lie in the relevance set; and (g) non-extinguished eventuality
formulas must lie in ↵(v).

Definition 3.19. We say the partial tableau (T,↵,�) for �
0

in A is
well-formed if, for all v 2 T and 1  k  `(v),

(a) for all v0 2 T such that v � v

0, we have `(v)  `(v

0
), and

✓(v)k = ✓(v

0
)k;

(b) if '(v)k 2 ↵(v) then �(v)k = e;
(c) �

0

✓ ⇢(v)k;
(d) if ~(v)k = EU, then �(v)k 6= f;
(e) e�(v)k ` �(v)k;
(f) if k0

< k then ~(v)k0
('(v)k0

, (v)k0
, e�(v)k0

) 2 ⇢(v)k;
(g) if �(v)k 6= e then ~(v)k('(v)k, (v)k, e�(v)k) 2 ↵(v). �

We will now describe how to unravel a well-formed par-
tial tableau. Again, before giving the lengthy formal definition
(Def. 3.20) of the one-step unravelling of a partial tableau, we give
an intuitive explanation. Recall that A⇤ = (A⇤, R⇤) denotes the
ultrafilter frame of A (Def. 3.10). In a simple tableau construction,
to unravel a node v, one would add successors for all 3-formulas
in �

0

\↵(v) and label them by appropriate R⇤-successors of ↵(v).
In order to treat eventuality formulas, we need to modify this con-
struction in the following way. Instead of using the successors of
↵(v) as labels of children of v, we make a ‘jump’ in the ultrafilter
frame A⇤ from the point ↵(v) to a point xv , guided by the first
active eventuality formula, ~m('m, m,�m), in the list �(v). We
will then label the children of v not by R⇤-successors of ↵(v), but
by R⇤-successors of xv . The precise choice of xv is guided by the
relevance set ⇢m, and will ensure (i) that ↵(v) and xv have the
same ⇢m-type, and (ii) that the negation of (↵(v), ⇢m) can be
added conjunctively to e�m, while keeping the partial tableau well-
formed. Such an xv will exist because of Lemma 3.15. The advan-

tage of this construction is that xv will contain a stronger statement
than ~m('m, m,�m), which will prevent that unwanted infinite
loops occur in the construction (cf. Lemma 3.24 below).

Definition 3.20. We define the one-step unravelling of a well-
formed partial tableau (T,↵,�). For each leaf v of T , add a finite
set of children of v, Cv := {w� |3� 2 �

0

\↵(v)}.4 We will now
specify a value for ↵ and � on each of these children.

Fix a leaf v.5 To define the values of ↵ and � on Cv , we
first choose an auxiliary ultrafilter xv 2 A⇤. If �k 6= a for all
1  k  `(v), define xv := ↵(v). Otherwise, put

m := min{1  k  `(v) | �k = a}.

We call m the active index at v.6 By Def. 3.19(g), we have
~('m, m, e�m) 2 ↵(v). Therefore, by Lemma 3.15, pick xv 2
A⇤ such that ~m('m, m, e�m ^ ¬(↵(v), ⇢m)) 2 xv and
xv ⇠⇢m ↵(v). Write �v := (↵(v), ⇢m).

Let w� 2 Cv . We use xv to define ↵(w�) and �(w�). For the
definition of ↵(w�), the cases ~m = AF and ~m = EU diverge
slightly.

• Case ~m = AF. Since 3� 2 �

0

\ ↵(v), we have 3� 2
xv , because �

0

✓ ⇢m and ↵(v) ⇠⇢m xv . Therefore, by
Lemma 3.12, pick ↵(w�) such that xvR⇤↵(w�) and � 2
↵(w�).

• Case ~m = EU. We do the same as in the previous case if
� 6= �m^EU('m, m,�m). If � = �m^EU('m, m,�m),
we do the following. By Def. 3.19(b) and �m = a, we have
'm 62 ↵(v). Since↵(v) ⇠⇢m xv and'm 2 �

0

✓ ⇢m, we have
'm 62 xv , so ¬'m 2 xv . Also, EU('m, m, e�m ^ ¬�v) 2
xv by the choice of xv . Applying the general fact (Proposi-
tion 3.5) that EU(p, q, r) ^ ¬p  3(r ^ EU(p, q, r)), we
obtain 3(e�m ^ ¬�v ^ EU('m, m, e�m ^ ¬�v)) 2 xv . By
Lemma 3.12, pick ↵(w�) such that xvR⇤↵(w�) and e�m ^
¬�v ^ EU('m, m, e�m ^ ¬�v) 2 ↵(w�). Note that in partic-
ular �m^EU('m, m,�m) 2 ↵(w�), since e�m^¬�v  �m

and EU is monotone.

The word �(w�) is defined as an update of the word �(v), obtained
by consecutively applying the following steps:

1. Let New(w�) := {✓ 2 ↵(w�)\�

0

\Ev(p) | 81  k  `(v) :

if ✓k(v) = ✓, then �k(v) = e}7. For each ✓ = ~(', ,�) 2
New(w�), add one letter, (✓, a, ⇢0,�), to the end of the word,
where ⇢0 :=

S`(v)
k=1

⇢k.
2. For each position k, put

e�(w�)k =

8
><

>:

e�(v)k if k < m,

e�(v)m ^ ¬�v if k = m,

�(v)k if k > m.

3. For each position k > m, add the formula ~m('m, m, e�(v)m^
¬�v) to the set ⇢k.

4. For each position k such that 'k 2 ↵(w�), change �k into e.
5. For each position k, if ✓k = EU('k, k,�k) and � 6= �k ^

EU('k, k,�k), change �k into e.
6. For each position k, if ~k = AF,  k 2 ↵(w�), and �k = a,

change �k into f .

4 Note that Cv 6= ;, since 3(> ^ EU(>,>,>)) 2 �
0

because �
0

is
closed, and 3(> ^ EU(>,>,>)) = > in A.
5 In the rest of this definition, we mostly suppress notation for v, and in
particular write ✓k , �k , ⇢k , etc. instead of ✓(v)k , �(v)k , ⇢(v)k , etc.
6 If m does not exist, proceed as in the case ~m = AF for the definition
of ↵, and in the definition of � act as if m = 1.
7 Note that New(w�) is non-empty, because it always contains the formula
EU(>,>,>).
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7. For each position k < m, if ~k = AF, �k = f , 'k 62 ↵(w�)

and  k 62 ↵(w�), change �k into a. �

Lemma 3.21. The one-step unravelling of a well-formed partial
tableau T is well-formed.

Definition 3.22. We define a tree (S,R) with a p-colouring � :

S ! P(p). Since '
0

6= ?, pick an ultrafilter x

0

2 A⇤ such
that '

0

2 x

0

. Define (T

0

,↵

0

,�

0

) to be the partial tableau whose
underlying tree consists of a single node, s

0

, and ↵
0

(s

0

) := x

0

.
Choose a word �

0

(s

0

) which orders (in an arbitrary manner) the set
{(~(', ,�), a,�

0

,�) |~(', ,�) 2 x

0

\�

0

\Ev(p),' 62 x

0

}.
Note that (T

0

,↵

0

,�

0

) is a well-formed partial tableau. Inductively
define, for each n � 0, (Tn+1

,↵n+1

,�n+1

) to be the one-step
unravelling of the partial tableau (Tn,↵n,�n).

Let (S,R) be the infinite, finitely branching tree
S1

n=0

Tn.
We have well-defined functions ↵ :=

S1
n=0

↵n from S to A⇤
and � :=

S1
n=0

�n from S to ⌃

⇤. For each v 2 S, define
�(v) := ↵(v) \ p. �

From the truth lemma below, it follows that s
0

� '

0

, which
concludes the proof of Theorem 3.2:

Lemma 3.23 (Truth Lemma). For all ✓ 2 �

0

and v 2 S, if
✓ 2 ↵(v), then v � ✓.

The proof of the truth lemma is, as usual, by induction on ✓.
The induction makes use of the following crucial fact, showing that
eventualities are always extinguished (i.e. fulfilled) or, in the case
of AF, ultimately frozen along any branch:

Lemma 3.24. For all v 2 S, 1  k  `(v), and infinite R-paths
(vt)

1
t=0

with v

0

= v, there exists t � 0 such that

• if ~(v)k = EU, then �(vt)k = e.
• if ~(v)k = AF, then either �(vt)k = e, or for all t0 � t,
�(vt0)k = f .

3.4 Completeness for rooted and binary fair CTL
We conclude the section by stating the completeness results for our
variants of CTLf . The proofs are mild modifications of the model
construction given in Subsection 3.3 above.

Theorem 3.25. For every consistent CTLf
I -formula '

0

(p), there
exists a p-coloured tree such that for some node s, s � '

0

.

Theorem 3.26. For every consistent CTLf
I,0,1-formula '

0

(p),
there exists a p-colouring � of the full binary tree such that for
some node s, s � '

0

.

4. Model companions
The aim of this section is to exhibit model companions for the
universal theories CTLf

I and CTLf
I,0,1 (Def. 2.13) of rooted CTLf -

algebras and rooted binary CTLf -algebras.
We first recall the formal definition of model companion from

model theory. For more conceptual background on the notion of
model companion, we refer to the introduction of this paper and,
e.g., (Chang and Keisler 1990, Section 3.5) and (Wheeler 1976).

Definition 4.1. A first-order theory T

⇤ is model-complete if every
formula is equivalent over T ⇤ to an existential formula8.

A first-order theory T

⇤ is a co-theory of a first-order theory T

if every model of T embeds into a model of T ⇤, and vice versa.
Let T be a universal theory. An extension T

⇤ ◆ T is a model
companion of T iff T ⇤ is a model-complete co-theory of T . �

8 In fact, it is sufficient that every universal formula is equivalent over T ⇤

to an existential one, see (Chang and Keisler 1990, Thm. 3.5.1).

It can be shown (Chang and Keisler 1990, Section 3.5) that a
model companion T

⇤ - whenever it exists - is unique and axiom-
atizes the class of models of T which are existentially closed for
T . Recall that a T -model M is existentially closed for T iff, when-
ever an existential formula ' with parameters from M holds in a
T -model M 0 ◆ M , then ' holds in M itself.

A remark on notation is in place. In this section, we will
mainly be concerned with the first-order theory of rooted CTLf -
algebras. We will denote the (functional) first-order language
of rooted CTLf -algebras by L. Thus, L has function symbols
?,_,¬, I,3,EU, and EG, one relation symbol, =, and the usual
first-order connectives. In contrast with the previous section, the
word ‘formula’ (or ‘L-formula’) will here refer to a first-order for-
mula in this language L, and we will use lower case Greek letters
',  , etc. for these. To avoid any possible confusion, in this sec-
tion we refer to CTLf -formulas as L-terms, and we use lower case
Roman letters t, u, etc. for these.9

A straight-forward but important observation about the theory
CTLf

I is that quantifier-free formulas reduce to equations, or in-
equations.

Lemma 4.2. For any quantifier-free L-formula '(p), there exists
an L-term t'(p) such that CTLf

I

` ' $ (t' = >); similarly,
there exists an L-term t

0
'(p) such that CTLf

I

` '$ (t

0
' 6= ?).

4.1 CTLf
I has a model companion: proof outline

We shall construct, in Subsection 4.3, a first-order theory that we
call (CTLf

I )
⇤, and prove (Thm. 4.9) that (CTLf

I )
⇤ is the model

companion of CTLf
I . In this subsection we give a general outline

of the proof.

Construction of the theory (CTLf
I )

⇤. For the theory (CTLf
I )

⇤

to be model-complete, we will need that any universal formula is
equivalent over (CTLf

I )
⇤ to an existential one. By Lemma 4.2, any

universal formula is equivalent over CTLf
I to a universal formula

of the particular form 8x t(p, x) = >, where t is an L-term. We
will construct, for each such special universal formula '(p), an
existential formula  (p) with the following two properties:

(I) CTLf
I ` 8p( (p) ! '(p)), and

(II) any rooted CTLf -algebra with p-parameters extends to a model
where '(p) !  (p) is true.

The formula  (p) with these two properties will allow us to con-
struct the model companion of CTLf

I .

Construction of  . We now outline the construction of the ex-
istential formula  (p) mentioned in the construction of the the-
ory (CTLf

I )
⇤ above. For this, we use the back-and-forth translation

between formulas of the modal µ-calculus and automata by Janin
and Walukiewicz (Janin and Walukiewicz 1995, 1996). The process
will go in three steps:

Step 1. From a first-order L-formula '(p) to a monadic second order
formula �(p) (Prop. 4.5);

Step 2. From a monadic second order formula �(p) to a non-deterministic
modal automaton A, which describes the behaviour of �(p) on
!-expansions of trees (Prop. 4.7);

9 Note that propositional connectives such as ?, ¬, _, etc. can have two
distinct meanings when they occur in an L-formula: they are used to build
L-terms, as in, e.g., ¬I _ p, but they are also symbols of the first-order
meta-language, as in, e.g., ¬(p = q). Thus, the two occurrences of ‘¬’ in
the L-formula ¬(> = (¬I _ p)) have different meanings. In practice, we
will parenthesize carefully to avoid confusion.
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Step 3. Back from the automaton A to an L-term accA(p, q) describing
the automaton (Prop. 4.8).

The L-term accA(p, q), once the variables q corresponding to the
states of the automaton are existentially quantified, is transformed
into the existential formula  (p) := 9q (accA(p, q) = >). This
will be the existential formula  mentioned in the construction of
(CTLf

I )
⇤ above.

4.2 Obtaining an existential formula using automata
In this subsection we make the construction of  , outlined in the
previous subsection, precise. For this purpose, we first recall the
definitions of !-expansions and fix the notation that we use for
MSO. After this, we give the technical results underlying Step 1 –
3 in the construction of  .

!-expansions of trees. The following definition actually works
for transition systems in general, cf. (Janin and Walukiewicz 1996,
Def. 1), but we only need it for trees.

Definition 4.3. Let (S,R) be a tree with root s
0

. The !-expansion,
(S!, R!), of (S,R) is the tree which is defined as follows:

S! := {(k
1

, s

1

) . . . (kn, sn) 2 (! ⇥ S)

⇤ | siRsi+1

(0  i < n)},
R![(k1, s1) · · · (kn, sn)] := {(k

1

, s

1

) · · · (kn, sn)(kn+1

, sn+1

) :

: kn+1

2 !, snRsn+1

}.
We denote the empty sequence by ✏; note that ✏ is the root of
(S!, R!). Also note that the definition of S! requires in particular
that, if (k

1

, s

1

) . . . (kn, sn) 2 S! , then s

0

Rs

1

R . . . Rsn is a finite
path in S starting at the root.

For any p-colouring � of a tree (S,R) with root s
0

, define the
p-colouring �! of (S!, R!) by �!(✏) := �(s

0

), and

�!((k1, s1) . . . (kn, sn)) := �(sn). �

It is straight-forward to prove that any p-coloured tree is bisim-
ilar to its !-expansion via a back-and-forth morphism. Stating this
in algebraic terms, we have in particular:

Proposition 4.4. For any p-coloured tree (S,�), the algebra P(S)
is isomorphic to a subalgebra of P(S!), via an isomorphism which
in particular sends V�(p) to V�! (p) for each p in p.

MSO on trees. We use the following (reduced) syntax of monadic
second order logic MSO. The atomic formulas of MSO are of the
form p ✓ q and R(p, q) where p, q are variables; arbitrary formulas
are obtained from atomic formulas using the connectives _, ¬ and
9p. This syntax suffices to express all of MSO, cf., e.g., (Thomas
1996, p. 7) or (Grädel et al. 2002, Ch. 12). In particular, we use the
abbreviation p = q for (p ✓ q)^(q ✓ p) and we use the convention
that lower case letters v, v

0
, . . . stand for ‘individual variables’,

whose interpretation is forced to be a singleton. For a first-order
variable v and a second-order variable p, we write ‘v 2 p’ to mean
‘v ✓ p’.

As for the semantics, we will only consider interpretations of
MSO over trees (S,R): given an MSO formula �(p) and a p-
colouring � : S ! P(p) with associated valuation V� : p !
P(S), the relation S,� |=MSO �(p) is defined in the usual way,
i.e., for atomic formulas we have

S,� |=MSO p ✓ q () V�(p) ✓ V�(q)

S,� |=MSO R(p, q) () R \ (V�(p)⇥ V�(q)) 6= ;,
and this definition is extended to arbitrary MSO-formulas.

Step 1: From FO to MSO. The essence of the following proposi-
tion is the so-called ‘standard translation’ from modal fixpoint logic
to monadic second-order logic.

Proposition 4.5. For any first-order L-formula '(p), there exists a
monadic second order formula �(p) such that, for any p-coloured
tree (S,�),

P(S), V� |=FO '(p) () S,� |=MSO �(p).

Proof. (Sketch) We just show how � is built up. We first inductively
define, for any L-term t(p), an MSO-formula ˙

t(p, v), where v is
a fresh first-order variable. The base case and the cases for the
function symbols other than EU and EG are treated as follows:

•
ṗi := v 2 pi,

• ˙

(t

1

_ t

2

) := (

˙

t

1

(v)) _
(

˙

t

2

(v)),
• ˙

(¬t
1

) := ¬( ˙t
1

(v)),

• ˙? := ¬(v = v),
• ˙3t := 9v0(R(v, v

0
) ^

˙

t(p, v

0
)),

• ˙

I := 8v0(¬R(v

0
, v)).

Before defining ˙

EU(t

1

, t

2

) and ˙

EG(t

1

, t

2

), first define the aux-
iliary formula:

Pret1,t2(p, q) :=

8v0
�
([

˙

t

1

(v

0
) ^ p(v

0
)] _ [

˙

t

2

(v

0
) ^R(v

0
, q)]) ! (v

0 2 q)

�
.

Note that Pret1,t2(p, q) is true in a transition system S exactly if
(t

1

^ p) _ (t

2

^3q)  q holds in the algebra P(S).
We now define:

˙

EU(t

1

, t

2

) := 8q
�
Pret1,t2(v

0
= v

0
, q) ! q(v)

�
,

in words: EU(t

1

, t

2

) is forced in v iff v lies in all sets q for which
t

1

_ (t

2

^3q)  q.
We also define:

˙

EG(t

1

, t

2

) := 9p

0

B@
(v 2 p) ^ 8v0[(v0 2 p) !
(

˙

t

1

(v

0
) ^ 9v00[R(v

0
, v

00
)

^ 8q
�
Pret2,t1(p, q) ! (v

00 2 q)

�
])]

1

CA

In words: EG(t

1

, t

2

) is forced in v iff v lies in some set p such that
p  t

1

^3EU(t

2

^ p, t

1

) holds.
Now, for any L-formula '(p), define �(p) by replacing any

atomic formula t

1

= t

2

by 8v( ˙t
1

(p, v) $ ˙

t

2

(p, v)). QED

Step 2: From MSO to automata. We recall the relevant defini-
tions and results from (Janin and Walukiewicz 1995, 1996). The
details will be relevant in Step 3 as well.

Definition 4.6. Fix a finite set p of propositional variables. A non-
deterministic modal automaton over p is a tuple A = (Q, q

0

, �,⌦),
where Q is a finite set of states, q

0

2 Q is an initial state, � :

Q⇥ P(p) ! PP(Q) is a transition function, and ⌦ : Q ! ! is a
parity function.

Let (S!,�!) be the !-expansion of a p-coloured tree (S,�).
A successful run of the automaton A on (S!,�!) (also known as
A-labelling in (D’Agostino and Hollenberg 2000)) is a function
r : S! ! Q such that:

1. (Initial) r(✏) = q

0

,
2. (Transition) for all v 2 S! , the set {r(v0) | vRv

0} is in
�(r(v),�!(v)),

3. (Success) for any infinite path (vt)
1
t=0

in S! with v

0

= ✏, the
parity

min{⌦(q) | r(vt) = q for infinitely many t 2 !}
is even.

We say that A accepts (S!,�!) if there exists a successful run
of A on (S!,�!). �

Note that we only gave the definition of acceptance of an !-
expanded tree. We do not need the more involved acceptance con-
dition for general trees.
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Proposition 4.7. For any monadic second order formula �(p),
there exists a non-deterministic modal automaton A

�

over p such
that, for any p-coloured tree (S,�),

(S!,�!) |= �(p) () A
�

accepts (S!,�!).

Proof. By (Janin and Walukiewicz 1996, Lem. 12), there is a
formula �

_
(p) of the modal µ-calculus such that for every p-

coloured tree (S,�),

(S!,�!) |= � () (S,�) |= �

_
.

Since any p-coloured tree is bisimilar to its !-expansion, we also
have

(S,�) |= �

_ () (S!,�!) |= �

_
.

By the results in (Janin and Walukiewicz 1995) (also see, e.g.,
(D’Agostino and Hollenberg 2000, Sec. 2)), there is a non-deter-
ministic modal automaton A

�

such that

(S!,�!) |= �

_ () A
�

accepts (S!,�!). QED

Step 3: From automaton to term. Here, we use the fact that the
language of CTLf

I is expressive enough to express the acceptance
condition of automata on !-expanded trees. In particular, we need
the binary AF connective of CTLf for the term acc

3

in the proof.

Proposition 4.8. For any non-deterministic modal automaton A
over p with set of states q, there exists an L-term accA(p, q) such
that for any p-coloured tree (S,�), we have

A accepts (S!,�!) () P(S!), V�! |= 9q accA(p, q) = >.

Proof. (Sketch) We encode acceptance conditions into an L-term
accA(p, q). We define the following auxiliary terms for D 2 P(q)

and ↵ 2 P(p):

rD :=

^

q2D

3q ^ 2

 
_

q2D

q

!
and �↵ :=

^

p2↵

p ^
^

p 62↵

¬p.

Now the required L-term accA(p, q) is taken to be acc

1

^ acc

2

^
acc

3

, where

acc

1

(p, q) := ¬I _ q

0

,

acc

2

(p, q) :=

_

q2q

0

B@
q ^

^

q02q\{q}

¬q0^

_
{rD ^ �↵ | ↵ 2 P(p), D 2 �(q,↵)}

1

CA ,

acc

3

(p, q) :=

^
8
<

:AF

0

@
_

⌦(q0)<n

q

0
,

^

⌦(q)=n

¬q

1

A

9
=

; ,

where the last conjunction is taken over the set of the odd numbers
n that belongs to the range of ⌦. QED

4.3 The model companion of CTLf
I

Let J be the set of triples (t, p, x) such that p and x are disjoint
finite sets of variables and t is an L-term in variables p [ x. For
each tuple j = (t, p, x) 2 J , define the first-order L-formula

'j(p) := 8x t(p, x) = >,

and let �j(p) be the monadic second-order formula given by
Proposition 4.5. Define the first-order L-formula

 j(p) := 9q accA�j
(p, q) = >, (1)

where A
�j is the non-deterministic automaton corresponding to

the MSO formula �j , by Proposition 4.7.
Finally, define the first-order L-theory

(CTLf
I )

⇤
:= CTLf

I [ {8p('j !  j) | j 2 J}.

We now come to our main theorem.

Theorem 4.9. (CTLf
I )

⇤ is the model companion of CTLf
I .

Proof. (Sketch) In order to show that (CTLf
I )

⇤ is model-complete
one shows, by using the completeness theorem (Thm. 3.25), that
for each j = (t, p, x) 2 J , in all rooted CTLf -algebras we have

8p ( j ! 'j).

This corresponds to property (I) in the proof outline given in Sub-
section 4.1. Indeed, given this fact, it follows from the definition of
(CTLf

I )
⇤ that every universal formula is equivalent in (CTLf

I )
⇤ to

an existential one, so that (CTLf
I )

⇤ is model-complete.
That (CTLf

I )
⇤ is a co-theory of CTLf

I follows from Lemma 4.10
below, which corresponds to property (II) in the proof outline given
in Subsection 4.1. QED

Lemma 4.10. Let j = (t, p, x) 2 J , with p = p

1

, . . . , pn.
For any rooted CTLf -algebra A and a 2 A

n, there is a rooted
CTLf -algebra A0 which contains A as a subalgebra such that
A0 |= 'j(a) !  j(a).

Remark 4.11. Although we have explicitly defined a model com-
panion for CTLf

I , the models of the model companion (CTLf
I )

⇤

itself remain rather mysterious. For instance, the only atom in a
model of (CTLf

I )
⇤ is I, as can be seen by taking as '(p) the for-

mula 8x((x  p) ! [(x = ?) _ (x = p)]). �

4.4 The binary case

We shall prove that CTLf
I,0,1 has a model-companion too and, in

addition, we shall be able to characterize this model-companion as
the first-order theory of the complex algebra of the full binary tree.

S2S: MSO on the binary tree. Recall that S2S is the monadic
second order logic of the full binary tree 2

⇤ (we refer to (Thomas
1996, p. 7) or (Grädel et al. 2002, Ch. 12) for basic results used
below). From a syntactic point of view, in S2S we have, in addition
to the atomic formulas of MSO, also the atomic formulas f

0

(p, q)

and f

1

(p, q). Semantically, we interpret S2S-formulas '(p) over p-
colourings � : � : p ! P(2

⇤
) of the full binary tree; for i = 0, 1,

the new atomic formula fi(p, q) is interpreted so that we have

2

⇤
,� |= fi(p, q) () fi \ (V�(p)⇥ V�(q)) 6= ;,

where on the right hand side, we view the unary function fi of
Example 2.14 as a set of pairs.

Write L
0,1 for the first-order language of rooted binary CTLf -

algebras. The following is proved in the same way as Prop. 4.5.

Proposition 4.12. For any L
0,1-formula '(p), there exists an S2S-

formula �(p) such that, for any p-colouring � : p ! P(2

⇤
), we

have
P(2⇤), V� |=FO '(p) () 2

⇤
,� |=

S2S

�(p).

Encoding automata. A parity tree automaton A on a finite al-
phabet ⌃ is a tuple (Q, qI ,�,⌦) where Q is a finite set of states,
qI 2 Q, � ✓ Q ⇥ ⌃ ⇥ Q ⇥ Q, and ⌦ : Q �! !. We shall
consider only automata whose alphabet ⌃ is of the kind P(p) for
a finite set of propositional letters p. If � : 2⇤ ! ⌃ := P(p)

is a p-colouring of the tree 2

⇤, then a run of A on � is a func-
tion ⇢ : 2

⇤ ! Q such that ⇢(✏) = qI and, for any w 2 2

⇤,
(⇢(w),�(w), ⇢(w0), ⇢(w1)) 2 �. If ⇡ 2 2

! is an infinite branch,
we denote by Inf⇢(⇡) the set of states in Q which occur infinitely
often on ⇡ in ⇢, i.e., Inf⇢(⇡) := {q 2 Q | ⇡ \ ⇢�1

(q) is infinite}.
A run ⇢ of A on � is successful if for every infinite branch ⇡ we
have that min({⌦(q) | q 2 Inf⇢(⇡)}) is even. We say A accepts
a p-colouring � iff there exists a successful run of A on �. The
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following result is well-known. For a proof, cf., e.g., (Grädel et al.
2002, Thm. 8.7 & Lem. 12.21).

Theorem 4.13. Let �(p) be a formula of S2S. There exists a parity
tree automaton A over the alphabet ⌃ := P(p) such that, for any
� : 2

⇤ ! P(p),

2

⇤
,� |=

S2S

� () A accepts �.

Analogous to Prop. 4.8, we also have:

Proposition 4.14. For any parity tree automaton A = (Q, qI ,�,⌦)

over ⌃ := P(p) with set of states q, there exists an L
0,1-term

accA(p, q) such that for any p-colouring � : 2

⇤ �! P(p), we
have

A accepts (2⇤,�) () P(2⇤), V� |= 9q accA(p, q) = >.

Putting together what we have, we conclude that

Theorem 4.15. The first-order theory (CTLf
I,0,1)

⇤ of the binary
tree algebra P(2⇤) is the model companion of CTLf

I,0,1.

Proof. Let '(p) be a L
0,1-formula. Using Proposition 4.12, Theo-

rem 4.13 and Proposition 4.14, it is clear that

(CTLf
I,0,1)

⇤ ` '(p) $ 9q accA(p, q) = > .

Thus, every formula is equivalent modulo (CTLf
I,0,1)

⇤ to an exis-
tential formula, so (CTLf

I,0,1)
⇤ is model-complete.

To show that CTLf
I,0,1 and (CTLf

I,0,1)
⇤ are co-theories, since

CTLf
I,0,1 ✓ (CTLf

I,0,1)
⇤, it is sufficient to show that every rooted

binary CTLf -algebra embeds into a model of (CTLf
I,0,1)

⇤, i.e.,
into an algebra which is elementarily equivalent to P(2⇤). By com-
pactness and Robinson Diagram Lemma (cf. (Chang and Keisler
1990, Prop. 2.1.8)), it is sufficient to prove the consistency of
the union of (CTLf

I,0,1)
⇤ with a finite conjunction ' of ground

literals with parameters in the support of A such that A |= '.
For this, in view of Proposition 4.2, it is sufficient to show that
(CTLf

I,0,1)
⇤ [ {t0'(a) 6= ?} has a model for some term t

0
'(p)

such that A |= t

0
'(a) 6= ?. The latter means that t0'(p) is a con-

sistent rooted binary CTLf -formula, so we can simply invoke the
completeness Theorem 3.26 to get what we need. QED

5. Conclusion
There is an important difference between our results for the tree
logic CTLf

I and the binary tree logic CTLf
I,0,1. In the binary case,

we know that the model companion (CTLf
I,0,1)

⇤ of CTLf
I,0,1 is the

first-order theory of the powerset algebra of the full binary tree.
In contrast, by Remark 4.11, no powerset algebra can be a model
of (CTLf

I )
⇤. From this, we can conclude that, if one wants to find

a framework for MSO on infinite trees where ‘all equations are
solvable’, complex algebras of transition systems are insufficient
and algebraic models become indispensable.

We leave to further research the interesting questions, posed by
the reviewers, whether CTL itself has a model companion, and
which are the minimal algebraizable fragments of the modal mu-
calculus having a model companion.
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Abstract
Interaction graphs were introduced as a general, uniform, construc-
tion of dynamic models of linear logic, encompassing all Geome-
try of Interaction (GoI) constructions introduced so far. This series
of work was inspired from Girard’s hyperfinite GoI, and develops
a quantitative approach that should be understood as a dynamic
version of weighted relational models. Until now, the interaction
graphs framework has been shown to deal with exponentials for
the constrained system ELL (Elementary Linear Logic) while keep-
ing its quantitative aspect. Adapting older constructions by Girard,
one can clearly define “full” exponentials, but at the cost of these
quantitative features. We show here that allowing interpretations of
proofs to use continuous (yet finite in a measure-theoretic sense)
sets of states, as opposed to earlier Interaction Graphs construc-
tions were these sets of states were discrete (and finite), provides a
model for full linear logic with second order quantification.

Categories and Subject Descriptors F.3.2 [Semantics of Pro-
gramming Languages]: Denotational Semantics

General Terms Semantics; Quantitative Models

Keywords Interaction Graphs; Linear Logic; Geometry of Inter-
action; Quantitative Semantics; Measurable Dynamics

1. Introduction
This work deals with so-called dynamic models of proof theory,
such as game semantics and geometry of interaction. It extends
previous work providing a uniform construction of quantitative
dynamic models of (fragments of) linear logic to full linear logic
with second-order quantification.

Geometry of Interaction. A Geometry of Interaction (GoI) con-
struction, i.e. a construction that fulfills the GoI research program
[17], is in a first approximation a representation of linear logic
proofs that accounts for the dynamics of cut-elimination. Contrarily
to denotational semantics, a proof ⇡ and its normalised form ⇡0 are
not represented by the same object, but they remain related through
a semantic interpretation of the cut-elimination called the execu-
tion Ex: Ex(⇡) = ⇡0. A GoI construction hence represents both
the proofs and their normalisation; it is in some ways an untyped
variant of game semantics [22].
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The further aim of geometry of interaction is to reconstruct log-
ical operations from such a dynamic representation of proofs. The
objects of study in a GoI construction are actually a generalisation
of the notion of proof – sometimes called paraproofs. This point of
view allows a reconstruction of logic as a description of how these
objects interact in the same spirit as realisability [24–26]: a pro-
gram is of type nat ! nat because it produces a natural number
when given a natural number as an argument. As in game seman-
tics and classical realisability, one can however describe a neces-
sary condition for being the interpretation of a proof, and defines
winning paraproofs as those objects satisfying it.

In spite of their seemingly deep abstraction, the GoI construc-
tions provide mathematical models which are very close to actual
computing. As an illustration of this fact, let us mention the Ge-
ometry of Synthesis program initiated by Ghica [9–11, 13]. This
research program, inspired by geometry of interaction, aims at ob-
taining logical synthesis methods for VLSI designs.

Quantitative Semantics. Quantitative semantics find its origins in
Girard’s work on functor models for lambda-calculus [15]. This
work, which predates its seminal work on linear logic [14] and
actually inspired it, exhibits for the first time a decomposition
of the semantic interpretation of lambda-terms as Taylor series.
These series capture a number of information about the time, space,
resource consumption of the programs it represents. Quantitative
semantics are therefore more involved than so-called qualitative
semantics, since they mirror more information about the programs
that are interpreted. Recently, quantitative semantics has been used
to give denotational semantics for various algebraic extensions of
lambda calculus such as probabilistic [3] or differential lambda
calculi [7]. Work by Laird, Manzonetto, McCusker and Pagani
on weighted relational models [29] provides a uniform account
of several denotational models accounting for quantitative notions,
using a refinement of the relational model.

In a recent work [36], the author exhibited a functor map-
ping the interaction graphs models (for the multiplicative fragment
MLL of linear logic) to a general notion of quantitative coherence
spaces built from Laird et al. weighted relational models. Interac-
tion graphs models are therefore to be thought of as a quantitative
generalisation of Girard’s geometry of interaction models.

Interaction Graphs. Interaction graphs were first introduced by
the author [33] as a combinatorial approach to Girard’s hyperfi-
nite Geometry of Interaction [20], restricted to the multiplicative
fragment of linear logic. An extension capable to deal with addi-
tive connectives was then defined [37] and shown to abstract not
only the (additive fragment of the) hyperfinite GoI model but all
previously introduced GoI constructions as well. Both papers pro-
posed a model construction in the spirit of Girard’s GoI construc-
tion where proofs were interpreted by graphs instead of infinite op-
erators. Dealing with exponentials however needs one to consider
infinite objects. This is why a third paper [38] showed how the con-
struction on graphs can be applied when working with a general-
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isation of graphs named graphings. Graphings are in some sense
geometric realisations of graphs on a measure space X which were
first introduced in the context of ergodic theory [1, 8]. This allows
not only to consider infinite graphs (which can be used to define ex-
ponentials in the same way as the original GoI constructions), but
also graphs acting on continuous, thus infinite but finite-measure
spaces. This general construction on graphings was shown [38] to
improve on Girard’s hyperfinite GoI [20] since it allows a satisfac-
tory treatment of second-order quantification. Lastly, a fourth pa-
per1 [35] showed how the consideration of graphings can be used to
define “quantitative” exponential connectives for Elementary Lin-
ear Logic [18], a fragment of linear logic that captures elementary
time computation [4].

Unbounded Exponentials and Quantitative Aspects. The au-
thor’s work on Interaction Graphs should be understood [36] as
a dynamic counterpart of weighed relational models by Laird et
al. [29], i.e. its relation to standard dynamic models (geometry of
interaction, game semantics) is comparable to weighted relational
models’ relations with standard relational models. Indeed, it pro-
vides a uniform construction of models which not only captures all
of Girard’s GoI models, but also extends them: while Girard’s con-
structions can be understood as interpreting proofs as graphs2, we
here interpret proofs as weighted graphs, i.e. graphs with weighted
edges3. Furthermore, interaction graphs models can reflect these
quantitative information at the level of types since the latter are
built from an orthogonality relation which can take those weights
into account. Indeed, the orthogonality relation is defined through
a measurement of cycles [38] by means of an integral over a finite-
measure space – the support of the cycle. In the simplest cases one
measures a cycle ⇡ of suppport supp(⇡) and weight !(⇡) 2 ⌦,
along a measurable map m : ⌦ ! R̄+, by the following integral:

Z

supp(⇡)

m(!(⇡)) (1)

Since Interaction Graphs provide a generalisation of Girard’s
constructions, one could easily adapt the interpretation of exponen-
tial connectives from Girard’s first constructions [16, 19] to obtain
a model of full linear logic. This adaptation would extend to Danos’
interpretation of pure lambda-calculus in GoI [2]. However, this in-
terpretation of exponential connectives corresponds to defining !a
as a (countable) infinite family of copies of a. Thus, even if a is
represented by a graphing acting on a space of finite measure, its
exponentiated version !a acts on a space of infinite measure. This
fact hinders the quantitative aspects of our model since it creates cy-
cles ⇡ whose support supp(⇡) are spaces of infinite measure. As a
consequence, the integral defining the orthogonality relation (Defi-
nition 1) diverges as soon as the weight is not mapped to 0, i.e. as
soon as m(!(⇡)) 6= 0. The resulting model is therefore no longer
capable of depicting quantitative information.

Contributions. We define, in the framework of interaction graphs,
exponential connectives for full linear logic in a way that pre-
serves the quantitative aspects of the construction, providing the
first dynamic model of second-order linear logic accounting for
quantitative aspects. Indeed, to the author’s knowledge, there exists
no game semantics or GoI models for this logical system which

1 Although the author’s PhD thesis [34] did not contain the general treat-
ment of graphings [38], it already introduced the model of ELL [35] and
the restricted theory of graphings this model uses.
2 Girard interprets proofs as partial isometries acting on a Hilbert space H
which, by considering the right basis for H correspond to graphs.
3 Actually, the most general models are built around the lesser known notion
of weighted graphing. However, thinking about graphings as graphs should
provide the reader with the right intuitions.

include quantitative features. Indeed, although Girard’s so-called
GoI3 construction [19] provides a model of this same logical sys-
tem, the treatment of exponential connectives in the latter work
prevents from any generalisation accounting for quantitative infor-
mation, as already explained. On the side of game semantics, the
quantitative game semantics for linear logic of dal Lago and Lau-
rent [28] does not deal with additives and quantifiers and moreover
seems more limited than our own models in the range of quantita-
tive features it can accommodate.

Moreover, we are able to pinpoint the computational principles
(represented as measurable maps) that are essential to interpret
digging and dereliction, providing new insights on constraint linear
logic and their semantics. Formally, this is obtained by exhibiting a
single map – the exchange xch – which turns a model of ELL into
a model of LL. Indeed, as discussed after Definition 9, removing
the exchange restricts our model to the model of ELL based on
graphings [34, 35].

Outline of the paper. We define exponential connectives along
the same lines as in our work on ELL (thus bounded) exponentials
[35], avoiding the involvement of infinite-measure sets. With this
definition of exponential connectives, one would however expect
only a restriction of linear logic, such as ELL. To bypass this re-
striction, we relax the notion of states. Indeed, the interpretation of
proofs in interaction graphs makes use of so-called thick graphs –
or thick graphings in the general framework –, which can be under-
stood as graphs with states. While previous work considered only
finite sets of states, we loosen this definition to allow for infinite yet
finite-measure (actually continuous) sets of states. This modifica-
tion impacts slightly on the basic notions notions and constructions
considered in previous work [38], for which we introduce adequate
generalisations. These changes, however, do not raise any technical
difficulties. The resulting model is then shown to model digging
and dereliction in addition to the principles of Elementary Linear
Logic, thus interpreting full linear logic. Finally, we discuss the is-
sue of the representation of cut-elimination in the model.

2. Interaction Graphs
We start by a discussion meant to give intuitions about the basic
principles at work in the interaction graphs models. We illustrate
those principles by explaining the notion of thick and sliced graphs
[35]. This discussion is quite informal in that we will only pro-
vide explicit and complete definitions of the objects and operations
that are essential for the understanding of this paper, to avoid over-
loading the reader with non-essential definitions. Indeed, the ac-
tual model uses thick and sliced graphings, a generalisation needed
to accomodate both exponentials and quantifiers. Before providing
the formal definition of those at the end of the section, we discuss
the notion of “graphs with states” and how it can be generalised to
continuous sets of states.

2.1 Thick and Sliced Graphs
The term “graph” will stand for “directed weighted graphs”, i.e.
directed graphs with a weight function from the set of edges to a
monoid4 of weights ⌦. Given a graph G, we will always denote
EG its set of edges, V G its set of vertices, tG and sG its target and
source maps, and !G its weight map.

The notion of thick graphs generalises that of graphs by intro-
ducing a set of (control) states – called a dialect. A graph G with
dialect DG is nothing more than a graph whose set of vertices is of
the form V G

= SG ⇥ DG – the set SG is called its support. The

4 As we consider paths in the following, the structure of monoid is essential
as it allows to define the weight of a path as the product of the weights of
the edges that it is composed of.
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set DG then acts as a set of control states when considering the
operation of execution, which represents the cut-elimination proce-
dure. When working with (non-thick) graphs, this operation is rep-
resented as the computation of a graph of alternating paths; the no-
tion of alternating path between thick graphs gives a particular role
to the dialects. Indeed, an alternating path between thick graphs G0

and G1, with respective dialects DG0 and DG1 , is a finite sequence
of edges e0e1 . . . ek and a sequence of triples (si, g

(0)
i , g

(1)
i )

k+1
i=0

such that:
(Alternation) ei 2 EG if and only if ei+1 2 EH ;

(States) if ei 2 EGj then

8
><

>:

sGj
(ei) = (si, g

(j)
i )

tGj
(ei) = (si+1, g

(j)
i+1)

g
(1�j)
i = g

(1�j)
i+1

;

The interpretation of the dialect as a set of (control) states comes
from the way its elements are dealt with in the above definition.
Now, given two thick graphs G,H , the intersection of their sup-
ports represent a cut; the result of the elimination of this cut is
called the execution of G and H . It is defined as the thick graph
G ::H , of support the symmetric difference SG

�SH , of dialect
the product DG ⇥ DH , whose edges are exactly the alternating
paths between G and H whose source and target lie outside of the
cut. This is reminiscent of game semantics’ composition and hid-
ing: composition corresponds here to the computation of all alter-
nating paths, while hiding corresponds to the restriction to those
paths starting and ending outside the cut. The formal definition of
execution, in the framework of graphings, is given at the end of this
section.

Now, thick and sliced graphs further extend this notion of thick
graphs by considering finite formal weighted sums

P
i2IG ↵G

i Gi

where IG is a finite indexing set, the coefficients ↵G
i are real num-

bers and {Gi} is a set of thick graphs sharing the same support (but
not sharing the dialects). This notion is crucial for treating additive
connectives [37]. The operation of execution is then extended “by
linearity” (although the sums are not linear combinations), letting:
0

@
X

i2IG

↵G
i Gi

1

A
::

0

@
X

i2IH

↵H
i Hi

1

A
=

X

(i,j)2IG⇥IH

↵G
i ↵

H
j Gi ::Hj

2.2 Continuous Dialects
Interaction graphs models dealing with exponential connectives of
linear logic are based on the notion of thick and sliced graphings,
obtained by a second layer of generalisation over this notion of
thick and sliced graphs [34]. While graphings will be introduced
formally in the next section (Definition 2), we provide an intuitive
description to discuss this generalisation. This discussion can be
skipped in a first read, as only the formal definition of microcosm
is needed to follow the next section.

Graphings are in some sense geometric realisations of graphs on
a measure space X. Specifically, a graphing G is defined as a graph
such that for each edge e 2 EG, sG(e) and tG(e) are measurable
subsets of X, and there is a measurable map �G

e : sG(e) ! tG(e)
which realises e. As for graphs, one can define thick and sliced
graphings by first defining thick graphings – graphings with a
dialect, then consider formal weighted sums of those. It is natural,
while working with graphings, to consider dialects themselves as
measure spaces, and more precisely (finite) discrete probability
spaces. A thick graphing of dialect D is then easily described as
a graphing over the measure space X⇥D.

The purpose of the current work is to extend this definition to
allow for continuous dialects, i.e. continuous measure spaces in
place of discrete ones. We will show how to define in this setting
the interpretation of second order linear logic without hindering
the “quantitative” features of the interaction graphs construction.

This however comes with a small drawback in the form of a minor
complexification of the framework, which we now explain.

We did not dwell on this point earlier, but thick graphs (graphs
with dialects) are considered up to5 renaming of their dialect; a
thick graph G which is a dialect-renaming of a thick graph F
is called a variant of F (Definition 3). To define correctly this
notion of variant one needs to consider bijections between the
dialects. However, when considering graphings and replacing the
dialects with possibly continuous probability spaces, we face a
problem when considering the following two probability spaces:
k = {1, . . . , k} with discrete measure, and [0,1] with Lebesgue
measure. Indeed, any thick graphing G with dialect k has a variant
H with dialect [0,1]: each element i 2 k is represented by the
interval Ii = [i/(k + 1), (i + 1)/(k + 1)], and an edge of source
(v, i) and target (v0, j) realised by a map � : (v, i) ! (v0, j)
in G is realised in H by �1 ⇥ Ti,j where Ti,j is the translation
x 7! x+(j� i)/(k+1) and �1 is the map v ! v0 underlying6 �.
However, this cannot be formalised through an adequate notion of
bijection: here we would expect Borel isomorphisms since we work
with measure spaces, but no such isomorphism exists between k
and [0,1]. To avoid these troubles, we will therefore consider all
our dialects to be isomorphic to [0,1] with its Lebesgue measure.
Since, as we just explained, a graphing with discrete dialect always
has a “variant” with [0,1] as dialect, and since thick graphings are
considered up to renaming, this restriction is seamless.

The second change from earlier work [38] is that we need to
consider an extension of the notion of microcosm. A microcosm m

was defined as a monoid of measurable maps X ! X used to con-
sider “restrictions” of the model to m-graphings: graphings whose
realisers – i.e. the maps that realises edges – are restrictions of maps
in m. This original notion of microcosm did not incorporate the di-
alect. This is explained by the fact that the latter was discrete, and
therefore any measurable maps realising an edge in a thick graphing
could be described as a product of a measurable maps from X to X
with a partial bijection on the dialect. Now that we allow for contin-
uous dialects, one can consider realisers of edges that do not simply
arise in this way from7 a map X ! X. The following definition
therefore adapts (in fact extends) the previously considered notion
of microcosm in a very natural way in order to incorporate this
change. Let us stress that for technical reasons discussed in earlier
work [38], the measurable maps considered should be non-singular
transformations8 which are measurable-preserving, i.e. map mea-
surable sets to measurable sets.

Definition 1 (Microcosm). Let X be a measure space. A micro-
cosm is a monoid (for the composition of functions) of measurable-
preserving non-singular transformations X⇥ [0,1] ! X⇥ [0,1].

2.3 Graphings and Exponential-Free Linear Logic
This section is meant to recall the main results of previous work
[38], to which we refer the reader for a complete picture. We first
define weighted (thick) graphings, a generalisation of the homony-
mous notion considered by Adams [1] and later by Gaboriau [8].

Definition 2 (Graphing). Let m be a microcosm, ⌦ a monoid of
weights, SG a measurable subset of X and DG a probability space

5 It is important to remark here that we don’t consider the set of graphings
quotiented modulo renaming, but we want to be able to formalise this notion
of equivalence.
6 Since k is discrete, any measurable map � : (v, i) ! (v, j) is defined
from a measurable map �1 : v ! v0 by �(x, i) = (�1(x), j).
7 As an example, one can consider the exchange map defined below (Defi-
nition 9) and which is needed to interpret both digging and dereliction.
8 Let X = (X,B, µ) be a measure space. A measurable map f : X ! X
is non-singular when 8A 2 B, µ(f�1(A)) = 0 , µ(A) = 0.
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isomorphic to [0,1]. A thick ⌦-weighted m-graphing G of support
SG and dialect DG is given by a set of edges EG and 8e 2 EG:
• a source sG(e), i.e. a measurable subset of SG ⇥DG;
• a realiser �G

e 2 m such that �G
(sG(e)) ⇢ SG ⇥DG;

• a weight !G
(e).

For all edge e 2 EG, one can then define the target tG(e) of e as
the measurable subset �G

e (s
G
(e)).

A graphing G is dialect-free if it does not make use of its dialect,
i.e. if for all edge e, �G

e =

˜�G
e ⇥ IdDG , with ˜�G

e : X ! X.

Notations. Let A be a graphing, B a Borel automorphism of X⇥
[0,1]. We denote B(A) the graphing whose edges are B�1���B;
up to the automorphism between DA and [0,1]. When B is a Borel
automorphism of X, we abusively denote by B(A) the graphing
B ⇥ Id[0,1](A). We also denote by A ⇥ Id[0,1] the graphing of
dialect DA ⇥ [0,1] whose edges are realised as �e ⇥ Id[0,1].

Definition 3 (Variants). Let F and G be graphings. If there exists
a Borel automorphism � : [0,1] ! [0,1] such that F = IdX ⇥
�(G), we say that F and G are variants.

Morally, graphings are sort of graphs which offer richer com-
binatorics since two vertices might have a non-trivial intersection
without being equal. In particular, when considering paths, one
should be careful about the sources and targets: a path in a graph-
ing G is a sequence of edges ⇡ = e1, e2, . . . , ek in EG such that
not only sG(ei+1) \ tG(ei) is non-negligible for every i, but also
verifying that every sequence

(�G
ei � �

G
ei�1

� . . .�G
e1)(s

G
(e1))

is of strictly positive measure. This path is then naturally realised
as the composite �G

⇡ = �G
ek � · · · � �G

e1 , and is considered with
its maximal domain sG(⇡), i.e. the set of all x such that for all
i, �G

ei � · · · � �G
e1(x) 2 sG(ei+1), and its codomain tG(⇡) =

�G
⇡ (s

G
(⇡)). The weight of ⇡ is obviously defined as !G

(⇡) =

!G
(ek)!

G
(ek�1) . . .!

G
(e1) using the composition law of ⌦.

We can then define alternating path between thick graphings
as in the case of graphs, and introduce the operation of execu-
tion between thick graphings, the semantic counterpart to the cut-
elimination procedure. We write AltPath(F,G) the set of all al-
ternating paths between two graphings F,G.

Before defining execution, we need to introduce an additional
construction on paths that will allow us to restrict them to a subset
of their domain, i.e. perform the “hiding part” of game semantics’
composition. Given a path ⇡ in a graphing G and a measurable
subset C (thought of as the cut), we define C

[⇡]oo as the path with
same realiser and weight as ⇡, and whose source has been restricted
to the measurable set sG(⇡) \ ¯C \ (�G

⇡ )
�1

(

¯C), where ¯C is the
complement set of C. Intuitively, we restrict ⇡ to the maximal
subset of its domain that lies outside of C and whose image through
the realiser �G

⇡ lies outside of C.

Definition 4 (Execution). Let F and G be graphings with SF
=

V ] C and SG
= C ] W . Their execution F ::G is the graphing

of support V ] W defined as the set of all restrictions C
[⇡]oo for

alternating paths ⇡ 2 AltPath(F,G).

Example 1. We consider the two one-edge graphings (without
dialects or weights to be concise) G and H illustrated on the left-
hand side of Figure 1. The edge of G has source the segment [0, 2],
target the segment [4, 6] and is realised by the map x 7! 6�x. The
edge of H has source the segment [5, 6], target the segment [8, 9]
and is realised by the map x 7! x+3. The cut is represented by the
segment [5, 6]. The execution of G and H , illustrated on the right-
hand side of Figure 1, is composed of two paths: the restriction of

the edge of G to the segment [1, 2], and the composition of the two
edges.

Based on the notion of alternating cycle – defined easily from
the notion of alternating paths, one defines a measurement J·, ·Km
of couples of graphings and taking values in R̄+. This measure-
ment is parametrized9 by the choice of a measurable map m : ⌦ !
R̄+. It is a quite involved work to define and study, and the results
of this paper are based only on the existence of such a measurement
and not its definition, so we refer the interested reader to our previ-
ous paper [38]. In the specific case of graphs – which are graphings
over a discrete space – this measurement simply equals the sum,
over the set of alternating cycles ⇡, of m(!(⇡)) where m is any
map ⌦ ! R̄+. This notion of measurement is extended to cou-
ples (a,A) where a is a real number (potentially infinite) and A
a graphing; the consideration of this additional real number – the
wager – finds its reasons in technical details that are explained in
previous papers [33, 37]. The resulting couples, called projects, are
used to interpret proofs.

Definition 5 (Project). A project is a pair a = (a,A) with a 2 R̄+

and A is a formal weighted sum of graphings A =

P
i2IA ↵A

i Ai.
We write 1A the sum

P
i2IA↵i

.

From the measurement, one defines a notion of orthogonality
that accounts for linear negation. This orthogonality relation is used
to define conducts, specific sets of projects which will interpret
formulas.

Definition 6 (Orthogonality). Two projects a = (a,A) and b =

(b, B) of equal supports are orthogonal, denoted a ‹ b, when
a1B + b1A + JA,BKm 6= 0,1.

Given a set T of projects, its orthogonal T‹ is defined as
{a | 8b 2 T, a ‹ b}. We will denote T‹‹ the set (T‹

)

‹ .

Definition 7 (Conduct). A conduct A of support V is a set of
projects of support V which is bi-orthogonally closed: A = A‹‹ .

Finally, one can define a category whose objects are con-
ducts and morphisms are projects and which is shown to interpret
multiplicative-additive linear logic. We do not detail this construc-
tion since it is quite involved. However, let us point out that the
resulting model is completely non-degenerate (none of the connec-
tives or constants are identified) and does not satisfy the mix and
weakening rules [37].

Theorem 1 (Seiller [38]). Let X be a measure space, m a micro-
cosm, ⌦ a monoid of weights. For all measurable map m : ⌦ !
R̄+, conducts and projects built from ⌦-weighted m-graphings,
with the orthogonality defined from the measurement defined from
m, form a model of Multiplicative-Additive Linear Logic.

3. The model
To describe the model, we will pick a measure space X together
with a microcosm ll⇢ which are defined below. The construction we
describe will not depend on the choices of ⌦ and m : ⌦ ! R>0,
and therefore describes a family of quantitative models of second
order linear logic.

Although the underlying space used here differs from our earlier
work on exponentials [35], both are equivalent up to a Borel auto-
morphism. The presentation we chose to work with here has the
advantage of showing more explicitly the dynamics at work, while

9 We won’t dwell on this choice of parameter in this paper, in order to avoid
unnecessary complications. Although we here mention it for the sake of
exactness, it will not play any specific role here. A fine analysis of the
models would imply a consideration of specific values of m, but none of
the results obtained in this paper depend on the choice of m.
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[0, 2] [4, 6]

x 7! 6 � x

[5, 6]

[8, 9]

x 7! x + 3

[0, 1][1, 2] [4, 5]

x 7! 6 � x

x 7! 9 � x

[8, 9]

Figure 1: Example of an execution between two graphings.

gaining intuitions from standard work on exponentials. Indeed, we
chose to work with the Hilbert cube [0,1]N, underlying an intu-
itive correspondence10 between boxes used to treat exponentials in
proof nets and the copies of [0,1].

Definition 8 (The space). We define the measure space X =

R⇥[0,1]N, product of the real line with the Hilbert cube, endowed
with its usual Borel algebra and Lebesgue measure.

Notations. We will write elements of X as couples (a, s), where
a 2 R and s is a sequence of elements in [0,1]. We will sometimes
write sequences as s • s0, i.e. as the concatenation of a finite
sequence s = (x1, . . . , xk) and a sequence s0; when s contains
only one element x we will identify x and (x). When considering
elements of the space X ⇥ [0,1], we will use a natural extension
of this notation, and write them (a, s, e), with (a, s) 2 X and
e 2 [0,1].

We now define the microcosm, denoted ll⇢, that will be used to
interpret proofs. We could very well have worked with the biggest
microcosm possible (the so-called macrocosm) or any microcosm
containing ll⇢. It is however more interesting to point out exactly
the principles that are necessary to interpret second-order linear
logic.

Definition 9 (The microcosm). Let ⇢ be a measure-preserving
bijection [0,1]2 ! [0,1]. We define the microcosm ll⇢ as the
monoid of measurable11 maps X⇥ [0,1] ! X⇥ [0,1] generated
by:
• affine transformations on R: A↵

� : (x, s, e) 7! (↵x+ �, s, e);
• (finite) permutations on [0,1]N: P� : (x, s, e) 7! (x,�(s), e);
• the map D⇢ : (a, (x, y) • s, e) 7! (a, ⇢(x, y) • s, e) and its

inverse;
• the exchange xch: (a, x • s, e) 7! (a, e • s, x)

Notice that the exchange xch is an example of map that could
not arise from a microcosm of maps from X to itself. This added
principle is crucial for the definition of both dereliction and dig-
ging. Intuititvely, the microcosm of Definition 9 without the ex-
change map allows for Elementary Linear Logic12, in the same

10 More precisely, the correspondence would be between boxes and copies
of [0,1]⇥ [0,1], cf. the definition of exponential connectives.
11 We notice that those are all Borel automorphisms, thus in particular
Borel-preserving and non-singular.
12 To be more exact, the microcosm allowing for a model of ELL is
the microcosm ll⇢ without the exchange but with the maps D� which
permute the family of intervals {[(i � 1)/k, i/k]}ki=1 in the dialect
along a permutation � of {1, . . . , k}. Without these maps, one can-
not define contraction as one cannot represent slice-changing edges
[35]; it is not necessary to have all of them, though, as for instance all
such D� for permutations � over sets {1, . . . , 2p} are enough. No-
tice that these maps – in the case k = 2p – are elements of ll⇢, defined

spirit as our previous work on exponentials [35]; the added prin-
ciple – the exchange – adds both dereliction and digging simulta-
neously.
Remark 1. One actually considers thick and sliced graphings up
to a larger equivalence than that of variants. Indeed, the sliced
and thick graphing

Pk
i=1

1
k
Ai is considered equivalent to the uni-

versal13 graphing H whose restriction to the part of the dialect
[(i � 1)/k, i/k] is equal to Ai, modulo the affine transformation
[(i� 1)/k, i/k] ! [0, 1], x 7! (x⇥ k)� i+ 1.

By Theorem 1, we know that for any choices of ⌦ and m,
the induced model interprets MALL. We will thus concentrate
on exponential connectives here and refer the interested reader to
earlier papers for the definition of MALL connectives.

4. The Exponentials
We now define the perennisation, that is the operation turning a
project a into a project !a that can be duplicated. Indeed, in the
interaction graphs models a project ctr interpreting the contraction
of arguments can be defined but it actually implements contraction,
i.e. satifsfies ctr :: a ⌘ a ⌦ a for a natural notion of equivalence
⌘, only if the graphing G is dialect-free [34, 35]. Thus the need
for a perennisation operation that turns a project a into a dialect-
free project !a; this operation will in turn, when lifted to conducts,
define the exponential connective.

In order to preserve all information contained in the dialect, the
operation on graphings that underlies the perennisation will encode
the information contained in the dialect in the support of the graph-
ing. It is to be noted that the perennisation operation is not defined
on all projects, but on the subset of so-called balanced projects.
These are in particular projects whose dialect is equal to [0,1] or,
by extension, whose graphings are “balanced” sums:

Pk
i=1 ↵iAi

such that ↵i = 1/k for all i. This does not hinder the interpretation
of proofs since projects arising from such an interpretation will all
satisfy these conditions. Once this restriction is considered, the op-
eration itself is easy to define: from a balanced project (0, A) we
construct (0, !A) where !A is the graphing obtained by “pushing”
the dialect of A into the first slot of the sequence [0,1]N. For tech-
nical reasons explained later, we also need to create a fresh new
copy of [0,1] that will be used for implementing the promotion
rule.

Definition 10. A project a = (a,A) is balanced if a = 0 and the
dialect of A is [0,1]. If E is a set of projects, we write bal(E) the
subset of balanced projects in E.

as D� = xch�⇢(p)�P� �⇢�1
(p)�xch, where ⇢(p) is recursively defined by:

⇢(0) = ⇢ ⇢(p) = ⇢(p�1) � (
Q2p�1

i=1 ⇢)

13 This is the smallest such graphing, i.e. if H0 also satisfies this property,
then H is included in H0.
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In order to define exponentials, we will need the following map:

B :

⇢
X⇥ [0,1] ! X

(a, s, d) 7! (a, d • s)

This map B will be our way of encoding the dialect of A in the
support of the graphing !A. This way, the resulting graphing !A
will contain the exact same information as A, but will be dialect-
free. Though it might seem a transparent and useless operation, the
fact that the dialect is now part of the support makes the graphings
!A and A behave quite differently when put into interaction with
other projects. Intuitively, while the dialect is something private –
e.g. control states – the support is not, and some projects might
interact with !A non-uniformly w.r.t. the former dialect of A.
Example 2. We consider two graphings, say G and H , both though
of14 as graphings with dialects {1, 2}. Now, suppose that G and H
are of type A and A ( B respectively. Their execution F ::G is
then of type B, and its dialect should be thought of as {1, 2} ⇥
{1, 2}. We can also consider !G and !H , which are of respective
types !A and !(A ( B), and their execution !G :: !H . Let us
explain why the latter cannot be of type !B. Figure ?? illustrates
this situation with examples of graphings G, !G, H , !H , as well as
lists of the edges (alternating paths) of G ::H and !G :: !H .

The execution of !G and !H actually produces the graphing
defined as follows: compute the execution of G and H as if they did
not have any dialect, and then take the perennisation of the result.
In other words, the only alternating paths computed between G and
H are those where the states of G and H are equal: this creates new
paths (pictured in red path in Figure ??), this deletes paths (the blue
paths), and leaves some of them “unchanged”. As a consequence,
we cannot prove that !G :: !H is of type !B since the only graphing
we know for sure to belong to this type is !(G ::H).

Definition 11 (Perennisation). Let a = (0, A) be a balanced
project. We define its perennisation !a = (0, !A) by considering
the dialect-free graphing !A = B2

(A⇥ Id[0,1]).

Definition 12 (Exponentials). Let A be a conduct. We define the
perennial conduct !A as the bi-orthogonal closure !A = (]A)

‹‹

where ]A is the set

]A = {!a | a 2 bal(A)}

5. A Model of Full Linear Logic
We already know from previous work that the model just described
is a model of multiplicative-additive linear logic with second-order
quantification [38]. To ensure that we have a sound interpretation of
exponential connectives, we will show that the following principles
can be implemented:
• functorial promotion (!A⌦ !(A ( B)) ( !B;
• dereliction !A ( A;
• digging !A ( !!A.

The principle of contraction !A ( !A⌦ !A does not appear in this
list as it holds for every possible definition of perennisation15. Let
us notice moreover that the principle of functorial promotion was
already shown to hold in our earlier work on exponentials [35]. We
will however use here a less involved method for defining expo-
nentials and implementing functorial promotion. The principles at
work are more or less the same as in our earlier work, but this new
implementation – inspired from recent work on complexity [39] –
offers a clearer picture.

14 Recall that we are actually working with “variants” Gc and Hc whose
dialect are [0,1].
15 As explained in Footnote 12, the microcosm already contains all the
needed maps to define contraction.

The change of perspective illustrated in Example 2 is at the heart
of the question of implementing functorial promotion. We want to
“simulate” the disjointness of dialects. This is done in two steps:
first make the encodings (in !G and !H) of the dialects of G and H
disjoint, by linking !G and !H through the permutation exchanging
the two first copies of [0, 1]. This corresponds to encoding the
dialect of one of the two graphings on the second copy of [0, 1]
instead of the first. Then we compute the result of this execution,
obtaining a graphing which is almost !(G ::H) except for the fact
that its dialect is encoded on the two first copies of [0, 1] and not
only on the first. We then use a specific graphing that will use the
map D⇢ to encode this dialect on the first copy only.

Theorem 2. Functorial Promotion holds.

Proof (Sketch). The proof is much simpler in this setting than in our
previous work on exponentials [35]. The principle is however quite
the same: we use a first map to ensure the disjointness of the two
“public dialects”, and then we use a second map that will merge
both copies. I.e. we define the maps:

twist : (�, (x, ⇢(y, z)) • s) 7! (�, (y, ⇢(x, z)) • s)
merge : (�, (x, ⇢(y, z)) • s) 7! (�, (⇢(x, y), z) • s)

To prove the result, we exhibit a project prom and show that
prom 2 !A⌦ !(A ( B) ( !B. For this, we show that for all
!a = (0, !A) 2 !A and !f = (0, !F ) 2 !(A ( B), we have

prom :: !a :: !f = (0,merge(!A :: twist(!F ))

Finally, one easily checks that merge(!A :: twist(!F )) is equal to
!D where D is a variant of F ::A.

Both digging and dereliction will work based on the simple idea
that a continuous dialect [0,1] can be exchanged with a copy of
[0,1] appearing in the Hilbert cube. This is exactly the computa-
tional principle encapsulated in the exchange map xch. This im-
plies that the potential infinite of dialects – i.e. the fact that a di-
alect can be any finite set, without bounds on its cardinality – can
be managed within the projects themselves, something that could
not be done in earlier constructions.

Theorem 3. Digging holds.

Proof (Sketch). As for the proof of Theorem 2, we exhibit an ele-
ment digA 2 !A ( !!A. We show that, for all !a = (0, !A) in !A,
one can compute digA :: !a = (0, push(!A)), where:

push : (�, (x, ⇢(y, ⇢(z, w))) • s, e) 7! (�; (e, z, x, y) • s, w)

It is clear that push(!A) is equal to !!A, since the dialect of !A (al-
though !A is dialect-free, not all elements of !A are, and therefore
this is important) is encoded in the first copy of [0,1], while the
second copy remains unused (this is because the second copy of
[0,1] in !A is unused16).

The dereliction consists in “reconstructing” a dialect from a
banged project. This can be performed using the same kind of
tricks, i.e. using a continuous dialect.

Theorem 4. Dereliction holds.

Proof (Sketch). Again, we exhibit an element derA 2 !A ( A.
For this, we show that for all !a 2 !A, one can compute derA :: !a =

(0, raise(!A)) where

raise : (�, (x, y) • s, e) 7! (�, s, ⇢(x, ⇢(y, e)))

Again, one easily checks that raise(!A) is equal to A.

16 As this is not the case for elements of A, this explains why digging is not
a co-dereliction.
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Figure 2: Illustration of Example 2 with graphing seens as graphs.

Notice that the maps used to interpret dereliction and dig-
ging are not the only ones that satisfy the right properties, e.g.
if one replaces raise by the map raise(2)(�, (x, y) • s, e) 7!
(�, s, ⇢(⇢(x, y), e)), we still have raise(2). The exact expressions
are however important when to ensure that the execution soundly
represents cut-elimination.

Before going into some details about the interpretation of logic
and how the model behaves w.r.t. cut-elimination, we ought to dis-
cuss what sort of models we just defined. Let us recall the struc-
ture of the derived categorical models for MALL. There are in
fact two models one can define from our constructions [37]: the
first is the category GraphMLL of conducts with projects as mor-
phisms, the second is the category Cond of conducts with equiva-
lence classes of projects as morphisms (for the observational equiv-
alence). Both categories are ⇤-autonomous categories, and one can
find a full subcategory of Cond with products, noted Behav: here
the quotient is essential because the equivalence in Theorem 7 can-
not be replaced by an equality. An equivalent way of saying this
is that Behav is the quotient of a full subcategory GraphMALL
of GraphMLL which do not have products and coproducts. What
we have shown in this section are results concerned with the non-
quotiented category GraphMLL: we have shown that ! defines a
functor on GraphMLL (Theorem 2), and that this functor has the
structure of a (monoidal) comonad. Indeed, the interpretation of
digging and dereliction exposed in the proofs of Theorem 3 and
Theorem 4 give rise to natural transformations. In the next section,
we will first show a soundness result, and then study hat becomes
of the constructions in the quotiented category Cond.

6. Interpretation of proofs
We first recall the notion of winning projects [35]. Winning projects
are the equivalent of game semantics’ winning strategies or classi-
cal realisability’s proof-like terms. In particular, all interpretations
of proofs will be winning projects.

Definition 13. A project a = (a,A) is winning if it is balanced
and if A is a disjoint union of transpositions, i.e. each edge e in A
has a reverse edge e⇤ with �A

e⇤ = (�A
e )

�1 and the sources of edges
are pairwise disjoint.

We now recall the basics of the proof system for which we de-
fine the interpretation of proofs. We are working with three differ-
ent kinds of formulas, positive, negative and neutral. The techni-
cal reasons behind this are explained in our work on ELL [35].
Intuitively, neutral formulas correspond to the fragment of linear
logic which does not allow for structural rules, negative formulas
are those created from a perennisation while positive formulas are
duals of negative formulas. They are defined inductively through
the grammar shown on Figure 3 (neutral formulas are denoted by
B which stands for behavior [35]).

Definition 14. A sequent � � �;⇥ is such that �,⇥ contain
only negative formulas, ⇥ containing at most one formula and �

containing only neutrals.

Definition 15 (The System LLpol). A proof in the system LLpol is a
derivation tree constructed from the derivation rules of ELLpol [35],
which are nothing more than polarised variants of elementary linear
logic sequent calculus rules – presented with functorial promotion,
extended with the rules in Figure 4.

One can then extend the inductive interpretation of proofs de-
fined for ELLpol in earlier work [35] by interpreting the additional
rules as follows: the interpretation k⇡k of a proof ⇡ obtained from
a proof ⇡0 by using a dereliction rule (resp. a digging rule) on !A is
defined as the execution of k⇡0k with the project derA (resp. digA).

Theorem 5. For every proof ⇡ of a sequent � � �;⇥ in LLpol,
the interpretation k⇡k is a winning project in k� � �;⇥k

The proof of this result is uninteresting in itself and follows
exactly the proof of the same result for the restricted system ELLpol
[34, 35]. The additional cases of dereliction and digging rules are
completely transparent since the projects exhibited in the proofs of
Theorems 3 and 4 are clearly winning projects.

Notice that it is an open question whether the exponential iso-
morphism between !(A & B) and !A ⌦ !B did hold in the ELL
model17. In the model we just described, however, this isomor-

17 This is discussed in our earlier paper [35], but can be understood as
follows: in the non-affine sequent calculus for ELL (presented with the
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B := X | X‹ | 0 | T | B ⌦B | B `B | B �B | B &B | 8X B | 9X B | B ⌦N | B ` P

N := 1 | !B | !N | N ⌦N | N &N | N �N | N ` P | 8X N | 9X N

P := ? | ?B | ?P | P ` P | P & P | P � P | N ⌦ P | 8X P | 9X P

Figure 3: Grammar for the formulas of LLpol (the symbol X denotes variables)

�, N � �;⇥

derpol
�, !N � �;⇥

� � �, B;⇥

der
�, !B‹ � �;⇥

�, !!N � �;⇥

dig
�, !N � �;⇥

Figure 4: Additional Rules for Dereliction and Digging

phism holds; one just has to write down the usual derivation which
can be interpreted soundly in the model.

� A,A‹
;

der
!A � A;

weak
!A, !B � A;

� B,B‹
;

der
!B � B;

weak
!A, !B � B;

&
!A, !B � A&B;

!
!!A, !!B �; !(A&B)

dig
!A, !!B �; !(A&B)

dig
!A, !B �; !(A&B)

�; (!A⌦ !B) ( !(A&B)

This implies not only that that two conducts !A ⌦ !B and
!(A & B) are isomorphic, but that they are equal. Indeed, the
inclusion !(A&B) ✓ !A⌦ !B can be proved as in our earlier paper
[35]. Moreover, the interpretation k⇡k of the above derivation can
be shown to satisfy k⇡k ::(!a ⌦ !b) = !(a& b), where a& b is
the usual construction of the & rule between a and b, yielding the
converse inclusion.

Theorem 6. For any conducts A and B, !(A&B) = !A⌦ !B.

Before discussing the interpretation of cut-elimination in the
models, we should add a few explanations about the soundness
results we just obtained. Indeed, it should be stressed that the
interpretation of proofs we just defined are non-trivial, i.e. that they
do not identify (too much) distinct proofs. In the case of our models
this is a consequence of the fact that two proofs have the same
interpretation if and only if they have the same proof net [5, 14].
In other words, sequent calculus proofs are quotiented w.r.t. some
(computationally inessential) commutations of rules.

What about cut-elimination? It is known that GoI does not rep-
resent cut-elimination exactly, i.e. it is not always the case that if ⇡0

is the normal form of ⇡, then k⇡0k = Ex(k⇡k). It was shown that
cut-elimination for MLL is soundly represented by execution [33],
but there is a mismatch even in the exponential-free fragment be-
cause of additive cuts. This issue is discussed in details in previous
work [37], where we solve this problem by considering a notion
of observational equivalence ⇠

=

. Indeed, we showed that, even if
k⇡0k 6= Ex(k⇡k) in presence of an additive cut, k⇡0k and Ex(k⇡k)
are observationally equivalent.

Theorem 7 (Seiller [37]). If ⇡0 is obtained from ⇡ by applying a
step of cut-elimination (&/�) then k⇡k ⇠

=

k⇡0k.

We now consider the exponential connectives. We will consider
a promotion rule cut against the following rules: dereliction, dig-
ging, and contraction. We consider for this a proof ⇡ of � A‹ , B,

functorial promotion rule) one cannot prove the implication (!A⌦ !B) (
!(A&B).

or a proof ⇡ of A �;B as both promotion rules are treated simi-
larly, and its interpretation k⇡k 2 A ( B. Applying a promotion
rule (polarised or not) to ⇡ yields a proof ⇢ whose interpretation is
k⇢k = !k⇡k :: prom. Then, given a proof ⇡0 to which we apply one
of the three structural rules above to obtain a proof ⇢0, we consider
the interpretations of the proof ⌫ obtained by a cut between ⇡ and
⇢, and the interpretation of the proof ⌫0 obtained by applying a step
of the cut-elimination procedure on ⌫. It turns out that those are
equal, i.e. k⌫k = k⌫0k.

Theorem 8. If ⇡0 is obtained from ⇡ by applying a step of cut-
elimination among (promotion/dereliction), (promotion/digging) or
(promotion/contraction), then k⇡k = k⇡0k.

So execution computes these elimination steps on the nose.
What about the last step, namely (promotion/weakening)? In that
case, we are faced a problem similar to what happens for additive
cuts in MALL. As execution is a completely local procedure, it
cannot erase a whole proof at once. Thus, this elimination step is
not soundly represented by the execution. However, one can show
the following weaker result.

Theorem 9. If ⇡0 is obtained from ⇡ by applying a step of cut-
elimination among (promotion/weakening), then k⇡k ⇠

=

k⇡0k.

However, these results we just showed are not enough to en-
tail that cut-elimination is soundly represented by execution up to
observational equivalence. In particular, one would need to show
that perennisation and observational equivalence interact properly,
i.e. one would hope for a result stating that, given two balanced
projects a and b, a ⇠

=

b if and only if !a ⇠
=

!b. One can prove that
a 6⇠
=

b implies !a 6⇠
=

!b, however the converse implication is still
an open question. We believe that this may be solved by consid-
ering a larger notion of equivalence, namely that of balanced ob-
servational equivalence, i.e. equivalence w.r.t testing by balanced
projects. In terms of categorical models, a positive answer to this
question would imply that the functor interpreting exponential con-
nectives is compatible with the congruence defined by (balanced)
observational equivalence, i.e. it defines a functor on the quotient
category Cond. This result is therefore the last piece missing to
show that quotienting the category obtained from our models pro-
vide a categorical of linear logic, although the categorical structure
of the model may be quite involved due to the polarity constraints.

7. Quantitative aspects of Interaction Graphs
One of the key aspects of interaction graphs is their ability to ac-
comodate quantitative aspects. Formally, recent work by the author
[36] relates the models (for multiplicative linear logic) obtained by
the interaction graphs construction to so-called weighted relational
models by Laird et al. [29]. It is thus natural to expect Interaction
Graphs models of various classical quantitative models of compu-
tation such as probabilistic computation. It appears however that
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the construction is flexible enough to allow for the study of a much
larger class of “quantitative aspects”, as illustrated by two quite dif-
ferent examples that we now discuss: Kennedy’s units of measure
[23], and Ghica and Smith’s bounded linear types [12].

We will limit the discussions of these examples here either to
simply typed lambda-calculus, although the model is more expres-
sive. Detailed study of the models in whole would lead us out of
the scope of this paper, and should be the subject of future work.

7.1 Units of measure and bounded linear types
One of the most straightforward examples is the work by Kennedy
[23] introducing types systems dealing with the notion of units.
Here, the set of units one wants to deal with, e.g. meters, seconds
squared, meters per second, is represented as an (abelian) group U .
Then, types are considered dependent upon elements of this group,
and one is allowed to consider the type of meters Nat[m] or the type
of functions from masses to energies (such as multiplication by a
squared velocity for instance). Moreover one is allowed to consider
quantification over types of units. For instance, multiplication of
natural numbers could be typed as 8u8u0,Nat[u] ⇥ Nat[u0

] )
Nat[uu0

].
Now, if one considers the Interaction graph model described in

this paper in which the monoid ⌦ is replaced by the chosen abelian
group of units U , then we can easily interpret unit-dependent types
and quantification over units. A very naive way to do so consists in
appending to the interpretation of a term a single edge on a measur-
able subset used and reserved for the sole purpose of interpreting
units, and weight this edge with the appropriate unit. For instance, a
natural number of type Nat[1] (resp. of type Nat[m]) will just be the
usual interpretation of the natural number extended by a single edge
of weight 1 (resp. of weight m). Moreover, polymorphism is here
something we get for free, using the same methods as for second-
order quantification: the type 8u,A[u] is simply interpreted as the
conduct

T
u2U A[u].

Further to this limited setting of Kennedy’s unit of measures
type system, this same interpretation also provides models of
bounded linear types. Bounded linear types were introduced by
Ghica and Smith [12] as a generalisation of Girard, Scedrov and
Scott’s bounded linear logic BLL [21], a variation of linear logic
that accounts for polynomial time computation. The definition of
a bounded linear type system is dependent upon a resource semir-
ing (J,+,⇥, 0, 1). It is clear that the underlying monoid (J,⇥, 1)
could be chosen as the weight monoid in our models without hider-
ing the naive interpretation considered above.

Thus, the only real challenge lies in the interpretation of the sum
of the semiring, which is used only in the contraction rule. But one
can choose to represent the sum through a splitting of the dialect
[0, 1]. This leads to a correct interpretation of the (exponential)
contraction rule since ctr will map an element of the tensor in
�.A ⌦ µ.A to an element of (� + µ).A. In particular, it will take
the two single edges encoding the elements of J and superimposing
them using the dialect, creating the exact situation we chose for
interpreting the sum.

Another way of thinking about this naive interpretation is that
all that is needed to interpret these type systems is a single conduct
U which possesses subconducts (i.e. subtypes) that can be used to
simulate algebraic operations in the group U (for units of measure)
or in the semiring J (for bounded linear types). Using notations
from previous papers, the previous argumentation shows that this
conduct U can be chosen as !TV with V a non-negligible measur-
able set. The naive interpretation kAk is then obtained by defining
the interpretation of a type A to be its classic interpretation kAkc
in a simple type system tensored with U, i.e. kAk = kAkc ⌦U.

The generality of our models seems to accomodate for the more
general framework allowing for resource variables and resource
polymorphism considered by dal Lago and Hoffman [27].

7.2 Probabilistic computation
We now discuss probabilistic computation. We first show how
to interpret a simple typed probabilistic lambda calculus without
using the monoid of weights, but only the fact that our dialect can
be continuous. The probabilistic lambda-calculus we consider [6]
is defined by the following grammar:

t := x | �x.t | tt |
kX

i=1

↵iti

where in the last expression the coefficients ↵i are elements of [0, 1]
which add up to 1.

As mentioned in the introduction, future work will show how
the models just defined can lead to interpretation of pure lambda-
calculus. We are however bound to restrict to typable terms in this
paper. We will consider simple types only, although nothing but
space constraints prevent us for considering more expressive type
system, e.g. system F. We thus consider simple types, and will
use the following typing rule for the additional construct on terms
(probabilistic sums):

� ` t1 : P . . . � ` tk : P

� `
Pk

i=1 ↵iti : P

Now, we will interpret a given term of type A as an element of
a conduct !A. The use of the exponential modality will allow us
to interpret the probabilistic sum using a variant of the contraction
rule. In fact the interpretation can be understood as follows:

� ` t1 : P . . . � ` tk : P

� `< t1, . . . , tk >: ⌦k
i=1P

� `
Pk

i=1 ↵iti : P

where the last operation is a weighted contraction. To illustrate how
this weighted contraction works, we detail an example with a sum
of two terms ↵t + (1 � ↵t). The weighted contraction, instead
of splitting the dialect into [0, 1/2] on one hand and [1/2, 1] on
the other, will split it into [0,↵] and [↵, 1]. This graphing can be
understood as the realisation of the following thick graph18:

•

•

•

•

•

•

[0,↵]

[↵, 1]

In order to really use the weights though, we will consider the
example of a coin-toss operation, which then corresponds simply to
the case ↵ = 1/2 in the above example. By considering the monoid
of weights [0, 1] with the usual multiplication, we can refine this
interpretation by introducing non-trivial weights:

•

•

•

•

•

•

THROW HEAD TAILS
[0, 1

2 ]

[

1
2 , 1]

1
2

1
2

18 Elements of the dialect (resp. support) are listed on a vertical (resp.
horizontal) scale; double arrows represent two inverse edges.
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8. Conclusion
Girard’s so-called “GoI3” model [19] already provided an inter-
pretation of full linear logic. However, we managed to do so in
a quantitative-flavoured framework. As examples, we explained
how the models constructed can model various quantitative aspects,
such as probabilistic computation, as well as some seemingly type-
theoretic constructs such as modalities à la bounded linear logic,
or Kennedy’s units of measure. These exemplify the wide range of
quantitative informations that can be dealt with in the models.

Beyond the results presented here, the adaptation of the interac-
tion graphs framework to deal with continuous dialects results in a
more mature and complete construction that opens new directions
for future work. In particular, the possibility to restrict or expand
the ways map can act on the dialect through the microcosm can be
of interest in terms of computational complexity. Indeed, while the
weight monoid and the measurement of weights seem to be related
to different computational paradigms and can be used, for instance,
for representing probabilistic computation, the microcosm can be
used to restrict the computational principles allowed in the model
and characterise in this way various complexity classes [39]. All
characterisations considered in the cited work were based on vari-
ants of exponential connectives satisfying at least the contraction
principle. In the more general construction explained here, we are
now able to consider models of exponentials that do not satisfy this
principle. In this line of work, it would be interesting to understand
if one can adapt Mazza and Terui’s work on parsimonious lambda-
calculus [30–32], and obtain an interaction graph model for it.
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Abstract

Proof nets for MLL (unit-free multiplicative linear logic) and ALL

(unit-free additive linear logic) are graphical abstractions of proofs
which are efficient (proofs translate in linear time) and canoni-
cal (invariant under rule commutation). This paper solves a three-
decade open problem: are there efficient canonical proof nets for
MALL (unit-free multiplicative-additive linear logic)?

Honouring MLL and ALL canonicity, in which all commutations
are strictly local proof-tree rewrites, we define local canonicity for
MALL: invariance under local rule commutation. We present new
proof nets for MALL, called conflict nets, which are both efficient
and locally canonical.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Proof theory

Keywords linear logic, proof nets, MALL, multiplicative-additive
linear logic

1. Introduction

Proof nets for MLL (unit-free multiplicative linear logic [13]) are
geometric abstractions of MLL proofs. For example, the two proofs

P!P Q!Q
⊗

P!P⊗Q!Q R!R
⊗

P!P⊗Q!Q⊗R!R

P!P

Q!Q R!R
⊗

Q!Q⊗R!R
⊗

P!P⊗Q!Q⊗R!R

translate to the same MLL proof net, with 3 axiom links:

P P⊗Q Q⊗R R

The net abstracts away the arbitrary choice of order between the
independent ⊗ rules, one introducing P⊗Q and the other Q⊗R,
in separate parts of the sequent. MLL proof nets are canonical in
the sense that they are invariant under rule commutation: proofs
differing by a commutation of adjacent rules have the same net.
For example, the net above is invariant upon commuting adjacent
⊗ rules.

Similarly, proof nets for ALL (unit-free additive linear logic) in
binary-relation formulation [18, 21, 25, 26] are canonical geometric
abstractions of ALL proofs. For example, the two ALL proofs
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P!P P!P
&

P&P!P
⊕1

P&P!P⊕Q

P!P
⊕1

P!P⊕Q

P!P
⊕1

P!P⊕Q
&

P&P!P⊕Q

differ by a ⊕1/& rule commutation and translate to the same ALL

proof net, with 2 axiom links:

P&P P⊕Q

Both MLL and ALL proof nets are efficient: a proof translates to a
net in linear time. This paper solves a problem which has been open
since the inception of linear logic [13]:

• Problem: are there efficient canonical proof nets for MALL (unit-
free multiplicative-additive linear logic)?

Our solution has two parts:

1. Honouring MLL and ALL canonicity, in which every rule commu-
tation is a strictly local rewrite in a proof tree, we define local
canonicity for MALL: invariance under local rule commutation.

2. We introduce new MALL proof nets, called conflict nets, which
are both efficient and locally canonical.

1.1 Local canonicity

Each rule commutation of MLL and ALL is a local rewrite in a proof
tree. For example, here is an MLL rule commutation which raises a
⊗-rule up over the `-rule immediately above it:

P!P Q!Q
⊗

P!P⊗Q!Q

R!R S!S
⊗

R!R⊗S!S
`

R⊗S!R`S
⊗

P! P⊗Q!Q⊗(R⊗S)!R`S
`

P`(P⊗Q)!Q⊗(R⊗S)!R`S

→

P!P Q!Q
⊗

P!P⊗Q!Q

R!R S!S
⊗

R!R⊗S!S
⊗

P!P⊗Q!Q⊗(R⊗S)!R!S
`

P! P⊗Q!Q⊗(R⊗S)!R`S
`
P`(P⊗Q)!Q⊗(R⊗S)!R`S

This commutation is a strictly local rewrite: the two upper sub-
proofs of P!P⊗Q!Q and R!R⊗S!S (shaded grey) remain intact,
as does the continuation below the commutation (also shaded). All
six rule commutations of MLL and ALL are shown in Fig. 1. The ex-
ample above is an instance of the /̀⊗-commutation in Fig. 1 with
Γ=P!P⊗Q, A=Q, B=R⊗S, ∆ empty, C=R, and D=S.

MALL has four additional rule commutations. Faithful to MLL

and ALL locality, three of them are also local, for example,

Γ!A!B!C Γ!A!B!D
&

Γ!A!B!C&D
`

Γ!A`B!C&D

→

Γ!A!B!C
`

Γ!A`B!C

Γ!A!B!D
`
Γ!A`B!D

&
Γ!A`B!C&D

This commutation duplicates the `-rule locally, but does not du-
plicate either of the subproofs of Γ!A!B!C or Γ!A!B!D. The three
local rule commutations of MALL are in Fig. 2.
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Γ!A!B!C!D
`

Γ!A!B!C`D
`

Γ!A`B!C`D

↔

Γ!A!B!C!D
`
Γ!A`B!C!D

`
Γ!A`B!C`D

Γ!A!C Γ!A!D
&

Γ!A!C&D

Γ!B!C Γ!B!D
&

Γ!B!C&D
&

Γ!A&B!C&D

↔

Γ!A!C Γ!B!C
&

Γ!A&B!C

Γ!A!D Γ!B!D
&

Γ!A&B!D
&

Γ!A&B!C&D

Γ!A

B!∆!C D!Σ
⊗

B!∆!C⊗D!Σ
⊗

Γ!A⊗B!∆!C⊗D!Σ

↔

Γ!A B!∆!C
⊗

Γ!A⊗B!∆!C D!Σ
⊗

Γ!A⊗B!∆!C⊗D!Σ

Γ!Ai!Bj
⊕j

Γ!A1!B1⊕B2⊕i
Γ!A1⊕A2!B1⊕B2

↔

Γ!Ai!Bj
⊕i

Γ!A1⊕A2!B!Cj ⊕j
Γ!A1⊕A2!B1⊕B2

Γ!A

B!∆!C!D
`

B!∆!C`D
⊗

Γ!A⊗B!∆!C`D

↔

Γ!A B!∆!C!D
⊗

Γ!A⊗B!∆!C!D
`

Γ!A⊗B!∆!C`D

Γ!A!Ci Γ!B!Ci
&

Γ!A&B!Ci⊕i
Γ!A&B!C1⊕C2

↔

Γ!A!Ci⊕i
Γ!A!C1⊕C2

Γ!B!Ci⊕i
Γ!B!C1⊕C2

&
Γ!A&B!C1⊕C2

Figure 1. The rule commutations of MLL (left) and ALL (right). Each is a local rewrite in a proof tree.

However, the fourth, the ⊗/&-commutation, fails to be local
because it duplicates an entire proof tree Π:

Π...
Γ,A

B,∆,C B,∆,D
&

B!∆!C&D
⊗

Γ,A⊗B,∆,C&D

→

Π...
Γ,A B,∆,C

⊗
Γ,A⊗B,∆,C

Π...
Γ,A B,∆,D

⊗
Γ,A⊗B,∆,D

&
Γ,A⊗B,∆,C&D

Accordingly, we distinguish two canonicity properties for a system
of MALL proof nets:

• Local canonicity: invariant under local rule commutations.

• Strong canonicity: invariant under all rule commutations.

The slice nets of Hughes and van Glabbeek [25, 26] are strongly
canonical, but not efficient. Conflict nets, summarized below, are
locally canonical and efficient.

1.2 Conflict nets: a whirlwind tour

This subsection is intended as a quick impressionistic overview of
conflict nets, omitting details.

A conflict net is an axiom linking with a cotree alternating
between conflict and concord ! nodes, e.g.

P
!

P⊗(Q&Q)
"

`(Q⊕R)

a b
c

!

a

b c

There are three axiom links a b c, between which is an additive
relationship (akin to a &-rule in a proof) and ! is a multiplicative
relationship (akin to a ⊗-rule).

1.2.1 Efficient translation

Translation is simple and efficient (linear time):

• axiom rules descend to axiom links (just like MLL and ALL)

• ⊗/& rules join the two cotrees at a new root !/ , respectively.1

For example, here is a rule-by-rule translation of a MALL proof to
the conflict net displayed above:

1 Adjacent !s or s that result are collapsed, to recover !/ alternation.

P P
a

Q Q
b

⊕1

Q Q⊕R
b

Q Q
c

⊕1

Q Q⊕R
c

&

Q&Q Q⊕R

b
c b c

⊗

P P⊗(Q&Q) Q⊕R
a b

c

!
a

b c

`

P
!

P⊗(Q&Q)
"

`(Q⊕R)
a b

c

!
a

b c

1.2.2 Coalescence correctness

Geometric correctness is coalescence, a form of rewriting that can
be thought of as abstract, top-down sequentialization, generalizing
additive coalescence [18] and multiplicative contractibility [8]. A
conflict net is correct if it coalesces to a single link on all formula
roots. An example is below. Details are in §5; our goal here is only
to convey an overall impression:

P
!

P⊗(Q&Q)
"

`(Q⊕R)
a b

c

!
a

b c

P
!

P⊗(Q&Q)
"

`(Q⊕R)

&
a bc

!
a bc

P
!

P⊗(Q&Q)
"

`(Q⊕R)

⊕1

a bc

!
a bc

P
!

P⊗(Q&Q)
"

`(Q⊕R)

⊗
abc

abc

P
!

P⊗(Q&Q)
"

`(Q⊕R)

`
abc

abc

The conflict net is correct because the final link touches the roots
of both formulas in the sequent, and nothing else.

1.2.3 Faithfulness to MLL and ALL

Proof nets for MLL [13] and ALL in binary-relation formulation [18,
21, 25, 26] are consummate categorically, representing the free unit-
free star-autonomous category [19, 20] and the free binary product-
coproduct category [21]. Conflict nets remain faithful to both, by
including them as sub-systems: an MLL /ALL net is a conflict net
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Γ!A

B!∆!Ci ⊕i
B!∆!C1⊕C2⊗

Γ!A⊗B!∆!C1⊕C2

↔

Γ!A B!∆!Ci⊗
Γ!A⊗B!∆!Ci ⊕i

Γ!A⊗B!∆!C1⊕C2

Γ!Ai!B!C
`

Γ!A1!B`C
⊕i

Γ!A1⊕A2!B`C

↔

Γ!Ai!B!C⊕i
Γ!A1⊕A2!B!C

`
Γ!A1⊕A2!B`C

Γ!A!B!C Γ!A!B!D
&

Γ!A!B!C&D
`
Γ!A`B!C&D

↔

Γ!A!B!C
`

Γ!A`B!C

Γ!A!B!D
`

Γ!A`B!D
&

Γ!A`B!C&D

Figure 2. The additional local rule commutations of MALL. Each
is a local rewrite in a proof tree.

with one !/ . For example, the MLL net at the beginning of the
paper is

P P⊗Q Q⊗R R
a b c

!

a b c

1.2.4 Strongly normalizing cut elimination

Cut elimination extends that of both MLL and ALL and is strongly
normalizing. The example below duplicates a cut Q∗Q then tra-
verses the copies:

P P⊗Qa Q∗Q Q&Qb

c

d !

a b

c d

↓

P P⊗Qa

Q∗Q

Q∗Q

Q&Q

cḃ

db̃
!

a

!

ḃ c

!

b̃ d

↓ ↓

P P⊗Qa Q&Q

ḃc

b̃d !

a

ḃc b̃d

1.3 The dichotomy: efficient versus strongly canonical

Define proof nets as rigid if they do not compress proofs: the size
of a net is at least linear in the size of a proof. For example, standard
MLL nets and ALL nets described above are rigid: an MLL/ALL

proof with n axiom rules becomes a proof net with n axiom links.
A rigid MALL proof net system cannot be both efficient and

strongly canonical: repeatedly raising ⊗ rules up over & rules
blows up the size of a proof, so translation to strongly canonical
nets must be exponential time.2 Both slice nets [25, 26] and conflict
nets are rigid. Where slice nets are strongly canonical but not
efficient, conflict nets are efficient but not strongly canonical.

1.4 Related work

Box nets. Girard’s box nets [13] are efficient but not canonical: the
two ALL proofs displayed earlier have distinct box nets. Box nets
are faithful to MLL nets, but not to ALL nets.

2 This dichotomy is generally believed to hold even without rigidity. Current
research by Mark Bagnol aims to formalize such a result.

(P&P)⊕(Q&Q)
!

(Q⊕(Q⊕R))&P
"

&P

1
(P&P)⊕(Q&Q)

⊕
1t

&pt

tp
P

tp
P

⊕
1

ts

&qts

tsqP tsqP

⊕
2

ts

&rts

Q
tsr

Q
tsr

1
((Q⊕(Q⊕R))&P)&P

&t1

&st

ts
Q⊕(Q⊕R)

⊕
1

tsr

tsr
Q

⊕
2

tsr

⊕
1

tsr

tsr
Q

P
ts

P
t

tsr

tsr

tsp

tsp

tq

tq

Figure 3. Illustrating the unwieldiness of monomial nets. Above:
an ALL net, which is a special case of a conflict net (with a single

node, omitted). Below: the corresponding monomial net.

Monomial nets. Girard’s monomial nets [14, 30] are neither effi-
cient nor locally canonical. Efficiency fails because monomials en-
code all paths through a &-rule tree: see Prop. 16. Local canonicity
fails since proof translation is not deterministic. With Girard’s (non-
surjective) deterministic translation [14, p.7], which never merges
monomials, local canonicity also fails: commuting any rule up over
a &-rule yields a different monomial net. Monomial nets are faith-
ful to MLL nets but not ALL nets. For a discussion of other issues
with monomial nets, see [25, 26]. The lack of ALL faithfulness man-
ifests in a degree of unwieldiness: see Fig. 3.

Slice nets. As discussed in §1.3, slice nets [25, 26] are strongly
canonical, so necessarily inefficient (since they are rigid). They are
faithful to both MLL and ALL nets.

Complexity trade-off. For MALL proof nets there is a complex-
ity trade-off between proof translation, sequentialization and cut-
elimination. The following table shows how monomial, slice and
conflict nets negotiate this trade-off:

Monomial Slice Conflict

P-time sequentialization ✗ " "

P-time proof translation " ✗ "

P-time cut elimination ? " ✗

Monomial net translation if P-time and sequentialization (retrieving
a proof) is exponential (Prop. 18, §7). Slice nets attain strong canon-
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icity by sacrificing P-time translation3; cut elimination and sequen-
tialization are P-time. Conflict nets reflect sequent calculus: proof
translation and sequentialization are P-time, and the cost of com-
putation resides in cut-elimination, which is exponential (see [32],
and also Prop. 17, §7, for the complexity of MALL cut-elimination).

Other related work. There is an established tradition in mathemat-
ics, computer science and proof theory of using graphs to abstract
syntax, exemplified by Kelly–Mac Lane graphs for coherence in
monoidal closed categories [28], connections/matings in classical
logic [2, 5], string diagrams to represent maps in braided categories
[27], and Girard’s programme of finding proof nets for linear logic
[13].

Semantically canonical proof nets have been described for sev-
eral fragments of linear logic, starting with MLL [13]. For ALL,
canonical representations appeared in various guises: coherence
spaces [21], the connections method in proof search [12], coher-
ence for categories with sums and products [10], and in the style
of string diagrams [1]. Canonical proof nets further appeared for
the additive fragment with units (ALLU) [16]; for polarised lin-
ear logic [29] and tensorial logic [33]; and for the multiplicative-
additive fragment without units (MALL) [25, 26]. Canonical forms
for MALL can be obtained in the sequent calculus via focussing [6].
Other MALL nets include contractible proof nets [31] and ludics
nets [7, 11].

Conflict nets are a variant of combinatorial proofs for classical
logic [22, 23]: each conflict net can be viewed [24] as a maximal
map (homomorphism) of contractible coherence spaces (P4-free
graphs), from axioms to sequent. The crude draft [24] on conflict
nets had the data structure of a conflict net, but lacked both a clean
correctness criterion (here coalescence) and cut elimination.

Recent work has emphasised the interplay between canonicity
and complexity. Correctness of MLL proof nets is linear-time [15],
as is correctness for ALLU proof nets [18], while the problem is NL-
complete for strongly canonical MALL proof nets [9]. The interplay
is particularly strong for proof equivalence problems, which may
be decided by via translation to canonical proof nets: for MLL with
units the problem is PSPACE-complete [17], effectively ruling out
canonical proof nets, while for MALL it is LOGSPACE-complete [3].

2. MALL

Formulas A,B, . . . are built from literals (propositional variables
P,Q, . . . and their duals P, Q, . . . ) by tensor A⊗B, par A`B, with
A&B and plus A⊕B. Duality extends to formulas by A⊗B =
B`A, A`B = B⊗A, A&B = B⊕A and A⊕B = B&A.4 We
identify a formula with its parse tree, labelled with literals on leaves
and connectives on internal vertices. A sequent Γ or ∆ is a disjoint
union of formulas (a labelled forest), using comma (!) for disjoint
union. For example P&Q!(P⊗P)`(R⊗R)!Q is the labelled forest

&

P Q

`

⊗

P P

⊗

R R Q

Proofs are built via the following rules [13]:

P!P

Γ!A!B
`

Γ!A`B

Γ!A B!∆
⊗

Γ!A⊗B!∆

Γ!A A!∆
cut

Γ!∆

Γ!Ai ⊕i
Γ!A1⊕A2

Γ!A Γ!B
&

Γ!A&B

3 Multi-focussing yields strongly canonical forms within sequent calculus
[6], inducing the same exponential blow-up.
4 We define the dual of A⊗B as B`A, rather than A`B, to preserve
planarity during cut elimination, making examples easier to draw.

3. Cotrees and axiom linkings

A link on a sequent Γ , or Γ-link, is a subsequent of Γ , i.e., a
subgraph which is a well-formed sequent. For example, if ∆ is the
sequent

P`Q (S⊕T)⊗(Q⊗R) T&S

then here is a link Λ on ∆:

P Q Q⊗R

We usually draw a link graphically as a horizontal line with vertical
line segments picking out the root vertices of the subformulas
inside the sequent. For example, we draw the link Λ above as:

P`Q (S⊕T)⊗(Q⊗R) T&S

We write the union of disjoint links Λ and Ω as juxtaposition ΛΩ.
A cotree T on Γ is a tree of conflict and concord ! nodes

with a Γ -link at each leaf:

T ····= Λ | (F) | !(F)

where Λ is any Γ-link and F is a finite non-empty multiset of
cotrees, each an argument of the node. A coforest is a multiset
of cotrees, and F!G denotes the disjoint union of coforests F and G.
For example, if Γ is the sequent

P&Q Q⊗R R⊕S

then here is a cotree T on Γ :
!

P Q⊗R R⊕S!!(QQ!RR)!Q Q⊗R S
"

The ! node has two arguments (the links QQ and RR ) and the
node has three arguments (the link P Q⊗R R⊕S , the cotree

!(QQ!RR) , and the link Q Q⊗R S ). We generally draw both
the links and the cotree in graphical form. For example, the above
cotree T becomes:

P&Q Q⊗R R⊕S

a
b c

d

a !

b c

d

A node is unary if it has a single argument. A cotree alternates if no
node is unary, no nodes are adjacent, and no! nodes are adjacent.
For example, the cotree T1 = !

!

a!b! (!(c!d)!e!f)
"

below-left

alternates but T2 = !
#

!
!

(!(a))!b
"

!

!

(!(c!d))
"

! (e!f)
$

below-right does not:

!

a b

!

c d

e f

T1 = ⌊T2⌋

!

!

!

a

b

!

c d

e f

T2

The alternating form ⌊T⌋ of a cotree T is the canonical alternating
cotree associated with T: collapse unary nodes, adjacent nodes,
and adjacent ! nodes. For example, the tree T1 above-left is the
alternating form ⌊T2⌋ of the cotree T2 above-right. Formally, the
alternating form of a cotree is the result of exhaustively applying
the following rewrites on subcotrees, where T is any cotree and F
and G are coforests:

(T) → T
!

(F)!G
"

→ (F!G)

!(T) → T !
!

!(F)!G
"

→ !(F!G)
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Z1 ··· Zk X⊕Y

a

Z1 ··· Zk X⊕Y

b

Z1 ··· Zk X`Y

c

X1 ··· Xk X⊗Y Y1 ··· Yn

a b

!

a b

⊕1

"

⊕2

"

`

"

⊗

"

Z1 ··· Zk X⊕Y

a

Z1 ··· Zk X⊕Y

b

Z1 ··· Zk X`Y

c

X1 ··· Xk X⊗Y Y1 ··· Yn

c

!

c

!

a a

Z1 ··· Zk X&Y

a

b

a b

1

"

1

"

&

"

a a
Z1 ··· Zk X&Y

c
c

··· a1

··· a2

··· am

···

X & Y

b1 ···
b2 ···

bn ···
··· a1 am bn b1

"

··· a1

··· a2

··· am

···

X & Y

b1 ···
b2 ···

bn ···
···

a1 am bn b1

Figure 4. Coalescence steps. In the 1-steps a is a link whose subsequent is not displayed. In all steps but -coalescence, the links target the
(roots of the) subformulas shown. In the -coalescence step, the full horizontal extent of the formulas X and Y are shown as boxes, and the
links target (roots of) subformulas of X and Y.

3.1 Axiom linkings

An axiom link is a link of the form PP for some literal P. A cotree
is axiomatic if every link is an axiom link. An axiom linking is an
axiomatic, alternating cotree. For example, here is an axiom linking
on the sequent P&P!P⊗R!R&R :

P&P P⊗R R&R

a b
c

d
f

e
g

!

a

b c

!

d e

!

f g

Note that d and f are instances of the same axiom link, as are b and
e, and c and g.

3.2 Notation conventions

We employ the following conventions for variables and disjoint
union throughout the paper:

Sequents Links Coforests

Formulas A B C D Formulas X Y Cotrees T U

Sequents Γ ∆ Σ Links ΛΩ Coforests F G

Γ!A⊗B!∆ Λ X⊗Y Ω F!T!G

4. Translating a proof to an axiom linking

When we add a node between alternating cotrees T and U to form
(T!U) or !(T!U) the resulting cotree need not alternate. We

obtain binary operations ˙ and !̇ which preserve alternation by
collapsing to alternating form:

T ˙ U = ⌊ (T!U)⌋ T !̇ U = ⌊!(T!U)⌋

For example (T1!̇T2)!̇((U1 ˙ U2) ˙ U3) = !(T1!T2! (U1!U2!U3)).
Both operations are associative and commutative, so we can write
the same cotree as T1!̇(U3 ˙ U1 ˙ U2)!̇T2 .

Definition 1. A cut-free MALL proof Π of Γ translates to the axiom
linking !Π" on Γ, defined by:

#
P!P

$
= PP

%

&
Π

Γ!A!B

Γ!A`B

'

( = !Π"

%

&
Π1

Γ!A
Π2

B!∆

Γ!A⊗B!∆

'

( = !Π1" !̇ !Π2"

%

&
Π

Γ!Ai

Γ!A1⊕A2

'

( = !Π"

%

&
Π1

Γ!A
Π2

Γ!B

Γ!A&B

'

( = !Π1" ˙ !Π2"

An example of step-by-step translation from a proof to an axiom
linking was shown in §1.2.1.

5. Conflict nets and coalescence

Fix a sequent Γ . The coalescence relation (") is the rewrite rela-
tion on cotrees on Γ generated by the following rewrites, illustrated
graphically in Fig. 4, where T " T ′ generates a coalescence step
U" U ′ if U yields U ′ by replacing a subtree T with T ′.

ΛXY " ΛX`Y (`)

ΛXi " ΛX1⊕X2 (⊕i)

!(F!ΛX!YΩ) " !(F!ΛX⊗YΩ) (⊗)

(ΛX!ΛY ) " ΛX&Y (&)

!(Λ)

(Λ)

" Λ

" Λ
(1)

(FX!FY) "
!

(FX)! (FY)
"

( )

where the ( ) rewrite has the following conditions:
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P&P P⊗R R&R

a b
c

d
f

e
g

!

a

b c

!

d e

!

f g

P&P P⊗R R&R

&

a bc

d
f

e
g

!

a bc

!

d e

!

f g

P&P P⊗R R&R

⊗

abc

d
f

e
g

!

abc

!

d e

!

f g

P&P P⊗R R&R

1

abc

d
f

e
g

abc !

d e

!

f g

P&P P⊗R R&R

⊗

1
abc

d e
fg

abc !

d e

fg

P&P P⊗R R&R

⊗

1 abc

de
fg

abc de fg

P&P P⊗R R&R
abc

de
fg

abc de fg

P&P P⊗R R&R

1

abc

de
fg

abc

de fg

P&P P⊗R R&R

&

abc

defg

abc defg

P&P P⊗R R&R

&
abcdefg

abcdefg

Figure 5. Verifying a conflict net via coalescence.

• FX and FY are non-empty multisets of links.

• FX!FY contains three or more links.

• Γ contains a subformula X&Y such that:

- every link in FX chooses X

- every link in FY chooses Y

where a link chooses X if it intersects X but not Y, and vice versa.

A cotree T coalesces to T ′ if T "∗ T ′ (where "∗ is the reflexive-
transitive closure of "), and it coalesces if it coalesces to Γ (the
cotree comprising a single link Γ ). Figure 5 shows an axiom linking
coalescing, involving (⊗), (&), (1) and ( ) rewrites. Section §1.2.2
includes an example involving (`), (⊕), (⊗) and (&) rewrites
(leaving two (1) steps implicit).

A pre-net T : : Γ is a sequent Γ and a cotree T on Γ.

Definition 2. A conflict net is a pre-net whose cotree is an axiom
linking which coalesces.

5.1 Sequentialization

Coalescence is essentially top-down sequentialization: each axiom
link in a conflict net corresponds to an axiom rule in a proof
and each coalescence step introduces a rule. To record the proof
produced by coalescence, a version of conflict nets is introduced
where leaves carry proofs, rather than merely sequents.

A deductive cotree on Γ is the generalization of a cotree on Γ in
which each leaf is a MALL proof of a subsequent of Γ, rather than
just a subsequent. A deductive cotree on Γ projects to an ordinary
cotree by replacing each proof by its concluding subsequent of Γ .
Conversely, an axiomatic cotree may be considered a deductive
cotree by taking each link P P to be the corresponding axiom rule.
Coalescence extends to deductive cotrees by combining each of the
four rewrite steps (`), (⊕), (⊗), and (&) with its corresponding
MALL rule: apply the rule to the proofs in the redex to form a proof
of the sequent in the contractum. For example, in (⊗) a proof of
Λ!Ω!X⊗Y is formed by applying the ⊗-rule to the proofs of Λ!X
and Ω!Y in the redex. The rewrites (1) and ( ) leave proofs intact.

Definition 3. A deductive conflict net T : : Γ sequentializes to a
proof Π with conclusion Γ if it coalesces to Π : : Γ .

Sequentialization is the inverse of proof translation:

Theorem 4. A conflict net T : : Γ sequentializes to a MALL proof Π
if and only if !Π" = T and Π has conclusion Γ .

Proof. Suppose T : : Γ sequentializes to Π : : Γ . Define cotree equiv-
alence by T ∼ U if and only if ⌊T⌋ = ⌊U⌋, i.e., the cotrees have
the same alternating form. In each deductive coalescence step, the
redex and contractum translate to equivalent pre-nets (i.e., pre-nets
with equivalent cotrees). For sequentializing T : : Γ to Π : : Γ this
means Π translates to a conflict net T ′ : : Γ with T ∼ T ′. Since T ′

and T are both alternating, Π translates to T : : Γ .
Conversely, suppose !Π" = T. We show by induction on Π

that every subtree of T sequentializes to a subproof of Π, whence
T : : Γ sequentializes to Π. The base case with Π an axiom rule is
immediate. Observe that if T : : Γ " T ′ : : Γ for Γ a subsequent of
Γ ′ then T : : Γ ′ " T ′ : : Γ ′. There are four cases [`] [⊕] [⊗] [&]
according to the structure of Π, respectively:

Π′

Λ!X!Y

Λ!X`Y

Π′

Λ!Xi

Λ!X1⊕X2

Π1

Λ!X
Π2

Y!Ω

Λ!X⊗Y!Ω

Π1

Λ!X
Π2

Λ!Y

Λ!X&Y

Case [`]. !Π" = !Π′" and by induction !Π′" : : Λ!X!Y sequen-
tializes to Π′. By the observation above !Π′" : :Λ!X`Y coalesces to
Π′ : :Λ!X`Y which coalesces in one step to Π : :Λ!X`Y.

Case [⊕] is like [`].
Case [⊗]. !Π" = !Π1"!̇!Π2". There are four cases, depending

on whether the root of each !Πi" is ! or not; without loss of
generality let !Π1" = !(F) with !Π2" not !-rooted, so !Π" =
!(F!!Π2"). By induction !Π1" : : Λ!X sequentializes to Π1, and
!Π2" : : Y!Ω to Π2. Then !Π" on the sequent Λ!X⊗Y!Ω coalesces
via !(F, !Π2")"∗ !(Π1,Π2)" !(Π)" Π.

Case [&]. !Π" = !Π1" ˙ !Π2". There are again four cases; with-
out loss of generality let !Π1" = (F) with !Π2" not -rooted, so
!Π" = (F, !Π2") where F = T1, . . . ,Tm. By induction and prior
observations !Π1" and !Π2" over Λ!X&Y coalesce to Π1 and Π2. We
construct a coalescence sequence over Λ!X&Y :

(F, !Π2") "∗ (Σ1! . . .!Σm!Π2)

" ( (Σ1! . . .!Σm)! (Π2)) "
∗ (Π1!Π2) " Π
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The stronger induction hypothesis ensures each Ti coalesces to a
subproof Θi of Π1. The above sequence works if the side conditions
of the ( ) rewrite hold: we must show that the conclusion of each
Θi intersects X. This follows by induction on Π1. Since a ⊗-rule
would create a!-rooted cotree, Π is constructed from the subproofs
Θi using only `, ⊕ and & rules. The conclusion of Π1 is Λ!X, so
the conclusion of each Θi must intersect X. Thus !Π" : : Λ!X&Y
sequentializes to Π via the above coalescence sequence.

5.2 Local canonicity

Two proofs are homeomorphic, denoted Π≃ Π′, if Π yields Π′ by
a sequence of (0 or more) local rule commutations (displayed in
Figures 1 and 2).

Theorem 5 (Local Canonicity). Homeomorphic proofs translate to
the same conflict net: Π≃ Π′ implies !Π" = !Π′".

Proof. A routine induction on the size of the proof.

5.3 Confluence of coalescence

For coalescence to be a reasonable correctness criterion and sequen-
tialization procedure we require:

• If one coalescence path succeeds, all paths eventually succeed.

• Two sequentializations of the same net must be homeomorphic.

The former means that testing any one coalescence path is sufficient
to determine correctness, as opposed to testing all possible paths.
This is essential for coalescence to be tractable.

The two properties can be summarised as saying that sequen-
tialization for conflict nets should be confluent modulo local rule
commutations: Theorem 6 below. Note, however, a subtlety: coales-
cence is confluent for conflict nets, but not necessarily for pre-nets;
if coalescence fails, it can fail in many different ways.

Theorem 6. If T : : Γ sequentializes to Π : : Γ and T coalesces to
T ′ then T ′ sequentializes to some Π′ : : Γ with Π′ ≃ Π .

`⊕⊗ & 1

4 4 · · · 5
1 · · · · ·
& 3 3 · ·
⊗ 2 2 2
⊕ 1 1
` 1

Proof. We show that critical pairs of coalescence on deductive
conflict nets converge modulo homeomorphism
of the proofs at each link. The table shown right,
pairing coalescence rewrites against each other,
gives an overview: a number refers to a case
considered in the proof, while a dot · indicates
that rewrites do not form a critical pair. We do
not for example consider

ΛX

"

(ΛX)" (ΛX⊕Y)

a critical pair, as the (1) step leaves the link ΛX intact.

Case 1. A critical pair of (`) and (⊕) steps converges by:

ΛXY Z " ΛXY Z⊕W

" "

Λ X`Y Z " Λ X`Y Z⊕W

The induced proofs differ by `/⊕ commutation. The critical pairs
for two (`) steps or two (⊕) steps converge similarly.

Case 2. A critical pair of (⊗) and (`) steps converges by:

!(F!ΛX!Ω Y ZW) " !(F!ΛX!Ω Y Z`W)

" "

!(F!ΛΩX⊗Y ZW) " !(F!ΛΩX⊗Y Z`W)

The induced proofs differ by a ⊗/` commutation. The critical pairs
of the (⊗) step with the (⊕) or (⊗) step converge similarly.

Case 3. For the (&) step, the critical pair with the (⊕) step
converges as follows.

(ΛXZ!ΛY Z) " ΛX&Y Z

"

(ΛXZ⊕W!ΛY Z)

"

"

(ΛXZ⊕W!ΛY Z⊕W) " ΛX&Y Z⊕W

The induced proofs differ by a &/⊕ commutation. The critical pair
with the (`) step converges similarly, and there is no critical pair
with the (⊗) step. The (&) step cannot form a critical pair with itself
since its node must be binary.

Case 4. For the ( ) step, the critical pair with the (⊕) step con-
verges as follows.

(FX!FY!ΛZ) " (FX!FY!ΛZ⊕W)

" "

( (FX)! (FY!ΛZ)) " ( (FX)! (FY!ΛZ⊕W))

The side-condition to the initial ( ) step above is that some formula
in ΛZ must be a subformula of Y in X&Y in the sequent Γ over
which the cotrees are formed. This condition remains valid for
ΛZ⊕W: since Z occurs in Z⊕W and Y in X&Y, Z ̸= Y; then
if Z is a subformula of Y, so is Z⊕W. The critical pair with the (`)
step converges similarly, and no critical pairs are formed with the
(⊗), (&), and (1) steps.

Case 5. The critical pair of the ( ) step with itself is

T = (FXZ!FXW!FYZ!FYW) " ( (FXZ!FXW)! (FYZ!FYW))

"

( (FXZ!FYZ)! (FXW!FYW))

where the sequent Γ on which the cotrees are formed has subfor-
mulas X&Y and Z&W such that each of the links in FXZ contains
subformulas of X and Z, and similarly for FXW , FYZ, and FYW . We
show by induction on the width of T that both sides sequentialize
to homeomorphic proofs.

By assumption, T sequentializes, starting with (without loss of
generality) the rightward step above. Since both the rightward and
downward steps apply, no link intersects both X and Y, or both Z
and W.

First we show that no Fi can be empty. Suppose FXZ is empty;
since the downward step from T applies, FYZ is non-empty. Then
!(FXZ!FXW) may coalesce to a link containing W, but not Z&W,
while!(FYZ!FXW) may coalesce to a link containing Z&W (or Z),
but not only W. This contradicts the assumption that T coalesces
via the rightward step above.

Next, consider the case where each Fi is unary; then Fi is a
proof link Πi with conclusion Λi. Permuting (`) steps and (⊕)
steps above (&) steps (case 3. above) and ( ) steps (case 4. above),
we may assume the conclusions Λi are ΛXZ, ΛXW, ΛY Z, and
ΛYW respectively. The critical pair from T converges as follows.

(ΛXZ!ΛXW!ΛYZ!ΛYW) " ( (ΛXZ!ΛXW)! (ΛYZ!ΛYW))

" "

( (ΛXZ!ΛYZ)! (ΛXW!ΛYW)) (ΛXZ&W!ΛY Z&W))

" "

(ΛX&Y Z!ΛX&YW) " ΛX&Y Z&W

For the inductive step, we will show that if Fi is not unary,
then (Fi) coalesces to Λi; whence the case is as above. We will
only need to consider (FXZ!FXW) as the case for (FYZ!FYW)
follows by symmetry.

Using the assumption that (FXZ!FXW) coalesces (since T
coalesces via the rightward step above), and ignoring (⊕) and (`)
steps as previously, consider the first ( ) step. If this applies to the
subformula Z&W, coalescence must be via a sequence

(FXZ!FXW) " ( (FXZ)! (FXW)) "∗ (ΛXZ!ΛXW)
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Then each (Fi) coalesces to Λi, and the critical pair from T
converges as above.

Otherwise, the first ( ) step on (FXZ!FXW) is on a subfor-
mula U&V . Let it be the step

(FXZ!FXW) ! ( (FXZU!FXWU)! (FXZV!FXWV)) .

By the same reasoning as above, none of the Fi can be empty. Then
the following ( ) step for Z&W also applies:

(FXZ!FXW) ! ( (FXZU!FXZV)! (FXWU!FXWV)) .

By induction hypothesis, these two steps converge (modulo home-
omorphism), which means there must be a sequence

( (FXZU!FXZV)! (FXWU!FXWV)) !
∗ (ΛXZ!ΛXW) .

Then (FXZ) and (FXW) coalesce to ΛXZ and ΛXW respectively,
and similarly for FYZ and FYW , and the critical pair from T con-
verges as above. "

5.4 Complexity of coalescence

Confluence is essential for coalescence to be tractable, since it
becomes sufficient to verify just one coalescence sequence, instead
of having to try every possibility. To establish that coalescence is
P-time (polynomial-time decidable), we will look at:

A. the maximal length of a coalescence sequence, and

B. the cost of finding and executing the next step.

We will take the size of a conflict net to be the size of the cotree
plus the size of the sequent. In what follows we are not aiming
to give an efficient algorithm; we aim purely for a straightforward
and accessible demonstration that coalescence is a reasonable cor-
rectness condition.

For A observe that the number of (1) and ( ) steps is bounded
linearly by the number of other steps: there is at most one (1) step
created by each (⊗) and ( ) step, and at most one ( ) step for each
(&) step. The other coalescence rewrites, (⊗), (`), (&), and (⊕),
are limited to one application per connective per link. This gives a
quadratic bound to the length of any coalescence path.

For B, each step other than ( ) involves only local pattern-
matching and rewriting, which means a single traversal of the
conflict net can find and execute such a step. A ( ) redex in a pre-
net T : : Γ can be found and coalesced as follows.

1. Find a node (Λ1! . . .!Λn) whose children have all been coa-
lesced to links Λi. This is linear-time.

2. For each Λi, for every subformula X&Y of Γ , mark X or Y when
Λi intersects it. This is a simple walk from the formulas in Λi

towards the roots of Γ ; at most linear-time for Λi, and quadratic
for (Λ1! . . .!Λn).

3. Find a subformula X&Y with X and Y both marked, and either
X or Y marked for every i #n; then partition (Λ1! . . .!Λn)
accordingly. This is linear-time.

Together, these algorithms for A and B give a time complexity of
O(n4), which justifies the following proposition:

Proposition 7. Conflict net correctness is P-time.

It is likely that more efficient algorithms are possible. Correctness
of MLL proof nets is linear-time [15], and this likely extends to
coalescing a subtree $(Λ1! . . .!Λn), which additionally involves
only (⊕) rewrite steps.

5.5 ALL coalescence

Coalescence for MALL departs from coalescence in purely additive
linear logic [18]. Conflict nets restricted to ALL coincide with ALL

proof nets, with a single node covering the axiom links. However,

coalescence for ALL has the following rewrite in place of the two
rewrites ( ) and (&).

(F!ΛX!ΛY) ! (F!Λ X&Y) (A)

The difference between (A) and (&) is that the former allows a
context F, while the latter only applies to binary nodes. The
rewrite (A) is analogous to the (⊗) rewrite.

For ALL, where sequents consist of exactly two formulas, (A)
is confluent [18] in the manner of Theorem 6: if one path succeeds,
all paths do. But for sequents of three formulas or more, as occurs
in MALL, it is not confluent. Consider the sequent

P&P!Q&Q!R&R

and the flat cotree T that takes all eight slices as links,

T = (PQR! PQR! PQR! PQR! PQR! PQR! PQR! PQR)

This coalesces via (A) if the &-formulas are treated in order, first
P&P, then Q&Q, then R&R. However, coalescing one instance of
P&P, one of Q&Q, and one of R&R produces a deadlock:

T !∗
A (PQR! P&P Q R! P Q&Q R! P Q R&R! PQR)

No further (A) steps are possible, breaking confluence.
For MALL coalescence, replacing rule (A) with ( ) and (&)

solves this issue, yielding confluence (Theorem 6).
Where MLL contractibility (⊗) and (`), and ALL coalescence

(⊕) and (A), are top-down, the example above suggests top-down
coalescence is impossible for MALL. Our coalescence combines
one bottom-up rule ( ) with an otherwise top-down procedure.

6. Cut elimination

In this section we extend the syntax of formulas and sequents with
a binary cut connective ∗, restricted to occur in outermost position
between dual formulas. Thus every cut formula has the form A∗A
with A cut-free.

Definition 8. A conflict net with cut is a conflict net with coales-
cence extended by

$(F!ΛA!AΩ) : : Γ!A∗A ! $(F!ΛΩ) : : Γ (∗)

This step deletes a cut formula A∗A reached during coalescence.
Thus successful coalescence results in a cut-free sequent, and a cut
formula is never contracted in the context of a (&) step. The latter
means cut formulas are not shared between slices. This is important
for cut-elimination, which will manipulate cut formulas.

For sequentialization, the deductive variant of the above coales-
cence step combines the two subproofs with a cut rule. For proof
translation, the cut rule translates to the same cotree as a ⊗ rule,

!

"
Π1

Λ,A

Π2

A,Ω

Λ,Ω

#

$ = %Π1& $̇ %Π2&

but the sequent over which the tree is formed is extended with A∗A.
Thus, a proof Π of Γ with cuts translates to %Π& : : Γ!C1!. . .!Cn

where the formulas Ci = Ai∗Ai are the cut formulas of Π.
Since the (∗) rewrite is similar to the (⊗) rewrite, Theorem 6

extends straightforwardly to conflict nets with cut:

Theorem 9. Sequentialization for conflict nets with cut is confluent
modulo homeomorphism.

6.1 Cut elimination

Cut elimination comprises four rewrite steps, three removing a
cut (atomic, ⊗/`, and &/⊕), and a duplication step. Duplication
corresponds to raising a cut rule over a & rule in sequent calculus,
which duplicates the cut and its subproof:
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Π
Γ,A

A,∆,B A,∆,C
&

A!∆!B&C
cut

Γ,∆,B&C
→

Π
Γ,A A,∆,B

cut

Γ,∆,B

Π
Γ,A A,∆,C

cut

Γ,∆,C
&

Γ,∆,B&C

For the corresponding duplication in conflict nets, the question is
what to duplicate. The notion of subproof is not directly applicable
to conflict nets, but it is accessible via coalescence: since any co-
alescence sequence (eventually) produces a sequentialization, any
subtree or subforest that coalesces to a single link corresponds to a
subproof in some sequentialization. Among subproofs suitable for
duplication, we choose the smallest:

Definition 10. In a net!(F) : : Γ the kingdom of a subformula A of
Γ , if it exists, is the smallest subforest KA of F such that!(KA) : : Γ
coalesces to a link ∆A : : Γ .

As in the MLL case, the kingdom of A corresponds to the smallest
subproof with A in the conclusion in any sequentialization: see
[4] for details. The kingdom of A may not exist, for example if
A occurs in a formula A&B generated by a -rooted cotree in F.5

The following notions provide the local structure needed for cut-
elimination. A coforest F touches a formula A if a link in F inter-
sects A. Non-empty coforests FX and FY separate a subformula
X⊗Y, X&Y, or X⊕Y if every tree in FX touches X but not Y and ev-
ery tree in FY touches Y but not X. A cotree generates a subformula
Z if two immediate subtrees separate Z.

For example, if a cotree !(F) generates a subformula X⊗Y,
then the root of !(F) represents a sequent rule introducing the ⊗
between X and Y.

Definition 11 (Cut reduction). A pre-net T : : Γ!A∗A where T
generates the cut A∗A reduces as follows. In each case, alternation
may need to be restored.

Atomic step:

!(F!P
v
P
w
!P
x
P
y
) : : Γ!P

w
∗P
x

→ !(F!P
v
P
y
) : : Γ

where vertices vwxy are underset, to avoid ambiguity.

Multiplicative step:

T : : Γ!(A⊗B)∗(B`A) → T : : Γ!A∗A!B∗B

if T generates both A⊗B and (A⊗B) ∗ (B`A). This step applies
analogously to the symmetric cut (B`A) ∗ (A⊗B).

Additive step:

!( (FA!FB)!F) : : Γ!(A&B)∗(B⊕A)

↓

!( (FA)!F) : : Γ!A∗A

if FA and FB separate A&B and F does not touch B. This step
applies analogously to the symmetric cut (B⊕A) ∗ (A&B).

Duplication step: !(F!KA! (FB!FC)) : : Γ ,Σ,A∗A

↓

!(F! (!(KA! (FB))!!(KA! (FC)))) : : Γ ,Σ,A∗A,Σ,A∗A

if

• F!KA does not touch A,
• FB and FC separate a formula B&C not a subformula of A,

and where

• KA is the kingdom of A and Σ are the cuts it dominates (defined
below), and

5 One can adjust the definition of kingdom to always exist; we have no need.

• the left copy of Σ,A∗A is associated with FB and the left copy
of KA; the right copy with FC and the right copy of KA.

A simple example of cut duplication was shown in §1.2.4. Figure 6
shows an example with a larger duplicated kingdom. The domina-
tion order on a pre-net T : : Γ is generated by:

• the subformula ordering over Γ ,

• the subtree ordering over T,

• a link Λ in T dominates its Γ -subformulas,

• a subtree T ′ dominates a formula C if T ′ generates C.

Theorem 12. Cut reduction on conflict nets preserves sequential-
ization modulo cut reduction and homeomorphism.

Proof sketch. For each of the four steps T : : Γ → T ′ : : Γ we show
that if T : : Γ sequentializes there are coalescence paths for T and
T ′ that generate respective sequentializations Π and Π′ such that Π
cut-reduces to Π′ modulo homeomorphism. "

Proposition 13. A cut in a conflict net can always reduce.

Proof sketch. The net coalesces, so a cut A∗A must coalesce by a
(∗) step!(F!ΛA!AΩ)#!(F!ΛΩ). Case distinctions are needed
based on which coalescence steps produce ΛA and AΩ. "

6.2 Strong normalization

The idea that the additive connectives represent a choice for either
their left or their right component is naturally captured by the (stan-
dard) notion of slice: what remains of a proof net after removing
one branch for each additive connective. For conflict nets, a natural
notion of slice is one that chooses on nodes. While we will not
formalize such a notion, as we have no direct need for it, we will
define a measure to count slices in this manner. Define the weight
∥T∥ of a cotree by:

∥Λ∥ = 1
∥!(T1! . . .!Tn)∥ =

!
i ∥Ti∥

∥ (T1! . . .!Tn)∥ =
"

i ∥Ti∥ .

This measure will be used to establish that cut reduction is termi-
nating. The idea is that upon duplication, the copies of a cut are
pushed into separate collections of slices. In other words, the dupli-
cated cuts are each shared amongst fewer slices than the original,
giving a natural measure for termination.

Definition 14. In a conflict net the weight of a cut A∗A is the
weight ∥TA∥ of the subtree TA that generates it, and its size is the
size sz(A) of A. The weight of a net is the multiset comprising the
pair (∥TA∥, sz(A)) for each cut.

Theorem 15. Conflict net cut elimination is strongly normalizing.

Proof. By Prop. 13 any cuts present in a net can be reduced. The
weight of a net decreases upon cut reduction. Any reduction path
may be completed to cut-free normal form.

7. Complexity results

The following examples support the comparison table in §1.4.

Proposition 16. Monomial nets are not efficient: proof translation
has super-linear complexity.

Proof sketch. Let Ai = Pi&Pi, Tk = A1⊗(. . .⊗(Ak−1⊗Ak) . . .)
and Γk = A1!. . .!Ak!Tk. One can construct a cut-free proof Πk

of Γk with all &-rules at the bottom and n = 2k.k axiom rules
whose monomial net θk must have n axiom links, each carrying
a monomial with k distinct eigenvariables. Thus θk is a factor k
larger than Πk. "

Proposition 17. MALL cut elimination is EXPTIME.
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Q Q⊗(R⊗S)
a

S∗S S⊗P (P`R)∗(R⊗P) P⊕P R&R

f
g

b
c d e

h
i

!

a b c d e

!

f g

!

h i

Q Q⊗(R⊗S)
a S∗S

S∗S

S⊗P

(P`R)∗(R⊗P)

(P`R)∗(R⊗P)

P⊕P R&R

ḃ
ċ ḋ ė

f
g

b̃
c̃ d̃ ẽ h

i
!

a

!

ḃ ċ ḋ ė f g

!

b̃ c̃ d̃ ẽ h i

Figure 6. Illustrating cut duplication. Pattern-matching the definition of the duplication step: in the redex (the upper conflict net) A is P`R,
its kingdom KA is bcde, FB is the cotree f!g, FC is the cotree h!i, F is the cotree a (a single link), Γ is Q!Q⊗(R⊗S)!S⊗P!P⊕P!R&R,

and Σ is S∗S. The kingdom bcde is duplicated, once as ḃċḋė (next to f!g) and once as b̃c̃d̃ẽ (next to h!i).

Proof. Let Ai = Qi⊗
!

(Pi⊗Pi+1)`Qi+1

"

and Γn = P1!Q1!A1&A1!

. . .! An&An!Qn+1⊗Pn+1. The ⊗s force a cut-free proof of Γn
to stack n &-rules, introducing A1&A1, . . . , An&An bottom-up,
for 6×2n–4 axioms, exponential in n. Using cut, Γn has a 10n+2
axiom proof, a cut-free proof of P1!Q1!A1!. . .!An!Qn+1⊗Pn+1

cut with n proofs of Ai!Ai&Ai.

Proposition 18. Monomial net sequentialization is EXPTIME.

Proof sketch. Monomial nets θn on Γn defined above grow linearly
in n; cut-free MALL proofs of Γn grow exponentially. "
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Abstract
We introduce a linear infinitary �-calculus, called `⇤1, in which
two exponential modalities are available, the first one being the
usual, finitary one, the other being the only construct interpreted
coinductively. The obtained calculus embeds the infinitary applica-
tive �-calculus and is universal for computations over infinite strings.
What is particularly interesting about `⇤1, is that the refinement
induced by linear logic allows to restrict both modalities so as to
get calculi which are terminating inductively and productive coin-
ductively. We exemplify this idea by analysing a fragment of `⇤
built around the principles of SLL and 4LL. Interestingly, it en-
joys confluence, contrarily to what happens in ordinary infinitary
�-calculi.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic—Lambda calculus
and related systems

General Terms Theory

Keywords Lambda Calculus, Infinitary Rewriting, Linear Logic

1. Introduction
The �-calculus is a widely accepted model of higher-order functional
programs—it faithfully captures functions and their evaluation.
Through the many extensions introduced in the last forty years,
the �-calculus has also been shown to be a model of imperative
features, control [23], etc. Usually, this requires extending the class
of terms with new operators, then adapting type systems in such a
way that “good” properties (e.g., confluence, termination, etc.), and
possibly new ones, hold.

This also happened when potentially infinite structures came
into play. Streams and, more generally, coinductive data have found
their place in the �-calculus, following the advent of lazy data
structures in functional programming languages like Haskell and
ML. By adopting lazy data structures, the programmer has a way to
represent infinity by finite means, relying on the fact that data are
not completely evaluated, but accessed “on-demand”. In presence
of infinite structures, the usual termination property takes the form
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of productivity [10]: even if evaluating a stream expression globally
takes infinite time, looking for the next symbol in it takes finite time.

All this has indeed been modelled in a variety of ways by
enriching �-calculi and related type theories. One can cite, among
the many different works in this area, the ones by Parigot [24],
Raffalli [25], Hughes at al. [17], or Abel [1]. Terms are finite objects,
and the infinite nature of streams is modelled through a staged
inspection of so-called thunks. The key ingredient in obtaining
productivity and termination is usually represented by sophisticated
type systems.

There is also another way of modelling infinite structures in �-
calculi, namely infinitary rewriting, where both terms and reduction
sequences are not necessarily finite, and as a consequence infinity
is somehow internalised into the calculus. Infinitary rewriting has
been studied in the context of various concrete rewrite systems,
including first-order term rewriting [18], but also systems of higher-
order rewriting [20]. In the case of �-calculus [19], the obtained
model is very powerful, but does not satisfy many of the nice
properties its finite siblings enjoy, including confluence and finite
developments, let alone termination and productivity (which are
anyway unexpected in the absence of types).

In this paper, we take a fresh look at infinitary rewriting, through
the lenses of linear logic [14]. More specifically, we define an
untyped, linear, infinitary �-calculus called `⇤1, and study its basic
properties, how it relates to ⇤1 [19], and its expressive power. As
expected, incepting linearity does not allow by itself to solve any
of the issues described above: `⇤1 embeds ⇤001, a subsystem of
⇤1, and as such does not enjoy confluence. On the other hand,
linearity provides the right tools to control infinity: we delineate
a simple fragment of `⇤1 which has all the good properties one
can expect, including productivity and confluence. Remarkably,
this is not achieved through types, but rather by purely structural
constraints on the way copying is managed, which is responsible for
its bad behaviour. Expressivity, on the other hand, is not sacrificed.

Linearity vs. Infinity

The crucial rôle linearity has in this paper can be understood without
any explicit reference to linear logic as a proof system, but through
a series of observations about the usual, finitary, �-calculus. In any
�-term M , the variable x can occur free more than once, or not at all.
If the variable x occurs free exactly once in M whenever we form an
abstraction �x.M , the �-calculus becomes strongly normalising: at
any rewrite step the size of the term strictly decreases. On the other
hand, the obtained calculus has a poor expressive power and, in this
form, is not the model of any reasonable programming language.
Let duplication reappear, then, but in controlled form: besides a
linear abstraction �x.M , (which is well formed only if x occurs
free exactly once in M ) there is also a nonlinear abstraction �!x.M ,
which poses no constraints on the number of times x occurs in M .
Moreover, and this is the crucial step, interaction with a nonlinear
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abstraction is restricted: the argument to a nonlinear application
must itself be marked as duplicable (and erasable) for � to fire. This
is again implemented by enriching the category of terms with a new
construct: given a term M , the box !M is a duplicable version of
M . Summing up, the language at hand, call it `⇤, is built around
applications, linear abstractions, nonlinear abstractions, and boxes.
Moreover, �-reduction comes in two flavours:

(�x.M)N ! M{x/N}; (�!x.M)!N ! M{x/N}.

What did we gain by rendering duplicating and erasing operations
explicit? Not much, apparently, since pure �-calculus can be embed-
ded into `⇤ in a very simple way following the so-called Girard’s
translation [14]: abstractions become nonlinear abstractions, and
any application MN is translated into M !N . In other words, all
arguments can be erased and copied, and we are back to the world
of wild, universal, computation. Not everything is lost, however: in
any nonlinear abstraction �!x.M , x can occur any number of times
in M , but at different depths: there could be linear occurrences of
x, which do not lie in the scope of any box, i.e., at depth 0, but also
occurrences of x at greater depths. Restricting the depths at which
the bound variable can occur in nonlinear abstractions gives rise to
strongly normalising fragments of `⇤. Some of them can be seen,
through the Curry-Howard correspondence, as subsystems of linear
logic characterising complexity classes. This includes light linear
logic [16], elementary linear logic [9] or soft linear logic [21]. As
an example, the exponential discipline of elementary linear logic
can be formulated as follows in `⇤: for every nonlinear abstraction
�!x.M all occurrences of x in M are at depth 1. Noticeably, this
gives rise to a characterisation of elementary functions.

But why could all this be useful when rewriting becomes infini-
tary? Infinitary �-terms [19] are nothing more than infinite terms
defined according to the grammar of the �-calculus. In other words,
one can have a term M such that M is syntactically equal to �x.xM .
Evaluation can still be modelled through �-reduction. Now, however,
reduction sequences of infinite length (sometime) make sense: take
Y (�x.�y.yx), where Y is a fixed point combinator. It rewrites in
infinitely many steps to the infinite term N such that N = �y.yN .
Are all infinite reduction sequences acceptable? Not really: an infi-
nite reduction sequence is said to converge to the term M only if,
informally, any finite approximation to M can be reached along a
finite prefix of the sequence. In other words, reduction should be
applied deeper and deeper, i.e., the depth of the fired redex should
tend to infinity. But how could one define the depth of a subterm’s
occurrence in a given term? There are many alternatives here, since,
informally, one can choose to let the depth increase (or not) when
entering the body of an abstraction or any of the two arguments of an
application. Indeed, eight different calculi can be formed, each with
different properties. For example, ⇤001 is the calculus in which the
depth only increases while entering the argument position in appli-
cations, while in ⇤100 the same happens when crossing abstractions.
The choice of where the depth increases is crucial not only when
defining infinite reduction sequences, but also when defining terms,
whose category is obtained by completing the set of finite terms with
respect to a certain metric. So, not all infinite terms are well-formed.
In ⇤001, as an example, the term M = xM is well-formed, while
M = �x.M is not. In ⇤100, the opposite holds. In all the obtained
calculi, however, many of the properties one expects are not true:
the Complete Developments Theorem (i.e. the infinitary analogue
of the Finite Complete Theorem [4]) does not hold and, moreover,
confluence fails except if formulated in terms of so-called Böhm
reduction [19]. The reason is that ⇤1 is even wilder than ⇤: various
forms of infinite computations can happen, but only some of them
are benign. Is it that linearity could help in taming all this complex-
ity, similarly to what happens in the finitary case? This paper gives
a first positive answer to this question.

Contributions

The system we will study in the rest of this paper, called `⇤1, is
obtained by incepting ideas from infinitary calculi into `⇤. Not
one but two kinds of boxes are available in `⇤1, and the depth
increases only while crossing boxes of the second kind (called
coinductive boxes), while boxes of the first kind (dubbed inductive)
leave the depth unchanged. As a consequence, boxes are as usual
the only terms which can be duplicated and erased, but they are also
responsible for the infinitary nature of the calculus: any term not
containing (coinductive) boxes is necessarily finite. Somehow, the
depths in the sense of ⇤1 and of `⇤ coincide.

Besides introducing `⇤1 and proving its basic properties, this
paper explores the expressive power of the obtained computational
model, showing that it suffers from the same problems affecting
⇤1, but also that it has precisely the same expressive power as that
of Type-2 Turing machines, the reference computational model of
so-called computable analysis [29].

The most interesting result among those we give in this paper
consists in showing that, indeed, a simple fragment of `⇤1, called
`⇤

4S
1, is on the one hand flexible enough to encode streams and

guarded recursion on them, and on the other guarantees productivity.
Remarkably, confluence holds, contrary to what happens for `⇤1.
Actually, `⇤4S

1 is defined around the same principles which lead to
the definition of light logics. Each kind of box, however, follows
a distinct discipline: inductive boxes are handled as in Lafont’s
SLL [21], while coinductive boxes follow the principles of 4LL [9],
hence the name of the calculus. So far, the 4LL’s exponential
discipline has not been shown to have any computational meaning:
now we know that beyond it there is a form of guarded corecursion.

An extended version of this paper with more details is avail-
able [7].

2. `⇤1 and its Basic Properties
Before defining `⇤1, some preliminaries about formal systems with
both inductive and coinductive rules will be given.

Mixing Induction and Coinduction in Formal Systems

The rules of a mixed formal system S are of two kinds: those which
are to be interpreted inductively and those which are to be interpreted
coinductively. To distinguish between the two, inductive rules will
be denoted as usual, with a single line, while coinductive rules

will be indicated as follows:
` A1 . . . ` An

` B . Intuitively, any
correct derivation in such a system is an infinite tree built following
inductive and coinductive rules where, however, any infinite branch
crosses coinductive rule instances infinitely often. In other words,
there cannot be any infinite branch where, from a certain point on,
only inductive rules occur.

Formally, the set CS of derivable assertions of a mixed formal
system S over the set of judgments S can be seen as the greatest
fixpoint of the function IS � CS where CS : P(S) ! P(S) is
the monotone function induced by the the application of a single
coinductive rule, while IS is the function induced by the application
of inductive rules an arbitrary but finite number of times. IS can
itself be obtained as the least fixpoint of a monotone functional on
the space of monotone functions on P(S). The existence of CS

can be formally justified by Knaster-Tarski theorem, since all the
involved spaces are complete lattices, and the involved functionals
are monotone. This is, by the way, very close to the approach
from [11]. For more details, see [7].
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An Infinitary Linear Lambda Calculus

Preterms are potentially infinite terms built from the following
grammar:

M ::= x | MM | �x.M | �#x.M | �"x.M

| #M | "M,

where x ranges over a denumerable set V of variables. T is the
set of preterms. The notion of capture-avoiding substitution of a
preterm M for a variable x in anoter preterm N , denoted N{x/M},
can be defined, this time by coinduction, on the structure of N . An
inductive (respectively, coinductive) box is any preterm in the form
#M (respectively, "M ).

Please notice that any (guarded) equation has a unique solution
over preterms. As an example, M = �x.M , N = N(�x.x), and
M = y "M all have unique solutions. In other words, infinity is
everywhere. Only certain preterms, however, will be the objects of
this study. To define the class of “good” preterms, simply called
terms, we now introduce a mixed formal system. An environment �
is simply a set of expressions (called patterns) in one the following
three forms:

p ::= x | #x | "x,
where any variable occurs in at most one pattern in �. If � and � are
two disjoint environments, then �,� is their union. An environment
is linear if it only contains variables. Linear environments are
indicated with metavariables like ⇥ or ⌅. A term judgment is an
expression in the form � ` M where � is an environment and M is
a term. A term is any preterm M for which a judgment � ` M can
be derived by the formal system `⇤1, whose rules are in Figure 1.
Please notice that (mc) is coinductive, while all the other rules are
inductive. This means that on terms, differently from preterms, not
all recursive equations have a solution, anymore. As an example
M = y "M is a term: a derivation ⇡ for # y ` M can be found
in Figure 2. ⇡ is indeed a well-defined derivation because although
infinite, any infinite path in it contains infinitely many occurrences
of (mc). If we try to proceed in the same way with the preterm
N = N(�x.x), we immediately fail: the only candidate derivation
⇢ looks like the one in Figure 2 and is not well-defined (it contains
a “loop” of inductive rule instances). We write T`⇤1(�) for the set
of all preterms M such that � ` M . The union of T`⇤1(�) over
all environments � is denoted simply as T`⇤1 .

Some observations about the rôle of environments are now in
order: If x,� ` M , then x necessarily occurs free in M , but exactly
once and in linear position (i.e. not in the scope of any box). If,
on the other hand, #x,� ` M , then x can occur free any number
of times, even infinitely often, in M . Similarly when "x,� ` M .
Observe, in this respect, that inductive and coinductive boxes are
actually very permissive: if # x,� ` M , x can even occur in
the scope of coinductive boxes, while x can occur in the scope
of inductive boxes if "x,� ` M . We claim that this is source of the
great expressive power of the calculus, but also of its main defects
(e.g. the absence of confluence).

Sometimes it is useful to denote symbols # and " in a unified
way. To that purpose, let B be the set {0, 1} of binary digits, which
is ranged over by metavariables like a or b. l0 stands for #, while
l1 is ". For every s 2 B⇤, we can define s-contexts, ranged over by
metavariables like Cs and Ds, as follows, by induction on s:

C" ::= [·]; C0·s ::=#Cs; C1·s ::="Cs;

Cs ::= CsM | MCs | �x.Cs | �#x.Cs | �"x.Cs.

Given any subset X of B⇤, an X-context, sometime denoted as CX

is an s-context where s 2 X . A context C is simply any s-context
Cs. For every natural number n 2 N, n• is the set of those strings
in B⇤ in which 1 occurs precisely n times. For every n, the language
n

• is regular.

Finitary and Infinitary Dynamics

In this section, notions of finitary and infinitary reduction for `⇤1
are given. Basic reduction is a binary relation 7!✓ T⇥ T defined
by the following three rules (where, as usual, M 7! N stands for
(M,N) 2 7!):

(�x.M)N 7! M{x/N};
(�#x.M) #N 7! M{x/N};
(�"x.M) "N 7! M{x/N}.

Basic reduction can be applied in any s-context, giving rise to a
ternary relation !✓ T⇥ B⇤ ⇥ T, simply called reduction. That is
defined by stipulating that (M, s,N) 2! iff there are a s-context
Cs and two terms L and P such that L 7! P , M = Cs[L], and
N = Cs[P ]. In this case, the reduction step is said to occur at level
s and we write M !s N and level(M !s N) = s. We often
employ the notation !X , i.e., !X is the union of the relations !s

for all s 2 X . If M !s N but we are not interested in the specific
s, we simply write M ! N . If M !n•

N , then reduction is said
to occur at depth n.

Given X ✓ B⇤, a X-normal form is any term M such that
whenever (M, s,N), it holds that s 62 X . The set of all X-normal
forms is denoted as NFs(X). In the just introduced notations, the
singleton s is often used in place of {s} if this does not cause any
ambiguity. A normal form is simply a B⇤-normal form.

Depths and levels have a different nature: while the depth
increases only when entering a coinductive box, the level changes
while entering any kind of box, and this is the reason why levels are
binary strings rather than natural numbers.

Since M{x/N} is well-defined whenever M and N are
preterms, reduction is certainly closed as a relation on the space of
preterms. That it is also closed on terms is not trivial. First of all,
substitution lemmas need to be proved for the three kinds of patterns
which possibly appear in environments. The first of these lemmas
concerns linear variables:

Lemma 1 (Substitution Lemma, Linear Case). If �, x, #⇥, "⌅ `
M and �, # ⇥, " ⌅ ` N , then it holds that �,�, # ⇥, " ⌅ `
M{x/N}.

Similar results can be given when the substituted variable occurs
in the scope of either an inductive or a coinductive box. The follow-
ing is an analogue of the so-called Subject Reduction Theorem, and
is an easy consequence of substitution lemmas:

Proposition 1 (Well-Formedness is Preserved by Reduction). If
� ` M and M ! N , then � ` N .

Finitary reduction, as a consequence, is well-defined not only
on preterms, but also on terms. But how about infinite reduction?
Actually, even defining what an infinite reduction sequence is
requires some care. In this paper, following [11], we define infinitary
reduction by way of a mixed formal system (see Section 2). The
judgments of this formal system have two forms, namely ` M ) N

and ` M  N , and its rules are in Figure 3. The relation ) is the
infinitary, coinductively defined, notion of reduction we are looking
for. Informally, ` M ) N is provable (and we write, simply,
M ) N ) iff there is a third term L such that M reduces to L in a
finite amount of steps, and L itself reduces infinitarily to N where,
however, infinitary reduction is applied at depths higher than one.
The latter constraint is taken care of by .
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#⇥, "⌅, x ` x

(vl)
#⇥, "⌅, #x ` x

(vi)
#⇥, "⌅, "x ` x

(vc)
�, #⇥, "⌅ ` M �, #⇥, "⌅ ` N

�,�, #⇥, "⌅ ` MN

(a)

�, x ` M

� ` �x.M

(ll)
�, #x ` M

� ` �#x.M
(li)

�, "x ` M

� ` �"x.M
(lc)

#⇥, "⌅ ` M

#⇥, "⌅ `#M
(mi)

#⇥, "⌅ ` M

#⇥, "⌅ `"M
(mc)

Figure 1. `⇤1: Well-Formation Rules.

#y ` y

(vc)
⇡ . #y ` M

#y `"M (mc)

#y ` M

(a)
⇢ . ; ` N(�x.x)

x ` x

(vl)

; ` �x.x

(ll)

; ` N(�x.x)

(a)

Figure 2. `⇤1: Example Derivation Trees ⇡ (left) and ⇢ (right).

M !⇤
N ` N  L

` M ) L

` M  N ` L P

` ML NP ` x x

` M  N

` �x.M  �x.N

` M  N

` �#x.M  �#x.N
` M  N

` �"x.M  �"x.N
` M  N

`#M  #N
` M ) N

`"M  "N

Figure 3. `⇤1: Infinitary Dynamics.

An infinite reduction sequence, then, can be seen as being
decomposed into a finite prefix and finitely many infinite suffixes,
each involving subterm occurrences at higher depths. We claim
that this corresponds to strongly convergent reduction sequences as
defined in [19], although a formal comparison is outside the scope
of this paper (see, however, [11]).

What are the main properties of )? Is it a confluent notion
of reduction? Is it that N is a normal form whenever M ) N?
Actually, the latter question can be easily given a negative answer:
take the unique preterm M such that M = " (M(II)), where
I = �x.x is the identity combinator. Of course, ; ` M . We can
prove that both M ) N and that M ) L, where

N = "("(N(II))I); L = "("(LI)(II)).

(Infact, ) is reflexive, see Lemma 8 below.) Neither N nor L is a
normal form. It is easy to realise that there is P to which both N

and L reduces to, namely P =" (" (PI)I). Confluence, however,
does not hold in general, as can be easily shown by considering the
following two terms M and N :

M = K "N "K; N = K "M "I;

where K = �"x.�"y.x and I = �"x.x. If we reduce M at even
and at odd depths, we end up at two terms L and P which cannot
be joined by ), namely the following:

L = K "L "I; P = K "P "K.

The deep reason why this phenomenon happens is an interference
between ! and  : there are Q and R such that M ! Q and
M  R, but there is no S such that Q S and R ! S.

Level-by-Level Reduction

One restriction of ) that will be useful in the following is the so
called level-by-level reduction, which is obtained by constraining

reduction to occur at deeper levels only if no redex occurs at
outer levels. Formally, let !lbl be the restriction of ! obtained
by stipulating that (M, s,N) 2!lbl iff there are a s-context Cs and
two terms L and P such that L 7! P , M = Cs[L], and N = Cs[P ],
and moreover, M is t-normal for every prefix t of s. Then one can
obtain lbl and )lbl from !lbl as we did for and ) in Section 2
(see Figure 4).

Clearly, if M )lbl N , then M ) N . Moreover, )lbl , contrarily
to ), is confluent, simply because !lbl satisfies a diamond-property.
This is not surprising, and has been already observed in the realm of
finitary rewriting [26]. Moreover, level-by-level is effective: only a
finite portion of M needs to be inspected in order to check if a given
redex occuring in M can be fired (or to find one if M contains one).
Indeed, it will used to define what it means for a term in `⇤1 to
compute a function, which is the main topic of the following section.

3. On the Expressive Power of `⇤1
The just introduced calculus `⇤1 can be seen as a refinement of ⇤1
obtained by giving a first-order status to depths, i.e., by introducing a
specific construct which makes the depth to increase when crossing
it. In this section, we will give an interesting result about the absolute
expressive power of the introduced calculus: not only functions on
finite strings can be expressed, but also functions on infinite strings.
By the way, `⇤1 is at least as expressive as many of the infinitary
�-calculi known from the literature [19] (see [7] for more details).

3.1 `⇤1 as a Stream Programming Language
One of the challenges which lead to the introduction of infinitary
rewriting systems is, as we argued in the Introduction, the possibility
to inject infinity (as arising in lazy data structures such as streams)
into formalisms like the �-calculus. In this section, we show that,
indeed, `⇤1 can not only express terms of any free (co)algebras,
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M !⇤
lbl N ` N  lbl L N 2 NFs(0•)

` M )lbl L

` M  lbl N ` L lbl P

` ML lbl NP ` x lbl x

` M  lbl N

` �x.M  lbl �x.N

` M  lbl N

` �#x.M  lbl �#x.N
` M  lbl N

` �"x.M  lbl �"x.N
` M  lbl N

`#M  lbl#N
` M )lbl N

`"M  lbl"N

Figure 4. `⇤1: Level-by-Level Infinitary Dynamics.

but also any effective function on them. Moreover, anything `⇤1
can compute can also be computed by Type-2 Turing machines. To
the author’s knowledge, this is the first time this is done for any
system of infinitary rewriting (some partial results, however, can be
found in [5]).

Signatures and Free (Co)algebras

A signature � is a set of function symbols, each with an associated
arity. Function symbols will be denoted with metavariables like f
or g. In this paper, we are concerned with finite signatures, only.
Sometimes, a signature has a very simple structure: an alphabet
signature is a signature whose function symbols all have arity 1,
except for a single nullary symbol, denoted ". Given an alphabet ⌃,
⌃

⇤ (⌃! , respectively) denotes the set of finite (infinite, respectively)
words over ⌃. ⌃1 is simply ⌃

⇤ [ ⌃

! . For every alphabet ⌃, there
is a corresponding alphabet signature �⌃. Given a signature (or an
alphabet), one usually needs to define the set of terms built according
to the algebra itself. Indeed, the free algebra FA(�) induced by a
signature � is the set of all finite terms built from function symbols
in �, i.e., all terms inductively defined from the following production
(where n is the arity of f):

t ::= f(t1, . . . , tn). (1)

There is another canonical way of building terms from signatures,
however. One can interpret the production above coinductively,
getting a space of finite and infinite terms: the free coalgebra FC(�)
induced by a signature � is the set of all finite and infinite terms
built from function symbols in �, following (1). Notice that ⌃⇤

is isomorphic to FA(�⌃), while ⌃

1 is isomorphic to FC(�⌃).
We often elide the underlying isomorphisms, confusing strings and
terms.

Representing (Infinitary) Terms in `⇤1

There are many number systems which work well in the finitary
�-calculus. One of them is the well-known system of Church
numerals, in which n 2 N is represented by �x.�y.x

n
y. We here

adopt another scheme, attributed to Scott [28]: this allows to make
the relation between depths and computation more explicit. Let
� = {f1, . . . , fn} and suppose that symbols in � can be totally
ordered in such a way that fn  fm iff n  m. Terms of the free
algebra FA(�) can be encoded as terms of `⇤1 as follows

hfm(t1, . . . , tp)iA� = �#x1. · · · .�#xn.xm #ht1iA� · · · #htpiA�.
Similarly for terms in the free coalgebra FC(�):

hfm(t1, . . . , tp)iC� = �#x1. · · · .�#xn.xm "ht1iC� · · · "htpiC�.

Given a string s 2 ⌃

⇤, the term hsiA�⌃
is denoted simply as hsi⇤.

Similarly, if s 2 ⌃

! , hsi! indicates hsiC�⌃
. Please observe how

h·iA� differs from h·iC�: in the first case the encoding of subterms are
wrapped in an inductive box, while in the second case the enclosing
box is coinductive. This very much reflects the spirit of our calculus:
in htiC� the depth increases whenever entering a subterm, while in
hsiA�, the depth never increases.

Finite Control
...

...

Input Tapes

Work Tapes

Output Tape

Figure 5. The Structure of a Type-2 Turing Machine

3.2 Universality
The question now is: given the encoding in the last paragraph,
which functions can we represent in `⇤1? If domain and codomain
are free algebras, a satisfactory answer easily comes from the
universality of ordinary �-calculus with respect to computability
on finite structures: the class of functions at hand coincides with
the effectively computable ones. If, on the other hand, functions
handling or returning terms from free coalgebras are of interest, the
question is much more interesting.

The expressive power of `⇤1 actually coincides with the one of
Type-2 Turing machines: these are mild generalisations of ordinary
Turing machines obtained by allowing inputs and outputs to be not-
necessarily-finite strings. Such a machine consists of finitely many,
initially blank work tapes, finitely many one-way input tapes and a
single one-way output tape. Noticeably, input tapes initially contain
not-necessarily-finite strings, while the output tape is sometime
supposed to be filled with an infinite string. See [29] for more
details and Figure 5 for a graphical representation of the structure
of any Type-2 Turing machine: black arrows represent the data flow,
whereas grey arrows represent the possible direction of the head in
the various tapes.

We now need to properly formalise when a given function on
possibly infinite strings can be represented by a term in `⇤1. To
that purpose, let S be the set {⇤,!}, where the two elements of S are
considered merely as symbols, with no internal structure. Objects
in S are indicated with metavariables like a or b. A partial function
f from ⌃

a1 ⇥ · · ·⇥ ⌃

an to ⌃

b is said to be representable in `⇤1
iff there is a finite term Mf such that for every s1 2 ⌃

a1
, . . . , sn 2

⌃

an it holds that

Mf hs1ia1 · · · hsnian )lbl hf(s1, . . . , sn)ib

if f(s1, . . . , sn) is defined, while Mf hs1ia1 · · · hsnian has no
normal form otherwise. Notice the use of level-by-level reduction.
Noticeably:

Theorem 1 (Universality). The class of functions which are repre-
sentable in `⇤1 coincides with the class of functions computable
by Type-2 Turing machines.

The proof of Universality relies on a standard encoding of Turing
machines into `⇤1, itself based on the availability of powerful fixed-

451



point combinators. On the other hand, level-by-level reduction being
effective, it can be simulated by Type-2 Turing Machines.

4. Taming Infinity: `⇤4S
1

As we have seen in the last sections, `⇤1 is a very powerful model:
not only it is universal as a way to compute over streams, but also
comes with an extremely liberal infinitary dynamics for which,
unfortunately, confluence does not hold. If this paper finished here,
this work would then be rather inconclusive: `⇤1 suffers from the
same kind of defects which its nonlinear sibling ⇤1 has.

In this section, however, we will define a restriction of `⇤1,
called `⇤

4S
1, which thanks to a careful management of boxes in the

style of light logics [16, 9, 21], allows to keep infinity under control,
and to get results which are impossible to achieve in ⇤1.

Actually, the notion of a preterm remains unaltered. What
changes is how terms are defined. First of all, patterns are gen-
eralised by two new productions p ::= #x | l x, which make
the notion of an environment slightly more general: it can now
contain variables in five different forms. Judgments have the usual
shape, namely � ` M where � is an environment and M is a term.
Metavariables like ⌥ or ⇧ stand for environments where the only
allowed patterns are either variables or the ones in the form # x.
Rules of `⇤4S

1 are quite different than the ones of `⇤1, and can
be found in Figure 6. The meaning well-formation rules induce on
variable occurring in environments is more complicated than for
`⇤1. Suppose that � ` M . Then:
1. If x 2 � then, as usual, x occurs once in M , and outside of any

box;
2. If #x 2 � then x can occur any number of times in M , but all

these occurrences are in linear position, i.e., outside the scope
of any box;

3. If #x 2 � then x occurs exactly once in M , and in the scope of
exactly one (inductive) box;

4. If "x 2 �, then x occurs any number of times in M , with the
only proviso that any such occurrence of x must be in the scope
of at least one coinductive box.

5. Finally, if lx 2 �, then x occurs any number of times in M , in
any possible position.

Conditions 1. to 3. are reminiscent of the ones of Lafont’s soft linear
logic. Analogously, Condition 4. is very much in the style of 4LL as
described by Danos and Joinet [9]: " is morally a functor for which
contraction, weakening and digging are available, but which does
not support dereliction. We will come back to the consequences of
this exponential discipline below in this section. Please observe that
any variable x marked as #x or # x cannot occur in the scope of
coinductive boxes. The pattern lx has only a merely technical role.

Well-formation is preserved by reduction, as can be proved
following the same strategy previously adopted for `⇤1. Now,
however, we need five substitution lemmas instead of the three we
needed for `⇤1. If � and � are environments, we write � � � iff
� can be obtained from � by replacing some patterns in the form
#x with #x.

Proposition 2 (Well-Formedness is Preserved by Reduction). If
� ` M and M ! N , then � ` N where � � �.

Please observe that the underlying environment can indeed
change during reduction, but in a very peculiar way: variables
occurring in a #-pattern can later move to a #-pattern.

Classes T`⇤4S
1

and T`⇤4S
1
(�) (where � is an environment) are

defined in the natural way, as in `⇤1.

The Fundamental Lemma

It is now time to show why `⇤

4S
1 is a computationally well-behaved

object. In this section we will prove a crucial result, namely that
reduction is strongly normalising at each depth. Before embarking
on the proof of this result, let us spend some time to understand why
this is the case, giving some necessary definitions along the way.

For any term M 2 T`⇤4S
1

let us define the size ||M ||n of M
at depth n as the number of occurrences of any symbol at depth
n inside M . Observe that ||M ||n is well-defined only because M

is assumed to be a term and not just a preterm. Formally, ||M ||n
is any natural number satisfying the equations in Figure 7, and the
following result holds:

Lemma 2. For every term M and for every natural number m 2 N
there is a unique natural number n such that ||M ||m = n.

Now, suppose that a term M is such that M !n•
P . The

term M , then, must be in the form Cn•
[N ] where N is a redex

whose reduct is L, and P is just Cn•
[L]. The question is: how does

any ||Cn•
[N ]||m relate to the corresponding ||Cn•

[L]||m? Some
interesting observations follow:
• If m < n then ||Cn•

[L]||m equals ||Cn•
[N ]||m, since reduc-

tion does not affect the size at lower levels;
• If m > n then of course ||Cn•

[L]||m can be much bigger than
||Cn•

[N ]||m, simply because symbol occurrences at depth m

can be duplicated as an effect of substitution;
• Finally, if m = n, then p = ||Cn•

[L]||m can again be bigger
than r = ||Cn•

[N ]||m, but in a very controlled way. More
specifically,
• if N is a linear redex, then r < p because the function body

has exactly one free occurrence of the bound variable;
• if N is an inductive redex, then r can indeed by bigger

than p, but in that case the involved inductive box has
disappeared.

• if N is a coinductive redex, then r < p because the involved
coinductive box can actually be copied many times, but all
the various copies will be found at depths strictly bigger
than n = m.

The informal argument above can be formalised by way of an appro-
priate notion of weight, generalising the argument by Lafont [21] to
the more general setting we work in here.

Given n,m 2 N and a term M , the n-weight Wn
m(M) of M at

depth m is any natural number satisfying the rules from Figure 8.

Lemma 3. For every term M and for every natural numbers n,m 2
N, there is a unique natural number p such that Wn

m(M) = p.

Similarly, one can define the duplicability factor of M at depth
m, Dm(M): take the rules in Figure 9 and prove they uniquely
define a natural number for every term, in the same way as we
have just done for the weight (NFO(x,M) is the number of free
occurrences of x in the term M , itself a well-defined concept when
M is a term). Given a term M , the weight of M at depth n is simply
Wn(M) = W

Dn(M)
n (M).

The calculus `⇤4S
1 is designed in such a way that the duplicability

factor never increases:

Lemma 4. If M 2 T`⇤4S
1

and M ! N , then Dm(M) � Dm(N)

for every m.

Proof. A formal proof could be given. We prefer, however, to give a
more intuitive one here. Observe that:
• If �, x ` M or �, # x ` M , then the variable x occurs free

exactly once in M , in the first case outside the scope of any box,
in the second case in the scope of exactly one inductive box.

452



#⇥, "⌅, l , x ` x

(vl)
#⇥, "⌅, l ,#x ` x

(vd)
#⇥, "⌅, l , lx ` x

(va)

⌥,#⇥, "⌅, l ` M ⇧,#⇥, "⌅, l ` N

⌥,⇧,#⇥, "⌅, l ` MN

(a)
�, x ` M

� ` �x.M

(ll)
�,#x ` M

� ` �#x.M
(li)1

�, #x ` M

� ` �#x.M
(li)2

�, "x ` M

� ` �"x.M
(lc)

⌅, " , l� ` M

#⇥, #⌅, " , l� `#M
(mi)

l⌅, l ` M

#⇥, "⌅, l `"M
(mc)

Figure 6. `⇤

4S
1: Well-Formation Rules.

||x||0 = 1;

|| #M ||0 = ||M ||0 + 1;

|| "M ||0 = 0;

||MN ||0 = ||M ||0 + ||N ||0 + 1;

||�x.M ||0 = ||�#x.M ||0
= ||�"x.M ||0 = ||M ||0 + 1;

||x||m+1 = 0;

|| #M ||m+1 = ||M ||m+1;

|| "M ||m+1 = ||M ||m;

||MN ||m+1 = ||M ||m+1 + ||N ||m+1;

||�x.M ||m+1 = ||�#x.M ||m+1

= ||�"x.M ||m+1 = ||M ||m+1.

Figure 7. Parametrised Sizes of Preterms: Equations.

W

n
0 (x) = 1;

W

n
0 (#M) = n ·Wn

0 (M);

W

n
0 ("M) = 0;

W

n
0 (MN) = W

n
0 (M) +W

n
0 (N);

W

n
0 (�x.M) = W

n
0 (�#x.M)

= W

n
0 (�"x.M) = W

n
0 (M) + 1;

W

n
m+1(x) = 0;

W

n
m+1(#M) = W

n
m+1(M);

W

n
m+1("M) = W

n
m(M);

W

n
m+1(MN) = W

n
m+1(M) +W

n
m+1(N);

W

n
m+1(�x.M) = W

n
m+1(�#x.M)

= W

n
m+1(�"x.M) = W

n
m+1(M).

Figure 8. Parametrised Weights of Preterms: Equations.

D0(x) = 1;

D0(#M) = D0(M);

D0("M) = 1;

D0(MN) = max{D0(M), D0(N)};
D0(�x.M) = D0(�"x.M) = D0(M);

D0(�#x.M) = max{NFO(x,M), D0(M)}.

Dm+1(x) = 1;

Dm+1(#M) = Dm+1(M);

Dm+1("M) = Dm(M);

Dm+1(MN) = max{Dm+1(M), Dm+1(N)};
Dm+1(�x.M) = Dm+1(�#x.M)

= Dm+1(�"x.M) = Dm+1(M).

Figure 9. Parametrised Duplicability Factor of Preterms: Equa-
tions.

• If �,#x ` M , then x occurs free more than once in M , all the
occurrences being outside the scope of any box.

• The duplicability factor at level n of M is nothing more than
the maximum, over all abstractions �#x.N at level n in M , of
the number of free occurrences of x in N . Observe that by the
well-formation rules in Figure 6, the variable x must be marked
as #x or as #x for any such N . If it is marked as #x, however,
it occurs once in N .

• Now, consider the substitution of a term N for a variable x in
term N . Observe that:
1. For every n, Dn(M{x/N})  max{Dn(M), Dn(N)},

because every abstraction occurring in M{x/N} also oc-
curs in either M or N , and substitution is capture-avoiding.

2. If in the judgment � ` M{x/N} one gets as a re-
sult of the substitution lemma there is #y 2 �, then
NFO(y,M{x/N}) cannot be too big: there must be some
z such that z is marked as #z in one (or both) of the prov-
able judgments existing by hypothesis, but NFO(z,M) +

NFO(z,N) majorises NFO(y,M{x/N}). Why? Simply
because the only case in which NFO(y,M{x/N}) could
potentially grow bigger is the one in which x is marked
as #x in the judgment for M . In that case, however, the
variables which are free in N are all linear (or marked as
"z or lz).

This concludes the proof.
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Moreover, and this is the crucial point, Wn(M) is guaranteed to
strictly decrease whenever M !n•

N :

Lemma 5. Suppose that M 2 T`⇤4S
1

and that M !n•
N . Then

Wn(M) > Wn(N). Moreover, Wm(M) = Wm(N) whenever
m < n.

Proof. We first of all need to prove the following variations on the
substitution lemmas:
1. If ⌥, x,#⇥, " ⌅, l  ` M and ⇧,#⇥, " ⌅, l  ` N ,

then for every n � max{D0(M), D0(N)} it holds that
W

n
0 (M{x/N})  W

n
0 (M) +W

n
0 (N).

2. If ⌥,#⇥,#x, " ⌅, l  ` M and �, " ⌅, l  ` N ,
then for every n � max{D0(M), D0(N)} it holds that
W

n
0 (M{x/N})  W

n
0 (M) + NFO(x,M) ·Wn

0 (N).
3. If ⌥,#⇥, # x, " ⌅, l  ` M and �, " ⌅, l  ` N ,

then for every n � max{D0(M), D0(N)} it holds that
W

n
0 (M{x/N})  W

n
0 (M) + n ·Wn

0 (N).
4. If ⌥,#⇥, " ⌅, l  , l x ` M and l  ` N , then for every

n � max{D0(M), D0(N)} it holds that Wn
0 (M{x/N}) 

W

n
0 (M).

5. If ⌥,#⇥, "⌅, "x, l ` M and l⌅, l ` N , then for every
n � max{D0(M), D0(N)} it holds that Wn

0 (M{x/N}) 
W

n
0 (M).

All the statements above can be proved, as usual, by induction
on the (finite) number of inductive well-formation rules which
are necessary to prove the judgment about M from something in
C`⇤4S

1
(C`⇤4S

1
). As an example, let us consider some inductive cases

on Point 2., which is one of the most interesting:
• If M is proved well-formed by

#⇥, "⌅, l ,#x ` x

(vd)

then M{x/N} = N and
W

n
0 (M{x/N}) = W

n
0 (N)

= 1 ·Wn
0 (N) = NFO(x,M) ·Wn

0 (N)

 W

n
0 (M) + NFO(x,M) ·Wn

0 (N).

• If M is proved well-formed by
⌥,#⇥,#x, "⌅, l ` L ⇧,#⇥,#x, "⌅, l ` P

⌥,⇧,#⇥,#x, "⌅, l ` LP

(a)

then M{x/N} = (L{x/N})(P{x/N}) and, by inductive
hypothesis, we have

W

n
0 (L{x/N})  W

n
0 (L) + NFO(x, L) ·Wn

0 (N);

W

n
0 (P{x/N})  W

n
0 (P ) + NFO(x, P ) ·Wn

0 (N).

But then:
W

n
0 (M{x/N}) = W

n
0 (L{x/N}) +W

n
0 (P{x/N})

 (W

n
0 (L) + NFO(x, L) ·Wn

0 (N))

+ (W

n
0 (P ) + NFO(x, P ) ·Wn

0 (N))

= (W

n
0 (L) +W

n
0 (P ))

+ (NFO(x, L) + NFO(x, P )) ·Wn
0 (N)

= W

n
0 (M) + NFO(x,M) ·Wn

0 (N).

• If M is proved well-formed by
⌅, " , l� ` M

#⇥,#x, #⌅, " , l� `#M
(mi)

then x does not occur free in M and, as a consequence
M{x/N} = M . The thesis easily follows.

With the five lemmas above in our hands, it is possible to prove
that if M 7! N , then W0(M) > W0(N). Let’s proceed by cases
depending on how M 7! N is derived:

• If M = (�x.L)P , then ⌥, x,#⇥, "⌅, l ` L and ⇧,#⇥, "
⌅, l ` P . We can apply Point 1. (and Lemma 4) obtaining

W0(M) = W

D0(M)
0 (M) = W

D0(M)
0 (L) +W

D0(M)
0 (P ) + 1

> W

D0(M)
0 (L) +W

D0(M)
0 (P ) � W

D0(M)
0 (L{x/P})

= W

D0(M)
0 (N) � W

D0(N)
0 (N) = W0(N).

• If M = (� # x.L) # P , then we can distinguish two sub-
cases:
• If ⌥,#x,#⇥, "⌅, l ` L and �, "⌅, l ` P , then we

can apply Point 2. (and Lemma 4) obtaining

W0(M) = W

D0(M)
0 (M)

= W

D0(M)
0 (L) +D0(M) ·WD0(M)

0 (P ) + 1

> W

D0(M)
0 (L) +D0(M) ·WD0(M)

0 (P )

� W

D0(M)
0 (L) + NFO(x, L) ·WD0(M)

0 (P )

� W

D0(M)
0 (L{x/P})

= W

D0(M)
0 (N) � W

D0(N)
0 (N)

= W0(N).

• If ⌥, #x,#⇥, "⌅, l ` L and �, "⌅, l ` P , then we
can apply Point 3. (and Lemma 4) obtaining

W0(M) = W

D0(M)
0 (M)

= W

D0(M)
0 (L) +D0(M) ·WD0(M)

0 (P ) + 1

> W

D0(M)
0 (L) +D0(M) ·WD0(M)

0 (P )

� W

D0(M)
0 (L{x/P})

= W

D0(M)
0 (N) � W

D0(N)
0 (N) = W0(N).

• If M = (� " x.L) " P , then ⌥,#⇥, " x, " ⌅, l  ` L and
"⌅, l ` P . We can apply Point 5. (and Lemma 4) obtaining

W0(M) = W

D0(M)
0 (M) = W

D0(M)
0 (L) + 1

> W

D0(M)
0 (L) � W

D0(M)
0 (L{x/P})

= W

D0(M)
0 (N) � W

D0(N)
0 (N) = W0(N).

Now, remember that M !n•
N iff there are a n-context Cn•

and two terms L and P such that L 7! P , M = Cn•
[L], and

N = Cn•
[P ]. The thesis can be proved by induction on Cn• .

The Fundamental Lemma easily follows:

Proposition 3 (Fundamental Lemma). For every natural number
n 2 N, the relation !n• is strongly normalising.

Normalisation and Confluence

The Fundamental Lemma has a number of interesting consequences,
which make the dynamics of `⇤4S

1 definitely better-behaved than
that of `⇤1. The first such result we give is a Weak-Normalisation
Theorem:

Theorem 2 (Normalisation). For every term M 2 T`⇤4S
1

there is a
normal form N 2 T`⇤4S

1
such that M ) N .

Proof. This is an immediate consequence of the Fundamental
Lemma: for every term M , first reduce (by !) all redexes at depth
0, obtaining N , and then normalise all the subterms of N at depth 1

(by ). Conclude by observing that reduction at higher depths does
not influence lower depths.

The way the two modalities interact in `⇤

4S
1 has effects which

go beyond normalisation. More specifically, the two relations !
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and do not interfere like in `⇤1, and as a consequence, we get a
Confluence Theorem:

Theorem 3 (Strong Confluence). If M 2 T`⇤4S
1

, M ) N and
M ) L, then there is P 2 `⇤

4S
1 such that N ) P and L ) P .

The proof of Theorem 3 requires some auxiliary results. The
first one tells us that !0• and  do not interfere: if we rewrite
according to both relations starting at the same term, we can close
the diagram in just one step.

Lemma 6 (Noninterference). If M 2 T`⇤4S
1

, M !0• N and
M  L, then there is P 2 `⇤

4S
1 such that N  P and L !0• P .

But there is even more: !0• and commute.

Lemma 7 (Postponement). If M 2 T`⇤4S
1

, M  N !0• L, then
there is P 2 `⇤

4S
1 such that M !0• P  L.

One-step reduction is not in general confluent in infinitary �-
calculi. However, !0• indeed is:

Proposition 4. If M 2 T`⇤4S
1

, M !⇤
0• N , and M !⇤

0• L, then
there is P such that N !⇤

0• P and L !⇤
0• P .

Proof. This can be proved with standard techniques, keeping in
mind that in an inductive abstraction �#x.M , the variable x occurs
finitely many times in M .

The last two lemmas are of a techincal nature, but can be proved
by relatively simple arguments:

Lemma 8. Both and ) are reflexive.

Lemma 9. If M 2 T`⇤4S
1

and M !n•
N (where n � 1), then

M  N .

We are finally able to prove the Confluence Theorem:

Proof of Theorem 3. We will show how to associate a term P =

f(↵) to any pair in the form ↵ = (M ) N,M ) L) or in the
form ↵ = (M  N,M  L). The function f is defined by
coinduction on the structure of the two proofs in ↵. This will be
done in such a way that in the first case N ) f(↵) and L ) f(↵),
while in the second case N  f(↵) and L  f(↵). If ↵ is
(M ) N,M ) L), then by definition, M !⇤

Q  N and
M !⇤

R  L. Exploiting Lemma 9, Lemma 8, and Lemma 7,
one obtains that there exist S and X such that M !⇤

0• S  N

and M !⇤
0• X  L. By Proposition 4, one obtains that there

is Y with S !⇤
0• Y and X !0• Y . By repeated application of

Lemma 6 and Lemma 8, one can conclude there are Z and W

such that N !⇤
0• Z, Y  Z, Y  W and L !⇤

0• W . Now,
let f(↵) be just f(Y  Z, Y  W ). If, on the other hand, ↵ is
(M  N,M  L), we can define f by induction on the proof of
the two statements where, however, we are only interested in the last
thunk of inductive rule instances. This is done in a natural way. As
an example, if M is an application PQ, then clearly N is RS and
L is XY , where P  R, P  X Q S, and Q Y ; moreover,
f(↵) is the term f(P  R,P  X)f(Q  S,Q  Y ).
Notice how the function f is well defined, being a guarded recursive
function on sets defined as greatest fixed points.

Confluence and Weak Normalisation together imply that normal
forms are unique:

Corollary 1 (Uniqueness of Normal Forms). Every term M 2
T`⇤4S

1
has a unique normal form.

Strangely enough, even if every term M has a normal form N ,
it is not guaranteed to reduce to it in every reduction order, simply
because one can certainly choose to “skip” certain depths while

normalising. In this sense, level-by-level sequences are normalising:
they are not allowed to go to depth n > m if there is a redex at
depth m.

Expressive Power

At this point, one may wonder whether `⇤4S
1 is well-behaved simply

because its expressive power is simply too low. Although at present
we are not able to characterise the class of functions which can be
represented in it, we can already give some interesting observations
on its expressive power.

First of all, let us observe that the inductive fragment of `⇤4S
1 (i.e.

the subsystem obtained by dropping coinductive boxes) is complete
for polynomial time computable functions on finite strings, although
inputs need to be represented as Church numerals for the result to
hold: this is a consequence of polytime completeness for SLL [21].

About the “coinductive” expressive power of `⇤4S
1, we note that

a form of guarded recursion can indeed be expressed, thanks to
the very liberal exponential discipline of 4LL. Consider the term
M = �"x.�y.�"z.y "(xxz "z) and define X to be M "M . One
can easily verify that for any (closed) term N , the term XN "N
reduces in three steps to N " (XN " N). In other words, then,
X is indeed a fixed point combinator which however requires the
argument functional to be applied to it twice.

The two observations above, taken together, mean that `⇤4S
1 is,

at least, capable of expressing all functions from (B⇤
)

1 to (B⇤
)

1

such that for each n, the string at position n in the output stream
can be computed in polynomial time from the string at position n

in the input stream. Whether one could go (substantially) beyond
this is an interesting problem that we leave for further work. One
cannot, however, go too far, since the 4LL exponential discipline
imposes that all typable stream functions are causal, i.e., for each
n, the value of the output at position n only depends on the input
positions up to n, at least if one encodes streams as in Section 3.1.

5. Further Developments
We see this work only as a first step towards understanding how
linear logic can be useful in taming the complexity of infinitary
rewriting in the context of the �-calculus. There are at least three
different promising research directions that the results in this paper
implicitly suggest. All of them are left for future work, and are
outside the scope of this paper.

Semantics It would be interesting to generalise those semantic
frameworks which work well for ordinary linear logic and �-calculi
to `⇤1. One example is the so-called relational model of linear
logic, in which formulas are interpreted as sets and morphisms are
interpreted as binary relations. Noticeably, the exponential modality
is interpreted by forming power multisets. Since the only kind of
infinite regression we have in `⇤1 is the one induced by coinductive
boxes, it seems that the relation model should be adaptable to
the calculus described here. Similarly, game semantics [2] and
the geometry of interaction [15] seem to be well-suited to model
infinitary rewriting.

Types The calculus `⇤1 is untyped. Incepting types into it would
first of all be a way to ensure the absence of deadlocks (consider,
as an example, the term (� # x.x)(" M)). The natural candidate
for a framework in which to develop a theory of types for `⇤1 is
the one of recursive types, given their inherent relation with infinite
computations. Another challenge could be adapting linear dependent
types [8] to an infinitary setting.

Implicit Complexity One of the most interesting applications of
the linearisation of ⇤1 as described here could come from implicit
complexity, whose aim is characterising complexity classes by
logical systems and programming languages without any reference
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to machine models nor to combinatorial concepts (e.g. polynomials).
We think, in particular, that subsystems of `⇤1 would be ideal
candidates for characterising, e.g. type-2 polynomial time operators.
This, however, would require a finer exponential discipline, e.g. an
inductive-coinductive generalisation of the bounded exponential
modality [13].

6. Related Work
Although this is arguably the first paper explicitly combining ideas
coming from infinitary rewriting with resource-consciousness in the
sense of linear logic, some works which are closely related to ours,
but having different goals, have recently appeared.

First of all, one should mention Terui’s work on computational
ludics [27]: there, designs (i.e. the ludics’ counterpart to proofs) are
meant to both capture syntax (proofs) and semantics (functions), and
are thus infinitary in nature. However, the overall objective in [27]
is different from ours: while we want to stay as close as possible to
the �-calculus so as to inspire the design of techniques guaranteeing
termination of programs dealing with infinite data structures, Terui’s
aim is to better understand usual, finitary, computational complexity.
Technically, the main difference is that we focus on the exponentials
and let them be the core of our approach, while computational ludics
is strongly based on focalisation: time passes whenever polarity
changes.

Another closely related work is a recent one by Mazza [22], that
shows how the ordinary, finitary, �-calculus can be seen as the metric
completion of a much weaker system, namely the affine �-calculus.
Again, the main commonalities with this paper are on the one hand
the presence of infinite terms, and on the other a common technical
background, namely that of linear logic. Again, the emphasis is
different: we, following [19], somehow aim at going beyond finitary
�-calculus, while Mazza’s focus is on the subrecursive, finite world:
he is not even concerned with reduction of infinite length.

If one forgets about infinitary rewriting, linear logic has already
been shown to be a formidable tool to support the process of
isolating classes of �-terms having good, quantitative normalisation
properties. One can, for example, cite the work by Baillot and
Terui [3] or the one by Gaboardi and Ronchi here [12]. This paper
can be seen as a natural step towards transferring these techniques
to the realm of infinitary rewriting.

Finally, among the many works on type-theoretical approaches
to termination and productivity, the closest to ours is certainly
the recent contribution by Cave et al. [6]: our treatment of the
coinductive modality is very reminiscent to their way of handling
LTL operators.
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Abstract

First-order logic with the reachability predicate (FO[R]) is an impor-
tant means of specification in system analysis. Its decidability status
is known for some individual types of infinite-state systems such as
pushdown (decidable) and vector addition systems (undecidable).

This work aims at a general understanding of which types of
systems admit decidability. As a unifying model, we employ valence
systems over graph monoids, which feature a finite-state control and
are parameterized by a monoid to represent their storage mechanism.
As special cases, this includes pushdown systems, various types of
counter systems (such as vector addition systems) and combinations
thereof. Our main result is a characterization of those graph monoids
where FO[R] is decidable for the resulting transition systems.

Categories and Subject Descriptors F1.1 [Models of Computa-
tion]: Automata

Keywords first-order logic, reachability, decidability, valence au-
tomata, graph monoids, automatic structures

1. Introduction

In the context of model checking, proving correctness of a system
amounts to proving that a model of the system’s behaviour, often
given in the form of an automaton, complies with a specification,
typically defined by a formula in a logic over the configuration graph
of the automaton model. To obtain an automated correctness proof,
care needs to be taken in choosing the expressivity of the automaton
model and of the logic.

First-order logic with reachability (FO[R]) can uniformly specify
a wide range of correctness properties. Safety specifications can be
expressed with a simple existential quantification: Can some error
configuration be reached? Violations of liveness specifications can
be found by checking the existence of a loop that avoids desirable
behaviour, that is, by solving a recurrent reachability problem, also
expressible in FO[R]. In general, quantifier alternation provides a
means to specify how the system should react to an environment:
No matter what the choices of the environment are (8), the system
should be able to react (9) in a way that guarantees some objective is
met. Moreover, FO[R] can provide a useful middle ground between
first-order logic without reachability and monadic second-order
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logic: The latter significantly increases expressivity but at the cost
of being decidable for fewer models.

Despite its importance in system analysis, the decidability status
of FO[R] for infinite state systems is only known for a handful of
prominent models. Using Caucal’s interpretation technique, positive
results have been shown for the (higher-order) pushdown automata
family (Caucal 1996; Carayol and Wöhrle 2003). In the parallel
setting, there are positive results for PA (Lugiez and Schnoebelen
2000) and vector addition systems with states (VASS) of dimension
two (Leroux and Sutre 2004). For general VASS (equivalently,
Petri Nets), close to no flavour of first-order logic (even without
reachability) is decidable (Darondeau et al. 2011). However, to the
best of our knowledge, there is no systematic account of decidability
of FO[R] for general classes of storage mechanisms. The question
we address in this paper is:

Which features of the storage mechanism of the automaton model
determine the decidability status of FO[R]?

In order to investigate this question, we need a unifying frame-
work that encompasses and generalizes all the aforementioned infi-
nite state models. We thus set out to study FO[R] on the configura-
tion graphs of valence systems: Finite state automata with auxiliary
storage, where the storage mechanism is specified via a monoid.
In this model, a configuration of a valence system over a monoid
M consists of a pair (q,m) where q is a control state and m is the
storage content, an element of M . A transition (q, r, q0) has the
effect of multiplying r 2 M (to the right) to the current storage
content. In order to model actions that are not allowed at the current
storage content (such as popping the wrong stack symbol), we re-
strict the configurations to right-invertible monoid elements. As an
example, a stack can be modeled by the monoid whose elements
can be represented by sequences of non-barred (a) and barred (ā)
versions of each stack symbol (representing a push and a pop re-
spectively) with the rule aā = 1. Then, the right-invertible elements
are the sequences over non-barred symbols. A counter over N with
increment and decrement (which we call a partially blind counter)
can be similarly modeled by having only one stack symbol. Corre-
spondingly, a blind counter is a counter over Z, represented by also
having aā = āa.

Most importantly, new storage mechanisms can be built by
composing monoids using two kinds of products. The direct product
M ⇥N of two monoids M and N allows the automaton to use the
two storage mechanisms independently. This permits, for example,
building counter systems of any finite dimension. The free product
M ⇤N amounts, roughly speaking, to forming stacks whose entries
alternate between elements of M and elements of N . A valence
system over M ⇤N can push elements of N or M into the stack,
manipulate the top entry using the relevant storage mechanism
(N or M ) and pop the top of the stack when empty.

To systematize our study, we consider the so-called graph
monoids — monoids that are defined by graph presentations. For-
mally, a graph � induces a quotient M� over a free monoid: Each
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Graph � Monoid M� Storage mechanism

B(3) Stack (of 3 symbols)

B3 Three partially blind counters

Z3 Three blind counters

B(2) ⇥ B3 Stack (of two symbols) and
three partially blind counters

B ⇤ B3 Stack of three partially blind
counters

B(2) ⇥ B(2) Two stacks (of two symbols
each)

Table 1. Examples of storage mechanisms

node represents a pair of dual letters a and ā, which always cancel
out (i.e. aā ⌘ ") — in other words, nodes represent copies of what
is known in the literature as the bicyclic monoid B. Edges repre-
sent a commutativity relation used to quotient the monoid. If two
nodes u and v are adjacent, the letters they represent commute with
each other, i.e. x

u

x

v

⌘ x

v

x

u

for x
w

2 {a
w

, ā

w

}, w 2 {u, v}. If
a node has a self loop, the two dual letters it represents commute,
i.e. aā ⌘ āa. A partially blind counter is thus represented by a graph
with one node and no edges; a blind counter is realized by a graph
with one node with a self loop. Table 1 shows several examples of
storage mechanisms that can be modeled as graph monoids.

Contributions Our main result is a full characterization of the
storage mechanisms M� that admit decidability of FO[R], based
on a simple graph-theoretic property of �. We call a graph a B2-
triangle if it is one of the graphs in Fig. 1. A graph is said to be

Figure 1. B2-triangles

B2-triangle-free if it does not contain a B2-triangle as an induced
subgraph. In Theorem 2.1 we prove that requiring � to be a disjoint
union of cliques, where each clique is B2-triangle-free, is a sufficient
and necessary condition for decidability of FO[R].

To establish our decidability results, we employ a strong notion
of automaticity for monoids, which implies automaticity of the
resulting transition systems, including the reachability predicate.
To be more precise, we define a notion of automatic rational
multiplication — multiplication in the monoid by elements of
a rational subset being representable by a synchronous relation
on a regular encoding. We then characterize the shape of storage
mechanisms satisfying our graph-theoretic condition as the closure
under free products of the monoids B ⇥ Zk for k 2 N and
B ⇥ B. To show that, in the base case, B ⇥ Zk and B ⇥ B
have automatic rational multiplication, we establish Presburger-
definability of the reachability relation. In the induction step, we give

a direct construction for deriving automatic rational multiplication
in M ⇤N , assuming M,N have automatic rational multiplication.

For the undecidability results, we first show that the decompo-
sition into cliques is needed. If � is not a disjoint union of cliques,
then M� contains {a, b}⇤⇥{c}⇤ as a submonoid of right-invertible
elements, which, as we show, offers enough structure to make the ⌃1

fragment of FO[R] undecidable. On the other hand, if � decomposes
into cliques but is not B2-triangle-free, then we show how to inter-
pret the ⌃1 theory of arithmetic with addition and multiplication,
(N,+, ·), in the ⌃2 fragment of FO[R] on valence systems. In both
cases, undecidability already holds for a fixed valence system.

One notable consequence of our result is that FO[R] is decidable
for d-dimensional VASS if and only if d  2.

Outline In Section 2 we recall the basic notions around valence
systems and state our main theorem. Sections 3 and 4 are devoted to
proving the decidability and the undecidability results, respectively.

1.1 Related Work

A variety of positive results have been developed for the push-
down family. Notably, the Caucal hierarchy (Caucal 1996) admits
a decidable MSO theory, via MSO-interpretations and graph un-
foldings. The configuration graphs in the Caucal hierarchy are
the ones generated by higher-order pushdown automata (Carayol
and Wöhrle 2003), which therefore enjoy a decidable MSO the-
ory. Walukiewicz (Walukiewicz 1996) obtained upper complexity
bounds on µ-calculus model checking for pushdown systems. The
interpretation idea has been generalized by Colcombet (2002) to
regular ground tree rewriting. MSO is also known to be decidable
on trees generated by higher-order recursion schemes (Ong 2006).
Schulz (2010) showed, using an interpretation-based approach, that
FO[R] is decidable over a class of grid-like structures. Beyond such
iterated interpretation ideas, we are not aware of results that target
general storage mechanisms. While the storage mechanisms we
consider are quite general, higher-order features cannot be captured
by graph monoids: Higher-order pushdown systems have decid-
able MSO, but all graph monoids over which valence systems have
decidable MSO generate only ordinary pushdown graphs.

In the concurrent setting, variants of first-order theories with
reachability have been shown decidable by Lugiez and Schnoebelen
(2000) for PA processes. For Petri nets, a thorough study of plain
first-order logic without reachability showed that the logic is un-
decidable even for very weak predicates (Darondeau et al. 2011).
Crucially, this holds only when one restricts the structures to the
reachable configurations: when the unrestricted structure is consid-
ered, Petri net configuration graphs are automatic. For our setting,
the restriction does not make a difference since the presence of
the reachability predicate would allow us to restrict or relativize
quantifiers within the logic.

Ideas akin to automaticity are also applied in the area of reg-
ular model checking (Abdulla et al. 2004). There, the goal is to
approximate the transitive closure of the transition relation, using
widenings and acceleration-based techniques on regular transducers.
Instead of studying decidability, termination is enforced at the price
of precision, obtaining constructions that are useful in practice.

Valence automata over graph monoids have recently been used
to study other computational properties. For example, there is a full
characterization of those graph monoids that guarantee semilinear
Parikh images (Buckheister and Zetzsche 2013) and partial charac-
terizations of those with decidable reachability (Zetzsche 2015) and
of those where "-transitions can be eliminated (Zetzsche 2013).

2. Concepts and Main Result

A finite automaton is a tuple (X,Q, q0, E, F ) where X is a finite
alphabet, Q is a finite set of states, q0 2 Q is the initial state,
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E ✓ Q ⇥ X

⇤ ⇥ Q is a set of edges, and F ✓ Q is the set
of final states. The language recognized by the automaton A is
denoted L(A); for two states p and q of A, we denote by L

pq

(A)
the set of words that label paths from p to q in A.

Valence Systems

We represent storage mechanisms as monoids. Let M be a monoid;
we denote multiplication in the monoid by juxtaposition, and the
neutral element by 1. The elements of M are actions that can be
applied to the storage content and the elements of

R1(M) := {x 2 M | 9y 2 M : xy = 1}
correspond to valid storage contents. The elements of R1(M) are
said to be right-invertible. A valence system over M is a tuple
S = (Q,M,E), in which (i) Q is a finite set of states, (ii) E is a
finite subset of Q⇥M⇥Q, called the set of edges. A configuration of
S is a pair (q, r) 2 Q⇥R1(M). For p, q 2 Q and r, s 2 R1(M),
we write (p, r) !

S

(q, s) if there is an edge (p,m, q) 2 E such
that s = rm. The reflexive transitive closure of !

S

is denoted !⇤
S

.

Graphs

A graph is a pair � = (V,E) where V is a finite set and E is a
subset of {S ✓ V | 1  |S|  2}. The elements of V are called
vertices and those of E are called edges. Vertices v, w 2 V are
adjacent if {v, w} 2 E. If {v} 2 E for some v 2 V , then v is
called a looped vertex, otherwise it is unlooped. A subgraph of �
is a graph (V 0

, E

0) with V

0 ✓ V and E

0 ✓ E. Such a subgraph is
called induced (by V 0) if E0 = {S 2 E | S ✓ V

0}, i.e. E0 contains
all edges from E between vertices from V

0. By � \ {v}, for v 2 V ,
we denote the subgraph of � induced by V \{v}. Moreover, a clique
is a graph in which any two distinct vertices are adjacent. Finally,
�� denotes the graph obtained from � by deleting all self loops: We
have �� := (V,E�), where E

� := {S 2 E | |S| = 2}. Finally,
a graph is transitive if for x, y, z 2 V , pairwise distinct, we have
that {x, y}, {y, z} 2 E implies {x, z} 2 E.

Graph monoids

Let A be a (not necessarily finite) set of symbols and R be a subset
of A

⇤ ⇥ A

⇤. The pair (A,R) is called a (monoid) presentation.
The smallest congruence of A⇤ containing R is denoted by ⌘

R

and we will write [w]
R

for the congruence class of w 2 A

⇤. The
monoid presented by (A,R) is defined as A⇤

/⌘
R

. Note that since
we did not impose a finiteness restriction on A, up to isomorphism,
every monoid has a presentation. Furthermore, for monoids M1,
M2 we can find presentations (A1, R1) and (A2, R2) such that
A1 \A2 = ;. We define the free product M1 ⇤M2 to be presented
by (A1 [ A2, R1 [ R2). Note that M1 ⇤ M2 is well-defined up
to isomorphism. In analogy to the n-fold direct product, we write
M

(n) for the n-fold free product of M .
With each graph � = (V,E), we associate the alphabet of gen-

erators X� := {a
v

, ā

v

| v 2 V }, and the smallest congruence ⌘�

satisfying
a

v

ā

v

⌘� " for each v 2 V , and (1)
xy ⌘� yx for each x 2 {a

v

, ā

v

}, (2)
y 2 {a

w

, ā

w

} with {v, w} 2 E.

In particular, we have a

v

ā

v

⌘� ā

v

a

v

whenever {v} 2 E. With
each graph �, we associate the monoid M� := X

⇤
�/⌘�. The

monoids of the form M� are called graph monoids.
Let us briefly discuss how to realize storage mechanisms by

graph monoids. First, suppose �0 and �1 are disjoint graphs.
If � is the union of �0 and �1, then M� ⇠= M�0 ⇤ M�1 by
definition. Moreover, if � is obtained from �0 and �1 by drawing
an edge between each vertex of �0 and each vertex of �1, then
M� ⇠= M�0 ⇥M�1.

If � consists of one vertex v and has no edges, the only con-
gruence rule is a

v

ā

v

⌘� ". In this case, M� is also denoted as B
and we will refer to it as the bicyclic monoid. The generators a

v

and ā

v

are then also written a and ā, respectively. Observe that
R1(B) = {a}⇤ and thus R1(B) ⇠= N. Multiplying a or ā on the
right represents increment or decrement, respectively. Since a and ā

do not commute, B corresponds to a partially blind counter, i.e. one
that attains only non-negative values. For instance, starting from a,
we cannot decrement twice and add one by multiplying āāa because
aāāa ⌘ āa 62 R1(B).

Moreover, if � consists of one looped vertex, then M� (and
also R1(M�)) is isomorphic to Z and thus realizes a blind counter,
which can go below zero.

If one storage mechanism is realized by a monoid M , then the
monoid B ⇤ M corresponds to the mechanism that builds stacks:
A configuration of this new mechanism consists of a sequence
c0ac1 · · · acn, where c0, . . . , cn are configurations of the mech-
anism realized by M . We interpret this as a stack with the entries
c0, . . . , cn. One can open a new stack entry on top (by multiplying
a 2 B), remove the topmost entry if empty (by multiplying ā 2 B)
and operate on the topmost entry using the old mechanism (by multi-
plying elements from M ). In particular, B ⇤B describes a pushdown
stack with two stack symbols. Observe that R1(B⇤B) is isomorphic
to the monoid of words over two symbols, i.e. stack words. Table 1
shows a few more examples. See (Zetzsche 2013) for details.

Logic

Let S be a valence system over the monoid M . Then the first-order
logic with reachability for S, FO[R](S), consists of the first-order
formulas over the following signature:

• The constant symbols are the configurations of S.
• state

q

(·): A unary state predicate for each q 2 Q.
• step(·, ·): The binary step predicate for one-step reachability.
• reach(·, ·): The binary reachability predicate.

Given a valence system S, its reachability structure is the
relational structure with domain Q ⇥ R1(M) over the above
signature defined in the obvious way. For a first-order formula ', we
write S |= ' when ' holds on the reachability structure of S. The
first-order theory with reachability over S is then the set of formulas
{' 2 FO[R](S) | ' closed, S |= '}.

2.1 Main Result

We call � a B2-triangle if it is one of the graphs of Fig. 1. A graph
� is said to be B2-triangle-free if it does not contain a B2-triangle
as an induced subgraph.

Theorem 2.1. Let � be a graph. The first-order theory with reacha-
bility for valence systems over M� is decidable if and only if � is a
disjoint union of B2-triangle-free cliques.

Before we move to the proof, let us elaborate on the concrete
shape of the graphs satisfying the condition of Theorem 2.1. If � is
a B2-triangle-free clique, then � either (i) consists of at most two
unlooped vertices or (ii) contains at most one unlooped vertex and
a number of looped vertices. Since all these vertices are adjacent,
this means we either have M� ⇠= B2 or M� ⇠= Br ⇥ Zs for
r 2 {0, 1} and s 2 N. If � is a disjoint union of B2-triangle-free
cliques �1, . . . ,�n

, then M� is the free product of the M�
i

.
Operationally, the storage mechanism implemented by such an

M� is composed of a stack, each entry of which is either (i) a pair
of partially blind counters, or (ii) a partially blind counter with a
number of blind counters.
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3. Decidability

In this section, we show that FO[R] is decidable for valence systems
over M� whenever � is a disjoint union of B2-triangle-free cliques.
More specifically, we prove that the transition systems–with the
reachability relation–generated by such systems over M� are (ef-
fectively) automatic. We deduce this property from a slightly more
abstract condition on the monoid, which we call automatic rational
multiplication.

As we argued in the previous section, if � is a disjoint union of
B2-triangle-free cliques, then M� is isomorphic to the free product
of a finite number of monoids, each of which is isomorphic either to
B2 or to Br ⇥Zs, for r 2 {0, 1} and s 2 N. Therefore, we proceed
as follows:

(i) We show that B⇥ Zn has automatic rational multiplication for
each n � 0. Here, we use a direct construction showing that the
reachability relation for two fixed states is Presburger-definable
and can thus conclude automaticity.

(ii) We observe that B ⇥ B has automatic rational multiplication.
Note that R1(B ⇥ B) ⇠= N ⇥ N and that valence systems
over B ⇥ B are essentially two-dimensional vector addition
systems with states. We can therefore apply a result of Leroux
and Sutre (2004), stating that the binary reachability relation
of such systems is effectively semilinear. Specifically, given
a rational subset R of B ⇥ B, one can easily construct a 2-
dim. VASS whose binary reachability relation for two states
is precisely all those ((x, y), (x0

, y

0)) for which there is an
r 2 R with (x, y)r = (x0

, y

0). Since this semilinearity implies
Presburger-definability, we directly obtain an encoding with
automatic rational multiplication.

(iii) We obtain a general transfer result, stating that if two monoids
M0 and M1 each have automatic rational multiplication, then so
does their free product M0 ⇤M1. Here, we use a generalization
of the saturation method for pushdown automata (Benois 1969;
Bouajjani et al. 1997) to obtain automaticity.

Hence, for the decidability, it remains to prove (i) and (iii), which
we do in Sections 3.2 and 3.3, respectively. We begin with the
required concepts.

3.1 Automaticity

Let X be an alphabet and ⇧ /2 X . We define the alphabet X(2, ⇧)
as (X [ {⇧})2 \ {(⇧, ⇧)} and the convolution u⌦ v 2 X(2, ⇧)⇤ of
words u, v 2 X

⇤ inductively as follows. We have
au⌦ bv = (a, b)(u⌦ v), "⌦ " = "

"⌦ bv = (⇧, b)("⌦ v) au⌦ " = (a, ⇧)(u⌦ ")

for a, b 2 X and u, v 2 X

⇤. For a relation R ✓ X

⇤ ⇥ X

⇤, we
write R⌦ = {u⌦ v | (u, v) 2 R}. Such a relation is called regular
if R⌦ is a regular language.

Let (D,R1, . . . , Rn

) be a relational structure with domain
D and relations R1, . . . , Rn

of arities r1, . . . , rn  2 (for our
purposes, it suffices to consider arities  2). This structure is called
automatic if there is a regular language L ✓ X

⇤, and a bijection
✓ : L ! D such that each of the relations

R

✓

i

= {(x1, . . . , xr

i

) 2 L

r

i | (✓(x1), . . . , ✓(xr

i

)) 2 R

i

}
is regular. The first-order theory of each automatic structure is
decidable (Khoussainov and Nerode 1995), even when extended
by the infinity quantifier (Blumensath and Grädel 2000) and the
modulo quantifier (Khoussainov et al. 2004).

We will show that in the decidable case of Theorem 2.1, the
reachability structure of each such valence system is (effectively)
automatic. Here, it will be convenient to prove a more abstract
condition, termed ‘automatic rational multiplication’, which implies

the desired automaticity. We say that a monoid M is finitely
generated if there is an alphabet X and a surjective morphism
[·] : X⇤ ! M . The image of w 2 X

⇤ under [·] will be denoted [w]
and we write [K] = {[w] | w 2 K} when K ✓ X

⇤. Note that if
M is finitely generated, we can denote elements of M by words
over X . From now on, we assume that M is finitely generated and
fix X and [·]. While the following definitions make reference to
X and [·], it is easy to see that they do not depend on this choice.
A subset R ✓ M is called rational if there is a regular language
K ✓ X

⇤ such that R = [K]. We will represent such a rational
subset of M by a finite automaton for K.

Definition 3.1. Let M be finitely generated. An encoding for M
is a bijection ✓ : L ! R1(M) where L is a regular language. We
say that ✓ has automatic rational multiplication if for each rational
subset R ✓ M , the relation

R

� := {(u, v) 2 L⇥ L | 9r 2 R : ✓(u)r = ✓(v)}

is effectively regular, i.e. one can compute a finite automaton for
(R�)⌦. In this case, we also say that M has automatic rational
multiplication.

Note that here, the alphabet of L is usually not X .

Theorem 3.2. Suppose M has an encoding with automatic rational
multiplication. Then each valence system over M has an effectively
automatic reachability structure.

The proof of Theorem 3.2 is not difficult. One has to extend
the encoding with the states of a given valence system. One then
observes that the configurations in state q reachable from (p,m) are
precisely those of the form (q,mr), where r is drawn from a rational
set. Hence, the reachability relation is regular. Moreover, encodings
of step relation and configurations follows from the special case
where the rational set is finite.

3.2 Base Case B⇥ Zk

We show that B ⇥ Zk has automatic rational multiplication. The
key observation is that a rational set over this monoid behaves like
a 1-counter automaton (1CM) over N that is decorated with further
counters over Z. Decorated means only the N-counter influences the
behavior of the automaton, the Z-counters do not.

To prove automaticity, we show that the reachability relation
in such decorated 1CM is Presburger definable. Automaticity then
follows from automaticity of Presburger arithmetic. To establish
Presburger definability of the reachability relation, we make use of
semilinearity of the Parikh images of 1CM languages, combined
with the equivalence of semilinear and Presburger-definable sets.

Proposition 3.3. B⇥ Zk has automatic rational multiplication.

The monoid B⇥ Zk is finitely generated by definition. Since we
have an isomorphism R1(B⇥ Zk) ⇠= N⇥ Zk, we can identify the
elements of R1(B ⇥ Zk) with pairs (m,~c ) 2 N ⇥ Zk. Consider
a rational set R ✓ B ⇥ Zk. We have to characterize the set of
pairs (m,~c ) and (n, ~d ) for which there is an element r 2 R so
that (m,~c )r = (n, ~d ). In the latter situation, (n, ~d ) is said to
be reachable from (m,~c ). More precisely, we choose a regular
language L where each word w 2 L encodes an element ✓(w) of
N⇥Zk. Then, we show that the set of pairs (u, v) 2 L⇥L such that
✓(v) is reachable from ✓(u) is synchronous rational. Fortunately,
we can express reachability of (n, ~d ) from (m,~c ) in Presburger
arithmetic, for which a suitable encoding is already available.
Presburger arithmetic is the first-order logic over (Z,,+).
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Lemma 3.4. Given a rational set R ✓ B⇥ Zk, one can construct
a Presburger formula '

R

(x1, ~y1, x2, ~y2) so that for all (m,~c ) and
(n, ~d ) from N⇥ Zk we have

9r 2 R : (m,~c )r = (n, ~d ) iff '

R

(m,~c, n,

~

d ) holds.

Before we turn to the construction, we explain why the result
guarantees the encoding requirement. The structure (Z,+,) has
a first-order interpretation in (N,+,), the more common formu-
lation of Presburger arithmetic. (One idea is to provide two vari-
ables over the naturals for each integer). Automaticity of Presburger
arithmetic over N goes back to (Büchi 1960). To be precise, there
is a bijection between the naturals and the elements in a regular
language. Moreover, there are automata for the encodings of solu-
tions to Presburger-definable relations. Automaticity is preserved
under first-order interpretations (Blumensath and Grädel 2000). A
direct encoding of (Z,+,) into automata (sign followed by most-
significant bit) is given in (Boigelot and Wolper 1998). Finally, the
set N⇥Zk is first-order definable, meaning we can find an encoding
of precisely the elements of R1(B⇥ Zk).

To compute the Presburger formula '
R

, we develop an under-
standing of the rational set R ✓ B ⇥ Zk as a 1CM. By definition,
the rational set is represented by a finite automaton N over letters
say a and ā for B and b

i

and b̄

i

for each copy of Z, i = 1, . . . , k.
We interpret B and Z as counters (partially blind and blind, respec-
tively). With this point of view, a and ā and similarly b

i

and b̄

i

are
increment and decrement operations on the respective counters. An
element r 2 R is thus represented by a sequence of increment and
decrement operations on the counters that is accepted by N .

The formula '
R

is supposed to capture the pairs (m,~c ) and
(n, ~d ) from N⇥Zk so that (m,~c )r = (n, ~d ) for some r 2 R. With
the above discussion, finding such an element r 2 R means finding
a sequence of increment and decrement operations in the automaton
N that, when applied to the initial value (m,~c ), yields (n, ~d ). The
only requirement on this application is that the N-counter is never
decremented below zero. However, this is precisely the semantics
of a 1CM over N. We make this relationship between N and 1CM
explicit, and show how it leads to the desired computability result.

Let the given finite automaton be N = (X,Q, q0, E, F ) with
alphabet X = {a, ā, b1, b̄1 . . . , bk, b̄k} and edges E ✓ Q⇥X⇥Q.
A 1CM C is a finite automaton that has access to an N-counter
and where every edges carries an increment, decrement, or noop-
command (E ✓ Q ⇥ X ⇥ {+1,�1, 0} ⇥ Q). The semantics is
defined as expected. We write (q1,m1)

��!
C

(q2,m2) to mean that
there is a sequence of transitions between configurations of C that
is labeled by � 2 X

⇤ and that takes (q1,m1) to (q2,m2). We use
L(C,m) := {� 2 X

⇤ | 9q
f

2 F, i 2 N : (q0,m)
��!

C

(q
f

, i)}
to denote the language of C from the initial counter value m. Our
automaton N induces the 1CM C

N

defined as follows. Edges
labeled by a are given command +1, because they correspond to
increments on the one N-counter. Edges labeled by ā are given �1.
The remaining edges are decorated with 0. Note that the labeling
stays unchanged, and that we do not introduce commands for the
Z-counters. To state the relationship between N and C

N

, we need
the Parikh image of words w 2 X

⇤. The Parikh image of w is
the function  (w) : X ! N where ( (w))(a) is the number of
occurrences of the letter a in the word w.

Lemma 3.5. There is an r 2 R so that (m,~c )r = (n, ~d ) if and
only if there is a � 2 L(C

N

,m) so that

y = x+ ( (�))(z)� ( (�))(z̄)

for all (x, y, z) 2 {(m,n, a), (c1, d1, b1), . . . , (ck, dk, bk)}.

The lemma rephrases the existence of r 2 R as the existence
of a C

N

-computation. The main message is that the effect on the

counters can be deduced from the Parikh image of the computation.
This holds true even for the N-counter. Nevertheless, we need the
semantics of a 1CM (rather than all computations of the finite
automaton N ) to make sure the N-counter stays non-negative also
in all intermediary configurations.

Lemma 3.5 can be read as follows. For a fixed value m, it
characterizes the suitable ~c, ~d, and n in terms of the Parikh images
of the computations of C

N

. To give a characterization for all m,
we guess the initial value of the N-counter. Let C0

N

coincide with
C

N

except for a fresh initial state qnew and a fresh letter â. The new
state carries a loop (qnew, â,+1, qnew) and has an "-transition to the
former initial state, (qnew, ", 0, q0).

Lemma 3.6. There is r 2 R so that (m,~c )r = (n, ~d ) if and only
if there is w 2 L(C0

N

, 0) so that

m = ( (w))(â)

n = ( (w))(â) + ( (w))(a)� ( (w))(ā)

and d

i

= c

i

+ ( (w))(b
i

)� ( (w))(b̄
i

) for all i = 1, . . . , k.

Since C

0
N

is an ordinary 1CM, its language is context-free.
With Parikh’s theorem (Parikh 1966), the Parikh image of this
language is a semilinear set, and hence Presburger definable. The
equations in the lemma explain how to turn a Presburger formula
for  (L(C0

N

, 0)) into a formula for our set of pairs.

3.3 Induction Step

In this section, we show that the property of having automatic
rational multiplication is passed on to free products. This means, we
prove the following:

Theorem 3.7. If the monoids M0 and M1 have automatic rational
multiplication, then so does M0 ⇤M1.

Let us briefly sketch the proof steps. First, we devise a saturation
procedure for rational sets (Lemma 3.9). This allows us to assume
that in the automata over M0 ⇤M1, every element can be accepted
through a word in a normal form. This normal form is amenable
to an analysis of how elements can cancel during multiplication
(Lemma 3.10). Then, we use Lemma 3.10 to show that for each
rational set, the set of encodings of its members and that of their
inverses is effectively regular (Lemma 3.12). Finally, we use this and
the possible cancelation cases from Lemma 3.10 again to construct
a regular relation for each of these cases.

Let M0 and M1 be monoids with automatic rational multipli-
cation. Then, M0 and M1 are finitely generated, so assume alpha-
bets X0 and X1 with X0 \ X1 = ; and a surjective morphism
[·]

i

: X⇤
i

! M

i

for each i 2 {0, 1}. For the monoid M = M0⇤M1,
we pick the surjective morphism [·] : X⇤ ! M with X = X0 [X1

that extends [·]0 and [·]1.
By our assumption, for each i 2 {0, 1}, there is an encoding

✓

i

: L
i

! R1(Mi

) with automatic rational multiplication. It is an
easy exercise to show that we may assume " 2 L

i

and ✓
i

(") = 1.
We may also assume Y0 \ Y1 = ;, where Y

i

is the finite alphabet of
the language L

i

. In our encoding for M0⇤M1, we take Y = Y0[Y1

as the alphabet and L = (L0 [ L1)
⇤ as the regular language. In

order to define ✓ : L ! R1(M0 ⇤M1), we need some terminology.
Let w 2 X

⇤ and i 2 {0, 1}. A non-empty factor f of w is
called an i-block (or block of type i) if f 2 X

⇤
i

and f has no
neighboring symbol in X

i

. It is called a block if it is an i-block for
some i 2 {0, 1}. The unique decomposition w = w1 · · ·wn

where
each w

j

is a block of w is called w’s block decomposition. Note
that since also Y = Y0 [ Y1 and Y0 \ Y1 = ;, we may apply the
terms block and block decomposition analogously for words over
Y . We call a word w 2 X

⇤ reducible if for some i 2 {0, 1}, it
has a block f with [f ] = 1. Otherwise, w is called reduced. The
following follows easily from the definition of the free product.
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Fact 3.8. Suppose u and v are reduced and have block decomposi-
tions u = u1 · · ·un

and v = v1 · · · vm. Then [u] = [v] if and only
if m = n and [u

i

] = [v
i

] for every i 2 [1, n].

We are now ready to define the map ✓ : L ! R1(M). It is
well-known (and can be deduced from Lemma 3.10) that R1(M0 ⇤
M1) = R1(M0) ⇤ R1(M1). For w 2 L

i

, i 2 {0, 1}, we define
✓(w) = ✓

i

(w). Recall that we have L0 \L1 = {"}, but this causes
no contradiction because the neutral elements of M0 and M1 are
identified in M0 ⇤M1. For the general case, suppose w 2 L with
block decomposition w = w1 · · ·wn

. Then we have w
j

2 L0 [ L1

for j 2 [1, n] and we set ✓(w) := ✓(w1) · · · ✓(wn

). Observe that
✓ is surjective because ✓0 and ✓1 are. Moreover, it follows from
Fact 3.8 that ✓ is injective.

Rational subsets of M = M0 ⇤ M1 are represented by finite
automata over X . Of course, such an automaton might accept words
that are not reduced. However, we will see that we can always
construct an automaton A for R that is saturated, meaning that
[L(A)] = R and whenever m 2 [L

pq

(A)] for states p, q, then there
is a reduced word w 2 L

pq

(A) with [w] = m.

Lemma 3.9. For each rational subset R ✓ M = M0 ⇤ M1, we
can compute a saturated automaton for R.

Here, the idea is to introduce an "-edge between p and q

whenever 1 2 [L
pq

(A)]. If we do this until we reach a fixpoint,
we arrive at a saturated automaton.

Proof. We are given R as a finite automaton A = (X,Q, q0, E, F )
such that [L(A)] = R. We define, for states p, q 2 Q, the finite
automaton A

pq

as (X,Q, {p}, E, {q}). In other words, we take A

and designate p and q as initial and (only) final state, respectively.
First, observe that if N is a monoid with automatic rational

multiplication, then given a rational subset R ✓ N , it is decidable
whether 1 2 R: We have 1 2 R if and only if (", ") 2 R

�, which
we can check because (R�)⌦ is effectively regular.

We apply a saturation procedure, in which we successively add
edges to E. We begin with E0 = E and assume we have constructed
E

i

. Consider the automaton A

i

= (X,Q, q0, Ei

, F ). We check
whether there is a pair (p, q) of states such that there is no edge
(p, ", q) and we have 1 2 [L

pq

(A
i

)]. This is decidable by our
observation since [L

pq

(A
i

)] is rational. If we find such a pair of
states, we set E

i+1 = E

i

[ {(p, ", q)}. If there is no such pair, the
procedure terminates.

We clearly have E0 ✓ E1 ✓ · · · and since we add no states to
the automaton, the procedure has to terminate with some E

k

. We
claim that then, A

k

has the desired property.
First of all, it is clear that in each step, we have [L(A

i

)] =
[L(A

i+1)]. The inclusion “✓” holds trivially and the other inclusion
holds by the choice of p and q. In particular, we have [L(A

k

)] = R.
Now let p, q 2 Q and m 2 [L

pq

(A
k

)] and choose a word
w 2 L

pq

(A
k

) with [w] = m such that w has a minimal number of
blocks. Suppose w is not reduced, i.e. w = ufv with a block f such
that [f ] = 1. By construction of A

k

, this means uv 2 L
pq

(A
k

).
However, since [uv] = [w] and uv has at least one block less than
w, this contradicts the choice of w. Hence, w must be reduced.

For our proof, we need to understand how multiplication works
in M0 ⇤ M1 in terms of reduced words. We identify four cases,
the simplest being the “non-merging” case. Let u = u1 · · ·um

and
v = v1 · · · vn be block decompositions of u, v 2 X

⇤. We call u and
v non-merging if u

m

and v1 are blocks of distinct types. Otherwise,
we say that u and v are merging. Of course, when u and v are non-
merging, then uv is again a reduced word and represents [u][v]. As
above, since we have Y0\Y1 = ;, the notion of merging words also
applies to encodings, i.e. members of L. Note that if x and y are

non-merging and x, y 2 L, then xy 2 L and ✓(xy) = ✓(x)✓(y).
We now want to understand multiplication in the merging case.

Lemma 3.10. Let u, v, w 2 X

⇤ be reduced and let u and v be
merging; moreover, let w = w1 · · ·wk

be the block decomposition
of w. Then we have [uv] = [w] if and only if one of the following
holds:

(i) We have m  n and
(a) for every j 2 [1,m], we have [u

m�j+1vj ] = 1,
(b) k = n�m, and
(c) [w1 · · ·wk

] = [v
m+1 · · · vn].

(ii) We have m > n and
(a) for every j 2 [1, n], we have [u

m�j+1vj ] = 1,
(b) k = m� n, and
(c) [w1 · · ·wk

] = [u1 · · ·uk

].
(iii) There is an i 2 [0,min(m,n)] such that

(a) for every j 2 [1, i], we have [u
m�j+1vj ] = 1

(b) [u
m�i

v

i+1] 6= 1
(c) k = (m� i� 1) + 1 + (n� i� 1),
(d) [w1 · · ·wm�i�1] = [u1 · · ·um�i�1],
(e) [w

m�i

] = [u
m�i

v

i+1],
(f) [w

m�i+1 · · ·wk

] = [v
i+2 · · · vn].

For relations S, T ✓ Y

⇤ ⇥ Y

⇤, we define

S · T := {(x1x2, y1y2) | (x1, y1) 2 S, (x2, y2) 2 T}.
When constructing regular relations, we employ the following fact,
which is well known and easy to see.

Fact 3.11. Let S ✓ Y

⇤ ⇥ Y

⇤ be regular and let C ✓ Y

⇤ and
D ✓ Y

⇤ be regular. Then, the relation S · (C ⇥D) is regular as
well. Moreover, if every pair (x, y) 2 S satisfies |x| = |y| and
T ✓ Y

⇤ ⇥ Y

⇤ is regular, then S · T is also regular.

We now show that for the encoding ✓, the right-invertible
members of a rational set have effectively regular encodings, and
the same is true for their left-inverses. Let us define this precisely.
Suppose N is a monoid and we have an encoding ⌘ : K ! R1(N).
Then, for rational subsets R ✓ N , we define

R

. := {w 2 K | ⌘(w) 2 R},
R

/ := {w 2 K | 9r 2 R : ⌘(w)r = 1}.
If the encoding function has automatic rational multiplication, these
sets are always regular. This is because the set R. is the projection
of R

� \ ({⌘�1(1)} ⇥ X

⇤) onto the right component. Hence,
R

. is regular. Analogously, R/ is the projection of the relation
R

� \ (X⇤ ⇥ {⌘�1(1)}) onto the left component. We now lift
this effective regularity to our encoding for M0 ⇤ M1. The idea
is to (i) decompose each run of an automaton for R into blocks
representing elements 6= 1 (which is possible thanks to Lemma 3.9)
and (ii) replace each of them with the encoding (employing effective
regularity for M0 and M1). In the case of R/, we have to reverse
the sequence of blocks.

Lemma 3.12. For each rational subset R ✓ M = M0 ⇤M1, the
sets R. and R

/ are effectively regular.

Proof. Suppose that R = [L(A)] for the finite automaton A =
(X,Q, q0, E, F ). By Lemma 3.9, we may assume that every el-
ement of R is represented by a reduced word. Observe that it is
decidable whether 1 2 R: The only reduced word that can represent
1 2 M is the empty word, meaning we need to check whether
" 2 L(A). Recall that X = X0 [ X1. By A|

i

, we denote the au-
tomaton obtained from A by deleting all edges labeled with X1�i

.
We begin with the set R.. We will construct a regular language

K and a regular substitution � such that �(K) = R

., which
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y1 y2 y3

=
x1 z

x

z

y

y3

z

x

z

y

x1 x2 x3
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z

y

y3
2 T4

guessed

Figure 2. Anatomy of rational multiplication, mixed case. The gray area reduces to 1.

implies effective regularity of R.. The set K is a language over
Z = Q⇥ {0, 1}⇥Q and consists of all non-empty words

(p0, i1, p1)(p1, i2, p2) · · · (pn�1, in, pn)

such that p0 = q0, p
n

2 F , and for every j 2 [1, n � 1], we
have i

j+1 = 1 � i

j

. Moreover, we add " to K if and only if
1 2 R. We will use the rational set R

piq

✓ M

i

, defined by
R

piq

:= [L
pq

(A|
i

)]. The substitution � : Z ! P(Y ⇤) is defined as
follows. For (p, i, q) 2 Z, we set �(z) := R

.

piq

\ {"}, where R

.

piq

is effectively regular by our observation above. One can now show
that R. = �(K).

Let us now show regularity of R/. We use the language K from
above, but in reverse, and instead of �, we use the substitution
⌧ : Z ! P(X⇤) where for z = (p, i, q), we set ⌧(z) := R

/

piq

\{"}.
Again, one can show that R/ = ⌧(Krev).

We are now ready to show Theorem 3.7, i.e. regularity of R�.
Here, our strategy is to construct a regular relation for each of the
four cases of a multiplication (“non-merging” and the three cases
of Lemma 3.10). In order to show that the constructed relations are
regular, we first introduce some auxiliary sets. Let R = [L(A)] be
a rational subset of M = M0 ⇤M1, where A = (X,Q, q0, E, F ).
We may assume that A is saturated (Lemma 3.9) and that A has
only one final state, F = {f}. The first set we use consists of all
encoding pairs that are equal and either empty or end in an `-block:

E

`

:= {(u, u) | u 2 {"} [ (L0 [ L1)
⇤
L

`

}. (3)

E

`

is clearly regular. In order to describe the result of canceling
elements of R with others, we employ the set R

p,q,`

= [L
pq

(A|
`

)],
which is a rational subset of M

`

. Since we assume ✓

`

to have
automatic rational multiplication, the following set is effectively
regular:

P

p,q,`

:= {(u, v) 2 L

`

⇥ (L
`

\ {"}) | 9r 2 R

p,q,`

:

✓

`

(u)r = ✓

`

(v)}
(4)

Note that the right component is required to be non-empty, so this
set is not quite the same as R�

p,q,`

, but it can be obtained from the
latter by an intersection with the regular relation L

`

⇥ (L
`

\ {"})
(recall that regular relations are closed under intersection (Elgot and
Mezei 1965)). We also need two variants of R/

p,q,`

, namely those
that pick only encodings that are empty or start (end) in an `-block:

I

p,q,`

= R

/

p,q,`

\ ({"} [ L

`

(L0 [ L1)
⇤) (5)

I

0
p,q,`

= R

/

p,q,`

\ ({"} [ (L0 [ L1)
⇤
L

`

) (6)

Finally, we use a variant of R.

p,q,`

that requires encodings to be
empty or to start in an `-block:

W

p,q,`

= R

.

p,q,`

\ ({"} [ L

`

(L0 [ L1)
⇤). (7)

According to Lemma 3.12, the sets in Eqs. (5) to (7) are effectively
regular.

Our task is to show that the set of pairs (u, v) such that
there is an r 2 R with ✓(u)r = ✓(v) is regular. To this end,
we want to apply Lemma 3.10, which is, however, expressed in
terms of monoid elements represented as sequences of generators
and [·], and not via ✓. However, since for a word w 2 Y

⇤ and
a block decomposition w = w1 · · ·wn

, with w1 2 Y

⇤
i

, we have
✓(w) = ✓

i

(w1)✓1�i

(w2)✓i(w3) · · · , the product of two encodings

via ✓ is built according to the same pattern of cancelation and of
multiplication analyzed in Lemma 3.10 for sequences of generators.

Thus, Lemma 3.10 (and the remark above it) tell us that there
are four possible situations. We call these cases non-merging (if x
and y are non-merging), suffix (case (i) of Lemma 3.10), prefix (case
(ii)), and mixed (case (iii)).

The simplest case is the non-merging case, since we just have
to concatenate encodings x and y to get z. This means, the two
components have a common prefix (corresponding to x) and then
the second component proceeds with the encoding of an element of
R. Hence, these pairs are represented in the following set:

T1 :=
[

`2{0,1}

E

`

· ({"}⇥W

q0,f,1�`

).

In the suffix case, y is split up in y = y1y2 such that x cancels
with y1, so that the result is y2. Therefore, we first guess the type `

of the last block of y1 and we guess the state p that A is in after it
has read the part y1. Then, in the left component, we generate x as
an element that can be canceled by one that is read from q0 to p. In
the right component, we generate y2 as an element that is read by A

from p to the final state:

T2 :=
[

`2{0,1}

[

p2Q

I

0
q0,p,`

⇥W

p,f,1�`

.

Now, the prefix case works similarly to the suffix case: Here, x
is split up as x = x1x2 such that x2 cancels with y:

T3 :=
[

`2{0,1}

E

`

· (I
q0,f,1�`

⇥ {"}).

The mixed case is more involved. As depicted in Fig. 2, x and
y decompose as x = x1x2x3 and y = y1y2y3 (which is not
necessarily a block decomposition) such that (i) x3 cancels with y1,
(ii) x2 and y2 are blocks of the same type ` that are multiplied as in
M

`

and yield a result 6= 1, and (iii) the prefix x1 of x and the suffix
y3 of y are passed to the result without modification. This is realized
as follows. First, we guess the block type ` of x2 and y2 and which
states the automaton A is in after it reads the part y1 (p) and after
it reads y2 (q). The relation E1�`

copies the unchanged prefix x1.
Afterwards, the relation P

p,q,`

generates x2 on the left side and the
product of x2 and y2 on the right side. Then, x3 is described by
I

q0,p,`: Recall that x3 cancels with y1, which is read from q0 to p.
Finally, y3 is described by W

q,f,1�`

:

T4 :=
[

`2{0,1}

[

p,q2Q

E1�`

· P
p,q,`

· (I
q0,p,1�`

⇥W

q,f,1�`

).

By Fact 3.11, each of the relations T1, T2, T3, T4, and hence their
union, is regular. It can be verified that R� equals T1[T2[T3[T4.

4. Undecidability

We show that if � is not a disjoint union of B2-triangle-free cliques,
the first-order theory with reachability is undecidable — even for
a fixed valence system over M�. A graph is a disjoint union of
cliques if and only if it is transitive. Therefore, a graph can fail to be
a disjoint union of B2-triangle-free cliques for two reasons: Either
�� contains the graph as an induced subgraph, or �
contains a B2-triangle. To each of these cases we devote one section.
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4.1 Undecidability: Non-Transitive Graphs

Suppose �� contains as an induced subgraph. This
means M� contains a submonoid (M0 ⇤M1)⇥M2, where each M

i

is either B or Z. In any case, R1(M�) contains a submonoid that
is isomorphic to {a, b}⇤ ⇥ {c}⇤. We will show that undecidability
can be proved by just relying on the submonoid {a, b}⇤ ⇥ {c}⇤;
operationally, this means we will restrict ourselves to automata that
never make use of barred symbols. That is, if we interpret a and b

as the two symbols of a stack and c as representing a counter, the
systems we will construct never perform a pop, nor a decrement.
This is in sharp contrast to other questions in automata theory, where
even bounding reversals yields decidability results (Ibarra 1978).
Our main finding is that we can in fact give two arguments for
undecidability, one where the formula is fixed, and one for a fixed
valence system.

Theorem 4.1. Assume M� is as discussed above.

(i) There is a fixed FO[R]-formula that cannot be checked for
valence systems over M�.

(ii) There is a fixed valence system over M� with an undecidable
first-order theory with reachability.

For the first claim, we reduce the following undecidable problem
to ours:

Theorem 4.2 (Sakarovitch (1992)). Given a rational subset R of
{a, b}⇤ ⇥ {c}⇤, it is undecidable to determine whether R equals
{a, b}⇤ ⇥ {c}⇤.

Let R ✓ {a, b}⇤ ⇥ {c}⇤ be a rational set as recognized by
the finite state automaton A. The automaton A can be turned into
a valence system S

A

with states q

f

and q0, such that (q
f

,m) is
reachable from (q0,1) if and only if m 2 R. We now construct the
following valence system, which we call Sts

A

:

S
A

q0 q
f t s

a

b

c

In this new system, we can use the transitions on s to reach,
from (s,1) all and only the configurations (t,m) with m 2
{a, b}⇤ ⇥ {c}⇤; moreover, from (q0,1) we can reach (t,m) if and
only if m 2 R. We therefore obtain that Sts

A

|= 8c : state
t

(c) ^
reach((s,1), c) ! reach((q0,1), c) holds if and only if R =
{a, b}⇤ ⇥ {c}⇤. Note that the formula can be evaluated on any
valence system having three states named t, s and q0 respectively.

To establish the second claim, we reduce a variant of Post’s
Correspondence Problem (PCP). The initialized PCP that we rely
on is the following.

Theorem 4.3 (Harju et al. (1996)1). There is a fixed alphabet X , a
fixed alphabet Y , and fixed morphisms ↵,� : X⇤ ! Y

⇤ such that
the following problem is undecidable: Given a word u 2 Y

⇤, is
there a word w 2 X

⇤ satisfying ↵(w)u = �(w)?

We encode an instance of initialized PCP into checking a ⌃1

formula over a valence system. The precise statement is in the next
lemma, a proof of which concludes the proof of Theorem 4.1.

Lemma 4.4. Take X,Y , ↵, and � from Theorem 4.3. There is a
fixed valence system S

↵�

and a mapping from u 2 Y

⇤ to the ⌃1

formula '

u

so that S
↵�

|= '

u

iff ↵(w)u = �(w) for some w.

1 In the original result, the problem is finding w such that u↵(w) = �(w).
Our variant is equivalent via word reversal.

We give a construction that depends on X , Y , ↵, and �. By
choosing the parameters appropriately, we arrive at the lemma.
We begin with the construction of S

↵�

. The alphabets X and Y

can be assumed to be disjoint. We encode their union X [ Y =
{a1, . . . , an

} as words over the alphabet {a, b}. (Remember that
we are sure to have the submonoid {a, b}⇤ ⇥ {c}⇤.) The encoding
is via the morphism � : (X [ Y )⇤ ! {a, b}⇤ with �(a

i

) = ab

i.
We now show how to represent morphisms µ : X⇤ ! Y

⇤ by
rational sets. In a first step, we represent µ as W

µ

✓ {a, b}⇤⇥{c}⇤.
The set encodes the pairs wµ(w) together with information about
the length of µ(w). Formally, we have

W

µ

:= {(�(wµ(w)), ck) | w 2 X

⇤
, k = |µ(w)|}.

In a second step, and this is the point in the definition of W
µ

, we
observe that the complement W

µ

= ({a, b}⇤ ⇥ {c}⇤) \ W

µ

is
rational and effectively computable from µ, due to Sakarovitch
(1992). Intuitively, since we have negation in the logic, it will not
matter whether we use W

µ

or its complement to represent µ.
An automaton recognizing W

µ

can be turned into a valence
system S

µ

. To this end, we introduce distinguished states s
µ

and t

µ

such that the t

µ

-configurations reachable from (s
µ

,1) are exactly
of the form (t

µ

,m) with m 2 W

µ

. We can make sure t

µ

does not
have outgoing edges.

We construct S
↵�

by taking the union of S
↵

and S

�

obtained as
above, and adding new states q

a

and q

b

as below:

S
↵

s
↵

t
↵

S
�

s
�

t
�

q
a

q
b

ac

b

b

Note that m 2 W

↵

iff (t
↵

,m) is not reachable from (s
↵

,1), and
similar for (t

�

,m).
We now construct the formula '

u

for the given word u 2 Y

⇤.
To explain the idea, consider a configuration e1 = (t

↵

, (v1, c
k1))

that is not reachable from (s
↵

,1). With the previous note, this
means v1 = �(w↵(w)) and k1 = |↵(w)| for some w 2 X

⇤.
Assume e1 leads to e2 = (t

�

, (v2, c
k2)) via a path that multiplies

�(u) to the store. Then we have v2 = v1�(u) = �(w↵(w)u) and
k2 = k1 + |u| = |↵(w)u|. The relationship with the instance of
the initialized PCP problem is as follows. Configuration e2 is not
reachable from (s

�

,1) iff v2 = �(w0
�(w0)) and k2 = |�(w0)|

for some w

0 2 X

⇤. But since we also have v2 = �(w↵(w)u) and
k2 = |↵(w)u|, we can conclude w

0 = w. We found a solution,
namely �(w) = ↵(w)u, to the initialized PCP instance.

Formula '
u

phrases the above setting in first-order logic. It is ⌃1

as we only have to existentially quantify over e1 and e2. Assume for
the moment we have a predicate path

�(u)(e1, e2) that guarantees
the following. If it holds for configurations e1 = (t

↵

, (v1, c
k1)) and

e2 = (t
�

, (v2, c
k2)), then v2 = v1�(u) and k2 = k1 + |u|. With

this predicate, formula '

u

is

9e1, e2 : statet
↵

(e1) ^ ¬reach((s
↵

,1), e1)

^ state
t

�

(e2) ^ ¬reach((s
�

,1), e2)

^ path
�(u)(e1, e2) .

The argumentation in the previous paragraph derives the desired
equivalence in Lemma 4.4.
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Figure 3. Gadget supporting auxiliary properties in SN, for all
i, j, k such that {i, j, k} = {1, 2, 3}.

It remains to define the predicate path
�(u)(e, e

0). Let �(u) be
the word x1 . . . xn

from {a, b}⇤. The trick is to refer to the control
states q

a

and q

b

:

9e1 . . . en+1 : step(e, e1) ^ step(e
n+1, e

0) ^ state
q

a

(e
n+1)

^
V

n

i=1 step(ei, ei+1) ^
V

n

i=1 stateqx
i

(e
i

).

It is readily checked that the predicate satisfies the requirements.

4.2 Undecidability: B2
-Triangle

Suppose � contains a B2-triangle as an induced subgraph. Then,
M� contains B2 ⇥ Z or B3 as a submonoid. In any case, it contains
the monoid B ⇥ B ⇥ N as a submonoid. By making use of this
substructure, we construct a valence system SN over M� in which
the structure (N,+, ·) of the natural numbers with addition and
multiplication can be interpreted. The ⌃1 fragment of arithmetic
with addition and multiplication is undecidable (Matiyasevich 1993),
which, as we show, implies undecidability of the ⌃2 fragment
over M�.

Theorem 4.5. For the (fixed) valence system SN constructed below,
checking the ⌃2 fragment of FO[R] is undecidable.

To derive the undecidability, it suffices to interpret the structure
(N,+, ·2) with addition and squaring (n 7! n

2). This is because the
identity 2ab = (a+b)2�a

2�b

2 allows us to express multiplication
in terms of squaring and addition. In the remainder of the section
we thus show how to set up SN so that addition and squaring can be
interpreted as first-order properties of reachable configurations.

We interpret the number n 2 N as the configuration (q, n, 0, 0)
of the submonoid B ⇥ B ⇥ N of M�. So we fix a distinguished
control state q. We will refer to configurations (q, n1, n2, n3) as
q-configurations. For a q-configuration c = (q, n1, n2, n3), let the
projection ⇡

i

(c) = n

i

return the value of the i-th counter with
i 2 {1, 2, 3}. We write c

i

and c̄
i

for the increment and decrement
operation on the i-th counter with i 2 {1, 2, 3}.

The valence system SN consists of the gadgets in Figs. 3 and 4
that we explain one by one. The first gadget to include in SN is
depicted in Fig. 3. To be precise, we add a copy of these states
and transitions for every combination i, j, k such that {i, j, k} =
{1, 2, 3}. (The state q is the distinguished one. It is shared among
the copies.) These transitions allow us to express useful auxiliary
properties of q-configurations. In what follows, we implicitly require
state

q

(c) and/or state
q

(d):

(i) We can express ⇡
i

(c) = ⇡

j

(c) with reach((t
i,j

, 0, 0, 0), c).
(ii) We can express ⇡

i

(c) = 0 with reach((z
i

, 0, 0, 0), c).
(iii) We can express ⇡

i

(c) = ⇡

i

(d) with 9e : reach((t
i

, 0, 0, 0), e)^
state

z

i

(e) ^ reach(e, c) ^ reach(e, d).

(iv) We can express ⇡

i

(c) = ⇡

j

(d) with 9e : ⇡
i

(c) = ⇡

i

(e) ^
⇡

i

(e) = ⇡

j

(e) ^ ⇡

j

(e) = ⇡

j

(d).

(v) We can express ⇡
i

(c)  ⇡

j

(c) with reach((l
i,j

, 0, 0, 0), c).

m

m1

m2

m3 m5

q

a c̄2c1

c1 c̄1c2c3

c̄2c̄2

c̄2c1

Figure 4. Gadget supporting addition and squaring in SN

(vi) We can express ⇡

i

(c)  ⇡

i

(d) with 9e : ⇡
i

(e)  ⇡

j

(e) ^
⇡

i

(e) = ⇡

i

(c) ^ ⇡

j

(e) = ⇡

j

(d).

Note how all these formulas belong to the ⌃1 fragment of the
logic. Now we are ready to show how to interpret first-order logic
over the naturals.

Domain We represent the domain of the naturals with the configu-
rations satisfying state

q

(x) ^ ⇡2(x) = 0 ^ ⇡3(x) = 0.

Addition To represent addition, we include in SN the state a and
the relevant portion of the gadget in Fig. 4, again sharing q with the
rest of the construction. We can then express ⇡1(d) = ⇡1(c)+⇡2(c)
with the ⌃1 formula

9e1 e2 d0 : statea(e1) ^ step(e1, c)

^ state
a

(e2) ^ reach(e1, e2)

^ state
q

(d0) ^ step(e2, d
0)

^ ⇡2(d
0) = 0 ^ ⇡1(d) = ⇡1(d

0).

The trick is to add the second to the first counter of c, and make sure
the first counter of d matches this value. To be more precise, we
guess a configuration e1 that has the same counter values as c. This is
guaranteed by step(e1, c). Then we transfer the value of the second
counter in e1 to the first counter, using the path from e1 to e2. We
have to check that we have transferred the full counter value ⇡2(e1).
To this end, we perform a transition from e2 to the q-configuration d

0

and check ⇡2(d
0) = 0. Note that the auxiliary predicate ⇡2(d

0) = 0
can only be used, because d

0 is a q-configuration. It cannot be used
for e2. All that remains is to compare the value of the first counter in
d to the first counter in d

0, again using one of the auxiliary predicates.
With the above, we can interpret ⇡1(e) = ⇡1(c) + ⇡1(d) in ⌃1

with the formula 9e0 : ⇡1(e
0) = ⇡1(c)^⇡2(e

0) = ⇡1(d)^⇡1(e) =
⇡1(e

0) + ⇡2(e
0).

Squaring To interpret squaring we add the transitions in Fig. 4 to
SN. We then express squaring in two steps.

First, we express ⇡1(d)  ⇡1(c)
2. We rely on the fact that

n

2 =
P

n�1
i=0 2i+ 1. With this equation, it is sufficient to reach all

configurations (q, 0, 0, n0) where n0 
P

n

i=1 2(n� i) + 1. Indeed,
the desired inequality can now be phrased as ⇡1(d) being one of the
values n0. To compute the sum, we define a configuration c

0, using
the interpretation for addition above, such that c0 = (q, 2n�1, 0, 0).
We write this property as init(c, c0).

The trick for making sure that n0 
P

n

i=1 2(n � i) + 1 is the
following. We start with the value 2n � 1 in the first counter. We
think of the counter values as tokens that can be moved, so that we
have 2n � 1 tokens in the first component. Intuitively, we move
the counter value back and forth between the first and the second
component. This happens between the states m3 and m5. However,
each time we move the tokens from one component to the other, we
lose 2 tokens. Moreover, each time we move one token from the
first to the second component, we increment the third. Now if we
could make sure to move all tokens in every iteration, we would end
up with counter value

P
n

i=1(2i� 1) = n

2 in the third component.
This we cannot guarantee, but we know that each time we take at
most the tokens that are there (recall that the first two components
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of our storage are B, i.e. partially blind counters). Hence, we end up
with counter value at most n2 in the third component.

We return to our formula. Starting in configuration (m, 0, 0, 0)
we increment the first counter to value n1 and move to c1 =
(m1, n1, 0, 0). We have to ensure that n1 = 2n � 1. To this end,
we require the existence of a path from c1 via m2 to a configuration
c

0 that satisfies init(c, c0). That the path is via m2 guarantees
n1 = ⇡1(c

0). That the init predicate holds yields ⇡1(c
0) = 2n� 1.

Together, this is the equality we need.
We have to do the summation. From c1 = (m1, n1, 0, 0), we

go to c3 = (m3, n1, 0, 0) from which we execute the m3-m5-loop.
Eventually, we leave the loop and get to d

0 = (q, , , n

0). Since this
is a q-configuration, we can use the auxiliary predicates and require
⇡1(d) = ⇡3(d

0). The above argumenation on the construction of
the gadget together with the fact that n1 = 2n� 1 guarantees that
we leave the loop with n

0 
P

n

i=1 2(n� i) + 1 = n

2.
Formally, we interpret ⇡1(d)  ⇡1(c)

2 with the ⌃1 formula
'sq(c, d) defined as follows:

9c0 d0 c1 c2 c3 : init(c, c0) ^ state
q

(d0) ^ ⇡1(d) = ⇡3(d
0)

^ reach((m, 0, 0, 0), c1) ^ state
m1(c1)

^ step(c1, c2) ^ state
m2(c2) ^ step(c2, c

0)

^ step(c1, c3) ^ state
m3(c3) ^ reach(c3, d

0) .

In the full version, we elaborate on the correctness of the encoding.
To complete the construction we express ⇡1(d) = ⇡1(c)

2 in
⇧1. We state that d is the q-configuration with the maximal value
in the first counter that is below ⇡1(c)

2. Formally, for every q-
configuration e we either have ⇡1(e) > ⇡1(c)

2 or ⇡1(e)  ⇡1(d).
The corresponding ⇧1 formula is

'sq(c, d) := 'sq(c, d) ^ 8e : ¬'sq(c, e) _ ⇡1(e)  ⇡1(d) .

Formula 'sq(c, d) is the needed interpretation of ⇡1(d) = ⇡1(c)
2.

If we now take a ⌃1 formula over (N,+, ·) and express addition
as above and multiplication via 'sq(·, ·) and the identity 2ab =
(a + b)2 � a

2 � b

2, we arrive at a ⌃2 formula. On the whole, we
obtain the following result.

Lemma 4.6. Assume � is not B2-triangle-free and construct the
(fixed) valence system SN over M� above. For each first-order
formula ' over the naturals with addition and multiplication, we
can produce a '

0 over the configuration graph so that

(N,+, ·) |= ' iff SN |= '

0
.

Moreover, if ' belongs to the ⌃1 fragment, then '

0 is in ⌃2.

To deduce undecidability of the ⌃2 fragment of FO[R] for a
fixed valence system, note that the ⌃1 fragment of arithmetic with
addition and multiplication is undecidable (Matiyasevich 1993).
This concludes the proof of Theorem 4.5.

5. Discussion and Future Work

We provided a sufficient and necessary condition on a graph � such
that FO[R] for valence systems over the monoid M� is decidable.
This result generalizes previous results on verification of infinite-
state systems and provides a full characterization of the shape
of the storage mechanisms enjoying decidability of FO[R]. The
techniques employed in the proofs are robust enough to support
extensions. For example, the results would still hold when adding
a finite input alphabet X to valence systems and adding labeled
predicates step

x

(·) with x 2 X and reach
R

(·, ·) for a regular
language R ✓ X

⇤.
As future work, it could be interesting to study whether sim-

ilar characterizations exist for ordinary first-order logic or richer
branching-time logics, such as the modal µ-calculus.
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Abstract
We show that the coverability problem in ⌫-Petri nets is complete
for ‘double Ackermann’ time, thus closing an open complexity
gap between an Ackermann lower bound and a hyper-Ackermann
upper bound. The coverability problem captures the verification
of safety properties in this nominal extension of Petri nets with
name management and fresh name creation. Our completeness result
establishes ⌫-Petri nets as a model of intermediate power among the
formalisms of nets enriched with data, and relies on new algorithmic
insights brought by the use of well-quasi-order ideals.

Categories and Subject Descriptors F.2.2 [Analysis of Algorithms
and Problem Complexity]: Nonnumerical Algorithms and Problems

Keywords Well-structured transition system, formal verification,
well-quasi-order, order ideal, fast-growing complexity

1. Introduction
⌫-Petri nets (⌫PN) generalise Petri nets by decorating tokens with
data values taken from some infinite countable data domain D. These
values act as pure names: they can only be compared for equality
or non-equality upon firing transitions; ⌫PNs have furthermore the
ability to create fresh data values, never encountered before in the
history of the computation. Such systems were introduced to model
distributed protocols where process identities need to be taken into
account (Rosa-Velardo and de Frutos-Escrig 2008, 2011), and form
a restricted class of data-centric dynamic systems (Montali and
Rivkin 2016). They also coincide with a restriction of the ⇡-calculus
to processes of ‘depth 1’ as defined by Meyer (2008), while their
polyadic extension, which allows to manipulate tuples of tokens, is
equivalent to the full ⇡-calculus (Rosa-Velardo and Martos-Salgado
2012)—and Turing-complete.

In spite of their high expressiveness, ⌫PNs fit in the large family
of Petri net extensions among the well-structured ones (Abdulla
et al. 2000; Finkel and Schnoebelen 2001). As such, they still enjoy
decision procedures for several verification problems, prominently
safety (through the coverability problem) and termination. They
share these properties with the other extensions of Petri nets with
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data defined by Lazić, Newcomb, Ouaknine, Roscoe, and Worrell
(2008), but are something of an intermediate model. Indeed, as
shown in Figure 1, they extend unordered Petri data nets with the
ability to create fresh data values, but in turn this ability can be
simulated (as far as the coverability problem is concerned) by either
ordered data Petri nets—where D is equipped with a dense linear
ordering—or unordered data nets—where ‘whole-place operations’
allow to transfer, duplicate, or destroy the entire contents of places.

The Power of Well-Structured Systems. This work is part of a
general program that aims to understand the expressive power and al-
gorithmic complexity of well-structured transition systems (WSTS),
for which the complexity of the coverability problem is a natural
proxy. Besides the intellectual satisfaction one might find in classi-
fying the worst-case complexity of this problem, we hope indeed to
gain new insights into the algorithmics of the systems at hand, and
into their relative ‘power.’ A difficulty is that the generic backward
coverability algorithm developed by Abdulla, Čerāns, Jonsson, and
Tsay (2000) and Finkel and Schnoebelen (2001) to solve coverability
in WSTS relies on well-quasi-orders (wqos), for which complexity
analysis techniques are not so widely known.

Nevertheless, in a series of recent papers, the exact complexity of
coverability for several classes of WSTS has been established. These
complexities are expressed using ordinal-indexed fast-growing com-
plexity classes (F↵)↵ (Schmitz 2016), e.g. ‘Tower’ complexity
corresponds to the class F

3

and is the first non elementary complex-
ity class in this hierarchy, ‘Ackermann’ corresponds to F! and is
the first non primitive-recursive class, ‘hyper-Ackermann’ to F!!

and is the first non multiply-recursive class, etc. (see Figure 4). To
cite a few of these complexity results, coverability is F!-complete
for reset Petri nets and affine nets (Schnoebelen 2010; Figueira et al.
2011), F!! -complete for lossy channel systems (Chambart and
Schnoebelen 2008; Schmitz and Schnoebelen 2011) and unordered
data nets (Rosa-Velardo 2014), and even higher complexities appear
for timed-arc Petri nets and ordered data Petri nets (F!!! -complete,
see Haddad et al. 2012) and priority channel systems and nested
counter systems (F"0 -complete, see Haase et al. 2014; Decker and
Thoma 2016); see the complexities in violet in Figure 1 for the Petri
net extensions related to ⌫PNs.

All those results rely on the same general template (see Schmitz
and Schnoebelen 2013, for a gentle introduction):

1. for the upper bound, a controlled bad sequence can be extracted
from any run of the backward coverability algorithm, and in
turn the length of this sequence can be bounded using a length
function theorem for the wqo at hand (e.g., Cichoń and Tahhan
Bittar 1998; Figueira et al. 2011; Schmitz and Schnoebelen 2011;
Rosa-Velardo 2014, for the mentioned results);

2. for the lower bound, weak computers for Hardy functions
and their inverses are implemented in the formalism at hand,
allowing to build a working space on which a Turing or Minsky
machine can be simulated.

467



ordered data Petri nets (Lazić et al. 2008)
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Figure 1. A short taxonomy of some data enrichements of Petri nets. Complexities in violet refer to the already known complexities for
the coverability problem; the exact complexity in unordered data Petri nets is unknown at the moment. As indicated by the dashed arrows,
freshness can be enforced using a dense linear order or whole-place operations.

Contributions. In this paper, we pinpoint the complexity of cov-
erability in ⌫PNs by showing that it is complete for F!·2, i.e. for
‘double Ackermann’ complexity. This solves an open problem: the
best known lower bound was F! , from a reduction from coverability
in reset Petri nets (Rosa-Velardo and de Frutos-Escrig 2011), while
the best known upper bound was F!! from the more general case
of unordered data nets (Rosa-Velardo 2014), leaving a considerable
complexity gap.

We believe this F!·2-completeness is remarkable on two counts.
First, this is the first instance of a ‘natural’ decision problem com-
plete for an intermediate complexity class between Ackermann and
hyper-Ackermann. Second, the usual template for such complexity
results, summed up in points 1 and 2 above, fails for ⌫PNs, in the
sense that all it could prove are the aforementioned F! lower bound
and F!! upper bound. As a result, we had to design new techniques,
which we think are of independent interest.

These new techniques are inspired by another case where the
template in 1 and 2 fails, namely that of Petri nets. Indeed, cover-
ability in Petri nets is EXPSPACE-complete, as shown by Rackoff
(1978) for the upper bound and by Lipton (1976) for the lower
bound. These results however do not rely on wqos and are quite
specific to Petri nets, and their generalisation to a formalism as rich
as ⌫PNs required new insights:

• For the upper bound, we analyse the complexity of the back-
ward coverability algorithm when seen dually as computing a
decreasing sequence of downwards-closed sets. Such sets can
be represented as finite unions of ideals (Bonnet 1975; Finkel
and Goubault-Larrecq 2009); see Section 3.
We have recently shown that, for Petri nets, this dual view
allows to exhibit an invariant on the ideals appearing during the
course of the execution of the backward coverability algorithm,
which in turn yields a dramatic improvement on its complexity
analysis from F! to 2EXPTIME (Lazić and Schmitz 2015).
The same bound had already been established by Bozzelli and
Ganty (2011) using Rackoff’s analysis, but this new viewpoint
is applicable to any WSTS with effective ideal representations,
and enables us to proceed along similar lines in Section 4 and to
obtain the desired F!·2 upper bound.

• For the lower bound, we follow the pattern of Lipton’s proof,
in that we design an ‘object-oriented’ implementation of the
double Ackermann function in ⌫PNs. By this, we mean that the
implementation provides an interface with increment, decrement,

zero, and max operations on larger and larger counters up to
a double Ackermannian value. This allows then the simulation
of a Minsky machine working in double Ackermann space and
establishes the matching F!·2 lower bound.
The basic building blocks of this development are Ackermannian
counters reminiscent of the construction of Schnoebelen (2010)
for reset Petri nets. The catch is that we need to be able to mimick
this construction for non-fixed dimensions and to combine it with
an iteration operator—of the kind employed recently by Lazić
et al. (2016) in the context of channel systems with insertion
errors to show Ackermann-hardness—, which led us to develop
delicate indexing mechanisms by data values; see Section 5.

We assume the reader is already familiar with the basics of Petri
nets, and start with the formal definition of ⌫PNs and of their seman-
tics in the upcoming Section 2. Due to space constraints, some tech-
nical material and proofs will be found in the full version of the pa-
per, available from https://hal.inria.fr/hal-01265302/.

2. ⌫-Petri Nets
We define the syntax of ⌫PNs exactly like Rosa-Velardo and Martos-
Salgado (2012). Their semantics can be stated in terms of finitely
supported partial maps from an infinite data domain D to markings
in NP , telling for each data value how many tokens with that
value appear in each place. However, we find it easier to work
with a slightly more abstract but equivalent multiset semantics,
which accounts for the fact that the semantics is invariant under
permutations of the data domain D, and eschews any explicit
reference to this data domain; see Section 2.2. Following Rosa-
Velardo and Martos-Salgado (2012), we also illustrate the expressive
power of ⌫PNs in Section 2.3 by showing how they can implement
reset Petri nets.

2.1 Finite Multisets
Let A be a set. Consider the commutation equivalence ⇠ over finite
sequences in A⇤: this is the transitive reflexive closure ⇠ def

= ⇠⇤
1

of
the relation ⇠

1

defined by uabv ⇠
1

ubav for all u, v 2 A⇤ and
a, b 2 A. We define (finite) multisets as ⇠-equivalence classes of
A⇤, and write A� def

= A⇤/⇠ for the set of multisets over A.
We manipulate a multiset through any of its representatives in

A⇤, e.g. [aab] = [aba] = [baa] are all equal to the ⇠-equivalence
class {aab, aba, baa}. We write accordingly ‘[ ]’ for the empty
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Figure 2. A ⌫PN and the associated flows of x, y, and ⌫.

multiset. Note that this viewpoint matches the definition of a finite
multiset as a finitely supported function m:A ! N, i.e. such that its
support Supp(m)

def
= {a 2 A | m(a) 6= 0} is finite. For instance,

Supp([aab]) = {a, b} and [aab](a) = 2 and [aab](b) = 1. The
length |m| of a multiset m is the length of any representative
and satisfies |m| =

P
a2A m(a) =

P
a2Supp(m)

m(a) in the
functional view.

Sums. Given two multisets m and m0 over a set A, their sum (also
called their union) m�m0 is represented by the concatenation of
their representatives. From the functional viewpoint, (m�m0

)(a) =
m(a) +m0

(a) for all a 2 A, with length |m�m0| = |m|+ |m0|
and support Supp(m�m0

) = Supp(m) [ Supp(m0
).

Embeddings. Assume (A,A) is a quasi-order (qo), i.e. that
A is equipped with a reflexive transitive relation A ✓ A ⇥ A.
An embedding from a multiset m = [a

1

· · · a|m|] into a multiset
m0

= [a0
1

· · · a0
|m0|] is an injective function e: {1, . . . , |m|} !

{1, . . . , |m0|} such that ai A a0
e(i) for all 1  i  |m|.

Given such an e, we can decompose m0 in a unique manner
as m00 � [a0

e(1) · · · a0
e(|m|)] for some m00. Note that in general

m 6= [a0
e(1) · · · a0

e(|m|)], unless A is the equality relation over A.
We say that m0 embeds m and write m v m0 if there exists an

embedding e from m to m0; observe that (A�,v) is also a qo.

Markings. Let (P,=) be a finite set ordered by equality. We call
a vector m 2 NP a marking. Markings can be added pointwise by
(m+m0

)(p)
def
= m(p)+m0

(p) for all p 2 P , and compared using
the product ordering m  m0, holding iff m(p)  m0

(p) for all
p 2 P . Note that (NP ,+,) is isomorphic to (P�,�,v), but we
shall use the former to avoid confusion with other multisets.

2.2 Syntax and Semantics
Let X and ⌥ be two disjoint infinite countable sets of non-fresh
variables and fresh variables respectively, and let Vars def

= X ]⌥.

Syntax. A ⌫-Petri net is a tuple N = hP, T, F i where P is a finite
non-empty set of places, T is a finite set of transitions disjoint from
P , and F : (P ⇥ T ) [ (T ⇥ P ) ! Vars� is a flow function.

For any transition t 2 T , let InVars(t) def
=

S
p2P Supp(F (p, t))

and OutVars(t)
def
=

S
p2P Supp(F (t, p)) denote its sets of input

and output variables respectively, and Vars(t)
def
= InVars(t) [

OutVars(t); we require that

1. fresh variables are never input variables: ⌥ \ InVars(t) = ;,
2. all the non-fresh output variables are also input variables:

OutVars(t) \ X ✓ InVars(t).

Writing X (t)
def
= Vars(t)\X and ⌥(t)

def
= Vars(t)\⌥, this entails

X (t) = InVars(t) and ⌥(t) = OutVars(t) \⌥.
For a variable x 2 Vars , the flow of x is the function Fx: (P ⇥

T ) [ (T ⇥ P ) ! N defined by Fx(p, t)
def
= F (p, t)(x) and

Fx(t, p)
def
= F (t, p)(x). When we fix a transition t 2 T , we

see Fx(P, t) and Fx(t, P ) as markings in NP . Intuitively, a ⌫PN
synchronises a potentially infinite number of Petri nets acting on
the same places and transitions. See Figure 2 for a depiction; as
usual with Petri nets, places are represented by circles, transitions by
rectangles, and non-null flows by arrows labelled with their values.

We define the size of a ⌫PN as |N | def
= max(|P |, |T |,

P
p,t |F (p, t)|+

|F (t, p)|) (this corresponds to a unary encoding of the coefficients
in the multisets defined by F ).

Multiset Semantics. A ⌫PN defines an infinite transition system
hConfs,�!i where Confs

def
= (NP

)

� is the set of configurations
and �! ✓ Confs ⇥ Confs is called the step relation.

Let us associate with any transition t 2 T two multisets of
markings, in (NP

)

�, of inputs and fresh outputs respectively:

in(t)
def
=

M

x2X (t)

[Fx(P, t)] , out⌥(t)
def
=

M

⌫2⌥(t)

[F⌫(t, P )] . (1)

Given a configuration M = [m
1

· · ·m|M|], we say that t is fireable
from M if there exists an embedding from in(t) into M , which here
can be seen as an injective function e:X (t) ! {1, . . . , |M |} with
Fx(P, t)  me(x) for all x 2 X (t). We call such an e a mode for t
and M ; given t and M there are finitely many different modes.

A mode e for t and M defines a step: it uniquely determines two
configurations M 0 and M 00 such that

M = M 00 �
M

x2X (t)

[me(x)] , (2)

M 0
= M 00 � out⌥(t)�

M

x2X (t)

[m0
e(x)] , (3)

where for all x 2 X (t), m0
e(x)

def
= me(x) � Fx(P, t) + Fx(t, P ).

We write M
e,t��! M 0 in such a case. We write as usual M t�! M 0

if there exists e for t and M such that M e,t��! M 0, and M �! M 0

if there exists t 2 T such that M t�! M 0. In other words, the
transition t:
• applies Fx for each non-fresh variable x 2 X (t) to a different

individual marking me(x) � Fx(P, t) of M , replacing it with
the marking m0

e(x),

• leaves the remaining markings in M 00 untouched, and
• furthermore adds new markings F⌫(t, P ) for each fresh variable
⌫ 2 ⌥(t) to the resulting configuration.

Example 1. Consider the transition t in Figure 2 acting on P =

{p
0

, p
1

, p
2

} and a configuration M = [m
1

m
2

m
3

] where m
1

=

(2, 1, 1), m
2

= (2, 0, 0), and m
3

= (1, 1, 0).
We have in(t) = [(2, 0, 0)(1, 1, 0)] and out⌥(t) = [m

4

]

with m
4

= (0, 0, 1), and three possible modes. We can have
e
1

(x) = m
1

, resulting in m0
1

= (0, 2, 2), and e
1

(y) = m
3

,
resulting in m0

3

= (0, 0, 0), hence M
e1,t��! [m0

1

m
2

m0
3

m
4

].
Another possibility is to have e

2

(x) = m
2

yielding m0
2

= (0, 1, 1)

and e
2

(y) = m
1

yielding m00
1

= (1, 0, 1), showing that M e2,t��!
[m00

1

m0
2

m
3

m
4

], and a last possibility is to have e
3

(x) = m
2

and
e
3

(y) = m
3

, resulting in a step M
e3,t��! [m

1

m0
2

m0
3

m
4

].

2.3 Example: Reset Petri Nets
Rosa-Velardo and Martos-Salgado (2012) show that ⌫PNs are able
to simulate reset Petri nets, an extension of Petri nets with special
arcs that empty a place upon firing a transition. A remarkable aspect
of the construction we are going to sketch here is that three places
and a simple addressing mechanism are enough to simulate reset
Petri nets with an arbitrary number of places—recall that the latter
have an Ackermannian-hard coverability problem (Schnoebelen
2010). This explains why we will be able to push the lower bound
beyond Ackermann-hardness in Section 5, where we design more
involved addressing mechanisms.

Given any reset Petri net with places P = {p
0

, . . . , pn�1

}, we
build a ⌫PN with three places a, ā, and v. The intuition is for a
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Figure 3. Examples of simulations of reset Petri net transitions
(left) by a ⌫PN (right).

and ā to maintain an addressing mechanism for the original places
in P , while v maintains the actual token counts of the original net.
The places a and ā use n different data values, each with distinct
counts of tokens; more precisely, all the reachable configurations
M are of the form [m

0

· · ·mn�1

] � M 0 where mi(a) = i and
mi(ā) = n � 1 � i for all 0  i < n, and all the markings m
in M 0 are inactive, i.e. with m(a) +m(ā) < n� 1. Each active
marking mi simulates the place pi of the original net by holding in
mi(v) the number of tokens in place pi.

For instance, the top of Figure 3 shows how a transition of a Petri
net with 4 places (on the left) can be simulated with this construction
(on the right). The flows of each variable x

0

, x
1

, x
2

, x
3

with places
a and ā identify uniquely the places p

0

, p
1

, p
2

, p
3

of the original net,
while the flows with place v update the token counts accordingly.

The interest of this addressing mechanism is that it allows to
simulate reset transitions, like the one on the bottom left of Figure 3
that empties place p

0

upon firing. This is performed by creating a
fresh marking m0

0

with m0
0

(a) = 0, m0
0

(ā) = 3, and m0
0

(v) = 0;
after the transition step, we will have m

0

(a) = m
0

(ā) = 0 and
m

0

might still have some leftover tokens in v, but it is inactive and
will be ignored in the remainder of the computation.

3. Backward Coverability
The decision problem we are interested in is coverability:

input: a ⌫PN, and two configurations M
0

,M
1

question: does there exist M w M
1

such that M
0

�!⇤ M?

We instantiate in this section the backward coverability algorithm
from (Lazić and Schmitz 2015) for ⌫PNs. This algorithm is a
dual of the classical algorithm of Abdulla et al. (2000) and Finkel
and Schnoebelen (2001): instead of building an increasing chain
U

0

( U
1

( · · · of upwards-closed sets Uk of configurations that
can cover the target M

1

in at most k steps, it constructs instead
a decreasing chain D

0

) D
1

) · · · of downwards-closed sets
Dk of configurations that cannot cover the target in k or fewer
steps (see Section 3.3). Like the usual backward algorithm, the
termination and correctness of this dual version hinges on the fact
that hConfs,�!,vi is a WSTS (see Section 3.1). We need however
an additional ingredient, which is a means of effectively representing
and computing our downwards-closed sets Dk of configurations.
We rely for this on ideals of (Confs,v), which play the same role
as finite bases in the classical algorithm; see Section 3.2.

3.1 ⌫-Petri Nets are Well-Structured
Well-Quasi-Orders. Let (A,A) be a qo. Given a set S ✓ A,
its downward-closure is #S def

= {a 2 A | 9s 2 S . a A s};
when S is a singleton {s} we write more simply #s. A set D ✓ A is
downwards-closed (also called initial) if #D = D. Upward-closures
"S and upwards-closed subsets "U = U are defined similarly.

A well-quasi-order (wqo) is a qo (A,A) where every bad
sequence a

0

, a
1

, . . . of elements over A, i.e. with ai 6A aj for
all i < j, is finite (Higman 1952). Equivalently, it is a qo with
the descending chain property: all the chains D

0

) D
1

) · · · of
downwards-closed subsets Dj ✓ A are finite. Equivalently, it has
the finite basis property: any non-empty subset S ✓ A has a finite
number of minimal elements (and at least one minimal element) up
to equivalence.

For instance, any finite set P equipped with equality forms a
wqo (P,=): its downwards-closed subsets are singletons {p} for
p 2 P , and its chains of downwards-closed sets are of length at
most one. Assuming (A,A) is a wqo, then finite multisets over A
provide another instance: (A�,v) is also a wqo as a consequence
of Higman’s Lemma. Hence both the sets of markings (NP ,) and
of configurations (Confs,v) of a ⌫PN are wqos.

Compatibility. The transition system hConfs,�!i defined by a
⌫PN further satisfies a compatibility condition with the embedding
relation: if M

1

v M 0
1

and M
1

�! M
2

, then there exists M 0
2

w M
2

with M 0
1

! M 0
2

. In other words, v is a simulation relation on
the transition system hConfs,�!i. Since (Confs,v) is a wqo, this
transition system is therefore well-structured (Abdulla et al. 2000;
Finkel and Schnoebelen 2001).

3.2 Effective Ideal Representations
Ideals. Let (A,A) be a wqo. An ideal I of A is a non-empty,
downwards-closed, and (up-) directed subset of A; this last condition
enforces that, if a, a0 are in I , then there exists b 2 I that dominates
both: a A b and a0 A b. For example, looking again at the case
of finite sets (P,=), we can see that singletons {p} are ideals. In
fact, more generally #a for a 2 A is always an ideal of A. But there
can be other ideals, e.g. I� is an ideal of A� if I is an ideal of A.

The key property of wqo ideals is that any downwards-closed
set D over a wqo has a unique decomposition as a finite union
D = I

1

[ · · ·[ In, where the Ij’s are incomparable for inclusion—
this was shown e.g. by Bonnet (1975), and by Finkel and Goubault-
Larrecq (2009) in the context of complete WSTS (and generalised to
Noetherian topologies). Ideals are also irreducible: if I ✓ D

1

[D
2

for two downwards-closed sets D
1

and D
2

, then I ✓ D
1

or
I ✓ D

2

.

Effective Representations. Although ideals provide finite decom-
positions for downwards-closed sets, they are themselves usually
infinite, and some additional effectiveness assumptions are neces-
sary to employ them in algorithms. In this paper, we will say that
a wqo (A,A) has effective ideal representations (see Finkel and
Goubault-Larrecq 2009; Goubault-Larrecq et al. 2016, for more
stringent requisites) if every ideal can be represented, and there are
algorithms on those representations:

(CI) to check I ✓ I 0 for two ideals I and I 0,
(II) to compute the ideal decomposition of I \ I 0 for two ideals I

and I 0,
(CU’) to compute the ideal decomposition of the residual A \ "a =

{a0 2 A | a 6A a0} for any a in A.

All these effectiveness assumptions are true of the representations
for (NP ,) and (Confs,v) described by Goubault-Larrecq et al.
(2016), which we recall next.

Extended Markings. Let N!
def
= N ] {!}, where ‘!’ denotes a

new top element with ! + n = ! � n = ! > n for all n 2 N. An
extended marking is a vector e 2 NP

! . The product ordering and
pointwise sum operations are lifted accordingly. Then the ideals of
(NP ,) are exactly the sets

JeK def
= {m 2 NP | m  e} (4)
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defined by extended markings e 2 NP
! . Note that NP

! contains NP

as a substructure. Regarding effectiveness assumptions, let us just
mention that, for (CI), JeK ✓ Je0K iff e  e0. See (Goubault-Larrecq
et al. 2016) for more details.

Extended Configurations. Note that, since (NP
! ,) is a qo,

((NP
! )
�
,v) is also a qo—they are in fact both wqos. An extended

configuration is a pair (B,S) comprising a finite base multiset
B 2 (NP

! )
� and a finite star set S ✓ NP

! . Then the ideals of
(Confs,v) are exactly the sets

JB,SK def
= {M 2 Confs | 9E 2 S� . M v B � E} (5)

defined by extended configurations.
This representation is however not canonical, in the sense that

there can be (B,S) 6= (B0, S0
) with JB,SK = JB0, S0K. For

instance, if e � e0, then for all extended configurations (B,S),

JB,S [ {e, e0}K = JB,S [ {e}K , (6)
JB � [e0

], S [ {e}K = JB,S [ {e}K . (7)

In fact, those are the only two situations, and reading equations (6)
and (7) left-to-right as reduction rules—which are furthermore
confluent—we can associate to any extended configuration (B,S)
a unique reduced extended configuration. Such an extended config-
uration (B,S) is such that S is an antichain and, for all extended
markings e 2 S and e0 2 Supp(B), e 6� e0. Reduced extended
configurations provide canonical representatives for the ideals of
(Confs,v); we write XConfs for the set of all reduced extended
configurations. In the following, for an ideal I of (Confs,v) we
write (B(I), S(I)) for its canonical representative in XConfs .

Observe that XConfs also embeds Confs as an isomorphic
substructure: any configuration M can be associated to the extended
configuration (M, ;).

Regarding effectiveness assumptions, we shall only comment on
(CI) and refer the reader to (Goubault-Larrecq et al. 2016) for details.
Given two reduced extended configurations (B,S) and (B0, S0

) in
XConfs , JB,SK ✓ JB0, S0K iff 9E 2 S0� such that B v B0 � E,
and S ✓H S0, where ‘✓H ’ denotes the Hoare ordering: S ✓H S0

iff for all e 2 S there exists e0 2 S0 such that e  e0.

3.3 Backward Coverability Algorithm
Consider a ⌫PN and a target configuration M

1

. Define

D⇤
def
= {M 2 Confs | 8M 0 w M

1

. M��!⇤ M 0} (8)

as the set of configurations that do not cover M
1

. The purpose of
the backward coverability algorithm is to compute D⇤; solving a
coverability instance with source configuration M

0

then amounts to
checking whether M

0

belongs to D⇤.
Let us define the reachability relation in at most k 2 N steps

by !0

def
= {(M,M) | M 2 Confs} and !k+1

def
= !k [

{(M,M 00
) | 9M 0 2 Confs . M ! M 0 !k M 00}. The idea of

the algorithm is to compute successively for every k the set Dk of
configurations that do not cover M

1

in k or fewer steps:

Dk
def
= {M 2 Confs | 8M 0 w M

1

. M���!k M 0} . (9)

As shown in (Lazić and Schmitz 2015, Claim 3.2) these over-
approximations Dk can be computed inductively on k:

D
0

= Confs \ "M
1

, Dk+1

= Dk \ Pre8(Dk) , (10)

where for any set S ✓ Confs its set of universal predecessors is

Pre8(S)
def
= {M 2 Confs | 8M 0.(M ! M 0 ) M 02S)}. (11)

This set is downwards-closed if S is downwards-closed (Lazić and
Schmitz 2015, Claim 3.3). We need here to check an additional
effectiveness assumption for ⌫PNs (which holds, see the full paper):

(Pre) the ideal decomposition of Pre8(D) is computable for all
downwards-closed D,

where D is given as a finite set of ideal representations. Then D
0

is computed using (CU’), and at each iteration the intersection of
Pre8(Dk) with Dk is also computable by (Pre) and (II).

The algorithm terminates as soon as Dk ✓ Dk+1

, and then
Dk+j = Dk = D⇤ for all j. This is guaranteed to arise eventually
by the descending chain condition, since otherwise we would have
an infinite descending chain of downwards-closed sets D

0

) D
1

)
D

2

) · · · . The termination check Dk ✓ Dk+1

is effective by (CI):
by ideal irreducibility, Dk = I

1

[ · · ·[In ✓ J
1

[ · · ·[Jr = Dk+1

for ideals I
1

, . . . , In and ideals J
1

, . . . , Jm if and only if for all
1  i  n there exists 1  j  r such that Ii ✓ Jj .

4. Complexity Upper Bounds
We establish in this section a double Ackermann upper bound on the
complexity of coverability in ⌫PNs. The main ingredient to that end
is a combinatorial statement on the length of controlled descending
chains of downwards-closed sets, and we define in Section 4.2
control functions and exhibit a control on the descending chain
D

0

) D
1

) · · · built by the backward coverability algorithm
for a ⌫PN. One can extract a controlled bad sequence from such
a controlled descending chain (see Section 4.3), from which the
length function theorem of Rosa-Velardo (2014) yields in turn
an hyper-Ackermann upper bound. In order to obtain the desired
double Ackermann upper bound, we need to refine this analysis. We
observe in Section 4.4 that the descending chains for ⌫PNs enjoy an
additional star monotonicity property. This in turn allows to prove
the upper bound by extracting Ackermann-controlled bad sequences
of extended markings; see Theorem 9. The final step is to put this
upper bound in the complexity class F!·2.

4.1 Fast-Growing Complexity Classes
In order to express the non-elementary functions required for
our complexity statements, we employ a family of subrecursive
functions (h↵)↵ indexed by ordinals ↵ known as the Cichoń
hierarchy (Cichoń and Tahhan Bittar 1998).

Ordinal Terms. We use ordinal terms ↵ in Cantor Normal Form
(CNF), which can be written as terms ↵ = !↵1

+ · · · + !↵n

where ↵
1

� · · · � ↵n are themselves written in CNF. Using such
notations, we can express any ordinal below "

0

, the minimal fixpoint
of x = !x. The ordinal 0 is obtained when n = 0; otherwise if
↵n = 0 the ordinal ↵ is a successor ordinal !↵1

+ · · ·+!↵n�1
+1,

and if ↵n > 0 the ordinal ↵ is a limit ordinal. We usually write
‘�’ to denote limit ordinals; any such limit ordinal can be written
uniquely as � + !� with � > 0.

Fundamental Sequences. For all x in N and limit ordinals �,
we use a standard assignment of fundamental sequences �(0) <
�(1) < · · · < �(x) < · · · < � with supremum �. Fundamental
sequences are defined by transfinite induction by:

(� + !�+1

)(x)
def
= � + !� · (x+ 1), (� + !�

)(x)
def
= � + !�(x).

For instance, !(x) = x+1, !2

(x) = ! · (x+1), !!
(x) = !x+1,

etc.

The Cichoń Hierarchy. Let h:N ! N be a strictly increasing
function. The Cichoń functions (h↵:N ! N)↵ are defined by

h
0

(x)
def
= 0 , h↵+1

(x)
def
= 1 + h↵(h(x)) , h�(x)

def
= h�(x)(x) .

For instance, hk(x) = k for all finite k (thus h
1

6= h), but for
limit ordinals �, h�(x) performs a form of diagonalisation: for
instance, setting H(x)

def
= x+ 1 the successor function, H!(x) =

Hx+1

(x) = x + 1, H!2(x) = (2

x+1 � 1)(x + 1) is a function
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ELEMENTARY

F3 = TOWER

S
kFk=PRIMITIVE-RECURSIVE

F!
F!+1

F!·2

S
↵<!! F↵ = MULTIPLY-RECURSIVE

F!!

Figure 4. Pinpointing F!·2 among the complexity classes beyond
ELEMENTARY.

of exponential growth, while H!3 is a non elementary function
akin to a tower of exponentials of height x, H!! is a non primitive-
recursive function with growth similar to the Ackermann function,
and H!!! is a non multiply-recursive function characteristic of
hyper-Ackermannian complexity.

The Cichoń functions are weakly increasing. If g(x)  h(x) for
all x, then also g↵(x)  h↵(x) for all x. Finally, if ↵ < �, then
h↵ is eventually bounded by h� : there exists x

0

such that for all
x � x

0

, h↵(x)  h�(x).

Complexity Classes. Following (Schmitz 2016), we can define
complexity classes for computations with time or space resources
bounded by Cichoń functions of the size of the input. We concentrate
in this paper on the double Ackermann complexity class. For ↵ > 2,
let F<↵ denote the set of number-theoretic functions computable in
deterministic time bounded by H� for � < !↵, which we can write
as:

F<↵ =

[

�<!↵

FDTIME(H�(n)) . (12)

This class coincides with
S

�<↵ F� in the extended Grzegorczyk
hierarchy (F↵)↵ (Wainer 1970).

Let h be any primitive-recursive function, i.e. any function
in F<! . Then we can define F!·2 by (see Schmitz 2016, Theo-
rem 4.2):

F!·2 =

[

p2F<!·2

DTIME(h!!·2(p(n))) . (13)

This is the set of decision problems solvable with resources bounded
by a doubly Ackermann function h!!·2 applied to some ‘slower’
function p of the size of the input. The definition is tailored to define
completeness for F!·2 through many-one reductions in F<!·2.
Although we know many examples of problems complete for the
related classes F! and F!! (see Figure 4 for a depiction), this is
the first time we encounter the class F!·2.

4.2 Controlled Descending Sequences
Consider some set A with a norm k.k:A ! N. Given a strictly
increasing control function g:N ! N and an initial norm n 2 N,
we say that a sequence a

0

, a
1

, . . . of elements from A is strongly
(g, n)-controlled if ka

0

k  n and kai+1

k  g(kaik) for all i. A
less stringent, amortised requisite is to ask kaik  gi(n) for all i,
where gi is the ith iterate of g; we say in that case that the sequence
is (g, n)-controlled.

These notions can be applied to sequences D
0

, D
1

, . . . of
downwards-closed subsets of (Confs,v) seen as finite sets of
reduced extended configurations in XConfs . Let us therefore equip
extended configurations (B,S) 2 XConfs and extended markings
e 2 NP

! with the following norm: kB,Sk def
= max(kBk, kSk),

kBk def
= maxe2Supp(B)

(|B|, kek), kSk def
= maxe2S(kek), and

kek def
= maxp2P | e(p)<! e(p). For a finite set D of extended

configurations, we then set kDk def
= max

(B,S)2D kB,Sk.
By controlling how big the extended configurations of Pre8(D)

can grow as a function of kDk, we show that the descending chain
D

0

) D
1

) · · · computed by the backward coverability algorithm
for ⌫PNs is strongly controlled (see the full paper):

Lemma 2 (Strong Control for ⌫PNs). The descending chain com-
puted by the backward coverability algorithm for a ⌫PN N and
target configuration M is strongly (g, n)-controlled for g(x)

def
=

x+ |N | and n
def
= kMk.

4.3 Length Functions Theorems
Length function theorems are combinatorial statements that provide
upper bounds on the lengths ` of (g, n)-controlled sequences
a
0

, a
1

, . . . , a`.

Bad Sequences of Extended Markings. A first example of a
length function theorem is the following Ackermannian upper
bound for bad sequences e

0

, e
1

, . . . of extended markings in NP
! :

combining Corollary 2.25 and Theorem 2.34 from (Schmitz and
Schnoebelen 2012) (see also Appendix A of Lazić and Schmitz
2015):

Fact 3 (Length Function Theorem for Bad Sequences in NP
! ).

Let n > 0. Any (g, n)-controlled bad sequence e
0

, e
1

, . . . , e` of
extended markings in (NP

! ,) has length bounded by h!|P |+1(n ·
|P |!), where h(x)

def
= |P | · g(x).

Proper Ideals in Descending Chains. When considering a de-
scending chain D

0

) D
1

) · · · ) D` of downwards-closed
subsets of some wqo (A,A), where each set Dk is represented
as a finite set of ideals, observe that we can extract at each step
0  k < ` an ideal Ik from the decomposition of Dk that disap-
pears in the next decomposition Dk+1

. We call such an ideal proper;
it satisfies Ik ✓ Dk but Ik 6✓ Dk+1

, and as a consequence Ik 6✓ Ik0

for all k0 > k since Dk0 ✓ Dk+1

in this case. Hence we can extract
a sequence I

0

, I
1

, . . . , I`�1

of ideals, which is a bad sequence for
the inclusion ordering.

As an application, consider a (g, n)-controlled descending chain
S
0

)H S
1

)H · · · )H S` of antichains Sk ✓ NP
! for the Hoare

ordering. Each antichain Sk is in fact an ideal representation for
the downwards-closed set of markings Dk =

S
e2SJeK ✓ NP ,

i.e. this defines a descending chain D
0

) D
1

) · · · ) D` (the
reader can check that S )H S0 iff the associated downwards-closed
sets are strictly included:

S
e2SJeK )

S
e02S0Je0K). As pointed

out just before, we can extract a bad sequence e
0

, e
1

, . . . , e`�1

of
extended markings in NP

! representing proper ideals. Furthermore,
this sequence is also (g, n)-controlled, thus Fact 3 can be applied:

Corollary 4 (Length Function Theorem for Hoare-Descending
Chains over NP

! ). Let n > 0. Any (g, n)-controlled descending
chain S

0

)H S
1

)H · · · )H S` of antichains of (NP
! ,) has

length at most h!|P |+1(n · |P |!) + 1, where h(x)
def
= |P | · g(x).

4.4 Star-Monotone Descending Chains
Let us lift the step relation ! to work over ideals. Define for any
ideal S ✓ Confs

Post9(S)
def
= {M 0 2 Confs | 9M 2 S . M �! M 0} . (14)

Then for any ideal I of (Confs,v), #Post9(I) is downwards-
closed with a unique decomposition into maximal ideals. We follow
Blondin et al. (2014) and write ‘I ! J’ if J is an ideal from the
decomposition of #Post9(I). We will use the following fact proven
in (Lazić and Schmitz 2015, Claim 4.2):
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Fact 5 (Proper Transition Sequences). If Ik+1

is a proper ideal of
Dk+1

, then there exist an ideal J and a proper ideal Ik of Dk such
that Ik+1

�! J ✓ Ik.

We can check that this step relation lifted to ideals is monotone
in the star set (see the full paper):

Lemma 6 (Ideal Steps are Star-Monotone). If I and J are two
ideals and I �! J , then S(I) ✓H S(J).

We say that a descending chain D
0

) D
1

) · · · ) D` of
downwards-closed subsets of Confs is star-monotone if for all
0  k < `� 1 and all proper ideals Ik+1

in the decomposition of
Dk+1

, there exists a proper ideal Ik in the decomposition of Dk

such that S(Ik+1

) ✓H S(Ik).

Lemma 7 (⌫PN Descending Chains are Star-Monotone). The
descending chains computed by the backward coverability algorithm
for ⌫PNs are star monotone.

Proof. Let D
0

) D
1

) · · · ) D` be the descending chain
computed for our ⌫PN. Suppose 0  k < ` � 1 and Ik+1

is a
proper ideal in the decomposition of Dk+1

. By Fact 5, there exists
a proper ideal Ik in the decomposition of Dk and an ideal J such
that Ik+1

�! J and J ✓ Ik. By Lemma 6, S(Ik+1

) ✓H S(J), and
by (CI), S(J) ✓H S(Ik).

The crux of our proof is the following theorem:

Theorem 8 (Length Function Theorem for Star-Monotone Descend-
ing Chains over (NP

! )
�). Let n > 0. Any strongly (g, n)-controlled

star-monotone descending chain D
0

) D
1

) · · · ) D` of config-
urations in (NP

! )
�

has length at most h!!·2(|P | + n) for some h
primitive-recursive in g.

Proof idea. We prove the theorem in the full paper, but provide here
a quick overview of its proof.

Since the sequence D
0

) D
1

) · · · ) D` is star-monotone,
starting from some proper ideal I`�1

in the decomposition of D`�1

,
we can find a sequence of proper ideals I

0

, . . . , I`�1

such that
S(Ik) ◆H S(Ik+1

) for all 0  k < ` � 1. Let Sj
def
= S(Ij). We

then extract a subsequence with Si0 )H Si1 )H · · · )H Sir

such that i
0

def
= 0 and S

0

⌘H S
1

⌘H · · · ⌘H Si1�1

)H Si1 ⌘H

· · · ⌘H Si2�1

)H Si2 · · ·Sir�1

)H Sir ⌘H · · · ⌘H S`�1

,
where two star sets are Hoare-equivalent, noted S ⌘H S0, iff
S ✓H S0 and S ◆H S0. Without loss of generality, we can also
assume that S(I) ⌘H Sij+1�1

for all proper ideals I in a segment
Dij , . . . , Dij+1�1

of the computation.
We analyse independently the length of a ‘Hoare-equivalent’

segment where Sij ⌘H Sij+1

⌘H · · · ⌘H Sij+1�1

and the
length of the ‘Hoare-descending’ chain where Si0 )H Si1 )H

· · · )H Sir . For the former, we show that the associated sequence
of bases Bij , Bij+1

, . . . , Bij+1�1

is a bad sequence controlled
by (g, kDijk), where all the Bk can be treated as (|P | · kDijk)-
dimensional vectors in N

|P |·kDij
k

! . We can therefore apply Fact 3
to this sequence and obtain an Ackermannian control (a, n) on the
sequence Si0 )H Si1 )H · · · )H Sir . In turn, this sequence is
bounded thanks to Corollary 4 by a!!

(n · |P |!), a function that
nests an Ackermannian blowup at each of its Ackermannian-many
steps. An analysis of this last function yields the result.

Together with the primitive-recursive control (g, n) exhibited
in Lemma 2 and the star-monotonicity of the descending chains
computed by the backward algorithm shown in Lemma 7, Theorem 8
provides an upper bound in F!·2 as defined in Equation 13:

Theorem 9. The coverability problem for ⌫PNs is in F!·2.

5. Complexity Lower Bounds
5.1 Ackermann Functions
When it comes to lower bounds, we find it more convenient to work
with a variant of the functions from Section 4.1 called the Ackermann
hierarchy. Here we shall only need the functions (A↵)↵<!·2 from
this hierarchy, which can be defined as follows for all k and x in N:

A
1

(x)
def
= 2x , Ak+2

(x)
def
= Ax

k+1

(1) ,

A!(x)
def
= Ax+1

(x) , A!+k+1

(x)
def
= Ax

!+k(1) .

The double Ackermann function is then defined as

A!·2(x)
def
= A!+x+1

(x) ; (15)

note that this is considerably larger than A!(A!(x)). We can
employ the function A!·2 instead of H!!·2 since, by (Schmitz
2016, Theorem 4.1),

F!·2 =

[

p2F<!·2

DTIME(A!·2(p(n))) . (16)

5.2 Routines, Libraries, and Programs
To present our lower bound construction, we shall develop some
simple and limited but convenient mechanisms for programming
with ⌫PNs.

Syntax of Routines and Libraries. Let a library mean a sequence
of named routines

`
1

: R
1

, . . . , `K : RK ,

where `
1

, . . . , `K are pairwise distinct labels. In turn, a routine is
a sequence of commands c

1

, . . . , cK0 , where each ci for i < K0 is
one of the following:
• a ⌫PN transition,
• a nondeterministic jump goto G for a nonempty subset G of
{1, . . . ,K0}, or

• a subroutine invocation call `0;

and cK0 is return.
The call `0 commands should be thought of as invoking subrou-

tines from another, lower level, library which remains to be provided
and composed with this library.

Semantics of Programs. When a library contains no subroutine
calls, we say it is a program. The denotation of a program L as
above is a ⌫PN N (L) constructed so that:
• The places of N (L) are all the places that occur in L, and four

special places p, p, p0, p0. Places hp, pi are used to store the
pair of numbers hi,K � ii where `i : Ri is the routine being
executed, and then places hp0, p0i to store the pair of numbers
hi0,K0 � i0i where i0 is the current line number in routine Ri

and K0 is the maximum number of lines in any R
1

, . . . , RK .
• Each transition of N (L) either executes a transition command
ci0 inside some Ri ensuring that hp, pi contains hi,K � ii
and modifying the contents of hp0, p0i from hi0,K0 � i0i to
hi0 +1,K0 � (i0 +1)i, or similarly executes a nondeterministic
jump command.

Initial and Final Tape Contents. We shall refer to the special p,
p, p0, p0 as control places, to the rest as tape places, and to markings
of the latter places as tape contents. For two tape contents M and
M 0, we say that a routine `i : Ri can compute M 0 from M if and
only if N (L) can reach in finitely many steps M 0 with the control
at the last line of Ri from M with the control at the first line of Ri;
when no M 0 is computable from M by `i : Ri, we say that the
routine cannot terminate from M .
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Interfaces and Compositions of Libraries. For a library L, let us
write ⇤

in

(L) (resp., ⇤
out

(L)) for the set of all routine labels that
are invoked (resp., provided) in L. We say that libraries L

0

and L
1

are compatible if and only if ⇤
in

(L
0

) is contained in ⇤

out

(L
1

). In
that case, we can compose them to produce a library L

0

� L
1

in
which tape contents of L

1

persist between successive invocations of
its routines, as follows:

•
⇤

in

(L
0

� L
1

) = ⇤

in

(L
1

) and ⇤

out

(L
0

� L
1

) = ⇤

out

(L
0

).
• L

0

� L
1

has an additional place w used to store the name space
of L

0

(i.e., for each name manipulated by L
0

, one token labelled
by it) and an additional place w for the same purpose for L

1

.
• For each routine ` : R of L

0

, the corresponding routine
` : R �L

1

of L
0

�L
1

is obtained by ensuring that the transition
commands in R (resp., L

1

) maintain the name space stored on
place w (resp., w), and then inlining the subroutine calls in R.

5.3 Counter Libraries
Our main technical objective, after which it will be easy to arrive
at the claimed lower bound for ⌫PN coverability, is to construct
libraries that implement increments, decrements and zero tests on a
pair of counters whose values range up to a bound which is doubly-
Ackermannian in the sizes of the libraries.

To begin, we define the general notion of libraries that provide
the operations we need on a pair of bounded counters, as well as
what it means for a stand-alone such library to be correct up to
a specific bound. A key step is then to consider counter libraries
that may not be programs, i.e. may invoke operations on another
pair of counters (which we call auxiliary). We define correctness of
such libraries also, where the bounds of the provided counters may
depend on the bounds of the auxiliary counters.

As illustrations of both notions of correctness, we provide
examples that will moreover be used in the sequel.

Interfaces of Counter Libraries. Letting � denote the set of labels
of operations on pairs of bounded counters

�

def
= {init , eq , i.inc, i.dec, i.iszero, i.ismax : i 2 {1, 2}} ,

we regard L to be a counter library if and only if ⇤
out

(L) = � and
⇤

in

(L) ✓ �.

Correct Counter Programs. When L is also a program, and N
is a positive integer, we say that L is N -correct if and only if,
after initialisation, the routines behave as expected with respect
to the bound N . Namely, for every tape contents M which can
be computed from the empty tape contents by a sequence � of
operations from �, provided init occurs only as the first element of �
and letting ni be the difference between the numbers of occurrences
in � of i.inc and i.dec, we must have for both i 2 {1, 2}:

• eq can terminate from M if and only if n
1

= n
2

;
• i.inc can terminate if and only if ni < N � 1;
• i.dec can terminate if and only if ni > 0;
• i.iszero can terminate if and only if ni = 0;
• i.ismax can terminate if and only if ni = N � 1.

Example: Enumerated Counter Program. For any positive in-
teger N , it is trivial to implement a pair of N -bounded counters
by manipulating the values and their complements directly. Let
Enum(N) be a counter program which uses four places e

1

, e
1

, e
2

,
e
2

and such that for both i 2 {1, 2}:

• routine init puts N � 1 tokens onto e
1

and N � 1 tokens onto
e
2

, all carrying a fresh name d;

• routine eq guesses n 2 {0, . . . , N � 1}, takes hn,N � 1 �
n, n,N � 1� ni tokens from places he

1

, e
1

, e
2

, e
2

i, and then
puts them back;

• routine i.inc moves a token from ei to ei;
• routine i.dec moves a token from ei to ei;
• routine i.iszero takes N � 1 tokens from place ei and then puts

them back;
• routine i.ismax takes N � 1 tokens from place ei and then puts

them back.

It is simple to verify that Enum(N) is computable in space
logarithmic in N , and that:

Lemma 10. For every N , the counter program Enum(N) is N -
correct.

Note that the size of Enum(N) is at least polynomial in N ,
whereas our technical aim is to build correct counter programs
whose bounds are doubly-Ackermannly larger than their sizes.

Correct Counter Libraries. Given a counter library L, and given
a function F :N+ ! N+, we say that L is F -correct if and only if,
for all N -correct counter programs C, L � C is F (N)-correct.

We employ Acker , a counter library such that the bound of the
provided counters equals the Ackermann function A!(N) applied
to the bound N of the auxiliary counters. This is an adaptation of
the construction by Schnoebelen (2010) of Ackermannian values
in reset Petri nets, using the addressing mechanism described in
Section 2.3 to simulate an N -dimensional reset Petri net; see the
full paper for details.

Lemma 11. The counter library Acker is A!-correct.

5.4 An Iteration Operator
The most complex part of our construction is an operator �⇤ whose
input is any counter library L. Its output L⇤ is also a counter library,
which essentially consists of an arbitrary number of copies of L
composed in sequence. Namely, for any N -correct counter program
C, the counter operations provided by L⇤ � C behave in the same
way as those provided by

Nz }| {
L � · · · � L �Enum(1).

Hence, when L is F -correct, we have that L⇤ is F 0-correct, where
F 0

(x) = F x
(1). Recall that Enum(1) provides trivial counters, i.e.

with only one possible value, so its testing operations are essentially
no-ops whereas its increments and decrements cannot terminate
successfully.

The main idea for the definition of L⇤ is to combine a distin-
guishing of name spaces as in the composition of libraries with
an arbitrarily wide indexing mechanism like the one employed in
Section 2.3. The key insight here is that a whole collection of ‘ad-
dressing places’ hai, āiii as used in Section 2.3 can be simulated by
adding one layer of addressing.

More precisely, numbering the copies of L by 0, . . . , N � 1,
writing `

1

: R
1

, . . . , `K : RK for the routines of L where
`
1

= init (since L is a counter library, it has K = |�| = 10

routines) and writing K0 for the maximum number of lines in any
R

1

, . . . , RK , L⇤ can maintain the control and the tape of each copy
of L in the implicit composition as follows:

• To record that the program counter of the ith copy of L is
currently in routine `j : Rj at line j0, hi, N � 1 � i, j,K �
j, j0,K0 � j0, 1i tokens carrying a separate name di are kept on
special places hw,w, p, p, p0, p0, ti.
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call I.inc

t

f

d d

p

p

f p

0

p

0

d j †

d

K�j†

d

d

K0�1

d d

3: goto {4, 7} 13: goto {14, 17}

4:
w

f

d

d

d

14:
w

f

d

d

d

call I 0.inc call I 0.dec

goto {3} goto {13}
7: call eq 17: call eq

8:
w

f

d

d

d

18:
w

f

d

d

d

call I 0.inc call I 0.dec

goto {8, 11} goto {18, 21}
11: call I 0.ismax 21: call I 0.iszero

t

f

d d

Figure 5. Performing a call `j† provided I < N � 1. At the
beginning, I 0 is assumed to be zero, and the same is guaranteed
at the end.

• The current height i of the stack of subroutine calls is kept in
one of the auxiliary counters, and we have that:

for all i0 < i, the program counter of the i0th copy of L is
at some subroutine invocation call `0 such that the program
counter of the (i0+1)th copy of L is in the routine named `0;
for all i0 > i, there are hi0, N � 1� i0, 0, 0, 0, 0, 1i tokens
carrying di0 on places hw,w, p, p, p0, p0, ti.

• For every name manipulated by the ith copy of L, hi, N �
1� i, 1i tokens carrying it are kept on special places hw,w, ti.
Thus, places t and t are used to distinguish these names from
the artificial names that record the control.

To define L⇤, its places are all the places that occur in L, plus
nine special places w, w, p, p, p0, p0, t, t and f . Writing N for
the bound of the auxiliary counters and I , I 0 for the two auxiliary
counters, routine `j : R⇤

j of L⇤ is defined to execute:

• If `j = init , initialise the auxiliary counters (by calling their
init routine), and then using the auxiliary counters and place
f , for each i 2 {0, . . . , N � 1}, put hi, N � 1 � i, 1i tokens
carrying a fresh name di onto places hw,w, ti.

• Put hj,K � j, 1,K0 � 1i tokens carrying d
0

onto places
hp, p, p0, p0i. (I will always be 0 at this point.)

• Repeatedly, using I 0 and place f , identify j0 and j00 such that
there are hI,N � 1 � I, j0,K � j0, j00,K0 � j00, 1i tokens
carrying dI on places hw,w, p, p, p0, p0, ti, and advance the Ith
copy of L by performing the command c at line j00 in routine
`j0 : Rj0 of L as follows:

If c is a ⌫PN transition, use I 0 and place f to maintain the
Ith name space, i.e. to ensure that all names manipulated by
c have hI,N � 1� I, 1i tokens on places hw,w, ti.
If c is a nondeterministic jump goto G, choose j‡ 2 G and
ensure that there are hj‡,K0 � j‡i tokens carrying dI on
places hp0, p0i.

If c is a subroutine invocation call `j† and I < N �
1, put hj†,K � j†, 1,K0 � 1i tokens carrying dI+1

on
places hp, p, p0, p0i, and increment I . Example code that
implements this can be found in Figure 5.
If c is a subroutine invocation call `0, I = N � 1 and `0

is not an increment or a decrement (of the trivial counter
program Enum(1)), simply increment the program counter
by moving a token carrying dI from place p0 to place p0.
When `0 is an increment or a decrement, L⇤ blocks at this
point.
In the remaining case, c is return. Remove the tokens
carrying dI from places hp, p, p0, p0i. If I > 0, move a
token carrying dI�1

from p0 to place p0 and decrement I .
Otherwise, exit the loop.

We observe that L⇤ is computable from L in logarithmic space.

Lemma 12. For every F -correct counter library L, we have that
L⇤ is �x.F x

(1)-correct.

Proof. We argue by induction on N that, for every N -correct
counter program C, L⇤ � C is FN

(1)-correct.
The base case N = 1 is straightforward. Suppose C is 1-correct,

i.e. provides counters with only one possible value. By the definition
of L⇤, when the bound of the auxiliary counters is 1, only one
copy of L is simulated. Hence L⇤ � C as a counter program is
indistinguishable from L � Enum(1). The latter is FN

(1)-correct,
i.e. F (1)-correct, because L is assumed F -correct and Enum(1) is
1-correct by Lemma 10.

For the inductive step, suppose C is (N + 1)-correct. For any
tape contents M of L⇤ � C and i 2 {0, . . . , N}, let Mi denote the
subcontents belonging to the ith copy of L, i.e. the restriction of M
to the names that label hi, N � i, 1i tokens on places hw,w, ti and
to the places of L.

By the inductive hypothesis and Lemma 10, L⇤ � Enum(N)

is FN
(1)-correct, and so L � (L⇤ � Enum(N)) is FN+1

(1)-
correct. For any tape contents M 0 of the latter counter program
and i 2 {0, . . . , N}, let M 0

i denote: if i = 0, the subcontents of the
left-hand L; otherwise, the subcontents belonging to the (i� 1)th
copy of L in L⇤ � Enum(N).

The required conclusion that L⇤ � C is FN+1

(1)-correct is
implied by the next claim, proven in the full paper:
Claim 12.1. For every tape contents M and M 0 which L⇤ � C and
L � (L⇤ � Enum(N)) (respectively) can compute from the empty
tape contents by a sequence � of counter operations where init
occurs only as the first element, we have that:

1. Mi = M 0
i for all i 2 {0, . . . , N};

2. for every counter operation op 6= init , L⇤ �C can complete op
from M if and only if L � (L⇤ � Enum(N)) can complete op
from M 0.

5.5 Doubly-Ackermannian Minsky Machines
We are now equipped to reduce from the following F!·2-complete
problem (cf. Schmitz 2016, Section 2.3.2):

Given a deterministic Minsky machine M, does it halt while
the sum of counters is less than A!·2(|M|)?

and thereby establish our lower bound. The idea here is classical:
simulate M by a reset Petri net on a doubly-Ackermannian budget,
and if it halts then check that the simulation was accurate.

Theorem 13. The coverability problem for ⌫PNs is F!·2-hard.

Proof. Suppose M a deterministic Minsky machine. Let L|M|
be the counter library (· · · (Acker⇤)⇤ · · · )⇤ with |M|+ 1 nested
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iteration operators. By lemmata 10, 11 and 12, we have that L|M|
is A!+|M|+1

-correct and that L|M| � Enum(|M|) is A!·2(|M|)-
correct. Finally, let Sim(M) be a one-routine library that uses
one of the pair of counters provided by the counter program
L|M| � Enum(|M|) as follows:

• Initialise L|M| � Enum(|M|).
• Simulate M where zero tests are performed as resets (cf. Sec-

tion 2.3) and where the difference between the total number of
increments and the total number of decrements is maintained in
a counter T of L|M| � Enum(|M|). Any attempt to increment
T beyond its maximum value blocks the simulation.

• If M halts, check that the sum of its counters is at least T , i.e.
decrease T to zero while at each step decrementing some counter
of M.

Observe that the latter check succeeds if and only if there was no
reset of a non-zero counter, i.e. all zero tests in the simulation were
correct. Hence, M halts while the sum of its counters is less than
A!·2(|M|) if and only if the one-routine program

Test(M) = Sim(M) � (L|M| � Enum(|M|))
can terminate, i.e. the ⌫PN N (Test(M)) can cover the marking in
which the control places point to the last line of Test(M).

Since the iteration operator is computable in logarithmic space
and increases the number of places by adding a constant, we have
that the counter library L|M| and thus also the ⌫PN N (Test(M))

are computable in time elementary in |M|, and that their numbers
of places are linear in |M|. We conclude the F!·2-hardness by
the closure under any sub-doubly-Ackermannian reduction (i.e. in
F<!·2), and therefore certainly any elementary one (Schmitz 2016,
Section 2.3.1).

6. Concluding Remarks
In this paper, we have shown that coverability in ⌫-Petri nets is
complete for double Ackermann time, i.e. F!·2-complete. In order
to solve this open problem, we have applied a new technique to
analyse the complexity of the backward coverability algorithm using
ideal representations—thereby demonstrating the versatility of this
technique designed in (Lazić and Schmitz 2015)—, and pushed for
the first time the ‘object oriented’ construction of Lipton (1976)
beyond Ackermann-hardness. This is also the first known instance
of a natural decision problem for double Ackermann time.

Our F!·2 upper bound furthermore improves the best known
upper bound for coverability in unordered data Petri nets. In this
case however, the currently best known lower bound is hardness for
F

3

, which was proven by Lazić et al. already in 2008, leaving quite
a large complexity gap.
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Abstract
Blondin et al. showed at LICS 2015 that two-dimensional vector
addition systems with states have reachability witnesses of length
exponential in the number of states and polynomial in the norm
of vectors. The resulting guess-and-verify algorithm is optimal
(PSPACE), but only if the input vectors are given in binary. We
answer positively the main question left open by their work, namely
establish that reachability witnesses of pseudo-polynomial length
always exist. Hence, when the input vectors are given in unary,
the improved guess-and-verify algorithm requires only logarithmic
space.

1. Introduction
To quote from Bojańczyk’s preface to Schmitz’s very recent survey
[8], the reachability problem for vector addition systems with states
(VASS) ‘is one of the most celebrated decidable problems in theoret-
ical computer science’. The interest, though, is not only theoretical:
Schmitz has devoted a long section to ‘only a small sample of the
problems interreducible’ with the reachability problem, and the do-
mains of the problems he identifies range over formal languages,
logic, concurrent systems and process calculi.

For informative introductions to the fascinating history of the
VASS reachability problem, that stretches from the 1970s, we refer
the reader to Schmitz [8] and Blondin et al. [1]. In a nutshell, the
state of the art when it comes to the problem’s complexity hinges
on two recent and one old discovery:
• Remarkably, Lipton’s EXPSPACE lower bound [6] is still un-

beaten.
• The best known upper bound, by Leroux and Schmitz [5], is

cubic Ackermann, a non-primitive recursive complexity class.
• The largest fixed dimension for which an interesting upper bound

is known is 2: Blondin et al. [1] have established that the 2-VASS
reachability problem is in PSPACE.

Our contribution is to resolve the main open question that arises
from the latter work, and is highlighted by Schmitz [8]. Namely,
the headline result of Blondin et al. is that 2-VASS reachability is
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PSPACE-complete, but that is provided the input to the problem
is succinct, i.e. the integers that specify the action, source and
target vectors are given in binary. When the encoding is unary,
a considerable complexity gap has remained, between NL hardness
and NP membership, and that is what we close.

We believe this is noteworthy at least for the following reasons:

• To make progress on the challenge of the complexity of the
general problem, it is natural to fix some parameters, especially
the dimension. Bypassing the border between dimensions 2 and
3, which is where there is a jump beyond semi-linearity, seems to
be very difficult with current techniques [cf. 1]. For dimension 1,
the complexities were determined as NP-complete in the binary
case [4] and NL-complete in the unary case [9].

• The unary encoding is used frequently enough, e.g. the classical
modeling of concurrent systems by VASS [3] produces integers
that are proportional to how many processes may interact in a
single transition. Also, VASS given in unary can be translated
without blow-up to unary VASS whose actions contain only �1,
0 and 1, and Lipton’s lower bound holds already for such VASS.

• Our main result, that reachability for 2-VASS in unary is in
NL, implies the PSPACE membership of the succinct variant.
Moreover, and maybe most interestingly, we obtain the NL mem-
bership by proving that 2-VASS have reachability witnesses of
pseudo-polynomial length, i.e. polynomial in the number of
states and the maximum absolute value of any action, source or
target integer. To our knowledge, this is the first time that the
complexity of an interesting restriction of the reachability prob-
lem has broken ‘the size of the reachability set barrier’. Namely,
it is well-known that general VASS may have reachability sets
which are finite but Ackermannianly large [2], and although
some researchers conjecture that the reachability problem is
primitive recursive or even of much smaller complexity, the
Ackermann barrier remains. When the dimension is 2, it is not
difficult to construct examples with exponentially large reach-
ability sets (by employing weak doubling a number of times
proportional to the number of states—this uses integers only up
to absolute value 2), but we prove that polynomial reachability
witnesses always exist.

• The technique we have developed seems novel, is surprisingly
involved, and can be seen as a kind of extension of the classical
1-dimensional hill cutting [cf. e.g. 9] to dimension 2.

After a couple of preparatory sections, we present the main proof
in Section 4, split into several stages. There, using the flattenings
obtained by Blondin et al. [1], we are able to concentrate on
obtaining short reachability witnesses for 2-VASS that are LPSs, i.e.
without nested cycles. We then establish consequences for arbitrary
2-VASS in Section 5.
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2. On Our Marks
Here we recall, fix or introduce the basic notions, notations and
problems we require.

Sets of Numbers. To restrict a set of numbers, we may write a
condition in subscript, e.g. N�b denotes the set of all non-negative
integers that are at least b.

Lengths, Sizes and Norms. We denote the length or size by single
bars, e.g. the length of a word w is written |w|.

To denote the infinity norm, we employ double bars. Thus, for
a vector v, kvk equals the maximum absolute value of any entry
vi. Also, for a finite set A of vectors, kAk is the maximum of the
infinity norms of its elements.

Rational Cones. We consider the cone spanned by a subset C of
a d-dimensional rational space Qd to be the closure of C under
addition and under multiplication by positive rationals.

Note that the cone of C contains the zero vector only if it contains
a line or one of the vectors in C is zero.

Paths and Admissibility. For a finite set A ✓ Zd, we have that
vectors a 2 A, finite words ⇡ 2 A

⇤ and languages L ✓ A

⇤

induce the following reachability relations on the d-dimensional
non-negative integer space Nd:

•
b

a�! b

0 iff b+ a = b

0,

• ⇡�! def
=

⇡(1)���!; · · · ; ⇡(|⇡|)����!, and

• L�! def
=

S
⇡2L

⇡�!.

We often refer to a word ⇡ 2 A

⇤ as a path, and call the sum
⌃⇡

def
= ⇡(1) + · · · + ⇡(|⇡|) the effect of ⇡. From a source

s 2 Zd, the points visited by ⇡ are s + ⇡(1) + · · · + ⇡(i) for
all i 2 {0, . . . , |⇡|}, the last one being the target point. We say that
⇡ is admissible from s iff s ⇡�! t for some t, i.e., iff all the points
visited are in Nd, and also call ⇡ a path from s to t in this case.

Vector Addition Systems and Linear Path Schemes. We consider
a d-dimensional vector addition system with states (d-VASS) to be a
language over a finite alphabet A ✓ Zd given by a non-deterministic
finite automaton V .

A linear path scheme (LPS) is a special case when the language
is given by a regular expression of the form

⇤ = ↵0�
⇤
1↵1�

⇤
2 · · ·�⇤

K↵K

where all ↵i and �i are words in A

⇤. We call �1, . . . , �K the cycles
of ⇤. Its length is |⇤| def

= |↵0�1↵1�2 · · ·�k↵k|, and its norm k⇤k
is the maximum norm of any vector (i.e. letter) occuring in ⇤.

Restricting further, we call ⇤ simple (an SLPS) when all ↵i and
�i are of length 1, i.e., single vectors from A.

Paths of Linear Path Schemes. We regard a path of an LPS as
above to be given by a sequence of exponents, i.e. n1, . . . , nK

where each ni specifies how many times the cycle �i is repeated in
the path.

Note that several sequences of exponents may give the same
word over A. However, this non-uniqueness of representations will
not cause difficulties.

Reachability Problems. These are the membership problems of
the reachability relations that are induced by the VASS and LPS:

Given a d-VASS V (resp., LPS ⇤) and vectors s, t 2 Nd,
decide whether s V�! t (resp., s ⇤�! t).

There are two variants of the problems: unary and binary, depending
on how the integers in V (resp., ⇤), s and t are encoded.

3. Get Set
We have six lemmas here that are useful in the sequel. The first four
are essentially simple consequences in the plane of Cramer’s Rule
and Farkas-Minkowski-Weyl’s Theorem.

From Cramer’s Rule, we get that for cones that contain the zero
vector, the latter is expressible using at most three vectors from the
spanning set, moreover with small positive coefficients:

Lemma 1. If the cone of C ✓fin Z2 contains 0, then 0 is a
nonempty linear combination of at most three vectors from C and
with coefficients in {1, . . . , 2kCk2}.

Furthermore, if 0 cannot be expressed like this with fewer than
three vectors, the cone of C is equal to Q2.

Proof. If C contains 0, the statement is trivial. If C contains a
vector a with a negative coordinate ai as well as a vector b = ��a

for some positive rational �, then 0 can be expressed as bia� aib

and we are done. So now assume that C does not contain vectors a
and b like this.

Consider a minimal subset C0 ✓ C such that 0 can be expressed
as a linear combination �1a

(1)+ · · ·+�|C0|a
(|C0|) with positive ra-

tional coefficients �i of vectors a(i) 2 C

0. Assume for contradiction
that |C0| > 3. Then, there must be a closed half-plane containing
at least 3 vectors, say w.l.o.g. a(1), a(2), and a

(3), from C

0. One
of these three vectors can be expressed as a non-negative linear
combination of the other two. Without loss of generality assume
a

(1) = c1a
(2) + c2a

(3) with c1, c2 � 0. But then we can write

0 = �1(c1a
(2) + c2a

(3)) + �2a
(2) + �3a

(3) + · · ·+ �|C0|a
(|C0|)

and express 0 as a linear combination with positive coefficients of
only |C0|� 1 vectors contradicting the minimality of C0.

Therefore we can choose three vectors a,b, c 2 C such that
there are strictly positive x1, x2, x3 and x1a+ x2b+ x3c = 0.

The equation has infinitely many solution since we can scale the
coefficients. However, if we set x3 to be, say, |b1a2 � a1b2| the
solution becomes unique (since a and b are linearly independent)
and it can be easily checked that the solution obtained by Cramer’s
rule is x1 = |c1b2 � b1c2| and x2 = |a1c2 � c1a2|.

For the second statement of the lemma observe that we can
express �a and �b as linear combinations of a, b, and c with
positive rationals. For example, �a = (x2b+x3c)/x1. Since a and
b are linearly independent, any vector in Q2 can be expressed as a
linear combination of a and b using rational coefficients. Combined
with the fact that we can express �a and �b the claim follows.

The next two lemmas apply to the other case, i.e. when the cone
does not contain the zero vector: firstly, such cones are determined
by pairs of outermost vectors in their spanning sets; and secondly,
they are contained in open halfplanes determined by small vectors.

Let us write v�
def
= hv2,�v1i and v 

def
= h�v2,v1i

for the vector v 2 Z2 rotated 90� clockwise and anticlockwise,
respectively.

Lemma 2. If the cone of ; 6= C ✓ Z2 does not contain 0, then
there are two vectors a,b 2 C such that {a,b} spans the same
cone as C, and for all c in the cone of C, a ·c � 0 and b� ·c � 0.

Proof. Consider a subset C0 ✓ C of minimum size that spans the
same cone as C. Assume for contradiction that |C0| > 2. Then the
set contains three vectors x, y, and z and because these vectors must
be linearly dependent we have z = �1x+�2y for some rationals �1

and �2. We can assume, without loss of generality, that �1 and �2

do not have different signs (otherwise we can appropriately rename
x, y, and z). If �1 and �2 are non-negative, C0 \ {z} still spans
the same cone as C

0 since in any positive combination, z can be
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replaced by �1x+�2y. If however, �1 and �2 are non-positive, the
cone spanned by C

0 contains 0 since 0 = z� �1x� �2y. In both
cases we get a contradiction to our assumptions.

So there must indeed be two vectors a,b 2 C, not necessarily
different, that span the same cone as C. Observe that b · a <

0 () b · a� > 0 because a� = �a . Further observe that
b ·a� = b ·a. Therefore, either b ·a � 0 or b ·a� = b ·a � 0
holds. We assume w.l.o.g. that b · a � 0, since otherwise we can
swap the names of a and b.

Pick any c 2 C. Since the cone of {a,b} contains c, there exist
x, y � 0 such that c = xa+ yb and therefore

c · a = (xa+ yb) · a = xa · a + yb · a � 0,

because ax · a = 0. Analogously, using yb · b� = 0, we get

c · b� = (xa+ yb) · b� = xa · b� + yb · b� � 0.

Lemma 3. If the cone of ; 6= C ✓fin Z2 does not contain 0, then
there exists a vector p 2 Z2 such that kpk  2kCk and p · c > 0
for all c 2 C.

Proof. According to Lemma 2 we have vectors a,b 2 C such that
{a,b} spans the same cone as C, and for all c 2 C, a · c � 0
and b� · c � 0.

If a alone already spans the same cone as C, we can choose
p = a and are done. Otherwise, a and b are linearly independent
and we choose p = a +b�. Clearly kpk  2kCk. For any c 2 C,
p · c = (a + b�) · c. Since a and b are linearly independent,
a · c 6= 0 or b� · c 6= 0 and therefore (a + b�) · c > 0.

Our last lemma dealing with cones gives some additional prop-
erties for the structure of the cones when it is known that the cone
does not contain some vector. For simplicity, and because it is all
we will need later, we focus on the case that h0, 1i is not contained
in the cone.

Lemma 4. Let ; 6= C ✓fin Z2 be a set not containing 0. If the cone
of C does not contain h0, 1i, then there is a vector p 2 Z2 such that

• kpk  kCk,
•
p · h0, 1i < 0,

•
p · c � 0 for all c 2 C, and

• if p1 < 0, then p� 2 C.

Proof. We distinguish two basic cases based on whether the cone of
C contains 0 or not. First suppose the cone of C does not contain
0. Then, by Lemma 2, there are vectors a,b 2 C such that {a,b}
spans the same cone as C, and for all c 2 C, a · c � 0 and
b� · c � 0. Note that, in particular, we can plug in b for c and then
must have a · b � 0 which implies a1b2 � b1a2 � 0.

There are three candidates for the choice of p: a , h0,�1i, and
b�. Suppose p = a does not satisfy all conditions of the lemma.
Then we must have a · h0, 1i � 0 and therefore a1 � 0. Assume
further that h0,�1i also does not satisfy all conditions of the lemma.
Then there must be a vector c0 2 C with c

0
2 > 0.

We now show that if neither a nor h0,�1i can be used for p,
b� can. Assume for contradiction that b� · h0, 1i � 0. But then
b1  0 and we can express h0,a1b2 � b1a2i = a1b � b1a as
a positive combination of a and b. Since the cone of C does not
contain 0 or h0, 1i we must have a1b2 � b1a2 < 0 which, as we
argued above, cannot be the case. Here we used the assumption that
we do not have a1 = b1 = 0. If that were the case, either h0, 1i
would be in the cone (if a2 > 0 or b2 > 0) or c0 could not be in the
cone spanned by a and b, which is a contradiction.

We conclude that b� · h0, 1i < 0 and thus b1 > 0. To finish the
proof we have to argue that p = b� is a valid choice and we do
this by showing that p1 = b2 � 0. Assume for contradiction that

b2 < 0. Since a1 � 0 and b1a2  a1b2  0, we can conclude
that a2  0. However, if b2 < 0 and a2  0, c0 cannot be in the
cone spanned by a and b, which is a contradiction.

We now move to the second case in which we assume that the
cone of C does contain 0. Then there are two vectors a,b 2 C

such that a+ �b = 0 for some positive rational �. This is because
if 0 could only be expressed with three or more vectors, according
to Lemma 1, h0, 1i would also be in the cone of C.

Clearly, either a1  0 or b1  0. Without loss of generality let
a1  0. We choose p = a .

The only condition of the lemma not trivially met is that p·c � 0
for all c 2 C. Assume that there is a c 2 C such that a · c < 0.
Then c1a2 � a1c2 > 0. If c1 � 0, h0, 1i would be in the cone
of C since it can be expressed as c1 · a � a1 · c/(c1a2 � a1c2).
Otherwise h0, 1i would also be in the cone of C since it can be
expressed as b1 · c� c1 · b/(b1c2 � c1b2). Either way, we have
a contradiction.

Moving from rational cones to paths of SLPSs, our remaining
two lemmas pin down some relatively basic properties of SLPS
paths in which some cycles are repeated ‘many’ times: firstly, if all
those cycles are contained in a halfplane, then the effect of the path
must point roughly in the same direction (we have a strict and a
non-strict version here); secondly, if the path when started at a point
remains sufficiently far from both axes (i.e. respects a sufficiently
wide margin), then it can be shortened admissibly by a range of
multiples of any small vector that is in the cone spanned by the
‘often’ repeated cycles.

For a path ⇡ of a 2-SLPS ⇤ = ↵0�
⇤
1↵1�

⇤
2 . . .�

⇤
K↵K and a

bound B 2 N, let

Cycles�B(⇤,⇡) ✓ Z2

be the set of all cycles of ⇤ that are repeated in ⇡ at least B times.

Lemma 5. Suppose ⇡ is a path of a 2-SLPS ⇤ with K cycles,
B 2 N and p 2 Z2.

(i) If p · a > 0 for all a 2 Cycles�B(⇤,⇡), then

p · ⌃⇡ � |⇡|� (KB + 1)(2k⇤k kpk + 1).

(ii) If p · a � 0 for all a 2 Cycles�B(⇤,⇡), then

p · ⌃⇡ � �(KB + 1)(2k⇤k kpk).

Proof. The effect of ⇡ can be decomposed as ⌃⇡ = v + b, where
v is the combined effect of those cycles occurring at least B times
and b is the rest. Hence v is a linear combination v =

P`
i=1 a

(i),
where a(i) 2 Cycles�B(⇤,⇡) and b is the effect of a path of length
|⇡|� `  KB + 1. We can therefore estimate

p · b � �2(KB + 1)k⇤kkpk. (1)

If p · a > 0 for all a 2 Cycles�B(⇤,⇡) then

p · v =
X̀

i=1

p · a(i) � ` � |⇡|� (KB + 1). (2)

The first claim therefore follows by Equations 1 and 2 and by the
fact that p · ⌃⇡ = p · v + p · b.

For the second claim, just observe that if p · a � 0 for all
a 2 Cycles�B(⇤,⇡), then p · v =

Pl
i=1 p · a(i) � 0.

Let us call a path ⇡

0 a shortening of path ⇡ by vector e when
⇡

0 is a proper subword (not necessarily contiguous) of ⇡ and
⌃⇡0 = ⌃⇡ � e.

Lemma 6. Suppose a path ⇡ of a 2-SLPS ⇤, N 2 N, c 2 Z2 and
s 2 N2 satisfy:
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p
⇡

f

s

t

Figure 1. Lemma 5 (left): The path ⇡ must remain in the red/blue
area. In case (ii) the red belt is parallel to the dashed line, i.e. orthog-
onal to p. Theorem 11 (right): The path from s to t via a sufficiently
large point f can be shortened.

• k⇤k > 0 and kck  k⇤k,
• the cone of Cycles�2k⇤k2N (⇤,⇡) contains c, and
• all points visited by ⇡ from s are in (N� 6k⇤k3N )2.

There exists � 2 {1, . . . , 2k⇤k2} such that, for all n 2 {1, . . . , N},
⇡ has a shortening by n�c which is admissible from s.

Proof. Let C def
= Cycles�2k⇤k2N (⇤,⇡). We claim that

�c = �1a
(1) + · · ·+ �ja

(j)

for some j 2 {1, 2, 3}, a(1)
, . . . ,a

(j) 2 C and �,�1, . . . ,�j 2
{1, . . . , 2k⇤k2}. If c = 0, this directly follows from Lemma 1.
Otherwise, reasoning as in the proof of Lemma 2, there must be two
vectors a(1)

,a

(2) 2 C such that the cone spanned by {a(1)
,a

(2)}
contains c but not 0. Then the claim follows by Lemma 1 applied to
the set {�c,a

(1)
,a

(2)}.
Now, we can subtract n�c from the effect of ⇡ by deleting

n�i occurences of the cycle a

(i) for all i 2 {1, . . . , j}. Any such
shortening ⇡

0 is admissible from s because, for any point visited by
⇡, the differences between its coordinates and the coordinates of the
corresponding point visited by ⇡

0 are at most 6k⇤k3n.

4. Go!
Here is the bulk of our work.

We present a sequence of theorems that culminates in Theo-
rem 12, which establishes that if a reachability witness of a 2-
dimensional simple linear path scheme cannot be shortened, then it
cannot visit points whose norm exceeds a certain polynomial bound
(in the length and the norm of the SLPS).

A key step towards the last theorem is Theorem 11, where
lemmas from the previous section are employed to conclude that
it suffices to prove that shortest reachability witnesses cannot visit
points that are ‘near’ one of the axes but further from the other
axis than a certain polynomial bound (smaller than the one in
Theorem 12, see the red margins in Figure 1 on the right).

The remainder of our reasoning here is therefore concerned with
showing that shortest reachability witnesses cannot contain points
that are, without loss of generality, within a y-axis margin but too
far from the x-axis (more than a polynomial bound). We accomplish
this by proving that, if such a scenario occurs, then we can focus on
a point t that is within the y-axis margin and maximally far from
the x-axis, and find an admissible shortening of the reachability
witness whose effect on t is to decrease its y-coordinate by a ‘small’
amount.

s

t

>
(
K
M

+
1
)
||⇤

||

M

M

h�k⇤k, 1i hk⇤k, 1i

x

t

sM

M

Figure 2. Illustrations of Theorem 7 (left) and Theorem 8 (on the
right, with M

def
= 6k⇤k3N ).

Theorems 7–10 provide increasingly powerful tools for identi-
fying admissible shortenings of paths that in some way climb the
y-axis. In the proof of Theorem 12, such shortenings are applied to
appropriate segments and reversals of segments of reachability wit-
nesses. Thus their effects have to be matched (recall 1-dimensional
hill cutting [cf. e.g. 9]), which explains the ranges of possible short-
enings in Theorems 7–10.

We begin with handling the case in which a path goes up by a
large amount but only visits points which are close to the y-axis and
not close to the x-axis, cf. Figure 2 on the left.

Recall that, for planar vectors v, we denote their horizontal and
vertical components by v1 and v2, respectively.

Theorem 7. Suppose a 2-SLPS ⇤ with at most K cycles has a path
⇡ from point s to point t such that for some M 2 N
• all points visited by ⇡ from s are in N<M ⇥ N�M and
• (t� s)2 > (KM + 1)||⇤||.

There is � 2 {1, . . . , ||⇤||} such that, for all n 2 {1, . . . , bM/�c},
⇡ has a shortening by h0, n�i which is admissible from s.

Proof. There is a cycle c in ⇡ that is repeated at least M times.
Otherwise, for the effect of ⇡, ||t�s||  ((K+1)+K ·(M�1)) ·
||⇤|| = (KM + 1)||⇤||, which contradicts the second assumption
of the theorem. Let u and v be the points visited right before the
first, and right after the last repetitions of the cycle c, respectively.
The first coordinate of c is 0 since otherwise |(u�v)1| � M , which
contradicts the first assumption of the theorem. Therefore c = h0, �i
for some � 2 {1, . . . , ||⇤||} and thus, ⇡ has a shortening by h0, n�i
for all n 2 {1, . . . , bM/�c}. This shortening is admissible since
it does not affect the first coordinate of any point visited, only
decreases the second coordinates by at most bM/�c · �  M , and
all visited points have a second coordinate value of at least M prior
to the shortening.

The following theorem deals with a case in which all points
visited on a path are far from both axes but where the total effect of
the path is much bigger in the second coordinate than the first, cf.
Figure 2 on the right, where M = 6||⇤||3N .

Theorem 8. Suppose a 2-SLPS ⇤ with at most K cycles has a path
⇡ from point s to point t such that for some N 2 N
• all points visited by ⇡ from s are in (N� 6||⇤||3N )2 and
• for all � 2 [�||⇤||, ||⇤||], h�, 1i · (t� s) > (4KN +2)||⇤||4.
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Figure 3. Theorem 9 (left): Either the cone of cycles in the segment
from t

0 to t contains h0, 1i or that from s to t

0 contains some short
vector in the top-left quadrant. Theorem 10 (right): The cone of
cycles from r to s (blue), combined with the cone of cycles from s

to t (red), contains h0, 1i.

h0, 1i is in the cone of Cycles�2||⇤||2N (⇤,⇡) and there exists
� 2 {1, . . . , 2||⇤||2} such that, for all n 2 {1, . . . , N}, ⇡ has
a shortening by h0, n�i which is admissible from s.

Proof. Note that (t�s)2 > 0, since otherwise either h1, 1i·(t�s) or
h�1, 1i ·(t�s) would be non-positive contradicting the assumption
of the theorem.

Let C = Cycles�2||⇤||2N (⇤,⇡). Assume for contradiction that
h0, 1i is not in the cone of C \ {0}. Then, due to Lemma 4, there
exists p 2 Z2 such that ||p||  ||⇤||, p · h0, 1i < 0, and p · a � 0
for all a 2 C. This implies p2 < 0 and therefore

�p · (t� s) � h�p1, 1i · (t� s) > (4KN + 2)||⇤||4.
But, by Lemma 5 (ii),

p · (t� s) � �(K2k⇤k2N + 1)(2k⇤k2)
� �(4KN + 2)k⇤k4.

Therefore, h0, 1i must be in the cone of C, and we conclude by
Lemma 6.

In the next theorem we combine the previous two results to
handle the case when a path starts close to the x-axis, ends close to
the y-axis but far away from the x-axis and does not come close the
the x-axis anywhere in between, cf. Figure 3 on the left.

Theorem 9. Suppose N 2 N, M � 6k⇤k3N , and a 2-SLPS ⇤
with K > 0 cycles has a path ⇡ from point s to point t such that

•
s1 � 0, s2 < M ,

•
t1 < M , t2 � 12(K + 1)(M + 1)||⇤||4 and

• all points visited by ⇡ after s are in N⇥ N�M .

Let ⇡0 be the shortest nonempty prefix of ⇡ whose target point t0

satisfies t

0
1 < M . Provided |⇡0| � 2, let ⇡† be ⇡

0 without its
first and last vectors, let ⇤† be an SLPS one of whose paths is
⇡

† and whose length and norm are at most those of ⇤, and let
C = Cycles�2||⇤||2N (⇤†

,⇡

†).

(i) If either (t � t

0)2 > 6(K + 1)(M + 1)||⇤||4 or h0, 1i is in
the cone of C, then there exists � 2 {1, . . . , 2||⇤||2} such that,
for all n 2 {1, . . . , N}, ⇡ has a shortening by h0, n�i which is
admissible from s.

(ii) Otherwise, there exists v 2 C \ (Z<0 ⇥ Z>0) such that

v · hs1,�t2i < 7(K + 2)(M + 1)||⇤||5.

Proof. If (t� t

0)2 > 6(K + 1)(M + 1)||⇤||4, let ⇡00 be the rest
of ⇡ after ⇡0, i.e., the segment of ⇡ that starts at t0 and ends at t.
Then partition ⇡

00 into segments that visit only points in N<M ⇥ N
and segments for which all intermediate points are outside that set.
Call these segments y-axis-close and y-axis-far, respectively. In
the following we argue that either Theorem 7 applies to one of the
former segments, or Theorem 8 applies to one of the latter segments.

Let ` be the total number of segments and, for i 2 [1, `� 1], let
a

(i) be the endpoint of the i-th segment and the start point of the
(i+ 1)-th segment. Note that a path from an SLPS with at most K
cycles will be split into at most 2(K + 1) segments and therefore
`  2(K + 1). For convenience, define a

(0) to be t

0 and a

(`) to
be t.

Each segment corresponds to a SLPS that is a fragment of the
original SLPS. Let the SLPS fragment of the i-th segment contain
Ki cycles. Note that each of the cycles in the original SLPS can
only be part of two different segments. Therefore,

P
Ki  2K.

Since
X̀

i=1

(a(i) � a

(i�1))2 = (t� t

0)2

> 6(K + 1)(M + 1)||⇤||4

> 2KM ||⇤||+ 2(K + 1)(M + 1)||⇤||+ 4(K + 1)||⇤||4,

there must be a segment i, going from a

(i�1) to a

(i), for which

(a(i) � a

(i�1))2 > (KiM +M + 1)||⇤||+ 2||⇤||4.

If this segment i is y-axis-close, we observe that (a(i)�a

(i�1))2 >

(KiM + 1)||⇤|| and therefore Theorem 7 applies to it.
If this segment i is y-axis-far then

(a(i) � a

(i�1))2 > (Ki6N ||⇤||3 +M + 1)||⇤||+ 2||⇤||4

> (Ki4N + 2)||⇤||4 + 2||⇤||+M ||⇤||,

since M � 6||⇤||3N .
Now consider the point a(i�1)0 visited right after a(i�1) and

the point a

(i)0 visited right before a

(i) and consider the path
between a

(i�1) and a

(i) without the first and last vector. Note that
a

(i�1)0

1 ,a

(i)0

1 2 [M,M + ||⇤||) and hence |(a(i)0 � a

(i�1)0)1| 
||⇤|| < M . Therefore, we have h�, 1i · (a(i)0 � a

(i�1)0) >

(Ki4N + 2)||⇤||4 for all � 2 [�||⇤||, ||⇤||] and hence Theorem 8
applies to this subpath, going from a

(i�1)0 to a

(i)0 .
Note that the section of ⇡ going from s to a

(i�1) (or a(i�1)0 ,
respectively) is still admissible after the shortening carried out
through Theorem 7 or Theorem 8. The shortened segment i is also
admissible due to these theorems. The section of ⇡ that started at a(i)

prior to the shortening is also admissible since the first coordinate of
the corresponding points is not changed and the second coordinate
is decreased by at most N2k⇤k2 < M . Moreover, the second
coordinate of all the points prior to the shortening was at least M .

In the remainder of the proof, assume

(t� t

0)2  6(K + 1)(M + 1)||⇤||4

and consequently

t

0
2 � 6(K + 1)(M + 1)||⇤||4,

since t2 � 12(K + 1)(M + 1)||⇤||4.
Then |⇡0| � 2, so ⇡

†, ⇤† and C are well defined. Let s† be the
first point visited by ⇡

0 after s, and let t† be the target point of ⇡†

from s

†. Observe, that s†1 � 0, s†2 < M+||⇤||, t†1 < M+||⇤||,
and t

†
2 � 6(K + 1)(M + 1)||⇤||4 � ||⇤||.

If h0, 1i is in the cone of C, we are done by Lemma 6 applied to
⇡

† from s

†, which visits only points in (N�M )2. Note that all points
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of ⇡ after s have a second coordinate of at least M . Therefore, the
shortening due to Lemma 6 can also be applied to ⇡ and result in an
admissible path from s.

If h0, 1i is not in the cone of C \ {0} then Lemma 4 provides a
vector v 2 Z2 such that ||v||  ||⇤||, v · h0, 1i < 0, v · a � 0
for all a 2 C, and such that v2 > 0 implies v 2 C. Hence, v1 < 0
and Lemma 5 (ii) gives us

v · (t† � s

†) � �(2KN ||⇤||2 + 1)(2||⇤||2)
� �2K(2N + 1)||⇤||4.

(3)

But then v2 > 0, since the contrary would contradict Equation 3:

v · (t† � s

†) < �v2(M + ||⇤||)
+ v1(6(K + 1)(M + 1)||⇤||4 �M � 2||⇤||)

 ||⇤||(M + ||⇤||)
� (6(K + 1)(M + 1)||⇤||4 �M � 2||⇤||)

 (�6K(M + 1)� 6(M + 1) + 3 + 2M)||⇤||4

 �6K(M + 1)||⇤||4

 �2K(2N + 1)||⇤||4,

where the last step follows since M � 6||⇤||3N . Hence v 2 C.
Recalling (t† � s

†)1 � �s

†
1 � �s1 � ||⇤|| and

(t† � s

†)2 � (t0 � s)2 � 2||⇤||
� t2 � (t� t

0)2 �M � 2||⇤||
� t2 � 6(K + 1)(M + 1)||⇤||4 �M � 2||⇤||
� t2 � 6(K + 2)(M + 1)||⇤||4,

we then conclude that

v · hs1,�t2i
 h�v2,v1i · (s† � t

† � h||⇤||, 6(K + 2)(M + 1)||⇤||4i)
< 2K(2N + 1)||⇤||4 + v2||⇤||� v16(K + 2)(M + 1)||⇤||4

 7(K + 2)(M + 1)||⇤||5.

Roughly speaking, our final case deals with a scenario in which
the path consists of two parts. The first part goes from close to
the y-axis to close to the x-axis without being close to the x-axis
anywhere in between. In the second part it goes back, from close to
the x-axis to close to the y-axis without being close to the y-axis
anywhere in between. See Figure 3 on the right.

Theorem 10. Suppose N 2 N, M � 8k⇤k4N , and a 2-SLPS ⇤
with K > 0 cycles has a path ⇢⇡ consisting of one segment ⇢ from
r to s and a second segment ⇡ from s to t such that

•
r1 < M , r2 � 0,

•
s1 � 0, s2 < M ,

•
t1 < M , t2 � 19(K + 2)(M + 1)||⇤||6, t2 � r2,

• all points visited by ⇢ after r are in N�M ⇥ N and
• all points visited by ⇡ after s are in N⇥ N�M .

There exists � 2 {0, . . . , 2||⇤||3} such that, for all n 2 {1, . . . , N},
⇢⇡ has a shortening by h0, n�i which is admissible from r.

Proof. If case (i) of Theorem 9 applies to ⇡ from s then we are done
immediately, so assume case (ii) applies to it.

Hence, for some cycle v 2 Z<0 ⇥ Z>0 which occurs in ⇡ at
least 2||⇤||2N times, we have

v · hs1,�t2i < 7(K + 2)(M + 1)||⇤||5.

This also implies s1 � 12(K + 1)(M + 1)||⇤||4, since otherwise

v · hs1,�t2i > �v212(K + 1)(M + 1)||⇤||4 � v1t2

� �12(K + 1)(M + 1)||⇤||5 + t2

� 7(K + 2)(M + 1)||⇤||5.
Consequently, Theorem 9 with Nk⇤k for N and with the axes
swapped applies to ⇢ from r.

Suppose that case (ii) of Theorem 9 holds. That is, for some
cycle w 2 Z>0 ⇥ Z<0 which occurs in ⇢ at least 2||⇤||3N times,
we have

h�w1,w2i · hr2,�s1i < 7(K + 2)(M + 1)||⇤||5.
We will reduce the occurrence of cycle w in ⇢ by �v1 · n resulting
in a shortening by �v1 · n ·w.

If case (i) of Theorem 9 with N ||⇤|| for N and with the axes
swapped applies to ⇢ from r, there is a value �

0 2 {1, . . . , 2||⇤||2}
such that we can shorten ⇢ by �v1 · n · h�0

, 0i. For convenience,
we define w

def
= h�0

, 0i in this case.
Either way, the resulting shortened version of ⇢ is admissible

from r. In both cases, the second coordinate of points cannot
decrease due to the shortening (note that w2  0). The first
coordinate may decrease but by at most ||⇤|| · N ||⇤|| · 2||⇤||2 =
2N ||⇤||4 < M . Therefore, the shortened version of ⇢ is still
admissible since, prior to the shortening, all points visited by ⇢

after r have a first coordinate of at least M .
Note that, while ⇢ is still admissible after the shortening, ⇢⇡ may

not be admissible anymore. Therefore, we also need to shorten ⇡

appropriately to counter the effect that the shortening of ⇢ may have
had on the first coordinate. We shorten ⇡ by reducing the number
of occurrences of cycle v by w1 · n. We now argue that such a
shortened version of ⇡ is admissible from s+ v1 · n ·w.

Following Theorem 9, ⇡ consists of two parts: a prefix of ⇡, ⇡0

for which all intermediate points lie in (N�M )2, and the remaining
path after ⇡0. Note that the cycle v is part of the path ⇡

0. Therefore
the target point of ⇡0 as well as all points on the second part of ⇡
experience an increase of their first coordinate by �v1 · n · w1.
Hence, after the shortening, all points on ⇡ starting at s have a
first coordinate of at least min{M,�v1 · n ·w1} = �v1 · n ·w1.
Reducing the repetitions of the cycle v by w1 · n can decrease
the second coordinates of points on the path by no more than
w1 · n · v2  2||⇤||4N < M but all points visited by ⇡ prior
to the shortening lie in N⇥ N�M . Altogether we conclude that the
shortening of ⇡ is not only admissible from s, but even admissible
from s+ v1 · n ·w.

Overall, we have a shortened version of ⇢ going from r to
s + v1 · n ·w that is admissible. This is followed by a shortened
version of ⇡ going from s+v1 ·n ·w to t+v1 ·n ·w�w1 ·n ·v =
t� n · h0,w1v2 �w2v1i and which is admissible as well.

Since we successfully shortened ⇢⇡ by n · h0,w1v2 �w2v1i
it only remains to show that w1v2 � w2v1 2 {0, . . . , 2||⇤||3}.
Clearly, w1v2 �w2v1 < w1v2  2||⇤||3. On the other hand, it
cannot be that v1w2 > v2w1, because it implies

t2  hv2w1,v1w2i · h�r2, t2i
= �r2v2w1 + t2v1w2

= v2 · h�w1,w2i · hr2,�s1i �w2 · h�v2,v1i · hs1,�t2i
< (v2 �w2) · 7(K + 2)(M + 1)||⇤||5

 14(K + 2)(M + 1)||⇤||6.

Our penultimate theorem states that it is not possible for a
shortest reachability witness to visit a point f whose norm is much
larger than the norms of the last point close to the axes before
visiting f and the first point close to the axes after visiting f .
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Theorem 11. Suppose a 2-SLPS ⇤ with K cycles and with ||⇤|| >
0 has a path ⇡ from point s to point t such that

• all points visited by ⇡ from s are in (N� 6||⇤||3)
2 and

• some point f visited by ⇡ from s satisfies

kfk > 3k⇤k2 · k{s, t}k + 7.5k⇤k5K.

There is a shortening of ⇡ by 0 that is admissible from s.

Proof. We have that

|⇡| � 2(kfk � k{s, t}k)/k⇤k
> 4k⇤k · k{s, t}k + 15k⇤k4K
� 4k⇤k kt� sk + (K2k⇤k2 + 1)(4k⇤k2 + 1).

In particular, C = Cycles�2k⇤k2(⇤,⇡) cannot be empty. Suppose
the cone of C does not contain 0. Then Lemma 3 provides a vector
p with kpk  2k⇤k and p · c > 0 for all c 2 C. By Lemma 5 (i)
we then get

4k⇤kkt� sk � p · (t� s)

� |⇡|� (K2k⇤k2 + 1)(4k⇤k2 + 1),

which contradicts the inequation above. So the cone of C contains
0 and we finish by Lemma 6 with N = 1 and c = 0.

We are now equipped to establish that 2-dimensional simple
linear path schemes have pseudo-polynomially bounded reachability
witnesses:

Theorem 12. Suppose ⇤ is a 2-SLPS with K cycles. For any
shortest admissible path from 0 to 0, the norms of all points visited
are at most 2914.5Kk⇤k15.

Proof. We can assume K, k⇤k > 0. Consider any shortest admissi-
ble ⇡ 2 ⇤ from 0 to 0, and let M def

= 16k⇤k7.
First, we show that at all points visited by ⇡ where one coordinate

is less than M , the other coordinate must be less than

M

0 def
= 969Kk⇤k13 = 19(3K)(17k⇤k7)k⇤k6

� 19(K + 2)(M + 1)k⇤k6.

To see this, assume the contrary and let t 2 N2 be a point visited
by ⇡ from 0 such that, w.l.o.g., t1 < M and t2 � M

0. Further
assume that t is a point with maximum t2 among all points with this
property. Then we can extract a subpath ⇢ by following ⇡ backwards,
starting in t until for the first time a point s is visited that satisfies
s2 < M and then further, until for the first time a point r is visited
with r1 < M . (Here it may be the case that s and r are the same
point, i.e. the latter path segment is empty.) On this path Theorem 10
is applicable with N = 2k⇤k3. So there exist � 2 {0, . . . 2k⇤k3}
and shortenings by h0, n�i for all n 2 {1, . . . N}, admissible from
the point r. If � = 0 then this directly contradicts the minimality of
⇡. Otherwise we can, analogously, extract a subpath ⇢

0 by following
⇡ forwards from t to some r0 and then reversing, so that Theorem 10
provides �

0 2 {0, . . . 2k⇤k3} and shortenings by h0, n�0i for all
n 2 {1, . . . N}, admissible backwards from r

0. See Figure 4 for an
illustration. Together, this means there is a shortening of ⇡ by 0; a
contradiction with the minimality assumption.

To show the claim of the theorem, assume that ⇡ visits some point
f whose norm exceeds 2914.5Kk⇤k15 � 3k⇤k2M 0+7.5k⇤k5K.
Then we can partition 0

⇡�! 0 as 0 ⇢�! s

��! f

�0
�! t

⌧�! 0 where
ksk, ktk < M

0 and all other points visited by ��

0 from s are in
(N�M )2. But then Theorem 11 provides a shortening of ��0 that is
admissible from s, and thus a shortening of ⇡ admissible from 0,
again contradicting the minimality assumption.

r

s

t

s0r0M

M

t

M

M

Figure 4. In Theorem 12, we identify two path segments, the red
one from r to t via s and the blue one from t to r

0 via s0 pictured on
the left. Both can be shortened via Theorem 10 (where the theorem
is applied to the revers of the blue path). Both shortenings combined
result in a new, shorter path from 0 to 0. In the new path, the point
corresponding to t has moved down. This is pictured on the right.

5. Finish: 2-VASS
Blondin et al. [1, Thm. 1] showed that 2-VASS can be flattened,
i.e., their reachability relation can be expressed by a finite set of
polynomially bounded linear path schemes:

Theorem 13. For every 2-VASS V with n states over an alphabet
A ✓ Z2, there exist finitely many LPSs ⇤1,⇤2, . . . ,⇤k ✓ V such
that V�! =

Sk
i=1

⇤i�! and |⇤i|  (kAk+n)O(1) for all 1  i  k.

Small witness theorems for 2-dimensional LPSs therefore carry
over to 2-VASS. To apply our small witness theorem for simple
LPSs a further reduction (Theorem 15 below) is necessary. We will
use the following fact.

Lemma 14. Suppose A ✓fin Zd, ⇡ 2 A

⇤, m 2 N and s 2
Nd. Then ⇡

m+2 is admissible from s if and only if ⇡(⌃⇡)m⇡ is
admissible from s.

Proof. The ‘only if’ direction is immediate; for the other direction
observe that if ⇡(⌃⇡)m⇡ is admissible from s, then there is t 2 N2

such that s
⇡(⌃⇡)m�����! t and ⇡ is admissible both from s and t. Let

g 2 Nd be minimal such that ⇡ is admissible from it. We show that
⇡ is admissible from all points s+ ⌃⇡ · i for 0  i  m. Suppose
this fails for some i and v

def
= (s + ⌃⇡ · i) 6� g. Then vj < gj

for some dimension 1  j  d. Since s � g, it must hold that
(⌃⇡)j < 0 and because t = s+ ⌃⇡ · (m+ 1), also tj < gj and
consequently, t 6� g. Contradiction.

Theorem 15. For every LPS L there are finitely many SLPSs
⇤1,⇤2, . . . ,⇤k such that L�! =

Sk
i=1

⇤i�! and

1. For all i  k, |⇤i|  4|L| and k⇤ik  2kLk · |L|.
2. For every path ⇡ 2 ⇤i there exists ⇡0 2 L with |⇡0|  |⇡| · |L|

and ⇡�! ✓ ⇡0
�!.

Proof. The idea is first to split L into a finite set S of LPS such that
each of them predetermines, for each cycle, if it can be used zero,
one or more than one times. Clearly,

S
S = L and the maximum

length of any resulting LPS is 3|L|. In each such LPS ⇤ we then
replace occurrences of subexpressions �i�

⇤
i �i by subexpressions

�i(⌃�i)
⇤
�i, which does not increase the length and can only

increase the norm to k⇤k  kLk · |L|. By Lemma 14 this moreover
does not change the relation ⇤�! and guarantees the second claimed
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property. It remains to introduce a total of at most |L| many cycles
0

⇤ into the unstarred segments to make the LPS simple.

Theorem 16. 2-VASS have pseudo-polynomially long reachability
witnesses.

Proof. Suppose V is a 2-VASS with n states over an alphabet
A ✓ Z2 and s, t 2 N2 are such that s ⇡�! t for some path ⇡ 2 V .

First note that a 2-VASS V

0 def
= (s)V (�t), obtained from V

by adding two states, has an admissible path ⇡

0 = (s)⇡(�t) from
0 to 0. By Theorems 13 and 15 there is an 2-SLPS ⇤ such that:

• |⇤| and k⇤k are polynomial in n and kA [ {s, t}k;
• ⇤ has an admissible path from 0 to 0;

• for every path ⇢ 2 ⇤, there exists ⇢0 2 V

0 with ⇢�! ✓ ⇢0�! and
with |⇢0| polynomial in |⇢|, n and kA [ {s, t}k.

Now, by Theorem 12, we have 0

⇢�! 0 for some path ⇢ 2 ⇤
with |⇢| polynomial in |⇤| and k⇤k, and thus polynomial in n and

kA [ {s, t}k. Hence there exists ⇢0 2 V

0 such that 0 ⇢0�! 0 and
|⇢0| is polynomial in n and kA [ {s, t}k, as required.

A direct consequence is that a nondeterministic algorithm that
guesses a bounded witness on the fly requires space logarithmic
in the number of states and the infinity norms of action, source
and target vectors. Recall also that already 0-VASS are essentially
directed graphs.

Corollary 17. The reachability problem for 2-VASS with integers
given in unary is NL-complete.

6. Conclusion
That the covering and boundedness problems for VASS given in
unary are NL-complete for any fixed dimension has been known for
thirty years [7]. This contribution suggests that, possibly, the same
is true for the reachability problem.

If that is too challenging, how about restricting to flat VASS,
i.e. linear path schemes, and attempting to extend the machinery
developed here to dimension 3 in order to close the gap between NL
hardness and NP membership [1] in that case?
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Abstract

We study chemical reaction networks (CRNs) as a kernel language
for concurrency models with semantics based on ordinary differen-
tial equations. We investigate the problem of comparing two CRNs,
i.e., to decide whether the trajectories of a source CRN can be
matched by a target CRN under an appropriate choice of initial
conditions. Using a categorical framework, we extend and relate
model-comparison approaches based on structural (syntactic) and
on dynamical (semantic) properties of a CRN, proving their equiv-
alence. Then, we provide an algorithm to compare CRNs, running
linearly in time with respect to the cardinality of all possible com-
parisons. Finally, we apply our results to biological models from
the literature.

Categories and Subject Descriptors F.1.1 [Models of Computa-
tion]: Relations between models

Keywords chemical reaction networks, bisimulation, model com-
parison, ordinary differential equations

1. Introduction

Chemical reaction networks (CRNs) are an established model of
interaction in many natural sciences such as organic and inorganic
chemistry, ecology, epidemiology, and systems biology. In infor-
matics, they have been receiving increasing attention due to the
powerful analogy between computational processes and molecu-
lar systems [22], leading to a wealth of cross-fertilization that has
produced, to cite a few, foundational results on the computational
power of CRNs (e.g., [15, 28]), languages for the specification
of complex biomolecular systems [10], and model-reduction tech-
niques based on traditional approaches within theoretical computer
science such as abstract interpretation [11] and bisimulation [4, 16].

In this paper we study the problem of comparing CRNs with
respect to their deterministic trajectories generated by the well-
known quantitative semantics based on ordinary differential equa-
tions (ODEs). This associates each species of the CRN with an
ODE that provides the net change of its concentration as a function
of time. We are mainly motivated by applications where the hitherto
unavailable possibility of formally (and automatically) comparing
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provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and
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CRNs may provide answers of biological relevance. For instance,
a subject of investigation in evolutionary biology is to understand
whether a system can be postulated to have evolved into another
one that still retains some of the original behavior [3, 5]. In DNA
computing, one would like to compare a specification CRN, which
just represents the actual dynamics of interest, with respect to an
implementation CRN, where the interactions reflect certain physi-
cal and technological constraints imposed by the materials and pro-
tocols employed [24].

We formulate the comparison problem as the question of de-
ciding whether the ODE solution of a given source CRN can be
matched by a target CRN under an appropriate choice of initial
conditions. More precisely, we ask for a mapping between the
ODEs of the two CRNs such that the solutions coincide at all time
points. This notion, called emulation, has been recently introduced
in [3], but no procedure to compute it was provided. Later, emula-
tion has been related in [6] to a backward differential equivalence
(BDE). This is an equivalence relation over the variables of an ODE
system such that equivalent variables have the same ODE solutions
whenever initialized equally. Thus, emulation can be seen as a par-
ticular BDE over the ODE of the “union CRN” containing both
the source and target networks; this is somewhat reminiscent of the
typical approach for relating two process models by means of some
behavioral equivalence over their disjoint union (e.g. [13]).

A partition-refinement algorithm to compute the largest BDE
(i.e., the unique BDE relation that contains any other BDE rela-
tion) has been provided in [6]. It cannot be used, however, to find
emulations. This is because a BDE may not represent a mapping
from source species into target species. For instance, an equiva-
lence class may not contain any species of the target CRN; or it may
contain more than one (which would also impose the constraint that
equivalent target species have the same initial conditions). In fact,
finding an emulation means nothing else than finding a BDE where
each equivalence class contains exactly one species of the target
CRN and at least one species of the source CRN.

Our main goal is to develop a framework for CRN comparison
together with an algorithm to compute all possible emulations
between networks. Not only do we consider comparisons at the
dynamical/semantic level through emulation, but we also study
comparisons at the structural/syntactic level. In particular, we are
concerned with establishing mappings of species and reactions
from the source CRN to the target CRN. Practically, this is useful
in applications because it allows one to understand, for instance,
how a certain functionality, i.e., a reaction, can be found across
two networks. This is relevant in the aforementioned evolutionary
studies [3, 5]. From a theoretical viewpoint, structural relations
are interesting because they provide a finitary, discrete view for a
behavior evolving over continuous time and state space.
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Structure and dynamics have been only partially related in [3].
The notions of stoichiomorphism and reactant morphism provide
syntactic conditions that are sufficient to obtain an emulation at
the ODE level; however, the converse does not hold. The first
contribution of our paper is to fully reconcile these two levels. In
the same spirit of [3], we develop a new structural notion, called
flux morphism, that characterizes emulation between CRNs. We
show this in a categorial setting where we prove that the category of
CRNs with flux morphisms as arrows is equivalent to the category
of CRNs where arrows are emulations.

A naive algorithm for finding all emulations between two CRNs
would employ the brute-force approach of trying out all possible
partitions that are refinements of the largest BDE for the ODE sys-
tem of the union CRN. Obviously, however, this is an intractable
task if not for trivial models. We avoid this naive exploration by
exploiting a novel geometric interpretation of BDE and, interest-
ingly, using the coarsest BDE refinement algorithm [4, 6, 7] as an
inner step. Our key insight is that a BDE induces a linear space that
can be spanned by an appropriate subset of the generalized eigen-
vectors for the Jacobian matrix. Based on this fact, the algorithm
starts by building an initial set of so-called guiding partitions from
these generalized eigenvectors. (Each such generalized eigenvector
induces the finest partition of the species such that two species are
in the same block iff the corresponding coordinates of the general-
ized eigenvector are equivalent.)

The main step is to observe that given a BDE, a refinement can
be obtained by computing the coarsest BDE of that partition subject
to the condition that it is also a refinement of a guiding partition.
The algorithm collects these refinements by recursively visiting the
BDE partition obtained by refining the current one with each and
every guiding partition, starting from the largest BDE of the origi-
nal ODE system. The properties of the guiding partitions guarantee
that the algorithm returns all BDE partitions. The algorithm takes
as input an ODE system with a totally differentiable drift; hence, a
fortiori it provides all possible emulations between two CRNs. In
addition, by our categorical characterization result, any emulation
that the algorithm finds can be always related to structural relations
between the two CRNs under consideration.

We show the usefulness of our results by studying CRN compar-
isons of models of biological systems examined in [3]. With a pro-
totype implementation of the algorithm, we were able to confirm all
the emulations manually derived in [3], and to establish new emu-
lations for further models that were previously not considered. Ad-
ditionally, we were able to show that certain models studied in [3]
cannot be related by means of an emulation. In this context, we
make also a contribution of theoretical nature. The conditions for
emulation/BDE typically depend on a given choice of the rate pa-
rameters. We introduce a class of CRNs, so-called unimodal influ-
ence networks (which include all models of [3] and many others
in the literature, e.g. [25]), for which the absence of an emulation
for any choice of rates is implied by the absence of emulation for a
specific choice of rates (i.e., when they are all set to one).

Further related work. CRN comparisons have been recently pro-
posed in several works [17–19, 23], but none of them takes reaction
rates into account. A notion of CRN comparison that considers ki-
netics is presented in [24], but this is specialized for a specific im-
plementation of a CRN using DNA; furthermore, technically the
result of correspondence therein established is based on an asymp-
totic fast-slow decomposition of the dynamics whereby fast species
are assumed to be found in the stationary regime, while emulation
requires equivalent traces at all time points.

BDE generalizes backward bisimulation developed in [4],
which applies only to elementary CRNs (i.e., networks with re-
actions having at most two reagent species). In addition, we use
BDE in this paper because the algorithm for computing all BDE

partitions, as discussed, works for more general ODEs for which
the coarsest-refinement algorithm of [6] can be used.

Boreale relates bisimulation to linear invariant subspaces for
weighted automata [1]. Instead, the idea of exploiting geometrical
properties of the ODE system can be traced back to a seminal work
by Li and Rabitz. In [21] they show that aggregations via a linear
transformation of the state space can be related to the Jacobian
matrix of the ODE system. There are two crucial differences with
respect to our contribution.

i) The aggregations examined in [21] concern the possibility of
deriving a new ODE system where each variable represents
a linear combination of the original variables. Unlike many
model-reduction approaches for CRNs (e.g., [2, 8, 9, 11]) or
control systems (see [27] and references therein) BDE cannot
be seen as an instance of that framework. Hence, its geometric
interpretation is a new result in its own right.

ii) The results of [21] are specific to mass-action ODE systems
for elementary CRNs, while our algorithm works for totally
differentiable drifts. In addition, a possible implementation
of [21] would require symbolic reasoning over infinite sets,
which our algorithm can avoid by using the syntax-driven
partition-refinement approach of [4].

Structure of the paper. Section 2 sets the scene by providing
the previously established notions of morphism, emulation and
BDE [3, 6]. Section 3 first introduces the notion of flux morphism
and then generalizes all major results of [3, 6]. Using those novel
results, we then prove that the category of CRNs with flux mor-
phisms as arrows is equivalent to the category of CRNs where ar-
rows are emulations. We continue in Section 4 by providing an al-
gorithm that computes all BDE partitions of an ODE system un-
derlying a totally differentiable drift. This algorithm is then used in
Section 5 to decide whether certain CRNs from evolutionary biol-
ogy are related by means of emulation.

2. Preliminaries

Notation. Throughout the paper, S is a set of indices. We write
A ! B and BA for the functions from A to B. Moreover, we set
dom(f) = {a | 9b((a, b) 2 f)}, f(X) = {f(a) | a 2 X} and
f�1

(Y ) = {a 2 dom(f) | f(a) 2 Y } for all X ✓ dom(f)
and Y ✓ f(dom(f)). A set X ✓ dom(f) is called invariant with
respect to a function f if f(X) ✓ X .

Comparison of ODE systems. Let the drift f : RS ! RS

be totally differentiable. Adopting Newton’s notation, v̇ = f(v)
denotes the ODE system given, in components, by v̇

x

= f
x

(v),
where x 2 S. Given an initial condition v(0) 2 RS , Picard-
Lindelöf’s theorem ensures that v̇ = f(v) has a unique solution
v : dom(v) ! RS , t 7! v(t). The assumption dom(f) = RS is
made to simplify presentation and can be easily removed.

Definition 1 (Backward differential equivalence). Fix a drift f :

RS ! RS and a partition H of S. A vector v 2 RS is constant on
H if for all x, y 2 H and H 2 H it holds that v

x

= v
y

. We call H
backward differential equivalent (BDE) if, for any v 2 RS that is
constant on H, also f(v) is constant on H.

In BDE, the trajectories of equivalent variables are identical if
initialized with the same values.

Theorem 1. A partition H is BDE if and only if, for any v(0) 2 RS

that is constant on H, the solution of v̇ = f(v) with initial
condition v(0), v(t), is constant on H for all t 2 dom(v).

Example 1. Let S = {x, y} and consider the drift

f
x

(v) = �2 · v2
x

+ v2
y

f
y

(v) = �2 · v2
y

+ v2
x
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Then, the partition {{x, y}} of S is BDE and v
x

(t) = v
y

(t) for all
t � 0 whenever v

x

(0) = v
y

(0).

We take the notion of emulation from [3].

Definition 2 (Emulation). Fix a source drift f : RS ! RS and
target drift ˆf : RŜ ! RŜ . The surjective function µ : S ! ˆS is an
emulation if f

x

(v̂ � µ) = ˆf
µ(x)(v̂) for all v̂ 2 RŜ and x̂ 2 ˆS.

Note that v̂ � µ 2 RS and (v̂ � µ)
x

= v̂
µ(x) for all x 2 S.

Two ODE systems are related by means of an emulation if the
trajectories of the source ODE system coincide with those of the
target ODE system whenever the initial conditions of both systems
are equal with respect to µ, as stated next.

Theorem 2. Let µ : S ! ˆS be an emulation between the
source ODE system f : RS ! RS and the target ODE system
ˆf : RŜ ! RŜ . Then, v(t) = v̂(t) � µ for all t � 0 whenever
v(0) = v̂(0) � µ.

Example 2. Consider ˆS = {x̂} and ˆf
x̂

(v̂) = �v̂
x̂

. Then the
function µ(x) = µ(y) = x̂ is an emulation between f : R{x,y} !
R{x,y} and ˆf : R{x̂} ! R{x̂}, where f is as in Example 1. In
particular, it holds that v̂

x̂

(t) = v
x

(t) = v
y

(t) for all t � 0

whenever v̂
x̂

(0) = v
x

(0) = v
y

(0).

The example above indicates that there is a close relation be-
tween emulation and BDE, as observed in [4].

Proposition 1. Fix a source drift f : RS ! RS , a target drift
ˆf : RŜ ! RŜ with S\ ˆS = ; and a surjective function µ : S ! ˆS.
The partition {µ�1

(x̂) [ {x̂} | x̂ 2 ˆS} is a BDE if and only if µ is
an emulation.

Chemical Reaction Networks. Formally, a CRN (S,R) is a pair
consisting of a finite set of species S and a finite set of chemical
reactions R. A reaction is a triple written in the form ⇢ !↵ ⇡,
where ⇢ and ⇡ are the multisets of species reactants and products,
respectively, and ↵ > 0 is the reaction rate parameter. We denote
by ⇢(x) the multiplicity of species x in the multiset ⇢. The flux
stoichiometry �(x, r) of a species x in a reaction r = ⇢ !↵ ⇡ is
the difference between product and reactant multiplicity, times the
rate coefficient ↵, i.e. �(x, r) = �(x, ⇢ !↵ ⇡) = ↵ · (⇡(x) �
⇢(x)). It describes the amount of substance x transformed through
reaction r in a time unit. A given µ : S ! ˆS can be trivially lifted
to multisets over S, e.g., µ(x+ y) = µ(x) + µ(y).

The ODE system v̇ = f(v) underlying a CRN (S,R) is f :

RS ! RS , where each component f
x

, with x 2 S, is defined as

f
x

(v) :=
X

⇢!↵
⇡2R

�(x, ⇢!↵ ⇡) · J⇢!↵ ⇡K
v

:=

X

⇢!↵
⇡2R

(⇡(x)� ⇢(x)) · ↵ ·
Y

y2S

v⇢(y)
y

Example 3. The network ({x, y}, {x + x !1 y, y + y !1 x})
induces the drift of Example 1.

This represents the well-known mass-action kinetics, where the
reaction rate is proportional to the concentrations of the reactants
involved. Since the ODE system of a CRN is given by polynomials,
the drift f is totally differentiable, meaning that there exists a
unique solution of v̇ = f(v) for any initial condition v(0).

Theorem 3 (see [4, 6]). For any partition G of S, the coarsest
BDE partition H that refines G exists and can be calculated using
a partition refinement algorithm.

Structural properties of CRNs. Emulation is a dynamical prop-
erty of an ODE system that is implied by the syntactical properties
of CRNs reactant morphism and the stoichiomorphism from [3].

Definition 3. Let (S,R) and (

ˆS, ˆR) denote the source and the
target CRNs, respectively. A pair of functions (µ,�) 2 (S !
ˆS)⇥ (R ! ˆR) is

• a reactant morphism if, for all ⇢ !↵ ⇡ 2 R there exist ↵̂ and
⇡̂ with �(⇢!↵ ⇡) = µ(⇢) !↵̂ ⇡̂ 2 ˆR.

• a stoichiomorphism whenever
P

r2�

�1(r̂) �(x, r) = �(µ(x), r̂)

for all x 2 S and r̂ 2 ˆR.

Theorem 4 (see [3]). Fix a source network (S,R), a target net-
work (

ˆS, ˆR) and let (µ,�) 2 (S ! ˆS)⇥ (R ! ˆR) be a reactant
morphism and stoichiomorphism. Then, µ : S ! ˆS is an emulation
between the source drift f and the target drift ˆf .

Category theory. Following the usual notation, we denote by |C|
the objects of a given category C, while HomC(a, b) refers to the set
of arrows from object a to object b, where a, b 2 |C|. A function
between categories  : C ! D is called a functor if  (a) 2 |D|
for all a 2 |C| and  ( ) :  (a) !  (b) 2 HomD( (a), (b))
for all  : a ! b 2 HomC(a, b). Additionally,  has to preserve
identities and compositions.

Definition 4. A functor establishes the equivalence of categories
C and D if for any a, b 2 |C| it holds that

• the function  : HomC(a, b) ! HomD( (a), (b)) is bijec-
tive;

• and for each d 2 |D| there exists some c 2 |C| such that d is
isomorphic to  (c).

3. Equivalence of Structure and Dynamics

Flux morphisms. Ordinary morphisms from [3] are only suffi-
cient conditions for emulation in general.

Example 4. Consider the source network

x+ y !1 x x+ z !1 x

y + z !1 y y + z !1
2z + y

and the target network x̂ + ŷ !1 x̂. Then, µ(x) := x̂ and
µ(y) := µ(z) := ŷ defines an emulation µ : S ! ˆS. However,
there exists no � : R ! ˆR such that (µ,�) is a reactant morphism.
This is because the reactions y + z !1 y and y + z !1

2z + y
are “redundant”, i.e., they can be dropped without affecting the
underlying drift. At the same time, they introduce the reactant y+z
that yields 2ŷ = µ(y + z) 6= x̂+ ŷ.

We tackle this problem by introducing the notion of quotient
reactant morphism.

Definition 5. Two reactions r1 = ⇢1 !↵1 ⇡1, r2 = ⇢2 !↵2

⇡2 2 R of a CRN (S,R) are reactant equivalent, written r1 ⇠ r2, if
and only if ⇢1 = ⇢2. In the following, let [r] denote the equivalence
class of r with respect to ⇠. Moreover, for any given multiset ⇢0,
define R|⇢0 = {⇢!↵ ⇡ 2 R | ⇢ = ⇢0}.

Note that [⇢!↵ ⇡] = R|⇢ for any ⇢!↵ ⇡ 2 R.

Definition 6. Fix a source CRN (S,R) and a target CRN (

ˆS, ˆR).
A total surjective function µ : S ! ˆS and a partial function
� : R/⇠ ,! ˆR/⇠ form a quotient reactant morphism if

i) for any [⇢!↵ ⇡] 2 R/⇠, the function � is either undefined if
ˆR|µ(⇢) = ; or it satisfies

�([⇢!↵ ⇡]) = ˆR|µ(⇢) when ˆR|µ(⇢) 6= ; (1)

ii) the union of classes for which � is not defined is redundant
with respect to µ, i.e. for all x 2 S and v̂ 2 RŜ it holds that
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0 =

P
r2R0

�(x, r) · JrK
v̂�µ, where R0 =

S
{e 2 R/⇠ | e /2

dom(�)}.

Example 5. With µ as in Example 4 and � given by

�([x+ y !1 x]) = �([x+ z !1 x]) = [x̂+ ŷ !1 x̂],

�([y + z !1 y]) = ;,
(µ,�) is a quotient reactant morphism because y + z !1 y and
y + z !1

2z + y of the source network cancel each other out.

In order to lift Theorem 4 to the new notion of quotient reactant
morphism, the notion of stoichiomorphism has to be relaxed as
well.

Definition 7. For a source CRN (S,R) and a target CRN (

ˆS, ˆR),
the total surjective function µ : S ! ˆS and the partial function
� : R/⇠ ,! ˆR/⇠ form a quotient stoichiomorphism if for all
x 2 S and ê 2 ˆR/⇠ it holds that

X

e2�

�1(ê)

X

r2e

�(x, r) =
X

r̂2ê

�(µ(x), r̂)

The quotient reactant morphism discussed in Example 5 is eas-
ily verified to be a quotient stoichiomorphism.

Definition 8. For a source CRN (S,R) and a target CRN (

ˆS, ˆR),
a mapping (µ,�) 2 (S ! ˆS) ⇥ (R/⇠ ,! ˆR/⇠) is called flux
morphism if (µ,�) is a quotient reactant morphism and a quotient
stoichiomorphism.

The following result shows that a reactant morphism and a
stoichiomorphism give rise to a flux morphism.

Theorem 5. If (µ,�) : (S,R) ! (

ˆS, ˆR) is a reactant morphism
and stoichiomorphism, then (µ,�) : (S,R/⇠) ! (

ˆS, ˆR/⇠),
where � is induced by � via �([r]) := [�(r)], is a flux morphism.1

The result below, instead, shows that Theorem 4 carries over to
flux morphisms.

Theorem 6. Fix a source CRN (S,R), a target CRN (

ˆS, ˆR) and
let (µ,�) 2 (S ! ˆS) ⇥ (R/⇠ ,! ˆR/⇠) be a flux morphism.
Then, µ is also an emulation, meaning that f(v̂ � µ) =

ˆf(v̂) � µ

for all v̂ 2 RŜ .

For instance, since (µ,�) from Example 5 defines a flux mor-
phism, µ : S ! ˆS is an emulation.

The following is a partial converse of Theorem 6: emulation and
quotient reactant morphism yield a quotient stoichiomorphism. It is
an important step towards our first main result.

Proposition 2. Fix a source CRN (S,R), a target CRN (

ˆS, ˆR) and
let (µ,�) 2 (S ! ˆS) ⇥ (R/⇠ ,! ˆR/⇠) be a quotient reactant
morphism and µ an emulation. Then, (µ,�) is also a quotient
stoichiomorphism.

We are in a position to state our first main result. It is a converse
of Theorem 6 and, as has been observed in Example 4, cannot be
stated on the domain of ordinary notions from [3].

Theorem 7. Fix a source CRN (S,R), a target CRN (

ˆS, ˆR) and
a function µ : S ! ˆS. Then, µ is an emulation if and only if
(µ,�) is a flux morphism where � is the unique partial function
� : R/⇠ ,! ˆR/⇠ that satisfies condition (1).

Proof. Since the only if direction follows from Theorem 6, let us
assume that µ : S ! ˆS is an emulation and set �([⇢ !↵ ⇡]) :=

1 Note to the reviewers. The proofs are in the appendix that will be published
in the case of acceptance.

ˆR|µ(⇢) if ˆR|µ(⇢) 6= ;. Thanks to Proposition 2, it suffices to show
that the so defined (µ,�) is a quotient reactant morphism.

Let f 0 denote the aggregated drift underlying µ that arises from
the drift f of (S,R), that is

f 0
µ(x)(v̂) =

X

⇢!↵
⇡2R

�(x, r) · Jµ(⇢)K
v̂

for all x 2 S and v̂ 2 RŜ . Note that f 0 is well-defined because
µ is an emulation, that is it holds that f 0

µ(x)(v̂) = f 0
µ(x0)(v̂) if

µ(x) = µ(x0
). Instead, let ˆf denote the drift of ( ˆS, ˆR). Since µ is

an emulation, we have
ˆf
µ(x)(v̂) = f

x

(v̂ � µ) = f 0
µ(x)(v̂)

for all x 2 S and v̂ 2 RŜ . Note that the above equalities hold for all
v̂ 2 RŜ and x 2 S. Hence, since two polynomials that coincide on
all values need to have the same monomials, we thus infer that ˆf

x̂

and f 0
x̂

have the same monomials for all x̂ 2 ˆS. By construction, the
monomials of f 0 are contained in {c ·µ(⇢) | ⇢ !↵ ⇡ 2 R, c 2 R}.
Hence, if ⇢ !↵ ⇡ 2 R and there are no ↵̂, ⇡̂ such that µ(⇢) !↵̂

⇡̂ 2 ˆR, we infer that reactions {⇢0 !↵

0
⇡0 2 R | µ(⇢0) = µ(⇢)}

are redundant for all v̂ � µ with v̂ 2 RŜ . This shows that (µ,�) is
a quotient reactant morphism.

Example 6. Let (µ,�) be as in Example 5. Then, Theorem 7
implies that µ : S ! ˆS is an emulation between the source and
the target network. Conversely, by Theorem 7, it suffices to show
that µ : S ! ˆS is an emulation to infer that the unique � that is
induced by (1) and µ is such that (µ,�) is a flux morphism.

Using Theorem 7 we next prove that flux morphism implies the
notion of BDE, and vice versa.

Theorem 8. Fix a source CRN (S,R) and a target CRN (

ˆS, ˆR)

with S \ ˆS = ;. Then, there is a flux morphism (µ,�) : (S !
ˆS)⇥ (R/⇠ ,! ˆR/⇠) if and only if there exists a BDE partition H
of S [ ˆS such that |H \ S| � 1 and |H \ ˆS| = 1 for all H 2 H.

Example 7. We have seen that (µ,�) from Example 5 is a flux
morphism and used Theorem 7 in Example 6 to conclude that
µ : S ! ˆS is an emulation. Proposition 1 ensures that

{µ�1
(x̂) [ {x̂} | x̂ 2 ˆS} = {{x, x̂}, {y, z, ŷ}}

is a BDE partition of the union CRN (S[ ˆS,R[ ˆR), thus confirming
the if direction of Theorem 8.

We end the paragraph by partially lifting the “change of rates”
theorem of [3] to flux morphisms. It states, essentially, that mor-
phisms respect, to a certain degree, a change of rate coefficients.

The following notions will be needed.

Definition 9. Fix a CRN (S,R). A bijection ◆ : R ! R0 that
satisfies ◆(⇢ !↵ ⇡) = ⇢ !↵

0
⇡ for all ⇢ !↵ ⇡ 2 R is called a

change of rates.

Definition 10. We call a set of reactions ⇠-uniform if any two
reactions ⇢1 !↵1 ⇡1, ⇢2 !↵2 ⇡2 2 R satisfy ↵1 = ↵2 if
⇢1 = ⇢2. A change of rates is called ⇠-uniform if it leads to a
⇠-uniform set of reactions.

We are in a position to state the result.

Theorem 9. Fix a source CRN (S,R), a target CRN (

ˆS, ˆR) with
a ⇠-uniform set of reactions ˆR and let (µ,�) 2 (S ! ˆS) ⇥
(R/⇠ ,! ˆR/⇠) be a flux morphism. Then, for any ⇠-uniform
change of rates ◆̂ :

ˆR ! ˆR0, there exists a change of rates
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◆ : R ! R0 such that (µ,�0
) : (S,R0

) ,! (

ˆS, ˆR0
), where �0

is induced by µ : S ! ˆS and condition (1), is a flux morphism.

In [3] no assumptions were made on the nature of rate change.
This comes, however, at the price of making the stronger assump-
tion of ordinary morphisms.

The assumption in Theorem 9 cannot be dropped. To see this,
consider the source CRN x !↵1 x, x !↵2

2x and the target CRN
x̂ !�1 ;, x̂ !�2

3x̂. If �1 = �2 = �, setting ↵1 = ↵2 = �
induces a quotient stoichiomorphism. Instead, if �1 = 10 and
�2 = 1, there is no pair ↵1,↵2 > 0 for which there exists a quotient
stoichiomorphism.

Equivalence of structure and dynamics. We now build on our
findings to establish an equivalence result between the category of
structurally related networks Cm and the category of dynamically
related networks Ce.

Definition 11. The category Cm has CRNs as objects and flux
morphisms as arrows. The identity morphism of (S,R) is the pair
of identity functions (id

S

, id
R

), while the composition of two flux
morphisms (µ,�) : (S,R) ! (

ˆS, ˆR) and (µ̂, �̂) : (

ˆS, ˆR) !
(

ˆS0, ˆR0
) is given by

�
µ̂, �̂

�
�
�
µ,�

�
(x, [⇢ !↵ ⇡]) :=

�
µ̂(µ(x)), ˆR0

|µ̂(µ(⇢))
�

The definition of Ce is straightforward and follows next.

Definition 12. The category Ce has CRNs as objects and emu-
lations as arrows. The identity emulation is given by the identity
function id

S

and the composition of emulations is defined in the
obvious way.

The next result ensures that Cm and Ce are indeed categories.

Lemma 1. Emulations and flux morphisms are closed under com-
position.

Category Cm relates CRNs that share the same structure, while
Ce relates CRNs that emulate each other. We relate now both
categories by means of a functor.

Definition 13. Set  : Cm ! Ce by  ((S,R)) = (S,R)

for all (S,R) 2 |Cm| and by  ((µ,�)) = µ for all (µ,�) 2
HomCm

((S,R), ( ˆS, ˆR)) and (S,R), ( ˆS, ˆR) 2 |Cm|.
Note that  is a well-defined functor because Theorem 6 en-

sures that µ is an emulation if (µ,�) is a flux morphism.
The next result is a consequence of Theorem 7. It states that by

studying structural properties of CRNs one does not lose symme-
tries present at the ODE level. It thus formally shows the equiva-
lence of structure and function on the level of CRNs in [3].

Theorem 10. The functor  : Cm ! Ce yields the equivalence of
Cm and Ce.

4. Algorithmic Model Comparison

In this section we present an algorithm for the calculation of all
BDE partitions underlying a totally differentiable drift f : RS !
RS . In addition to being of importance on its own in the area of
model reduction, it can be used to decide whether a source ODE
system f and a target ODE system ˆf are related by means of an
emulation. Thus, in particular, the algorithm provides a technique
to decide whether there exists an arrow between two given CRNs
in Ce (and, thanks to Theorem 10, also in Cm). In the case there are
arrows, the algorithm calculates all of them.

We reiterate that the partition refinement algorithm of Theo-
rem 3 cannot be used to tackle the problem because it calculates
the coarsest BDE partition but does not tell one whether this parti-
tion can be split further into finer BDE partitions. In particular, the

number of possible refinements of the coarsest BDE partition is still
too large to be analyzed efficiently. As discussed in Section 1, the
main idea behind our algorithm is to find a set of guiding partitions
which, if applied to the partition refinement algorithm, guarantees
to find any BDE partition. We thus perform a guided, instead of a
brute-force, search.

Calculating all BDEs. We first introduce the set of vectors UH
that is constant on a given partition H of S and observe that UH is
a linear subspace of RS .

Lemma 2. Fix a partition H of S. Then, the set UH := {v 2 RS |
v is constant on H} is a linear subspace of RS .

For convenience, we write space instead of linear space. The
first step towards our algorithm is to observe that, whenever H is
a BDE partition, UH is an invariant space of the Jacobi matrix of
f evaluated at point 1 2 RS , written J(1), where 1

x

= 1 for
all x 2 S. This observation is inspired by [21], where subspaces
underlying linear transformations of ODE state spaces are shown
to be invariant sets of the transpose of J(1).

Theorem 11. Fix a totally differentiable f : RS ! RS and
assume that H is a BDE partition of S. It holds that J(1)v 2 UH
for any v 2 UH, meaning that UH is an invariant space of the
Jacobi matrix of f evaluated at 1 2 RS .

Proof. Recall that for a given drift f : RS ! RS , v 7! f(v),
a partition H of S is BDE if and only if f(v) is constant on H
whenever v is constant on H. Fix an arbitrary v0 2 UH. Since f is
totally differentiable, there exists a continuous function r : RS !
RS , v 7! r(v) such that

f(v0 + v) = f(v0) + J(v0) · v + r(v)

for all v 2 RS , r(v0) = 0 and lim

v!v

0
r(v)

kv�v

0k = 0. (Note that
v 7! f(v0) + J(v0) · v is the linearization of f at point v0.) Fix
arbitrary x, y 2 H and H 2 H. Then, in the case v 2 UH, the
above discussion implies that

f
x

(v0 + v)� f
y

(v0 + v) = f
x

(v0)� f
y

(v0)

+ (J(v0) · v)
x

� (J(v0) · v)
y

+ r
x

(v)� r
y

(v),

thus yielding
r
y

(v)� r
x

(v)

kvk =

1
kvk

⇣
(J(v0) · v)

x

� (J(v0) · v)
y

⌘

= (J(v0) · v

kvk )x � (J(v0) · v

kvk )y

Since v 2 UH can be chosen arbitrarily small, this implies that
(J(v0) · v)

x

= (J(v0) · v)
y

for all v 2 UH. Hence, UH is an
invariant space of J(v0) for any v0 2 UH. Since 1 2 UH, this
yields the claim.

Example. Set S = {1, 2, 3} and consider the drift f : RS ! RS

0

@
v1
v2
v3

1

A 7!

0

@
�v1v3 + v3v2
�v2v1 + v1v3
�v3v2 + v2v1

1

A

The Jacobi matrix at point 1 is then

J(1) =

0

@
�1 1 0

0 �1 1

1 0 �1

1

A (2)

With this, it holds that J(1) · (1, 1, 1)T = (0, 0, 0)T , thus showing
that the subspace {⌘ · (1, 1, 1)T | ⌘ 2 R} of R3 is an invariant
space of J(1).
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Having established that any UH of a BDE partition H is an
invariant set of J(1), we ask ourselves next how to calculate the
invariant subspaces of J(1). This is a classic topic of linear algebra,
so let us recall some elementary notions.

Definition 14. Fix A 2 RS⇥S . If � 2 R and w 2 RS \ {0}
are such that Aw = �w, we call � the eigenvalue corresponding
to the eigenvector w. The set of all eigenvalues of A is called
spectrum and is denoted by �(A). The eigenspace of � 2 �(A)

is given by E
�

(A) = {w 2 RS | (A � �I)w = 0}. The
matrix A is diagonalizable if there exists a basis of RS consisting
of eigenvectors of A.

In order to simplify presentation, we first discuss the situation
in the special case where J(1) is diagonalizable.

Let us assume that W is an invariant set of J(1). Since J(1)
is diagonalizable and E

�

(J(1)) \ E
�

0
(J(1)) = {0} whenever

� 6= �0, RS can be decomposed into the eigenspaces of J(1),
i.e. RS

=

L
�

E
�

(J(1)). Moreover, since this implies that W =L
�

(W \ E
�

(J(1))), we infer that any invariant set of J(1) can
be written as a direct sum of subsets of eigenspaces.

At the same time, any subspace of an eigenspace E
�

(J(1))
is an invariant space of J(1) because Aw = �w for all w 2
E

�

(J(1)). Thus, it suffices to determine the set of all possible sub-
spaces of E

�

(J(1)). To get an idea how those look like, let us fix
some � 2 �(J(1)) and assume that E

�

(J(1)) = hu1, u2, u3i,
where hw0

1, . . . , w
0
k

i denotes the set of all linear combinationsP
k

i=1 ⌘iw
0
i

. The one dimensional invariant sets contained in
E

�

(J(1)) are then given by the family h⌘1u1 + ⌘2u2 + ⌘3u3i
where ⌘1, ⌘2, ⌘3 2 R such that |⌘1| + |⌘2| + |⌘3| 6= 0. Instead,
the two dimensional invariant sets of E

�

(J(1)) are given by the
families h⌘u1 + ⌘0u2, u3i, h⌘u1 + ⌘0u3, u2i and hu1, ⌘u2 + ⌘0u3i
with |⌘| + |⌘0| 6= 0. Finally, there is only one three dimensional
invariant set, namely E

�

(J(1)) = hu1, u2, u3i itself.
The above discussion leads to the following.

Theorem 12. Let J(1) be diagonalizable. Then, for any BDE
space UH, there are linearly independent vectors w�

1 , . . . , w
�

k�
2

E
�

(J(1)) with 0  k
�

 dimE
�

(J(1)) such that UH =L
�

hw�

1 , . . . , w
�

k�
i.

Thus, if we fix for each � 2 �(J(1)) a basis u�

1 , . . . , u
�

dimE�
2

RS of E
�

(J(1)), then for any w�

i

there exist coefficients ⌘(�,i)
j

2
R so that w�

i

=

PdimE�
j=1 ⌘

(�,i)
j

u�

j

.
We now drop the assumption of J(1) being diagonalizable. To

this end, from now on until Theorem 14, we work on CS as a vector
space over the field C.

Definition 14 carries over to the complex case by replacing each
R with C. In particular, �(A) ✓ C.

Definition 15. For A 2 CS⇥S , the generalized eigenspace of
� 2 �(A) is E⇤

�

(A) = {z 2 Cn | (A � �I)⌫�z = 0}, where ⌫
�

denotes the algebraic multiplicity of �. Call any z 2 E⇤
�

(A) \ {0}
a generalized eigenvector of A.

It can be shown that E⇤
�

(A) is an invariant set of A for any
� 2 �(A) and that Cn

=

L
�

E⇤
�

(A) over field C. Moreover, the
following well-known result holds.

Theorem 13. A matrix A 2 CS⇥S is in Jordan normal form if all
entries not on the diagonal and the superdiagonal are zero and

A =

0

B@
A1

. . .
A

p

1

CA , A
i

=

0

BBBB@

� 1

�
. . .
. . .

1

�

1

CCCCA

where � 2 �(A). It can be shown that for any A 2 CS⇥S

there exist a basis B 2 CS⇥S of CS (over field C) consisting
of generalized eigenvectors of A such that B�1AB is in Jordan
normal form.

Let <(z) and =(z) denote the real and imaginary part of any
z 2 C, respectively, and H = {(x, y) 2 C | y � 0} be the upper
half plane of C. We continue by generalizing Theorem 12.

Theorem 14. Let A 2 RS⇥S and let B�1AB be a Jordan normal
form of A. Let B

�

= {z�1 , . . . , z�dimE

⇤
�
} ✓ CS be the generalized

eigenvectors from B that span E⇤
�

(A) over field C. With

B0
�

:= {<(z�
i

) | z�
i

2 B
�

} [ {=(z�
i

) | z�
i

2 B
�

}
for all � 2 �(J(1)) \ H, let B

�

= {u�

1 , . . . , u
�

d�
} be a basis

of hB0
�

i over field R. Then, for any BDE space UH, there are
linearly independent vectors w�

1 , . . . , w
�

k�
2 hB

�

i over field R
with 0  k

�

 d
�

so that UH=

L
�

hw�

1 , . . . , w
�

k�
i over field R.

The above result suggests the following. First, calculate a ba-
sis B 2 CS⇥S underlying a Jordan normal form of J(1). After-
wards, compute B

�

from B 2 CS⇥S for all � 2 �(J(1)) \ H.
Then, any BDE space UH is spanned by vectors w�

i

where w�

i

=P
d�
j=1 ⌘

(�,i)
j

u�

j

with ⌘
(�,i)
j

2 R and 1  i  k
�

.

Example. A possible Jordan decomposition D = B�1J(1)B of
J(1) from (2) is

D =

0

@
0 0 0

0

3
2 �

p
3

2 i 0

0 0

3
2 +

p
3

2 i

1

A

B =

0

@
1 �1 +

p
3i �1�

p
3i

1 �1�
p
3i �1 +

p
3i

1 2 2

1

A

From this, we infer that �(J(1)) = {0, 3
2 �

p
3

2 i, 3
2 +

p
3

2 i}.
Applying the construction of Theorem 14, we obtain

B0 = {(1, 1, 1)T }
B 3

2+
p

3
2 i

= {(�1,�1, 2)T , (�
p
3,
p
3, 0)T } (3)

From now on, let us fix some BDE partition H of S and write
UH =

L
�

hw�

1 , . . . , w
�

k�
i. Our goal is to provide an algorithm

that finds H by establishing k
�

and w�

1 , . . . , w
�

k�
for all � 2

�(J(1)) \H. To this end, we will need the following.

Definition 16. Given some v 2 RS , let H
v

denote the finest
partition of S on which v is constant, i.e. set H

v

:= S/⇡
v

where
x ⇡

v

y if and only if v
x

= v
y

. Moreover, let G(W) := {H
v

| v 2
W} for any subspace W ✓ RS .

Proposition 3. It holds that H refines H
v

for any v 2 UH. More
generally, H refines S/(⇡

v1 \ . . .\ ⇡
vk ) for any v1, . . . , vk 2

UH. Crucially, H is the coarsest BDE partition that refines all
H

w

�
i

, where � 2 �(J(1)) \H and 1  i  k
�

.

Recall that Theorem 3 features a partition refinement algorithm
that takes an initial partition G as input and returns the coarsest
BDE partition that refines G. Since H

w

�
i
2 G(hu�

1 , . . . , u
�

d�
i), the

idea is to invoke our partition refinement algorithm with elements
from the finite set

S
�

G(hu�

1 , . . . , u
�

d�
i) to perform the guided

search. Our second main result is stated next and follows from
Proposition 3.

Theorem 15. Given a drift f : RS ! RS and the underlying
set of guiding partitions G :=

S
�

G
�

:=

S
�

G(hu�

1 , . . . , u
�

d�
i),

Algorithm 1 computes the set of all BDE partitions B of S by
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VB  ;
H compute the coarsest BDE partition that refines {S}
V
todo

 H
while V

todo

6= ; do

H pick some element of V
todo

for all G 2 G do

H0  get the coarsest BDE partition refining H and G
if H0 /2 V

todo

and H0 /2 VB then

V
todo

 V
todo

[ {H0}
end if

end for

V
todo

 V
todo

\ {H}
VB  VB [ {H}

end while

return VB

Algorithm 1: Computes all BDE partitions of S using the guiding
set G =

S
�

G
�

.

invoking the partition refinement algorithm at most |B| · |G| + 1

times.

The overall complexity of Algorithm 1 also depends on the drift
and on how difficult it is to calculate the sets G

�

. For instance,
if the drift arises from a system of polynomials in |S| variables
with degree at most two and |R| denotes the number of monomials
present in all polynomials (as is the case in our applications of
Section 5), then the partition refinement algorithm needs at most
O(|R| · |S| · log(|S|)) steps [7]. By invoking an SMT solver, the
partition refinement algorithm has been extended to a much richer
class of drifts [6]. At the same time, however, it has been shown that
the class is expressive enough to encode tautology, which is coNP-
complete. Hence, efficiency holds only in the case of subclasses.

We wish to point out that |B| · |G| + 1 is a worst case bound
that may be rarely attained in practice. To see why, assume for
simplicity that UH = hw�

1 , . . . , w
�

k�
i for some � 2 �(J(1)) \ H.

Then, indeed, in all examples provided in Section 5, we could
observe that the number of subsets W ✓ {w�

1 , . . . , w
�

k�
} such that

hW i is a BDE space was small. This implies that the coarsest BDE
partition that refines H

w

�
i

for some 1  i  k
�

is likely to be H
itself. Put different, feeding the partition refinement algorithm with
a partition underlying one single H

w

�
i

usually leads to a partition
that refines almost all remaining partitions H

w

�
j

, where j 6= i.
We now turn to the calculation of G

�

, with � 2 �(J(1)) \
H. For the ease of notation, we assume in the remainder of the
paragraph that S = {1, . . . , n} for some n � 1. The following is
easily seen.

Remark 1. Theorem 14 ensures G(B
�

) = {H
u

�
1
} if d

�

= 1.

In the case where d
�

> 1, however, there are infinitely many
possible directions w�

i

/kw�

i

k, see also discussion before Theo-
rem 12. Note, however, that if u 2 hB

�

i has two coordinates,
say i and j, that coincide, then there exists an ⌘ 2 Rd� such thatP

d�
l=1 ⌘l · u�

l

· e
i

=

P
d�
l=1 ⌘l · u�

l

· e
j

, where e
k

denotes the vector
whose k-th coordinate is 1 and all other coordinates are zero. This
motivates the following.

Definition 17. For any pair set P ✓ {1, . . . , n}2, set L�

P :=�
⌘ 2 Rd� | 8(i, j) 2 P

⇥P
d�
l=1 ⌘l · u�

l

· (e
i

� e
j

) = 0

⇤ 
.

That is, L�

P denotes the coordinates ⌘ with respect to basis
u�

1 , . . . , u
�

d�
that yield vectors u 2 hB

�

i such that the i-th and
the j-th coordinates of u are equal for all (i, j) 2 P . Note that any
set of pairs P ✓ S2 induces the partition H = S/P⇤, where P⇤

denotes the transitive closure of P . Thus, for P arbitrary, the set L�

P

is the solution space of a linear system of equations ⇥⌘ = 0 with
⇥ 2 R(n�m)⇥m and m = |S/P⇤|. We get (n�m) rows because
each block {i1, . . . , i⌫} 2 S/P⇤ induces ⌫ � 1 linear equations
that ensure u(e

i1 � e
ik ) = 0 for all 2  k  ⌫.

Our ultimate goal is to find all H 2 G
�

by performing a search
on pair sets P . Note that P can be seen as a list of constraints
(namely, the pairs of coordinates that have to coincide) imposed
on the linear combinations of u�

1 , . . . , u
�

d�
. In particular, by adding

additional pairs to P , the dimension of L�

P can either stay the same
or become smaller. (The dimension can stay the same, for instance,
if u(e

i

� e
j

) = 0 whenever u(e
j

� e
k

) = 0. In such case, one gets
L�

{(i,j)} = L�

{(i,j),(j,k)} = L�

{(j,k)}, meaning that adding (j, k) to
{(i, j)} (or (i, j) to {(j, k)}) does not reduce the dimension.)

With this in mind, we make the following pivotal observation.
Define for any set of pairs P the underlying closure as P :=

{(i, j) | LP[{(i,j)} = LP}. It is not hard to see that P is the
largest equivalence relation such that

P
d�
l=1 ⌘l·u�

l

·(e
i

�e
j

) = 0 for
all (i, j) 2 P and ⌘ 2 LP . Consequently, the solution space LP
corresponds to the partition S/P in G

�

. Note also that Lid = Rd�

and that dimLP[{(i,j)} < dimLP = dimLP for any pair set P
and (i, j) /2 P . Consequently, by starting with the closure id, the
set of all closures can be obtained recursively by visiting, for any
computed closure P , its underlying closures P [ {(i, j)}, where
(i, j) /2 P .

The above observation is formalized in Algorithm 2. There, P
contains the closures that are processed in the current iteration of
the main while loop in line 3. Since id = {(i, i) | 1  i  n}
corresponds to the maximal solution space Rd� and each iteration
of the main while loop seeks to reduce the maximal dimension
present in P, we initialize it with the closure of id. We now discuss
the body of the main while loop. Lines 5-14 compute for each
closure P 2 P the underlying guiding partition {1, . . . , n}/P . In
the case the solution space underlying a closure P has dimension
one, adding any further pair (i, j) /2 P will lead to the trivial
solution space LP[{(i,j)} = ;. Consequently, we can remove P
from P. Lines 20-35 compute for each P 0 2 {P [ {(i, j)} |
P 2 P, (i, j) /2 P} the underlying closure P 0 and add it to P0.
Crucially, Line 31 ensures that no closure is added more than once
to P0. Although this check does not improve the worst case bounds,
it allows for a substantial speed-up in practice.

Before giving a formal statement concerning the correctness and
the running time of the algorithm, we first discuss it on an example.

Example. Let us apply Algorithm 2 to the bases given in (3). The
case B0 = {(1, 1, 1)T } yields G0 =

��
{1, 2, 3}

  
, so let us focus

on B
�

= {(�1,�1, 2)T , (�
p
3,
p
3, 0)T } with � =

3
2 +

p
3

2 i.
We first calculate L�

{(1,2)}, L�

{(1,3)} and L�

{(2,3)}. By definition,
(⌘1, ⌘2) 2 L�

{(1,2)} whenever

0 =

⇣
⌘1(�1,�1, 2)T + ⌘2(�

p
3,
p
3, 0)T

⌘
(e1 � e2),

which is equivalent to �⌘1 �
p
3⌘2 = �⌘1 +

p
3⌘2. That is,

L�

{(1,2)} = {(⌘1, ⌘2) | ⌘2 = 0}. Further, we infer that (⌘1, ⌘2) 2
L�

{(1,3)} if and only if �⌘1 �
p
3⌘2 = 2⌘1, yielding L�

{(1,3)} =

{(⌘1, ⌘2) | ⌘2 = �
p
3⌘1}. In a similar fashion one obtains

L�

{(2,3)} = {(⌘1, ⌘2) | ⌘2 =

p
3⌘1}. The vectors induced by

L�

{(1,2)}, L�

{(1,3)} and L�

{(2,3)} are thus given by

(⌘1, ⌘1, 2⌘1) = ⌘1(�1,�1, 2)T + 0 · (�
p
3,
p
3, 0)T

(2⌘1,�4⌘1, 2⌘1) = ⌘1(�1,�1, 2)T �
p
3⌘1(�

p
3,
p
3, 0)T

(�4⌘1, 2⌘1, 2⌘1) = ⌘1(�1,�1, 2)T +

p
3⌘1(�

p
3,
p
3, 0)T ,
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1: P {id}
2: G

�

 ;
3: while true do

4: // Compute the guiding partition underlying each closure
5: for all P 2 P do

6: if P /2 G
�

then

7: G
�

 G
�

[ {P}
8: end if

9: S�

P  construct the linear system inducing L�

P
10: B�

P  compute the basis of L�

P by solving S�

P
11: if dimL�

P = 1 then

12: P P \ {P}
13: end if

14: end for

15: if P = ; then

16: break

17: end if

18: // Generate new closures from the current ones
19: P0  ;
20: while P 6= ; do

21: P  pick some element of P
22: P P \ {P}
23: for all (i, j) /2 P do

24: P 0  P [ {(i, j)}
25: S�

P0  construct the linear system inducing L�

P0

26: B�

P0  compute the basis of L�

P0 by solving S�

P0

27: if dimL�

P0 = 0 then

28: continue

29: end if

30: P 0  P 0
31: if P 0 /2 P0

then

32: P0  P0 [ {P 0}
33: end if

34: end for

35: end while

36: P P0

37: end while

38: return G
�

Algorithm 2: Computes the guiding set G
�

.

where ⌘1 2 R, respectively. Armed with this, we are in a position
to describe Algorithm 2.

Since L�

{(1,2)}, L�

{(1,3)} and L�

{(2,3)} are pairwise different
subspaces of R2, it holds that id = id and the (trivial) guiding
partition {{1}, {2}, {3}} is added to G

�

by lines 5-14. Afterwards,
lines 20-35 set P0 to {id[{(1, 2)}, id[{(1, 3)}, id[{(2, 3)}} and
the solutions spaces L�

{(1,2)}, L�

{(1,3)} and L�

{(2,3)} are computed.
The first iteration finishes by giving P the value of P0.

During the second iteration, lines 5-14 add {{1, 2}, {3}},
{{1, 3}, {2}}, {{1}, {2, 3}} to G

�

while emptying P. This is be-
cause L�

{(1,2)}, L�

{(1,3)} and L�

{(2,3)} are all of dimension one.
The algorithm terminates then in the second iteration with G

�

=�
{{1}, {2}, {3}}, {{1, 2}, {3}}, {{1, 3}, {2}}, {{1}, {2, 3}}

 
.

The following crucial result can be shown.

Theorem 16. If d
�

= 1, then G
�

= {u�

1}. Instead, if d
�

> 1,
Algorithm 2 computes G

�

in at most O(n2d�+4
) steps.

Before giving the proof, we again stress that the above bounds
are only attained under the pessimistic assumption that lines 20-
35 lead to pairwise different closures. In all models we have con-
sidered in Section 5, however, the algorithm showed decent per-
formance because each iteration had a substantial number of clo-

sures P,P 0 2 P and pairs (i, j) /2 P , (i0, j0) /2 P 0 such that
P [ {(i, j)} = P 0 [ {(i0, j0)}. In particular, in the case of a highly
symmetric network with n = 12 and max

�

d
�

= 7, we were able
to calculate all BDE partitions in around 40 min on a 2.6 GHz Intel
Core i5 machine with 4GB of RAM.

We also argue that, although d
�

can be equal to n, usually
max

�

d
�

⌧ n. In fact, it is well-known that the set of n ⇥ n
matrices that have n pairwise different eigenvalues (which suffices
max

�

d
�

 2) is dense in Rn⇥n.

Remark 2. Algorithm 2 allows for a bounded computation if
the additional break condition

�
n

2

�
· |P| > bound is added in

line 15. Although a bounded computation may fail to find all BDE
partitions, the number of missed partitions can be expected to
be small if bound is of decent size because, as pointed out in
the discussion after Theorem 15, Algorithm 1 needs usually only
a subset of the guiding set in order to find all BDE partitions.
Moreover, note that Algorithm 1 returns always a set of BDE
partitions, meaning that the bounded computation is sound.

Proof. The correctness of the algorithm follows from the discus-
sion after Definition 17. In the following, all line numbers refer to
Algorithm 2. Let P

⌫

be the content of P at the beginning of it-
eration ⌫ of the while loop in line 3, where the first iteration has
index ⌫ = 0. By construction, Algorithm 2 ensures that dimLP 
d
�

� ⌫ for any P 2 P
⌫

. Since closures whose solution space has
dimension one are removed in lines 5-14, this ensures that there are
at most d

�

iterations of the main while loop. Moreover, we note that
lines 20-35 increase the number of pair sets at most by the factor�
n

2

�
 n2, hence |P

⌫

|  |P
⌫�1| · n2 for all ⌫ � 1, thus yield-

ing |P
⌫

|  (n2
)

⌫ for all ⌫ � 0. By combining both statements,
we infer that P cannot exceed the size of |P

d��1|  (n2
)

d��1
=

n2(d��1). We now take a closer look at the algorithm. Any closure
P is stored in terms of the corresponding partition {1, . . . , n}/P
and each partition is encoded by a row vector p 2 R1⇥n where
p(i) denotes the smallest index of the block to which i belongs
(e.g., the partition {{1, 3}, {2, 4}, {5}} is encoded by the row vec-
tor (1, 2, 1, 2, 5)). With this, lines 9, 10, 24, 25 and 26 can be solved
in O(n3

) steps. The computation in line 30 is accomplished in the
following way. With v1, . . . , vd being the vectors of B�

P0 , we first
calculate H

v1 , . . . ,Hvd . Afterwards, we compute the coarsest par-
tition that refines all H

v1 , . . . ,Hvd . Since d  n, line 30 thus
needs at most O(n4

) steps. We further note that the number of en-
tries in P, P0 and G

�

is bounded by
P

⌫

i=0(n
2
)

i  (n2
)

⌫+1 in
the ⌫-th iteration. Hence, if P, P0 and G

�

are implemented as red-
black trees, the underlying methods add, remove and inwill cost
at most O(log((n2

)

⌫+1
)·n)  O(n2 ·log(n)). (The multiplication

by n is due to the sorting with respect to partitions.)
This shows that the ⌫-th iteration of the main while loop costs

at most (n2
)

⌫ · O(n4
) steps. Since lines 20-35 are not invoked

in the last iteration and there are at most d
�

iterations, the total
number of operations is at most

P
0⌫d��1(n

2
)

⌫ · O(n4
) 

O(n2d�+4
).

The computation of a Jordan decomposition of a matrix A 2
Rn⇥n takes O(n3

) steps. Instead, J(1) can be calculated in poly-
nomial time if the drift f is such that each f

i

: Rn ! R is a
polynomial in several variables. Consequently, Algorithm 1 readily
applies to polynomial ODE systems.

Calculating all emulations. With Algorithm 1 it is easy to decide
whether two ODE systems are related by means of an emulation.
Fix a source drift f : RS ! RS and a target drift ˆf : RŜ ! RŜ

such that S \ ˆS = ;. Since one can always rename variables, we
can make this assumption without loss of generality.
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(a) NCC (b) GW (c) QI

(d) DN (e) CCR (f) SI (g) MI (h) AM

Figure 1: Unimodal influence networks from [3].

Recall that Proposition 1 ensures that µ : S ! ˆS is an
emulation if and only if {µ�1

(x̂) [ {x̂} | x̂ 2 ˆS} is a BDE
partition of S [ ˆS. Thus, if we apply Algorithm 1 to the union
drift g : RS[Ŝ ! RS[Ŝ where g

x

(w) = f
x

(w|S) and g
x̂

(w) =

ˆf
x̂

(w|Ŝ) for all w 2 RS[Ŝ , all we have to do is to check whether
there exist BDE partitions H of S [ ˆS that satisfy |H| = | ˆS| and
|H \ S| � |H \ ˆS| = 1 for all H 2 H.

Another approach is to apply Algorithm 1 to the source drift
f : RS ! RS . In the case there are no BDE partitions H of S
that have exactly | ˆS| blocks, the source and the target drifts cannot
be related to each other. In the case there are, one has to decide
for each H of S that satisfies |H| = | ˆS| whether the target drift
is isomorphic to the aggregated drift underlying f and H. That
is, one has to decide whether there exist a µ : S ! S with
H = {µ�1

(x) | x 2 µ(S)} and a renaming ⌘ : µ(S) ! ˆS

such that ˆf
x̂

(v̂) = f
⌘

�1(x̂)(v̂ � ⌘ � µ) for all v̂ 2 RŜ and x̂ 2 ˆS.
This has the advantage that Algorithm 1 considers the target drift f
instead of the union drift g, at the expense of deciding whether two
drifts are isomorphic. We use this approach in Section 5 because all
target networks considered there are of moderate size.

5. Applications

Figure 1 shows formal pictorial definitions of networks studied
in [3] and known as influence networks. Each symbol (e.g., x and y)
is a node that corresponds to three distinct chemical species (e.g.,
x0, x1, x2, and y0, y1, y2) and at most four chemical reactions.
The reactions depend on how nodes are connected in the influence
network. Each node can have a connection at each terminal: high
output (solid line), representing the species with subscript 0, low
output (dashed line), representing the species with subscript 2,
activation input (circle) and inhibition input (bar). Species with
index 1 introduce nonlinearity in transitions [3] and are never
otherwise connected to the network. If i and a are the inhibitor
and activation input species for node x, respectively, then x is
associated with the following reactions:

x0 + i !↵01 i+ x1, x1 + i !↵12 i+ x2,

x2 + a !↵21 a+ x1, x1 + a !↵10 a+ x0,

where ↵01,↵12,↵21,↵10 are given rate coefficients of node x. An
influence network is called unimodal if all species are activated or
inhibited by at most one species.

The AM network models a cell cycle switch that is needed to
avoid genetic instability during replication [3]. One of the main re-
sults of [3] was to show, by hand, that all (unimodal) influence net-

(a) GW’ (b) NCC’ (c) NCC”

Figure 2: Unimodal influence networks not studied in [3].

works in Figure 1 emulate AM, which essentially means that they
implement more complex versions of a cell cycle switch. Using
larger networks instead of smaller ones of apparently equal func-
tion can be beneficial for a number of practical reasons, including
enhanced stability with respect to stochastic noise [5].

By invoking Algorithm 1, we were able to automatically redis-
cover the emulations from [3] (where any rate was set to 1). In
particular we confirmed that all networks in Figure 1 emulate AM.
Moreover, we applied our algorithm also to networks in Figure 2,
which are further possible evolutionary transitions between cell cy-
cle switches that were not covered in [3]. This provided us with a
computer aided proof for the fact that also those networks emulate
AM. Indeed we found the following union BDE partitions:

HGW’[AM =

�
{x0, q0, r2, y0, z2}, {x1, q1, r1, y1, z1},
{x2, q2, r0, y2, z0}

 
,

HNCC’[AM =

�
{x0, q2, r0, s2, y2, z0}, {x1, q1, r1, s1, y1, z1},
{x2, q0, r2, s0, y0, z2}

 
,

HNCC”[AM =

�
{x0, p2, r2, s0, y0, z2}, {x1, p1, r1, s1, y1, z1},
{x2, p0, r0, s2, y2, z0}

 
.

The algorithm can also be used to verify that no emulation can
relate two unimodal influence networks. In such a case, one can
infer that two networks do not share certain biological properties,
such as switches. For instance we were able to verify that NCC
does not emulate GW in the case where all rate coefficients are set
to one, while they both emulate AM in those conditions.

These tests are replicable using our prototype implementation
available at http://sysma.imtlucca.it/tools/cage/.

As with all quantitative notions of model comparison, emulation
is sensitive to rate parameters. We now study how a more paramet-
ric analysis is possible in the case of unimodal influence networks.

First we show that the assumptions made in Theorem 9 can be
dropped. That is, the change of rates theorem from [3] carries over
to flux morphisms if the target is a unimodal influence network.

Theorem 17. Fix a source CRN (S,R), a target unimodal influ-
ence network ( ˆS, ˆR) and let (µ,�) 2 (S ! ˆS)⇥ (R/⇠ ,! ˆR/⇠)

be a flux morphism. Then, for any change of rates ◆̂ :

ˆR ! ˆR0,
there exists a change of rates ◆ : R ! R0 such that (µ,�0

) :

(S,R0
) ,! (

ˆS, ˆR0
), where �0 is induced by µ : S ! ˆS and condi-

tion (1), is a flux morphism.

Dually, it is interesting to ask whether the absence of emulations
holds true for all possible rates. Unfortunately, it is not clear how
to lift Algorithm 2 in the case when J(1) has variables as entries
because this leads to parametric bases B

�

. Another problem is that,
in general, the eigenvalues of a matrix with parameters cannot be
expressed in terms of formulae because of Abel’s impossibility
theorem. Instead, we tackle this problem in a different way.

Definition 18. Let (S,R) and (

ˆS, ˆR) be some unimodal influence
networks. An emulation µ : S ! ˆS is triplet preserving if, for any
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triplet x0, x1, x2 of (S,R) there exists a triplet x̂0, x̂1, x̂2 of ( ˆS, ˆR)

such that µ(x1) = x̂1 and {µ(x0), µ(x2)} = {x̂0, x̂2}.

In the case of unimodal influence networks, only triplet pre-
serving emulations reveal biologically meaningful relations (since
subscript-one species are intermediate). The next result is based on
Theorem 17 and allows one to argue about families of networks by
considering a single pair of networks with unit rates.

Theorem 18. Let (S,R) and (

ˆS, ˆR) be unimodal influence net-
works and assume that µ : S ! ˆS is a triplet preserving emulation.
Then, µ is also an emulation of the networks (S,R0

) and (

ˆS, ˆR0
),

where R0 and ˆR0 arise from R and ˆR, respectively, by changing all
rate coefficients to one.

For instance, since NCC does not emulate GW in the case where
all rate coefficients are set to one, Theorem 18 ensures that, for
any choice of rate coefficients, there exists no triplet preserving
emulation that relates NCC to GW. In a similar fashion, we were
able to show that there exists no triplet preserving emulation from
NCC to DN and from CCR to MI, respectively.

6. Conclusion

We have developed a framework for model comparison of chemi-
cal reaction networks based on the notion of emulation as a map-
ping between species from a source CRN into a target CRN. We
characterized this semantic property in terms of structural condi-
tions through flux morphisms. In addition to being useful in appli-
cations, this approach provides an explanation in terms of discrete
structures of behavior evolving as ordinary differential equations
over continuous time and state spaces.

We argued that the problem of finding emulations cannot be
simply cast to the more traditional question of computing a largest
behavioural equivalence, i.e. backward differential equivalence
(BDE), because one would further require the constraint that every
equivalence class contain exactly one species of the target CRN.
Instead, we developed a new algorithm for computing emulations,
that owes much to a novel (in computer science) geometric inter-
pretation of an equivalence relation for differential equations.

For quantitative notions of model comparison, it has long been
argued that exact variants such as ours are too strong because they
heavily depend on the choice of the numerical parameters, suggest-
ing approximate notions instead (e.g., [12, 14, 20, 26]). Here we
have started to tackle this issue by finding a family of models to
which an emulation found with a given choice of parameter car-
ries over. In the special but biologically relevant case of (unimodal)
influence networks, instead, we proved that the absence of an emu-
lation for a specific choice of rates implies absence for any choice
of rates. In the longer term, we believe that our contribution can
be seen as a stepping stone on which to build approximate variants
understood as appropriate perturbations on exact comparisons.
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Abstract
In his 1986 Automatica paper Willems introduced the influential
behavioural approach to control theory with an investigation of
linear time-invariant (LTI) discrete dynamical systems. The be-
havioural approach places open systems at its centre, modelling by
tearing, zooming, and linking. We show that these ideas are natu-
rally expressed in the language of symmetric monoidal categories.

Our main result gives an intuitive sound and fully complete
string diagram algebra for reasoning about LTI systems. These
string diagrams are closely related to the classical notion of signal
flow graphs, endowed with semantics as multi-input multi-output
transducers that process discrete streams with an infinite past as
well as an infinite future. At the categorical level, the algebraic
characterisation is that of the prop of corelations.

Using this framework, we derive a novel structural characterisa-
tion of controllability, and consequently provide a methodology for
analysing controllability of networked and interconnected systems.
We argue that this has the potential of providing elegant, simple,
and efficient solutions to problems arising in the analysis of sys-
tems over networks, a vibrant research area at the crossing of con-
trol theory and computer science.

CCS Concepts: •Theory of computation ! Logic; Equational
logic and rewriting.

1. Introduction
The remit of this paper is the development of a sound and fully
complete equational theory of linear time-invariant (LTI) dynam-
ical systems. This theory is graphical, with its terms—modelling
the LTI systems themselves—best represented as diagrams closely
resembling the signal flow graphs of Shannon [18].

To acquaint ourselves with signal flow graphs, we begin with
the example below, rendered in traditional, directed notation.

s
s-1

(1)
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This system takes, as input on the left, a stream of values from
a field k, e.g. the rational numbers, and on the right outputs a
processed stream of values. The white circles are adders, the black
circles are duplicators, the s gates are 1-step delays and the �1
gate is an instance of an amplifier that outputs �1 times its input.
Processing is done synchronously according to a global clock.

For instance, assume that at time 0 the left s gate ‘stores’ the
value 1 and the right s gate stores 2. Given an input of �1, the flow
graph first adds the left stored value 1, and then adds �1⇥2, for an
output of �2. Immediately after this time step the s gates, acting
as delays, now store �1 and �2 respectively, and we repeat the
process with the next input. Thus from this time 0 an input stream
of �1, 1,�1, 1 . . . results in an output stream of �2, 2,�2, 2, . . . .

We can express (1) as a string diagram, a notation for the arrows
of monoidal categories made popular by Joyal and Street [12], by
forgetting the directionality of wires and composing the following
basic building blocks using the operations of monoidal categories.

;
s

�

; ;
�

;
�

;

-1

�

;
s

�

;
�

;
�

;
�

The building blocks come from the signature of an algebraic
theory—a symmetric monoidal theory to be exact. The terms of this
theory comprise the morphisms of a prop, a symmetric monoidal
category in which the objects are the natural numbers. With an
operational semantics suggested by the above example, the terms
can also be considered as a process algebra for signal flow graphs.
The idea of understanding complex systems by “tearing” them into
more basic components, “zooming” to understand their individual
behaviour and “linking” to obtain a composite system is at the core
of the behavioural approach in control, originated by Willems [22].
The algebra of symmetric monoidal categories thus seems a good
fit for a formal account of these compositional principles.

This paper is the first to make this link between monoidal cate-
gories and the behavioural approach to control explicit. Moreover,
it is the first to endow signal flow graphs with their standard sys-
tems theoretic semantics in which the registers—the ‘s’ gates—are
permitted to hold arbitrary values at the beginning of a compu-
tation (in previous work [4, 6] they were initialised with 0). This
extended notion of behaviour is not merely a theoretical curiosity:
it gives the class of complete LTI discrete dynamical systems [22],
which is practically the lingua franca of control theory. The inter-
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est of systems theorists is due to practical considerations: physical
systems seldom evolve from zero initial conditions.

Technically, the semantics of diagrams are sets of biinfinite
streams: those sequences of elements of k that are infinite in the
past as well as in the future—that is, elements of kZ. Starting with
the operational description, one obtains a biinfinite trajectory by
executing circuits forwards and backwards in time, for some initial-
isation of the registers. The dynamical system defined by a signal
flow diagram is the set of trajectories obtained by considering all
possible executions from all possible initialisations.

An equational theory also requires equations between the terms.
We obtain the equations in two steps. First, we show there is a full,
but not faithful, morphism from the prop CospanMat k[s, s�1]
of cospans of matrices over the ring k[s, s�1] to the prop LTI of
complete LTI discrete dynamical systems. Using the presentation
of CospanMat k[s, s�1] in [5, 23], the result is a sound, but not
complete, proof system. The second ingredient is restricting our
attention from cospans to jointly-epic cospans, or corelations. This
gives a faithful morphism, allowing us to present the prop of corela-
tions as a symmetric monoidal theory, and hence giving a sound and
complete proof system for reasoning about LTIs (Theorem 4.9).

The advantages of the string diagram calculus over the tra-
ditional matrix calculus are manifold. The operational semantics
make the notation intuitive, as does the compositional aspect: it
is cumbersome to describe connection of systems using matrices,
whereas with string diagrams you just connect the right terminals.
Moreover, the calculus unifies the variety of distinct methods for
representing LTI systems with matrix equations—built from ker-
nel and image representations [20, 22]—into a single framework,
heading off possibilities for ambiguity and confusion.

We hope, however, the greatest advantage will be the way these
properties can be leveraged in analysis of controllability. In Theo-
rem 6.4, we show that in our setting controllability has an elegant
structural characterisation. Compositionality pays off here, with
our proof system giving a new technique for reasoning about con-
trol of compound systems (Prop. 6.8). From the systems theoretic
point of view, these results are promising since the compositional,
diagrammatic techniques we bring to the subject seem well-suited
to problems such as controllability of interconnections, of primary
interest for multiagent and spatially interconnected systems [15].

Summing up, our original technical contributions are:

• a characterisation of the class of LTI systems as a category of
corelations of matrices

• a presentation of this category of corelations of matrices as a
symmetric monoidal theory

• an operational semantics that agrees with the standard systems
theoretic semantics of signal flow graphs

• a characterisation of controllability

Our work lies in the intersection of computer science, mathe-
matics, and systems theory. From computer science, we use con-
cepts of formal semantics of programming languages, with an em-
phasis on compositionality and a firm denotational foundation for
operational definitions. From a mathematical perspective, we ob-
tain presentations of several relevant domains, and identify the rich
underlying algebraic structures. For systems theory, our insight is
that mere matrices are not optimised for discussing behaviour; in-
stead it is profitable to use signal flow graphs, which treat linear
subspaces rather than linear transformations as the primitive con-
cept and are thus closer to the idea of system as a set of trajectories.
At the core is the maxim—perhaps best understood by computer
scientists—that the right language allows deeper insights into the
underlying structure.

Related work. Work on categorical approaches to control systems
goes back at least to Goguen [10] and Arbib and Manes [1]. In re-
cent years, there has been a resurgence of interest in the topic, in-
cluding work by Baez and Erbele [2], Vagner, Spivak, and Lerman
[19], as well as Bonchi, Zanasi, and the second author [4–6, 23].

Although previous work [5, 6, 23] made the connection between
signal flow graphs and string diagrams, their operational semantics
is more restrictive than that considered here, considering only tra-
jectories with finite past and demanding that, initially, all the regis-
ters contain the value 0. Indeed, with this restriction, it is not diffi-
cult to see that the trajectories of (1) are those where the output is
the same as the input. The input/output behaviour is thus that of a
stateless wire. The equational presentation in this case is the theory
IH

k[s]

of interacting Hopf algebras [5], and indeed, in IH
k[s]

:

s

-1 s

=
s s

= (2)

Note that (2) is not sound for circuits with our more liberal,
operational semantics. Indeed, recall that when the registers of (1)
initially hold values 1 and 2, the input �1, 1,�1, 1, . . . results in
the output �2, 2,�2, 2, . . . . This trajectory is not permitted by
a stateless wire, so IH

k[s]

is not sound for reasoning about LTI
systems in general. The contribution of this paper is to provide
sound and complete theory to do just that.

In terms of the algebraic semantics, the difference from pre-
vious work [4, 6] is that where there streams were handled with
Laurent (formal power) series, here we use the aforementioned bi-
infinite streams. Indeed, this is the very extension that allows us to
discuss non-controllable behaviours; in [2, 4, 6, 23] all definable
behaviours were controllable.

Structure of the paper. In §3 we develop a categorical account of
complete LTI discrete dynamical systems. This serves as a denota-
tional semantics for the graphical language, introduced in §4, where
we also derive the equational characterisation. In §5 we relate this
to the operational semantics. We conclude in §6 with a structural
account of controllability.

2. Preliminaries
We assume familiarity with basic concepts of linear algebra and
category theory.

A prop is a strict symmetric monoidal category where the set
of objects is the natural numbers N, and monoidal product (�)
on objects is addition. Homomorphism of props are identity-on-
objects strict symmetric monoidal functors.

A symmetric monoidal theory (SMT) is a presentation of a
prop: a pair (⌃, E) where ⌃ is a set of generators � : m ! n,
where m is the arity and n the coarity. A ⌃-term is a obtained from
⌃, identity id : 1 ! 1 and symmetry tw : 2 ! 2 by composition
and monoidal product, according to the grammar

⌧ ::= � | id | tw | ⌧ ; ⌧ | ⌧ � ⌧

where ; and � satisfy the standard typing discipline that keeps track
of the domains (arities) and codomains (coarities)

⌧ : m ! d ⌧ 0 : d ! n
⌧ ; ⌧ 0 : m ! n

⌧ : m ! n ⌧ 0 : m0
! n0

⌧ � ⌧ 0 : m+m0
! n+ n0

The second component E of an SMT is a set of equations, where
an equation is a pair (⌧, µ) of ⌃-terms with compatible types, i.e.
⌧, µ : m ! n for some m,n 2 N.

Given an SMT (⌃, E), the prop S

(⌃,E)

has as arrows the ⌃-
terms quotiented by the smallest congruence that includes the laws
of symmetric monoidal categories and equations E. We sometimes
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abuse notation by referring to S

(⌃,E)

as an SMT. Given an arbitrary
prop X, a presentation of X is an SMT (⌃, E) s.t. X ⇠= S

(⌃,E)

.
String diagrams play an important role in our work. Given gen-

erators ⌃, we consider string diagrams to be arrows of S
(⌃,?)

, that
is, syntactic objects constructed by composition from the genera-
tors, quotiented by the laws of symmetric monoidal categories. For
example, consider generators 2 ! 1 and 0 ! 1, which we draw
below, with ‘dangling wires’ accounting for arities and coarities:

Armed with the graphical notation, we can present sets of equations
as equations between diagrams. For example, the SMT of commu-
tative monoids consists of these generators together with equations

= = =

that respectively are commutativity, associativity, and the unit law.
A split mono is a morphism m : X ! Y such that there exists

m0 : Y ! X with m0m = id
X

. For the remainder of the paper k
is a field: for concreteness one may take this to be the rationals Q,
the reals R or the booleans Z

2

.

3. Linear time-invariant dynamical systems
This section focusses on the mathematical domains of interest
for the remainder of the paper. We rely on definitions of the be-
havioural approach in control, which is informed by compositional
considerations [20]. The concepts are standard in systems theory.
Our categorical insights are, to the best of our knowledge, original.

Following Willems [22], a dynamical system (T,W,B) is: a
time axis T , a signal space W , and a behaviour B ✓ WT . We
refer to w 2 B as trajectories. In this paper we are interested in
discrete trajectories that are biinfinite: infinite in past and future.
Our time axis is thus the integers Z. The signal space is kd, where
d is the number of terminals of a system. These, in engineering
terms, are the interconnection variables that enable interaction with
an environment.

The dynamical systems of concern to us are thus specified by
some natural number d and a subset B of (kd)Z. The sets (kd)Z are
k-vector spaces, with pointwise addition and scalar multiplication.
We restrict attention to linear systems, meaning that B is required
to be a k-linear subspace—i.e. closed under addition and multipli-
cation by k-scalars—of (kd)Z.

We partition terminals into a domain and codomain of m and n
terminals respectively, writing B ✓ (km)Z � (kn)Z ⇠= (kd)Z. This
may seem artificial, in the sense that the assignment is arbitrary. In
particular, it is crucial not to confuse the domains (codomains) with
inputs (outputs). In spite of the apparent contrivedness of choosing
such a partition, Willems and others have argued that it is vital
for a sound theory of system decomposition; indeed, it enables the
“tearing” of Willems’ tearing, zooming and linking [20].

Once the domains and codomains have been chosen, systems
are linked by connecting terminals. In models of physical sys-
tems this means variable coupling or sharing [20]; in our discrete
setting where behaviours are subsets of a cartesian product—i.e.
relations—it amounts to relational composition. Since behaviours
are both relations and linear subspaces, a central underlying math-
ematical notion—as in previous work [2, 4]—is a linear relation.

Definition 3.1. The monoidal category LinRel

k

of k-linear rela-
tions has k-vector spaces as objects, and as arrows from V to
W , linear subspaces of V � W , considered as k-vector spaces.
Composition is relational: given A : U ! V , B : V ! W ,

A ; B : U ! W is the relation

{ (u,w) | 9v 2 V s.t. (u, v) 2 A and (v, w) 2 B }

that is easily checked to be a linear subspace. Finally, the monoidal
product on both objects and morphisms is direct sum.

A behaviour is time-invariant when for every trajectory w 2 B
and any fixed i 2 Z, the trajectory whose value at every time t 2 Z
is w(t+i) is also in B. Time-invariance brings with it a connection
with the algebra of polynomials. Following the standard approach
in control theory, going back to Rosenbrock [16], we work with
polynomials over an indeterminate s as well as its formal inverse
s�1—i.e. the elements of the ring k[s, s�1].1

The indeterminate s acts on a given biinfinite stream w 2 k

Z as
a one-step delay, and s�1 as its inverse, a one step acceleration:

(s · w)(t)
def

= w(t� 1), (s�1

· w)(t)
def

= w(t+ 1).

We can extend this, in the obvious linear, pointwise manner, to an
action of any polynomial p 2 k[s, s�1] on w. Since kZ is a k-vector
space, any such p defines a k-linear map k

Z
! k

Z (w 7! p · w).
Given this, we can view n ⇥ m matrices over k[s, s�1] as k-

linear maps from (km)Z to (kn)Z. This viewpoint can be explained
succinctly as a functor from the prop Mat k[s, s�1], defined below,
to the category of k-vector spaces and linear transformations Vect

k

.

Definition 3.2. The prop Mat k[s, s�1] has as arrows m ! n the
n ⇥ m-matrices over k[s, s�1]. Composition is matrix multiplica-
tion, and the monoidal product of A and B is [A 0

0 B

]. The symme-
tries are permutation matrices.

The functor of interest

✓ : Mat k[s, s�1] �! Vect

k

takes a natural number n to (kn)Z, and an n ⇥ m matrix to the
induced linear transformation (km)Z ! (kn)Z. Note that ✓ is
faithful.

The final restriction on the set of behaviours is called complete-
ness, and is a touch more involved. For t

0

, t
1

2 Z, t
0

 t
1

, write
w|

[t0,t1] for the restriction of w : Z ! k

n to the set [t
0

, t
1

] =
{t

0

, t
0

+ 1, . . . , t
1

}. Write B|

[t0,t1] for the set of the restrictions
of all trajectories w 2 B to [t

0

, t
1

]. Then B is complete when
w|

[t0,t1] 2 B|

[t0,t1] for all t
0

, t
1

2 Z implies w 2 B. This topo-
logical condition is important as it characterises the linear time-
invariant behaviours that are kernels of the action of Mat k[s, s�1];
see Theorem 3.5.

Definition 3.3. A linear time-invariant (LTI) behaviour com-
prises a domain (km)Z, a codomain (kn)Z, and a subset B ✓

(km)Z � (kn)Z such that (Z, km � k

n,B) is a complete, linear,
time-invariant dynamical system.

The algebra of LTI behaviours is captured concisely as a prop.

Proposition 3.4. There exists a prop LTI with morphisms m !

n the LTI behaviours with domain (km)Z and codomain (kn)Z.
Composition is relational. The monoidal product is direct sum.

The proof of Proposition 3.4 relies on kernel representations of
LTI systems. The following result lets us pass between behaviours
and polynomial matrix algebra.

1 The introduction of the formal inverse s�1 is a departure from previous
work [4, 6] that dealt with Laurent streams (finite in the past, infinite in
the future), and algebraically with the field of polynomial fractions. As we
will see below, there is a natural action of k[s, s�1] on biinfinite streams,
but it does not make sense, in general, to define the action of a polynomial
fraction on a biinfinite stream.
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Theorem 3.5 (Willems [22, Th. 5]). Let B be a subset of (kn)Z
for some n 2 N. Then B is an LTI behaviour iff there exists
M 2 Mat k[s, s�1] such that B = ker(✓M).

The prop Mat k[s, s�1] is equivalent to the category FMod k[s, s�1]
of finite-dimensional free k[s, s�1]-modules. Since FModR over a
principal ideal domain (PID) R has finite colimits [5], and k[s, s�1]
is a PID, Mat k[s, s�1] has finite colimits, and thus it has pushouts.

We can therefore define the prop CospanMat k[s, s�1] where
arrows are (isomorphism classes of) cospans of matrices: arrows
m! n comprise a natural number d together with a d⇥m matrix
A and a d⇥n matrix B; we write this m A

�! d
B

 � n. Composition
is given by pushout, and isomorphic cospans are identified; for
details see Bénabou [3].

We can then extend ✓ to the functor

⇥ : CospanMat k[s, s�1] �! LinRel

k

where on objects ⇥(n) = ✓(n) = (kn)Z, and on arrows

m
A

�! d
B

 � n

maps to
�
(x,y)

�� (✓A)x = (✓B)y
 
✓ (km)Z � (kn)Z. (3)

It is straightforward to prove that this is well-defined.

Proposition 3.6. ⇥ is a functor.

Proof. Identities are clearly preserved; it suffices to show that com-
position is too. Consider the diagram below, where the pushout is
calculated in Mat k[s, s�1].

A1
��

B1
��

A2
��

B2
��

C

��
D

��

To show that ⇥ preserves composition we must verify that

{(x,y) | ✓CA
1

x = ✓DB
2

y} =

{(x, z) | ✓A
1

x = ✓B
1

z}; {(z,y) | ✓A
2

z = ✓B
2

y}.

The inclusion✓ follows from properties of pushouts in Mat k[s, s�1]
(see [5, Prop. 5.7]). To see ◆, we need to show that if there exists
z such that ✓A

1

x = ✓B
1

z and ✓A
2

z = ✓B
2

y, then ✓CA
1

x =
✓DB

2

y. But ✓CA
1

x = ✓CB
1

z = ✓DA
2

z = ✓DB
2

y.

Rephrasing the definition of ⇥ on morphisms (3), the behaviour
consists of those (x,y) that satisfy

✓
⇥
A �B

⇤ 
x

y

�
= 0,

so one may say—ignoring for a moment the terminal domain/codomain
assignment—that

⇥(
A

�!

B

 �) = ker ✓
⇥
A �B

⇤
.

With this observation, as a consequence of Theorem 3.5, ⇥ has
as its image (essentially) the prop LTI. This proves Proposition 3.4.
We may thus consider ⇥ a functor onto the codomain LTI; denote
this corestriction ⇥. We thus have a full functor:

⇥ : CospanMat k[s, s�1] �! LTI .

Remark 3.7. It is important for the sequel to note that ⇥ is not

faithful. For instance, ⇥(1
[1]

�! 1
[1]

 � 1) = ⇥(1
[ 1
0

]
��! 2

[ 1
0

]
 �� 1),

yet the cospans are not isomorphic. The task of the next section is to
develop a setting where these cospans are nonetheless equivalent.

4. Presentation of LTI
In this section we give a presentation of LTI as an SMT. This means
that (i) we obtain a syntax—conveniently expressed using string
diagrams—for specifying every LTI behaviour, and (ii) a sound and
fully complete equational theory for reasoning about them.

4.1 Syntax
We start by describing the graphical syntax of dynamical systems,
the arrows of the category S = S

(⌃,?)

, where ⌃ is the set of
generators:

{ , , , , s ,

, , , , s
}

[ {

a
| a 2 k } [ {

a
| a 2 k } (4)

For each generator, we give its denotational semantics, an LTI
behaviour, thereby defining a prop morphism J�K : S! LTI.

7! { (( ⌧

�

) , ⌧ + �) | ⌧, � 2 k

Z
} : 2! 1

7! { ((), 0) } ✓ k

Z : 0! 1

7! { (⌧, ( ⌧

⌧

)) | ⌧ 2 k

Z
} : 1! 2

7! { (⌧, ()) | ⌧ 2 k

Z
} : 1! 0

a
7! { (⌧, a · ⌧) | ⌧ 2 k

Z
} : 1! 1 (a 2 k)

s
7! { (⌧, s · ⌧) | ⌧ 2 k

Z
} : 1! 1

The denotations of the mirror image generators are the opposite
relations. Parenthetically, we note that a finite set of generators is
possible over a finite field, or the field Q of rationals, cf. §4.2.

The following result guarantees that the syntax is fit for purpose:
every behaviour in LTI has a syntactic representation in S.

Proposition 4.1. J�K : S! LTI is full.

Proof. The fact that J�K is a prop morphism is immediate since S
is free on the SMT (⌃,?) with no equations. Fullness follows from
the fact that J�K factors as the composite of two full functors:

S

✏✏

J�K

''
CospanMat k[s, s�1]

⇥

//
LTI

The functor ⇥ is full by definition. The existence and fullness of
the functor S! Cospan k[s, s�1] follows from [23, Th. 3.41]. We
give details in the next two subsections.

Having defined the syntactic prop S to represent arrows in LTI,
our task for this section is to identify an equational theory that char-
acterises LTI: i.e. one that is sound and fully complete. The first
step is to use the existence of ⇥: with the results of [5, 23] we can
obtain a presentation for CospanMat k[s, s�1]. This is explained
in the next two subsections: in §4.2 we present Mat k[s, s�1] and
in §4.3, the equations for cospans of matrices.
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4.2 Presentation of Mat k[s, s�1]

To obtain a presentation of Mat k[s, s�1] as an SMT we only
require some of the generators:

{ , , , , s , s
}

[ {

a
| a 2 k }

and the following equations. First, the white and the black structure
forms a (bicommutative) bimonoid:

=

=

=

=

= =

=

=

=

Next, the formal indeterminate s is compatible with the bimonoid
structure and has its mirror image as a formal inverse.

s s = ss=

s =
s

s
s =

s

s
= s s =

Finally, we insist that the algebra of k be compatible with the
bimonoid structure and commute with s.

a =
a

a
a =

a

a
= a a =

a b = ba

1 =

a

b
= a+b

0 =

a s = s a

The three sets of equations above form the theory of Hopf algebras.
Write HA

k[s,s

�1
]

for the prop induced by the SMT consisting of
the equations above. The following follows from [23, Prop. 3.9].

Proposition 4.2. Mat k[s, s�1] ⇠= HA
k[s,s

�1
]

.

Arrows of Mat k[s, s�1] are matrices with polynomial entries,
but it may not be obvious to the reader how polynomials arise with
the string diagrammatic syntax. We illustrate this below.

Example 4.3. Any polynomial p =
P

v

i=u

a
i

si, where u  v 2 Z
and with coefficients a

i

2 k, can be written graphically using the
building blocks of HA

k[s,s

�1
]

. Rather than giving a tedious formal
construction, we illustrate this with an example for k = R. A term
for 3s�3

� ⇡s�1 + s2 is:

3 s s s

-π s

s s

As an arrow 1 ! 1 in MatR[s, s�1], the above term repre-
sents a 1 ⇥ 1-matrix over R[s, s�1]. To demonstrate how higher-
dimensional matrices can be written, we also give a term for the

2⇥ 2-matrix


2 3s
s�1 s+ 1

�
:

2

s 3

s

s

The above examples are intended to be suggestive of a normal form
for terms in HA

k[s,s

�1
]

; for further details see [23].

4.3 Presentation of CospanMat k[s, s�1]

To obtain the equational theory of CospanMat k[s, s�1] we need
the full set of generators (4), along with the equations of HA

k[s,s

�1
]

,
their mirror images, and the following

=

=

=

pp =

= =

p
p =

p

p
p=

p

-1 -1

where p ranges over the nonzero elements of k[s, s�1] (see Exam-
ple 4.3). Note that in the second equation on the right-hand side,
we use the so-called ‘empty diagram’, or blank space, to represent
the identity map on the monoidal unit, 0.

The equations of HA
k[s,s

�1
]

ensure the generators of HA
k[s,s

�1
]

behave as morphisms in Mat k[s, s�1], while their mirror images
ensure the remaining generators behave as morphisms in the oppo-
site category Mat k[s, s�1]

op. The additional equations above gov-
ern the interaction between these two sets of generators, axiomatis-
ing pushouts in Mat k[s, s�1]. Let IHCsp denote the resulting SMT.
The procedure for obtaining the equations from a distributive law
of props is explained in [23, §3.3].

Proposition 4.4 (Zanasi [23, Th. 3.41]).

CospanMat k[s, s�1] ⇠= IHCsp.

Using Prop. 4.4 and the existence of ⇥, the equational theory of
IHCsp is a sound proof system for reasoning about LTI. Due to the
fact that ⇥ is not faithful (see Remark 3.7), however, the system is
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not complete. Achieving completeness is our task for the remainder
of this section.

4.4 Corelations
In the category of sets, relations can be identified with jointly-
monic spans of functions; that is, those spans X

p

 � R
q

�! Y

where the induced map R
hp,qi
���! X ⇥ Y is injective. Corelations

are a dual concept: we consider cospans X
i

�! S
j

 � Y where
the induced map X + Y

[i,j]

��! S is surjective. To make sense
of this more generally, one needs a category with a factorisation
system. In this subsection we identify a factorisation system in
Mat k[s, s�1], and show that the induced prop CorelMat k[s, s�1]
of corelations is isomorphic to LTI. We then give a presentation
of CorelMat k[s, s�1] and arrive at a sound and fully complete
equational theory for LTI.

Proposition 4.5. Every morphism R 2 Mat k[s, s�1] can be
factored as R = BA, where A is an epi and B is a split mono.

Proof. Given any matrix R, the Smith normal form [13, Sec-
tion 6.3] gives us R = V DU , where U and V are invertible,
and D is diagonal. In graphical notation we can write it thus:

U D' V
k k

l l

This implies we may write it as R = U 0;D0;V 0, where U 0 is
a split epimorphism, D0 diagonal of full rank, and V 0 a split
monomorphism. Explicitly, the construction is given by

U' U:=
k

l V' := V

k

l

Recall that k[s, s�1] is a PID, so the full rank diagonal matrix D0

is epi. It can be checked that R = V 0(D0U 0) is an epi-split mono
factorisation.

A more careful examination of Proposition 4.5 yields:

Corollary 4.6. Let E be the subcategory of epis and M the sub-
category of split monos. The pair (E ,M) is a factorisation system
on Mat k[s, s�1], with M stable under pushout.

Given finite colimits and an (E ,M)-factorisation system with
M stable under pushouts, we may define a category of corelations.
The morphisms are isomorphism classes of cospans X i

�! S
j

 � Y
where the copairing [i, j] : X + Y ! S is in E . Composition is
given by pushout, as in the category of cospans, followed by fac-
torising the copairing of the resulting cospan. This is a dualisation
of the well-known construction of relations from spans [11]; further
details can be found in [9].

Definition 4.7. The prop CorelMat k[s, s�1] has as morphisms
equivalence classes of jointly-epic cospans in Mat k[s, s�1].

We have a full morphism

F : CospanMat k[s, s�1] �! CorelMat k[s, s�1]

mapping a cospan to its jointly-epic counterpart given by the fac-
torisation system. Then ⇥ factors through F as follows:

CospanMat k[s, s�1]

F

✏✏

⇥

''
CorelMat k[s, s�1]

�

//
LTI

The morphism � along the base of this triangle is an isomorphism
of props, and this is our main technical result, Theorem 4.9. The
proof relies on the following beautiful result of systems theory.

Proposition 4.8 (Willems [22, p.565]). Let M,N be matrices over
k[s, s�1]. Then ker ✓M ✓ ker ✓N iff 9 a matrix X s.t. XM = N .

Further details and a brief history of the above proposition can
be found in Schumacher [17, pp.7–9].

Theorem 4.9. There is an isomorphism of props

� : CorelMat k[s, s�1] �! LTI

taking a corelation A

�!

B

 � to ⇥( A

�!

B

 �) = ker ✓[A �B].

Proof. For functoriality, start from ✓ : Mat k[s, s�1] ! Vect

k

.
Now (i) Vect

k

has an epi-mono factorisation system, (ii) ✓ maps
epis to epis and (iii) split monos to monos, so ✓ preserves factorisa-
tions. Since it is a corollary of Prop. 3.6 that ✓ preserves colimits, it
follows that ✓ extends to  : CorelMat k[s, s�1] ! Corel Vect

k

.
But Corel Vect

k

is isomorphic to LinRel

k

(see [9]). By Theorem
3.5, the image of  is LTI, and taking the corestriction to gives us
precisely �, which is therefore a full morphism of props.

As corelations n ! m are in one-to-one correspondence with
epis out of n + m, to prove faithfulness it suffices to prove that
if two epis R and S with the same domain have the same kernel,
then there exists an invertible matrix U such that UR = S. This is
immediate from Proposition 4.8: if kerR = kerS, then we can find
U, V such that UR = S and V S = R. Since R is an epimorphism,
and since V UR = V S = R, we have that V U = 1 and similarly
UV = 1. This proves that any two corelations with the same image
are isomorphic, and so � is full and faithful.

4.5 Presentation of CorelMat k[s, s�1]

Thanks to Theorem 4.9, the task of obtaining a presentation of LTI
is that of obtaining one for CorelMat k[s, s�1]. To do this, we start
with the presentation IHCsp for CospanMat k[s, s�1] of §4.3; the
task of this section is to identify the additional equations that equate
exactly those cospans that map via F to the same corelation.

In fact, only one new equation is required, the “white bone law”:

= (5)

where we have carefully drawn the empty diagram to the right of
the equality symbol. Expressed in terms of cospans, (5) asserts that
0 ! 1  0 and 0 ! 0  0 are identified: indeed, the two
clearly yield the same corelation. The intuition here is that cospans
X

i

�! S
j

 � Y map to the same corelation if their respective
copairings [i, j] : X + Y ! S have the same jointly-epic parts.
More colloquially, this allows us to ‘discard’ any part of the cospan
that is not connected to the terminals. This is precisely what (5)
represents. Further details on this viewpoint can be found in [7].

Let IHCor be the SMT obtained from the equations of IHCsp

together with equation (5).

Theorem 4.10. CorelMat k[s, s�1] ⇠= IHCor.

Proof. Since equation (5) holds in CorelMat k[s, s�1], we have a
full morphism IHCor

! CorelMat k[s, s�1]; it remains to show
that it is faithful. It clearly suffices to show that in the equa-
tional theory IHCor one can prove that every cospan is equal to
its corelation. Suppose then that m A

�! k
B

 � n is a cospan and
m

A

0
��! k0 B

0
 �� n its corelation. Then, by definition, there exists

a split mono M : k0
! k such that MA0 = A and MB0 = B.

Moreover, by the construction of the epi-split mono factorisation in
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Mat k[s, s�1], M is of the form
k'

M'k-k'
k where M 0 : k ! k

is invertible. We can now give the derivation in IHCor:

A B
m nk IHCsp

=
A' B'

m nk'
M' M'k-k'

k
k-k'

k'

IHCsp

= A' B'
m nk'

k-k'

(5)
= A' B'

m nk'

We therefore have a sound and fully complete equational theory
for LTI systems, and also a normal form for each LTI system:
every such system can be written, in an essentially unique way,
as a jointly-epic cospan of terms in HA

k[s,s

�1
]

in normal form.

Remark 4.11. IHCor can also be described as having the equations
of IH

k[s,s

�1
]

[5, 23], but without p p = , and related

p
p =

p
and p

p=
p

.
Our results generalise; given any PID R we have (informally
speaking):

IHCor

R

= IH
R

�

8
>>>><

>>>>:

r r = ,

r
r =

r
,

r
r=

r

����������

r 6= 0 2 R

9
>>>>=

>>>>;

⇠= CorelMatR

and, because of the transpose duality of matrices:

IHRel

R

= IH
R

�

8
>>>><

>>>>:

r r = ,

r
r =

r
,

r
r=

r

����������

r 6= 0 2 R

9
>>>>=

>>>>;

⇠= RelMatR.

Remark 4.12. The omitted equations each associate a cospan with
a span that, in terms of behaviour, has the effect of passing to a sub-
behaviour2. Often this is a strict sub-behaviour, hence the failure of
soundness of IH identified in the introduction.

For example, consider the system B represented by the cospan

s s

We met this system in the introduction; indeed the following deriva-
tion can be performed in IHCor:

s

-1 s

=
s s

The trajectories are w = (w
1

, w
2

) 2 k

Z
�k

Z where (s+1) ·w
1

=
(s+ 1) · w

2

; that is, they satisfy the difference equation

w
1

(t� 1) + w
1

(t)� w
2

(t� 1)� w
2

(t) = 0.

2 In fact the ‘largest controllable sub-behaviour’ of the system. We explore
controllability in Section 6.

As we saw in the introduction, however, an equation of IH
k[s]

omitted from IHCor

k[s,s

�1
]

equates this to the identity system ,
with the identity behaviour those sequences of the form w =
(w

1

, w
1

) 2 k

Z
� k

Z. The identity behaviour is strictly smaller than
B; e.g., B contains (w

1

, w
2

) with w
1

(t) = (�1)t and w
2

(t) = 0.

The similarity between our equational presentations of IHCor

k[s,s

�1
]

and that of IH
k[s]

given in [4, 6] is remarkable, considering the dif-
ferences between the intended semantics of signal flow graphs that
string diagrams in those theories represent, as well as the under-
lying mathematics of streams, which for us are elements of the
k vector space k

Z and in [4, 6] are Laurent series. We contend
that this is evidence of the robustness of the algebraic approach:
the equational account of how various components of signal flow
graphs interact is, in a sense, a higher-level specification than the
technical details of the underlying mathematical formalisations.

5. Operational semantics
In this section we relate the denotational account given in previous
sections with an operational view.

Operational semantics is given to ⌃⇤-terms—that is, to arrows
of the prop S⇤ = S

(⌃

⇤
,?)

—where ⌃⇤ is obtained from set of
generators in (4) by replacing the formal variables s and s�1 with
a family of registers, indexed by the scalars of k:

s ; { s
k
| k 2 k}

s ; { s
k
| k 2 k}

The idea is that at any time during a computation the register holds
the signal it has received on the previous ‘clock-tick’. There are no
equations, apart from the laws of symmetric monoidal categories.

Next we introduce the structural rules: the transition relations
that occur at each clock-tick, turning one ⌃⇤-term into another.
Each transition is given two labels, written above and below the
arrow. The upper refers to the signals observed at the ‘dangling
wires’ on the left-hand side of the term, and the lower to those
observed on the right hand side. Indeed, transitions out of a term of
type m ! n have upper labels in k

m and lower ones in k

n.
Because—for the purposes of the operational account—we con-

sider these terms to be syntactic, we must also account for the twist
and identity . A summary of the structural rules is

given below; the rules for the mirror image generators are symmet-
ric, in the sense that upper and lower labels are swapped.

k
��!

k k

k
�!

k l
��!

k+l
�!

0

a
l

��!

al
a s

l k
�!

l
s

k

k
�!

k

k l
��!

l k

s u
�!v s0 t v

�!w t0

s ; t u
�!w s0 ; t0

s
u1
��!v1

s0 t
u2
��!v2

t0

s� t
u1 u2
����!v1 v2

s0 � t0

Here k, l, a 2 k, s, t are ⌃⇤-terms, and u,v,w,u1,u2,v1,v2 are
vectors in k of the appropriate length. Note that the only generators
that change as a result of computation are the registers; it follows
this is the only source of state in any computation.
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The structural rules are identical to those given in [6, §2]. Differ-
ently from [6], however, we can be more liberal with our assump-
tions about the initial states of computations. In [6] each compu-
tation starts off with all registers initialised with the 0(2 k) value.
For us, systems can be initialised with arbitrary elements of k.

Let ⌧ : m ! n 2 S be a ⌃-term. Fixing an ordering of the
delays s in ⌧ allows us to identify the set of delays with a
finite ordinal [d]. A register assignment is then simply a function
� : [d] ! k. We may instantiate the ⌃-term ⌧ with the register
assignment � to obtain the ⌃⇤-term ⌧

�

2 S⇤ of the same type: for
all i 2 [d] simply replace the ith delay with a register in state �(i).

A computation on ⌧ initialised at � is an infinite sequence of
register assignments and transitions:

⌧
�

u1
��!v1

⌧
�1

u2
��!v2

⌧
�2

u3
��!v3

. . .

The trace induced by this computation is the sequence

(u1,v1), (u2,v2), . . .

of elements of km � k

n.
To relate the operational and denotational semantics, we intro-

duce the notion of biinfinite trace: a trace with an infinite past as
well as future. To define these, we use the notion of a reverse com-
putation: a computation using the operational rules above, but with
the rules for delay having their left and right hand sides swapped:

s
k k
�!

l
s

l .

Definition 5.1. Given ⌧ : m! n 2 S, a biinfinite trace on ⌧ is a
sequence w 2 (km)Z � (kn)k such that there exists

(i) a register assignment �;
(ii) an infinite forward trace �

�

of a computation on ⌧ initialised
at �; and,

(iii) an infinite backward trace  
�

of a reverse computation on ⌧
initialised at �,

obeying

w(t) =

(
�(t) t � 0;

 (�(t+ 1)) t < 0.

We write bit(⌧) for the set of all biinfinite traces on ⌧ .

The following result gives a tight correspondence between the
operational and denotational semantics, and follows via a straight-
forward structural induction on ⌧ .

Lemma 5.2. For any ⌧ : m! n 2 S, we have

J⌧K = bit(⌧)

as subsets of (km)Z ⇥ (kn)Z.

6. Controllability
Suppose we are given a current and a target trajectory for a system.
Is it always possible, in finite time, to steer the system onto the
target trajectory? If so, the system is deemed controllable, and the
problem of controllability of systems is at the core of control theory.
The following definition is due to Willems [21].

Definition 6.1. A system (T,W,B) (or simply the behaviour B)
is controllable if for all w,w0

2 B and all times t
0

2 Z, there
exists w00

2 B and t0
0

2 Z such that t0
0

> t
0

and w00 obeys

w00(t) =

(
w(t) t  t

0

w0(t� t0
0

) t � t0
0

.

As mentioned previously, a novel feature of our graphical cal-
culus is that it allows us to consider non-controllable behaviours.

Example 6.2. Consider the system in the introduction, further
elaborated in Remark 4.12. As noted previously, the trajectories of
this system are precisely those sequences w = (w

1

, w
2

) 2 k

Z
�k

Z

that satisfy the difference equation

w
1

(t� 1) + w
1

(t)� w
2

(t� 1)� w
2

(t) = 0.

To see that the system is non-controllable, note that

w
1

(t� 1)� w
2

(t� 1) = �(w
1

(t)� w
2

(t)),

so (w
1

� w
2

)(t) = (�1)tc
w

for some c
w

2 k. This c
w

is a
time-invariant property of any trajectory. Thus if w and w0 are
trajectories such that c

w

6= c
w

0 , then it is not possible to transition
from the past of w to the future of w0 along some trajectory in B.

Explicitly, taking w(t) = ((�1)t, 0) and w0(t) = ((�1)t2, 0)
suffices to show B is not controllable.

6.1 A categorical characterisation
We now show that controllable systems are precisely those repre-
sentable as spans of matrices. This novel characterisation leads to
new ways of reasoning about controllability of composite systems.

Among the various equivalent conditions for controllability, the
existence of image representations is most useful for our purposes.

Proposition 6.3 (Willems [20, p.86]). An LTI behaviour B is
controllable iff 9M 2 Mat k[s, s�1] such that B = im ✓M .

Restated in our language, Prop. 6.3 states that controllable sys-
tems are precisely those representable as spans of matrices.

Theorem 6.4. Let m A

�! d
B

 � n be a corelation in CorelMat k[s, s�1].
Then �(

A

�!

B

 �) is controllable iff 9 R : e! m, S : e! n s.t.

m
R

 � e
S

�! n = m
A

�! d
B

 � n

as morphisms in CorelMat k[s, s�1].

Proof. To begin, note that the behaviour of a span is its joint image.
That is, �( R

 �

S

�!) is the composite of linear relations ker ✓[id
m

�

R] and ker ✓[S � id
n

], which comprises all (x,y) 2 (km)Z �
(kn)Z s.t. 9 z 2 (ke)Z with x = ✓Rz and y = ✓Sz. Thus

�(
R

 �

S

�!) = im ✓


R
S

�
.

The result then follows immediately from Prop. 6.3.

In terms of the graphical theory, this means that a term in the
form HA

k[s,s

�1
]

;HAop

k[s,s

�1
]

(‘cospan form’) is controllable iff we
can find a derivation, using the rules of IHCor, that puts it in the
form HAop

k[s,s

�1
]

;HA
k[s,s

�1
]

(‘span form’). This provides a gen-
eral, easily recognisable representation for controllable systems.

Span representations also lead to a test for controllability: take
the pullback of the cospan and check whether the system described
by it coincides with the original one. Indeed, note that as k[s, s�1]
is a PID, the category Mat k[s, s�1] has pullbacks. A further con-
sequence of Th. 6.4, together with Prop. 4.8, is the following.

Proposition 6.5. Let m A

�! d
B

 � n be a cospan in Mat k[s, s�1],
and write the pullback of this cospan m

R

 � e
S

�! n. Then the be-
haviour of the pullback span �(

R

 �

S

�!) is the maximal controllable
sub-behaviour of �( A

�!

B

 �).

Proof. Suppose we have another controllable behaviour C con-
tained in ker ✓[A � B]. Then this behaviour is the �-image of

some span m
R

0
 �� e0

S

0
�! n. As im ✓


R0

S0

�
lies in ker ✓[A �B], the
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universal property of the pullback gives a map e0 ! e such that the
relevant diagram commutes. This implies that the controllable be-

haviour C = im ✓


R0

S0

�
is contained in im ✓


R
S

�
, as required.

Corollary 6.6. Suppose that an LTI behaviour B has cospan
representation

m
A

�! d
B

 � n.

Then B is controllable iff the �-image of the pullback of this
cospan in Mat k[s, s�1] is equal to B.

Moreover, taking the pushout of this pullback span gives an-
other cospan. The morphism from the pushout to the original
cospan, given by the universal property of the pushout, describes
the way in which the system fails to be controllable.

Graphically, the pullback may be computed by using the ax-
ioms of the theory of interacting Hopf algebras IH

k[s,s

�1
]

[5,
23]. For example, the pullback span of the system of Ex. 6.2 is
simply the identity span, as derived in equation (2) of the in-
troduction. In the traditional matrix calculus for control theory,
one derives this by noting the system has kernel representation
ker ✓

⇥
s+ 1 �(s+ 1)

⇤
, and eliminating the common factor s+1

between the entries. Either way, we conclude that the maximally
controllable subsystem of 1

[s+1]

���! 1
[s+1]

 ��� 1 is simply the iden-
tity system 1

[1]

�! 1
[1]

 � 1.

6.2 Control and interconnection
From this vantage point we can make useful observations about
controllable systems and their composites: we simply need to ask
whether we can rewrite them as spans.

Example 6.7. Suppose that B has cospan representation m
A

�!

d
B

 � n. Then B is easily seen to be controllable when A or B is

invertible. Indeed, if A is invertible, then m
A

�1
B

 ���� n
idn
��! n is

an equivalent span; if B is invertible, then m
idm
 �� m

B

�1
A

����! n.

More significantly, the compositionality of our framework aids
understanding of how controllability behaves under the intercon-
nection of systems—an active field of investigation in current con-
trol theory. We give an example application of our result.

First, consider the following proposition.

Proposition 6.8. Let B,C be controllable systems, given by the
respective �-images of the spans m

B1
 �� d

B2
��! n and n

C1
 ��

e
C2
��! l. Then the composite C � B : m ! l is controllable if

�(
B2
��!

C1
 ��) is controllable.

Proof. Replacing
B2
��!

C1
 �� with an equivalent span gives a span

representation for C �B.

Example 6.9. Consider LTI systems

s
s

and

s

s

.

These systems are controllable because each is represented by
a span in Mat k[s, s�1]. Indeed, recall that each generator of
LTI = CorelMat k[s, s�1] arises as the image of a genera-
tor in Mat k[s, s�1] or Mat k[s, s�1]

op; for example, the white

monoid map represents a morphism in Mat k[s, s�1],

while the black monoid map represents a morphism in

Mat k[s, s�1]
op. The above diagrams are spans as we may parti-

tion the diagrams above so that each generator in Mat k[s, s�1]
op

lies to the left of each generator in Mat k[s, s�1].
To determine controllability of the interconnected system

s
s

s

s

Prop. 6.8 states that it is enough to consider the controllability of
the subsystem

s
s .

The above diagram gives a representation of the subsystem as a
cospan in Mat k[s, s�1]. We can prove it is controllable by rewrit-
ing it as a span using an equation of LTI:

s
s

=

s

.

Thus the composite system is controllable.

Remark 6.10. Note the converse of Proposition 6.8 fails. For a
simple example, consider the system

s s

This is equivalent to the empty system, and so trivially controllable.
The central span, however, is not controllable (Example 6.2).

6.3 Comparison to matrix methods
The facility with which the graphical calculus formalises and solves
such controllability issues is especially appealing in view of poten-
tial applications in the analysis of controllability of systems over
networks (see [15]). To make the reader fully appreciate such po-
tential, we sketch how complicated such analysis is using standard
algebraic methods and dynamical system theory even for the highly
restrictive case of two systems that compose to make a single-input,
single-output system. See also pp. 513–516 of [8], where a gener-
alization of the result of Prop. 6.8 is given in a polynomial- and
operator-theoretic setting.

In the following we abuse notation by writing a matrix for
its image under the functor ✓. The following is a useful result
for analysing the controllability of kernel representations applying
only to the single-input single-output case.

Proposition 6.11 (Willems [20, p.75]). Let B ✓ (k2)Z be a
behaviour given by the kernel of the matrix ✓

⇥
A B

⇤
, where A

and B are column vectors with entries in k[s, s�1]. Then B is
controllable if and only if the greatest common divisor gcd(A,B)
of A and B is 1.

Using the notation of Prop. 6.8, the trajectories of B and C
respectively are those (w

1

, w
2

) 2 (kn)Z � (km)Z and (w0
2

, w
3

) 2
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(km)Z � (kp)Z such that

w

1

w
2

�
=


B

1

B
2

�
`
1

and

w0

2

w
3

�
=


C

1

C
2

�
`
2

(6)

for some `
1

2 (kb)Z, `
2

2 (kc)Z. These are the explicit image
representations of the two systems. We assume without loss of
generality that the representations (6) are observable (see [20]); this
is equivalent to gcd(B

1

, B
2

) = gcd(C
1

, C
2

) = 1. Augmenting (6)
with the interconnection constraint w

2

= B
2

`
1

= C
1

`
2

= w0
2

we
obtain the representation of the interconnection:

2

6664

w
1

w
2

w0
2

w
3

0

3

7775
=

2

6664

B
1

0
B

2

0
0 C

1

0 C
2

B
2

�C
1

3

7775


`
1

`
2

�
. (7)

Prop. 6.8 concerns the controllability of the set C �B of trajectories
(w

1

, w
3

) for which there exist trajectories w
2

, w0
2

, `
1

, `
2

such that
(7) holds.

To obtain a representation of such behavior the variables `
1

, `
2

,
w

2

and w0
2

must be eliminated from (7) via algebraic manipulations
(see the discussion on p. 237 of [21]). Denote G = gcd(B

1

, C
2

),
and write C

2

= GC0
2

and B
1

= GB0
1

, where gcd(B0
1

, C0
2

) = 1.
Without entering in the algebraic details, it can be shown that a
kernel representation of the projection of the behavior of (7) on the
variables w

1

and w
3

is
⇥
C0

2

B
2

�B0
1

C
2

⇤ w
1

w
3

�
= 0 . (8)

We now restrict to the single-input single-output case. Recalling
Prop. 6.11, the behavior represented by (8) is controllable if and
only if gcd(C0

2

B
2

, B0
1

C
1

) = 1.
Finally then, to complete our alternate proof of the single-input

single-output case of Prop. 6.8, note that ⇥(
B2
��!

C1
 ��) is control-

lable if gcd(B
2

, C
1

) = 1. Given the observability assumption,
this implies gcd(C0

2

B
2

, B0
1

C
1

) = 1, and so the interconnected be-
haviour C �B represented by (8) is controllable.

In the multi-input, multi-output case stating explicit conditions
on the controllability of the interconnection given properties of the
representations of the individual systems and their interconnection
is rather complicated. This makes the simplicity of Prop. 6.8 and
the straightforward nature of its proof all the more appealing.

7. Conclusion
Willems concludes [20] with

Thinking of a dynamical system as a behavior, and of inter-
connection as variable sharing, gets the physics right.

In this paper we have shown that the algebra of symmetric monoidal
categories gets the mathematics right.

We characterised the prop LTI of linear time invariant dynam-
ical systems as the prop of corelations of matrices over k[s, s�1]
and used this fact to present it as a symmetric monoidal theory. As
a result, we obtained the language of string diagrams as a syntax for
LTI systems. From the point of view of formal semantics, the syn-
tax was endowed with denotational and operational interpretations
that are closely related, as well as a sound and complete system of
equations for diagrammatic reasoning.

We harnessed the compositional nature of the language to pro-
vide a new characterisation of the fundamental notion of controlla-
bility, and argued that this approach is well-suited to some of the
problems that are currently of interest in systems theory, for exam-
ple in systems over networks, where compositionality seems to be
a vital missing ingredient.

The power of compositionality will be of no surprise to re-
searchers in concurrency theory or formal semantics of program-
ming languages. Our theory–which, as we show in the final section,
departs radically from traditional techniques—brings this insights
to control theory. By establishing links between our communities,
our ambition is to open up control theory to formal specification
and verification.
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Abstract
We introduce di↵erential refinement logic (dRL), a logic with first-
class support for refinement relations on hybrid systems, and a
proof calculus for verifying such relations. dRL simultaneously
solves several seemingly di↵erent challenges common in theorem
proving for hybrid systems: 1. When hybrid systems are compli-
cated, it is useful to prove properties about simpler and related sub-
systems before tackling the system as a whole. 2. Some models
of hybrid systems can be implementation-specific. Verification can
be aided by abstracting the system down to the core components
necessary for safety, but only if the relations between the abstrac-
tion and the original system can be guaranteed. 3. One approach to
taming the complexities of hybrid systems is to start with a sim-
plified version of the system and iteratively expand it. However,
this approach can be costly, since every iteration has to be proved
safe from scratch, unless refinement relations can be leveraged in
the proof. 4. When proofs become large, it is di�cult to maintain a
modular or comprehensible proof structure. By using a refinement
relation to arrange proofs hierarchically according to the structure
of natural subsystems, we can increase the readability and modu-
larity of the resulting proof. dRL extends an existing specification
and verification language for hybrid systems (di↵erential dynamic
logic, dL) by adding a refinement relation to directly compare hy-
brid systems. This paper gives a syntax, semantics, and proof cal-
culus for dRL. We demonstrate its usefulness with examples where
using refinement results in easier and better-structured proofs.

Categories and Subject Descriptors F.3.1 [Logics and Meanings
of Programs]: Specifying and Verifying and Reasoning about Pro-
grams

1. Introduction
As new technologies become indispensable in the next genera-
tion of safety-critical cyber-physical applications such as collision
avoidance maneuvers for aircraft and emergency braking or adap-
tive cruise control in the automotive industry, it is of increasing
importance that these systems be guaranteed error-free. To ensure
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there are no mistakes in the models on which these systems are
based (most commonly hybrid systems models [1]), formal veri-
fication methods like model checking and theorem proving have
been developed to prove systems safe under a continuously infi-
nite range of circumstances. To verify safety for cyber-physical sys-
tems, there is an existing specification and verification logic for hy-
brid systems: di↵erential dynamic logic (dL) [19, 21, 22]. The logic
dL supports behavioral reasoning about hybrid programs ↵ with
modalities, where the formula [↵]� expresses that all states after
running ↵ satisfy formula �. Previously, dL and its proof calculus
have had many successes in proving safety for sophisticated cyber-
physical systems, such as distributed car and aircraft control. How-
ever, verification results for these complicated systems often rely on
equally complicated and creative proofs. Such proofs need consid-
erable foresight to ensure that proofs about simpler systems magi-
cally fit to just the right shape required for simplifying subsequent
arguments about more complex or reoccurring systems. However,
with direct proof support for relating two systems, such implicit
structure in the proofs could be formalized explicitly, thereby sim-
plifying the proofs significantly.

In this paper we introduce di↵erential refinement logic (dRL),
which extends dL with a refinement operator on hybrid programs
to support relational reasoning and direct comparisons of hybrid
programs as first-class citizens in the logic. The proof calculus for
dRL provides structural methods for proving that hybrid program ↵
refines hybrid program �, written ↵  �, which simplifies proving
by maintaining good proof structure. When a refinement relation
has been proved between two hybrid programs, the dRL calculus
allows the more restrictive program to automatically inherit all
safety properties proved about the program that is more permissive.
As a result, dRL enables the use of refinement relations on hybrid
programs to reduce a safety argument for ↵ to a safety proof for �.
Refinement relations are first-class in the logic dRL, so refinements
can be established using reachability properties of hybrid systems.

Di↵erential refinement logic (dRL) combines the ability of dif-
ferential dynamic logic (dL) [19, 21, 22] to reason about the dy-
namics of hybrid systems with the ability of Kleene algebras for
tests (KAT) [13] to relate systems. Unlike dL, dRL provides first-
class refinement relations. Unlike KAT, dRL focuses on structural
refinement relations as opposed to equivalence relations and dRL

works for hybrid systems. And unlike dL as well as KAT, dRL

makes it possible to combine arguments about the behavior as well
as the relation of hybrid systems, which we observe to often be used
together for more complex hybrid systems.

Motivating Example. To illustrate dRL’s significance, imagine
the design of a discrete controller that repeatedly sets a control in-
put u for a continuous system x0 = f (x, u) and must remain safely in
the region satisfying formula safe when started from an initial state
satisfying formula init. One design paradigm for such controllers is
event-triggered control, where the controller takes action when cer-
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tain events occur. Formally, this corresponds to adding an evolution
domain constraint E(x) to the di↵erential equation x0 = f (x, u) that
will stop the continuous system and yield control to the discrete
system when any of the events have been detected:

init! [
�
u 2 G(x); x0 = f (x, u) & E(x)

�
⇤] safe (1)

This formula expresses that, if started in init, the event-triggered
system inside the [·] modality will always satisfy safe. This system
nondeterministically repeats (operator ⇤) a loop that first sets u ar-
bitrarily according to some given condition G(x) (written u 2 G(x))
and then (after the ;) follows the di↵erential equation x0 = f (x, u).
This continuous evolution may evolve for any nondeterministic
amount of time within the evolution domain E(x), which stops the
continuous system when an event happens. The repetition of the
loop then lets the controller respond to such events. Event-triggered
control systems such as in (1) are conceptually easy but not imple-
mentable faithfully because an implementation would require con-
tinuous sensing for these events.

A di↵erent design paradigm is timed-triggered control, where
the controller takes action only every once in a while, after a certain
amount of time " has passed. This corresponds to adding a time-
bound t  " as an evolution domain constraint for a stopwatch t
that measures the duration of the current continuous evolution:

init! [
�
u := g(x); x0 = f (x, u) & t  "

�
⇤] safe (2)

Event-triggered systems such as (1) are significantly easier to verify
than time-triggered systems such as (2), which struggle with safely
predicting the impact of reaction delays on control decisions. How-
ever, only time-triggered systems are implementable.

Without dRL, we would have to choose between an event-
triggered paradigm, which is easy to prove, but not a faithful rep-
resentation of the real system, and the time-triggered paradigm,
which is significantly harder to verify. With dRL, we can settle for a
proof for the simpler event-triggered system and then subsequently
relate it with a refinement proof to the faithful time-triggered sys-
tem. Essentially, dRL lets us “have our cake and eat it, too.”

Now dRL observes that the best way of concluding the time-
triggered (2) from a proof of the easier (1) would be to exploit
a refinement relation between their systems. An easy way to es-
tablish this refinement relation is by separately proving refinement
(indicated by ) of its respective pieces:

init!
⇥�

u 2 G(x); x0 = f (x, u)&E(x)
�
⇤

⇤
safe

 

init!
⇥�

u := g(x); x0 = f (x, u)&t  "
�
⇤

⇤
safe

This naı̈ve piece-by-piece refinement is great if it works, but, in
fact, does not su�ce in this case, because some knowledge of the
invariant properties preserved during the hybrid system run is still
needed to establish the refinement. The di↵erential equation of the
time-triggered (2) does not refine the event-triggered (1) globally in
isolation, but rather only refines it if g(x) has the appropriate behav-
ior of reacting early enough. Hence, dRL provides nested formulas
such as [u := g(x)](↵  �), which expresses that ↵ refines � after
all runs of u := g(x). dRL provides such behavioral reasoning in
support of refinement reasoning. To simplify the verification, the
particular discrete controller u 2 G(x) in (1) is also more permis-
sive than the easily implementable direct assignment u := g(x) in
(2), which showcases another common use of dRL’s refinement.

One important design goal for dRL, thus, is that it provides a
way of performing refinement reasoning in support of behavioral
reasoning: the system in (2) refines the system in (1) such that a
proof of behavioral property (1) implies the behavioral property
(2). But also that dRL provides a way of performing behavioral
reasoning in support of refinement reasoning: the system in (2)
refines the system in (1) after taking into account some of the

behavioral properties of the respective system runs. dRL, thus,
provides a seamless integration of both styles of reasoning by
supporting both [↵]� and ↵  � as first-class formulas in the logic
that can be nested arbitrarily. Its proof calculus provides ways of
using the former shape to justify the latter and vice versa.

2. Syntax
In this section, we introduce di↵erential refinement logic (dRL),
which adds a refinement relation to di↵erential dynamic logic (dL),
a specification and verification language for hybrid systems [21,
22]. Both dL and dRLmodel cyber-physical systems as hybrid pro-
grams (HPs). HPs combine di↵erential equations with traditional
program constructs and discrete assignments.

Definition 1 (Hybrid program). HPs are defined by the following
grammar (where ↵, � are HPs, x is a variable, ✓ is a term possibly
containing x, and � is a formula of dRL, often first-order):

↵, � ::= x := ✓ | x0 = ✓ & � | ?� | ↵ [ � | ↵; � | ↵⇤

The e↵ect of assignment x := ✓ is an instantaneous discrete jump
assigning ✓ to x. The e↵ect of di↵erential equation x0 = ✓& � is a
continuous evolution where the di↵erential equation x0 = ✓ holds
and (written & for clarity) formula � holds throughout the evolution
(the state remains in the region described by �).

The e↵ect of test ?� is a skip (i.e., no change) if formula � is
true in the current state and abort (blocking the system run by a
failed assertion), otherwise. Nondeterministic choice ↵ [ � is for
alternatives in the behavior of the distributed hybrid system. In the
sequential composition ↵; �, HP � starts after ↵ finishes (� never
starts if ↵ continues indefinitely). Nondeterministic repetition ↵⇤

repeats ↵ an arbitrary number of times, including zero times. Non-
deterministic assignment x := ⇤ assigns an arbitrary real number to
x and is definable as syntactic sugar for x0 = 1 [ x0 = �1.

Except for the changes to formulas (addressed in Definition 2),
the syntax and semantics of hybrid programs is unchanged from
that used by dL [19, 21, 22].

Definition 2 (dRL formula). Formulas in dRL are defined by the
following grammar (where �,  are dRL formulas, x is a variable,
✓1, ✓2 are terms, and ↵, � are HPs):

�, ::= ✓1  ✓2 | ¬� | � ^  | 8x � | [↵]� | h↵i� | �  ↵
In addition to formulas of first-order real arithmetic, dRL allows

formulas of the form �  ↵with HPs ↵ and �. Formula �  ↵ is true
in a state ⌫ i↵ all states reachable from that state ⌫ by following the
transitions of � could also be reached from state ⌫ by following
some transitions of ↵ (the transition semantics of HPs are formally
defined in Definition 3). Less formally, the behaviors of ↵ from ⌫
subsume those of �, or we say that � refines ↵ from the state ⌫.

Just as in dL, we may write formula [↵]� with an HP ↵ and
a formula � in dRL. Formula [↵]� is true in a state ⌫ i↵ formula
� is true in all states that are reachable from ⌫ by following the
transitions of ↵. Accordingly, h↵i� is true in a state ⌫ i↵ formula �
is true in some state reachable from ⌫ by ↵.

The formulas �  ↵ and [↵]� make a powerful pair; when both
are true, then we know that formula � is true in all states reachable
from ⌫ by following the transitions of �, i.e. [�]�. Also since
�  ↵ is not a separate judgment but a formula in dRL, refinement
arguments and behavioral arguments can be combined freely. For
example, [↵]� ^ (�  ↵)! [�]� expresses this safety refinement as
a dRL formula. And [�](�  ↵) expresses that all behavior of � can
be mimicked by ↵ from all those states reachable by �.

3. Semantics
The semantics of HPs are defined as a reachability relation as in
dL. A state ⌫ is a mapping from the set V of variables to R. The set
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v |= � � �
v |= � � �

v |= � � �
�

hi

�

hi

.

. � �1 �2 �3

.

.

. � �1 �2 �3

.
.

. � �1 �2 �3

.
.

. � �1 �2 �3

.
Figure 1: An illustrated example of the transition semantics for HPs
↵ and � where ⌫ |= ↵  �. Every state reachable by transitioning on
↵ from ⌫ (in this case, !2 and !3), is also reachable through �.

of states is denoted S. The value of term ✓ in state ⌫ is denoted by
~✓�⌫.

Definition 3 (Transition semantics of HPs [22]). Each HP ↵ is
interpreted semantically as a binary reachability relation ⇢(↵) ✓
S ⇥ S over states, defined inductively and as usual in di↵erential
dynamic logic (dL):
• ⇢(x := ✓) = {(⌫,!) : ! = ⌫ except that ~x�! = ~✓�⌫}
• ⇢(?�) = {(⌫, ⌫) : ⌫ |= �}
• ⇢(x0 = ✓& �) = {('(0),'(r)) : '(t) |= x0 = ✓ and '(t) |= � for

all 0  t  r for a solution ' : [0, r]! S of any duration r}; i.e.,
with '(t)(x0) def

= d'(⇣)(x)
d⇣ (t), ' solves the di↵erential equation and

satisfies � at all times.
• ⇢(↵ [ �) = ⇢(↵) [ ⇢(�)
• ⇢(↵; �) = {(⌫,!) : (⌫, µ) 2 ⇢(↵), (µ,!) 2 ⇢(�)}
• ⇢(↵⇤) =

[

n2N

⇢(↵n) with ↵n+1
⌘ ↵n;↵ and ↵0

⌘ ?true

Definition 4 (dRL semantics). The satisfaction relation ⌫ |= � for a
dRL formula � in state ⌫ is defined inductively and, aside from the
refinement relations, it is defined as in di↵erential dynamic logic. If
⌫ |= �, we say that � holds at state ⌫. A formula � is valid i↵ � holds
at all states, i.e. ⌫ |= � for all ⌫ 2 S; we write |= � to denote that �
is valid. We use ⌫d

x to be the state ⌫ with the variable x assigned to
real value d.

1. ⌫ |= (✓1  ✓2) i↵ ~✓1�⌫  ~✓2�⌫
2. ⌫ |= ¬F i↵ ⌫ 6|= F, i.e. if it is not the case that ⌫ |= F
3. ⌫ |= F ^G i↵ ⌫ |= F and ⌫ |= G
4. ⌫ |= 8x F i↵ ⌫d

x |= F for all d 2 R
5. ⌫ |= [↵]� i↵ ! |= � for all ! with (⌫,!) 2 ⇢(↵)
6. ⌫ |= h↵i� i↵ ! |= � for some ! with (⌫,!) 2 ⇢(↵)
7. ⌫ |= ↵  � i↵ {! : (⌫,!) 2 ⇢(↵)} ✓ {! : (⌫,!) 2 ⇢(�)}

Di↵erential refinement logic dRL introduces the refinement re-
lation for hybrid programs to the semantics (case 7). The formula
↵  � is true in state ⌫ i↵ the set of all states reachable from ⌫ by
following the transitions of HP ↵ is a subset of the states reachable
from ⌫ by following the transitions of HP �; see Fig. 1. We also use
↵ = � to denote equivalence of hybrid programs ↵ and �, but this is
defined syntactically as ↵  � ^ �  ↵. Thus, ⌫ |= ↵ = � i↵ ↵ and �
have the same (reachability) behavior when starting in state ⌫.

4. Proof Calculus
A proof calculus associated with a logical language such as dRL

is a set of syntactic transformations that are each proved sound.
By combining many of these transformations on a complicated
formula, we may simplify and break apart the formula until we
are left with formulas that are simple enough and can be proved
true using quantifier elimination, in which case we have a proof of
our original complicated formula. Because this process is entirely
syntactic, such a proof can be automatically checked by a computer

or even automatically generated by a proof search procedure. In this
section we present sequent proof rules for dRL. The semantics of a
sequent � ` � is that of the dRL formula

V
�2� �!

W
 2�  .

� ` [�]�,� � ` ↵  �,�

� ` [↵]�,�
([])

� ` h↵i�,� � ` ↵  �,�

� ` h�i�,�
(hi)

Figure 2: dRL interaction rules

The defining proof rules of dRL are the interaction rules where
modalities and refinements meet; see Fig. 2. The refinement rule for
box modalities [] expresses that if formula � holds in every state
reachable on � (i.e., [�]�), and ↵ is a refinement of � (i.e., ↵  �),
then �must also hold in every state reachable on ↵ (i.e., [↵]�). Rule
[] makes it possible to replace a HP ↵ by � and a refinement proof.
Dually, rule hi for diamond modalities, which expresses that if ↵
is a refinement of �, and � holds in at least one transition on ↵, then
that same state must also be reachable on � and therefore h�i� must
be true, since � contains all behaviors that ↵ can have. Both rules
are sound in any sequent context �,�.

The rules in Fig. 2 use refinements to justify reachability. Con-
versely, dynamics can play a role in justifying refinements. The rule

� ` ↵1  ↵2,� � ` [↵1] (�1  �2),�
� ` (↵1; �1)  (↵2; �2),�

( ; )

proves that the sequential composition ↵1; �1 refines ↵2; �2 by
showing that ↵1 refines ↵2 and, after all runs of ↵1, that �1 also
refines �2. It is soundness-critical that the right premise of ( ; ) is
not � ` �1  �2,�, because the assumptions in � may no longer
hold, since running ↵1 may change the state. The flip-side is that
rule ( ; ) makes the behavior of ↵1 available when showing the
refinement �1  �2. A global version of rule ( ; ) with the right
premise ` �1  �2 would be sound, but loses all knowledge from
the context �,�,↵1 and is, thus, rarely applicable. Since ↵1  ↵2
by the left premise, rule [] implies that the right premise of rule
( ; ) can soundly be replaced by � ` [↵2] (�1  �2),�, which gives
a weaker derived rule but occasionally makes proving easier. Rule
( ; ) exploits dRL’s local semantics of refinement and that dRL al-
lows nested reachability modalities and refinement operators.

The idempotent semiring axioms from KAT [13] as well as un-
rolling of loops on the left (unrolll) or on the right (unrollr) directly
transfer to dRL; see Fig. 3. For hybrid programs, nondeterminis-
tic choice [ is the additive operator, and sequential composition ;
is the multiplicative operator. The hybrid program ??, where ? is
the formula false, is a test that always fails. Its transition seman-
tics ⇢(??) is the empty set. So, ?? is the additive identity (rule [id)
and the multiplicative annihilator (rules ;annih�r and ;annih�l). The hy-
brid program ?>, where > is the formula true, is a test that always
succeeds. It is the multiplicative identity (rules ;id�r and ;id�l), as
it does not change the transition semantics of any hybrid program
when sequentially composed (i.e. ⇢(?>) is the identity relation).

The first rules in Fig. 4 capture the fact that the refinement
relation over hybrid programs is a partial order compatible with
[. The rule trans functions as a cut rule for refinements, while refl
is for closing, and antisym relates refinement with its corresponding
equivalence relation.1 Rules [l and [r show refinement separately
for choices. The remaining proof rules presented in Fig. 4 take

1Equivalence of hybrid programs (↵ = �) is syntactic sugar for the
conjunction ↵  � ^ �  ↵, so rule antisym holds by definition.
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� ` ↵ [ (� [ �) = (↵ [ �) [ �,�
([assoc)

� ` ↵[ ?? = ↵,�
([id)

� ` ↵ [ � = � [ ↵,�
([comm)

� ` ↵ [ ↵ = ↵,�
([idemp)

� ` ↵; (�; �) = (↵; �); �,�
(;assoc )

� ` (?>;↵) = ↵,�
(;id�l )

� ` (↵; ?>) = ↵,�
(;id�r )

� ` ↵; (� [ �) =
�
(↵; �) [ (↵; �)

�
,�

(dist-l)

� ` (↵ [ �); � =
�
(↵; �) [ (�; �)

�
,�

(dist-r)

� ` (??;↵) = ??,�
(;annih�l )

� ` (↵; ??) = ??,�
(;annih�r )

� ` (?> [ (↵;↵⇤)) = ↵⇤,�
(unrolll)

� ` (?> [ (↵⇤;↵)) = ↵⇤,�
(unrollr)

Figure 3: Idempotent semiring axioms from KAT

advantage of structural similarities between hybrid programs. For
example, the unloop rule allows both hybrid programs ↵ and � to be
unrolled simultaneously. It is important that we update the context
appropriately by a proper placement of [↵⇤], as the refinement must
hold after any number of loop executions, which we accomplish by
requiring that ↵  � holds after an arbitrary number of executions
of ↵. Rule unloop also makes it possible to transport knowledge
of any invariants that hold during ↵⇤ to the refinement proof ↵ 
�. The :=⇤ proof rule says that assigning x to a specific term ✓
always refines a program which assigns x nondeterministically to
any real value (Example 2 below shows how this rule is applied
in the context of a loop, and Example 3 shows extensions to cover
guarded nondeterministic assignment). While additional relations
exist, we have found the rules listed to be the most crucial structural
rules through experience in proving dRL properties.

The dRL rules for loops in Fig. 4 are inspired by KAT but cru-
cially generalized to the presence of sequent contexts. The struc-
tural refinement rules loopl and loopr exhibit a fundamental asym-
metry of refinement with loop initializers (loopr) compared to with
loop su�xes (loopr). Unlike in loopr, it is crucial for the soundness
of loopl that we add a [↵⇤] to its premises.

Fig. 5 illustrates a state-transition diagram for ↵⇤; � as well as
�. From the second premise of loopr, � refines � at the end, for
all states reachable through ↵⇤ (here represented as !3 with �-
successor !4), so we know that there is an execution of HP � such
that !4 is reachable from !3 directly. And from the first premise of
loopr, we inductively know that the remaining transitions toward
the left of Fig. 6 can also be reached through �, since ↵; �  � for
all states reachable from ↵⇤.

� ` ↵  ↵,�
(refl)

� ` ↵  �,� � ` �  �,�

� ` ↵  �,�
(trans)

� ` ↵  �,� � ` �  ↵,�

� ` ↵ = �,�
(antisym)

� ` ↵  � ^ �  �,�

� ` ↵ [ �  �,�
([l)

� ` ↵  � _ ↵  �,�

� ` ↵  � [ �,�
([r)

� ` (x := ✓)  (x := ⇤),�
(:=⇤)

� ` �!  ,�

� ` ?�  ? ,�
(?)

� ` ↵1  ↵2,� � ` [↵1] (�1  �2),�
� ` (↵1; �1)  (↵2; �2),�

( ; )

� ` [↵⇤](↵; �  �),� � ` [↵⇤](�  �),�
� ` ↵⇤; �  �,�

(loopl)

� ` �  �,� � ` (�;↵)  �,�
� ` �;↵⇤  �,�

(loopr)

� ` [↵⇤](↵  �),�
� ` ↵⇤  �⇤,�

(unloop)

Figure 4: dRL proof rules

By contrast, rule loopl does not require modalities in the
premises, making it very di↵erent from its counterpart loopl. Fig. 6
illustrates a state-transition diagram for �;↵⇤ as well as �. By the
first premise of loopl, the first � refines �. And then, by the second
premise of loopl, any run of �;↵ (such as the run from ⌫ via !1 to
!2) can be emulated by just � since �;↵ refines �.

In Fig. 7, we present rules for handling di↵erential equations
by refinement. The DC rule says that if a di↵erential equation al-
ways evolves within some region H2 (premise), then this di↵eren-
tial equation is equivalent to the same ODE, but with an additional
conjunction with formula H2 as a restriction in the evolution do-
main (conclusion). This rule is reminiscent of di↵erential cuts [22].

The DR rule says that if two di↵erential equations di↵er only
in their evolution domain, then a refinement relationship is satis-
fied if the evolution domain of the smaller program is a subset of
the evolution domain of the larger program. This rule is reminis-

…  ��

hi

�

hi ��� � …  

.

. � �1 �2 �3 �4 .

.

.

. � �1 �2 �3 �4 .

.

.

. � �1 �2 �3 �4 .

.

.

. � �1 �2 �3 �4 .
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. � �1 �2 �3 �4 .

.

Figure 5: Successive refinement from the right for rule loopl
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Figure 6: Successive refinement from the left for rule loopr
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� ` [x0 = ✓& H1]H2,�

� ` (x0 = ✓& H1) = (x0 = ✓& H1 ^ H2),�
(DC)

� ` 8x (H1 ! H2),�
� ` (x0 = ✓& H1)  (x0 = ✓& H2),�

(DR)

� ` 8x
⇣
✓k⌘k = ⌘k✓k ^

�
k✓k = 0$ k⌘k = 0

�⌘
,�

� ` (x0 = ✓) = (x0 = ⌘),�
(MDF)2

Figure 7: dRL rules for handling di↵erential equations

cent of di↵erential refinements for di↵erential-algebraic dynamic
logic [20], where both the evolution domains and the di↵erential-
algebraic constraints are compared. In the premise, we quantify
universally over the state variables of the hybrid programs x0 = ✓,
so the vector x. Quantifying over x prevents the unsound assump-
tion that the context � holds throughout the evolution, when in fact
the context is a static property about the initial value of the state x,
and is not guaranteed to hold as x evolves.

The match direction field (MDF) rule concerns the reachability
of two continuous evolutions. Two di↵erential equations are equiv-
alent if they have the same set of reachable states, even if those
states are not reached at the same time (unless a clock variable is in
the ODE). We quantify over x for similar reasons as in rule DR.

We have proved soundness for MDF for constant di↵erential
equations (i.e. in the case where ✓ does not depend on x) but expect
it to generalize without this assumption. The premise implies that
the unit direction field3 of both di↵erential equation systems are
identical. In other words, they share all equilibrium points4, and
✓
k✓k =

⌘
k⌘k holds everywhere else, where k✓k is the definable Eu-

clidean norm of ✓. When the unit direction fields of two di↵erential
equations are identical, then their phase portraits5 are as well. That
is, if the two systems start at the same initial value, then the path
that their trajectory follows through the state space will be identi-
cal. So, while the two systems do not evolve along their trajectories
at the same rates, they do have identical sets of reachable states.

Soundness proofs are omitted for length, but are presented in
full in the extended version [15, Appendix B].

5. Examples
In the following examples, a ⇤ at the top of a proof branch denotes
that the branch is closed, either by a proof rule, or by using a
decidable algorithm to resolve any remaining FOLR properties.

Example 1 (↵ [ � = � $ ↵  �). In an idempotent semiring, we
expect there to be a natural partial order induced by: ↵ [ � = � $
↵  �, as described in [12]. And, indeed, this rule can be derived

2This rule is defined only when no variables of x occur in ✓. We use ||✓||
to indicate the Euclidean norm.

3Also known as a slope field, the direction field is a graphical represen-
tation of a system of di↵erential equations, which plots a vector of the slope
of the solution of the di↵erential equation at each point in the state space. A
unit direction field is one where each of these vectors has magnitude one.

4An equilibrium point is a point in the state space where the derivative

is zero. More formally, x0 is an equilibrium point for
dx
dt
= f (t, x) if

f (t, x0) = 0 for all t. For linear di↵erential equations, which are polynomial
in t, equilibrium points are constant solutions.

5A phase portrait is the trajectory of a di↵erential equation solution in
the state space from a given initial value.

for the refinement relation for hybrid programs in dRL as follows:
⇤

` ↵  �$ ↵  �
ax

` (↵  � ^ �  �)$ ↵  �
re f l

` ↵ [ �  �$ ↵  �
[l

` (↵ [ �  � ^ �  ↵ [ �)$ ↵  �
[r , re f l

` ↵ [ � = �$ ↵  �
antisym

Example 2 (Decomposing a system inside a loop). dRL performs
particularly well when determining refinement between HPs which
di↵er only slightly, but within the context of a large and compli-
cated system. In this example, the only di↵erence between the two
programs we are comparing is that the program on the left is setting
variable x to a specific value ✓, and the program on the right allows
x to be assigned any value, which is reminiscent of one feature of
the example in Section 1 but also of common interest in practice.

⇤

` ↵  ↵

⇤

` [↵](x := ✓)  (x := ⇤)
:=⇤

⇤

` [↵; x := ✓] �  �
`

�
↵; x := ✓; �

�


�
↵; x := ⇤; �

� ;

` 8

(↵;x:=✓;�)�↵; x := ✓; �
�


�
↵; x := ⇤; �

� 8r

` [(↵; x := ✓; �)⇤]
�
↵; x := ✓; �

�


�
↵; x := ⇤; �

� []gen

`

�
↵; x := ✓; �

�
⇤



�
↵; x := ⇤; �

�
⇤

unloop

This is a canonical example of a proof that would be challeng-
ing in dL, but is straightforward using refinement. In order to take
advantage of the similarities between these two HPs without re-
finement in dL, we would first have to deal with the outermost
operator, here the Kleene star, by finding an appropriate loop in-
variant, which is necessarily di�cult [23]. By contrast, when using
dRL, it is possible to be oblivious to the complexities of the two
systems where they are the same and focus only on proving re-
finement in the places where they di↵er. This is an illustration of
breaking a system into parts. The quantifiers 8(↵;x:=✓;�) occur after
the generalization rule []gen is applied. This is shorthand notation
for universal quantification over all variables bound in the hybrid
program ↵; x := ✓; � and over-approximates the reachable states of
the hybrid program by allowing the bound variables to take on any
value.

Example 3 (Guarded nondeterministic assignment). Example 2
refines a discrete assignment by a nondeterministic assignment.
As in the example from Section 1, a more general use case refines
a discrete assignment by a guarded nondeterministic assignment
x := ⇤; ?G (abbreviated x 2 G in Section 1). The nondeterministic
assignment x := ⇤ assigns an arbitrary real value to x but the
subsequent test restricts those values to be the ones satisfying the
guard condition G. Using guarded nondeterministic assignment can
make a property easier to verify because it has stripped away all the
details of the value of x except whatever is necessary for the proof
of safety, in this case G ⌘ �(x).

⇤

�(✓) ` (x := ✓)  (x := ⇤)
:=⇤

⇤

�(✓) `
�
> ! �(✓)

� !r , ax

�(✓) `
�
?>  ?�(✓)

� ?

�(✓) ` [x := ✓]
�
?>  ?�(x)

� [:=]

�(✓) ` (x := ✓)  (x := ⇤; ?�(x))
;

Example 4 (Di↵erential equations). It is often easy to determine
whether two atomic hybrid programs are equivalent. For example,
(x := ✓1) = (x := ✓2) i↵ ✓1 = ✓2. However, the same rule does not
apply to di↵erential equations. Consider the following formulas:

` (x0 = 2) = (x0 = 9) (3)
` (x0 = 2, t0 = 1) 6= (x0 = 9, t0 = 1) (4)
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In (3), because the duration of the evolution is nondeterministic,
the e↵ect of evolving for an arbitrary duration with a positive
derivative is simply that the value of x after evolution is anything
greater than or equal to the initial value of x. These two programs
di↵er only in duration, but their reachability relation is the same so
long as there is no variable that observes time. However, in (4), time
is now being recorded in the variable t. If the two evolutions di↵er
in their duration, the discrepancy is recorded and therefore these
programs are not equivalent. The equivalence (3) proves easily:

⇤

` 8x.
�
(2 · k9k = 9 · k2k) ^ (k2k = 0$ k9k = 0)

� QE

` (x0 = 2) = (x0 = 9)
MDF

Example 5 (Nondeterministic choice and disjunction of tests). It is
easy to prove with the dRL calculus that a nondeterministic choice
between two tests is equivalent to a single test which joins the two
formulas with a disjunction.

� ` (?�[ ? ) = ?(� _  ),�

We also find a similar dRL proof for an equivalence between
sequential composition and conjunction of tests:

� ` (?�; ? ) = ?(� ^  ),�

The dRL proofs of these two properties are straightforward, and
therefore omitted for space.

Example 6 (Di↵erential cut and refinement). Changing evolution
domain constraints of di↵erential equations can have a huge impact
on the meaning of the model, because they limit the domain within
which the system is allowed to evolve. Yet, under the appropriate
initial conditions on x and y, we can prove that the di↵erential
equation x0 = y, y0 = 1 will always ensure that x � 0. As a result,
under these initial conditions, adding x � 0 to the evolution domain
does not restrict the set of reachable states, and so the following
refinement property is satisfied:

x � 0 ^ y � 0 ` (x0 = y, y0 = 1)  (x0 = y, y0 = 1 & x � 0)

The dRL proof for this property is in the extended version [15,
Appendix A]. The proof shows that x � 0 is an invariant of the
di↵erential equation, which first requires us to show that y � 0 is
also invariant. Once both x � 0 and y � 0 have been cut in as
invariants, we then use DR to ignore the helper invariant y � 0 and
close the proof.

The DC and DR rules are especially helpful when a di↵erential
equation does not have a solution, or when the solution is compu-
tationally intractable.

6. Time-Triggered Refines Event-Triggered
Hybrid systems are so called because they have a tight coupling of
both discrete components (such as computer controllers) and con-
tinuous evolutions. Another source of discrete behavior commonly
arises from the measurement of continuous behavior. Continuous
values, like position or velocity, are often delivered at discrete time
intervals from sensors or via communication. This means that a
control decision must be made knowing that updated information
may not be available for some time into the future. When the time
delay between sensor or communication updates is explicitly mod-
eled, the system is called time-triggered. A controller for a time-
triggered system would make choices like, “Accelerate at rate a
until the next sensor update.”

Because time-triggered systems have to make the right choice
until the next sensor update, their controllers can be tricky to get
right. On top of that, explicitly modeling the sensor delays increases
the complexity of the system models. These challenges combine to

make time-triggered models tough verification problems. As a re-
sult, it is common to make a simplifying assumption that the sen-
sors have continuous access to the values they are measuring. This
turns a time-triggered model into an event-triggered (also called
event-driven) model. A controller for an event-triggered system
could make choices like, “When the car is 10 feet away from the
stop sign, start braking.” While this simplification makes modeling
and analyzing the behavior of the system easier, continuous sensing
is usually not a physical possibility, since it’s easy to miss the exact
moment when the car is 10 feet away from the stop sign.

This distinction between event-triggered and time-triggered
models is an important one [10, 25]. It is a modeling decision
that is made early on in the design process and considered a tough
one to reverse. However, in this section we compare these models
using dRL and, through the lens of refinement, we find that they
are formally relatable, and not so fundamentally di↵erent after all.

In Section 6.1, we provide a generic model for event-triggered
systems. Because their controllers are more directly connected to
the physical dynamics through continuous sensing, event-triggered
systems are often easier to verify than time-triggered models. From
this event-triggered model, a controller for a time-triggered sys-
tem can be derived which inherits the proof of safety from the
event-driven system. This time-triggered model is presented in Sec-
tion 6.2, and we prove that it refines the event-triggered model us-
ing the dRL proof calculus in Section 6.3. We then discuss how to
use this refinement relation to simplify the proof of a challenging
time-triggered system in Section 6.4.

While we discuss just one case study that builds on the proof of
refinement between event-triggered and time-triggered systems, we
believe the verification of many time-triggered systems could ben-
efit by also building on this common proof of refinement. Because
of the discrete nature of sensors and computers, a vast majority of
safety-critical CPS are time-triggered. And many of those operate
as a switched system, like the generic model presented in Model 2.
In other words, they have a normal operating mode, but after some
threshold is reached, they have a discrete switch in behavior (e.g.
evading another aircraft or braking to stop in time for a stop light).
Many cyber-physical systems will have a collection of such switch-
ing conditions, and we leave as an extension of this work proofs for
these more complicated systems. Each of these systems can im-
mediately inherit the proof of refinement to show that it refines its
event-triggered counter part. We expect that each of these systems
would see a similar reduction in the number of required proof steps
as the local lane control case study.

6.1 Event-Triggered Model
In this section we introduce Model 1, a generic template for an
event-triggered model of a hybrid system. The system may evolve
continuously until an event triggers the controller. The controller
can then switch to a di↵erent mode. For example, if the system is
a car and the controlled variable is acceleration, the event could
be that the car passes some point on the road at which time the
controller immediately switches into braking. The controller can
also change the control variable at any time, even before the event
trigger, but it has the additional guarantee that it will be able to
change the control variable exactly when the event occurs.

In Model 1 we can see that the event-triggered model follows
the expected high-level structure: discrete control ctrlEv, followed
by the continuous evolution dynEv, and then nondeterministically
repeat these steps as indicated with ⇤ in (5). In (6), we have what
is called a guarded nondeterministic assignment to variable u,
which first allows u to be set nondeterministically to any value
(u := ⇤), and then restricts those choices to any that satisfy a for-
mula Safe(x, u). We informally represented this in Section 1 with
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Model 1 Event-triggered model

event⇤ ⌘ (ctrlEv; dynEv)⇤ (5)
ctrlEv ⌘ u B c [ (u B ⇤; ?Safe(x, u)) (6)
dynEv ⌘ t := 0; x0 := x; (7)

�
(x0 = f (x, u), t0 = 1 & E(x) ^ D(x)) (8)
[ (x0 = f (x, u), t0 = 1 & ⇠E(x) ^ D(x))

�
(9)

the notation u 2 Safe(x, u). When Safe(x, u) is not satisfied, the
controller must switch to u B c.

We model the continuous dynamics of the system in (8) and (9).
The program x0 = f (x, u) is a system of di↵erential equations (x
may be a vector of several simultaneously evolving variables) that
depends on constant control variable u. The evolution domain is
D(x), which is some region that the system is not able to evolve
beyond and often comes from some physical limit. For example,
when we model braking in cars as a deceleration, we have an
evolution domain of v � 0, since braking should not cause the car
to start moving backwards. E(x), on the other hand, is the event
trigger for the system. When the system reaches the boundary of
this domain, the evolution is forced to stop, allowing the controller
to execute. After the controller executes, the system must be able
to continue evolving, thus the second di↵erential equation in (9).
The di↵erential equations and the evolution domain stay the same.
However, we use ⇠E(x) to represent the topological closure of the
complement of E(x). This means that once the event has been
passed and the controller executed, the system will still evolve
whether or not the controller made a safe choice, making it possible
to detect all unsound control choices in the verification step. We
require that E(x) be a closed domain so that 1) the evolution can
actually reach the event trigger, and 2) the system may transition
between (8) and (9) on that boundary.

Variables t and x0 in (7) are not used anywhere in the program,
and are therefore “ghost” variables, since they don’t a↵ect the state
of the program. However, they do aid in the refinement verification,
since they provide an anchor point between Model 1 and Model 2.

6.2 Time-triggered Model
The template for a time-triggered model, presented in Model 2,
again loops between a discrete control ctrlt, and continuous evo-
lution dynt, as shown in (10). The primary di↵erence between this
model and Model 1 is that the time-triggered model can only ensure
that the controller will be able to take a control action at least every
" seconds. This is expressed in line (13) by first setting clock t to
zero, and then evolving continuously along the di↵erential equa-
tions with t0 = 1, but only within the evolution domain of t  ".
Notice that the event trigger E(x) is not in the evolution domain for
the di↵erential equation in the time-triggered model, so the con-
troller’s conditions are only checked sporadically.

Model 2 Time-triggered model

time⇤ ⌘ (ctrlt; dynt)⇤ (10)
ctrlt ⌘ u B c [ (u B ⇤; ?Safe"(x, u)) (11)
dynt ⌘ t := 0; x0 := x; (12)

(x0 = f (x, u), t0 = 1 & t  " ^ D(x)) (13)

Another major di↵erence between the time-triggered model and
the event-triggered model is in the discrete controller. Because the
discrete controller in the time-triggered model must make a choice
that will be safe for up to " time, we have to change the guard on

the nondeterministic assignment of control variable u in (11). The
guard Safe"(x, u) depends both on the current choice of u and the
time duration ", in addition to the current state x.

6.3 Proof of Refinement
We expect any safe controller of the time-triggered model to be
more conservative than even the most admissible (but still safe)
controller for the event-triggered model. In other words, we expect
the time-triggered model to not have as wide a range of control
choices as the event-triggered model. This is because the event-
triggered model has continuous access to sensor data, while the
time-triggered model only samples it discretely. As a result, the
set of possible behaviors of the more conservative time-triggered
controller are expected to be a subset of the possible behaviors
of the event-triggered model. More formally, we expect the time-
triggered model to refine the event-triggered model. This is great
news for us, since generally speaking, event-triggered models are
far easier to verify, but time-triggered models are more reasonable
to implement. Now all we have to do is take advantage of this
refinement relation in the proof structure using dRL refinement
proof rules.

For example, suppose that we want to implement a time-
triggered system that always satisfies some safety condition, �.
We write the condition that our time-triggered model, time⇤, al-
ways satisfies � using the box modality: [time⇤]�. We would first
apply the [] rule, as below, to split the property into two sub-goals.
First, that an event-triggered model satisfies the safety condition,
[event⇤]�. And second, that the original time-triggered model re-
fines the event-triggered model, time⇤  event⇤.

� ` [event⇤]�,� � ` (time⇤  event⇤),�
� ` [time⇤]�,�

[]

Recall that event⇤ and time⇤ are generic templates for event-
and time-triggered systems. Without concrete choices for example
for the controllers ctrlEv and ctrlt, it will not be possible to close
this proof. However, we can use dRL proof rules independently
from the concrete controllers to significantly simplify the remain-
ing open goals. This proof is presented in full in [14, Chapter 6.3],
but we give a proof sketch in this section and outline the open goals
that will remain to be proved when concrete models are plugged in.

In this proof, we assume that the event trigger is also an invari-
ant for event⇤. This is a reasonable assumption to make, since the
event trigger can be thought of as the last possible moment when
switching to the control choice will still guarantee safety for the
system. Consider the simple example of an event-triggered con-
troller for a car, where the car applies the brakes 10 feet before a
stop sign. This means that we define E(x) ⌘ d � 10, where d is
the distance between the car and the stop sign. This event trigger
will not be an invariant for the system, since the car will pass the 10
feet away mark after it starts braking. But also notice that this event
trigger doesn’t take into account the velocity of the car. If the car is
traveling fast enough, braking 10 feet away from the stop sign may
not be enough distance for the car to stop in time.

Instead, a better (and provably safe) event trigger will be sym-
bolically defined. By defining the event trigger to be the last possi-
ble moment when the car can brake and not run the stop sign, we
get E(x) ⌘ d � v2

2B , where d again is the distance between the car
and the stop sign, v is the car’s velocity, and B is the braking force
that the car engages when the event trigger occurs. In this case,
when the car hits the boundary of E(x) and starts to brake, it then
evolves along the boundary of E(x), since while the distance to the
stop sign decreases, so does the velocity of the car. This makes E(x)
an invariant of the system in this particular case, but also demon-
strates why this assumption is often satisfied, as event triggers are
usually invariants of the system. This same system invariant should
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actually be proved invariant within the proof of safety for the event-
triggered model (the canonical proof style for this property), so that
it may be reused in the proof of (time⇤  event⇤).

We require for this proof that the solution to the di↵erential
equation exists and is expressible as a term in dRL. We define
Sx0 ,u(t) to be the solution to x0 = f (x, u) at time t, with x0 as the
initial value of state x.

In the proof that time⇤ refines event⇤, three open goals remain
to be proved based on concrete implementation specifics. Note that
none of these goals contains a di↵erential equation or any hybrid
programs! These three open goals are all expressed in the decidable
first-order logic over the reals (FOLR).

Open Goal 1 - Discrete Controllers Satisfy Refinement:
�
� ^ E(x) ^ Safe"(x, u)

�
` Safe(x, u)

This open goal appears in the proof branch where we show
that the discrete controllers satisfy the refinement relation-
ship, which depends on the specific choices of Safe(x, u) and
Safe"(x, u). This open goal requires that until reaching the event
trigger, being safe for " time (Safe"(x, u)) implies Safe(x, u).

Open Goal 2 - Evade Mode:
�
� ^ E(x0) ^ 0  t  " ^ x = Sx0 ,c(t) ^ D(x)

�
` E(x)

This open goal appears in the proof branch where we show that
the continuous dynamics satisfy refinement. It requires that the
control choice u := c is enough to ensure that the system will
not cross the event-trigger boundary within time ". In other
words, if the invariant/event trigger is initially satisfied (i.e.
E(x0) is satisfied), then for all time t between 0 and ", the
solution at time t (named x) must satisfy the invariant (i.e. E(x)).

Open Goal 3 - Normal Mode:
�
� ^ E(x0) ^ Safe"(x0, u) ^ 0  t  " ^ x = Sx0 ,u(t) ^ D(x)

�
` E(x)

This open goal is similar to Open Goal 2, except that the con-
trol choice is nondeterministic (u := ⇤), since we are in normal
mode rather than evade. We represent this control value with
the variable u. Of course, we may only choose u if it satisfies
Safe"(x0, u). This goal requires that if the invariant/event trig-
ger is initially satisfied (i.e. E(x0)), and the guard was satisfied
initially for any choice of acceleration u (i.e. Safe"(x0, u) is sat-
isfied), then for all time t between 0 and ", the solution at time t
(named x) must satisfy the invariant (i.e. E(x)).

Because these three open goals are expressions in first-order
logic over the reals, a decidable fragment of dRL, these open goals
are usually much easier to verify. The full proof of refinement, and
a detailed discussion of proving techniques can be found in [14,
Chapter 6.3]. The proof requires 50 steps and crucially leverages
the localness of refinement (i.e. properties with mixed box and re-
finement formulas) to close several branches that depend on partial
knowledge of the program context in which their refinements occur.

When using theorem proving to verify hybrid systems, it is not
uncommon to first prove safety for an event-triggered model of
the system, and then add in modeling of a time delay and reprove
safety for the time-triggered model [11]. Event-triggered models
are easier to prove because they avoid the complications introduced
by delays and reaction times that are modeled in time-triggered
architectures. Now, instead of reproving from nothing, the proof
of safety for the time-triggered system can be built on top of the
proof of safety for the event-triggered system once and for all.

While this refinement proof is somewhat involved, the same
proof can be immediately reused for any time-triggered or event-
triggered systems that fit the generic templates.

6.4 Case Study: Local Lane Control
In [16], a time-triggered model for local lane control (llc) is
defined and verified using the dL proof calculus and associated
theorem prover KeYmaera. The proof verifies collision freedom for
an adaptive cruise control system for two cars driving on a straight
lane. However, proving this safety property using the dL proof
calculus in KeYmaera required enormous e↵ort: 656 interactive
proving steps. The proof of safety for the event-triggered model
for the same system required just 4 interactive steps [14, Chapter
6.4].

Now that we have a template for a time-triggered system that
provably refines an event-triggered system, we can revisit the proof
of safety for llc to see if it could have been completed with less
e↵ort. In order to directly use the template in Model 2 for the lo-
cal lane control system, we make a few modifications from the
original model presented in [16]. First, we add the ghost variable
x0 to keep track of the initial value of x before each continuous
evolution. Next, we assume that when a car applies the brakes, it
does so with exact braking power �B, rather than nondeterminis-
tically within some range. This is because our proof of refinement
in Section 6.3 uses a deterministic control choice for the evasive
maneuver branch. We leave it as future work to extend the refine-
ment proof to allow nondeterministic controllers in both the nor-
mal and evasive modes. And finally, the controller in [16] has an
additional control branch which allows the car to remain stopped
once it brakes to a stop. We remove this branch because the proof
of refinement in Section 6.3 only allows two control modes: nor-
mal and evade. We can argue informally that a stopped car does
not pose a risk of colliding with a car in front of it. Each of these
changes still constitute reasonable representations of the underly-
ing system, however they lessen the impact of direct comparisons
of proof statistics between the two models.

To verify the adapted time-triggered llcmodel, all that remains
is to close the three open goals. This is done easily in KeYmaera
with Goals 1 and 2 closing automatically, and Goal 3 requiring 79
interactive steps. Including the proof of the event-/time-triggered
refinement property and the event-triggered proof, the total number
of interactive steps required to prove safety for this adapted time-
triggered model is 133, an 80% reduction. Computation time also
decreased by 74%. The full models, as well as links to all electronic
proofs can be accessed in [14, Chapter 6.4].

While there are some di↵erences in the structure of the com-
pared models (stated above) that complicate direct comparisons,
these are significant improvements over the original proof in dL,
and should be considered strong evidence that dRL can reduce the
number of user interactions and computation required for proving.

7. Relating Di↵erential Refinement Logic
Every instance of the refinement relation that dRL adds to dL

can be defined equivalently in dL, so we could easily lift the ax-
ioms from dL and add the equivalence transformation to accom-
plish completeness for dRL based on the relative completeness of
dL [22]:

|=
dRL

↵  � () |=
dL

8x̄
�
h↵i(x = x̄)! h�i(x = x̄)

�
(14)

where x is a vector of all bound variables in either ↵ or �, and x̄ is a
vector of fresh variables of equal length to x. While this observation
gives us an easy out for completeness, converting refinement into a
dL property in this way would completely undermine dRL’s goal
– taking advantage of the structure of hybrid programs to prove
refinement relations. In practice, the formula on the right-hand
side of (14) will be significantly more complicated to verify (due
to the added diamond modalities and quantifying over variables)
than verifying properties about ↵ and � directly, making this a
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terrible idea in practice. Additionally, (14) can only be expressed
in dL separately for each concrete pair of ↵, �, but dRL provides
refinement as one operator for all ↵, �.

The canonical goal of dRL is to be able to statically verify
safety for a hybrid program ↵ by showing that it refines a verified
system �. What we often gain with dRL is a verified system ↵ that
more accurately models the real-world system than �. Yet where
the abstractions and generalizations of � make � easier to verify.

Just as it is possible to rewrite refinement statements using dL,
it is also possible to, vice versa, encode the box modality of dL

purely as a refinement relation:

|=
dL

[↵]� () |=
dRL

↵  (x := ⇤; ?�) (15)

where x again is a vector of all bound variables in ↵, and x := ⇤ is
a nondeterministic assignment. The HP x := ⇤; ?� transitions from
some starting state ⌫ to any state that may di↵er from ⌫ only on the
bound variables of ↵, here x, and in which � is satisfied.

Lemma 1 (Expressiveness). dRL and dL are equally expressive:
every formula in one logic has a formula in the other logic that is
equivalent. This remains true when dropping modalities from dRL.

Proof. dL is a fragment of dRL. dRL provides the extension of
adding ↵  � as a logical formula, which is definable by an equiv-
alent dL formula according to (14). To show that dRL without
modalities can express all dL formula, we show by induction that
all modal formulas [↵]� and h↵i� of dL can be expressed in dRL

without modalities. By induction hypothesis, � can be assumed to
have been replaced by an equivalent without modalities already.
For the formula [↵]�, (15) gives an equivalent encoding in dRL.
For the formula h↵i�, which is equivalent to ¬[↵]¬�, the dRL for-
mula ¬(↵  x := ⇤; ?¬�) is an equivalent encoding. ⇤

These encodings illustrate that the value of dRL is not in an
increased expressiveness or in completeness considerations, but
rather in the practical value that its additional proof structure of
hybrid system relations enables. dRL makes proofs with mixed be-
havioral and refinement arguments possible and natural that would
otherwise be impossible or only emulated with encodings that make
the proof worse or with significant e↵ort in proof planning.

8. Related Work
Refinement and discrete programs. Kleene algebra with tests
make it possible to manipulate programs that are equivalent [13].
Hybrid programs in dL form an idempotent semiring when you
take sequential composition as the multiplicative operator, and non-
deterministic choice as an additive operator. Adding in the Kleene
star and the test gives us a Kleene algebra with tests (KAT). As a re-
sult, we draw heavily on research done on these algebras when de-
signing the corresponding proof calculus for dRL. The proof rules
presented in Fig. 3 are derived directly from KAT axioms. But this
is not the end of the story for dRL, as we still have to handle the
complexities of assignments and di↵erential equations. Even sim-
ple hybrid programs that would seem trivially unrelated when ex-
amined through the lens of KAT, may in fact satisfy the refinement
relation. For example, consider the hybrid programs x := 10 and
x := 1; x0 = x. The program x := 10 assigns the value 10 to vari-
able x. The program x := 1; x0 = x first sets x to 1 and then follows
the solution to the di↵erential equation x0 = x for a nondeterminis-
tic amount of time. While these hybrid programs appear unrelated,
the first hybrid program is actually a refinement of the second. The
continuous evolution that follows x0 = x evolves for a nondeter-
ministic period of time, thus allowing x to take any value greater
than 1, which means it includes a transition where x takes value 10.

Moreover in formal methods for cyber-physical systems, it is
critical to express a refinement relationship between two programs,

since we are always trying to refine the programs we verify into
programs that more closely represent the real conditions in which
they operate. While KAT has rules for handling refinement behav-
iors, its focus is on manipulating equivalent programs. Finally, dRL

leverages the interplay of dL’s modalities for proving properties of
system dynamics with refinement relations on programs.

We present in dRL a local refinement relation, which can take
advantage of the context and the surrounding hybrid program to
prove refinement; several related research areas explore the notion
of global refinement [2, 6, 7, 13, 26]. This di↵erence is most strik-
ing for sequential composition. Under a global definition of refine-
ment, if ↵1  ↵2 and �1  �2, then ↵1; �1  ↵2; �2. However, we of-
ten want to prove refinement of subsystems within larger programs.
These subsystems usually do not satisfy global refinement, but do
satisfy local refinement only within the particular context of the
larger surrounding system. Some notions of local refinement may
be recovered by augmenting with guards and asserts [2, 6, 7]; how-
ever, this requires defining a formula to represent the exact set of
states reachable through ↵1. Coming up with such a formula is often
very di�cult, particularly in hybrid systems where values evolve
continuously over time, and may require over-approximation.

Refinement and dL. One major challenge for formal verification
of cyber-physical systems is that there will always be a gap be-
tween the behavior of a statically verified model and the behav-
ior of the physical implementation of the system “in the wild.”
This is because the many continuous environment and state vari-
ables can never be fully captured and precisely represented. While
dRL reduces this gap by making more challenging models verifi-
able, it will not be able to fully verify a system against circum-
stances that are not explicitly represented in the model. However,
ModelPlex[17] implements a run-time analysis that samples the ob-
served state of a real system via sensors and checks in real time that
this state refines the reachable states of the statically verified model.
In fact, ModelPlex itself is predicated on a study of a refinement re-
lation, which dRL lifts to the level of a logic.

Semantic versions of refinement relationships are also at the
heart of an approach for a library of proof-aware refactoring op-
erations [18] for hybrid programs in dL, which make it possible to
change a model with maximal reuse of its safety and/or liveness
proof. While these refactoring transformations have been shown to
be e↵ective, each refactoring pattern has to be justified by a seman-
tical argument from scratch. dRL takes the more fundamental ap-
proach of including refinement as a first-class citizen into the logic
and developing a set of proof rules once and for all that can be used
to formally prove any such refinement or pattern formally. Addi-
tionally, we examine refinement within a given logical context, so
dRL supports refinements ↵  � that only hold under the current
context while not holding generally.

Refinement and hybrid systems While the refinement relation
as a first-class member of dRL is new, the concept of refinement
has been in use for quite some time. Discrete model checking, for
example, has seen tremendous success in using abstraction to keep
the statespace small, then iteratively refining the model to exclude
spurious counter examples (CEGAR [5]).

Refinements are the primary development step in Event-B. Re-
cent work by Banach et al. introduces Hybrid Event-B [3], which
adds continuous variables with continuous evolution of those vari-
ables over time intervals to the Event-B framework. Butler et al. de-
fine a restricted notion of refinement for Hybrid Event-B [4] which
has a two-pronged approach: reducing nondeterminism in an ab-
stract continuous evolution of the system (ignoring its di↵erential
equation) and adding additional discrete actions to a model. dRL

handles both kinds of refinements as special cases. While abstrac-
tions of di↵erential equations are supported in dRL, its refinement
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properties are not just assumed but actually proved in dRL via dif-
ferential invariants, di↵erential cuts, and di↵erential refinements.

Approximate bisimulations are another approach for relating
two continuous systems [8, 9]. Unlike exact bisimulation, which
requires two systems to be identical under a mapping between
them, approximate bisimulation only requires that the systems be
close. If a bound can be calculated for the maximal error for
the approximate system, then the original system can be proved
safe if the approximate system is safe with the maximal error
as extra safety margin. In contrast, dRL’s working principle is
compositional by allowing several local reasoning steps about parts
of a system to support a refinement argument. It also gives a general
way of combining behavioral and refinement arguments. Applying
some of the underlying concepts of approximate bisimulation to
dRL could result in an interesting extension where state variables
are allowed to be fuzzed by some bounded margin of error.

9. Conclusion and Future Work
This paper presents di↵erential refinement logic (dRL), a specifica-
tion and verification logic that allows the proof of properties of hy-
brid programs as well as the direct comparison of hybrid programs.
We present a proof calculus for dRL and prove it sound. The rules in
the proof calculus can be partitioned into three types: 1) structural
proof rules, which leverage structural similarities between hybrid
programs, 2) proof rules for di↵erential equation refinements, and
3) rules based on the axioms of Kleene algebra with tests.

As an application of dRL, we also present the first formal proof
that a generic time-triggered system refines its event-triggered
counterpart. This refinement relation is an important one, as it ties
together two architecture types that are classically considered fun-
damentally di↵erent and incompatible modeling choices. Event-
triggered systems are generally considered easier to verify, while
time-triggered systems give a more faithful representation of real-
world systems with discrete sensors. By establishing this relation-
ship between the two, we can get the best of both worlds. We first
prove properties about event-triggered systems which are signifi-
cantly easier to verify. By proving a few simple side conditions, the
resulting proofs extend easily in dRL to verify the time-triggered
systems, which give a more realistic model of discrete sensors.

While this paper introduces the foundations of the dRL logic
and provides solid evidence that dRL can simplify many challenges
of verification for hybrid systems, there are still many questions to
be explored, and in particular with a view to automation: How can
an automated or semi-automated proof search take advantage of the
added proof structure that dRL provides? Can refinement aid auto-
matic synthesis for verified implementation of hybrid programs?

In conclusion, dRL improves the feasibility of theorem proving
for hybrid systems by making it easier to break systems into smaller
subsystems, abstract implementation-specific design details, lever-
age an iterative approach to system design, and maintain a modular
proof structure, each by making refinements explicit in the proof.
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Abstract
The continuous evolution of a wide variety of systems, including
continuous-time Markov chains and linear hybrid automata, can be
described in terms of linear differential equations. In this paper we
study the decision problem of whether the solution x(t) of a sys-
tem of linear differential equations dx/dt = Ax reaches a target
halfspace infinitely often. This recurrent reachability problem can
equivalently be formulated as the following Infinite Zeros Problem:
does a real-valued function f : R�0 ! R satisfying a given linear
differential equation have infinitely many zeros? Our main decid-
ability result is that if the differential equation has order at most
7, then the Infinite Zeros Problem is decidable. On the other hand,
we show that a decision procedure for the Infinite Zeros Problem
at order 9 (and above) would entail a major breakthrough in Dio-
phantine Approximation, specifically an algorithm for computing
the Lagrange constants of arbitrary real algebraic numbers to arbi-
trary precision.

Categories and Subject Descriptors F.2.m [Analysis of Algo-
rithms and Problem Complexity]: Miscellaneous

Keywords linear dynamical systems, reachability, differential
equations, Diophantine Approximation, Skolem problem

1. Introduction
A simple type of continuous-time system is one that satisfies a
linear differential equation dx

dt

= Ax, where A is an n⇥ n matrix
of rational numbers and x(t) 2 Rn gives the system state at time t.
In particular, such differential equations describe the state evolution
of finite-state continuous-time Markov chains (via the so-called rate
equation) and the continuous evolution of linear hybrid automata.

A fundamental reachability question in this context is whether
x(t) infinitely often reaches a target hyperplane v

T

x = 0, where
v 2 Rn is the normal vector. Such a hyperplane could represent a
transition guard in a hybrid automaton or a linear constraint on the
state probability distribution of a continuous-time Markov chain
(e.g., that the probability to be in a given state is exactly one half).

A solution x(t) to the differential equation dx

dt

= Ax ad-
mits a matrix-exponential representation x(t) = eAt

x(0). The
problem of whether x(t) reaches the hyperplane v

T

x = 0 in-
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finitely often then reduces to whether vT

x(t) = 0 for infinitely
many values of t � 0. Now the function f : R�0 ! R defined
by f(t) = v

T

x(t) can be written as an exponential-polynomial
f(t) =

P

k

j=1 Pj

(t)e↵jt, where the ↵
j

and the coefficients of
each polynomial P

j

are algebraic numbers. Thus the problem of
reaching a hyperplane infinitely often reduces to the Infinite Zeros
Problem: given an exponential polynomial f , decide whether f has
infinitely many non-negative real zeros. Note that since f is an an-
alytic function on the whole real line it only has finitely many zeros
in a bounded interval. Thus the Infinite Zeros Problem is equivalent
to asking whether the set of zeros of f is unbounded.

This paper is concerned with the decidability of the Infinite
Zeros Problem. In order to formulate our main results, recall that
exponential polynomials can equivalently be characterised as the
solutions of ordinary differential equations

f (n)
+ a

n�1f
(n�1)

+ . . .+ a0f = 0 , (1)

with the coefficients a
j

and the initial conditions f (j)
(0) being real

algebraic numbers for j 2 {0, . . . , n� 1}. We say that f has order
n if it satisfies a linear differential equation of the form (1).

Our main results concern both decision procedures and hard-
ness results for the Infinite Zeros Problem. We show that the prob-
lem is decidable for exponential polynomials of order at most 7.
With regards to hardness, we exhibit a reduction to show that de-
cidability of the Continuous Infinite Zeros Problem for instances
of order at least 9 would entail major advancements in the field of
Diophantine Approximation, namely the computability of the La-
grange constants of arbitrary real algebraic numbers.

Let us expand on the significance of the above hardness result.
Essentially nothing is known about the Lagrange constant of any
real algebraic number of degree three or above. For example, it has
been a longstanding open problem since the 1930s whether some
real algebraic number of degree at least three has strictly positive
Lagrange constant and, on the other hand, whether some such num-
ber has Lagrange constant 0 (see, e.g., (Guy 2004)). These ques-
tions are often formulated in terms of the simple continued fraction
expansion of a real number ↵, which has unbounded elements if
and only if ↵ has Lagrange constant 0.

The reader will notice that there is a gap between our decid-
ability and hardness results for exponential polynomials of order 8.
We claim decidability in this case but defer the details to a longer
version of this paper.

Another way to calibrate the difficulty of the Infinite Zeros
Problem for an exponential polynomial f(t) =

P

k

j=1 pj(t)e
↵jt

is in terms of the dimension of the Q-vector space spanned by
{Im(↵

j

) : j = 1, . . . , k}. We show decidability in case this space
is one-dimensional and we observe that the above hardness result
already applies in the two-dimensional case.
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1.1 Related Work
Closely related to the Infinite Zeros Problem is the problem of
whether an exponential polynomial has some zero. This problem
is considered in (Bell et al. 2010) under the name Continuous
Skolem-Pisot Problem. The techniques considered in the present
paper are relevant to the latter problem, but significant extra diffi-
culties arise in this new setting since we cannot discount the be-
haviour of f on some bounded initial segment of the reals. Our
work on the Continuous Skolem-Pisot Problem will be reported
elsewhere.

There is a natural discrete analog of the Infinite Zeros Prob-
lem: given a linear recurrence sequence, determine whether it has
infinitely many zero terms. The decidability of the latter problem
was established by Berstel and Mignotte (Berstel and Mignotte
1976). The problem of deciding whether a given linear recurrence
sequence has some zero term is called Skolem’s Problem. This is
a longstanding and celebrated open problem which essentially asks
to give an effective proof of the Skolem-Mahler-Lech Theorem for
linear recurrences; see, e.g., the exposition of Tao (Tao 2008, Sec-
tion 3.9).

Macintyre and Wilkie (Macintyre and Wilkie 1996) showed de-
cidability of the first-order theory of hR,+,⇥, 0, 1, <, expi, the
real field with exponentiation, subject to Schanuel’s Conjecture in
transcendence theory. In this paper we are concerned with the com-
plex exponential function, and we do not use this result. Moreover,
although we do make use of transcendence theory, all the results in
this paper are unconditional.

2. Mathematical Background
2.1 General Form of a Solution
We recall some facts about the general form of solutions of ordi-
nary linear differential equations. Consider a homogeneous linear
differential equation

f (n)
+ c

n�1f
(n�1)

+ . . .+ c0f = 0 (2)

of order n. The characteristic polynomial of (2) is

�(x) := xn

+ c
n�1x

n�1
+ . . .+ c0 .

If � is a root of � of multiplicity m, then the function f(t) = tje�t

satisfies (2) for j = 0, 1, . . . ,m � 1. There are n distinct linearly
independent solutions of (2) having this form, and these span the
space of all solutions.

Let the distinct roots of � be �1, . . . ,�k

, with respective multi-
plicities m1, . . . ,mk

. We refer to �1, . . . ,�k

as the characteristic
roots of the differential equation. We also refer to the characteris-
tic roots of maximum real part as dominant. Write �

j

= r
j

+ ia
j

for real algebraic numbers r
j

, a
j

, j = 1, . . . , k. It follows from
the discussion above that, given real algebraic initial values of
f(0), f 0

(0), . . . , f (n�1)
(0), the uniquely defined solution f of (2)

can be written in one of the following three equivalent forms.

1. As an exponential polynomial

f(t) =
k

X

j=1

P
j

(t)e�jt

where each P
j

is a polynomial with (complex) algebraic coef-
ficients and degree at most m

j

� 1.
2. As a function of the form

f(t) =

k

X

j=1

erjt(P
j

(t) cos(a
j

t) +Q
j

(t) sin(a
j

t))

where the polynomials P
j

, Q
j

have real algebraic coefficients
and degrees at most m

j

� 1.

3. As a function of the form

f(t) =

k

X

j=1

erjt
ml�1
X

l=0

b
j,l

tl cos(a
j

t+ '
j,l

)

where b
j,l

is real algebraic and ei'j,l algebraic for each j, l.

We refer the reader to (Bell et al. 2010, Theorem 7) for details.

2.2 Number-theoretic tools
Throughout this paper we denote by A the set of algebraic numbers.
Recall that a standard way to represent an algebraic number ↵
is by its minimal polynomial M and a numerical approximation
of sufficient accuracy to distinguish ↵ from the other roots of
M (Cohen 1993, Section 4.2.1). Given two algebraic numbers ↵
and � under this representation, the Field Membership Problem is
to determine whether � 2 Q(↵) and, if so, to return a polynomial
P with rational coefficients such that � = P (↵). This problem
can be decided using the LLL algorithm, see (Cohen 1993, Section
4.5.4).

Given the characteristic polynomial � of a linear differential
equation we can compute approximations to each of its roots
�1, . . . ,�n

to within an arbitrarily small additive error (Pan 1996).
Moreover, by repeatedly using an algorithm for the Field Member-
ship Problem we can compute a primitive element ✓ for the splitting
field of � and representations of �1, . . . ,�n

as polynomials in ✓.
Thereby we can determine maximal Q-linearly independent sub-
sets of {Re(�

j

) : 1  j  n} and {Im(�
j

) : 1  j  n}.
We now move to some techniques from Transcendental Number

Theory on which our results depend in a critical way. The following
theorem was originally proven in 1934 by A. Gelfond (Gelfond
1934; Gelfond and Vinogradov 1934) and independently by T.
Schneider (Schneider 1935a,b), settling Hilbert’s seventh problem
in the affirmative.

Theorem 1. (Gelfond-Schneider) If a and b are algebraic numbers
with a 6= 0, 1 and b 62 Q, then ab is transcendental.

The following lemma, proven in (Bell et al. 2010), is a useful
consequence of the powerful Baker’s Theorem (Baker 1975, Theo-
rem 3.1):

Lemma 2. (Bell et al. 2010, Lemma 13) Let a, b 2 R \ A
be linearly independent over Q and let '1,'2 be logarithms of
algebraic numbers, that is, ei'1 , ei'2 2 A. There exist effective
constants C,N, T > 0 such that for all t � T , at least one of
1� cos(at+ '1) > C/tN and 1� cos(bt+ '2) > C/tN holds.

Another necessary tool is a version of Kronecker’s well-known
Theorem in Diophantine Approximation.

Theorem 3. (Kronecker, appears in (Hardy and Wright 1999)) Let
�1, . . . ,�m

and x1, . . . , xm

be real numbers. Suppose that for all
integers u1, . . . , um

such that u1�1 + · · · + u
m

�
m

2 Z, we also
have u1x1 + · · ·+ u

m

x
m

2 Z, that is, all integer relations among
the �

j

also hold among the x
j

(modulo Z). Then for all ✏ > 0,
there exist p 2 Zm and n 2 N such that |n�

j

� x
j

� p
j

| < ✏
for all 1  j  m. In particular, if 1,�1, . . . ,�m

are linearly
independent over Z, then there exist such n 2 N and p 2 Zm for
all x 2 Rm and ✏ > 0.

A direct consequence is the following:

Lemma 4. Let a1, . . . , am

2 R \ A be linearly independent
over Q and let '1, . . . ,'m

2 R. Write x mod 2⇡ to denote
min

k2Z |x + 2k⇡| for any x 2 R. Then the image of the mapping
h(t) : R�0 ! [0, 2⇡)m given by

h(t) = ((a1t+ '1) mod 2⇡, . . . , (a
m

t+ '
m

) mod 2⇡)
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is dense in [0, 2⇡)m. Moreover, the set

{h(t) | (a1t+ '1) mod 2⇡ = 0}
is dense in {0}⇥ [0, 2⇡)m�1.

Proof. For the first part of the claim, note that the linear inde-
pendence of 1, a1/2⇡, . . . , am

/2⇡ follows from the linear inde-
pendence of a1, . . . , am

and the transcendence of ⇡. Then by
Kronecker’s Theorem, the restriction {h(t) | t 2 N} is dense in
[0, 2⇡)m, so certainly the whole image of h(t) must also be dense
in [0, 2⇡)m. For the second part, the trajectory h(t) has zero first
coordinate precisely when t = �'1/a1 + 2n⇡ for some n 2 Z, at
which times the trajectory is

g(n)
def
= h

✓�'1

a1
+ 2n⇡

◆

= {0}⇥
✓

n
2⇡a

j

a1
+

a1'j

� '1aj

a1
mod 2⇡

◆

2jm

As before, we have that {1, 2⇡a2/a1, . . . , 2⇡am

/a1} are linearly
independent over Q from the linear independence of a1, . . . , am

and the transcendence of ⇡, so applying Kronecker’s Theorem to
the last m � 1 components of this discrete trajectory yields the
second part of the claim.

2.3 First-Order Theory of the Reals
We denote by L the first-order language hR,+,⇥, 0, 1, <i. Atomic
formulas in this language are of the form P (x1, . . . , xn

) = 0 and
P (x1, . . . , xn

) > 0 for P 2 Z[x1, . . . , xn

] a polynomial with
integer coefficients. A set X ✓ Rn is definable in L if there exists
some L-formula �(x̄) with free variables x̄ which holds precisely
for valuations in X . Analogously, a function is definable if its graph
is a definable set.

We denote by Th(R) the first-order theory of the reals, that
is, the set of all valid sentences in the language L. It is worth re-
marking that any real algebraic number is readily definable within
L using its minimal polynomial and a rational approximation to
distinguish it from the other roots. Thus, we can treat real alge-
braic numbers constants as built into the language and use them
freely in the construction of formulas. A celebrated result due to
Tarski (Tarski 1951) is that the first-order theory of the reals ad-
mits quantifier elimination: that each formula �1(x̄) in L is equiv-
alent to some effectively computable formula �2(x̄) which uses
no quantifiers. This immediately entails the decidability of Th(R).
It also follows that sets definable in L are precisely the semialge-
braic sets. Tarski’s original result had non-elementary complexity,
but improvements followed, culminating in the detailed analysis of
Renegar (Renegar 1992).

Decidability and geometrical properties of definable sets in the
first-order theory of the structure L

exp

= hR,+,⇥, 0, 1, <, expi,
the reals with exponentiation, have been explored by a number of
authors. Most notably, Wilkie (Wilkie 1996) showed that the theory
is o-minimal and Macintyre and Wilkie (Macintyre and Wilkie
1996) showed that if Schanuel’s conjecture is true then the theory
is decidable. We will not need the above two results in this paper,
however we use the following, which is very straightforward to
establish directly.

Proposition 5. There is a procedure that, given a semi-algebraic
set S ✓ Rk and real algebraic numbers a1, . . . , ak

, returns an
integer T such that {t � 0 : (ea1t, . . . , eakt

) 2 S} either contains
the interval (T,1) or is disjoint from (T,1). The procedure also
decides which of these two eventualities is the case.

Proof. Consider a polynomial P 2 Z[u1, . . . , uk

]. For suit-
ably large t the sign of P (ea1t, . . . , eakt

) is identical to the

sign of the coefficient of the dominant term in the expansion of
P (ea1t, . . . , eakt

) as an exponential polynomial. It follows that
the sign of P (ea1t, . . . , eakt

) is eventually constant. It is more-
over clear that one can effectively compute a threshold beyond
which the sign of P (ea1t, . . . , eakt

) remains the same. Since
the set S is defined by a Boolean combination of inequalities
P (u1, . . . , uk

) ⇠ 0, for ⇠ 2 {<,=}, the proposition immedi-
ately follows.

2.4 Useful Results About Exponential Polynomials
We restate two useful theorems due to Bell et al. (Bell et al. 2010).

Theorem 6. (Bell et al. 2010, Theorem 12) Exponential polynomi-
als with no real dominant characteristic roots have infinitely many
zeros.

Theorem 7. (Bell et al. 2010, Theorem 15) Suppose we are given
an exponential polynomial whose dominant characteristic roots are
simple, at least four in number and have imaginary parts linearly
independent over Q. Then the existence of infinitely many zeros is
decidable.

3. One Linearly Independent Oscillation
In this section we consider exponential polynomials f(t) =

P

k

j=1 Pj

(t)e�jt under the assumption that the span of {Im(�
j

) :

j = 1, . . . , k} is a one-dimensional Q-vector space. In this case we
can use fundamental geometric properties of semi-algebraic sets to
decide whether or not f has finitely many zeros.

Theorem 8. Let f(t) =
P

k

j=1 Pj

(t)e�jt be an exponential poly-
nomial such that the span of {Im(�

j

) : j = 1, . . . , k} is a one-
dimensional Q-vector space. Then the existence of infinitely many
zeros of f is decidable.

Proof. Write �
j

= a
j

+ ib
j

, where a
j

, b
j

are real algebraic num-
bers for j = 1, . . . , k. By assumption there is a single real algebraic
number b such that each b

j

is an integer multiple of b. Recall that
for each integer n, both cos(nbt) and sin(nbt) can be written as
polynomials in sin(bt) and cos(bt) with integer coefficients. Using
this fact we can write f in the form

f(t) = Q(t, ea1t, . . . , eakt, cos(bt), sin(bt)) ,

for some multivariate polynomial Q with algebraic coefficients.
Now consider the semi-algebraic set

E :=

n

(u, s) 2 Rk+2
: Q

⇣

u0, . . . , uk

, 1�s

2

1+s

2 ,
2s

1+s

2

⌘

= 0

o

.

Recall that
n⇣

1�s

2

1+s

2 ,
2s

1+s

2

⌘

: s 2 R
o

comprises all points in the
unit circle in R2 except (�1, 0). Indeed, given ✓ 2 (�⇡,⇡),
setting s := tan(✓/2) we have cos(✓) =

1�s

2

1+s

2 and sin(✓) =

2s
1+s

2 . It follows that f(t) = 0 and cos(bt) 6= �1 imply that
(t, ea1t, . . . , eakt, tan(bt/2)) 2 E.

By the Cell Decomposition Theorem for semi-algebraic sets
(Marker 2002), there are semi-algebraic sets C1, . . . , Cm

✓ Rk+2,
D1, . . . , Dm

✓ Rk+1, and continuous semi-algebraic functions
⇠
j

, ⇠
(1)
j

, ⇠
(2)
j

: D
j

! R such that E can be written as a disjoint
union E = C1 [ . . . [ C

m

, where either

C
j

= {(u, s) 2 Rk+2
: u 2 D

j

^ s = ⇠
j

(u)} (3)

or

C
j

= {(u, s) 2 Rk+2
: u 2 D

j

^ ⇠
(1)
j

(u) < s < ⇠
(2)
j

(u)} (4)
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t

s

T

⌘
j

Figure 1. Intersection points of ⌘
j

(t) and tan(bt/2).

Moreover such a decomposition is computable from E. Clearly
then

{t 2 R : f(t) = 0} ✓
m

[

j=1

{t 2 R : (t, ea1t, . . . , eakt
) 2 D

j

}[Z ,

where Z := {t 2 R : cos(bt) = �1}.
The restriction of the exponential polynomial f to Z is given

by f(t) = Q(t, ea1t, . . . , eakt,�1, 0). Since this expression is a
linear combination of terms of the form tjert for real algebraic r,
for sufficiently large t the sign of f(t) is determined by the sign
of the coefficient of the dominant term. Thus f is either identically
zero on Z (in which case f has infinitely many zeros) or there exists
some threshold T such that all zeros of f in Z lie in the interval
[0, T ].

We now consider zeros of f that do not lie in Z. There are two
cases. First suppose that each set {t 2 R : (t, ea1t, . . . , eakt

) 2
D

j

} is bounded for j = 1, . . . ,m. In this situation, using Propo-
sition 5, we can obtain an upper bound T such that if f(t) =

0 then t < T . On the other hand, if some set {t 2 R�0 :

(t, ea1t, . . . , eakt
) 2 D

j

} is unbounded then, by Proposition 5,
it contains an infinite interval (T,1). We claim that in this case f
must have infinitely many zeros t � 0. We first give the argument
in the case C

j

satisfies (3).
Define ⌘

j

(t) = ⇠
j

(t, ea1t, . . . , eakt
) for t 2 (T,1). Then for

t 2 (T,1) \ Z,

f(t) = 0 (= (t, ea1t, . . . , eakt, tan(bt/2)) 2 C
j

() (t, ea1t, . . . , eakt
) 2 D

j

^ ⌘
j

(t) = tan(bt/2).

In other words, f has a zero at each point t 2 (T,1) \ Z at
which the graph of ⌘

j

intersects the graph of tan(bt/2). Since
⌘
j

is continuous there are clearly infinitely many such intersection
points, see Figure 1.

The case when C
j

satisifes (4) is handled similarly. In fact,
this case cannot arise at all, since by the above argument, if C

j

satisfies (4), then f has a non-trivial interval of zeros. This is
impossible, since f is analytic, and hence has only isolated zeros.
This completes the proof.

4. Decidability Results up to Order 7
We now shift our attention to instances of the Infinite Zeros Prob-
lem of low order. In particular, for exponential polynomials corre-
sponding to differential equations of order at most 7, we establish
decidability of the Infinite Zeros Problem.

Theorem 9. The Infinite Zeros Problem is decidable for differential
equations of order at most 7.

Proof. Suppose we are given an exponential polynomial f of order
at most 7. Sort the characteristic roots according to their real parts,
and let r

j

denote throughout the j-th largest real part of a character-
istic root. We will refer to the characteristic roots of maximum real

part as the dominant characteristic roots. Let also mul(�) denote
the multiplicity of � as a root of the characteristic polynomial of f .

We will now perform a case analysis on the number of dominant
characteristic roots. By Theorem 6, it is sufficient to confine our
attention to exponential polynomials with an odd number of dom-
inant characteristic roots. Throughout, we rely on known general
forms of solutions to ordinary linear differential equations, outlined
in Section 2.1.

Case I. Suppose first that there is only one dominant, necessarily
real, root r. Then if we divide f by ert, we have:

f(t)

ert
= P1(t) +O

⇣

e(r2�r)t
⌘

,

as the contribution of the non-dominant roots shrinks exponentially,
relative to that of the dominant root. Thus, for large t � 0, the sign
of f(t) matches the sign of the leading coefficient of P1(t), so f
cannot have infinitely many zeros.

Case II. We now move to the case of three dominant character-
istic roots: r and r ± ia, so that
f(t)

ert
= P1(t) + P2(t) cos(at) + P3(t) sin(at) +O

⇣

e(r2�r)t
⌘

,

where P1, P2, P3 2 (R \ A)[x] have degrees d1
def
= deg(P1) 

mul(r)� 1 and d2
def
= deg(P2) = deg(P3)  mul(r ± ai).

Case IIa. Suppose d1 > d2. Now, it is easy to see that for large
t the sign of f(t) matches the sign of the leading coefficient p1 of
P1:

f(t)

erttd1
= p1 +O(1/t) +O

⇣

e(r2�r)t
⌘

,

so clearly some bound T exists such that t > T ) f(t) 6= 0.
Similarly, if d2 > d1, then f(t) clearly has infinitely many zeros.
Indeed, if p2, p3 are the leading coefficients of P2, P3, respectively,
then we have:

f(t)

erttd2
= p2 cos(at) + p3 sin(at) +O(1/t) +O

⇣

e(r2�r)t
⌘

=

cos(at+ ')
p

p22 + p23
+O(1/t) +O

⇣

e(r2�r)t
⌘

where ' 2 [0, 2⇡) with tan(') = �p3/p2, so f is infinitely often
positive and infinitely often negative.

Thus, we can now assume d1 = d2. Notice that since the order
of our exponential polynomial is no greater than 7, we must have
d1 = d2  2.

Case IIb. Suppose that d1 = d2 = 2. Then our function is of
the form
f(t)

ert
= t(A cos(at+'1)+B)+(C cos(at+'2)+D)+e(r2�r)tF,

for constants A,B,C,D, F, a 2 R\A with a > 0 and ei'1 , ei'2 2
A. In this case, Theorem 9 follows from Lemma 16 in Section 4.4.

Case IIc. Suppose that d1 = d2 = 1, so that

f(t)

ert
= A1 cos(at+ '1) +A2 + e(r2�r)tF1(t),

where A1, A2, a 2 R \ A, a > 0, ei'1 2 A and F1 is an
exponential polynomial with dominant characteristic root whose
real part is 0. Consider first the magnitudes of A1 and A2. If
|A1| > |A2|, then the term A1 cos(at + '1) makes f change
sign infinitely often, so f must have infinitely many zeros. On the
other hand, if |A1| < |A2|, then f is clearly ultimately positive
or ultimately negative, depending on the sign of A2. The remaining
case is that |A1| = |A2|. Dividing f by A2, replacing '1 by '1+⇡
if needed and scaling constants by A2 as necessary, we can assume
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the function has the form:
f(t)

ert
= 1� cos(at+ '1) + e(r2�r)tF1(t).

We now enumerate the possibilities for the dominant characteristic
roots of the exponential polynomial F1, that is, the characteristic
roots of f with second-largest real part. Since f has order at most
7, there are the following cases to consider:

• F1 has four simple, necessarily complex, dominant roots, so
that

f(t)

ert
= 1� cos(at+ '1)

+ e(r2�r)t
(B cos(bt+ '2) + C cos(ct+ '3)),

where B,C, b, c 2 R \ A with b, c > 0 and ei'2 , ei'3 2 A. In
this case, Theorem 9 follows from Lemma 12 in Section 4.1.

• F1 has some subset of one real and two complex numbers as
dominant roots, all simple, so that

f(t)

ert
= 1� cos(at+ '1)

+ e(r2�r)t
(B cos(bt+ '2) + C) + e(r3�r)tF2(t),

where B,C, b 2 R \ A, b > 0, ei'2 2 A and F2 is an ex-
ponential polynomial with dominant characteristic root whose
real part is 0. In this case, Theorem 9 follows from Lemma 11
in Section 4.1.

• F1 has a repeated real and possibly two simple complex domi-
nant roots, so that
f(t)

ert
= 1� cos(at+ '1)

+ e(r2�r)t
(B cos(bt+ '2) + P (t)) + e(r3�r)tF2(t),

where B, b 2 R \ A, b > 0, ei'2 2 A, and P 2 (R \ A)[x] is
non-constant. Now, if the leading coefficient of P is negative,
then f will be infinitely often negative (consider large times
t such that cos(at + '1) = 1) and infinitely often positive
(consider large times t such that cos(at+ '1) = 0), so f must
have infinitely many zeros. On the other hand, if the leading
coefficient of P is positive, then it is easy to see that f is
ultimately positive.

• F1 has a repeated pair of complex roots, so that

f(t)

ert
= 1� cos(at+ '1)

+ e(r2�r)t
(Bt cos(bt+ '2) + C cos(bt+ '3)),

where B,C, b 2 R\A, b > 0 and ei'2 , ei'3 2 A. In this case,
Theorem 9 follows from Lemma 13 in Section 4.1.

Case III. We now consider the case of five dominant charac-
teristic roots. Let these be r, r ± ai and r ± bi. If r ± ai are
repeated, i.e., mul(r ± ai) � 2, then we must have mul(r) =

mul(r ± bi) = 1, since otherwise the order of our exponential
polynomial exceeds 7. Then by an argument analogous to Case IIa
above, f must have infinitely many zeros. The situation is sym-
metric when mul(r ± bi) � 2. Similarly, if mul(r) � 2, then
mul(r ± ai) = mul(r ± bi) = 1, since otherwise the instance
exceeds order 7. Then by the same argument as in Case IIa, f is ul-
timately positive or ultimately negative. Thus, we may assume that
all the dominant roots are simple, so the exponential polynomial is
of the form:
f(t)

ert
= A cos(at+ '1) +B cos(bt+ '2) + C + e(r2�r)tF (t),

where A,B,C, a, b 2 R \ A, a, b > 0, ei'1 , ei'2 2 A and F
is an exponential polynomial of order at most 2 whose dominant
characteristic roots have real part equal to 0. In this case, Theorem
9 follows from Lemma 14 in Section 4.2.

Case IV. Finally, suppose there are seven dominant characteris-
tic roots: r, r±ai, r±bi and r±ci. Since we are limiting ourselves
to instances of order 7, these roots must all be simple, and there can
be no other characteristic roots. Thus, the exponential polynomial
has the form
f(t)

ert
= A cos(at+'1)+B cos(bt+'2)+C cos(ct+'3)+D,

with A,B,C,D, a, b, c 2 R\A, a, b, c > 0 and ei'1 , . . . , ei'3 2
A. In this case, Theorem 9 follows from Lemma 15 in Section 4.3.

In the remainder of this section, we provide the technical lem-
mas invoked throughout the proof of Theorem 9.

4.1 One dominant oscillation
Lemma 10. Let A,B, a, b, r 2 R \ A where a, b, r > 0. Let
'1,'2 2 R be such that ei'1 , ei'2 2 A. Suppose also that a, b are
linearly dependent over Q and that whenever 1�cos(at+'1) = 0,
it holds that A cos(bt+ '2) +B > 0. Define the function

f(t) = 1� cos(at+ '1) + e�rt

(A cos(bt+ '2) +B).

Then f(t) = ⌦(e�rt

), that is, there exist effective constants T � 0

and c > 0 such that for t � T , we have f(t) � ce�rt.

Proof. The case of A = 0 is easy: by the premise of the Lemma, we
have B > 0 and then f(t) � Be�rt for all t. Thus, assume A 6= 0

throughout. Let the linear dependence between a, b be given by
an1�bn2 = 0 for n1, n2 2 N coprime and let C be the equivalence
class of �'1/a modulo 2⇡/a, that is,

C def
=

⇢�'1 + 2k⇡

a

�

�

�

�

k 2 Z
�

.

We will refer to C as the set of critical points throughout.
It is clear that at critical points, we have 1� cos(at+'1) = 0.

Moreover, the linear dependence of a, b entails that for each fixed
value of (cos(at), sin(at)), there are only finitely many possible
values for (cos(bt), sin(bt)). Indeed, we have

eibt 2 {!eiatn1 |! an n2-th root of unity},
so in particular, for t 2 C, we have

eibt 2 {!e�in1'1 |! an n2-th root of unity}.
Thus, the possible values of (cos(bt), sin(bt)) for t critical are
algebraic and effectively computable. Let M def

= min{A cos(bt +
'2) +B | t 2 C}. By the premise of the Lemma, we have M > 0.

Let t1, t2, . . . , tj , . . . be the non-negative critical points. Note
that by construction we have |t

j

� t
j�1| = 2⇡/a. For each t

j

,
define the critical region to be the interval [t

j

� �, t
j

+ �], where

�
def
=

M

2|A|b .

Let g(t) def
= A cos(bt + '2) + B and notice that g0(t)  |A|b

everywhere. We first prove the claim for t inside critical regions:
suppose t lies in a critical region and let j minimise |t � t

j

|  �.
Then by the Mean Value Theorem, we have

|g(t)� g(t
j

)|  |t� t
j

||A|b  �|A|b = M

2

,

so

g(t) � g(t
j

)� M

2

� M

2

,
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whence f(t) � e�rtg(t) � Me�rt/2 = ⌦(e�rt

).
Now suppose t is outside all critical regions and let j minimise

|t � t
j

|. Since the distance between critical points is 2⇡/a by
construction, we have a|t� t

j

|  ⇡. Therefore,

1� cos(at+ '1) = 1� cos(at� at
j

) � |a(t� t
j

)|2
2

>
(a�)2

2

=

a2M2

8|A|2b2 > 0.

Thus, there exists a computable constant D > 0 such that f(t) =

1 � cos(at + '1) + e�rtg(t) � D for all large enough t outside
critical regions.

Combining the two results, we have f(t) = ⌦(e�rt

) every-
where.

Lemma 11. Let C,D, a, b, r1, r2 be real algebraic numbers such
that a, b, r1, r2 > 0 and C,D are not both 0. Let also '1,'2 2 R
be such that ei'1 , ei'2 2 A. Define the exponential polynomial f
by

f(t) = 1� cos(at+ '1)

+ e�r1t
(C cos(bt+ '2) +D) + e�(r1+r2)tF (t).

Here F is an exponential polynomial whose dominant character-
istic roots are purely imaginary. Suppose also that f has order at
most 7. Then it is decidable whether f has infinitely many zeros.

Proof. Notice that the dominant term of f is always non-negative,
so the function is positive for arbitrarily large t. Thus, f(t) = 0 for
some t if and only if f(t)  0 for some t, and analogously, f has
infinitely many zeros if and only if f(t)  0 infinitely often. We
can eliminate the case |D| > |C|, since then f is clearly ultimately
positive or oscillating, depending on the sign of D. Thus, we can
assume |D|  |C|.

We now consider two cases, depending on whether a/b 2 Q.
Case I. Suppose first that a, b are linearly independent over Q.

By Lemma 4, the trajectory (at + '1 mod 2⇡, bt + '2 mod 2⇡)
is dense in [0, 2⇡)2, and moreover the restriction of this trajectory
to at+ '1 mod 2⇡ = 0 is dense in {0}⇥ [0, 2⇡).

If |D| < |C|, then we argue that f is infinitely often negative,
and hence has infinitely many zeros. Indeed, |D| < |C| entails the
existence of a non-trivial interval I ✓ [0, 2⇡) such that

t mod 2⇡ 2 I ) C cos(bt+ '2) +D < 0.

What is more, we can in fact find ✏ > 0 and a subinterval I 0 ✓ I
such that

t mod 2⇡ 2 I 0 ) C cos(bt+ '2) +D < �✏.

Thus, by density, 1�cos(at+'1) = 0 and C cos(bt+'2)+D <
�✏ will infinitely often hold simultaneously. Then just take t large
enough to ensure, say, |e�r2tF (t)| < ✏/2 at these infinitely many
points, and the claim follows.

Thus, suppose now |C| = |D|. Replacing '2 by '2 + ⇡ if
necessary, we can write the function as:

f(t) = 1� cos(at+ '1)

+De�r1t
(1� cos(bt+ '2)) + e�(r1+r2)tF (t).

As a, b are linearly independent, for all t large enough, 1 �
cos(at+ '1) and 1� cos(bt+ '2) cannot simultaneously be ‘too
small’. More precisely, by Lemma 2, there exist effective constants
E, T,N > 0 such that for all t � T , we have

1� cos(at+ '1) > E/tN or 1� cos(bt+ '2) > E/tN .

Now, if D < 0, it is easy to show that f has infinitely many zeros.
Indeed, consider the times t where the dominant term 1� cos(at+
'1) vanishes. For all large enough such t, since t�N shrinks more
slowly than e�r2t, we will have

f(t) = e�r1tD(1� cos(bt+ '2)) + e�(r1+r2)tF (t)

< e�r1t
(EDt�N

+ e�r2tF (t))

 e�r1t 1

2

EDt�N

< 0,

so f has infinitely many zeros. Similarly, if D > 0, we can show
that f is ultimately positive. Indeed, for all t large enough, we have

f(t) � e�r1tD(1� cos(bt+ '2)) + e�(r1+r2)tF (t)

> e�r1tDEt�N

+ e�(r1+r2)tF (t)

> 0,

or

f(t) � 1� cos(at+ '1) + e�(r1+r2)tF (t)

> Et�N

+ e�(r1+r2)tF (t)

> 0.

Therefore, f has only finitely many zeros.
Case II. Now suppose a, b are linearly dependent. By the

premise of the Lemma, the order of F is at most 2 (in fact, at
most 1 if D 6= 0). However, by Theorem 8, the claim follows im-
mediately for all cases in which the characteristic roots of F are
all real or complex but with frequencies linearly dependent on a.
Thus, the only remaining case to consider is the function

f(t) = 1� cos(at+ '1)

+ e�r1tC cos(bt+ '2) + e�(r1+r2)tH cos(ct+ '3),

where H, c 2 R \ A, c > 0 and a/c 62 Q.
As explained at the beginning of the proof of Lemma 10, due to

the linear dependence of a, b over Q, when 1� cos(at+ '1) = 0,
there are only finitely many possibilities for the value of C cos(bt+
'2), each algebraic, effectively computable and occurring period-
ically. If at least one of these values is non-positive, then by the
linear independence of a, c over Q, we will simultaneously have
1�cos(at+'1) = 0, C cos(bt+'2)  0 and H cos(ct+'3) < 0

infinitely often, which yields f(t) < 0 infinitely often and en-
tails the existence of infinitely many zeros. On the other hand,
if at the critical points 1 � cos(at + '1) = 0 we always have
C cos(bt+ '2) > 0, then by Lemma 10, we have

1� cos(at+ '1) + e�r1tC cos(bt+ '2) = ⌦(e�r1t
),

whereas obviously
�

�

�

e�(r1+r2)tH cos(ct+ '3)

�

�

�

= O(e�(r1+r2)t
).

If follows that f is ultimately positive and hence has only finitely
many zeros.

Lemma 12. Let A,B, a, b, c, r be real algebraic numbers such
that a, b, c, r > 0, A,B 6= 0. Let also '1,'2,'3 2 R be such
that ei'1 , ei'2 , ei'3 2 A. Define the exponential polynomial f by

f(t) = 1�cos(ct+'3)+e�rt

(A cos(at+'1)+B cos(bt+'2)).

Then it is decidable whether f has infinitely many zeros.
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Proof. We argue the function is infinitely often positive and in-
finitely often negative by looking at the values of t for which the
dominant term 1� cos(ct+ '3) vanishes. This happens precisely
at the times t = �('3+2k⇡)/c for k 2 Z, giving rise to a discrete
restriction of f :

g(k)
def
= er'3

�

e2⇡r

�

k

✓

A cos

✓

k
2⇡a

c
� a'3

c
+ '1

◆

+

B cos

✓

k
2⇡b

c
� b'3

c
+ '2

◆◆

.

This is a linear recurrence sequence over R of order 4, with char-
acteristic roots e2⇡(r±ia/c) and e2⇡(r±ib/c). In particular, it has no
real dominant characteristic root. It is well-known that real-valued
linear recurrence sequences with no dominant real characteristic
root are infinitely often positive and infinitely often negative: see
for example (Győri and Ladas 1991, Theorem 7.1.1). Therefore, by
continuity, f must have infinitely many zeros.

Lemma 13. Let A,B, a, b, r be real algebraic numbers such that
a, b, r > 0, A 6= 0. Let also '1,'2,'3 2 R be such that
ei'1 , ei'2 , ei'3 2 A. Define the exponential polynomial f by

f(t) = 1�cos(at+'1)+e�rt

(At cos(bt+'2)+B cos(bt+'3)).

Then it is decidable whether f has infinitely many zeros.

Proof. If a/b 2 Q, then the claim follows immediately from
Theorem 8. If a/b 62 Q, then by Lemma 4, it will happen infinitely
often that 1� cos(at+'1) = 0 and At cos(bt+'2) < �|A|t/2.
Then clearly f(t) < 0 infinitely often. Since f(t) > 0 infinitely
often as well, due to the non-negative dominant term 1� cos(at+
'1), it follows that f has infinitely many zeros.

4.2 Two dominant oscillations
Lemma 14. Let A,B,C, a, b, r be real algebraic numbers such
that a, b, r > 0, a 6= b and A,B,C 6= 0. Let also '1,'2 2 R be
such that ei'1 , ei'2 2 A. Define the exponential polynomial f by

f(t) = A cos(at+ '1) +B cos(bt+ '2) + C + e�rtF (t).

where F is an exponential polynomial whose dominant character-
istic roots are purely imaginary. Suppose also f has order at most
8. It is decidable whether f has infinitely many zeros.

Proof. If the frequencies a, b of the dominant term’s oscillations are
linearly independent over Q, then the claim follows immediately by
Theorem 7. Therefore, assume na�mb = 0 for some n,m 2 N+.
Notice that a 6= b guarantees n 6= m. We perform the change of
variable t ! tm/a, so that:

f(t) = A cos(mt+'1)+B cos(nt+'2)+C+e�rmt/aF (tm/a).

Using the standard trigonometric identities, we express the domi-
nant term as a polynomial in sin(t), cos(t):

f(t) = P (sin(t), cos(t)) + e�rmt/aF (tm/a),

where P 2 (R \ A)[x, y] has effectively computable coefficients.
It is clear that the dominant term is periodic. It is immediate from
the definition of exponential polynomials and the premise of the
Lemma that F (tm/a)

def
= F2(t) is an exponential polynomial in

t, of the same order as F (t), also with purely imaginary dominant
characteristic roots. Let ↵(t) def

= P (sin(t), cos(t)), r2
def
= rm/a >

0 and �(t)
def
= e�rmt/aF (tm/a) = e�r2tF2(t).

We are now interested in the extrema of P (sin(t), cos(t)). Let

M1
def
= min

x

2+y

2=1
P (x, y) = min

t�0
↵(t),

M2
def
= max

x

2+y

2=1
P (x, y) = max

t�0
↵(t).

We can construct defining formulas �1(u),�2(u) in the first-order
language L of real closed fields for M1,M2, so that each �

j

(u)
holds precisely for the valuation u = M

j

. Then performing quan-
tifier elimination on these formulas using Renegar’s algorithm
(Renegar 1992), we convert �1,�2 into the form

�
j

(u) ⌘
_

l

^

k

P
l,k

(u) ⇠
l,k

0,

where P
l,k

are polynomials with integer coefficients and each ⇠
l,k

is either < or =. Now �
j

(u) must have a satisfiable disjunct. Using
the decidability of the theory Th(R), we can readily identify this
disjunct. Moreover, since �

j

(u) has a unique satisfying valuation,
namely u = M

j

, this disjunct must contain at least one equal-
ity predicate. It follows immediately that M1,M2 are algebraic.
Moreover, we can effectively compute from �

j

(u) a representa-
tion for M

j

consisting of its minimal polynomial and a sufficiently
accurate rational approximation to distinguish M

j

from its Galois
conjugates. By an analogous argument, the pairs (sin(t), cos(t))
at which P (sin(t), cos(t)) achieves the extrema M1,M2 are also
algebraic and effectively computable.

We now perform a case analysis on the signs of M1 and M2.

• First, if 0 < M1  M2, then f(t) cannot have infinitely many
zeros: if t is large enough to ensure |�(t)| < M1, we have
f(t) > 0.

• Second, if M1  M2 < 0, then by the same reasoning, the
function will ultimately be strictly negative.

• Third, if M1 < 0 < M2, then f oscillates around 0: for
all t such that ↵(t) = M1 < 0 and large enough to ensure
|�(t)| < |M1|, we will have f(t) < 0, and similarly, for large
enough t such that ↵(t) = M2 > 0, we will have f(t) > 0, so
the function must have infinitely many zeros.

• Next, we argue that the case M1 = M2 = 0 is impossible.
Indeed, if M1 = M2 = 0, then ↵(t) = P (sin(t), cos(t)) is
identically zero, and the same holds for all derivatives of ↵(t).
Thus, from ↵0

(t) ⌘ ↵000
(t) ⌘ 0, we have

0 ⌘ �Am sin(mt+ '1)�Bn sin(nt+ '2),

0 ⌘ Am3
sin(mt+ '1) +Bn3

sin(nt+ '2).

Multiplying the first identity through by m2 and summing, we
have

Bn sin(nt+ '2)(n
2 �m2

) ⌘ 0.

By the premise of the Lemma, B 6= 0, so n(n�m)(n+m) =

0, which is a contradiction.
• Finally, only the symmetric cases M1 < M2 = 0 and 0 =

M1 < M2 remain. Without loss of generality, by replacing f
by �f if necessary, we need only consider the case 0 = M1 <
M2.

Thus, assume 0 = M1 < M2. We now move our attention to
the possible forms of F2. Since f has order at most 8, it follows that
F2 has order at most 3. Thus, there are three possibilities for the set
of dominant characteristic roots of F2: {0}, {±ic}, or {0,±ic},
for some positive c 2 R \ A. We consider each of these cases in
turn.

First, if F2 only has the real dominant eigenvalue 0, then F2 is
ultimately positive or ultimately negative, depending on the sign of
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the most significant term of F2. Ultimate positivity of F2 entails
ultimate positivity of f as well, since P (sin(t), cos(t)) � 0 ev-
erywhere, whereas an ultimately negative F2 makes f change sign
infinitely often.

Second, assume the dominant characteristic roots of F2 are
{±ic}, so that

f(t) = P (sin(t), cos(t)) + e�r2t
�

D cos(ct+ '3) + Ee�r3t
�

for some r3 > 0 and '3 2 R such that ei'3 2 A. Without loss
of generality, we can assume c 62 Q, since otherwise, we are done
by Theorem 8. But by Lemma 4, it will happen infinitely often that
P (sin(t), cos(t)) = 0 and D cos(ct + '3) < �|D|/2, say. For
large enough such t, |Ee�(r2+r3)t| < |D|/4, so we conclude that
f is infinitely often negative, and hence has infinitely many zeros.

Third, assume the dominant characteristic roots of F2(t) are
{0,±ic}, so that

f(t) = P (sin(t), cos(t)) + e�r2t
(D cos(ct+ '3) + E).

We again assume c 62 Q, since otherwise the claim follows from
Theorem 8. Let M3

def
= E � |D| = min

t�0 F2(t). If M3 > 0,
then f(t) clearly has no zeros. If M3 < 0, then there exists a
non-trivial interval I ✓ [0, 2⇡) such that if ct + '3 mod 2⇡ 2
I , then F2(t) < 0. Since c 62 Q, Lemma 4 guarantees that
F2(t) < 0 = P (sin(t), cos(t)) happens infinitely often, so f must
have infinitely many zeros. Finally, if M3 = 0, we argue that f
is ultimately positive. Indeed, since P (sin(t), cos(t)) and F2(t)
are both non-negative everywhere, f(t) = 0 can only happen if
P (sin(t), cos(t)) = D cos(ct + '3) + E = 0. This, however,
would entail eit 2 A and eict 2 A, which contradicts the Gelfond-
Schneider Theorem, since c 62 Q. Thus, we conclude f has no
zeros.

4.3 Three dominant oscillations
Lemma 15. Let A,B,C, a, b, c be real algebraic numbers such
that a, b, c > 0 and A,B,C 6= 0. Let also '1,'2,'3 2 R be such
that ei'1 , ei'2 , ei'3 2 A. Define the exponential polynomial f by

f(t) = A cos(at+'1) +B cos(bt+'2) +C cos(ct+'3) +D.

It is decidable whether f has infinitely many zeros.

Proof. The argument consists of three cases, depending on the
linear dependencies over Q satisfied by a, b and c.

Case I. First, if a, b, c are linearly independent over Q, then the
claim follows directly from Theorem 7.

Case II. Second, suppose that a, b, c are all rational multiples of
one another:

b =
n

m
a, c =

k

l
a where n,m, k, l 2 N+.

We make the change of variable t ! tml to obtain:

f(t) = A cos((at)ml + '1) +B cos((at)nl + '2)

+ C cos((at)km+ '3) +D

= P (sin(at), cos(at)),

where P 2 A[x, y] is a polynomial obtained using the standard
trigonometric identities. It is now clear that f is periodic, so it has
either no zeros or infinitely many zeros. Let

M1
def
= min

x

2+y

2=1
P (x, y) = min

t�0
f(t),

M2
def
= max

x

2+y

2=1
P (x, y) = max

t�0
f(t).

Using the same reasoning as in Lemma 14, we see that M1,M2

are algebraic and effectively computable: simply construct defining

formulas in the first-order language L of real closed fields, and then
perform quantifier elimination using Renegar’s algorithm (Renegar
1992). Then f clearly has infinitely many zeros if and only if
M1  0  M2.

Case III. Finally, suppose that a, b, c span a Q-vector space
of dimension 2, so that a, b, c satisfy a single linear dependence
am + bn + cp = 0 where m,n, p 2 Z are coprime. At most
one of the ratios a/b, a/c and b/c is rational (otherwise we have
dim span{a, b, c} = 1), so assume without loss of generality that
a/c 62 Q and b/c 62 Q.

Define the set

T def
=

�

x 2 [0, 2⇡)3
�

� 8u 2 Z3 . u · (a, b, c) 2 2⇡Z ) u · x 2 2⇡Z
 

=

�

(x1, x2, x3) 2 [0, 2⇡)3
�

�mx1 + nx2 + px3 2 2⇡Z
 

Notice that if mx1 + nx2 + px3 = 2k⇡ for some x1, x2, x3, then
k  |m| + |n| + |p|, so T partitions naturally into finitely many
subsets: T =

S

N

k=1 Tk

, where

T
k

def
=

�

(x1, x2, x3) 2 [0, 2⇡)3
�

�mx1 + nx2 + px3 = 2k⇡
 

.

Consider the trajectory h(t)
def
= {(at, bt, ct) mod 2⇡ | t � 0}. De-

fine also the sets R
def
= {h(2k⇡) | k 2 N} and H

def
= {h(t) | t �

0}. Because of the linear dependence satisfied by a, b, c, it is easy
to see that R ✓ H ✓ T. By Kronecker’s Theorem, R is a dense
subset of T, so clearly H must be a dense subset of T as well.

Now define the function

F (x1, x2, x3)
def
= A cos(x1 + '1) +B cos(x2 + '2)

+ C cos(x3 + '3) +D,

so that the image of f is exactly {F (x1, x2, x3) | (x1, x2, x3) 2
H}. Let also the extrema of F over T be:

M1
def
= min

T
F (x1, x2, x3),

M2
def
= max

T
F (x1, x2, x3).

Both of these values are algebraic and can be computed using
quantifier elimination in the first-order language L of the real
numbers: just use separate variables for cos(x

j

), sin(x
j

) and ap-
ply the standard trigonometric identities to convert the linear de-
pendence on x1, x2, x3 into a polynomial dependence between
cos(x

j

), sin(x
j

).
Now, by the density of H in T, if M1 < 0 < M2, then f must

clearly be infinitely often positive and infinitely often negative, so
it must have infinitely many zeros. The case M1 < 0 = M2

is symmetric to 0 = M1 < M2 (just replace f and F by �f
and �F , respectively), so without loss generality, we can assume
0 = M1 < M2. In this case, we argue that f has no zeros, that is,
even though F vanishes on some points in T, none of these points
appear in the dense subset H . Indeed, consider the set

Z
def
= {(cos(x1), sin(x1), . . . , cos(x3), sin(x3)) |

(x1, x2, x3) 2 T, F (x1, x2, x3) = 0} .
Note that Z is clearly semi-algebraic, as one can directly write a
defining formula in L from F (x1, x2, x3) = 0 and mx1 + nx2 +

px3 2 2⇡Z. Moreover, by the Zero-Dimensionality Lemma (Ouak-
nine and Worrell 2014, Lemma 10), the function F (x1, x2, x3)

achieves its minimum M1 = 0 at only finitely many points in T
k

,
for each k. Since T is the union of finitely many T

k

, we imme-
diately have that Z is finite. By the Tarski-Seidenberg Theorem,
projecting Z to any fixed component will also give a finite, semi-
algebraic subset of R, that is, a finite subset of A. Thus, we have
shown that if F (x1, x2, x3) = 0, then eixj 2 A for all j = 1, 2, 3.
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Now if f(t) = 0 for some t � 0, then we must have eati, ecti 2 A,
which by the Gelfond-Schneider Theorem entails a/c 2 Q, a con-
tradiction.

4.4 One repeated oscillation
Lemma 16. Let A,B,C,D, a, r be real algebraic numbers such
that a, r > 0 and A 6= 0. Let also '1,'2 2 R be such that
ei'1 , ei'2 2 A. Define the exponential polynomial f by

f(t) = t(A cos(at+'1)+B)+(C cos(at+'2)+D)+e�rtF (t)

where F is an exponential polynomial with purely imaginary dom-
inant characteristic roots. Suppose also that f has order at most 8.
It is decidable whether f has infinitely many zeros.

Proof. Since f has order no greater than 8, it follows that F has
order at most 2. Therefore, F (t) must be of the form E cos(bt+'3)

for some E, b 2 R \ A, b > 0, such that a/b 62 Q, and some '3

such that ei'3 2 A, since otherwise the imaginary parts of the
characteristic roots of f are pairwise linearly dependent over Q, so
our claim is proven immediately by Theorem 8.

Consider first the magnitudes of A and B. If |A| > |B|, then
the term tA cos(at + '1) makes f change sign infinitely often,
whereas if |B| > |A|, then for t large enough, the term tB makes f
ultimately positive or ultimately negative, depending on the sign of
B. Thus, we can assume |A| = |B|. Dividing f by B, and replacing
'1 by '1+⇡ if necessary, we can assume the function has the form:

f(t) = t(1� cos(at+ '1))

+ (C cos(at+ '2) +D) + e�rtE cos(bt+ '3).

Considering the dominant term, it is clear that f is infinitely often
positive. Let ↵(t) def

= t(1 � cos(at + '1)), �(t)
def
= C cos(at +

'2) +D and �(t)
def
= e�rtE cos(bt+ '3).

We now focus on the sign of the term �(t) at the positive
critical times t

j

def
= �'1/a + 2j⇡/a (j 2 Z) when 1 � cos(at +

'1) vanishes. Notice that �(t
j

) = C cos('2 � '1) + D
def
=

M is independent of j. First, if M < 0, then for all t
j

large
enough, f(t

j

) < 0, so the function must have infinitely many
zeros. Second, if M = 0, then by the linear independence of a, b
and Lemma 4, we have ↵(t

j

) = �(t
j

) = 0 > �(t
j

) for infinitely
many t

j

, so we can conclude f has infinitely many zeros.
Finally, suppose M > 0. We will prove that f is ultimately

positive. For each t
j

, define the critical region [t
j

� �
j

, t
j

+ �
j

],
given by

�
j

def
=

2

p|C|+ |D|
a
p
t
j�1

.

From here onwards, we only consider t large enough for any two
adjacent critical regions to be disjoint. The argument consists of
two parts: first we show f(t) > 0 for all large enough t outside all
critical regions, and then we show f(t) > 0 for large enough t in a
critical region.

Suppose t is outside all critical regions and let j minimise
|t � t

j

|. Since the distance between critical points is 2⇡/a by
construction, we have a|t� t

j

|  ⇡. Therefore,

|a(t� t
j

)|2
2

 1� cos(at� at
j

) = 1� cos(at+ '1).

On the other hand, we have the following chain of inequalities:

|a(t� t
j

)|2
2

> { |t� t
j

| > �
j

}
(a�

j

)

2

2

= { definition of �
j

}
2(|C|+ |D|)

t
j�1

> { by t > t
j�1 }

2(|C|+ |D|)
t

� { triangle inequality and | cos(x)|  1 }
|C|+ |D|

t
+

|C cos(at+ '2) +D|
t

.

Combining, we have

↵(t) + �(t) � ↵(t)� |�(t)|
= t(1� cos(at+ '1))� |C cos(at+ '2) +D|
� |C|+ |D|.

Thus, if t is large enough to ensure |�(t)| < |C| + |D|, we have
f(t) > 0 outside critical regions.

For the second part of the argument, we consider t in critical
regions. Notice that the values of �(t) on [t

j

� �
j

, t
j

+ �
j

] are
independent of the choice of t

j

. Moreover, we have �(t
j

) = M >
0, so there exists some ✏ > 0 such that for all t 2 [t

j

�✏, t
j

+✏], we
have �(t) � M/2, say. Now for any critical point t

j

chosen large
enough, we will have [t

j

��
j

, t
j

+�
j

] ✓ [t
j

� ✏, t
j

+ ✏], so �(t) >
M/2 on the entire critical region. Let also t

j

be large enough so
that for any t in the critical region, we have |�(t)| < M/2. Then
we have f(t) = ↵(t)+�(t)+�(t) � �(t)�|�(t)| > 0, completing
the claim.

5. Hardness at Order 9
Diophantine approximation is a branch of number theory con-
cerned with approximating real numbers by rationals. A central role
is played in this theory by the notion of continued fraction expan-
sion, which allows to compute a sequence of rational approxima-
tions to a given real number that is optimal in a certain well-defined
sense. For our purposes it suffices to note that the behaviour of the
continued fraction expansion of a real number a is closely related to
the following two constants associated with a. The Lagrange con-
stant (or homogeneous Diophantine approximation constant) of a
is defined by

L1(a) = inf

n

c :
�

�

�

a� n

m

�

�

�

<
c

m2
for infinitely many m,n 2 Z

o

.

By definition L1(a) is a non-negative real number.
A real number a is called badly approximable if L1(a) >

0. The badly approximable numbers are precisely those whose
continued fraction expansions have bounded partial quotients.

Khinchin showed in 1926 that almost all real numbers (in the
measure-theoretic sense) have Lagrange constant equal to zero.
However, information on the Lagrange constants of specific num-
bers or classes of numbers has proven to be elusive. In particular,
concerning algebraic numbers, Guy (Guy 2004) asks

Is there an algebraic number of degree greater than two
whose simple continued fraction expansion has unbounded
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partial quotients? Does every such number have unbounded
partial quotients?

The above question can equivalently be formulated in terms of
whether any algebraic number of degree greater than two has stricly
positive Lagrange constant or whether all such numbers have La-
grange constant 0.

Recall that a real number a is computable if there is an algorithm
which, given any rational " > 0 as input, returns a rational q such
that |q � x| < ". We can now state the main result of the section.

In this section, we will show that a decision procedure for the
Infinite Zeros Problem would yield the computability of L1(a) for
all a 2 R \ A.

Fix positive a 2 R \ A, c 2 Q and define the functions:

f1(t)
def
= et(1� cos(t)) + t(1� cos(at))� c sin(at),

f2(t)
def
= et(1� cos(t)) + t(1� cos(at)) + c sin(at),

f(t)
def
= et(1� cos(t)) + t(1� cos(at))� c| sin(at)|
= min{f1(t), f2(t)}.

It is easy to see that f1 and f2 are exponential polynomials of order
9, with six characteristic roots: three simple (1 and 1± i) and three
repeated (0 and ±ai). Thus, the problem of determining whether
f
j

has infinitely many zeros is an instance of the Infinite Zeros
Problem. Moreover, it is easy to check that f has infinitely many
zeros if and only if at least one of f1 and f2 has infinitely many
zeros.

We will first state two lemmas which show a connection be-
tween the existence of infinitely many zeros of f and the Lagrange
constant of a. We defer the proofs to the full version of this pa-
per (Chonev et al. 2015).

Lemma 17. Fix a 2 R \ A and ", c 2 Q with a, c > 0

and " 2 (0, 1). If f(t) = 0 for infinitely many t � 0, then
L1(a)  c/2⇡2

(1� ").

Lemma 18. Fix a 2 R \ A and ", c 2 Q with a, c > 0 and
" 2 (0, 1). If L1(a)  c(1� ")/2⇡2, then f(t) = 0 for infinitely
many t � 0.

We now use the above lemmas to derive an algorithm to com-
pute L1(a) using an oracle for the Infinite Zeros Problem, estab-
lishing our central hardness result:

Theorem 19. Fix a positive real algebraic number a. If the Infinite
Zeros Problem is decidable for instances of order 9, then L1(a)
may be computed to within arbitrary precision.

Proof. Suppose we know L1(a) 2 [p, q] for non-negative p, q 2
Q. Choose c 2 Q with c > 0 and " 2 Q with " 2 (0, 1) such that

p <
c(1� ")

2⇡2
<

c

2⇡2
(1� ")

< q.

Write A
def
= c(1 � ")/2⇡2 and B

def
= c/2⇡2

(1 � "). Use the
oracle for the Infinite Zeros Problem to determine whether at least
one of f1, f2 has infinitely many zeros. If this is the case, then f
also has infinitely many zeros, so by Lemma 17, L1(a)  B and
we continue the approximation recursively on the interval [p,B].
If not, then L(a) � A by Lemma 18, so we continue on the
interval [A, q]. Notice that in this procedure, one can choose c, " at
each stage in such a way that the confidence interval shrinks by at
least a fixed factor, whatever the outcome of the oracle invocations.
It follows therefore that L1(a) can be approximated to within
arbitrary precision.
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Abstract
We study the semantic foundation of expressive probabilistic pro-
gramming languages, that support higher-order functions, continu-
ous distributions, and soft constraints (such as Anglican, Church,
and Venture). We define a metalanguage (an idealised version of
Anglican) for probabilistic computation with the above features,
develop both operational and denotational semantics, and prove
soundness, adequacy, and termination. This involves measure the-
ory, stochastic labelled transition systems, and functor categories,
but admits intuitive computational readings, one of which views
sampled random variables as dynamically allocated read-only vari-
ables. We apply our semantics to validate nontrivial equations un-
derlying the correctness of certain compiler optimisations and in-
ference algorithms such as sequential Monte Carlo simulation. The
language enables defining probability distributions on higher-order
functions, and we study their properties.

Categories and Subject Descriptors CR-number [D.3]: Program-
ming languages

1. Introduction
Probabilistic programming is the idea to use programs to specify
probabilistic models; probabilistic programming languages blend
programming constructs with probabilistic primitives. This helps
scientists express complicated models succinctly. Moreover, such
languages come with generic inference algorithms, relieving the
programmers of the nontrivial task of (algorithmically) answering
queries about their probabilistic models. This is useful in e.g. ma-
chine learning.

Several higher-order probabilistic programming languages have
recently attracted a substantial user base. Some languages (such
as Infer.net [22], PyMC [27], and Stan [36]) are less expressive
but provide powerful inference algorithms, while others (such as
Anglican [37], Church [13], and Venture [21]) have less efficient
inference algorithms but more expressive power. We consider the
more expressive languages, that support higher-order functions,
continuous distributions, and soft constraints. More precisely, we
consider a programming language (§3) with higher-order functions
(§6) as well as the following probabilistic primitives.
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fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
and the full citation on the first page. Copyrights for components of this work owned by others than ACM must be
honored. Abstracting with credit is permitted. To copy otherwise, to republish, to post on servers, or to redistribute to
lists, requires prior specific permission and/or a fee. Request permissions from permissions@acm.org or Publications
Dept., ACM, Inc., fax +1 (212) 869-0481.
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DOI: http://dx.doi.org/10.1145/http://dx.doi.org/10.1145/2933575.2935313

Sampling The command sample(t) draws a sample from a distri-
bution described by t, which may range over the real numbers.

Soft constraints The command score(t) puts a score t (a positive
real number) on the current execution trace. This is typically
used to record that some particular datum was observed as being
drawn from a particular distribution; the score describes how
surprising the observation is.

Normalization The command norm(u) runs a simulation algo-
rithm over the program fragment u. This takes the scores into
account and returns a new, normalized probability distribution.
The argument to sample might be a primitive distribution, or
a distribution defined by normalizing another program. This is
called a nested query, by analogy with database programming.

Here is a simple example of a program. We write gauss(µ,�)
for the Gaussian probability distribution whose density function is
density gauss(a, (µ,�)) = 1

�

p
2⇡

exp(�

(a�µ)

2

2�

2 ).

1 norm(

2 letx = sample(gauss(0.0, 3.0)) in
3 score(density gauss(5.0, (x, 1.0));
4 return(x < 4.5))

(1)

Line 2 samples x from a prior Gaussian distribution. The soft con-
straint on Line 3 expresses the likelihood of the observed data, 5.0,
coming from a Gaussian given the prior x. Line 4 says that what we
are actually interested in is a boolean random variable over the sam-
ple space. Line 1 calculates a posterior distribution for the return
value, using the prior and the likelihood. In this example we can
precisely calculate that the posterior distribution on {true, false}
has p(true) = 0.5.

Languages like this currently lack formal exact semantics. The
aim of this paper is to provide just such a foundation as a basis
for formal reasoning. Most expressive probabilistic programming
languages are explained in terms of their Monte Carlo simulation
algorithms. The simplest such algorithm, using importance and
rejection sampling, is the de facto semantics against which other
algorithms are ‘proved approximately correct’. Such ‘semantics’
are hard to handle and extend.

We provide two styles of semantics, operational and denota-
tional. For first-order probabilistic programs, the denotational se-
mantics is straightforward: types are interpreted as measurable
spaces, and terms are interpreted as measurable functions (§4). Op-
erational semantics is more complicated. For discrete distributions,
an operational semantics might be a probabilistic transition system,
but for continuous distributions, it must be a stochastic relation (la-
belled Markov process). We resolve this by equipping the set of
configurations with the structure of a measurable space (§5).
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The advantage to the operational semantics is that it is easily
extended to higher-order programs (§7). Denotational semantics for
higher-order programs poses a problem, because measurable spaces
do not support the usual �/⌘ theory of functions: they do not form
a Cartesian closed category (indeed, RR does not exist as a mea-
surable space [3]). Earlier work dealt with this either by exclud-
ing higher-order functions or by considering only discrete distribu-
tions. We resolve this by moving from the category of measurable
spaces, where standard probability theory takes place, to a func-
tor category based on it (§8). The former embeds in the latter, so
we can still interpret first-order concepts. But the functor category
does have well-behaved function spaces, so we can also interpret
higher-order concepts. Moreover, by lifting the monad of probabil-
ity distributions [12] to the functor category, we can also interpret
continuous distributions. Finally, we can interpret observations by
considering probability distributions with continuous density, irre-
spective of the categorical machinery (§9).

The denotational semantics is sound and adequate with respect
to the operational semantics (§5.3,8.3), which means one can use
the denotational model to directly check program equations while
respecting computational issues. For example:
• we demonstrate a key program equation for sequential Monte

Carlo simulation (§4.1);
• we show that every term of first-order type is equal to one

without �-abstractions or application, and hence is interpreted
as a measurable function (Proposition 8.3).

2. Preliminaries
We recall basic definitions and facts of measure theory.

Definition 2.1. A �-algebra on a set X is a family ⌃ of subsets
of X , called measurable (sub)sets, which contains X and is closed
under complements and countable unions. A measurable space is a
set with a �-algebra.

A measure on a measurable space (X,⌃) is a function p : ⌃ !

[0,1] such that p(;) = 0 and p(
S

i2N Ui

) =

P
i2N p(Ui

) for each
sequence U

1

, U
2

, . . . of disjoint measurable sets. A probability
measure or probability distribution is a measure p with p(X) = 1.

In the paper we use a few important constructions for measur-
able spaces. The first is to make a set X into a measurable space by
taking the full powerset of X as ⌃, yielding a discrete measurable
space. When X is countable, a probability distribution on (X,⌃)
is determined by its values on singleton sets, that is, by specifying
a function p : X ! [0, 1] such that

P
x2X

p(x) = 1.
The second construction is to combine a collection of measur-

able spaces (X
i

,⌃
i

)

i2I

by sum or product. The underlying sets are
the disjoint union

P
i2I

X
i

and product
Q

i2I

X
i

of sets. The mea-
surable sets in the sum are

P
i2I

U
i

for U
i

2 ⌃

i

. The �-algebra of
the product is the smallest one containing all the subsets

Q
i2I

U
i

where U
i

2 ⌃

i

equals X
i

but for a single index i.
For the third, the real numbers form a measurable space (R,⌃R)

under the smallest �-algebra that contains the open intervals; the
measurable sets are called Borel sets. Restricting to any measurable
subset gives a new measurable space, such as the space R�0

of
nonnegative reals and the unit interval [0, 1].

The fourth construction is to make the set P (X) of all proba-
bility measures on a measurable space (X,⌃

X

) into a measurable
space, by letting ⌃

P (X)

be the smallest �-algebra containing the
sets {p 2 P (X) | p(U) 2 V } for all U 2 ⌃

X

and V 2 ⌃

[0,1]

.

Definition 2.2. Let (X,⌃
X

), (Y,⌃
Y

) be measurable spaces. A
function f : X ! Y is measurable if f -1

(U) 2 ⌃

X

for U 2 ⌃

Y

.

We can push forward a measure along a measurable function:
if p : ⌃

X

! [0, 1] is a probability measure on (X,⌃
X

) and

f : X ! Y is a measurable function, then q(U) = p(f -1
(U))

is a probability measure on (Y,⌃
Y

).

Definition 2.3. A stochastic relation between measurable spaces
(X,⌃

X

) and (Y,⌃
Y

) is a function r : X ⇥⌃

Y

! [0, 1] such that
r(x,�) : ⌃

Y

! [0, 1] is a probability distribution for all x 2 X ,
and r(�, V ) : X ! [0, 1] is measurable for all V 2 ⌃

Y

.

Giving a stochastic relation from (X,⌃
X

) to (Y,⌃
Y

) is equiva-
lent to giving a measurable function (X,⌃

X

) ! (P (Y ),⌃
P (Y )

).
Stochastic relations r : X ⇥⌃

Y

! [0, 1] and s : Y ⇥⌃

Z

! [0, 1]
compose associatively to (s�r) : X⇥⌃

Z

! [0, 1] via the formula

(s � r)(x,W ) =

R
Y

s(y,W ) r(x, dy).

Finally, for a predicate ', we use the indicator expression ['] to
denote 1 if ' holds, and 0 otherwise.

3. A first-order language
This section presents a first-order language for expressing Bayesian
probabilistic models. The language forms a first-order core of a
higher-order extension in Section 6, and provides a simpler setting
to illustrate key ideas. The language includes infinitary type and
term constructors, constant terms for all measurable functions be-
tween measurable spaces, and constructs for specifying Bayesian
probabilistic models, namely, operations for sampling distributions,
scoring samples, and normalizing distributions based on scores.
This highly permissive and slightly unusual syntax is not meant
to be a useful programming language itself. Rather, its purpose is
to serve as a semantic metalanguage to which a practical program-
ming language compiles, and to provide a mathematical setting for
studying high-level constructs for probabilistic computation.

Types The language has types

A,B ::= R | P(A) | 1 | A⇥ B |

P
i2I

A
i

where I ranges over countable sets. A type A stands for a mea-
surable space JAK. For example, R denotes the measurable space
of reals, P(A) is the space of probability measures on A, and 1

is the (discrete) measurable space on the singleton set. The other
type constructors correspond to products and sums of measurable
spaces. Notice that countable sums are allowed, enabling us to ex-
press usual ground types in programming languages via standard
encoding. For instance, the type for booleans is 1 + 1, and that for
natural numbers

P
i2N 1.

Terms We distinguish typing judgements: � `d t : A for deter-
ministic terms, and � `p t : A for probabilistic terms (see also
e.g. [20, 26, 31]). In both, A is a type, and � is a list of variable/type
pairs. Variables stand for deterministic terms.

Intuitively, a probabilistic term � `p t : A may have two kinds
of effects: during evaluation, t may sample from a probability
distribution, and it may score the current execution trace (typically
according to likelihood of data). Evaluating a deterministic term
� `d t : A does not have any effects.

Sums and products The language includes variables, and stan-
dard constructors and destructors for sum and product types.

�, x : A,�0
`d x : A

� `d t : Ai

� `d (i, t) :
P

i2I

A
i

� `d t :
P

i2I

A
i

(�, x : A
i

`z ui

: B)
i2I

� `z case t of {(i, x) ) u
i

}

i2I

: B
(z 2 {d, p})

� `d ⇤ : 1

� `d tj : Aj

for all j 2 {0, 1}

� `d (t0, t1) : A0

⇥ A
1

� `d t : A0

⇥ A
1

� `d ⇡j

(t) : A
j
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In the rules for sums, I may be infinite. In the last rule, j is 0 or 1.
We use some standard syntactic sugar, such as false and true for the
injections in the type bool = 1+1, and if for case in that instance.

Sequencing We include the standard constructs (e.g. [20, 23]).
� `d t : A

� `p return(t) : A
� `p t : A �, x : A `p u : B

� `p let x = t in u : B
Where A = 1, we write (t;u) for letx = t inu.

Language-specific constructs The language has constant terms
for all measurable functions.

� `d t : A
� `d f(t) : B

(f : JAK ! JBK measurable) (2)

In particular, all the usual distributions are in the language, in-
cluding the Dirac distribution dirac(x) concentrated on outcome
x, the Gaussian distribution gauss(µ,�) with mean µ and stan-
dard deviation �, the Bernoulli distribution bern(p) with success
probability p, the exponential distribution exp(r) with rate r, and
the Beta distribution beta(↵,�) with parameters ↵,�.1 For exam-
ple, from the measurable functions 42.0: 1 ! R, e(�)

: R ! R,
gauss : R⇥ R ! P (R) and < : R⇥ R ! 1 + 1 we can derive:

� `d 42.0: R
� `d t : R
� `d e

t

: R
� `d µ : R � `d � : R
� `d gauss(µ,�) : P(R)

� `d t : R � `d u : R
� `d t < u : bool

The following terms form the core of our language.
� `d t : P(A)

� `p sample(t) : A
� `d t : R

� `p score(t) : 1

The first term samples a value from a distribution t. The second
multiplies the score of the current trace with t. Since both of these
terms express effects, they are typed under `p instead of `d.

The reader may think of the score of the current execution trace
as a state, but it cannot be read, nor changed arbitrarily: it can
only be multiplied by another score. The argument t in score(t) is
usually the density of a probability distribution at an observed data
point. For instance, recall the example (1) from the Introduction:

norm(letx = sample(gauss(0.0, 3.0)) in
score(density gauss(5.0, (x, 1.0)); return(x < 4.5))

An execution trace is scored higher when x is closer to the datum 5.
When the argument t in score(t) is 0, this is called a hard

constraint, meaning ‘reject this trace’; otherwise it is called a soft
constraint. In the discrete setting, hard constraints are more-or-less
sufficient, but even then, soft constraints tend to be more efficient.

Normalization Two representative tasks of Bayesian inference
are to calculate the so-called posterior distribution and model evi-
dence from a prior distribution and likelihood. Programs built from
sample and score can be thought of as setting up a prior and a like-
lihood. Consider the following program:

let x = sample(bern(0.25)) in
let y = (if x then return 5.0 else return 2.0) in
score(density exp(0.0, y)); return(x)

Here the prior y comes from the Bernoulli distribution, and the
likelihood concerns datum 0.0 coming from an exponential distri-
bution with rate y. Recall that density exp(0.0, y) = y. So there
are two execution traces, returning either true, with probability
0.25 and score 5.0, or false, with probability 0.75 and score 2.0.

1 Usually, gauss(0.0, 0.0) is undefined, but we just let gauss(0.0, 0.0) =
gauss(0.0, 1.0), and so on, to avoid worrying about this sort of error.

The product of the prior and likelihood gives an unnormalized
posterior distribution on the return value: (true 7! 0.25·5=1.25,
false 7! 0.75·2=1.5). The normalizing constant is the average
score: (0.25·5 + 0.75·2) = 2.75, so the posterior is (true 7!

1.25

2.75

⇡0.45, false 7!

1.5

2.75

⇡0.55). The average score is called the
model evidence. It is a measure of how well the model encoded by
the program matches the observation.

Note that the sample x = true matches the datum better, so the
probability of true goes up from 0.25 to 0.45 in the posterior.

In our language we have a term norm(t) that will usually con-
vert a probabilistic term t into a deterministic value, which is its
posterior distribution together with the model evidence.

� `p t : A
� `d norm(t) : (R⇥ P(A)) + 1 + 1

If the model evidence is 0 or 1, the conversion fails, and this is
tracked by the ‘+1+1’.

4. Denotational semantics
This section discusses the natural denotational semantics of the
first-order language. The basic idea can be traced back a long
way (e.g. [18]) but our treatment of score and norm appear to be
novel. As described, types A are interpreted as measurable spaces
JAK. A context � = (x

1

: A
1

, . . . , x
n

: A
n

) is interpreted as the
measurable space J�K def

=

Q
n

i=1

JA
i

K of its valuations.

• Deterministic terms � `d t : A are interpreted as measurable
functions JtK : J�K ! JAK, providing a result for each valuation
of the context.

• Probabilistic terms � `p t : A are interpreted as measurable
functions JtK : J�K ! P (R�0

⇥ JAK), providing a probability
measure on (score,result) pairs for each valuation of the context.

Informally, if (⌦, p : ⌦![0, 1]) is the prior sample space of the pro-
gram (specified by sample), and l : ⌦!R�0

is the likelihood (spec-
ified by score), and r : ⌦ ! JAK is the return value, then a measure
in P (R�0

⇥ JAK) is found by pushing forward p along (l, r).

Sums and products The interpretation of deterministic terms fol-
lows the usual pattern of the internal language of a distributive cat-
egory (e.g. [28]). For instance, J�, x : A,�0

`d x : AK(�, a, �0
)

def
= a,

and J� `d f(t) : AK(�) def
= f(JtK(�)) for measurable f : JAK ! JBK.

This interpretation is actually the same as the usual set-theoretic
semantics of the calculus, as one can show by induction that the
induced functions J�K ! JAK are measurable.

Sequencing For probabilistic terms, we proceed as follows.

Jreturn(t)K(�)(U)

def
= [(1, JtK(�)) 2 U ],

which denotes a Dirac distribution, and Jletx = t inuK(�)(V ) is
Z

R�0⇥JAK

⇣
JuK(�, x)

��
(s, b)

��
(r · s, b)2V

 �⌘⇣
JtK(�)(d(r, x))

⌘
.

As we will explain shortly, these interpretations come from treating
P (R�0

⇥ (�)) as a commutative monad, which essentially means
the following program equations hold.

Jletx = return(x) inuK = JuK Jletx = t in return(x)K = JtK
Jlet y = (letx = t inu) in vK = Jletx = t in let y = u in vK

Jletx = t in let y = u in (x, y)K = Jlet y = u in letx = t in (x, y)K
The last equation justifies a useful program optimisation tech-
nique [37, §5.5]. (The last two equations require assumptions about
free variables of u, v and t, to avoid variable capture.)
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Language-specific constructs We use the monad:

Jsample(t)K(�)(U)

def
= JtK(�)({a | (1, a) 2 U})

Jscore(t)K(�)(U)

def
= [(max(JtK(�), 0), ⇤) 2 U ]

Here are some program equations to illustrate the semantics so far.

Jscore(7.0); score(6.1)K = Jscore(42.7)K
s
letx = sample(gauss(0.0, 1.0))
in return(x > 0.0)

{
= Jsample(bern(0.5))K

s
letx = sample(gauss(0.0, 1.0))
in return(x > x)

{
= Jreturn(false)K

Normalization We interpret norm(t) as follows. Each probabil-
ity measure p on (R�0

⇥ X) induces an unnormalized posterior
measure p̄ on X: let p̄(U) =

R
R�0⇥U

r p(d(r, x)). As long as the
average score p̄(X) is not 0 or 1, we can normalize p̄ to build
a posterior probability measure on X . This construction forms a
natural transformation ◆

X

: P (R�0

⇥X) ! (R⇥P (X))+ 1+ 1

◆
X

(p)
def
=

8
><

>:

(1, ⇤) if p̄(X) = 0

(2, ⇤) if p̄(X) = 1⇣
0,
�
p̄(X), �U. p̄(U)

p̄(X)

�⌘
otherwise

(3)

Let Jnorm(t)K(�) def
= ◆(JtK(�)). Here are some examples:

s
norm(letx = sample(gauss(0.0, 3.0)) in

score(density gauss(5.0, (x, 1.0)); return(x < 4.5))

{

=

�
0, (0.949, bern(0.5))

�
s
norm

�
let x = sample(bern(0.25)) in
(if x then score(5.0) else score(2.0)); return(x)

�
{

=

�
0, (2.75, bern( 5

11

))

�

Jnorm
�
letx = sample(exp(1.0)) in score(ex)

�
K = (2, ⇤)

s
norm

�
letx = sample(beta(1, 3))
in score(x); return(x)

�
{
=

s
norm

�
score(

1

1+3

);

sample(beta(2, 3))
�
{

The third equation shows how infinite model evidence errors can
arise when working with infinite distributions. In the last equation,
the parameter x of score(x) represents the probability of true

under bern(x). The equation expresses the so called conjugate-
prior relationship between Beta and Bernoulli distributions, which
has been used to optimise probabilistic programs [38].

Monads The interpretation of let and return given above arises
from the fact that P

�
R�0

⇥ (�)

�
is a commutative monad on

the category of measurable spaces and measurable functions (see
also [7, §2.3.1], [33, §6]). Recall that a commutative monad
(T, ⌘, µ,�) in general comprises an endofunctor T together with
natural transformations ⌘

X

: X ! T (X), µ
X

: T (T (X)) !

T (X), �
X,Y

: X⇥T (Y ) ! T (X⇥Y ) satisfying some laws [17].
Using this structure we interpret return and let following Moggi [23]:

J� `p return(t) : AK(�) def
= ⌘JAK

�
JtK(�)

�

J� `p letx = t inu : BK(�) def
=µJBK

�
T (JuK)

�
�J�K,JAK(�, JtK(�))

��

Concretely, we make P (R�0

⇥ (�)) into a monad by combining
the standard commutative monad structure [12] on P and the com-
mutative monoid (R�0

, ·, 1) with the monoid monad transformer.
(We record a subtle point about ◆ (3). It is not a monad mor-

phism, and we we cannot form a commutative monad of all mea-
sures because the Fubini property does not hold in general.)

4.1 Sequential Monte Carlo simulation
The program equations above justify some simple program trans-
formations. For a more sophisticated one, consider sequential

Monte Carlo simulation [8]. A key idea of its application to prob-
abilistic programs is: ‘Whenever there is a score, it is good to
renormalize and resample’. This increases efficiency by avoiding
too many program executions with low scores [25, Algorithm 1].

The denotational semantics justifies the soundness of this trans-
formation. For a term with top-level score, i.e. a term of the form
(letx = t in (score(u); v)) where u and v may have x free:

Jnorm(letx = t in (score(u); v))K
= Jnorm(case (norm(letx = t in score(u); return(x))) of 1

(0, (e, d)) ) score(e); letx = sample(d) in v 2

| (1, ⇤) ) score(0); return(w) 3

| (2, ⇤) ) letx = t in (score(u); v))K 4

Let us explain the right hand side. Line 1 renormalizes the program
after the score, and in non-exceptional execution returns the model
evidence e and a new normalized distribution d. Line 2 immediately
records the evidence e as a score, and then resamples d, using
the resampled value in the continuation v. Line 3 propagates the
error of 0: w is a deterministic term of the right type whose choice
does not matter. Finally, line 4 detects an infinite evidence error,
and undoes the transformation. This error does not arise in most
applications of sequential Monte Carlo simulation.

5. Operational semantics
In this section we develop an operational semantics for the first-
order language. There are several reasons to consider this, even
though the denotational semantics is arguably straightforward.
First, extension to higher-order functions is easier in operational
semantics than in denotational semantics. Second, operational se-
mantics conveys computational intuitions that are obscured in the
denotational semantics. We expect these computational intuitions
to play an important role in studying approximate techniques for
performing posterior inference, such as sequential Monte Carlo, in
the future.

Sampling from probability distributions complicates opera-
tional semantics. Sampling from a discrete distribution can im-
mediately affect control flow. For example, in the term

letx= sample(bern(0.5)) in if x then return(1.1) else return(8.0)

the conditional depends on the result of sampling the Bernoulli
distribution. The result is 1.1 with probability 0.5 (cf. [5, §2.3]).

Sampling a distribution on R introduces another complication.
Informally, there is a transition

sample(gauss(0.0, 1.0)) �! return(r)

for every real r, but any single transition has zero probability. We
can assign non-zero probabilities to sets of transitions; informally:

Pr

⇣
sample(gauss(0.0, 1.0)) �! {return(r) | r  0}

⌘
= 0.5.

To make this precise we need a �-algebra on the set of terms, which
can be done using configurations rather than individual terms.
A configuration is a closure: a pair ht, �i of a term t with free
variables and an environment � giving values for those variables
as elements of a measurable space. (See also [14, §3], [6, §3].)

Sampling a distribution p on R+R exhibits both complications:

letx = sample(p) in casex of (0, r) ) return(r + 1.0)

|(1, r) ) return(r � 1.0)
(4)

The control flow in the case distinction depends on which sum-
mand is sampled, but there is potentially a continuous distribution
over the return values. We handle this by instantiating the choice
of summand in the syntax, but keeping the value of the summand
in the environment, so that expression (4) can make a step to the
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closure

h

let x = return(0, y) in
casex of (0, r) ) return(r + 1.0)

|(1, r) ) return(r � 1.0)

, y 7! 42.0i.

A type is indecomposable if it has the form R or P(A), and a
context � is canonical if it only involves indecomposable types.

Configurations Let z 2 {d, p}. A z-configuration of type A is a
triple h�, t, �i comprising a canonical context �, a term � `z t : A,
and an element � of the measurable space J�K. We identify contexts
that merely rename variables, such as

h(x : R, y : P(R)), f(x, y), (x 7! 42.0, y 7! gauss(0.0, 1.0))i

⇡h(u : R, v : P(R)), f(u, v), (u 7! 42.0, v 7! gauss(0.0, 1.0))i.

We call d-configurations deterministic configurations, and p-config-
urations probabilistic configurations; they differ only in typing. We
will abbreviate configurations to ht, �i when � is obvious.

Values v in a canonical context � are well-typed deterministic
terms of the form

v, w ::= x
i

| ⇤ | (v, w) | (i, v) (5)

where x
i

is a variable in �. Similarly, a probabilistic term t in
context � is called probabilistic value or p-value if t ⌘ return(v

0

)

for some value v
0

. Remember from Section 4 that the denotational
semantics of values is simple and straightforward.

Write Cond(A) and Conp(A) for the sets of deterministic and
probabilistic configurations of type A, and make them into measur-
able spaces by declaring U ✓ Conz(A) to be measurable if the set
{� 2 J�K | ht, �i 2 U} is measurable for all judgements � `z t : A.

Conz(A) =
P

(�,t)

� canonical,
� z̀ t : A

J�K (6)

Further partition Conz(A) into ConVz(A) and ConNz(A)
based on whether a term in a configuration is a value or not:

ConVd(A) = {h�, t, �i 2 Cond(A) | t is a value}
ConNd(A) = {h�, t, �i 2 Cond(A) | t is not a value}
ConVp(A) = {h�, t, �i 2 Conp(A) | t is a p-value}
ConNp(A) = {h�, t, �i 2 Conp(A) | t is not a p-value}

Particularly well-behaved values are the ordered values � `d v : A,
where each variable appears exactly once, and in the same order as
in �.

Lemma 5.1. Consider a canonical context �, a type A, an ordered
value � `d v : A, and the induced measurable function

JvK : J�K ! JAK.
The collection of all such functions for given A is countable, and
forms a coproduct diagram.

Proof. By induction on the structure of types. The key fact is that
every type is a sum of products of indecomposable ones, because
the category of measurable spaces is distributive, i.e. the canonical
map

P
i2I

(A⇥ B
i

) ! A⇥

P
i2I

B
i

is an isomorphism.

For example, A = (R⇥ bool) + (R⇥ R) has 3 ordered values,
first (x : R `d (0, (x, true)) : A), second (x : R `d (0, (x, false)) : A),
and third (x : R, y : R `d (1, (x, y)) : A), inducing a canonical mea-
surable isomorphism R+ R+ R⇥ R ⇠

=

JAK.

Evaluation contexts We distinguish three kinds of evaluation
contexts: C[�] is a context for a deterministic term with a hole for
deterministic terms; D[�] and E [�] are contexts for probabilistic

terms, the former with a hole for probabilistic terms, the latter with
a hole for deterministic terms.

C[�] ::= (�) | ⇡
j

C[�] | (C[�], t) | (v, C[�]) | (i, C[�])

| case C[�] of {(i, x) ) t
i

}

i2I

| f(C[�])

D[�] ::= (�) | let x = D[�] in t (7)

E [�] ::= D[return[�]] | D[sample[�]] | D[score[�]]

| case D[�] of {(i, x) ) t
i

}

i2I

wwhere t, t
i

are general terms and v is a value.

5.1 Reduction
Using the tools developed so far, we will define a measurable
function for describing the reduction of d-configurations, and a
stochastic relation for describing reduction of p-configurations:

�! : ConNd(A) ! Cond(A),
�! : ConNp(A)⇥ ⌃R�0⇥Conp(A) ! [0, 1],

parameterized by a family of measurable ‘normalization’ functions

⌫A : Conp(A) !
�
R�0

⇥ P (JAK)
�
+ 1 + 1 (8)

indexed by types A.

Reduction of deterministic terms Define a type-indexed family
of relations �! ✓ ConNd(A) ⇥ Cond(A) as the least one that is
closed under the following rules.

h�,⇡
j

(v
0

, v
1

), �i �! h�, v
j

, �i

h�, case (i0, v) of {(i, x) ) t
i

}

i2I

, �i �! h�, t
i

0
[v/x], �i

h�, f(w), �i �! h(�,�0
), v, (�, �0

)i

(w a value ^ �

0
`d v : A an ordered value ^ f(JwK(�))= JvK(�0

))

h�, norm(t), �i �! h(�, x:R, y:P(B)), (0, (x, y)), �[x 7!r, y 7!p]i

(A=(R⇥P(B) + 1 + 1) ^ ⌫B(h�, t, �i)= (0, (r, p)) ^ x, y 62�)

h�, norm(t), �i �! h�, (i, ⇤), �i

(A=(R⇥ P(B) + 1 + 1) ^ ⌫B(h�, t, �i)= (i, ⇤), i 2 {1, 2})

h�, t, �i �! h�

0, t0, �0
i

h�, C[t], �i �! h�

0, C[t0], �0
i

(C[�] is not (�))

The rule for f(w) keeps the original context � and the closure �
because they might be used in the continuation, even though they
are not used in v. The rules obey the following invariant.

Lemma 5.2. If h�, t, �i �! h�

0, t0, �0
i, then �

0
= (�,�00

) and
�0

= (�, �00
) for some �

00 and �00
2 J�00K.

Proof. By induction on the structure of derivations.

This lemma allows us to confirm that our specification of a relation
�! ✓ ConNd(A) ⇥ Cond(A) is well-formed (‘type preserva-
tion’).

Proposition 5.3. The induced relation is a measurable function.

Proof. There are three things to show: that the relation is entire
(‘progress’); that the relation is single-valued (‘determinacy’); and
that the induced function is measurable. All three are shown by
induction on the structure of terms. The case of application of
measurable functions crucially uses Lemma 5.1.

Reduction of probabilistic terms Next, we define the stochastic
relation �! for probabilistic terms, combining two standard ap-
proaches: for indecomposable types, which are uncountable, use
labelled Markov processes, i.e. give a distribution on the measur-
able set of resulting configurations; for decomposable types (sums,
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products etc.), probabilistic branching is discrete and so a transition
system labelled by probabilities suffices.

Proposition 5.4. Let (X
i

)

i2I

be an indexed family of measurable
spaces. Suppose we are given:

• a function q : I ! [0, 1] that is only nonzero on a countable
subset I

0

✓ I , and such that
P

i2I0
q(i) = 1;

• a probability measure q
i

on X
i

for each i 2 I
0

.

This determines a probability measure p on
P

i2I

X
i

by

p(U) =

P
i2I

q(i) q
i

({a | (i, a) 2 U})

for U a measurable subset of
P

i2I

X
i

,

We will use three entities to define the desired stochastic relation
�! : ConNp(A)⇥ ⌃R�0⇥Conp(A) ! [0, 1].

1. A countably supported probability distribution on the set
{(�, t) | � `p t : A} for each C 2 ConNp(A). We write
Pr(C �! (�, t)) for the probability of (�, t).

2. A probability measure on the space J�K for each C 2 ConNp(A)
and (�, t) with Pr(C �! (�, t)) 6= 0. Write Pr(C �!

�,t

U)

for the probability of a measurable subset U ✓ J�K.
3. A measurable function Sc: ConNp(A) ! R�0

, representing
the score of the one-step transition relation. (For one-step tran-
sitions, the score is actually deterministic.)

These three entities are defined by induction on the structure of the
syntax of A-typed p-configurations in Figure 1. We combine them
to define a stochastic relation as follows.

Proposition 5.5. The map ConNp(A) ⇥ ⌃R�0⇥Conp(A)

! [0, 1]

that sends (C,U) to Pr(C �! U), defined as
X

(�,t)

Pr

�
C �! (�, t)

�
Pr

�
C �!

�,t

{� | (Sc(C), h�, t, �i)2U}

�
,

is a stochastic relation.

Proof. For each p-configuration C = h , t, i, use induction on t
to see that the probability distribution Pr

�
C �! (�)

�
on pairs

(�

0, t0) and the distribution Pr(C �!

(�)

(�)) indexed by such
pairs satisfy the conditions in Proposition 5.4. It follows that the
partial evaluation Pr(C �! (�)) of the function in the statement
is a probability measure, so it suffices to establish measurability of
the other partial evaluation Pr((�) �! U). Recall that ConNp(A)
is defined in terms of the sum of measurable spaces, and that all
p-configurations in each summand have the same term. Finally,
use induction on the term shared by all p-configurations in the
summand to see that the restriction of Pr((�) �! U) to each
summand is measurable.

5.2 Termination
To see that the reduction process terminates, we first define the
transitive closure. This is subtle, as sampling can introduce count-
ably infinite branching; although each branch will terminate, the
expected number of steps to termination can be infinite.

We use the deterministic transition relation to define an evalu-
ation relation + ✓ Cond(A) ⇥ ConVd(A), by setting C + D if
9n.C +

n D, where

C +

0 C
(C 2 ConVd(A))

D +

n E C �! D

C +

n+1 E

To define evaluation for probabilistic configurations, we need sub-
stochastic relations: functions f : X ⇥ ⌃

Y

! [0, 1] that are
measurable in X , satisfy f(x, Y )  1 for every x 2 X , and
are countably additive in Y , i.e. f(x,

S
i2N Ui

) =

P
i2N f(Ui

)

Pr(h�, E [t], �i �! (�

0, E [t0]))
def
=

⇥
h�, t, �i �! h�

0, t0, �0
i

⇤

Pr(h�,D[t], �i �! (�

0,D[t0]))
def
=Pr(h�, t, �i �! (�

0, t0))

Pr(h�, letx = return(v) in t, �i �! (�, t[v/x]))
def
=1

Pr(h�, case (j, v) of {(i, x) ) t
i

}

i2I

, �i �! (�, t
j

[v/x]))
def
=1

Pr(h�, score(v), �i �! (�, return(⇤)))
def
=1

Pr(h�, sample(v), �i �! ((�,�0
), return(v0)))

def
=

(
JvK(�)({Jv0K(�0

) | �0
2 J�0K}) if �0

`d v
0
: A ordered

0 otherwise

Pr(h�, E [t], �i �!
(�

0
,E[t

0
])

U)

def
= [h�, t, �i �! h�

0, t0, �0
i ^ �0

2U ]

Pr(h�,D[t], �i �!
(�

0
,D[t

0
])

U)

def
=Pr(h�, t, �i �!

(�

0
,t

0
)

U)

Pr(h�, letx = return(v) in t, �i �!
(�,t[v/x])

U)

def
= [� 2 U ]

Pr(h�, case (j, v) of {(i, x)) t
i

}

i2I

, �i�!
�,tj [v/x]

U)

def
= [� 2U ]

Pr(h�, score(v), �i �!
(�,return(⇤)) U)

def
= [� 2 U ]

Pr(h�, sample(v), �i �!
((�,�

0
),return(v0

))

U)

def
=

JvK(�)({Jv0K(�0
) | �0

2 J�0K ^ (�, �0
) 2 U})

JvK(�)({Jv0K(�0
) | �0

2 J�0K})

Sc(h�, E [t], �i)
def
=1 Sc(h�,D[t], �i)

def
=Sc(h�, t, �i)

Sc(h�, sample(v), �i)
def
=1

Sc(h�, score(v), �i)
def
= max(JvK(�), 0)

Sc(h�, letx = return(v) in t, �i)
def
=1

Sc(h�, case (j, v) of {(i, x) ) t
i

}

i2I

, �i)
def
=1

Figure 1. Entities used to define reduction of probabilistic terms

for a sequence U
1

, U
2

, . . . of disjoint measurable sets. Thus a
stochastic relation (as in Definition 2.3) is a sub-stochastic relation
with f(x, Y ) = 1. Define a sub-stochastic relation

Pr(� + �) : Conp(A)⇥ ⌃R�0⇥ConVp(A) ! [0, 1]

by Pr(C + U)

def
=

P
n

Pr(C +

n U), where Pr(C +

0 U) is given
by [(1, C) 2 U ], and Pr(C +

n+1 U) is
Z

R�0⇥Conp(A)
Pr(D +

n

{(s, E) | (r · s, E) 2 U}) Pr(C �! d(r,D)).

Proposition 5.6 (Termination). Evaluation of deterministic terms
is a function: 8C. 9D.C + D. Evaluation of probabilistic terms is
a stochastic relation: 8C.Pr(C + (R�0

⇥ ConVp(A))) = 1.

Proof. By induction on the structure of terms.

Termination comes from the omission of recursion in our lan-
guage. We do so for now, because our semantic model does not yet
handle higher-order recursion, and probabilistic while-languages
are already well-understood (e.g. [18]). (See also the discussion
about domain theory in §8.)

5.3 Soundness
For soundness, extend the denotational semantics to configurations:
• define sd : Cond(A) ! JAK by h�, t, �i 7! JtK(�);
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• define sp : Conp(A) ⇥ ⌃R�0⇥JAK ! [0, 1] similarly by
(h�, t, �i, U) 7! JtK(�)(U). We may also use this stochastic re-
lation as a measurable function sp : Conp(A)!P (R�0

⇥ JAK);
• define s

V p : ConVp(A) ! JAK by h�, return(v), �i 7! JvK(�).
Note that in this first-order language, s

V p is a surjection which
equates two value configurations iff they are related by weak-
ening, contraction or exchange of variables.

Assumption 5.7. Throughout this section we assume that the nor-
malization function ⌫ on configurations (8) is perfect, i.e. it corre-
sponds to ◆, the semantic normalization function (3):

⌫A(h�, t, �i) = ◆JAK(sp(h�, t, �i)).

Lemma 5.8 (Context extension). Let z 2 {d, p}. Suppose that
h�, t, �i and h(�,�0

), t, (�, �0
)i are configurations in Conz(A).

Then sz(h�, t, �i) = szh(�,�
0
), t, (�, �0

)i.

Proposition 5.9 (Soundness). The following diagrams commute
(in the category of measurable functions, and stochastic relations,
respectively).

ConNd(A)
sd
**one-step

reduction ✏✏
JAK

Cond(A)
sd

44

ConNp(A)
sp //

one-step
reduction ✏✏

R�0

⇥ JAK

R�0

⇥ Conp(A)
id⇥sp

// R�0

⇥ R�0

⇥ JAK
multiplication
OO

Proof. By induction on the structure of syntax. The inductive steps
with evaluation contexts use the extension Lemma 5.8, which ap-
plies by the invariant Lemma 5.2.

Adequacy The denotational semantics is adequate, in the sense:

JtK(⇤) = P (R�0

⇥ s
V p)

�
Pr(h;, t, ⇤i + (�))

�
for all `p t : A.

That is, the denotation JtK(⇤) is nothing but pushing forward the
probability measure Pr(h;, t, ⇤i + (�)) from the operational se-
mantics along the function s

V p. This adequacy condition holds be-
cause Proposition 5.9 ensures that
�X

kn

Pr(h;, t, ⇤i +k

{(r, C) | (r, s
V p(C)) 2 U})

�
 JtK(⇤)(U)

for all n and U , and Proposition 5.6 then guarantees that the left-
hand side of this inequality converges to the right-hand side as n
tends to infinity.

6. A higher-order language
This short section extends the first-order language with functions
and thunks [19], allowing variables to stand for program fragments.
In other words, ‘programs are first-class citizens’.

Types Extend the grammar for types with two new constructors.
A,B ::= R | P(A) | 1 | A⇥ B |

P
i2I

A
i

| A ) B | T(A)
Informally, A ) B contains deterministic functions, and T(A)
contains thunked (i.e. suspended) probabilistic programs. Then
A ) T(B) contains probabilistic functions. A type is measurable
if it does not involve ) or T, i.e. if it is in the grammar of Section 3.

Terms Extend the term language with the following rules. First,
the usual abstraction and application of deterministic functions:

�, x : A `d t : B
� `d �x. t : A ) B

� `d t : A ) B � `d u : A
� `d t u : B

Second, we have syntax for thunking and forcing (e.g. [19, 23, 26]).

� `p t : A
� `d thunk(t) : T(A)

� `d t : T(A)
� `p force(t) : A

All the rules from Section 3 are also still in force. For rule (2) to
still make sense, we only include constant terms for measurable
functions f : JAK ! JBK between measurable types A and B.

Examples One motivation for higher types is to support code
structuring. The separate function types and thunk types allow us
to be flexible about calling conventions. For example, sampling can
be reified as the ground term

`d �x. thunk(sample(x)) : P(A) ) T(A),
which takes a probability measure and returns a suspended program
that will sample from it. On the other hand, to reify the normaliza-
tion construction, we use a different calling convention.

`d �x. norm(force(x)) : T(A) ) R⇥ P(A) + 1 + 1

This function takes a suspended probabilistic program and returns
the result of normalizing it.

Example: higher-order expectation Higher types also allow us
to consider probability distributions over programs. For an exam-
ple, consider this term.

E
h

def
= �(d, f) : T(A)⇥ (A ) R).

case (norm(let a = force(d) in score(f(a)))) of
(0, (e, y)) ) e

| (1, ⇤) ) 0.0 | (2, ⇤) ) 0.0

It has type (T(A) ⇥ (A ) R)) ) R. Intuitively, given a thunked
probabilistic term t and a function f that is nonnegative, E

h

treats
t as a probability distribution on A, and computes the expectation
of f on this distribution. Notice that A can be a higher type, so
E

h

generalises the usual notion of expectation, which has not been
defined for higher types because the category of measurable spaces
is not Cartesian closed.

7. Higher-order operational semantics
In this section we consider operational semantics for the higher-
order extension of the language. In an operational intuition, force(t)
forces a suspended computation t to run. For example,

`d thunk(sample(gauss(0.0, 1.0))) : T(R)
is a suspended computation that, when forced, will sample the
normal distribution.

Assumption 7.1. From the operational perspective it is unclear
how to deal with sampling from a distribution over functions. For
this reason, in this section, we only allow the type P(A) when A is a
measurable type. We still allow probabilistic terms to have higher-
order types, and we still allow T(A) where A is higher-order.

7.1 Reduction
We now extend the operational semantics from Section 5 with
higher types. Values (5) are extended as follows.

v ::= . . . | �x.t | thunk(t)

Evaluation contexts (7) are extended as follows.

C[�] ::= . . . | C[�] t | v C[�] E [�] ::= . . . | D[force[�]]

There are two additional redexes: (�x.t) v and force(thunk(t)).
The deterministic transition relation is extended with this �-rule:

h�, (�x.t) v, �i �! h�, t[v/x], �i.

Extend the probabilistic transition relation with the following rules.

Pr

�
h�, force(thunk(t)), �i �! (�, t)

�
= 1

Pr

�
h�, force(thunk(t)), �i �!

(�,t)

U
�
= [� 2 U ]

Sc(h�, force(thunk(t)), �i) = 1
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7.2 Termination
The evaluation relations for deterministic and probabilistic con-
figurations of the higher-order language are defined as in Sub-
section 5.2. The resulting rewriting system still terminates, even
though configurations may now include higher-order terms.

Proposition 7.2 (Termination). Evaluation of deterministic terms
is a function: 8C. 9D.C + D. Evaluation of probabilistic terms is
a stochastic relation: 8C.Pr(C + (R�0

⇥ ConVp(A))) = 1.

Proof. We sketch an invariant of higher-order terms that implies the
termination property, formulated as unary logical relations via sets

R(� `z A) ✓ {t | � `z t : A},
R

v

(� `z A) ✓ {t | � `z t : A ^ t a z-value},

for each canonical context �, type A, and z 2 {d, p}, defined by:

R(� `d A) = {t | 8�. h�, t, �i + h�

0, t0, �0
i ^ t0 2 R

v

(�

0
`d A)}

R(� `p A) = {t | 8�.Pr(h�, t, �i +

(R�0

⇥

P
�

0Rv

(�

0
`p A)⇥ J�0K)) = 1}

R

v

(� `p A) = {return(v) | v 2 R

v

(� `d A)}
R

v

(� `d A) = {x | (x : A) 2 �} for A indecomposable
R

v

(� `d 1) = {⇤}

R

v

(� `d A1

⇥ A
2

) = {(v
1

, v
2

) | 8j. v
j

2 R

v

(� `d Aj

)}

R

v

(� `d

X
A

i

) = {(i, v) | v 2 R

v

(� `d Ai

)}

R

v

(� `d T (A)) = {thunk(t) | t 2 R(� `p A)}
R

v

(� `d A ) B) = {�x.t | 8�0
◆ �, u 2 R

v

(�

0
`d A).

t[u/x] 2 R(�

0
`d B)}

Induction on the structure of a term �, x
1

: A
1

, . . . x
n

: A
n

`z t : B
for z 2 {d, p} now proves that v

i

2 R

v

(� `d A
i

) for i = 1, . . . , n
implies t[~v/~x] 2 R(� `z B).

8. Higher-order denotational semantics
This section gives denotational semantics for the higher-order lan-
guage, without using Assumption 7.1. We are to interpret the new
constructs T(A), thunk, and force. We will interpret probabilis-
tic judgements as Kleisli morphisms J�K ! T (JAK) for a certain
monad T , and set JT(A)K def

=T (JAK), so thunk and force embody
the correspondence of maps J�K ! T (JAK) and J�K ! JT(A)K.

On which category can the monad T live? Interpreting �-
abstraction and application needs a natural ‘currying’ bijection be-
tween morphisms J�K⇥R ! R and morphisms J�K ! JR ) RK.
But measurable functions cannot do this: it is known that no mea-
surable space JR ) RK can support such a bijection [3].

We resolve the problem of function spaces by embedding the
category of measurable spaces in a larger one, where currying
is possible, and that still has the structure to interpret the first
order language as before. As the larger category we will take a
category of functors Measop ! Set from a category Meas
of measurable spaces and measurable functions to the category
Set of sets and functions. This idea arises from two traditions.
First, we can think of a variable of type R as a read-only memory
cell, as in the operational semantics, and functor categories have
long been used to model local memory (e.g. [24]). Second, the
standard construction for building a Cartesian closed category out
of a distributive one is based on functor categories (e.g. [30]).

Other models of higher-order programs Semantics of higher-
order languages with discrete probability are understood well. For
terminating programs, there are set-theoretic models based on a dis-
tributions monad, and for full recursion one can use probabilistic

powerdomains [15] or coherence spaces [10]. It is also plausible
one could model continuous distributions in domain theory, since
it supports computable real analysis (e.g. [9]); this could be inter-
esting because computability is subtle for probabilistic program-
ming (e.g. [1]). Nonetheless, we contend it is often helpful to ab-
stract away computability issues when studying probabilistic pro-
gramming languages, to have access to standard theorems of prob-
ability theory to justify program transformations.

8.1 Semantic model
Fix a category Meas of measurable spaces and measurable func-
tions that is essentially small but large enough for the purposes of
Section 4. For example, Meas could be the category of standard
Borel spaces [4, 35]: one can show that JAK is standard Borel by in-
duction on A, and the class of all standard Borel spaces is countable
up to measurable isomorphism.

In Section 4 we interpreted first-order types A as measur-
able spaces JAK. We will interpret higher-order types A as func-
tors LAM : Measop ! Set. Informally, when A is a first-order
type and � is a first-order context, we will have LAM(J�K) ⇠

=

Meas(J�K, JAK) ⇡ {t | � `d t : A}. For a second order type
(A ) B), we will have

LA ) BM(J�K) ⇠
=

Meas(J�K⇥JAK, JBK) ⇡ {t | �, x : A `d t : B}
so that �/⌘ equality is built in. To put it another way, LAM(Rn

) mod-
els terms of type A having n read-only real-valued memory cells.

Lemma 8.1. For a small category C with countable sums, con-
sider the category C of countable-product-preserving functors
Cop

! Set, and natural transformations between them.

• C has all colimits;
• C is Cartesian closed if C has products that distribute over

sums;
• There is a full and faithful embedding y : C ! C, given by
y(c)

def
=C(�, c), which preserves limits and countable sums.

Proof. See e.g. [30, §7], or [16, Theorems 5.56 and 6.25]. The
embedding y is called the Yoneda embedding.

For a simple example, consider the category CSet of countable
sets and functions. It has countable sums and finite products, but is
not Cartesian closed. Because every countable set is a countable
sum of singletons, the category CSet is equivalent to Set.

Our semantics for the higher-order language will take place in
the category Meas. Note that products in Meas are pointwise,
e.g. (F ⇥G)(X) = F (X)⇥G(X) for all F,G 2 Meas and all
X 2 Meas, but sums are not pointwise, e.g. (1 + 1) 2 Meas
is the functor that assigns a measurable space X to the set of its
measurable subsets. This is essential for y to preserve sums.

Distribution types We have to interpret distribution types P(A)
in our functor category Meas. How can we interpret a probability
distribution on the type R ) R? We can answer this pragmatically,
without putting �-algebra structure on the set of all functions. If
JR ) RK were a measurable space, a random variable valued
in JR ) RK would be given by a measurable space (X,⌃

X

),
a probability distribution on it, and a measurable function X !

JR ) RK. Despite there being no such measurable space JR ) RK,
we can speak of uncurried measurable functions X⇥R ! R. Thus
we might define a probability distribution on JR ) RK to be a triple

�
(X,⌃

X

), f : X ⇥ R ! R, p : ⌃
X

! [0, 1]
�

of a measurable space (X,⌃
X

) of ‘codes’, a measurable function f
where we think of f(x, r) as ‘the function coded x evaluated at r’,
and a probability distribution p on the codes. These triples should
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be considered modulo renaming the codes. This is exactly the
notion of probability distribution that arises in our functor category.

Lemma 8.2. For a small category C with countable sums:

• any functor F : C ! C extends to a functor F : C ! C
satisfying F � y ⇠

=

y � F , given by

F (G)(b) =
⇣X

a

G(a)⇥C
�
b, F (a)

�⌘
/⇠

where the equivalence relation ⇠ is the least one satisfying
(a0, x, Fg � f) ⇠ (a,Gg(x), f);

• similarly, any functor F : C ⇥ C ! C in two arguments
extends to a functor F : C⇥C ! C, with F �(y⇥y) ⇠

=

y�F :

F (G,H)(c) =
⇣P

a,b

G(a)⇥H(b)⇥C
�
c, F (a, b)

�⌘
/⇠

• any natural transformation ↵ : F ! G between functors
F,G : C ! C lifts to a natural transformation ↵ : F ! G,
and similarly for functors C⇥C ! C;

• and this is functorial, i.e. G � F ⇠

=

G � F and � � ↵ = � � ↵.

Proof. F (G) is the left Kan extension of G along F , see e.g. [16].
Direct calculation shows F (G) preserves products if G does.

Thus the commutative monads P and T = P (R�0

⇥ (�)) on
Meas lift to commutative monads P and T ⇠

=

P (yR�0

⇥ (�))

on Meas. The latter monad captures the informal importance-
sampling semantics advocated by the designers of Anglican [37].

8.2 Conservativity
We interpret the types of the higher order language as objects in
Meas using its categorical structure.

L
P

i2I

A
i

M def
=

P
i2I

LA
i

M LRM def
=yR LP(A)M def

=P (LAM)
LA⇥ BM def

= LAM ⇥ LBM L1M def
=1 LT(A)M def

=T (LAM)
LA ) BM def

= LAM ) LBM
We extend this interpretation to contexts.

Lx
1

: A
1

, . . . , x
n

: A
n

M def
=

Q
n

i=1

LA
i

M
Deterministic terms � `d t : A are interpreted as natural transfor-
mations L�M ! LAM in Meas, and probabilistic terms � `p t : A as
natural transformations L�M ! T LAM, by induction on the struc-
ture of terms as in Section 4. Application and �-abstraction are
interpreted as usual in Cartesian closed categories [28]. Thunk and
force are trivial from the perspective of the denotational semantics,
because LTAM = T LAM. To interpret norm(t), use Lemma 8.2 to
extend the normalization functions T (X) ! R�0

⇥P (X)+1+1

between measurable spaces (3) to natural transformations T (F ) !

y(R�0

)⇥ P (F ) + 1 + 1.
Note that all measurable types A have a natural isomorphism

LAM ⇠

=

yJAK. This interpretation conserves the first-order seman-
tics of Section 4:

Proposition 8.3. For z 2 {d, p}, and first-order � and A:

• for first-order � `z t, u : A, JtK = JuK if and only if LtM = LuM;
• every term � `z t : A has LtM = LuM for a first-order � `z u : A.

Proof. We treat z = d; the other case is similar. By induction on the
structure of terms, LtM = yJtK : L�M ! LAM. The first point follows
from faithfulness of y; the second from fullness and (2).

One interesting corollary is that the interpretation of a term of
first-order type is always a measurable function, even if the term in-
volves thunking, �-abstraction and application. This corollary gives
a partial answer to a question by Park et. al. on the measurability

of all �-definable ground-type terms in probabilistic programs [26]
(partial because our language does not include recursion).

8.3 Soundness
The same recipe as in Section 5.3 will show that the higher-order
denotational semantics is sound and adequate with respect to the
higher-order operational semantics. This needs Assumption 7.1.

A subtle point is that configuration spaces (6) involve uncount-
able sums: the set of terms of a given type is uncountable, but y
only preserves countable sums. This is not really a problem because
only countably many terms are reachable from a given program.

Definition 8.4. For a type A, the binary reachability relation  ⇤
d

on {(�, t) | � `d t : A^� canonical} is the least reflexive and tran-
sitive relation with (�, t)  ⇤

d (�

0, u) if h�, t, �i �! h�

0, u, �0
i

for � 2 J�K, �0
2 J�0K. Similarly,  ⇤

p is the least reflexive
and transitive relation on {(�, t) | � `p t : A ^ � canonical} with
(�, t) ⇤

p (�

0, u) if Pr
�
h�, t, �i �! (�

0, u)
�
6= 0 for � 2 J�K.

Proposition 8.5. Let z 2 {d, p}. For any closed term `z t : A, the
set of reachable terms {(�, u) | (;, t) ⇤

z (�, u)} is countable.

Proof. One-step reachability is countable by induction on terms.
Since all programs terminate by Proposition 7.2, the reachable
terms form a countably branching well-founded tree.

We may thus restrict to the configurations built from a countable
set U of terms that is closed under subterms and reachability.
Extend the denotational semantics in Meas to configurations by
defining sd : y(Cond(A)) ! LAM, sp : y(Conp(A)) ! T LAM, and
s
V p : y(ConVp(A)) ! T LAM; use the isomorphisms

y(Conz(A)) ⇠=
P

(� z̀ t:A)2U L�M
to define sd, sp, sV p by copairing the interpretation morphisms
L� `d t : AM : L�M ! LAM and L� `p u : AM : L�M ! T (LAM).
Proposition 8.6 (Soundness). The following diagrams commute.

y(ConNd(A))
sd
++

y(reduction)
✏✏

LAM
y(Cond(A))

sd

33

y(ConNp(A))
sp
++

y(reduction)
✏✏

T LAM

T (Conp(A)) µ·T (sp)

33

Adequacy It follows that the higher denotational semantics re-
mains adequate, in the sense that for all probabilistic terms `p t : A,

LtM
1

(⇤) = (T (s
V p))1

�
Pr(h;, t, ⇤i + (�))

�
.

Adequacy is usually only stated at first-order types. At first-order
types A the function s

V p does very little, since global elements
of LAM correspond bijectively with value configurations modulo
weakening, contraction and exchange in the context. At higher
types, the corollary still holds, but s

V p is not so trivial because we
do not reduce under thunk or �. (See also [29].)

9. Continuous densities
In most examples, the argument t to score(t) is a density function
for a probability distribution. When scores are based on density
functions, this makes the relationship between score and sample

tighter than we have expressed so far. Our language easily extends
to accommodate such distributions. We just add a collection density
types to the syntax.

D ::= R | bool | N | 1 | D⇥ D A ::= · · · | D(D)
The D in this grammar denotes a measurable space that: (i) carries
a separable metrisable topology that generates the �-algebra; and
that (ii) comes with a chosen �-finite measure µD. An example
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is R with its usual Euclidean topology and the Lebesgue measure
(which maps each interval to its size).

The type D(D) denotes a measurable space JD(D)K of continu-
ous functions f : JDK ! R�0

with
R
X

f dµD = 1. The �-algebra
of JD(D)K is the least one making {f | f(x)  r} measurable for
all (x, r) 2 JDK ⇥ R�0

.
A density type D(D) comes with two measurable functions

ev : JD(D)K ⇥ JDK ! R�0

ev(f, x) = f(x)

dist : JD(D)K ! JP(D)K dist(f)(U) =

Z

U

f dµD

Note that measurability of ev relies on continuity of the den-
sities [3]. The usual way of imposing a soft constraint based
on a likelihood can be encoded in our first-order language as
score(ev(f, x)), where the datum x is observed with a probability
distribution with density f . Thus the categorical machinery used
to interpret higher-order functions is not needed for such soft con-
straints.

There is a limit to this use of continuity: probability measures
produced by norm(t) need not have continuous density. For exam-
ple, norm(return(42.0)) produces a discontinuous Dirac measure.

Probability densities are often used by importance samplers.
The importance sampler generates samples of f 2 JD(R)K by first
sampling from a proposal distribution g where sampling is easy,
and then normalizing those samples x from g according to their
importance weight f(x)/g(x). This works provided the support of
g is R, e.g. g = density gauss(x, (0.0, 1.0)).

Jnorm(sample(dist(f)))K =
r
norm(letx = sample(dist(g)) in score( ev(f,x)ev(g,x) ); return(x))

z

Density types can be incorporated into the higher order lan-
guage straightforwardly. The only subtlety is that denotational se-
mantics now needs the base category to contain JD(D)K.

10. Conclusion and future work
We have defined a metalanguage for higher-order probabilistic pro-
grams with continuous distributions and soft constraints, and pre-
sented operational and denotational semantics, together with use-
ful program equations justified by the semantics. One interest-
ing next step is to use these tools to study other old or new lan-
guage features and concepts (such as recursion, function memoisa-
tion [32], measure-zero conditioning [5], disintegration [2, 34], and
exchangeability [11, 21, 37]) that have been experimented with in
the context of probabilistic programming. Another future direction
is to formulate and prove the correctness of inference algorithms,
especially those based on Monte Carlo simulation, following [14].
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Interacting Frobenius Algebras are Hopf
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Abstract
Theories featuring the interaction between a Frobenius algebra

and a Hopf algebra have recently appeared in several areas in
computer science: concurrent programming, control theory, and
quantum computing, among others. Bonchi, Sobocinski, and Zanasi
[9] have shown that, given a suitable distribution law, a pair of Hopf
algebras forms two Frobenius algebras. Here we take the opposite
approach, and show that interacting Frobenius algebras form Hopf
algebras. We generalise [9] by including non-trivial dynamics of
the underlying object—the so-called phase group—and investigate
the effects of finite dimensionality of the underlying model, and
recover the system of Bonchi et al as a subtheory in the prime power
dimensional case. However the more general theory does not arise
from a distributive law.

Categories and Subject Descriptors F [3]: 2; F [4]: 1; F [4]: 3

1. Introduction
Frobenius algebras and bialgebras are structures which combine a
monoid and a comonoid on a single underlying object. They have a
long history1 in group theory, but have applications in many other
areas: natural language processing [29, 30], topological quantum
field theory [24], game semantics [26], automata theory [36], and
distributed computing [7], to name but a few.

In quantum computation, the bialgebraic interplay between
two Frobenius algebras describes the behaviour of complementary
observables [13, 16], a central concept in quantum theory. This
interaction is the basis of the ZX-calculus, a formal language for
quantum computation. Using these ideas, a significant fraction
of finite dimensional quantum theory can be developed without
reference to Hilbert spaces. Surprisingly, almost exactly the same
axioms have also appeared in totally different settings: Petri nets
[11, 33] and control theory [6, 10]. This combination of structures
seems to have broad relevance in computer science.

The approach of the current paper is directly inspired by the
recent work of Bonchi, Sobociński, and Zanasi [9], who investigated
the theory of interacting Hopf algebras2 and showed that Hopf

1 See Fauser [21] for much detail on Frobenius algebras, including their
history; for the history of Hopf algebras see [2].
2 A Hopf algebra is a bialgebra with some extra structure; see later 6.2.
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algebras which obey a certain distributive law form Frobenius
algebras [8, 9]. Using Lack’s technique of composing PROPs [25],
they show the resulting theory IHR is isomorphic to that of linear
relations3.

Do interacting quantum observables [16] admit such a beautiful
description? In this paper we present a rational reconstruction of the
theory of strongly complementary observables and show that, except
under quite restrictive circumstances, the theory does not arise by
composing PROPs via a distributive law. Along the way we also
clarify the structure of the theory of complementary observables and
show that some assumptions used in earlier work are unnecessary.

In the quantum context, the key insight is that an observable of
some quantum system corresponds to a Frobenius algebra on its state
space [15]. Further, the state spaces have non-trivial endomorphims
giving their internal dynamics; among these there is a phase group
for each observable, which leaves the observable unchanged4. Since
observables are fundamental to quantum theory, we take Frobenius
algebras and their phase groups as the starting point, and freely
construct FG, the PROP of a Frobenius algebra with a given group
of phases G.

The general plan of the paper is to begin with a pair of such
Frobenius algebras and formalise interactions between them by
imposing stronger and stronger axioms upon them. We produce a
series of PROPs

F_ + F_ -- IF -- IFK -- IFKd

each more closely resembling quantum theory than its predeces-
sor. The first is simply the disjoint union of two non-interacting
observables. The second requires that the observables be strongly
complementary; this means their corresponding Frobenius algebras
jointly form a Hopf algebra [13, 16]. The additional structure allows
us to construct a ring of endomorphisms of the generator, distinct
from the phase groups, and a large class of multiparty unitary opera-
tions, being the abstract counterpart of quantum circuits. The next
two PROPs introduce eigenstates for the observables, and the effect
of finite dimensionality of the state space respectively. In the last of
these, IFKd, if the dimension is a prime power then we recover the
system IHR of Bonchi et al [9] as a subcategory.

Each of these theories is actually a functor from a suitable
category of groups, so we can freely construct a quantum-like
theory with any given dynamics. We view the PROPs as syntactic
objects, being the graphical language of a theory. However, at several
points in the paper, we consider properties of their models (i.e. their
algebras), and use these properties as a justification for the next
PROP in the chain.

Our motivation for studying these generalisations is to better
understand categorical quantum theory [1], particularly with a view

3 Baez and Erbele [6] prove the same result with different techniques.
4 The importance of the phase group in non-locality arguments has been
demonstrated by Edwards [20]
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to the ZX-calculus. We explicate the necessary features of higher
dimensional versions of the calculus, and separate the algebraic
foundation from model-specific details. This will help clarify ques-
tions of completeness [3, 5, 19, 27] and also aid in the formalisation
of error correcting codes [18]. However given the interest in these
structures in other areas, we expect that a richer theory will lead to
unexpected applications elsewhere.

Due to restriction on space the proofs are mostly omitted.

2. Background
We assume that the reader is familiar with the theory of monoidal
categories; all monoidal structures here are taken to be strict. We will
employ diagrammatic notation throughout the paper; see Selinger
[32]. Our convention is to read diagrams from top to bottom;
however, since we operate in a †-category, every diagram can be
read equally well from bottom to top; the reader who chooses to do
so will need to add the involutive prefix “co” throughout the text
themselves.

Definition 2.1. A †-category is a category C equipped with a functor
† : Cop ! C which is involutive and acts as the identity on objects.

A morphism f : A ! B in a †-category is called unitary if
f† : B ! A is the two-sided inverse of f ; it is self-adjoint if
f = f†.

Remark 2.2. A groupoid is a †-category in which every morphism
is unitary; in particular every group can be viewed as a one-object
†-category.

A functor F : C ! D between †-categories is a †-functor
if (Ff)† = F (f†) for all arrows f . A (symmetric) monoidal †-
category is called †-(symmetric) monoidal if �⌦� : C ⇥ C ! C
is a †-functor, and all the canonical isomorphisms of the monoidal
structure are unitary.

The main example of interest is fdHilb, the category of finite
dimensional Hilbert spaces over C and linear maps; given f : A!
B, f† : B ! A is the usual Hermitian adjoint.

We now turn our attention to PROPs. This material largely
follows [25, 9].

Definition 2.3. A product category, abbreviated PRO, is a strict
monoidal category whose objects are generated by a single object un-
der the tensor product; or equivalently, whose objects are the natural
numbers. A product and permutation category, abbreviated PROP,
is a symmetric PRO. A †-PRO or †-PROP is a PRO (respectively
PROP) which is also a †-monoidal category.

Given any strict monoidal category C the full subcategory
generated by a single object under tensor is a PRO. In particular,
for any natural number D we can consider the full subcategory of
fdHilb generated by CD under the tensor product. For D = 2 this
gives the usual setting of quantum computing.

For a PRO T and a strict monoidal category C, a T-algebra in
C is a strict monoidal functor from T to C. We will abuse notation
and refer to the algebra by the name of its generating object in C.
A morphism between PROs is an algebra which is the identity on
objects. Therefore we have a category PRO of PROs and their
morphisms. The same can be done for PROPs, †-PROs, and †-
PROPs by requiring that the functor is symmetric monoidal and/or
dagger as appropriate.

Let P be the PRO whose morphisms n! n are the permutations
on n elements, with no morphisms n! m if n 6= m. P is groupoid,
hence also a †-category. We can understand the category †-PROP
as a subcategory of the coslice category P/†-PRO, in which all
permutations are natural. The coproduct T

1

+ T
2

in †-PROP
is given by the pushout of T

1

 P ! T
2

in †-PRO since the
symmetric structure has to agree in both.

In this paper we are concerned with PROPs which are presented
syntactically. The arrows of the PROP will be constructed by
composition and tensor from the elements of a monoidal signature
⌃ and a set E of equations between terms of the same type. Equality
is then the least congruence generated by E and the equations of the
symmetric monoidal structure. From this point of view the coproduct
T

1

+ T
2

is given by the pair (⌃
1

+ ⌃
2

, E
1

+ E
2

).
The coproduct is not an especially exciting operation: we need

to combine PROPs and make them interact. Lack’s method of
composing PROPs via distributive laws is a particularly elegant
approach [25]. We will skip the details here, but given two PROPs
T

1

and T
2

, a distributive law � : T
2

;T
1

! T
1

;T
2

is a set of
directed equations (f

2

, f
1

) ! (f 0
1

, f 0
2

) commuting morphisms of
T

2

past those of T
1

. The composite PROP T
1

;T
2

has morphisms of
the form n

f1- z
f2- m where f

1

is an arrow of T
1

and f
2

of
T

2

; its syntactic presentation is that of T
1

+ T
2

with the additional
equations of �.

Example 2.4. As a simple example we can view P as a PRO with
a single generator c : 2 ! 2 quotiented by c2 = id and the usual
hexagon diagrams. Let G be a group; we define G⇥ to be the PRO
with hom-sets G⇥(n, n) =

Q
n G, and G⇥(n,m) = ; if n 6= m.

Composition is done component-wise in G. The generators of G⇥

are just the elements g : 1 ! 1 for each g 2 G quotiented by
the equations of G. We can define the composite P;G⇥ via the
distributive law:

� :

g
1

g
2

= g
2

g
1

for each g
1

and g
2

in G. This yields the PRO – actually a †-PROP
– whose morphisms n! n are a permutation on n followed by an
n-vector of elements of G. It’s easy to see that this construction
yields a functor P : Grp! †-PROP. Notice that PG is again a
groupoid, and every morphism is unitary.

Example 2.5. A second cluster of examples, stolen shamelessly
from [25], provides the main structures of interest of this paper. Let
M denote the PROP of commutative monoids; it has two generators,
µ : 2! 1 and ⌘ : 0 :! 1, which we write graphically as and

, subject to the equations:

= = = (M)

We can define the PROP of cocommutative comonoids as C = Mop.
The generators are � : 1 ! 2 and ✏ : 1 ! 0; the equations are
those of (M) but flipped upside down. We call these equations (C).
Bialgebras and Frobenius algebras combine a monoid and comonoid
in different ways; both can be built using distributive laws between
M and C.

Example 2.6. The PROP B of commutative bialgebras is con-
structed via a distributive law �B : M;C! C;M generated by the
equations

= = = (B)

=
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where the dashed box represents the empty diagram.

Example 2.7. The PROP F of Frobenius algebras is also defined
by distributive law, �F : C;M ! M;C, given by the equations:

= = = (F)

This is not the most general form of Frobenius algebra. More accu-
rately, F is the PROP of special commutative Frobenius algebras;
the last equation above is what makes them “special”. Throughout
this paper the reader should understand the term “Frobenius algebra”
to mean “special commutative †-Frobenius algebra”, usually ab-
breviated †-SCFA. Rosebrugh, Sabadini, and Walters call the same
structure a separable commutative algebra [28].

By defining the PROP F in Example 2.7 via the distributive
law �F we can see the following “Spider Theorem” [14], which
establishes a normal form for morphisms in the PROP F. In particu-
lar every morphism in F can be expressed as the composition of a
morphism in M followed by a term in C

Theorem 2.8 (Spider Theorem). Let f : m ! n be a morphism in
F; if the graphical form of f is connected then f = �n � µm where

�
0

:= ✏ �k+1

:= (�k ⌦ idA) � �
and µm is defined dually.

With this in mind we define a “spider” m
n := �n � µm as a

tree of m multiplies followed by a co-tree of n comultiplies. We can
view F as the category of spiders, where composition means fusing
connected spiders and removing any self-loops.

Remark 2.9. We note that all of these PROPs also have “seman-
tic” presentations: M to equivalent to FinSet, the skeletal cat-
egory of finite sets and functions, while B and F are equivalent
to Span(FinSet) and Cospan(FinSet) respectively. See [28]
and [25]. The spider theorem is equivalent to this last fact.

For any category T, one can view T+Top as a †-category, hence
in all of the above we may assume that � = µ† and ✏ = ⌘†. However
it is not always desirable to do so. Whether we view C;M as a PROP
or a †-PROP makes a difference when considering its algebras in
some other †-category. In the sequel we will ignore the †-structure
of B but will take F as the †-PROP of †-Frobenius algebras. In
particulat this means that a Frobenius algebra may be specified by
giving either its monoid part (µ, ⌘) or its comonoid part (�, ✏).

3. The Standard Model
The combination of Frobenius and Hopf algebras arises naturally in
the study of quantum observables. In this section we present a class
of concrete examples that exist in every finite dimensional complex
Hilbert space. The starting point is this theorem of Coecke, Pavlovic,
and Vicary [15]:

Theorem 3.1. In fdHilb, (� , ✏ ) is a †-SCFA on A iff

� : |aii 7! |aii ⌦ |aii ✏ : 1 7! |aii .
for some orthonormal basis {|aii}i of A.

For any coalgebra the elements copied by � – the |aii in the
theorem above – are called set-like. So given an orthonormal basis
|0i , . . . , |D � 1i for the Hilbert space CD we get a †-SCFA defined
as above, whose set-like elements are |ni. We can construct another
Frobenius algebra by viewing this basis as the elements of the
additive group ZD and forming the group algebra:

µ : |ni ⌦ |mi 7! |n+mi ⌘ : |0i 7! 1

This is again a †-Frobenius algebra, although it is quasi-special [22]
rather than special: we have µ � � = D · id rather than the usual
“special” equation.

This pair of Frobenius algebras are pair-wise Hopf algebras (see
Def. 6.2) in the sense that (µ , � ) is a Hopf algebra, as is (µ , � ).

Remark 3.2. Any finite abelian group G determines such a tuple
(µ , � , µ , � ), see Table 1, which we will denote CG and call
the group algebra of G.

Such pairs of quantum observables are called strongly comple-
mentary [17] and are closely related to the Fourier transform [22].

Recall that the dual group G^ of a finite abelian group G is the
set of group homomorphisms from G into the circle group of unit
complex numbers, with multiplication in G^ computed point-wise.
We have G ⇠= G^, although this isomorphism is not natural. The
set-like elements of � are in 1-1 correspondence with elements of
the group G^, in particular, for a group character �,

|�i :=
X

g2G

�(g) |gi

is set-like for � . Distinct |�i , |�0i are orthogonal, so by rescaling
we obtain an orthonormal basis, and via Theorem 3.1 a †-SCFA as
required. Moreover, in fdHilb every pair of interacting †-SCFAs is
of the form CG for a finite abelian group G [17].

Aside from providing some intuition for what a pair of interacting
Frobenius algebras might be, we will use these examples as a source
of counter-models to show that certain equations do not hold in the
syntactic PROPs we define in the main body of the paper. Most of
this holds for group algebras over arbitrary fields.

4. Frobenius Algebras and Phases
By Theorem 3.1, every Frobenius algebra in fdHilb corresponds
to a non-degenerate quantum observable: the set-like elements of
the coalgebra are the eigenstates of the observable. In this concrete
setting, the maps which fix a given observable are of great interest;
we call them phases. Before developing this idea in the abstract
setting we will recall some properties of F-algebras.

Let A be an F-algebra in some category C; we let �, µ etc stand
for their images in C. The following proposition follows from the
Spider Theorem.

Proposition 4.1. The PROP F is †-compact [23], with all objects
self-dual.

Proof. Let d = 0

2

= and e = d†. Then

= =

by the spider theorem, which makes 1 self-dual; the required cup
and cap for the other objects can be easily constructed (although see
[31] for the coherence conditions) to make all of F compact. For
†-compactness, we require

( )† =

which again follows from the spider theorem.

Obviously, compactness of F implies that any F-algebra is also
compact, in particular the inclusion of F into another PROP. Given
a map f : A ! A, we can construct its “ -transpose”, by
conjugating with d and e:

f = f

537



Table 1. Complex Group Algebra (e the group identity)
Hopf Hopf

Frobenius µ :: |ni ⌦ |mi 7! |n+mi � :: |ni 7!
P

m+m0
=n

|mi ⌦ |m0i

⌘ = |ei ✏ = he|
Frobenius � :: |ni 7! |ni ⌦ |ni µ :: |ni ⌦ |mi 7! |ni if g = h, 0 otherwise

✏ =
P
n2G

hn| ⌘ =
P
n2G

|ni

The -transpose extends to an involutive contravariant functor on
any F-algebra A, and since F is †-compact, the adjoint and the
-transpose commute, and hence we can define a covariant involution,
the -conjugate:

f = (f†) = (f )† .

We say that f is -real if f = f , or equivalently if f† = f .
Evidently, the defining maps of the Frobenius algebra are -real,
as is the symmetry of the monoidal structure, hence in F itself
f† = f for all f . This is not true for F-algebras in general.

Before moving on we state a useful lemma.

Lemma 4.2. If a morphism f commutes with both the monoid and
comonoid parts of a Frobenius algebra, then it is invertible and
f�1 = f .

We are now ready to develop the abstract theory of phases.

Definition 4.3. A pre-phase for the †-SCFA (A, �, µ) is a map
↵ : A ! A which acts as a strength for the multiplication:

↵
=

↵
(�)

A pre-phase is a phase if it is unitary.

Definition 4.4. Let  : I ! A and define ⇤( ) : A ! A by

⇤( ) :  7! µ � ( ⌦ id)
 

7!
 

.

It follows immediately from this definition that ⇤( ) is a pre-
phase. If ⇤( ) is in fact a phase, then we say that  is -unbiased.

Lemma 4.5. Let ↵ : A ! A be a phase. Then there exists
 : I ! A such that

1. ↵ = ⇤( );
2. ↵ = ↵;
3. ↵† = ⇤( );
4. µ( ⌦  ) = ⌘.

Proof. Let  = ↵ � ⌘; the rest follows by elementary diagram
manipulations.

Corollary 4.6. If ↵ is a phase, then so is ↵†.

Lemma 4.7. Let � denote the set of phases, and U denote the unbi-
ased points; then (�, �, id, ()†) and (U , µ, ⌘, () ) are isomorphic
abelian groups.

We will now consider the †-PROP which is generated by a †-
SCFA with a prescribed group of phases i.e. where (�, �, id, ()†) ⇠=
G for some abelian group G. As in example 2.4, given the abelian
group G we can construct the PROP PG. We might then hope
to compose the PROPs F and PG using a distributive law [25],

but this is impossible. However, we can form the desired PROP
via an iterated distributive law [12] To combine F and PG we
compose the PROPs M, C and PG pairwise via distributive laws;
these distributive laws interact to yield the desired PROP.

Lemma 4.8. 1. The PROPS M and PG can be composed via
a distributive law � : PG;M ! M;PG, yielding a PROP
presented by the equations of M + PG and equation (P1);

g h
=

gh
(P1)

2. The PROPs C and PG can be composed via a distributive
law ⇢ : C;PG ! PG;C, yielding a PROP presented by the
equations of C + PG and equation (P2).

g h
=

gh
(P2)

Recall that the PROP F is defined by a distributed law �F :
C;M ! M;C (Example 2.7).

Theorem 4.9. The distributive laws �F , ⇢ and � form a distributive
series of monads [12], and hence determine a PROP FG presented
by the equations of M + PG+ C and equations (P1), (P2) and (F).

Note that every F-algebra has a group of phases, although it
may be the trivial group. We now construct the PROP of Frobenius
algebras with a given phase group G. Take any abelian group G and
consider the †-PROP PG as earlier; then the distributive laws ⇢, �
and �F allow us to define the functor.

F : Ab ! †-PROP .

For example F1 is the original PROP of Frobenius algebras F.
The PROPs F and PG embed in FG, and equation (P1) ensures

that the morphisms 1 ! 1 in PG are phases for the †-SCFA i.e. that
they satisfy equation (�).

Corollary 4.10. Let f : n ! n0 in FG; then

f = n
r- m

g- m
�- n0

where r : n ! m is in M, � : m ! n0 is in C, g : m ! m is in
G⇥and m  n, n0.

Note that FG-algebras (i.e. models of FG) may have many more
phases than those from G. For a given FG algebra we will denote
the full group of phases �, of which G is necessarily a subgroup.
Just as FG generalises F, Corollary 4.10 lets us generalise the Spider
Theorem.

Theorem 4.11 (Generalised Spider). Let f : A⌦m ! A⌦n be a
morphism built from �, ✏, µ, ⌘, and some collection of phases↵i 2 �
by composition and tensor; if the graphical form of g is connected
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then f = �n � ↵ � µm where

↵ = ↵
1

� · · · � ↵k

Therefore a Frobenius algebra and its group of phases generate
a category of �-labelled spiders. Composition is given by fusing
connected spiders and summing their labels.

In particular, if n = n0 = 1 in the above then f is either a
phase map or a “projector” � �  † for a pair of unbiased points
�, : 0 ! 1. The following is a consequence of Theorem 4.11.

Lemma 4.12. Suppose f : n ! n is unitary in FG; then f 2 PG.

5. Two Frobenius Algebras
We briefly consider the structure of the free †-PROP FG+ FH , i.e.
the case of two non-interacting Frobenius algebras.

Notation We will adopt the convention that elements in image of
the first injection (i.e. from FG) are coloured green and the elements
in the second (FH) are coloured red. In practice, the colour we call
“green” may be light grey, and “red” may be dark grey depending
how you read this document.

Morphisms of FG+FH are alternating sequences of morphisms
from FG and FH; i.e. f = g

1

� h
1

� g
2

� h
2

� · · · � gn � hn where
gi 2 FG and hj 2 FH . Although no equations force the two
components to interact, the spider theorem holds separately in each
colour, hence any morphism can be reduced to a 2-coloured graph,
and any 2-coloured (self-loop free) graph is valid morphism. The
following is a consequence of Lemma 4.12.

Lemma 5.1. Let u : n ! n be unitary in FG+ FH; then u is in
PG+ PH .

As a special case of the above, if u : 1 ! 1 is unitary, it is an
element of the free product of groups G ⇤ H . However, unlike in
FG this group structure is not reflected back to the points, since we
have to choose between µ and µ for the multiplication, and the
wrong colour merely generates the free monoid on G rather than
reproducing the group structure.

In FG+ FH we have two distinct transposition and conjugation
operations which do not coincide, i.e. f 6= f .

Lemma 5.2. Let f : n ! n be a morphism in F1 + F1; then f is
-real iff it is green and -real iff it is red.

Corollary 5.3. In F1 + F1, f = f implies f 2 P1.

6. Interacting Frobenius Algebras
The notion of two observables being complementary is central to the
theory of quantum mechanics. In categorical quantum mechanics
strong complementarity is characterised by a pair of Frobenius
algebras jointly forming a Hopf algebra [16].

We now impose some equations on FG+ FH governing their
interaction. We want FG and FH to jointly form a bialgebra so we
impose:

= = =

(B)
We call the resulting structure a Frobenius bialgebra: the pairs
(� , µ ) and (� , µ ) †-SCFAs, while the pairs (� , µ ) and
(� , µ ) are bialgebras.

Remark 6.1. This definition differs from the usual one by the
presence of the scalar factor ✏ ⌘ in the equations, and the omission
of the equation:

= (B’)

In [16] this structure is called a scaled bialgebra. The usual definition
can be restored by imposing (B’). Space does not permit a full
discussion of the scalars but note that equation (B’) is not true in the
standard model CZD . However, having belaboured the point that
the scalars are needed, we henceforward omit them in the name of
clarity – they can always be restored if needed: see Backens [4].

Definition 6.2. A bialgebra on A is called a Hopf algebra if there
exists s : A ! A, called the antipode, satisfying the equation

s = (H)

Definition 6.3. Let (� , ✏ , µ , ⌘ ) be a Frobenius bialgebra as
above; define the antipode s as

s = :=

Theorem 6.4. The morphisms (� , ✏ , µ , ⌘ ) form a Hopf alge-
bra if and only if ⌘ = (✏ ) and ✏ = (⌘ ) , i.e.

= = (+)

Remark 6.5. In the original paper on interacting quantum observ-
ables [16] the condition “ -classical points are -real” formed
part of the definition of complementarity; equation (+) is a weaken-
ing of this condition.

Equation (+) can be stated in purely Hopf algebraic terms as

= = ,

however the given version emphasises that it is an interaction of
the red and green monoid structures, but not a complete distributive
law. Indeed, as we shall see later, there is no general distributive law
of FG over FH . We are forced to define the PROP of interacting
Frobenius algebras as a quotient.

Definition 6.6. Let IF(G,H) be the PROP obtained quotienting
FG+ FH by the equations (B+). This gives a functor IF : Ab⇥
Ab ! †-PROP.

Whenever the groups G and H are obvious or unimportant, we
abbreviate IF(G,H) by IF.

Example 6.7. The group algebras CZD described in Section 3
are IF(ZD,ZD)-algebras. Indeed, the same group algebras are
models of IF(TD�1, TD�1), where Tn is the n-torus, i.e. the n-
fold product of circles. For D = 2 this yields the usual model of the
ZX-calculus.

IF contains two copies of the PROP of bialgebras: B generated by
(� , µ ) and Bop by (� , µ ). By Theorem 6.4 IF also contains two
Hopf algebra structures. Let HA be the subcategory generated by B
and s, and define HAop dually. Note that we have an isomorphism
HA ⇠= HAop via the dagger.

Proposition 6.8. Let s be the antipode of a commutative Hopf
algebra H; then

1. s is the unique map satisfying (H);
2. s is a bialgebra morphism;
3. s � s = id ;
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4. Let K be a commutative Hopf algebra with antipode s0; then for
any bialgebra morphism f : H ! K we have f � s = s0 � f
These are standard properties (see [34]) which lead immediately

to the following.

Corollary 6.9. Let s be as defined in 6.3; then:

1. s is a self-adjoint unitary
2. s = (s) = (s)

Remark 6.10. Since the Hopf algebra is built out of †-Frobenius
algebras, and s = s†, we know that s is also the antipode for the
opposite bialgebra.

Corollary 6.9 implies that the antipode commutes with all of the
structure in of IF(1, 1). This forces the two transpositions to interact
in a variety of unexpected ways.

Lemma 6.11. For any f : n ! m we have f = f .

Proof.

f = (s⌦m) � f � (s†⌦n
) = (s†

⌦m
) � f � (s⌦n) = f .

Corollary 6.12. 1. If f commutes with s then f = f ;
2. If f commutes with s then f is -real iff it is -real;
3. If f is both -real and -real then it commutes with s.

Proof. 1.

f = f =

f

= f

2. Suppose f† = f , then by the above f = f = f† = f
The converse holds by the same argument.

3. Suppose f is -real and -real; then f = f = sfs
which gives the result by Corollary 6.8.3.

Corollary 6.13. Suppose k : 0 ! 1 is -real, and let h = ⇤ (k).
Then

1. s � k = k , and
2. s � h � s = h†.

Proposition 6.14. In IF(1, 1) f = f = f† for all morphisms f .

Proof. The generators of IF(1, 1) are real in their own colour, and
as noted above s commutes with all the generators of the PROP;
hence the result follows by Corollary 6.12.

Given a pair of bialgebras (A,µA, �A) and (B,µB , �B), the
collection of morphisms A ! B becomes a monoid under the
convolution product where f + g := µB � (f ⌦ g) � �A, and the
unit is ⌘A � ✏B .

In particular the endomorphisms of the bialgebra (� , ✏ , µ , ⌘ )
carry this monoid structure.

Proposition 6.15. Let f be a bialgebra morphism, and s the
antipode; then for all g, h : A ! A we have:

1. f � (g + h) = (f � g) + (f � h) ,
2. (g + h) � f = (g � f) + (h � f) , and
3. f + (f � s) = 0 .

Lemma 6.16. If f and g are bialgebra morphisms then so is f + g.

Hence the bialgebra morphisms of (� , ✏ , µ , ⌘ ) form a
unital ring R, with multiplication given by composition, and where
the additive inverse is given by composing with s.

Define n : A ! A by

0 := n+ 1 = n

for all n 2 N. Accordingly we refer to the morphisms n 2 Z as the
internal integers. Applying the bialgebra law and the spider theorem
respectively we have:

n

m
= nm and n m = n+m

Further, n is a bialgebra morphism for (� , ✏ , µ , ⌘ ).

Example 6.17. In the group algebra CZ
3

the internal integers are
given by the following matrices:

0 =

0

@
1 0 0
1 0 0
1 0 0

1

A 1 =

0

@
1 0 0
0 1 0
0 0 1

1

A 2 =

0

@
1 0 0
0 0 1
0 1 0

1

A

There are no others; see Section 8 for discussion.

Lemma 6.18. Let ↵ be a phase of either colour in IF(G,H); then
↵ is bialgebra morphism iff ↵ = id.

Since the non-trivial phases can never be bialgebra morphisms,
we restrict our attention to IF(1, 1) for the rest of this section.

In any PROP, given a monoid (µ, ⌘) on 1, a monoid on 2 can be
defined using the tensor:

µ
2

:= ⌘
2

:=

and similarly for a comonoid (�, ✏). It is easy to check that
if (�, ✏, µ, ⌘) is a bi-, Hopf, or Frobenius algebra then so is
(�

2

, ✏
2

, µ
2

, ⌘
2

). Continuing in the same way, there is a Hopf algebra
on every object n of HA. Therefore all the preceding discussion
applies equally well to bialgebra morphisms n ! m for any n and
m. In particular all the generators of HA are bialgebra morphisms,
which yields:

Lemma 6.19. Every morphism in HA is a bialgebra homomor-
phism for (� , µ ).

Thanks to †-duality, any bialgebra morphism for f 2 HA gives
a bialgebra morphism f† 2 HAop, so we also have an isomorphic
opposite ring Rop, complete with opposite integers n†. None of
the equations of IF forces these structures to interact: there is no
commutation of � and � for example. However, if we restrict
attention to the invertible morphisms of IF(1, 1) we can make some
progress.

Lemma 6.20. If f is an invertible bialgebra morphism then f�1 is
also a bialgebra morphism.

Lemma 6.21. Let f : n ! n be a bialgebra morphism, and
suppose that f 0 � f = f � f 0 = id for some morphism f 0 : n ! n,
which is both -real and -real; then f 0 = f†.

Proof. By uniqueness of inverses in monoids it is enough to show
that (�f 0) + f† = 0.
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f
f 0

=
f

f 0
=

f f f 0

=
f f f 0

=
f f

f 0

=

f

=

f

=

f

=

f

=

f

=

f

by a similar argument we obtain

f
f 0

=

f

It is easy to see the following

f

=

f

)
f

=

and hence, (�f 0) + f† = 0 as required.

Theorem 6.22. Let f 2 IF be an invertible morphism; if f 2 HA
then f is unitary.

Proof. By proposition 6.14, all morphisms in IF(1, 1) are -real
and -real, so in particular f�1 is. Since f 2 HA it is a bialgebra
morphism. Hence the result follows from Lemma 6.21.

Combining the preceding result with Lemma 6.20 shows that the
invertible elements of the rings R and Rop must coincide. However,
we can do better by appealing to this theorem of Bonchi et al:

Theorem 6.23. [9, Prop. 3.7] Let MatR denote the category of
matrices valued in the ring R; then HA ' MatR is an isomorphism
of PROPS.

Theorem 6.24. Let f 2 IF be invertible; then f 2 HA iff
f 2 HAop

Proof. By Theorem 6.22 f�1 = f† 2 HAop. However by Theorem
6.23 the inverse of an R-valued matrix is again an R-valued matrix,
hence f�1 2 HA

Remark 6.25. A priori there are no invertible elements of R other
than the identity and the antipode in IF(1, 1). However, when we
consider the finite dimensional collapse of IF in Section 8 the this
will no longer be true. (By Lemma 6.18 it suffices to consider
IF(1, 1).)

7. Set-like elements and classical maps
Recall that  : I ! A is called set-like (also called group-like or
classical) for the coalgebra � : A ! A ⌦ A if �( ) =  ⌦  .
Set-like elements of a †-SCFA correspond to the eigenstates of
an observable in quantum mechanics, hence they are of great
importance for applications. They have many useful properties,
which we now explore.

The following is standard; see [35].

Lemma 7.1. Let (µ, �, ⌘, ✏) be a bialgebra; then:

1. ⌘ is set-like.
2. If  and ' are set-like then µ( ⌦ ') is set-like.
3. If this bialgebra is a Hopf algebra with antipode s then µ( ⌦

(s �  )) = ⌘.

Hence the set-like elements form a monoid for every bialgebra and
a group for every Hopf algebra.

In an IF-algebra we have two coalgebras, and hence two ways
to be set-like. Call an element -set-like if it is set-like for � , and
similarly for � .

Lemma 7.2. Let k be a -set-like element in some IF-algebra;
then k is -unbiased iff it is -real.

Proof. If k is -real, we have s � k = k , hence by Lemma 7.1.3
we have ⌘ = µ (k ⌦ (s � k)) = µ (k ⌦ k ) which implies k is

-unbiased by Lemma 4.5. Conversely, if k is -unbiased then,
by Lemma 7.1 and the uniqueness of inverses, we have s � k = k
from which k† = k follows.

Remark 7.3. Again, this clarifies the “classical points are real”
assumption of [16] – in that work -set-like elements are separately
assumed to be both -real and -unbiased. In vector space models,
k being -real means that all its matrix entries are real when
written in the orthonormal basis defining ; this seems a very
natural property to demand of the basis vectors themselves! However
there is no a priori reason why this should coincide with being
-unbiased; it is surprising that these properties are axiomatically
equivalent.

Corollary 7.4. Let � and � be a pair of interacting †-SCFAs
and suppose that the -set-like elements are also -real, for

2 { , }; then -set-like elements form a subgroup of the
-unbiased points and vice versa.

By Lemma 4.5 we know that each -unbiased point ↵ deter-
mines a -phase ⇤ (↵). Phases that are constructed from -set-
like points are called -classical. It follows immediately from
Corollary 7.4 that the -classical maps form a subgroup of the

-phases.
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Lemma 7.5. No -phase can also be -classical.

Proof. If k : I ! A is -set-like then ⇤ (k) = k � k , which is
a projector, hence not unitary and therefore not a phase.

Bearing Lemmas 7.2 and 7.5 in mind we wish to consider
interacting Frobenius algebras where we have a given subgroup
of phases for one colour which are classical for the other.

Definition 7.6. Let GK and HK be subgroups of abelian groups G
and H respectively. Define the †-PROP IFK(G � GK , H � HK)
as the quotient obtained by imposing on IF(G,H) the equations

h

=
h h

g

=
g g

(IFK)

for each g 2 GK and each h 2 HK .

Remark 7.7. Note that in complex Hilbert space models we must
have HK

⇠= GK but there are concrete models in which this is not
the case. For example, consider the group algebra of Z

4

over the
reals. The -set-like elements correspond to the elements of Z

4

but
the -set-like elements correspond with the group homomorphisms
Z

4

! R⇥, of which there are only two. Hence as groups the set-like
elements for the respective colours are not isomorphic.

Lemma 7.8. If h : 1 ! 1 is -classical then it commutes with �
and µ .

In the †-PROP IF(G,H), by definition the only phases for the
respective colours are G and H . However, the presence of classical
maps in IFK(G � GK , H � HK) changes this.

Theorem 7.9. Let ↵ be a -phase and k a -classical map then
k � ↵ � k† is a -phase.

Proof. By its construction k � ↵ � k† is evidently unitary. We need
to show that it is a pre-phase. Consider

↵

k
=

k

↵

=

k

↵

=

k

k

↵

hence we have

↵

k

k

=

↵

k

as required.

While Lemma 7.5 tells us that the -phases and -classical
maps are disjoint as groups, there is a degree of interaction between

-phases and -classical maps: the classical maps act on the phase
group, to produce new phases.

Lemma 7.10. For HK the group of -set-like elements and � the
group of -phases, there is a group action • : HK ⇥ � ! � .

k • ↵ =

↵

k

for ↵ 2 � and k 2 HK

Theorem 7.11. The set of morphisms obtained by freely compos-
ing -phases and -classical maps is a group isomorphic to
� o' HK , the (outer) semidirect product of � and HK over the
action •.

We end this section with an important lemma which relates the
ring structure and the classical maps.

Lemma 7.12. Let n 2 R be an internal integer, and k : A ! A
be a -classical map then n � k = kn � n.

Proof.

· · ·

k

n =
· · · kk k
n

=
· · ·

kn

n

8. Collapse to finite dimension
It is well known that if a vector space A supports a Frobenius algebra
then A must be finite dimensional. As the last part of our story we
incorporate this fact into our axiomatic framework. Recall that in a
monoidal category an object A is said to have enough points if, for
all morphisms f, g : A ! B, we have

(8x : I ! A, fx = gx) ) f = g .

In vector spaces an even stronger form of extensionality is present:
two linear maps are equal if they agree on all elements of a basis for
the space. Further, we have the following:

Lemma 8.1. Let be a field, A a -vector space, and � : A ! A⌦
A a coalgebra. The set-like elements of � are linearly independent.

Proof. See [34, Proposition 7.2].

This motivates the following definition.

Definition 8.2. Let A be an IFK(G � GK , H � HK)-algebra;
then A has enough -set-like elements if

(8k 2 HK : f � k � ⌘ = g � k � ⌘ ) ) f = g (*)

holds for all f, g : A ! B.

By lemma 8.1 it follows that an IFK-algebra in Vect has enough
-set-like elements iff the -set-like elements form a basis. This

suffices to determine � uniquely, while the group structure of HK

determines µ , and the whole thing is just the group algebra HK ;
cf. Section 3. The dimension of the underlying vector space A is
then |HK |.

Since arguments that depend on having enough set-like points
are quite common in the categorical quantum mechanics literature,
we impose this condition to define the final PROP of this paper.
Note, per Remark 7.7, asking for both GK and HK to be enough
points is too strong, so we just pick one.

Definition 8.3. Let IFKd(G � GK , H � HK) denote the †-
PROP obtained by quotienting IFK(G � GK , H � HK) by the
equation schema (*) above; this has the effect of ensuring that IFKd

has enough -set-like elements.

Recall that the exponent of a finite group is the least non-zero n
such that gn = 1 for all g.
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Theorem 8.4. Suppose HK is finite, and let d be its exponent; then
in IFKd the internal integers are the finite ring Zd.

Proof. Applying lemma 7.12 we have

k

d+ 1

=
d+ 1

kd+1

=
kd+1

= k ,

for each k 2 Hk. Since HK is enough points, d+ 1 = id, from
whence n = n+ d for all internal integers n 2 R.

The following observation follows directly from Theorem 8.4
and Lemma 6.21.

Corollary 8.5. If n 2 Zd has a multiplicative inverse then n 2 Z
is unitary. In particular, if the group HK has prime exponent then
every non-zero internal integer n 2 R is unitary.

Theorem 8.6. Let d be the exponent of HK and n 2 R be an
internal integer then the following are equivalent:

1. d and n are coprime.

2.

n

= n n and n =

3.
n

=
n n

and n =

Proof. (1) ) (2) and (3): The integers n and d are coprime iff n
is invertible in Zd, in which case n 2 R is invertible. By Theorem
6.24, the invertible members of R and Rop coincide. Since n 2 Rop

it is a bialgebra morphism for Bop which implies both (2) and (3).
(2) ) (1): Since n 2 R it commutes with (µ , ⌘ ), by

assumption it commutes with (� , ✏ ); hence it is a Frobenius
algebra morphism, and by Lemma 4.2 it is invertible in R; hence n
is coprime to d.

(3) ) (1) follows by the same argument as above.

In the case where HK has prime exponent, this theorem demon-
strates the kind distributive equation between HA and HAop con-
spicuously absent from Section 6. Indeed equations of this type take
part in the distributive law used to construct the PROP IHSp

R in [9].
However, as we now see, such a law is not possible in our more
general setting.

Theorem 8.7. There is no distributive law of PROPs

⌧ : FG;FH ! FH;FG

such that FH;FG is isomorphic to IF(G,H).

Proof. If such distributive law exists then for every composable pair

n
g1- l

h1- m

in FG;FH , there must exist an equal composable pair

n
h2- k

g2- m

in FH;FG. Consider the case n = l = m = 1; then g
1

and h
1

are just group elements from G and H respectively. Applying the

Generalised Spider theorem in FH and FG separately, we must
have

g
1

h
1

⌧
= k· · · =

h
2

g
2

k· · · =

h
2

g
2

k

for some g
2

2 G and h
2

2 H . From this we have

g†
2

h
1

g
1

h†
2

= k

The lefthand side is always unitary, but the righthand side is unitary
iff k is invertible in the internal integers R; hence by an appropriate
choice of model—choose R = Zk for example—this equation does
not hold.

Remark 8.8. Note that even if we restrict to our attention to the
case where R is a field, then the phase groups provide an obstruction
to a distributive law. For example, consider the standard model of
IFKd(S

1,Z
2

, S1,Z
2

) over the complex numbers. In this model
the unitaries generate the group SU(2); if the distributive law
held it would imply that each u 2 SU(2) could be expressed as
two orthogonal rotations, rather than the known three of Euler’s
decomposition.

9. Conclusions and future work
In this paper we have described a sequence of PROPs based on
stronger and stronger interactions between a pair of Frobenius
algebras augmented with phase groups. At each step another feature
of quantum mechanics is introduced, approaching closer to the full
theory. Since each PROP is parameterised by the phase groups, we
can view them as freely constructed quantum-like theories with the
given dynamics. Further, we have shown that, unlike the case of
interacting Hopf algebras [9], such theories arise via distributive
laws of PROPs only in special circumstances.

Comparison to “Interacting Hopf algebras”. The similarities
between our system and that of Bonchi, Sobocinksi, and Zanasi
[9] are striking. Taking the Frobenius structure as primitive yields
almost the same theory as starting with the Hopf structure, and
requires fewer axioms to be imposed. The main extra ingredient
in IF are the phase groups, which play rather badly with the Hopf
algebra structure as Lemma 6.18 shows; we will ignore them and
focus on IF(1, 1). Unlike in IF, all the PROPs of [9] have trivial
scalars; this forces the generating object to be 1-dimensional.

As noted in Section 6, IF contains both HA and HAop; however
it does not validate any of the axioms concerning the invertibility of
the ring elements, nor their commutation with the “wrong” bialgebra
maps5. Here Bonchi et al rely on the assumption that R is a PID.
However this assumption fails in, e.g., CZ

4

which is a perfectly good
model of IF. However, in prime dimensional models, Corollary 8.5
implies that these axioms are validated, hence:

Theorem 9.1. Every IFKd algebra of prime dimension includes
a copy of IHSp

Z , where Z denotes the internal integers, and this
coincides with the image of IF(1, 1), modulo scalar factors.

Comparison to ZX-calculus. The main inspiration for this ap-
proach is the ZX-calculus. Writing S1 for the circle group, the
PROP IFKd(S

1,Z
2

, S1,Z
2

), contains all the elements and most of
the equations of the ZX-calculus, but there are some key differences.

5 to wit: (W1), (W7), (W8), (B1), (B7), (B8), (S1) and (S2).

543



Firstly, S1 is the entire phase group i.e. no new phases are gener-
ated by the action of Z

2

. Secondly, the ZX-calculus incorporates
the Hadamard gate, which is a definable map which exchanges the
colours. In consequence, the sets of - and -unbiased points
are not disjoint in the ZX-calculus. We will explore necessary and
sufficient conditions for such a map to exist abstractly in future
work; a connection with Gogioso and Zeng’s [22] seems likely.

Further work Many interesting algebraic properties of IF and
its relatives remain unexplored: most notable is role of the semi-
direct product in the phase group (Theorem 7.11), and the possibility
to define Hadamard transforms purely abstractly. A tempting next
phase of development would to investigate topological features,
by considering the case of Lie groups. Finally we note that in the
models of the ZX-calculus (although not derivable) we have the Euler
decomposition for SU(2) giving every unitary as a composition of
at most three unitaries. An abstract understanding of this would be
most valuable.
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Abstract

Recently, Eilenberg’s variety theorem was reformulated in the light
of Stone’s duality theorem. On one level, this reformulation led to a
unification of several existing Eilenberg-type theorems and further
generalizations of these theorems. On another level, this reformu-
lation is also a natural continuation of a research line on profinite
monoids that has been developed since the late 1980s. The current
paper concerns the latter in particular. In this relation, this paper in-
troduces and studies the class of semi-galois categories, i.e. an ex-
tension of galois categories; and develops a particularly fundamen-
tal theory concerning semi-galois categories: That is, (I) a duality
theorem between profinite monoids and semi-galois categories; (II)
a coherent duality-based reformulation of two classical Eilenberg-
type variety theorems due to Straubing [30] and Chaubard et al.
[10]; and (III) a Galois-type classification of closed subgroups of
profinite monoids in terms of finite discrete cofibrations over semi-
galois categories.

Categories and Subject Descriptors F.4.3 [Formal Languages]:
Algebraic language theory

Keywords semi-galois category, profinite monoid, duality theo-
rem, regular language, Eilenberg’s variety theorem

1. Introduction

Eilenberg’s variety theory [12] concerns a systematic classifica-
tion of regular languages, finite monoids and deterministic finite
automata (DFAs); in this theory, the variety theorem is a funda-
mental result, which claims a bijective correspondence between (i)
varieties of regular languages and (ii) pseudo-varieties of finite
monoids (cf. [22]). Recently, by the works of Gehrke, Grigorieff
and Pin [13] and Rhodes and Steinberg [28], Eilenberg’s variety
theorem was reinterpreted in the light of Stone’s duality theorem.
On one level, this insight promoted a unification of several existing
Eilenberg-type theorems (e.g. [23, 24, 26]) and further generaliza-
tion of these theorems; this direction was recently developed by
Adámek, Milius, Myers and Urbat [2, 3], Chen and Urbat [11], and
Bojańczyk [8]. But, on another level, it also has an implication for
the research line on profinite monoids themselves that has been de-
veloped in this field since the late 1980s as a research subject of
independent interest (§1.1). The current paper concerns the latter
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provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and
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in particular; and in order to highlight this aspect more clearly and
extend it so that varieties of DFAs (cf. §5) are also took into account
in a coherent way, we develop another duality-based reformulation
of the classical Eilenberg variety theory, which is slightly different
from the lines developed in [2, 3, 8, 11] (§1.2), establishing a full
abstraction of the classical Eilenberg variety theory.

1.1 The general interest of this paper and its background

Eilenberg’s variety theorem is indeed a fundamental result in this
theory, but we are also interested in the fact that the actual challenge
in this theory is not to prove the variety theorem itself, but to
specify the correspondence between individual varieties of regular
languages and pseudo-varieties of finite monoids. In relation to this
problem, an abstract approach has been developed since the late
1980s, where one analyzes profinite monoids in detail.

Generally, a source of interests in profinite monoids is the the-
orem of Reiterman [25] (for this theorem, see e.g. [5]); but it
would be Almeida’s work [4] that motivated intensive researches
on the structure of profinite monoids themselves. In that paper [4],
Almeida studied the profinite monoid ⌦AJ of (|A|-ary) implicit
operations on the pseudo-variety J of J -trivial finite monoids; and
based on this study, he proved Simon’s theorem [29] that specified
those regular languages which can be recognized by finite J -trivial
monoids. Although there are by now several proofs of Simon’s the-
orem (e.g. [15–17]), Almeida’s proof is characterized by the alge-
braic and topological analysis of profinite monoids. Unarguably,
his proof provided an early strong evidence for the merit of inves-
tigating profinite monoids. In the last three decades after his work,
several authors have made fundamental contributions to improve
our understanding on the structure of profinite monoids, cf. e.g.
[6, 7, 27].

In this context, the recent reinterpretations of Eilenberg’s vari-
ety theorem [13, 28] have further clarified the relationship between
profinite monoids and varieties of regular languages. By the idea of
Rhodes et al. [28] in particular, local varieties of regular languages
[2] can be identified with representative bialgebras— which is a
traditional concept in representation theory (e.g. [1])— of profinite
monoids over the two-element field F2; and Eilenberg’s variety the-
orem can be regarded as a consequence of the duality between bial-
gebras over F2 and profinite monoids, as we briefly survey in §5. In
other words the reinterpretation of Eilenberg’s variety theorem for-
malized the above-mentioned problem in this theory (i.e. to specify
the correspondence between individual varieties) as a purely alge-
braic problem concerning the duality between bialgebras over F2

and profinite monoids.
After [13, 28], the recent works [2, 3, 8, 11] proceeded to

generalize Eilenberg’s variety theorem. On one hand, to the best
of our knowledge, Adámek et al. [2, 3] and Chen et al. [11] are
the first research line that succeeded in unifying several variants of
Eilenberg’s variety theorem [23, 24, 26] in a single framework and
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generalized them to a more generic setting, using the framework
of universal coalgebras and the idea of rational fixpoints; on the
other hand, Bojańczyk [8] made the first step to extend the sort of
formal languages that one can deal with (e.g. tree languages), where
he introduced the idea of using monads on Sets to generalize the
concept of regular languages.

1.2 The contribution of this paper

Despite these progresses, however, we shall return back to the clas-
sical case in order to work on two problems that remain untouched,
which are fundamental for the classical Eilenberg variety theory.
The first one concerns varieties of DFAs (§5): In the frameworks
developed in [2, 3, 8, 11], the authors focused on (generalizations
of) varieties of regular languages and pseudo-varieties of finite
monoids; but in fact, Eilenberg’s variety theorem can be extended
so that suitable classes of DFAs are involved in the correspondence
between varieties of regular languages and pseudo-varieties of fi-
nite monoids in a natural way [10] (i.e. through taking recognizing
languages and transformation monoids of DFAs). The first problem
of our concern is to involve varieties of DFAs in the framework;
for this purpose, however, we develop yet another framework for
the classical Eilenberg variety theory that is slightly different from
those in [2, 3, 8, 11].

The reason why we need yet another framework is related to the
second problem of our concern, i.e. the problem of full abstraction.
In the framework of [2, 3], the authors used automata with fixed
final states (i.e. coalgebras of the type Q ! 2 ⇥QA) to define lo-
cal varieties of regular languages; the explicit use of final states is
related to the construction of rational fixpoints. With this variant of
automata too, it may be indeed possible to characterize classes of
automata that exactly correspond to varieties of regular languages,
that is, as suitably closed classes of finite coalgebras of the type
Q ! 2 ⇥ QA. However, we mean by ‘full abstraction’ a char-
acterization of such classes of automata in a more axiomatic form
that does not depend on any specific representation of the members
(e.g. as coalgebras of the type Q ! 2 ⇥ QA); for comparison,
recall that local varieties of regular languages were characterized
[28] exactly as bialgebras over F2 whose members are no longer
regular languages in general.

We see that the full-abstraction is achieved if we start from
finite automata having no fixed initial nor final states, instead of
those with fixed final states: in this paper ‘DFAs’ refer to the
former variant. In fact, classes of DFAs that correspond to local
varieties of regular languages and those of finite monoids (i.e.
local varieties of DFAs) can be characterized precisely as semi-
galois categories (§2), i.e. categories that are abstractly defined but
dual to profinite monoids in the same manner as galois categories
[14] are dual to profinite groups. With this abstraction, together
with the result of Rhodes et al. [28], the mutual correspondence
between varieties of (i) regular languages, (ii) finite monoids, and
(iii) DFAs are reformulated as corollaries of the mutual duality
between (i) bialgebras over F2, (ii) profinite monoids, and (iii)
semi-galois categories: The precise form of this reformulation will
be described in §5, where we review two classical Eilenberg-type
variety theorems due to Straubing [30] and Chaubard, Pin and
Straubing [10] from a viewpoint of duality theorems.

The major purpose of this full abstraction of the theorem is to
reduce the original problem in this theory (i.e. to specify the cor-
respondence between individual varieties) into a fully axiomatic
problem, meaning a problem in which one does not need care about
any specific representation of structures that one uses. In particu-
lar it now makes sense to investigate the relationship between the
structure of abstract semi-galois categories hC ,Fi and that of their
fundamental monoids ⇡1(C ,F) (cf. §3). In this paper we proceed
to this problem and give a Galois-type classification of closed sub-

groups of profinite monoids in terms of finite discrete cofibrations
over semi-galois categories (cf. §6).

1.3 An overview of this paper

The rest of the paper consists of five main sections (§2 – §6) with
one concluding-remarks section (§7). The main sections are divided
into three parts, i.e. §2 – §4; §5; and §6. The second part (§5) and
the third part (§6) are based on the first part (§2 – §4).

(§2 – §4) We start by introducing and studying the class of semi-
galois categories (§2). In this part, we develop some funda-
mental theory concerning semi-galois categories, including (i) a
construction of fundamental monoids ⇡1(C ,F) of semi-galois
categories hC ,Fi that utilizes galois objects in particular (§3);
and (ii) a duality theorem between profinite monoids and semi-
galois categories (§4).

(§5) Based on this duality theorem together with a result of Rhodes
et al. (Theorem 8.4.10, [28]), we then review two Eilenberg-
type variety theorems due to Straubing [30] and Chaubard et al.
[10].

(§6) Finally, we give a Galois-type fundamental theorem for profi-
nite monoids, by which we mean a theorem that classifies closed
subgroups of profinite monoids (at any idempotent) in terms of
finite discrete cofibrations over semi-galois categories, a la the
classical Galois theorem for covering spaces (cf. §6.2).

Acknowledgements The author is grateful to Naohiko Hoshino
and Shin-ya Katsumata for their helpful comments and sugges-
tions, which improved the original presentation of this paper and
simplified some proofs of the results below. The author is thankful
to anonymous reviewers too for their careful readings, which also
improved the original version of this paper.

General terminologies Throughout this paper alphabets are as-
sumed finite and non-empty. Given an alphabet A, we denote by
A⇤ the free monoid over A; and by " the empty word. For basic
concepts of category theory, the reader is referred to [20]; for semi-
group theory, see [28].

2. Semi-galois Categories

We introduce semi-galois categories and provide some examples of
central concern in this paper. In what follows, let Sets! denote the
category of finite sets and maps; ; denote the empty set and 1 the
singleton {⇤}.

Definition 1 (Semi-galois category). A semi-galois category is
a pair hC ,Fi of an essentially small category C and a functor
F : C ! Sets! satisfying the following axioms:

C0) C has the initial object ;C and the final object 1C ;
C1) C has finite pullbacks and finite pushouts;
C2) every arrow f : X ! Y in C factors as f = ⇡f jf such

that ⇡f : X ⇣ Z is an epimorphism, and jf : Z ,! Y is a
monomorphism;

F0) F(;C ) = ; and F(1C ) = 1;
F1) F preserves finite pullbacks and finite pushouts;
F2) F reflects isomorphisms.

Here, the composition of arrows f : X ! Y and g : Y ! Z
in a semi-galois category is denoted fg : X ! Z, rather than
g � f . The corresponding map F(f) in Sets! is denoted simply
by f⇤ : F(X) ! F(Y ), and its action on elements ⇠ 2 F(X)
is denoted ⇠f⇤ 2 F(X). For notational reasons, however, natural
transformations � : F ) F act from the left on each element
⇠ 2 F(X) at each object X 2 C . So, we denote by �X(⇠) 2 F(X)
the action of a natural transformation � : F ) F on ⇠ 2 F(X) at
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X 2 C ; the composition of �, : F ) F (first �; second  )
is written as  � �. The functor F is called a fiber functor of C .
In what follows, for symplicity, the initial object ;C and terminal
object 1C of C are abusively denoted by ; and 1 respectively.

Example 1. Let M be a profinite monoid; the category of finite
left M -sets and M -equivariant maps forms a semi-galois category,
and provides a proto-typical example of semi-galois categories (cf.
Remark 3, §4).

Precisely, a finite left M -set (or simply, finite M -set) is defined
as a continuous map ⇢ : M ⇥ S ! S such that S is a finite set
equipped with the discrete topology; and for every m,n 2 M and
⇠ 2 S, we have ⇢(m, ⇢(n, ⇠)) = ⇢(mn, ⇠) and ⇢(1, ⇠) = ⇠ with
1 2 M the identity of M . Usually, we write ⇢(m, ⇠) = m · ⇠.
Also, for finite left M -sets ⇢ : M ⇥ S ! S and ⌧ : M ⇥ T ! T ,
an M -equivariant map f : ⇢ ! ⌧ is a map f⇤ : S ! T such
that (m · ⇠)f⇤ = m · (⇠f⇤) for every ⇠ 2 S and m 2 M .
The category M -Sets! is defined as the one whose objects are
finite left M -sets and arrows are M -equivariant maps. Also, let
FM : M -Sets! ! Sets! be the forgetful functor. Then, the pair
hM -Sets!,FM i is a semi-galois category.

Example 2. Let A be an alphabet; the category of deterministic
finite automata (DFAs) over A and transition-preserving maps
forms a semi-galois category, which is of our special concern (cf.
§5).

Precisely, a DFA over A is defined here as a pair hS, �i of a
finite set S and a map � : A ⇥ S ! S. Elements of S are
called states of the DFA, while � is called its transition function—
we also refer to the transition function � : A ⇥ S ! S itself
as a DFA. The transition function � is canonically extended onto
(and identified with) a finite action �̄ : A⇤

⇥ S ! S over A by
induction on the length of words w 2 A⇤. That is, �̄(", ⇠) := ⇠ and
�̄(wa, ⇠) := �̄(w, �(a, ⇠)) for every a 2 A, w 2 A⇤ and ⇠ 2 S. In
what follows, the extended map �̄ is also denoted � : A⇤

⇥S ! S;
and we write w · ⇠ := �(w, ⇠). A transition-preserving map f from
hS, �i to hT, ⌧i is a map f⇤ : S ! T such that (w·⇠)f⇤ = w·(⇠f⇤)
for every w 2 A⇤ and ⇠ 2 S.

The category A-DFA is defined as the one whose objects are
DFAs over A and arrows are transition-preserving maps; denoting
by FA : A-DFA ! Sets! the forgetful functor, then the pair
hA-DFA,FAi forms a semi-galois category. Now let cA⇤ be the
free profinite monoid over A. By the density of A⇤ in cA⇤, the semi-
galois category hA-DFA,FAi is equivalent to h

cA⇤-Sets!,FcA⇤i;
in this sense, hA-DFA,FAi is the simplest example of semi-galois
categories.

Example 3. A galois category is always a semi-galois category.
The original definition of galois categories due to Grothendieck
can be found in [14]; for more contemporary references, the reader
is referred to e.g. [18, 31]. The fact that galois categories are
semi-galois categories follows from the basic fact that every galois
category is canonically equivalent to hG-Sets!,FGi for some
profinite group G. An elementary proof of this fact can be found
in [18, 31]; its generalization for semi-galois categories is given
later as Theorem 2, §4.

Example 4. Let T be a profinite semigroup. Then, the notion of
finite left T -sets and T -equivariant maps can be naturally defined as
in the case of profinite monoids (Example 1). Then, the category of
finite left T -sets and T -equivariant maps also forms a semi-galois
category together with a canonical forgetful functor; this is simply
because finite left T -sets are equivalent to finite left T I -sets, where
T I denotes the profinite monoid that can be obtained by adding
a new identity I to T , whether or not T already has an identity.
This general fact about profinite semi-groups motivated us to use
the name “semi-galois categories” in this paper.

3. Fundamental monoids

The fundamental monoid of a semi-galois category hC ,Fi is a
profinite monoid denoted ⇡1(C ,F) that is attached to hC ,Fi in
a canonical way. We have at least three isomorphic ways to con-
struct the fundamental monoid ⇡1(C ,F) of a semi-galois category
hC ,Fi. The simplest way is to construct it as the profinite monoid
End(F) of natural endomorphisms F ) F on the fiber functor F.
However, for a practical reason (cf. Remark 2), we provide a con-
struction of fundamental monoids ⇡1(C ,F) using certain objects
that we call galois objects in C (§3.1). This construction follows
that of fundamental groups for galois categories given in Tonini’s
note [31] in particular; our construction coincides with the original
one in the case of galois categories.

3.1 Galois objects

The notion of galois objects plays a fundamental role in the study of
galois categories. To extend the concept for semi-galois categories,
we need several concepts, including coverings and rooted objects.
In what follows, we denote by Hom(X,Y ) the set of arrows from
X 2 C to Y 2 C ; and End(X) := Hom(X,X). Coproducts are
denoted as

`
i Yi.

Definition 2 (Covering). A covering of an object Y is a finite
family {◆i : Yi ,! Y }

n
i=1 of monomorphisms ◆i : Yi ,! Y

(1  i  n) such that the induced morphism
`

i ◆i :
`

i Yi ! Y
is an epimorphism.

Definition 3 (Rooted object). An object X 2 C is called a rooted
object if, for every object Y 2 C ; an arrow f : X ! Y ; and
a covering {◆i : Yi ,! Y }

n
i=1 of Y , the arrow f factors through

some component ◆k : Yk ,! Y of the covering: That is, there is an
arrow fk : X ! Yk such that f = fk◆k.

Yk

◆k

✏✏
X

f
//

9fk
>>

Y

(1)

Example 5. Let M be a profinite monoid. Then a finite left M -set
⇢ : M ⇥ S ! S is rooted in M -Sets! if and only if there exists
⇠ 2 S such that every ⇠0 2 S is represented as ⇠0 = m · ⇠ for some
m 2 M .

Abstractly, let X 2 C be an arbitrary object. For every two
monomorphisms X1 ,! X,X2 ,! X into X (i.e. subobjects of
X), we can take the intersection X1\X2 ,! X by taking pullback.
Also, let ⇠ 2 F(X) be an arbitrary element. Since F(X) is a finite
set, there exists a (unique) minimal subobject X 0 ,! X such that
⇠ 2 F(X 0). We write it as X 0 = X⇠.

Proposition 1. An object X is rooted if and only if X = X⇠ for
some ⇠ 2 F(X).

Let X 2 C be rooted and assume X = X⇠. Then, for any Y 2 C ,
the map Hom(X,Y ) 3 f 7! ⇠f⇤ 2 F(Y ) turns out to be injective;
in particular, the map !X,⇠ : End(X) 3 f 7! ⇠f⇤ 2 F(X) is
injective. A galois object in C is then defined as a rooted object for
which the map !X,⇠ becomes bijective.

Definition 4 (Galois object). A pair of an object X 2 C and
⇠ 2 F(X) is said to be a galois object if X = X⇠ and the map
!X,⇠ : End(X) 3 f 7! ⇠f⇤ 2 F(X) is bijective.

We also say that an object X 2 C is a galois object if so is (X, ⇠)
for some ⇠ 2 F(X), whence ⇠ is called a root of X .

Remark 1. When hC ,Fi is a galois category, the definition of
galois objects given here is equivalent to the original definition
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of galois objects. (cf. [31]; rooted objects in galois categories are
equivalent to connected objects.) So, we shall call them ‘galois’
objects rather than ‘semi-galois’ objects.

3.2 Fundamental monoids

We start with the construction of fundamental monoids using galois
objects. For this purpose, several lemmas are necessary.

Lemma 1. Let (X, ⇠) and (X 0, ⇠0) be galois objects. Then there
exists at most one arrow � : X ! X 0 such that ⇠�⇤ = ⇠0; and if
exists, such � is an epimorphism.

By this lemma, a pre-order  on galois objects can be defined by
(X, ⇠)  (X 0, ⇠0) if and only if there exists an arrow � : X 0 ! X
such that ⇠0�⇤ = ⇠. When this is the case, we write � : (X 0, ⇠0) !
(X, ⇠). In what follows, this pre-ordered set of galois objects is
denoted G that turns out to be cofiltered in the following sense.

Lemma 2. For every two galois objects (X, ⇠), (X 0, ⇠0) 2 G ,
there is a third galois object (X 00, ⇠00) 2 G such that (X, ⇠) 

(X 00, ⇠00) and (X 0, ⇠0)  (X 00, ⇠00).

The cofiltered pre-ordered set G is used as the index set of an
inverse system of finite monoids whose limit is isomorphic to
End(F) as profinite monoids. The inverse system consists of finite
monoids End(X), where X ranges over all galois objects (X, ⇠) 2
G . More precisely, the construction of the inverse system is based
on the following two lemmas:

Lemma 3. Let (X, ⇠) and (X 0, ⇠0) be galois objects with � :
(X, ⇠) ! (X 0, ⇠0). Then, for every u 2 End(X), there exists a
unique u0 2 End(X 0) such that the equality u� = �u0 holds.

X
u //

�

✏✏

X

�

✏✏
X 0

9!u0
// X 0

(2)

Lemma 4. Let (X, ⇠) and (X 0, ⇠0) be galois objects with � :
(X, ⇠) ! (X 0, ⇠0). Then the above correspondence End(X) 3

u 7! u0 2 End(X 0) is a surjective homomorphism of finite
monoids.

For simplicity, we reserve capital Greeks �,�0 · · · to name galois
objects, e.g. � = (X, ⇠). Also, if we denote End(�) for � =
(X, ⇠) 2 G , we mean End(�) := End(X). For galois objects
� = (X, ⇠) and �0 = (X 0, ⇠0) with �0  �, the induced surjective
homomorphism End(�) ⇣ End(�0) is denoted ⇢��0 .

Then this defines an inverse system {End(�)}�2G of finite
monoids End(�). The limit of the system {End(�)}�2G is de-
noted simply lim� End(�). More explicitly, lim� End(�) consists
of families u = {u�}�2G of endomorphisms u� 2 End(�) such
that ⇢��0(u�) = u�0 for all �0  � 2 G ; the multiplication of
u = {u�}�2G and v = {v�}�2G is given by:

uv = {u�v�}�2G . (3)

Theorem 1. There is a canonical isomorphism of profinite monoids:

� : lim
 �

End(�) ! End(F). (4)

To be more specific, let u = {u�} 2 lim� End(�). Then, the
corresponding �u = {�uY } 2 End(F) can be defined as follows.
Take Y 2 C arbitrarily and let ⌘ 2 F(Y ); we can see that there is
an arrow � : X ! Y from a galois object � = (X, ⇠) such that
⇠�⇤ = ⌘. We define �uY (⌘) 2 F(Y ) by:

�uY (⌘) := ⇠u�⇤�⇤. (5)

This does not depend on the choice of � and �. Thus, we obtain
maps �uY : F(Y ) ! F(Y ) for every Y 2 C that in fact constitute
a natural transformation �u = {�uY } : F ) F.

Definition 5 (Fundamental monoid). Let hC ,Fi be a semi-galois
category. Then, the fundamental monoid of hC ,Fi is defined as
the profinite monoid given by the inverse limit lim� End(�) '

End(F); and is denoted ⇡1(C ,F).

Remark 2. Note that while each � 2 End(F) is made from maps
�X : F(X) ! F(X) in Sets! , the corresponding ��1� = u 2

lim� End(�) is made from arrows u� 2 End(�) in C . So, for the
purpose of studying the relationship between the categorical struc-
ture of C and the algebraic structure of ⇡1(C ,F), we use the repre-
sentation ⇡1(C ,F) ' lim� End(�) rather than the representation
⇡1(C ,F) ' End(F) (cf. §6). In particular we use this represen-
tation ⇡1(C ,F) ' lim� End(�) in our proof [32] of the duality
theorem between profinite monoids and semi-galois categories (cf.
Theorem 2, §4).

4. The Duality Theorem

The construction hC ,Fi 7! ⇡1(C ,F) of fundamental monoids
gives rise to the duality between semi-galois categories and profi-
nite monoids in a precise categorical sense. To state this formally,
we define the category Semi-Galois of semi-galois categories
and exact functors (to be precise, their equivalence classes), so that
Semi-Galois is opposite equivalent to the category Prof .Mon

of profinite monoids and continuous homomorphisms.

Definition 6 (Exact functor). Let hC ,Fi and hC 0,F0i be semi-
galois categories. Here we mean by an exact functor from hC ,Fi
to hC 0,F0i a pair hA,�i of a functor A : C ! C 0 and a natural
isomorphism � : F0 � A ) F such that A preserves finite limits
and colimits (i.e. A is exact).

Now let hA,�i : hC ,Fi ! hC 0,F0i and hA0,�0i : hC 0,F0i !

hC 00,F00i be exact functors. Then their composition is defined
as the pair of the composition A0 � A and the following natural
isomorphism F00 �A0 �A ) F:

F00 �A0 �A
�0A +3 F0 �A

� +3 F. (6)

Also, let hA,�i, hB, ⌧i : hC ,Fi ! hC 0,F0i be parallel exact
functors. Then, they are said to be equivalent, denoting hA,�i ⌘

hB, ⌧i, if there exists a natural isomorphism � : A ) B such
that ⌧ � F0� = �. For each exact functor hA,�i, we denote its
equivalence class by [A,�].

Definition 7 (The category of semi-galois categories). The cate-
gory Semi-Galois is defined as the category whose objects are
semi-galois categories hC ,Fi; and whose arrows are equivalence
classes [A,�] of exact functors. The composition of arrows is in-
duced from that of exact functors.

The construction of fundamental monoids ⇡1(C ,F) extends to a
functor ⇡1 : Semi-Galois

op

! Prof .Mon. To see this, let
hC ,Fi, hC 0,F0i be semi-galois categories and hA,�i : hC ,Fi !
hC 0,F0i be an exact functor. Then, a map ⇡1(A,�) : ⇡1(C 0,F0) !
⇡1(C ,F) between the fundamental monoids is defined as follows:
regarding ⇡1(C ,F) = End(F),

⇡1(C
0,F0)

⇡1(A,�)
�����! ⇡1(C ,F)

� 7�! � � �A � ��1

By this definition, it follows that if we have hA,�i ⌘ hB, ⌧i, then
⇡1(A,�) = ⇡1(B, ⌧). So, the assignment [A,�] 7! ⇡1(A,�)
is well-defined; and also, each ⇡1(A,�) is proved to be a con-
tinuous homomorphism of profinite monoids. The functor ⇡1 :
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Semi-Galois

op

! Prof .Mon is then defined by the assign-
ment hC ,Fi 7! ⇡1(C ,F) on objects and [A,�] 7! ⇡1(A,�) on
arrows.

The inverse R : Prof .Mon ! Semi-Galois

op of the func-
tor ⇡1 is given by the assignment M 7! hM -Sets!,FM i on ob-
jects. To extend it onto arrows, let f : M ! M 0 be a continu-
ous homomorphism of profinite monoids. First, a functor R(f) :
M 0-Sets! ! M -Sets! is defined by sending a finite left M 0-set
⇢ : M 0

⇥S ! S to the finite left M -set R(f)(⇢) := ⇢�(f⇥idS) :
M⇥S ! M 0

⇥S ! S; and an M 0-equivariant map h : ⇢ ! ⌧ to
h itself. Clearly, the equality FM0 = FM �R(f) holds. Since R(f)
preserves finite limits and colimits, the pair hR(f), idFM0 i is an ex-
act functor from hM 0-Sets!,FM0

i to hM -Sets!,FM i; thus, rep-
resents an arrow R(f) := [R(f), idFM0 ] from hM 0-Sets!,FM0

i

to hM -Sets!,FM i in Semi-Galois. Consequently, the functor
R : Prof .Mon ! Semi-Galois

op is defined by the assign-
ment M 7! hM -Sets!,FM i on objects; and f 7! R(f) on ar-
rows.

Theorem 2 (The duality theorem). ⇡1 : Semi-Galois

op ⌧
Prof .Mon : R are mutually inverse equivalences of categories.

A full proof of this theorem is presented in [32], which is a direct
extension of an elementary proof of the classical duality theorem
between profinite groups and galois categories [14]; for this proof,
we followed the line of Tonini [31] in particular1.

Remark 3. The fact that the functors ⇡1 and R define mutually
inverse equivalences of categories means that (I) every semi-galois
category hC ,Fi is equivalent to that of finite left ⇡1(C ,F)-sets, i.e.
hC ,Fi ' h⇡1(C ,F)-Sets!,F⇡1(C ,F)i; and (II) every profinite
monoid M is isomorphic to the fundamental monoid of the semi-
galois category hM -Sets!,FM i of finite left M -sets, i.e. M '

⇡1(M -Sets!,FM ).

Example 6. In particular, for every alphabet A, the fundamental
monoid of the semi-galois category hA-DFA,FAi of all DFAs
over A (cf. §2) is isomorphic to the free profinite monoid cA⇤: that
is, ⇡1(A-DFA,FA) ' cA⇤.

Remark 4. Let us say that a semi-galois category hC ,Fi is embed-
dable into another semi-galois category hC 0,F0

i if there exists an
effective monomorphism hC ,Fi ,! hC 0,F0

i in Semi-Galois;
in such a case, C is equivalent to some full subcategory of C 0.
By Theorem 2, a semi-galois category hC ,Fi is embeddable in
hA-DFA,FAi for some alphabet A if and only if the fundamental
monoid ⇡1(C ,F) is topologically generated by |A| elements. This
fact is used in the next section, §5.

Remark 5. The effective monomorphisms hC ,Fi ,! hC 0,F0
i in

Semi-Galois are exactly those corresponding to surjections in
Prof .Mon by the duality ⇡1 : Semi-Galois

op

' Prof .Mon;
in fact, surjections M ⇣ N of profinite monoids are characterized
as effective epimorphisms in Prof .Mon. In this paper we simply
say ‘subobject hC ,Fi ,! hC 0,F0

i in Semi-Galois’ to mean
an effective monomorphism, rather than just a monomorphism,
since we will consider in §5 only those monomorphisms which
correspond to surjections ⇡1(C 0,F0) ⇣ ⇡1(C ,F) of fundamental
monoids.

5. The Classical Variety Theorems, Revisited

Based on this duality theorem, together with a result due to Rhodes
et al. (Theorem 8.4.10, [28]), we review two classical Eilenberg-
type variety theorems studied by Straubing [30] and Chaubard et al.

1 Notice also an unpublished work of Bruguiéres announced in his slide [9]
in 2013; see [32].

[10]. The reason why we start from this variant of variety theorems
is that Eilenberg’s theorem itself does not follow directly from the
duality theorem of Rhodes et al. [28], while so does Straubing’s
variant that subsumes the original Eilenberg’s theorem in a certain
precise sense. This is simply because the definition of varieties of
regular languages and that of pseudo-varieties of finite monoids
are not symmetric; the notion of C-varieties considered in [10, 30]
overcomes this asymmetry.

Technically speaking, in this section, we give a duality-based
yet another proof of these theorems. The purpose of this proof
is not to simplify the original proofs but to highlight a duality
principle behind the variety theorems that is slightly different from
the principles adopted in [2, 3, 8, 11]. In this paper, however, we
shall not proceed to generalizations; see §6 and §7.

In §5.1 we recall necessary concepts and results from [10, 30]
for the reader’s convenience; in §5.2 we prove the target theorems
using Theorem 8.4.10 [28] and Theorem 2, §4. In this relation,
we need to define the notion of local varieties as in [2]; for this
aim, the original definitions of C-varieties are slightly modified but
equivalent to the original ones.

5.1 The variety theorems

Denote by Free.Mon the category of free monoids (over finite
alphabets) and monoid homomorphisms; the symbols C,C0

· · ·

denote those subcategories of Free.Mon which contain all free
monoids as objects. If a homomorphism f : A⇤

! B⇤ belongs to
some C ✓ Free.Mon, we denote it as f 2 C.

The central concepts for the variety theorems of [10, 30] are
C-varieties of (i) regular languages, (ii) finite stamps (= finite
monoids with fixed generators), and (iii) finite actions (= DFAs
in our terminology). Then the variety theorems claim canonical
bijective correspondences between varieties of these three types.
Following [2], we also define local varieties.

Definition 8 (C-varieties of regular languages). A class V of
regular languages is called a C-variety of regular languages if,
denoting VA := {L ✓ A⇤

| L 2 V}, the following properties
hold:

R1) ; 2 VA and A⇤
2 VA for every alphabet A;

R2) if L,R 2 VA, then L [R,L \R and A⇤
\L 2 VA;

R3) if L 2 VA and w 2 A⇤, then w�1L and Lw�1
2 VA;

R4) if L 2 VB and f : A⇤
! B⇤

2 C, then f�1L 2 VA.

A class VA of regular languages over A is called a local variety of
regular languages if it satisfies R1), R2) and R3).

Here, for a language L ✓ A⇤ and a word w 2 A⇤, we denote by
w�1L ✓ A⇤ the language {u 2 A⇤

| wu 2 L} and call it the left
quotient of L by w. The language Lw�1

✓ A⇤ is defined similarly
and called the right quotient of L by w. The original varieties
of regular languages in Eilenberg’s sense are exactly C-varieties
of regular languages with C = Free.Mon in particular. In this
sense, the notion of C-varieties of regular languages subsumes the
original varieties.

Definition 9 (Finite stamps). A finite stamp over an alphabet A is
a surjective homomorphism s : A⇤ ⇣ M onto a finite monoid M .

Here, given two finite stamps s : A⇤ ⇣ M and t : A⇤ ⇣ N
over the same alphabet A, the product of s and t is defined as
u : A⇤ ⇣ U , where U is the image of the pairing homomorphism
hs, ti : A⇤

! M⇥N and u is the canonical factor of hs, ti through
U . We denote by s ⇤ t the product of s and t. Finally, we denote by
1A : A⇤ ⇣ 1 the stamp onto the trivial singleton monoid 1.

Definition 10 (C-variety of finite stamps). A class V of finite
stamps is called a C-variety of finite stamps if, denoting VA :=
{s : A⇤ ⇣ M | s 2 V}, the following properties hold:
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M1) 1A : A⇤ ⇣ 1 is in VA for every alphabet A;
M2) if s : A⇤ ⇣ M, t : A⇤ ⇣ N 2 VA, then s ⇤ t 2 VA;
M3) if s : A⇤ ⇣ M 2 VA and h : M ⇣ N is surjective, then

h � s 2 VA;
M4) if t : B⇤ ⇣ N 2 VB and s : A⇤ ⇣ M is such that

j � s = t � f where j : M ,! N is an embedding, and
f : A⇤

! B⇤ is in C, then s 2 VA.

A class VA of finite stamps over A is called a local variety of finite
stamps if it satisfies M1), M2) and M3).

There is a canonical bijective correspondence between pseudo-
varieties of finite monoids in the sense of Eilenberg [12] and C-
varieties of finite stamps with C = Free.Mon in particular (cf.
[30]). In this sense, C-varieties of finite stamps subsume Eilen-
berg’s pseudo-varieties of finite monoids, as in the case of C-
varieties of regular languages.

Finally finite actions are defined as follows; they are equivalent
to DFAs in our terminology.

Definition 11 (Finite actions). A finite action over an alphabet A
is a map s : A⇤

⇥ S ! S such that S is a finite set; and for
every u, v 2 A⇤ and ⇠ 2 S, we have s(u, s(v, ⇠)) = s(uv, ⇠) and
s(", ⇠) = ⇠. We usually write s(u, ⇠) = u · ⇠.

Given two finite actions s : A⇤
⇥ S ! S and t : A⇤

⇥ T ! T
over the same alphabet A, the product of s and t is the finite
action whose set of states is S ⇥ T ; and the transition function is
given by A⇤

⇥ S ⇥ T 3 (u, ⇠, ⌘) 7! (u · ⇠, u · ⌘) 2 S ⇥ T .
We denote this finite action by s ⇥ t. Also, we say that t is a
subaction of s if T ✓ S and u · ⇠ 2 T for every ⇠ 2 T and
u 2 A⇤; we say that t is a quotient of s if there exists a surjection
⇡⇤ : S ⇣ T such that (u · ⇠)⇡⇤ = u · (⇠⇡⇤) for every ⇠ 2 S
and u 2 A⇤; and also, for a finite action s : B⇤

⇥ S ! S and a
homomorphism f : A⇤

! B⇤, we denote by f⇤s the finite action
s � (f ⇥ idS) : A⇤

⇥ S ! B⇤
⇥ S ! S. Finally, we say that a

finite action � : A⇤
⇥ S ! S is trivial if �(u, ⇠) = ⇠ for every

u 2 A⇤ and ⇠ 2 S.

Definition 12 (C-variety of finite actions). A class V of finite
actions is called a C-variety of finite actions if, denoting VA :=
{� : A⇤

⇥ S ! S | � 2 V }, the following properties hold:

D1) all trivial finite actions over A are in VA;
D2) if s : A⇤

⇥ S ! S 2 VA and t : A⇤
⇥ T ! T 2 VA, then

s⇥ t 2 VA;
D3) if s : A⇤

⇥ S ! S 2 VA and t is a subaction of s, then
t 2 VA;

D4) if s : A⇤
⇥S ! S 2 VA and t is a quotient of s, then t 2 VA;

D5) if s : B⇤
⇥ S ! S 2 VB and f : A⇤

! B⇤
2 C, then

f⇤s : A⇤
⇥ S ! S 2 VA.

A class VA of finite actions over A is called a local variety of finite
actions if it satisfies D1), D2), D3) and D4).

The variety theorems of Straubing [30] and Chaubard et al. [10] can
be stated as follows: Let R,M,D denote the lattices consisting of
(i) C-varieties of regular languages; (ii) those of finite stamps; and
(iii) those of finite actions respectively, where the order is given by
the inclusion of C-varieties.

Theorem 3 (Straubing, [30]; Chaubard, Pin, Straubing, [10]).
There are canonical isomorphisms R ' M ' D of lattices.

Remark 6. When C = Free.Mon, the isomorphism R ' M
implies the original Eilenberg variety theorem.

5.2 The variety theorems via duality theorems

We proceed to our proof of the isomorphism R ' M ' D that
explicitly uses the duality theorems, Theorem 8.4.10 of Rhodes et

al. [28] and Theorem 2, §4. For this purpose, we construct distinct
but isomorphic lattices R0 (' R), M0 (' M) and D0 (' D)
that consist of certain functors from C to BiAlg

op, Prof .Mon,
Semi-Galois

op respectively. (Here BiAlg denotes the category
of bialgebras over F2 and bialgebra homomorphisms, cf. [28].) The
isomorphism R0

' M0
' D0 is directly proved by the equivalence

BiAlg

op

' Prof .Mon ' Semi-Galois

op, from which the
target isomorphism R ' M ' D follows; one can also see that
this construction of isomorphism coincides with the original one
given in [10, 30] (cf. Remark 8).

Let A be an alphabet. Denote by RA,MA and DA the lattices of
local varieties of regular languages, finite stamps, and finite actions
over A respectively, where the order is given by the inclusion of
local varieties. These lattices are canonically isomorphic to certain
lattices made from bialgebras over F2, profinite monoids and semi-
galois categories; and using this fact, the isomorphism R ' M '

D is proved as sketched just above.
We start with the most straightforward one, i.e. the lattice MA.

Let M0
A be the lattice consisting of (isomorphism classes of) quo-

tients ⇡ : cA⇤ ⇣ M of the free profinite monoid cA⇤ in Prof .Mon.
Here, two quotients ⇡ : cA⇤ ⇣ M and ⇡0 : cA⇤ ⇣ M 0 are or-
dered ⇡  ⇡0 if and only if there is a surjective homomorphism
� : M 0 ⇣ M such that ⇡ = � � ⇡0. Then:

Proposition 2 (More generally, see Chen and Urbat [11]). There is
a canonical isomorphism MA ' M0

A of lattices.

The isomorphism MA ! M0
A is given by taking inverse limits

of local varieties VA of finite stamps over A. (We regard a local
variety of finite stamps VA as an inverse system of finite monoids
by ordering s : A⇤ ⇣ Ns  s0 : A⇤ ⇣ Ns0 if and only if
there exists a surjective homomorphism � : Ns0 ⇣ Ns such that
s = � � s0.)

A corresponding isomorphism for the lattice RA was given
by Rhodes et al. [28]. We recall only two necessary facts from
their work; for more detail, the reader is referred to §8.4 [28]. Let
Reg(A) be the Boolean algebra of all regular languages over A.
Then, they pointed out the facts that:

1. Reg(A) canonically admits a structure of bialgebra over F2

(e.g. [1]); and

2. A class VA ✓ Reg(A) is a local variety of regular languages
over A if and only if VA is a sub-bialgebra of Reg(A).

Generally, Boolean algebras are equivalent to Boolean rings whose
summation is given by the symmetric difference L�R := (L\R)[
(R\L); and thus, can be regarded also as vector spaces over F2.
The bialgebra structure of Reg(A) is the one with respect to this
vector-space structure. The above two facts means that (1) Reg(A)
is an object of BiAlg; and (2) if we denote by R0

A the lattice
consisting of (isomorphism classes of) subobjects of Reg(A) in
BiAlg, then it characterizes RA

2:

Proposition 3 (Rhodes and Steinberg, §8.4, [28]). There is a
canonical isomorphism RA ' R0

A of lattices.

2 To characterize local varieties of regular languages, one can also use
comonoids in the category Bool of Boolean algebras as they are equiva-
lent to bialgebras over F2, cf. §8.4 [28]. One advantage of using bialgebras
instead of Boolean comonoids is that the former is relatively comprehen-
sible in the sense that they are well studied in representation theory, e.g.
[1]. In fact, to our understanding, a major ingredient of the characteriza-
tion of local varieties of regular languages as bialgebras over F2 in [28] is
that it suggests us a systematic approach to the classification of varieties
of regular languages based on representation theory of profinite monoids.
This direction itself would be a promising research direction, although we
cannot pursue it here.
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Finally, let VA be any class of finite actions over an alphabet A;
and define a category DFA(VA) to be the full subcategory of
A-DFA (cf. §2) whose objects are finite actions that belong to
VA. (Finite actions are identified with DFAs.) Also, denote by
FVA : DFA(VA) ! Sets! the restriction of the forgetful
functor FA : A-DFA ! Sets! to the subcategory DFA(VA) ✓
A-DFA. Then:

Lemma 5. A class VA of finite actions over A is a local variety
of finite actions over A if and only if hDFA(VA),FVAi is a
semi-galois subcategory of hA-DFA,FAi— i.e. a subobject of
hA-DFA,FAi in Semi-Galois.

Moreover, we have a fully abstract characterization of such semi-
galois categories (cf. Remark 4, §4):

Lemma 6. A semi-galois category hC ,Fi is equivalent to the
category hDFA(VA),FVAi for some local variety VA over A if
and only if ⇡1(C ,F) is topologically generated by |A| elements.

Denote by D0
A the lattice of (isomorphism classes of) subobjects

of the semi-galois category hA-DFA,FAi in Semi-Galois. By
assigning VA 7! hDFA(VA),FVAi, we obtain:

Proposition 4. There is a canonical isomorphism DA ' D0
A of

lattices.

To proceed to the proof of R ' M ' D, we recall the idea
of Rhodes et al. [28] of regarding varieties of regular languages
(= Free.Mon-varieties) as suitable functors from Free.Mon

to BiAlg

op. Since their method can be applied to arbitrary C-
varieties of regular languages, their method is rephrased in our
terminologies here.

Let V be a C-variety of regular languages, and put VA :=
{L 2 Reg(A) | L 2 V} for each alphabet A. Then, by definition,
each VA is clearly a local variety of regular languages over A (cf.
Definition 8). Thus, by Proposition 3, each VA is a sub-bialgebra
of the bialgebra Reg(A); in particular, VA 2 BiAlg. Moreover,
the assignment C 3 A⇤

7! VA 2 BiAlg on objects extends
to a functor, denoted V : C ! BiAlg

op, by assigning to each
f : A⇤

! B⇤
2 C the inverse map f�1 : VB ! VA. (Note

that this is well-defined because V satisfies the axiom R4, i.e. for
each L 2 VB the inverse image f�1L 2 Reg(A) belongs to
VA.) Thus, each C-variety V of regular languages defines a functor
V : C ! BiAlg

op in a canonical way.
In particular, let Reg be the C-variety of regular languages such

that RegA = Reg(A), i.e. the C-variety consisting of all regular
languages. Then this C-variety of regular languages also defines a
functor denoted Reg : C ! BiAlg

op; and other functors V :
C ! BiAlg

op induced from C-varieties are all subfunctors of
this functor Reg : C ! BiAlg

op. Conversely, every subfunctors
of the functor Reg : C ! BiAlg

op arise in this way; in other
words, C-varieties of regular languages bijectively correspond to
(isomorphism classes of) subfunctors of Reg : C ! BiAlg

op. In
summary, if we denote by R0 the lattice consisting of (isomorphism
classes of) subfunctors of Reg : C ! BiAlg

op, then this
argument concludes that:

Theorem 4 (Rhodes and Steinberg, [28]). There is a canonical
isomorphism R ' R0 of lattices.

By the same construction, this argument applies to the lattices M
and D as well, which we now sketch briefly. First, let FC : C !

Prof .Mon be the functor that assigns to each A⇤ its free profinite
completion cA⇤; and to each f : A⇤

! B⇤
2 C the canonically

induced homomorphism f̂ : cA⇤
!

cB⇤. Now, denote by M0

the lattice consisting of (isomorphism classes of) quotients of the
functor FC : C ! Prof .Mon (that is ordered in the same way

as M0
A). Using Proposition 2 in place of Proposition 3 in the above

argument, we obtain:

Theorem 5. There is a canonical isomorphism M ' M0 of
lattices.

Similarly, let DFA : C ! Semi-Galois

op denote the functor
that assigns to each A⇤ the semi-galois category hA-DFA,FAi;
and to f : A⇤

! B⇤
2 C the arrow R(f̂) : hB-DFA,FBi !

hA-DFA,FAi in Semi-Galois. (We identify hA-DFA,FAi

with h

cA⇤-Sets!,FcA⇤i; and the arrow R(f̂) is the one defined
in §4.) Denote by D0 the lattice consisting of (isomorphism classes
of) subfunctors of DFA : C ! Semi-Galois

op. Then, using
Proposition 4 in place of Proposition 3 in the above argument, we
obtain:

Theorem 6. There is a canonical isomorphism D ' D0 of lattices.

Finally, to deduce the target isomorphisms R ' M ' D, it is
sufficient to prove the isomorphisms R0

' M0
' D0. Since the

latter lattices consist of functors from C to BiAlg

op,Prof .Mon

and Semi-Galois

op respectively, their isomorphisms can be di-
rectly proved from (I) the dualities BiAlg

op

' Prof .Mon

(Theorem 8.4.10, [28]) of Rhodes et al.; and (II) Prof .Mon '

Semi-Galois

op (Theorem 2, §4); and also the fact that (I’) the
bialgebra Reg(A) corresponds to cA⇤ by the duality BiAlg

op

'

Prof .Mon (cf. §8.4, [28]); and that (II’) cA⇤ corresponds to
hA-DFA,FAi by the duality Prof .Mon ' Semi-Galois

op.
This argument completes the proof of the target isomorphisms
R ' M ' D.

Remark 7. The isomorphism R ' M ' D constructed here
coincides with the original constructions given in [10, 30] that use
syntactic monoids of regular languages, transformation monoids of
DFAs and recognized languages of DFAs.

Remark 8. This fact implies the following fact: Let V 2 R be
a (Free.Mon-) variety of regular languages and denote by CVA

the full subcategory of A-DFA whose objects are those DFAs
which accept languages in VA (with respect to any initial and fi-
nal states). Also let FVA : CVA ! Sets! be the restriction of the
fiber functor FA : A-DFA ! Sets! to CVA ✓ A-DFA. Then
(I) hCVA ,FVAi is a semi-galois category; and (II) its fundamental
monoid ⇡1(CVA ,FVA) is isomorphic to the relatively free profi-
nite monoid ⌦AV with respect to the pseudo-variety V of finite
monoids that corresponds to V under R ' M.

6. A Galois-type Fundamental Theorem

These facts provide us a reason for pursuing the general relation-
ship between the structure of semi-galois categories hC ,Fi and that
of their fundamental monoids ⇡1(C ,F). Naively speaking, in the
context of Eilenberg’s variety theory, Remark 8 indicates that de-
termining ⇡1(C ,F) for a given semi-galois category hC ,Fi can
play an auxiliary role in specifying the pseudo-variety V of finite
monoids that corresponds to a given variety V of regular languages.
The major difference from the original construction which uses rec-
ognizable languages or syntactic monoids is that the construction
hC ,Fi 7! ⇡1(C ,F) itself no longer depends on any specific rep-
resentation of objects in hC ,Fi; in other words, it becomes rea-
sonable to deal with the problem of determining the structure of
⇡1(C ,F) as a problem of interest in its own right, independent
from the original meaning.

In the context of the study on profinite monoids itself too, under-
standing the relationship between hC ,Fi and ⇡1(C ,F) provides
us another angle from which we can look at profinite monoids.
Since profinite monoids are still mysterious objects in general, the
current section aims at developing an indirect approach to profi-
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nite monoids based on semi-galois categories. We give in §6.2 an
analogue to the classical Galois theorem for covering spaces; for
this purpose, we recall the notion of discrete cofibrations over cat-
egories in §6.1.

6.1 Discrete cofibrations

Let E ,C be categories, and p : E ! C be a functor. Denote
by p�1(X) for each X 2 C the set of objects ⇠ 2 E such that
p(⇠) = X . With this notation, we define:

Definition 13 (Discrete cofibrations). A functor p : E ! C is
called a discrete cofibration over C if for every object ⇠ 2 p�1(X)
and arrow f : X ! Y in C , there exists a unique arrow f̄ : ⇠ ! ⌘
in E such that p(f̄) = f . The category E is called the total category
of p, while C is the base category.

The induced arrow f̄ : ⇠ ! ⌘ is called the lifting of f : X ! Y
onto ⇠ 2 p�1(X). In what follows, the set p�1(X) ✓ E is denoted
abusively by EX and called the fiber of p : E ! C over X 2 C .
If the fiber EX is a finite set for every X 2 C , then we say that
the discrete cofibration p : E ! C is finite. In this paper, we
consider only finite discrete cofibrations. Finally, objects ⇠ 2 EX

over X 2 C are sometimes denoted (X, ⇠) 2 E in order to show
the base object X 2 C .

Definition 14 (Deck-transformation monoid). Let p : E ! C be
a finite discrete cofibration. A deck transformation of p : E ! C
is a functor � : E ! E such that p � � = p. Also the deck-
transformation monoid �(E /C ) is the monoid that consists of deck
transformations of p.

Remark 9. The monoid �(E /C ) is equipped with a canonical
profinite topology induced from the natural inclusion �(E /C ) ✓Q

X2C End(EX). (Here End(EX) denotes the discrete set of en-
domorphisms on the finite set EX .) So we deal with it as a profinite
monoid.

Let hC ,Fi be a semi-galois category. Then we can associate to
hC ,Fi a discrete cofibration p : E (C ,F) ! C with the total
category E (C ,F) =: E over C defined as follows. The set of
objects of E is the set of all pairs (X, ⇠) of objects X 2 C
and ⇠ 2 F(X); the set of arrows from (X, ⇠) to (Y, ⌘) in E
consists of arrows f : X ! Y in C such that ⇠f⇤ = ⌘. (This
category E = E (C ,F) is conventionally called the category of
elements of F.) The fiber functor p : E ! C is defined by
setting p(X, ⇠) := X and p(f) := f for each (X, ⇠) 2 E and
f : (X, ⇠) ! (Y, ⌘). Then, the resulting functor p : E ! C forms
a finite discrete cofibration over C . The following is standard:

Proposition 5. Let hC ,Fi be a semi-galois category; and p :
E ! C be the associated cofibration. Then we have a canonical
isomorphism ⇡1(C ,F) ' �(E /C ) of profinite monoids.

Explicitly, let � 2 ⇡1(C ,F) be a natural endomorphism � : F )

F. Then the corresponding deck transformation �0 : E ! E 2

�(E /C ) is given by �0(X, ⇠) := (X,�X(⇠)) for each (X, ⇠) 2 E .

Remark 10. Let hC ,Fi be a semi-galois category. The associated
cofibration p : E (C ,F) ! C enjoys a certain universal property
with respect to the profinite monoid ⇡1(C ,F). For this reason, we
may call them the universal cofibration over C . In this paper, how-
ever, we cannot formalize this universality due to page limitation
since this requires a discussion of 2-categorical concepts.

6.2 Galois-type Fundamental Theorem

The classical Galois theorem for covering spaces states that: for
a suitably connected topological space X , (normal) subgroups of
its fundamental group ⇡1(X) bijectively correspond to (normal)
subcoverings of the universal covering X̃ ! X over X . (See e.g.

[21], or [19] where one can find how this Galois theorem can be
utilized in combinatorial group theory.) The goal of this section is
to give an analogue of this theorem, where covering spaces over
topological spaces are replaced by finite discrete cofibrations over
semi-galois categories.

More specifically, for each idempotent ✓ 2 ⇡1(C ,F), we con-
struct a certain finite discrete cofibration p✓ : E✓ ! C over C
so that (I) the total category E✓ is a full subcategory of E (C ,F)
and p✓ : E✓ ! C is the restriction of the associated cofibration
p : E (C ,F) ! C of hC ,Fi; and moreover (II) closed subgroups
G  ⇡1(C ,F) whose identity is ✓ correspond bijectively to dis-
crete sub-cofibrations E✓ ! K ! C of p✓ : E✓ ! C such
that their deck-transformation monoids �(E✓/K ) transitively act
on each fiber of E✓ ! K .

The proof is given by two steps to clarify the central idea: First
we give such a result for closed subgroups G  �(E /C ) at the
identity; and then apply the same idea to the case of arbitrary
idempotents ✓ 2 �(E /C ).

Closed subgroups at the identity 1

Let hC ,Fi be a semi-galois category; p : E ! C be the associated
cofibration; and let G  �(E /C ) be a closed subgroup of �(E /C )
at the identity 1. Then we can define (I) a category E G and (II) two
cofibrations pG : E ! E G and rG : E G

! C so that p = rG�pG.
(Generally, we say that such a decomposition E ! E G

! C is a
sub-cofibration of p : E ! C .)

First, informally speaking, the category E G is constructed by
taking the ‘quotient’ of E by the action of the group G. Precisely
we say that two objects (X, ⇠) and (X 0, ⇠0) in E are G-equivalent
if X = X 0 and there exists � 2 G such that �(X, ⇠) = (X 0, ⇠0),
whence we denote it as (X, ⇠) ⇠G (X 0, ⇠0). This is clearly an
equivalence relation on objects in E ; and the G-equivalent class
containing (X, ⇠) is denoted (X, [⇠]G). Now, we define the set of
objects of E G as that of G-equivalent classes (X, [⇠]G); and the set
of arrows from (X, [⇠]G) to (Y, [⌘]G) as that of arrows f : X ! Y
in C such that ⇠f⇤ = ⌘. Then the value of [⇠f⇤]G does not depend
on the choice of ⇠ in [⇠]G.

Secondly, the functor pG : E ! E G is defined by setting
pG(X, ⇠) := (X, [⇠]G) on objects; and pG(f) := f on arrows
f : (X, ⇠) ! (Y, ⌘) in E . Similarly, the functor rG : E G

! C is
defined by setting rG(X, [⇠]G) := X on objects; and rG(f) := f
on arrows f : (X, [⇠]G) ! (Y, [⌘]G) in E G. Then, we have clearly
the strict equality p = pG � rG of functors. Moreover:

Lemma 7. The functors pG : E ! E G and rG : E G
! C are

finite discrete cofibrations.

Now we start with characterizing what type of sub-cofibrations of
p : E ! C is of the form pG : E ! E G for some closed subgroup
G  �(E /C ). For this aim, we define transitive cofibrations.

Definition 15 (Transitive cofibration). We say that a finite discrete
cofibration p : E ! C is transitive when the deck-transformation
monoid �(E /C ) acts transitively on each fiber EX of E . That is,
for each (X, ⇠), (X, ⇠0) 2 EX , there exists � 2 �(E /C ) such that
�(X, ⇠) = (X, ⇠0).

Lemma 8. For every closed subgroup G  �(E /C ), the above
cofibration pG : E ! E G is transitive and essentially surjective.

Moreover:

Proposition 6. Let G  �(E /C ) be a closed subgroup. Then we
have �(E /E G) = G in �(E /C ).

This implies that the assignment G 7! (E
pG

��! E G rG
��! C ) is

injective. In fact, this is also bijective to transitive and essentially
surjective discrete sub-cofibrations E ! K ! C :
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Proposition 7. Let p : E
q
�! K

r
�! C be a sub-cofibration of

p such that q is transitive and essentially surjective. Then we have
an equivalence E G

' K with G := �(E /K ) being a closed
subgroup of �(E /C ).

Therefore, closed subgroups G  �(E /C ) at the identity 1 bijec-
tively correspond to sub-cofibrations p : E

q
�! K

r
�! C such that

q : E ! K is transitive and essentially surjective.

Closed subgroups at arbitrary idempotents

Let ✓ 2 �(E /C ) be an idempotent. Then we would like to classify
closed subgroups G  ✓ · �(E /C ) · ✓ at ✓ in terms of suitable
cofibrations over C . For this purpose, we define a full subcategory
E✓ ✓ E by which closed subgroups of �(E /C ) at ✓ are indeed
classified in the same manner as the above special case of ✓ = 1.

To be specific, the full subcategory E✓ ✓ E is defined as the one
consisting of those objects (X, ⇠) 2 E which are stable under the
action of ✓, i.e. ✓(X, ⇠) = (X, ⇠); the restriction of the cofibration
p : E ! C onto E✓ ✓ E is denoted p✓ : E✓ ! C . Then the
following is immediate:

Proposition 8. The functor p✓ : E✓ ! C is a finite discrete
cofibration over C .

Now, the following proposition describes the most characteristic
property of this cofibration p✓ : E✓ ! C .

Proposition 9. �(E✓/C ) ' ✓ · �(E /C ) · ✓.

Explicitly, notice that ✓(X, ⇠) 2 E✓ for every (X, ⇠) 2 E . So,
given  2 �(E✓/C ), we can define a functor E 3 (X, ⇠) 7!

(✓ � � ✓)(X, ⇠) 2 E that belongs to ✓ ·�(E /C ) · ✓; in fact, if we
denote it as �, then � = ✓ ��� ✓; it is easy to see that this defines a
homomorphism from �(E✓/C ) to ✓ ·�(E /C ) ·✓. (Use the fact that,
for (X, ⇠) 2 E✓ , we have (✓� �✓)(X, ⇠) =  (X, ⇠)). The inverse
is given just by restricting ✓ ��� ✓ : E ! E 2 ✓ ·�(E /C ) · ✓ onto
E✓ ✓ E .

The above constructions in the case of ✓ = 1 can be similarly
applied to p✓ : E✓ ! C , by which we obtain the intended theorem:

Theorem 7 (Galois-type Fundamental Theorem). Let hC ,Fi be
a semi-galois category; let ✓ 2 ⇡1(C ,F) be an idempotent; and
p : E (C ,F) ! C be the associated cofibration, denoting E :=
E (C ,F). Then there exists a bijective correspondence between (i)
closed subgroups G  ⇡1(C ,F) at ✓; and (ii) sub-cofibrations
E✓ ! K ! C of E✓ ! C such that E✓ ! K is transitive and
essentially surjective.

7. Concluding Remarks

Following the line of Gehrke et al. [13] and Rhodes et al. [28],
the current paper gave in §5 a duality-based reinterpretation of the
classical Eilenberg-type variety theorems due to Straubing [30] and
Chaubard et al. [10]. Semi-galois categories, in this context, are the
structures that abstract the classical concept of (local) varieties of
finite actions (cf. Lemma 5 and 6 in §5); and based on this abstrac-
tion, the isomorphisms R ' M ' D of the lattices of C-varieties
were proved using the dualities BiAlg

op

' Prof .Mon '

Semi-Galois

op, instead of the original direct construction using
syntactic monoids of regular languages, transformation monoids of
DFAs and recognized languages of DFAs (cf. Remark 8, §5). This
reformulation of the variety theorems then led us to study in §6 the
general relationship between the structure of semi-galois categories
hC ,Fi and that of their fundamental monoids ⇡1(C ,F); there, we
gave a Galois-type classification of closed subgroups of profinite
monoids in terms of finite discrete cofibrations over semi-galois
categories.

Historically, our reformulation of the variety theorems [10, 30]
can be regarded as a natural continuation of Almeida’s approach [4]

to pseudo-varieties of finite monoids using profinite monoids. This
approach itself has been developed since the 1980s (cf. [6]), and as
mentioned in §1, the recent work of Gehrke et al. [13] and Rhodes
et al. [28] (cf. Proposition 3, §5) further clarified the relationship
between profinite monoids and varieties of regular languages. Our
results in §5 is then to give a DFA-counterpart to these approaches
[4, 13, 28] and to combine them in a coherent way.

We conclude this paper by mentioning to future directions. Our
framework of the classical variety theorems indicates an apparent
connection between Eilenberg’s variety theory and Grothendieck’s
Galois theory (cf. [14]) in that semi-galois categories include galois
categories. So this connection motivates us to import ideas from the
latter into the former: Specifically, since profinite monoids are of
special interest in Eilenberg’s variety theory, we are concerned with
giving a geometric construction of profinite monoids, extending
that of étale fundamental groups ⇡1(S, s) of connected schemes
(cf. [18]); in fact, such a construction, if exists, will provide us a
geometric method of analyzing the structure of profinite monoids,
and perhaps, yield a much better variant of Theorem 7 in §6. So this
research direction is one of the most essential and intended future
directions of the current work.

Another possible direction of future work is the one recently
pursued by [2, 3, 11]. As mentioned in §1, there are several similar
variants of Eilenberg’s variety theorem [22, 24, 26]; but, to the best
of our knowledge, it is the recent works [2, 3, 11] that gave for the
first time unifications of these variants in a single framework. In this
relation a natural question is whether these variants [22, 24, 26] can
be unified also in a compatible way with the current work, since our
framework is slightly different from those developed in [2, 3, 11].
In this paper, we focused on the original case of Eilenberg’s vari-
ety theorem and did not study the other variants [22, 24, 26]; this
is mainly because our major concern is with the structure of profi-
nite monoids, which are still mysterious in general. Nevertheless,
since there exists an apparent similarity among several variants of
Eilenberg’s variety theorem [22, 24, 26] and a unification of them
could lead to new variants of the theorem as shown by Adámek et
al. [3], this research direction is of interest in its own right and may
deserve to be pursued further.
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Abstract

Combining insights from the study of type refinement systems and
of monoidal closed chiralities, we show how to reconstruct Law-
vere’s hyperdoctrine of presheaves using a full and faithful embed-
ding into a monoidal closed bifibration living now over the com-
pact closed category of small categories and distributors. Besides
revealing dualities which are not immediately apparent in the tradi-
tional presentation of the presheaf hyperdoctrine, this reconstruc-
tion leads us to an axiomatic treatment of directed equality pred-
icates (modelled by hom presheaves), realizing a vision initially
set out by Lawvere (1970). It also leads to a simple calculus of
string diagrams (representing presheaves) that is highly reminis-
cent of C. S. Peirce’s existential graphs for predicate logic, refining
an earlier interpretation of existential graphs in terms of Boolean
hyperdoctrines by Brady and Trimble. Finally, we illustrate how
this work extends to a bifibrational setting a number of fundamen-
tal ideas of linear logic.

Categories and Subject Descriptors F.3.2 [Logics and Meanings
of Programs]: Semantics of Programming Languages

Keywords Lawvere’s presheaf hyperdoctrine, monoidal closed
bifibrations, type refinement systems, monoidal closed chiralities,
linear logic.

1. Introduction

An intriguing discrepancy. There is an intriguing and longrun-
ning discrepancy in categorical logic between the way conjunction
is coupled to implication in cartesian closed categories, and the way
existential quantification is coupled to universal quantification in
hyperdoctrines. In a cartesian closed category C , every object A
induces an adjunction

A⇥� a A ) � (1)

where the implication functor

B 7! A ) B : C �! C

is right adjoint to the conjunction functor

B 7! A⇥B : C �! C .
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This categorical situation should be compared with the way quan-
tification is handled in a hyperdoctrine. Recall that a hyperdoctrine
in the sense of Lawvere is first of all a (pseudo) functor

P : B op �! Cat

from a base category B to the category Cat of small categories and
functors. The intuition behind this definition is that every object A
of the category B is assigned a “category of predicates” noted P

A

,
and every morphism f : A ! B of B induces a functor

P
f

: P
B

�! P
A

called “substitution” along f . The leading example of a hyperdoc-
trine is the “subset hyperdoctrine” with basis the category B =

Set of sets and functions, equipped with the powerset functor P
which transports every set A to the set (P

A

,✓) of subsets of A
ordered by inclusion. Note that the ordered set P

A

is seen here as
the ordered category where two subsets R,S ✓ A are related by a
morphism R ! S precisely when R ✓ S. The substitution functor
along a function f : A ! B is defined by transporting every subset
S ✓ B to its inverse image

P
f

= S 7! { a 2 A | fa 2 S }.
The definition of a hyperdoctrine then additionally asks for a pair
of functors

⌃

f

, ⇧

f

: P
A

�! P
B

called “existential quantification” and “universal quantification”
along f , which are respectively left and right adjoint to the sub-
stitution functor:

⌃

f

a P
f

a ⇧

f

(2)

In the case of the subset hyperdoctrine, the functors ⌃

f

and ⇧

f

transport a subset R ✓ A to the following subsets of B:
⌃

f

R = { b 2 B | 9a 2 A, fa = b ^ a 2 R }
⇧

f

R = { b 2 B | 8a 2 A, fa = b ) a 2 R }
The difference between (1) and (2) is especially notable if one
thinks of dependent type theory, where existential quantification
provides a dependent form of conjunction, and universal quantifica-
tion a dependent form of implication. It is thus puzzling to see con-
junction and implication directly coupled by an adjunction in (1)
while they form in (2) a “ménage à trois” with the substitution func-
tor P

f

as intermediate.

In the present introduction, we explain how to reconcile the two
points of view in the specific subset hyperdoctrine on B = Set.
The choice of this hyperdoctrine is mainly pedagogical: we find
clarifying to explain some of our ideas in this familiar example.
However, as we will see, the ideas developed in this introduction
lift very smoothly to the more sophisticated situation when one re-
places B = Set by the cartesian closed category B = Cat of
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small categories and functors, and where the “category of predi-
cates” P

A

over a small category A is defined as the contravariant
presheaf category

P
A

:=

ˆ

A

def
= [A

op

,Set].

Lawvere introduced this example in his original article on hyper-
doctrines [11], and also considered its restriction to presheaves
over groupoids (B = Gpd) in his article describing a treatment
of equality in hyperdoctrines, which relied on a “Frobenius Reci-
procity” condition and certain Beck-Chevalley conditions [12]. The
presheaf hyperdoctrine is an important example despite the fact that
it does not in general satisfy these conditions, and indeed, Lawvere
even writes that this fact « should not be taken as indicative of a lack
of vitality [...] or even of a lack of a satisfactory theory of equality »
for the presheaf hyperdoctrine, but rather « that we have probably
been too naive in defining equality in a manner too closely sug-
gested by the classical conception » [12, p.11]. We will come back
to this important point later in the introduction.

From functions to relations. Our procedure to reconcile (1) and
(2) is inspired by linear logic and the shift from the cartesian
closed category Set to the symmetric monoidal closed (and in fact,
compact closed) category Rel which underlies its discovery by
Girard [8]. In particular, we will make a great usage of the two
“embedding” functors

emb

�
: Set ! Rel emb

 
: Set op ! Rel

which transport a set A to itself, and a function f : A ! B to the
binary relations

f

�
: A 9 B f

 
: B 9 A

where
f

�
= { (a, b) 2 A⇥B | fa = b }

f

 
= { (b, a) 2 B ⇥A | b = fa }

Notation: we write M : A 9 B for a binary relation M ✓ A⇥B

which defines a morphism A ! B in the category Rel. These
two faithful (but not full) functors emb

� and emb

 transport
the category Set and its opposite category Set op in the same
category Rel.

Bifibrations. Another important ingredient and source of inspira-
tion for our work is the notion of bifibration which we like to see as
a particular instance of type refinement system in the terminology
of [15, 16]. A bifibration may be defined as a functor

p : E �! B

which is at the same time a fibration and an opfibration. Following
the principles and notations of type refinement systems, an object
R of E is said to “refine” an object A of B (written R @ A) if
p(R) = A, while a “derivation” of a typing judgment

R =)
f

S

(where f : A ! B, R @ A, and S @ B) is defined as a morphism
↵ : R ! S in the category E whose image by the functor p is
the morphism f . The definition of a bifibration then asserts that the
functor (or “refinement system”) p is equipped with operations for
pushing or pulling an object of E along a morphism of B

R @ A f : A ! B

push
f

R @ B

f : A ! B S @ B

pull
f

S @ A

such that there is a one-to-one correspondence of derivations,

R =)
f ;g

R

0

push
f

R =)
g

R

0

S

0
=)
e;f

S

S

0
=)
e

pull
f

S

written here as invertible inference rules in the proof-theoretic
style of refinement systems (see [15, 16] for details). Notably, this
structure is sufficient to derive inference rules

R1 =)
id

A

R2

push
f

R1 =)
id

B

push
f

R2

S1 =)
id

B

S2

pull
f

S1 =)
id

A

pull
f

S2

as well as isomorphisms

pull(f ;g)S ⌘ pull
f

pull
g

S pullidS ⌘ S

push(g�f)R ⌘ push
g

push
f

R pushidR ⌘ R

and a three-way correspondence of derivations:

push
f

(R) =)
id

B

S

R =)
f

S

R =)
id

A

pull
f

(S)

This argument establishes that any (cloven) bifibration p : E ! B
determines a pair of (pseudo) functors

push : B �! Cat pull : B op �! Cat

as well as a family of adjunctions

E
A

push
f

))

pull
f

ii

? E
B

relating the corresponding functors between the “fibre” categories
E
A

and E
B

(defined as subcategories of E containing only those
morphisms that project by p to identity morphisms in B).

A subset bifibration over sets and relations. Putting these two
sources of inspiration together: linear logic and bifibrations, we
construct a “subset bifibration”

p : Rel• �! Rel

where the category Rel• has objects the pairs (A,R) consisting of
a set A together with a subset R ✓ A ; and morphisms

M : (A,R) ! (B,S)

defined as the binary relations M : A 9 B satisfying the property

8a 2 A, 8b 2 B, (M(a, b) ^ Ra ) ) Sb.

The functor p transports every object (A,R) to the first compo-
nent A, and every morphism M : (A,R) ! (B,S) to the under-
lying relation M : A 9 B. The category Rel• may be seen as a
category of “pointed objects” in Rel, since an object (A,R) is the
same thing as a relation R : 1 9 A, with morphisms defined using
the 2-categorical structure of Rel provided by inclusion of binary
relations. The fiber or category of predicates P

A

= p

�1
(A) as-

sociated to a set A by the functor p is simply the set (P
A

,✓) of
subsets of A ordered by inclusion. An important point is that the
functor p just defined is a bifibration. Given a binary relation

M : A 9 B

the two functors
9
M

= push
M

: P
A

�! P
B

8
M

= pull
M

: P
B

�! P
A

are defined in the following way:

9
M

R = { b 2 B | 9a 2 A, M(a, b) ^Ra }
8
M

S = { a 2 A | 8b 2 B, M(a, b) ) Sb }
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for all subsets R ✓ A and S ✓ B. An easy computation shows
that 9

M

and 8
M

define a pair of adjoint functors

9
M

a 8
M

(3)

because 9
M

R ✓ S is equivalent to R ✓ 8
M

S for every R ✓ A

and S ✓ B. From this, we conclude that

Theorem 1.1. The functor p : Rel• ! Rel is a bifibration.

The associated fibre functor

R : Rel op �! Cat (4)

transports every set A to the set (P
A

,✓) of subsets of A ordered
by inclusion.

One hyperdoctrine decomposed into two bifibrations. The con-
struction of the subset bifibration p : Rel• ! Rel on sets and
relations leads us to a new way to think about existential and uni-
versal quantification in the subset hyperdoctrine P on the category
B = Set. Indeed, given a hyperdoctrine

P : B op �! Cat

it is always possible to “decorrelate” the pair of adjunctions (2) by
defining a pair of (pseudo) functors

P�
: B op �! Cat P 

: B �! Cat

where P�
= P and where P transports every object A 2 B

to the category P
A

and every morphism f : A ! B to the functor

P 
f

:= ⇧

f

: P 
A

�! P 
B

.

The key observation here is that the left-hand side adjunction

⌃

f

a P
f

of the hyperdoctrine p ensures that P� determines a bifibration
with basis the category B, while the right-hand side adjunction

P
f

a ⇧

f

ensures that P determines a bifibration with basis the opposite
category B op. In the case of the subset hyperdoctrine on B =

Set, one obtains in this way two (pseudo) functors

P�
: Set op �! Cat P 

: Set �! Cat

which provide an alternative and equivalent formulation of the
original subset hyperdoctrine P on the category Set. In particular,
P� and P determine a pair of bifibrations

p

�
: SubSet� ! Set p

 
: SubSet ! Set op

where the categories SubSet� and SubSet have the same
objects defined as pairs (A,R) consisting of a set A and of a
subset R ✓ A, while the morphisms

f : (A,R) �! (B,S)

are defined as the functions f : A ! B satisfying the property

8a 2 A, Ra ) S(fa)

in the case of SubSet� and as the functions f : B ! A satisfying
the property

8b 2 B, R(fb) ) Sb

in the case of SubSet . Note the change of orientation in the def-
inition of the morphisms of SubSet� and of SubSet . As ex-
pected, the functors p� and p

 transport every such morphism f :

(A,R) ! (B,S) to the underlying morphism f : A ! B in the
category Set for the functor p� and in the category Set op for the
functor p .

Putting everything back together. A quite extraordinary and in-
structive phenomenon appears at this point: the two bifibrations p�
and p

 and thus the hyperdoctrine P on Set may be recovered
from the bifibration p : Rel• ! Rel and the two embedding
functors:

emb

�
: Set ! Rel emb

 
: Set op ! Rel.

The reason is that, for every function f : A ! B, the following
equations hold:

9
f

� R = { b 2 B | 9a 2 A, f

�
(a, b) ^Ra }

8
f

 R = { b 2 B | 8a 2 A, f

 
(a, b) ) Ra }

for all R ✓ A. From this follows that

⌃

f

= 9
f

� ⇧

f

= 8
f

 

By uniqueness of a left or of a right adjoint, these two equations
together with (2) and (3) imply the series of equalities:

8
f

� = P
f

= 9
f

 .

The resulting picture reconciles (1) and (2) since the original series
of adjunctions of a hyperdoctrine (2) is replaced by a pair of
adjunctions

9
f

� a 8
f

� = 9
f

 a 8
f

 

living in two different bifibrations p

� and p

 , together with an
equality between the two functors 8

f

� and 9
f

 . An interesting
outcome of our decomposition of the subset hyperdoctrine P over
Set is that the existential quantification is entirely handled by the
bifibration p

� while the universal quantification is entirely handled
by the bifibration p

 . The decomposition reveals moreover that
the substitution functor P

f

of the subset hyperdoctrine is not
primitive, since it is the “superposition” of the two equal functors
8
f

� and 9
f

 .

Formally speaking, recall that every bifibration p : E ! B may
be “pulled back” along a functor F : C ! B in order to define a
bifibration q : F ! C on the category C :

F //

q

✏✏

pullback

E

p

✏✏

C
F

// B

whose fibre functor Q is simply obtained by precomposing the
fibre functor P of the bifibration p with the functor F op:

Q = P � F op

: C op

F

op

�! B op �! Cat.

In other words, the category of predicates Q
A

associated to an
object A of the category C coincides with the category of predi-
cates P

FA

of its image by the functor F . In the discussion above,
we have just established that

Theorem 1.2. The two bifibrations

p

�
: SubSet� �! Set p

 
: SubSet �! Set op

are equal to the bifibration

p : Rel• �! Rel

pulled back along the embedding functors emb

�
: Set ! Rel

and emb

 
: Set op ! Rel.

This means that there exists a pair of pullback diagrams

SubSet� //

p

�

✏✏

pullback

Rel•

pullback

p

✏✏

SubSet oo

p

 

✏✏

Set
emb�

// Rel Set op

emb 
oo
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which enable us to derive the two bifibrations p

� and p

 and
thus the subset hyperdoctrine P on the category Set of sets and
functions, from the subset bifibration p on the category Rel of sets
and relations.

A monoidal closed refinement system. Now that we have given
theoretical precedence to the subset bifibration p : Rel• ! Rel
over the hyperdoctrine P on Set, there remains to study the prop-
erties of this bifibration p more closely. In our work on refinement
systems, we have advocated the fundamental role played by the in-
teraction between the adjunctions of a monoidal closed refinement
system which would be a bifibration at the same time:

R⌦� a R ( � push
f

a pull
f

where R is a refinement and f : A ! B a morphism of the basis
category. Recall that by “(symmetric) monoidal closed refinement
system”, we simply mean a functor p : E ! B where the
categories E and B are (symmetric) monoidal closed and where
the functor p preserves the (symmetric) monoidal closed structure
of E up to coherent isomorphisms. A primary observation is that

Theorem 1.3. The refinement system p : Rel• �! Rel is
symmetric monoidal closed with tensor product and implication of
the category Rel• defined as

(A,R)⌦ (B,S)

def
= (A⇥B,R⌦ S)

(A,R) ( (B,S)

def
= (A⇥B,R ( S)

where the subsets R⌦ S and R ( S of A⇥B are defined as

R⌦ S = { (a, b) 2 A⇥B | Ra ^ Sb }
R ( S = { (a, b) 2 A⇥B | Ra ) Sb }

Note that the implication (A,R) ( (B,S) in Rel• is transported
by the functor p to the set A⌦B = A⇥B which plays the role of
internal hom A ( B in the compact closed category (Rel,⇥, 1).
It is very instructive to study how the adjunctions

R⌦� a R ( � 9
M

a 8
M

coming from the bifibrational and monoidal closed structure of p
interact, for R = (A,R) an object of Rel• and M a morphism
of Rel. For instance, one has the equality

9
M⌦N

(R⌦ S) = 9
M

R⌦ 9
N

S (5)

for all subsets R ✓ A and S ✓ B and relations M : A 9 C,
N : B 9 D. On the other hand, the canonical inclusion

8
M

R⌦ 8
N

S ✓ 8
M⌦N

(R⌦ S) (6)

is not an equality in general, for subsets R ✓ A and S ✓ B and
relations M : C 9 A, N : D 9 B. Consider for instance the case
where C = D = 1, where the two subsets

8
M

R⌦ 8
N

S = { (a, b) | (Ma ) Ra) ^ (Nb ) Sb) }
8
M⌦N

(R⌦ S) = { (a, b) | (Ma ^Nb) ) (Ra ^ Sb) }
are not equal for general subsets M,R ✓ A and N,S ✓ B.

Monoidal closed categories as chiralities. The observation that
Rel• is a symmetric monoidal closed category leads us to the idea
of reformulating it as a “symmetric monoidal closed chirality” in
the sense of [14]. Recall that:

Definition 1.4. A symmetric monoidal closed chirality (A ,B) is
a pair of symmetric monoidal categories

(A ,7, true) (B,6, false)

equipped with a symmetric monoidal equivalence

(A ,7, true)
(�)⇤

//

⇤(�)
oo

(B,6, false) op(0,1)

where the exponent op(0, 1) means that the orientation of the tensor
product 6 (of dimension 0) and of the morphisms (of dimension 1)
have been reversed ; together with two (pseudo)actions

6 : B ⇥ A �! A
7 : A ⇥ B �! B

together with two natural bijections:

A (m 7 a1 , a2 )
⇠
=

A ( a1 , m
⇤ 6 a2 )

B (

⇤
n 7 b1 , b2 )

⇠
=

B ( b1 , n 6 b2 )

for m, a1, a2 2 A and n, b1, b2 2 B, satisfying moreover two
coherence diagram, see [14] for details.

Every symmetric monoidal closed category (C ,⌦, I) may be
equivalently formulated as the symmetric monoidal closed chirality
defined by the pair of opposite categories:

(A ,7, true) = (C ,⌦, I) (B,6, false) = (C ,⌦, I)

op(0,1)
.

The advantage of this formulation is that the intuitionistic impli-
cation of the monoidal closed category A = C may be “decom-
posed” in just the same way as in classical logic or in linear logic:

a1 ( a2 := a

⇤
1 6 a2 (7)

where the operation (�)

⇤ implements an involutive negation, and
where the notation 6 reflects the fact that the tensor product of B
should be understood as a disjunction.

Bifibrations as chiralities. One main contribution of the paper
is to observe that the notion of “chirality” may be very elegantly
adapted to the notion of bifibration.

Definition 1.5. A bifibration chirality (p, q) is a pair of opfibra-
tions p and q

p : E ! B q : F ! C

together with a pair of equivalences

E
(�)⇤

//

⇤(�)
oo F op B

(�)⇤
//

⇤(�)
oo C op

inducing an equivalence of refinement systems:

E

p

✏✏

(�)⇤
// F op

⇤(�)
oo

q

op

✏✏

B
(�)⇤

// C op

⇤(�)
oo

In a bifibration chirality (p, q), the opfibration p is automatically a
fibration, where the pullback pull

f

can be computed as

pull
f

S ⌘ ⇤
(push

f

⇤S
⇤
) (8)

Equation (8) follows from the fact that the pushforward push
f

⇤

in the opfibration q is a pullback in the fibration q

op, and that
equivalences of refinement systems preserve pullbacks. We can
also derive it more explicitly in proof-theoretic style, from the
invertible inferences

R =)
g;f

S

S

⇤
=)
f

⇤;g⇤
R

⇤

push
f

⇤S
⇤
=)
g

⇤
R

⇤

R =)
g

⇤
(push

f

⇤S
⇤
)
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The subset bifibration p : Rel• ! Rel can be formulated as
a bifibration chirality (p, q) as follows. Define Rel� to be the
category whose objects are subsets R ✓ A, S ✓ B and whose
morphisms R ! S are binary relations M : A 9 B satisfying the
property

8(a, b) 2 A⇥B, M(a, b) ^ Sb ) Ra.

The category Rel� comes equipped with an evident forgetful func-
tor q : Rel� ! Rel which defines an opfibration. We obtain in
this way the bifibration chirality:

Rel•

p

✏✏

(�)⇤
// Rel op�

⇤(�)
oo

q

op

✏✏

Rel
(�)⇤

// Rel op
⇤(�)

oo

where the functor (�)

⇤ transports a set A and a subset R ✓ A

to themselves, and reverses a binary relation M : A 9 B in the
expected way:

M

⇤ def
= { (b, a) 2 B ⇥A | M(a, b) } : B 9 A

and similarly for ⇤
(�). One obtains the equations

8
M

S ⌘ ⇤
( 9

M

⇤
S

⇤
) (a)

8
M

S ⌘ ( 9⇤
M

⇤
S )

⇤ (b)

where M : A 9 B in both equations and S @ B in p for
equation (a), while S @ B in q for equation (b). Note that the
universal quantifier 8

M

of equation (a) is computed in p while the
universal quantifier 8

M

of equation (b) is computed in q.

Not only that, the category Rel� defines together with Rel• a
symmetric monoidal chirality

A = (Rel•,7, true) B = (Rel�,6, false).

Putting together the bifibration chirality (p, q) with the symmetric
monoidal closed chirality (A ,B), we may for instance rewrite
equation (5) as the following pair of dual equations:

9
M

R 7 9
N

S ⌘ 9
M7N

(R 7 S) (c)
8
M

R 6 8
N

S ⌘ 8
M6N

(R 6 S) (d)

where M : A 9 C, N : B 9 D and R @ A, S @ B in p for
equation (c) while M : C 9 A, N : D 9 B and R @ A, S @ B

in q for equation (d). This pair of dual formulas is fundamental: in
particular, it has the remarkable property of unifying equation (5)
with the other equation

( 9
M

R ) ( ( 8
N

S ) ⌘ 8
M(N

(R ( S) (9)

valid in p : Rel• ! Rel and more generally in any bifibration
p : E ! B which is at the same time a symmetric monoidal closed
refinement system (see Prop 2.4 in [16]). To that purpose, one needs
to replace the tensor product 6 : q ⇥ q ! q in formula (d) by
the action of q on p written (on purpose) with the same notation
6 : q⇥ p ! p. Understood in this alternative way, the formula (d)
is not equivalent anymore to equation (5) but to equation (9) where
the refinement R ( S and change-of-basis morphism M ( N

R ( S @ A ( B M ( N : C ( D 9 A ( B

are decomposed in the same way as we did in (7) for the implication
formula, using the formalism of monoidal closed chiralities:

R

⇤ 6 S @ A

⇤ 6 B M

⇤ 6 N : C

⇤ 6 D 9 A

⇤ 6 B

where M : A 9 C and N : D 9 B and R @ A in q, S @ B in p.
On the other hand, we have seen in (6) that we have two canonical
morphisms which are not invertible in general:

8
M

R 7 8
N

S ! 8
M7N

(R 7 S) (e)
9
M6N

(R 6 S) ! 9
M

R 6 9
N

S (f )

where M : C 9 A, N : D 9 B, R @ A, S @ B in p in
equation (e) and where M : A 9 C, N : B 9 D, R @ A, S @ B

in q in equation (f ). One main achievement of our approach is to
recover the dualities of linear logic in categorical situations such
as the subset hyperdoctrine on Set or the presheaf hyperdoctrine
on Cat, which are traditionally seen as intuitionistic. We will
see in particular (§5) that the formulas (a)–(f ) are bifibrational
generalisations of familiar distributivity laws of linear logic.

The identity predicate in the subset bifibration. As defined by
Lawvere, a hyperdoctrine is a pseudofunctor P : B op ! Cat
from a cartesian closed category B whose fibers P

A

are them-
selves cartesian closed categories, and such that every substitution
functor P

f

has a left adjoint ⌃
f

and a right adjoint ⇧
f

. Given such
a hyperdoctrine P : B op ! Cat, Lawvere suggested to define
the identity predicate I

A

2 P
A⇥A

associated to an object A 2 B
as the terminal object >

A

2 P
A

existentially quantified along the
diagonal map �

A

: A ! A⇥A, as follows:

I
A

def
= ⌃�

A

(>
A

)

In the case of the subset hyperdoctrine P, another construction of
the identity predicate is possible, starting this time from the subset
bifibration p : Rel• ! Rel on sets and relations. Consider the
binary relation curry(id

A

) : 1 9 A⇥A obtained by currying the
identity relation id

A

: A 9 A, where 1 is the singleton set. Then,
define the identity predicate J

A

as the singleton subset 1 2 P1

existentially quantified along curry(id

A

):

J
A

def
= 9

curry(id
A

) ( 1 )

The identity predicates I
A

and J
A

coincide in the case of the subset
hyperdoctrine, but we will see (§3) that they differ in the case of the
presheaf hyperdoctrine, and that J

A

appears to be the appropriate
definition in that case.

Plan of the paper. After this long and detailed introduction, we
explain in §2 how to adapt smoothly all the results established
here for the subset hyperdoctrine on Set to the presheaf hyper-
doctrine on Cat. We then come back to the question of identity in
§3, explaining how the definition J

A

lifts naturally to the presheaf
hyperdoctrine and more generally to any monoidal closed bifibra-
tion. In §4 we introduce a string diagram notation for presheaves
(highly reminiscent of C. S. Peirce’s “existential graphs” for predi-
cate logic) which is derived from the decomposition of monoidal
closed bifibrations as monoidal closed bifibration chiralities. Fi-
nally, in §5 we explain in what sense the formulas (a)–(f ) extend to
bifibrations some familiar distributivity principles of linear logic.

Related works. The literature contains several different answers
to the question of what exactly it means to combine “linear logic
with bifibrations”. The approach that we develop here as well as in
prior work [15, 16] is to consider a functor which is both (symmet-
ric) monoidal closed and a bifibration, with these two structures
provided independently (but generating a rich interaction). The
same approach is taken in Hasegawa’s work [6] on logical pred-
icates for models of linear logic, as well as in Katsumata’s work
on logical predicates for computational effects [10]. Both build on
Hermida’s thesis [7] which considered a notion of “fibred-ccc”, al-
though a subtle difference with Hermida’s work is that the latter is
phrased in terms of fibred adjunctions [4], meaning that the func-
tors associated to the cartesian closed structure are explicitly re-
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quired to preserve cartesian morphisms. That idea can also be seen
as the background for Birkedal, Møgelberg, and Petersen’s work on
linear Abadi-Plotkin logic [3], as well as Shulman’s definition [18]
of “monoidal bifibration” that asks for the tensor product operation
⌦ : E ⇥ E ! E of the total category to preserve both carte-
sian and opcartesian morphisms. Our perspective is that when such
preservation properties hold, they should rather be seen as a con-
sequence of an underlying adjunction between refinement systems
[16, Prop. 2.4]. Most importantly, the requirement that the tensor
product operation preserves cartesian morphisms is violated for the
key models introduced in this paper, and in general we only have
the non-invertible principle (e).

2. The presheaf bifibration on distributors

In this section, we explain how to adapt to the presheaf hyperdoc-
trine P on Cat everything which was established in the introduc-
tion for the subset hyperdoctrine P on Set. The first step is to
replace the category Rel by the bicategory Dist (introduced by
Bénabou [1, 2]) whose objects are small categories A,B, 1-cells
M : A 9 B are distributors defined as functors

M : B

op ⇥A �! Set

and 2-cells are natural transformations between distributors. The
identity 1-cell B 9 B is defined as the hom functor B op ⇥ B !
Set, which we denote id

B

, and the composition of two distributors
M : A 9 B and N : B 9 C is defined using the coend formula

N �M = (c, a) 7!
Z

b2B
N(c, b)⇥Set M(b, a)

The category Rel• is then replaced by the category Dist• whose
objects are the distributors R : 1 9 A, S : 1 9 B (i.e.,
contravariant presheaves), and whose morphisms R ! S are pairs
(M,↵) consisting of a distributor M : A 9 B and of a natural
transformation ↵ : M �R ) S, which may be depicted as

1

R

��

S

��

A

M

//

+3

↵

B

Similarly, the category Rel� is replaced by the category Dist�
whose objects are the distributors R : A 9 1, S : B 9 1 (i.e.,
covariant presheaves), and whose morphisms R ! S are pairs
(M,↵) consisting of a distributor M : A 9 B together with a
natural transformation ↵ : S �M ) R, which may be depicted as

1

B

S

??

+3

↵

A

R

__

M

oo

Note that Dist• and Dist� are bicategories just like Dist, but
we prefer to consider them as categories for simplicity. The two
obvious functors

p : Dist• ! Dist q : Dist� ! Dist

are opfibrations, and they define together a bifibration chirality,

Dist•

p

✏✏

(�)⇤
// Dist op

�
⇤(�)

oo

q

op

✏✏

Dist
(�)⇤

// Dist op

⇤(�)
oo

where the equivalence between Dist• and Dist op

� transports every
small category A to its opposite category A

⇤
= A

op, every distrib-
utor M : A 9 B to the opposite distributor M⇤

: B

op 9 A

op

defined as the functor

M

⇤
= (a, b) 7! M (b, a) : A

op ⇥B �! Set

and every contravariant presheaf R : 1 9 A to the covariant
presheaf R⇤ : A

op 9 1. The equivalence between the refinement
systems p and q

op follows from the bijective correspondence of
2-cells in Dist:

1

R

��

S

��

A

M

//

+3

B

$

1

A

op

R

⇤
==

+3

B

op

S

⇤
aa

M

⇤
oo

The induced bifibrational structure on Dist• ! Dist may be
explicitly defined using coends and ends, as categorical analogues
of the corresponding formulas for Rel• ! Rel:

9
M

R = b 7!
Z

a2A
M(b, a)⇥Set R(a)

8
M

S = a 7!
Z

b2B
M(b, a) !Set S(b)

(10)

The following property is fundamental:

Theorem 2.1. The refinement system p : Dist• �! Dist is
symmetric monoidal closed with tensor product and implication of
the category Dist• defined as

R⌦ S = (a, b) 7! Ra⇥Set Sb : 1 9 A⇥B

R ( S = (a, b) 7! Ra !Set Sb : 1 9 A

op ⇥B

(11)

where R : 1 9 A and S : 1 9 B are contravariant presheaves.

Note that the implication R ( S in Dist• is transported by p

to the implication A ( B defined as A

op ⇥ B in the compact
closed bicategory Dist. From this follows that the category Dist�
together with the category Dist• defines a symmetric monoidal
closed chirality

A = (Dist•,7, true) B = (Dist�,6, false)

which thus satisfies formulas (a)–(f ) stated in the introduction.
Now, let us recall that in Lawvere’s presheaf hyperdoctrine

P
A

= [A

op

,Set]

the substitution operation

P
F

: [B

op

,Set] �! [A

op

,Set]

along a functor F : A ! B is defined by precomposition

P
F

S = a 7! S(Fa)

while the quantifiers

⌃

F

,⇧

F

: [A

op

,Set] �! [B

op

,Set]

may be defined as coends/ends:

⌃

F

R = b 7!
Z

a2A
hom

B

(b, Fa)⇥Set R(a)

⇧

F

R = b 7!
Z

a2A
hom

B

(Fa, b) !Set R(a)

In essentially the same way as we saw earlier for the subset hyper-
doctrine over sets, the presheaf hyperdoctrine can be decomposed
into a pair of bifibrations

p

�
: Psh� ! Cat p

 
: Psh ! Cat op

where:
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• Psh� has as objects pairs (A,R) consisting of a category A

together with contravariant presheaf R : A

op ! Set, and
morphisms (F,↵) : (A,R) ! (B,S) consisting of a pair of
a functor F : A ! B together with a natural transformation
↵ : R ) S � F op;

• Psh has as objects pairs (A,R) consisting of a category
A together with a covariant presheaf R : A ! Set, and
morphisms (F,↵) : (A,R) ! (B,S) consisting of a pair of
a functor F : B ! A together with a natural transformation
R � F ) S;

•
p

� and p

 are the evident projections.

Moreover, there are a pair of embedding functors

emb

�
: Cat ! Dist emb

 
: Cat op ! Dist

acting as the identity on objects and sending a functor F : A ! B

to the respective distributors

F

�
= (b, a) 7! hom

B

(b, Fa) : A 9 B

F

 
= (a, b) 7! hom

B

(Fa, b) : B 9 A

with the property that

Theorem 2.2. The bifibrations p

�
: Psh� ! Cat and p

 
:

Psh ! Cat op are pullbacks of p : Dist• ! Dist along the
functors emb

� and emb

 , respectively.

Once again, this theorem implies that the triple adjunction

⌃

F

a P
F

a ⇧

F

of the presheaf hyperdoctrine may be reduced to a pair of adjunc-
tions

9
F

� a 8
F

� = 9
F

 a 8
F

 

of the bifibration p : Dist• ! Dist.

The other important logical ingredient in Lawvere’s original
definition of a hyperdoctrine is the cartesian closed structure of
each category of predicates P

A

. Here we note that the well-known
ccc structure on presheaf categories may be further decomposed
using the monoidal closed structure of the presheaf bifibration on
distributors, beginning with the following elementary observation
(recalled from [15, 16]):

Proposition 2.3. If E ! B is a monoidal closed refinement system
which is also a bifibration, then every monoid

(A,m : A⌦A ! A, e : 1 ! A) 2 B

in the basis determines a monoidal closed structure on the fiber E
A

,
where the tensor and implication are defined for all R,S @ A by

R⌦
A

S

def
= push

m

(R⌦ S)

R (
A

S

def
= pull

curry(m)(R ( S)

and the tensor unit is defined by 1

A

def
= push

e

1.

Every category is a comonoid (A,�

A

: A ! A⇥A, !

A

: A ! 1)

in Cat, and is hence transported by the functor emb

 to a monoid:

(A,�

 
A

: A⇥A 9 A, !

 
A

: 1 9 A) 2 Dist

The fiber of A in p : Dist• ! Dist is thus automatically endowed
with a monoidal closed structure by Prop. 2.3,

R ^ S

def
= 9� 

A

(R⌦ S) = 8��
A

(R⌦ S) > def
= 9! 

A

1 = 8!�
A

1

R � S

def
= 8

curry(� 
A

)(R ( S)

and it is straightforward to verify using equations (10) and (11) that
this monoidal closed structure (^

A

,>
A

,�
A

) is isomorphic to the
usual ccc structure on the presheaf category [A

op

,Set].

3. The problem of identity

We now turn to Lawvere’s abstract definition of the identity pred-
icate I

A

def
= ⌃�

A

(>
A

) in an arbitrary hyperdoctrine [12]. In the
presheaf hyperdoctrine this definition yields

I
A

= (a1, a2) 7!
Z

a2A
hom

A

(a1, a)⇥Set homA

(a2, a)

which does not seem to give an appropriate notion of identity (any
pair of objects are “equated” so long as they can be completed to a
cospan), even in the case when the category A is a groupoid. Law-
vere remarked that a more natural choice of generalized “identity
predicate” on a category A within the presheaf hyperdoctrine is the
functor hom

A

: A

op ⇥ A ! Set. Our first observation is that
this version of the identity predicate may be easily defined as a
pushforward in the symmetric monoidal closed refinement system
p : Dist• ! Dist by

J
A

= hid
A

i def
= 9

curry(id
A

) ( 1 )

and that more generally we can recover the presheaf associated to
a distributor M : A 9 B by the formula

hMi @ A

op ⇥B

hMi def
= 9

curry(M) ( 1 )

Indeed, this abstract recipe allows us to define the “graph” of a
morphism f : A ! B in a monoidal closed category B with
respect to any monoidal closed bifibration p : E ! B

hfi @ A ( B

hfi def
= push

curry(f) I

where I is the monoidal unit of E . We then have

Theorem 3.1. Let p : E ! B be a monoidal closed refinement
system which is also a bifibration, and suppose given refinements
R @ A and S @ B in E and a morphism f : A ! B in B. Then
there are isomorphisms

push
f

R ⌘ push
eval

(R⌦ hfi) (12)
pull

f

S ⌘ pull
dni

(S (hfi) (13)

where eval : A⌦ (A ( B) �! B is the left evaluation map, and
where dni : A �! B ((A ( B) is the right currying of eval.

Proof. Both formulas follow easily from distributivity properties
discussed in the introduction together with the axioms of monoidal
closed categories:

push
eval

(R⌦ hfi) ⌘ push
eval

push(id
A

⌦curry(f))(R⌦ I)

⌘ push
eval�(id

A

⌦curry(f))R

⌘ push
f

R

pull
dni

(S (hfi) ⌘ pull
dni

pullid
B

(curry(f)(S (I)
⌘ pull

dni;(id
B

(curry(f))S

⌘ pull
f

S

Equation (12) may be compared with Lawvere’s equation [12, p.8]

⌃

f

R ⌘ ⌃

⇡2(P⇡1R ^ I
f

)

where ⇡1 : A ⇥ B ! A and ⇡2 : A ⇥ B ! B are the projection
maps and where the graph I

f

2 P
A⇥B

is defined by substitution
along f ⇥ id

B

into I
B

. Lawvere proved that this equation holds
for any hyperdoctrine satisfying Frobenius Reciprocity and a Beck-
Chevalley condition, but he also explicitly observed that those
conditions are violated by the presheaf hyperdoctrine.

On the other hand, equation (13) may be thought of as an ab-
stract generalization of Yoneda’s lemma. Indeed, one can consider
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the formula in the bifibration p

�
: Psh� ! Cat, which is also a

cartesian closed refinement system [15]. Taking f = a : 1 ! A to
be an object of the category A, the two sides of (13) expand to

S(a) =

Z

a

02A

hom

A

(a

0
, a) !Set S(a

0
)

which is the precise statement of the Yoneda lemma.

4. A Peircean notation for presheaves as

generalized predicates

The prolific American logician Charles Sanders Peirce developed
during the late 19th and early 20th centuries a system for represent-
ing logical deductions as certain topological surgeries on diagrams
he called “existential graphs”.1 A key element of Peirce’s graphical
calculus was the idea of identifying the subject of two predicates
by joining them with an arc. For example, the diagram

black bird

expresses that there is something which is both black and a bird
(such as a crow). A second key element of existential graphs was
the use of an enclosing curve (which Peirce called a “cut” or “sep”)
to negate a proposition. Thus the diagram

man mortal

expresses that there does not exist a man who is not mortal, i.e.,
that every man is mortal. Similarly, the diagram

woman

daughter
bird

loves

expresses that there is some particular bird that every woman’s
daughter loves (the most popular bird at the park).

Geraldine Brady and Todd Trimble gave a categorical interpre-
tation of existential graphs [5] within Joyal and Street’s framework
of string diagrams for monoidal categories [9]. Their analysis be-
gan with a categorical axiomatization of classical first-order logic
in terms of Boolean hyperdoctrines, that is, hyperdoctrines with
Boolean algebra fibers and satisfying the Beck-Chevalley condi-
tion. They then went on to describe how to interpret the predicates
of any such hyperdoctrine as 1-cells in an appropriate compact
closed bicategory of Boolean-valued relations.

In this part of the paper we reveal a surprising development of
Brady and Trimble’s work, by explaining how the logical structure
of the refinement system p : Dist• ! Dist in combination
with its chiral opposite q : Dist� ! Dist leads in a relatively
straightforward way to a string diagram calculus for presheaves
that is remarkably reminiscent of Peirce’s existential graphs – this
despite the fact that our “predicates” and “relations” are by no
means Boolean-valued!

We will assume that the reader already has some familiarity
with string diagrams for monoidal categories in general, and with
the standard conventions for compact closed categories (otherwise,
the reader is encouraged to read [17] for a quick introduction). For

1 To witness existential graphs in Peirce’s own words and drawings, see
for example his “Prolegomena to an Apology for Pragmaticism”, published
in The Monist, Vol. 16, No. 4 (October 1906), pp. 492–546, and freely
available at http://www.jstor.org/stable/27899680.

example, following those conventions, the diagram

A

B

E

C

D

NM

L

represents the distributor L� (M ⌦N

⇤
) : A⇥D

op 9 E obtained
by composing distributors M : A 9 B, N : C 9 D, and
L : B ⇥ C

op 9 E in the indicated way. Observe that here we
read the diagram from top-to-bottom and left-to-right, while we
place labels indicating the underlying categories to the left-hand
side of each oriented wire. More abstractly, in topological terms
these conventions can be said to rely on the assumption that the
surface in which the diagram of the distributor is embedded (in this
case, the page) is equipped with an orientation.

To represent a contravariant presheaf R : A

op ! Set seen as a
refinement R @ A in p : Dist• ! Dist, we lay it out just as one
would an ordinary distributor R : 1 9 A, but framed by a light
blue background to indicate that we view it as an object of Dist•.
Therefore, the operations of taking the tensor product of presheaves
or the pushforward along a distributor,

R @ A S @ B

R⌦ S @ A⇥B

R @ A M : A 9 B

9
M

R @ B

which can be defined respectively in terms of horizontal and verti-
cal composition of 1-cells in Dist, are displayed like so:

BA

SR

A

B

R

M

Let us note here that there is a topological interpretation of the
refinement relation, in the sense that a diagram embedded in a
surface refines its boundary. As for implication between presheaves
or the pullback along a distributor,

R @ A S @ B

R ( S @ A

op ⇥B

M : A 9 B S @ B

8
M

S @ A

we base our conventions on the equations

R ( S ⌘ ⇤
(S

⇤ 7 R) 8
M

S ⌘ ⇤
(9

M

⇤
S

⇤
)

and draw the following diagrams:

B

B

A

B

A

SR

B

A

B

A

M

⇤

S

Here the dualization operation (�)

⇤
: Dist• ! Dist op(0,1)

� and
its inverse ⇤

(�) : Dist op(0,1)
� ! Dist• are being represented as

“functorial boxes” [13], which take the mirror image of the bound-
ary wires across the box from a blue region to a red region and vice
versa, while the action ? : Dist�⇥Dist• ! Dist� is represented
by gluing a blue diagram inside a dark red region. One subtlety is
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that since the dualization operations reverse the orientation of the
tensor product, we must therefore read horizontal juxtaposition in
the red region (corresponding to the action ?) running right-to-left
rather than left-to-right. Also, it is worth noting that these conven-
tions ensure that inside any red region there is always exactly one
boxed (i.e., negated) blue region, which can be seen as a sort of
intuitionistic restriction on Peirce’s system.

We next deduce some equations on the diagrams that are im-
plied by the axioms of a monoidal closed bifibration chirality.
Equations between purely positive formulas such as

9
N

9
M

R ⌘ 9
N�MR and 9

M⌦N

(R⌦ S) ⌘ 9
M

R⌦ 9
N

S

are geometrically manifest using these conventions, just as the
axioms of monoidal categories are geometrically manifest using
ordinary string diagrams. On the other hand, since dualization is an
involutive operation, it is also always possible to add or remove an
annulus around the diagram of a contravariant or covariant presheaf
without changing its meaning:

R

=

R

S

=

S

(14)

Seen in this way, the important distributivity law

9
M

R ( 8
N

S ⌘ 8
M(N

(R ( S)

simply removes an annulus, pushes one component (M ) outside the
blue region, and places the annulus back in another location:

S

N

⇤

R

M

=

S

N

⇤

R

M

(15)

Finally, the two formulas (12) and (13) derived for the identity pred-
icates defined in §3 have the following geometric interpretation:

R

M

=

MR

(16)

M

⇤

S

=

S M

(17)

Besides capturing isomorphism, one can also express natural trans-
formations between presheaves as certain diagrammatic moves or
“surgeries”. The unit and counit of the two families of adjunctions

R⌦� a R ( � 9
M

a 8
M

yield directed versions of rule (14),

S

!

R SR

SRR

!
S

(18)

R

!

M

⇤

M

R

M

M

⇤

S

!
S

(19)

where rule (18) reduces to (14) in the case that R = 1, and (19) to
(14) in the case that M = id.

5. Comparison with linear logic

One main benefit of our approach based on chiralities is that it en-
ables us to recover the dualities of classical logic in categorical
situations like the subset hyperdoctrine P on Set, or the presheaf
hyperdoctrine P on Cat, which are traditionally seen as intuition-
istic. We thus find instructive to explain in what sense the six prin-
ciples (a)–(f ) asserted for the monoidal closed bifibration chirality

(p, q) : (Dist•,Dist�) ! (Dist,Dist)

generalise well-known principles of linear logic. To that pur-
pose, we consider a ⇤-autonomous category V with finite prod-
ucts and coproducts and we construct two categories Mat�(V )

and Mat (V ) whose objects A,B are the finite sets seen as dis-
crete categories ; and whose morphisms M : A 9 B are V -valued
matrices defined as functors M : B ⇥ A ! V . Composition of
M : A 9 B and N : B 9 C in Mat�(V ) is defined as

N �M = (c, a) 7!
M

b2B

N(c, b)⌦M(b, a).
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whereas composition of M : A 9 B and N : B 9 C in
Mat (V ) is defined as

N ⇧M = (c, a) 7!
¯

b2B
N(c, b)`M(b, a).

Mat•(V ) is the category whose objects are the V -valued matrices
R : 1 9 A, S : 1 9 B, which may be alternatively seen as
families {R

a

| a 2 A } or {S
b

| b 2 B } of objects of V ; and
whose morphisms R ! S are the pairs (M,↵) consisting of a
matrix M : A 9 B and of a natural transformation ↵ : M �R )
S, which may be alternatively seen as a family of morphisms living
in the category V

↵

a,b

: M(b, a)⌦R

a

�! S

b

indexed by the pairs (a, b) 2 A ⇥ B. Similarly, Mat�(V ) is the
category whose objects are matrices R : A 9 1, S : B 9 1 ;
and whose morphisms R ! S are the pairs (M,↵) consisting
of a matrix M : A 9 B together with a natural transformation
↵ : R ) S ⇧ M , which may be alternatively seen as families of
morphisms living in the category V

↵

a,b

: R

a

�! S

b

`M(b, a)

indexed by the pairs (a, b) 2 A ⇥ B. The forgetful functors
p : Mat•(V ) ! Mat�(V ) and q : Mat�(V ) ! Mat (V )

define a bifibration chirality

Mat•(V )

p

✏✏

(�)⇤
//Mat�(V )

op

⇤(�)
oo

q

op

✏✏

Mat�(V )

(�)⇤
//Mat (V )

op

⇤(�)
oo

where a finite set A in Mat•(V ) is transported by (�)

⇤ to itself:
A

⇤
= A ; where a morphism M : A 9 B of Mat� is transported

to the morphism M

⇤
: B ! A in Mat obtained by flipping the

inputs A and B and by applying pointwise negation in V :

M

⇤
= (a, b) 7! (M(b, a))

⇤

and where the object R⇤ : A 9 1 in Mat� is defined by pointwise
negation in V :

R

⇤
= a 7! (R

a

)

⇤

The fact that (p, q) define a bifibration chirality follows from the
existence of the natural bijection

V (M(b, a)⌦R

a

, S

b

)

⇠
=

V (S

⇤
b

, R

⇤
a

`M

⇤
(a, b))

in the ⇤-autonomous category V . Given a V -valued matrix M :

A 9 B, the existential quantification of R : 1 9 A along M and
the universal quantification of R : 1 9 B along M : A 9 B in
the bifibration p are given by the formulas

9
M

R = b 7!
M

a2A

M(b, a)⌦R

a

8
M

S = a 7!
¯

b2B
M

⇤
(a, b)` S

b

The bifibration chirality (p, q) is also monoidal closed, with con-
junction and disjunction defined pointwise:

R 7 S = (a, b) 7! R

a

⌦ S

b

@ A⇥B

R 6 S = (a, b) 7! R

a

` S

b

@ A⇥B

where R @ A and S @ B. In this specific monoidal closed bifi-
bration chirality (p, q), the formulas (a)–(f ) enable us to recover
familiar principles of linear logic:

&

b2B(Sb

`M(b, a))

(a, b) ⌘ ( �
b2B M

⇤
(a, b)⌦ S

⇤
b

)

⇤

�
�

a2A M(c, a)⌦R

a

�
⌦

�
�

b2B N(d, b)⌦ S

b

�

(c) ⌘ �(a,b)2A⇥B

�
M(c, a)⌦N(d, b)⌦Ra⌦ S

b

�

�
&

a2A R

a

`M(a, c)

�
`

�
&

b2B S

b

`N(b, d)

�

(d) ⌘ &(a,b)2A⇥B

�
R

a

` S

b

`M(a, c)`N(b, d)

�

�
&

a2A R

c

`M(c, a)

�
⌦

�
&

b2B S

d

`N(d, b)

�

(e) ! &(a,b)2A⇥B

��
R

a

⌦ S

b

�
`N(d, b)`M(c, a)

�

�(a,b)2A⇥B

�
N(d, b)⌦M(c, a)⌦ (R

c

` S

d

)

�

(f) !
�
�

a2A M(c, a)⌦R

a

�
`

�
�

b2B N(d, b)⌦ S

b

�
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Abstract
This paper contributes to recent investigations of the use of ho-
motopy type theory to give machine-checked proofs of construc-
tions from homotopy theory. We present a mechanized proof of a
result called the Blakers–Massey connectivity theorem, which re-
lates the higher-dimensional loop structures of two spaces sharing
a common part (represented by a pushout type, which is a general-
ization of a disjoint sum type) to those of the common part itself.
This theorem gives important information about the pushout type,
and has a number of useful corollaries, including the Freudenthal
suspension theorem, which was used in previous formalizations.
The proof is more direct than existing ones that apply in general
category-theoretic settings for homotopy theory, and its mechaniza-
tion is concise and high-level, due to novel combinations of ideas
from homotopy theory and from type theory.

1. Introduction
1.1 Homotopy-theoretical Aspects of Types
Types in Martin-Löf type theory can express an infinite-dimensional
structure that corresponds to the notion of space studied in ho-
motopy theory or the notion of an •-groupoid studied in higher
category theory (Hofmann and Streicher 1998; Voevodsky 2006;

⇤ This material is based on research sponsored in part by the National
Science Foundation under grant numbers CCF-1116703, DMS-1128155,
W911-NF0910273 and W911-NF1310154, by the Institute for Advanced
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search Laboratory under agreement numbers FA-95501210370 and FA-
95501510053. The U.S. Government is authorized to reproduce and dis-
tribute reprints for Governmental purposes notwithstanding any copyright
notation thereon. The views and conclusions contained herein are those of
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ficial policies or endorsements, either expressed or implied, of the United
States Air Force Research Laboratory, the U.S. Government or Carnegie
Mellon University.

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
and the full citation on the first page. Copyrights for components of this work owned by others than the author(s) must
be honored. Abstracting with credit is permitted. To copy otherwise, or republish, to post on servers or to redistribute to
lists, requires prior specific permission and/or a fee. Request permissions from Permissions@acm.org.
LICS’16, July 05–08, 2016, New York, NY, USA
Copyright is held by the owner/author(s). Publication rights licensed to ACM.
ACM 978-1-4503-4391-6/16/07. . . $15.00
DOI: http://dx.doi.org/10.1145/2933575.2934545

Lumsdaine 2009; van den Berg and Garner 2011; Awodey and
Warren 2009; Warren 2008; Gambino and Garner 2008). From this
point of view, types in type theory have not only elements, but also
paths (represented by the identity type IdA(a,b)), paths-between-
paths (represented by the iterated identity type IdIdA(a,b)(p,q)), and
so on. These higher paths have a complex algebraic theory, and
characterizing them is a rich mathematical question known as cal-
culating the (higher) homotopy groups of a space. For example, no
feasible general method is known for calculating the higher homo-
topy groups of higher-dimensional spheres, which are in a sense the
simplest •-groupoids, the n-sphere being freely generated by one
(non-trivial) loop in dimension n. The source of this complexity is
that paths in lower levels can give rise to non-trivial paths in higher
levels.

At the first level, 1-dimensional paths have identity, composi-
tion, and inverse operations given by reflexivity, symmetry, and
transitivity of equality. 2-dimensional paths (paths between paths)
have identity, composition, and inverses, but also have additional
algebraic structure induced by the 1-dimensional structure. For ex-
ample, in addition to the usual composition · given by transitivity of
equality, there is an additional “horizontal” composition that takes
2-paths r : IdIdA(a,b)(p,q) and s : IdIdA(b,c)(p0,q0) and produces a 2-
path IdIdA(a,c)(p · p0,q ·q0), given by compatibility of composition.
This additional composition operation in fact makes higher homo-
topy groups always commutative, even though 1-paths may not be.
Next, the 2-dimensional paths induce further structure on the 3-
dimensional paths, and so on. Though all this algebraic structure
arises from the J elimination rule for the identity type, it often re-
quires substantial mathematical work to find an explicit description
of the homotopy groups of a specific type.

A recent line of work on synthetic homotopy theory has investi-
gated the path structures of particular higher inductive types (Lums-
daine and Shulman 2013; Shulman 2011a; Lumsdaine 2011) in
type theory extended with Voevodsky’s univalence axiom (Vo-
evodsky 2006; Kapulkin et al. 2012). Using these tools, some
elementary constructions from algebraic topology or homotopy
theory have been developed and formalized using the proof as-
sistants Agda (Norell 2007) and Coq (Coq Development Team
2009). These include calculations of some homotopy groups of
spheres (Licata and Shulman 2013; Licata and Brunerie 2013; The
Univalent Foundations Program 2013) and some homotopy equiv-
alences (Licata and Brunerie 2015); constructions of the Hopf fi-
bration (The Univalent Foundations Program 2013, §8.5), of cov-
ering spaces (Hou (Favonia) 2014), and of Eilenberg–Mac Lane
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spaces (Licata and Finster 2014); and proofs of the Freudenthal
suspension theorem (The Univalent Foundations Program 2013,
§8.6), the van Kampen theorem (The Univalent Foundations Pro-
gram 2013, §8.7), and the Mayer–Vietoris theorem (Cavallo 2014).
These developments are interesting from a formalization perspec-
tive because using the homotopy structure of types results in short,
clean mechanized proofs. Moreover, they are interesting from a
mathematical perspective because they are new proofs that com-
bine ideas and techniques from homotopy theory and from type
theory. Additionally, because the synthetic proofs abstract from the
concrete details of a setting like topological spaces, they can be in-
terpreted semantically in other higher-dimensional settings for ho-
motopy theory that model homotopy type theory (Shulman 2013,
2015; Gambino and Sattler 2015)—so they prove many theorems
at once by translation.

1.2 The Blakers–Massey Connectivity Theorem
In this paper, we present a formalization using the Agda proof
assistant of a result called the Blakers–Massey connectivity the-
orem (Blakers and Massey 1951, 1952, 1953) (see (May 1999,
Ch. 11, Section 1) for an introduction). This theorem concerns the
pushout type A+C B, which is specified by two types A and B and a
dependent type C : A ! B !Type. The pushout is a generalization
of a disjunction A_B or disjoint union A+B, where certain “left”
and “right” elements are identified. As a higher inductive type, it is
specified by the following generators:

left : A ! A+C B
right : B ! A+C B
glue : (a : A)(b : B)!C a b ! Id(left(a), right(b))

Like a disjoint union, we have left and right constructors. The new
ingredient is that there is a path from left(a) to right(b) whenever
C relates a and b. Because the pushout allows “gluing together”
smaller spaces to make a bigger one, it plays a fundamental role
in constructing spaces. Many constructions used in previous for-
malizations, such as the suspension type that was used to build
higher spheres (The Univalent Foundations Program 2013, §6.5)
and Eilenberg–Mac Lane spaces (Licata and Finster 2014), are spe-
cial cases of pushouts (see The Univalent Foundations Program
(2013, §6.8) for more examples). Quotients of disjoint unions also
have applications in programming—for example, the integers can
be described as the pushout of two copies of the natural numbers
whose 0’s are glued together. The first homotopy group of a pushout
is characterized by the Seifert–van Kampen theorem, which was
developed in homotopy type theory by Michael Shulman and for-
malized by Hou (Favonia) (see The Univalent Foundations Pro-
gram (2013, §8.7)). This theorem says (roughly) that every path
in the pushout can be decomposed as an alternating sequence of
paths in A and paths in B whose middle points are related by C.

However, because of the complex algebraic structure of higher
path spaces, it is more difficult to calculate the higher homotopy
groups of a pushout—there is no straightforward general character-
ization. The Blakers–Massey theorem gives some partial informa-
tion, which characterizes the higher homotopy groups in a certain
range, depending on a property of A, B, and C, called connectivity.
We will give a precise definition of connectivity below, but intu-
itively, a type is n-connected if its k-paths for k 6 n are trivial. For
example, the (2-dimensional) sphere is 1-connected, because any
1-dimensional loop can be filled in; but it is not 2-connected, be-
cause there are non-trivial 2-dimensional loops, which correspond
to “going around the surface of the sphere.” The notion of connec-
tivity is extended to functions in such a way that, when a function
f : A ! B is n-connected, it induces an isomorphism on homotopy
groups at level k 6 n (and a surjection on the (n+ 1)st homotopy
group)—so, intuitively, an n-connected function witnesses that B is

“trivial relative to A” in dimensions up to n, in the sense that up to
this level it has no more information than A.

For any a : A, we can form the type Sb:B.C a b of “B’s that are
related to a by C,” and similarly for any b : B we can form the type
Sa:A.C a b of “A’s that are related to b by C.” The Blakers–Massey
theorem says that if for every a : A, Sb:B.C a b is n-connected, and
if for every b : B, Sa:A.C a b is m-connected, then for every a and
b the pushout constructor gluea,b : C a b ! Id(left(a), right(b)) is
(n + m)-connected. In particular, this implies that the homotopy
groups of the path type Id(left(a), right(b)) in the pushout (which
are precisely the higher homotopy groups of the pushout itself) are
the same as the homotopy groups in C a b up to a certain point.
Since information about the homotopy groups of the gluing family
C chosen to make a pushout is often known, this is a useful way to
obtain information about the homotopy groups of the pushout itself.
For example, it has as a special case the Freudenthal suspension
theorem, which was used in past formalizations to calculate the
nth homotopy group of the n-dimensional sphere (The Univalent
Foundations Program 2013, §8.6) and to verify the correctness of
a construction of Eilenberg–Mac Lane spaces (Licata and Finster
2014), and implies stability of the homotopy groups of spheres (in
a certain range, increasing both the dimension of the sphere and the
homotopy group by one gives the same group).

Relative to the existing work on synthetic homotopy theory, the
computer-checked proof of the Blakers–Massey theorem that we
report on in this paper is notable for a couple of reasons. First,
while not a new result in homotopy theory, it seems to be an es-
sentially new proof. Precisely, the present authors have translated
this type-theoretic proof into a proof of Blakers–Massey in arbi-
trary •-toposes1 (Finster et al. 2013, in preparation), significantly
more elementary than previous proofs of the theorem in such set-
tings (e.g. (Rezk 2010, Prop. 8.16)). Independently, based on the
Agda formalization presented here, the homotopy theorist Charles
Rezk has given another such translation (Rezk 2015); and Anel
et al. (2016) have obtained new homotopy-theoretic results using
generalizations of these translated proofs.

A second notable aspect of this proof is that it combines tech-
niques from homotopy theory and from type theory in an interesting
way. In developing synthetic homotopy theory, we have found that
the same result can often be proved in ways that feel more “type-
theoretic” or in ways that feel more “homotopy-theoretic”—for ex-
ample, when a standard mathematical argument is translated to type
theory and viewed from a perspective that emphasizes computation
and normal forms and cut-free proofs, it sometimes looks indirect
or reducible. The present work is the result of a back-and-forth be-
tween category theorists and type theorists, beginning with a cal-
culation of the fundamental group of the circle by Shulman (Shul-
man 2011b), which was “reduced” by Licata (Licata and Shulman
2013), which led to a “type-theoretic” calculation of the diagonal
homotopy groups of spheres by Licata and Brunerie (Licata and
Brunerie 2013), which led to a calculation by Lumsdaine of the
same using a more classical approach (the Freudenthal suspension
theorem) (The Univalent Foundations Program 2013, §8.6), which
led to the present result. To illustrate this interplay of type the-
ory and homotopy theory, we will actually describe two different
mechanizations of the Blakers–Massey theorem, one that is more
direct in type theory, but involves some calculations that are hard to
phrase in traditional homotopy-theoretic terms, and one that would
be more familiar to a homotopy theorist, but is less direct, in the

1 An •-topos is an abstract higher-categorical setting for homotopy theory,
including structure corresponding to the structure present on spaces or •-
groupoids; the prototypical •-topos is spaces, in the same way that the
prototypical 1-topos is the category of sets. It is expected that some variant
of homotopy type theory should have models in all •-toposes, but making
this precise is an open question.

566



sense that it makes use of some intermediate types that are elimi-
nated in the first version. Each mechanization is about 700 lines of
code, on top of library code that is not specific to this theorem.

The remainder of this paper is organized as follows. In Sec-
tion 2, we present some background definitions. In Section 3, we
present the first mechanization of the Blakers–Massey theorem. In
Section 4, we present the second version of the proof. Both proofs
have been fully formalized in Agda.2

2. Background
We assume the reader is familiar with the basics of homotopy type
theory, including higher inductive types and some synthetic calcu-
lations of homotopy groups (for introductions, see Licata and Shul-
man (2013); Licata and Finster (2014); The Univalent Foundations
Program (2013)). In this section, we will review a few of the no-
tions that play an important role in this paper. For the text of the
paper, we will mostly use Agda syntax, but we will take some lib-
erties that improve the presentation, which we comment on as we
use them.

Paths We write x = y as the identity type, the type of paths from
x to y, refl as the constant path, ! p as the inverse of p, and p • q as
the concatenation of the paths p and q.

n-types One of the homotopy-theoretic ideas adopted in homo-
topy type theory is that types are naturally stratified by the level (if
any) at which their points, paths, paths-between-paths, etc. become
trivial. For example, a proposition is a type A for which you can
prove (x y : A) � x = y (points are trivial); a set, or 0-type is a
type A with a proof of (x y : A) (p q : x = y) � p = q (paths
are trivial). In general, we say that a type A is a (�2)-type (or is
contractible) if there is an x : A such that (y : A) � x = y, and that
A is an (n+1)-type if for all x y : A, (x = y) is an n-type. See (The
Univalent Foundations Program 2013, Ch. 3) for more details. In
Agda, we write is-truncated n A to mean that A is an n-type, and
n -Type for the (larger) type of all n-truncated types. We suppress
the projection from n -Type to the universe, i.e. we treat an n -Type
as a type.

Truncations Given any type A, there is a type t n A, the n-
truncation of A, which is “the best approximation of A by an
n-type”. This type has a constructor proj : A � t n A, and an
axiom stating that it is n-type. The recursion principle says that
to define a function f : t n A � C, where C is an n-type, it suffices
to give a function b : A � C—and then f (proj x) ⌘ b (x). More
generally, the induction principle says that to define a function
f : (x : t n A) � C (x) where C : t A n � n -Type is a family
of n-types, it suffices to give b : (x : A) � C (proj x)—with the
same computation rule. Truncations can be implemented using
higher inductive types (The Univalent Foundations Program 2013,
§6.9), so they need not be an extra primitive ingredient, but it is
conceptually helpful to think of them as a type constructor. In (The
Univalent Foundations Program 2013, §6.9), t n A is written ||A||n
and proj is written |� |.

Connected types A dual notion to truncatedness is connectivity:
an n-connected type is trivial at and below dimension n. Precisely,
this may be defined using truncation (The Univalent Foundations
Program 2013, Def. 7.5.1): A type A is n-connected iff t n A is
contractible. The n-truncation “kills” all the paths at levels above
n, so if this is contractible, then the original type was trivial in

2 The formalizations are available from https://github.com/
HoTT/HoTT-Agda/blob/1.0/Homotopy/BlakersMassey.agda
and https://github.com/dlicata335/hott-agda/blob/master/
homotopy/blakersmassey/ooTopos.agda respectively.

dimensions 6 n. For example, a type A is 0-connected when the set-
truncation of A is contractible—i.e. A has just one path-component.
A type is 1-connected when its 1-truncation is contractible—i.e. it
has one path-component, and trivial first homotopy group. In Agda,
we write is-connected n A to mean that A is n-connected.

This definition of n-connected types is equivalent to a universal
property, which says that “the type looks like a single point to every
family of n-types.” In type theory, this is expressed by the following
induction principle:

connected-ind : 8 {n A} {a0 : A} (P : A � n -Type)
� is-connected (n + 1) A
� (P a0)
� ((x : A) � (P x))

connected-ind {a0} P c p a0 = p

This says that if P is a family of n-types, then an element of P a0
for some a0 extends to an element of P x for all x, with a homotopy
showing that on a0 this function gives back the original p.

Connected maps To a first approximation, n-connectivity of a
function f : A � B is supposed to mean that the homotopy structure
of B is the same as A up to level n, and thus that B is “trivial relative
to A” up to n. As a first cut, one expects such a function f : A � B
to induce an isomorphism on the homotopy groups of A and B up
to level n, or on the n-truncations of A and B. The actual definition
is slightly stronger, and implies both of these.

First, recall that f is an equivalence just if for each b:B, the
homotopy fiber type S (a:A) f a = b (which we sometimes write as
hfiber f b) is contractible.3 The homotopy fiber is a proof-relevant
preimage type: for each b, it consists of a point in a, together with a
chosen path from where f sends that point to b. So saying each fiber
is contractible is just a proof-relevant interpretation of “for each
b:B, there is a unique a:A that f sends to b,” a familiar definition of
bijection.

The definition of n-connectivity that we use4 is similar to
this definition of equivalence, except it demands only that the n-
truncation of the homotopy fiber is contractible:

is-connected-map n f = (b : B) � is-contr (t n (S (a:A) f a = b))

Just as connectivity of types corresponds to an induction principle,
so does connectivity of functions (The Univalent Foundations Pro-
gram 2013, Lemma 7.5.7). The above definition of connectivity is
equivalent to saying that every family of n-types sees B as being
generated by A, in the sense that to prove P b for all b, it suffices to
prove P (f a) for all a:

connected-map-ind : 8 {n A B} (f : A � B) (P : B � n -Type)
� is-connected-map n f
� ((a : A) � P (f a))
� ((b : B) � P b)

connected-map-ind f P cf p (f a) = p a

There are a couple of ways to gain intuition for this definition
of connectivity. First, setting aside the truncation, the definition
looks like the concept of surjection—for all b, there exists an a
that maps to b. Indeed, a function is (�1)-connected iff it is sur-
jective, which is best rendered in type theory as saying that there
merely exists a preimage of every b using the (�1)-truncation (The
Univalent Foundations Program 2013, Lemma 7.5.2). In general,
this definition corresponds to surjectivity on homotopy groups up
to dimension n+1—for example, if f is 0-connected, then one can
show that it is surjective on p1, the group made from paths, and
p0, the set of connected components. Moreover, if a function is
surjective on homotopy group k+1, it is injective on the homotopy

3 We write S (x:A) B for dependent pair types, though it is not valid Agda.
4 In our main Agda library we call this has-connected-fibers, to distinguish
it among other equivalent definitions of connectivity.
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group k. For example, when f is 1-connected, it is a surjection on
p1, which implies that for every path f a0 = f a1, there merely
exists a path a0 = a1, which is very close to the definition of in-
jectivity on p0. A function that is both surjective and injective (and
a homomorphism) is an isomorphism, so when f is n-connected it
induces an isomorphism on homotopy groups up to n. Therefore, it
implies our first cut at the notion of connectivity, and additionally
specifies surjection on the n+1th homotopy group. These condi-
tions together—isomorphism up to pn, and surjectivity on pn+1—
comprise the standard homotopy-theoretic definition.

Another intuition is that an n-connected map f : A � B is
an extension of A obtained just by adjoining cells of dimension
greater than n+1. For instance, a (–1)-connected extension A � B
may add paths between existing points of A (and higher paths
similarly), but may not add any new points, and hence must remain
a surjection on 0-truncations. Under this viewpoint, the induction
principle for connected maps follows, because when mapping into
an n-truncated goal, once the action on A is known, images for the
adjoined (n+1)-cells of B are automatically (and uniquely) given.

One word of warning: there exist several different conventions
for the indexing of connectivity. Many texts use (n+1)-connected
where we use n-connected; the relationship between the indexing
for spaces and maps also varies by ±1.

Pushouts For two types X and Y, and Q : A � B � Type, the
pushout type Pushout X Y Q is a higher inductive type with con-
structors

left : X � Pushout X Y Q
right : Y � Pushout X Y Q
glue : {x : X} {y : Y} � Q x y � left x = right y

The (non-dependent) recursion principle is
pushout-rec-nondep : 8 R

(left* : X � R)
(right* : Y � R)
(glue* : 8 {x} {y} (q : Q x y) � left* x = right* y)
� (Pushout X Y Q � R)

pushout-rec-nondep R left* right* glue* (left x)⌘ left* x
pushout-rec-nondep R left* right* glue* (right x)⌘ right* x
ap (pushout-rec-nondep R left* right* glue*) (glue q) = glue* q

This is like case-analysis for a disjoint union X + Y, except that you
also need to show that the image of left and the image of right agree
on Q. The computation rules on points are definitional equalities,
while on paths it is a propositional equality.

The full dependent induction principle is
pushout-rec : 8 (R : Pushout X Y Q � Type)

(left* : (x : X) � R (left x))
(right* : (y : Y) � R (right y))
(glue* : 8 {x} {y} (q : Q x y)

� (transport R (glue q) (left* x)) = right* y)
� ((p : Pushout X Y Q) � R p)

and it has analogous computation rules.

Wedge Connectivity One particular use of the pushout is the
wedge of two pointed spaces. Suppose X and Y are types with x0 : X
and y0 : Y. Then the wedge X _ Y is the pushout of X and Y with
x0 glued to y0:

X _ Y = Pushout X Y (l x y � x = x0 ⇥ y = y0)

Informally, if X and Y are both the real line, and x0 and y0 are both
0, then X _ Y can be thought of as the axes of the plane. Then the
function that “includes the axes into the plane” may be defined as
follows:5

5 Formally, this is an application of pushout-rec-nondep, but for readabil-
ity we use a clausal notation.

wedge-to-product : X _ Y � X ⇥ Y
wedge-to-product (left x) = (x , y0)
wedge-to-product (right y) = (x0 , y)
ap wedge-to-product (glue (refl , refl)) = refl

Thinking of left x as “a point on the x-axis”, it is sent to the pair
(x, y0), and similarly for right y. In the final clause, after some
path induction, we must show that wedge-to-product (left x0) =
wedge-to-product (right x0), which is true by definition.

One of the key lemmas used in the proof of the Blakers–Massey
theorem concerns the connectivity of this map wedge-to-product: If
X is m-connected and Y is n-connected, then wedge-to-product is
(m+n)-connected. In the proof in Section 4, we will use this fact,
and it is proved in the formalization. For intuition, take X and Y
to be S2, the usual 2-dimensional sphere, which is 1-connected,
because any path can be contracted. Then this lemma says that up
to and including their 2-dimensional paths, S2 ⇥ S2 and S2 _ S2

have the same structure. The second homotopy group of S2 ⇥ S2

is Z⇥Z because p2(S2) = Z and homotopy groups commute with
products. S2_S2 can be visualized as two spheres joined at a point.
A 2-dimensional path is a homotopy from the constant path at this
point to itself, which can either go around the left sphere, around
the right sphere, or around both at the same time. But these two can
be commuted, because we can always pause the movement at one
side while finishing that on the other side. So it makes sense that its
second homotopy group is also Z⇥Z.

In the proof in Section 3, we will use this fact in a bit of a dis-
guised way: There are no wedges in the statement of the Blakers–
Massey theorem, so from a proof theoretic perspective, it seems a
bit indirect to introduce a wedge type just to use this lemma. We
can avoid this detour by phrasing the connectivity of the inclusion
of the wedge into the product as a derived induction principle, by
combining it with connected-map-ind and with pushout-rec for the
wedge. When we put these ingredients together, we get the follow-
ing principle:

wedge-connect : 8 {m n p} {A B : Type} {a0 : A} {b0 : B}
(cA : Connected m A) (cB : Connected n B)
(C : A � B � m+n -Types)
(fa0 : (b : B) � C a0 b)
(fb0 : (a : A) � C a b0)
(fab0 : fa0 b0 = fb0 a0)
(a : A) (b : B) � C a b

a : wedge-connect [. . . ] fa0 fb0 fab0 a0 b = fa0 b
b : wedge-connect [. . . ] fa0 fb0 fab0 a b0 = fb0 a
[. . . a b0 and b a0 agree up to fab0 . . . ]

This says that if A is m-connected and B is n-connected, with points
a0 and b0, and C is a family of (m+n)-types, then to construct C
for all a and b, it suffices to construct it for all b, fixing a0, and
for all a, fixing b0, in such a way that these two constructions
agree when both are constructing C a0 b0. Additionally, there are
“computation” homotopies saying that on a0 and b0, the overall
construction behaves like what we put in (and a third homotopy
saying that these two are coherent). This principle was developed
by Lumsdaine to prove the Freudenthal suspension theorem (a
special case of Blakers–Massey) in type theory; for a proof, see
(The Univalent Foundations Program 2013, Lemma 8.6.2).

3. First Proof
3.1 Formulation
With the definitions of the previous section, we can now state the
Blakers–Massey theorem.

Theorem. Let X and Y be types, and Q a family X � Y � Type.
Suppose m,n > –1, and for each x:X the type S (y:Y) (Q x y) is
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m-connected, and dually for each y:Y the type S (x:X) (Q x y) is
n-connected.

Then for each x:X and y:Y, the map glue {x} {y} : Q x y � left x =
right y is (m+n)-connected, where left x = right y is a path type of
Pushout X Y Q.

For the rest of this section, fix X, Y, Q, m, n as in the theorem.
The connectivity hypotheses are usually stated as connectivities

of the projection maps from the total space S (x:X) (y:Y) (Q x y).
The types in the present form can be seen as the fibers of these
maps; or, more directly, S (y:Y) (Q x y) can be read as “the type of
y’s that are related to x by Q”, and S (y:Y) (Q x y) dually.

The goal, which we now need to prove, relates the homotopy
groups of the original family Q to the homotopy groups of the
resulting pushout itself, up to dimension m + n. Unwinding the
definition of connectivity of a map, it is the statement:

blakers-massey : {x0 : X} {y : Y} (r : left x0 = right y)
� is-connected (n + m) (hfiber glue r)

We single out x0 with a subscript, since we will fix it throughout
the rest of the proof. (Similarly, in the formalization, we take it as
a section parameter.) Recalling that is-connected n X is defined as
is-contr (t n X), this unwound form of the theorem can be thought
of as saying that for every path r : left x0 = right y, there is an
element q : Q x0 y (in the domain of glue) that is a kind of explicit
representation or canonical form for r, up to level n+m.

Overall, the (perhaps rather mysterious) connectivity hypothe-
ses are used twice: once rather weakly, to supply some extra auxil-
iary assumptions, and once more substantially to apply the wedge
connectivity lemma. It is the wedge connectivity lemma which
gives rise to the additivity of connectivity in the conclusion.

3.2 Definition of code
To prove blakers-massey, we want to apply based path induction
(The Univalent Foundations Program 2013, Lemma 7.5.2) on the
path r, so that we only have to consider the case where r is reflexiv-
ity. However, this requires either left x0 or right y to be generalized
over the whole pushout. (The intuition is that any path can be con-
tracted to the degenerate reflexivity path, provided at least one end-
point is able to vary freely.) So we want to generalize the original
goal to the statement

blakers-massey’ : {p : Pushout X Y Q} (r : left x0 = p)
� is-contr (code {p} r)

for some family of types

code : {p : Pushout X Y Q} � (left x0 = p) � Type

such that

code {right y1} r = t (n + m) (hfiber glue r)

Recall that is-connected n X is defined as is-contr (t n X), and so,
with this definition of code for right, is-contr (code {right y1} r)
is exactly the original goal. Just as the original goal gives a kind
of canonical form for the n+m-level information in r when r is
a path from inl to inr, so code {p} r can be thought of as a type
of explicit characterizations or canonical forms for (the n+m-level
information in) a path r with an endpoint anywhere in the pushout.

The family code will be defined by recursion on p, so we need
to feed these three components to the recursion principle of the
pushout:

• code { left x1} (r : left x0 = left x1) for any x1 : X; and
• code {right y1} (r : left x0 = right y1) for any y1 : Y, defined as

above to be t (n + m) (hfiber glue r); and
• ap (l p � code {p}) glue.

The difficulty is to find the analogue of the theorem for the left x1
case, that is, when both the end points of r are in X. Our trick is
to make our assumptions more symmetric, by supposing we have
some distinguished y0 : Y and q00 : Q x0 y0 while defining code;
like x0, y0 and q00 will be fixed through most of the rest of the
argument (using Agda’s section mechanism, so we do not write
them as arguments explicitly). We will show that we can discharge
these extra assumptions below.

The list of three needed components for defining code remain
the same, as does the definition in the right case, but for the other
cases we will now make use of newly added arguments y0 and
q00. In terms of diagrams, the above definition of the right case
code {right y1} (r : left x0 = right y1), which was chosen to make
our generalization imply the original theorem, can be drawn as
follows.6 It is the type of all q01’s such that

left x0

r
$$

right y1

=

left x0

glue q01 $$
right y1

(1)

For the left case, we define
code { left x1} (r : left x0 = left x1) =

t (n + m) (hfiber (l q10 � glue q00 • ! (glue q10)) r)

This represents (the truncation of) the type of all q10’s such that

left x0

r
✏✏

left x1

=

left x0
glue q00// right y0

! (glue q10)zz
left x1

(2)

The remaining missing piece is ap (l p � code {p}) glue, that
is, to show the above types are equivalent when there is q11 :
Q x1 y1 such that glue q1 connects left x1 to right y1. This boils down
to an equivalence between the type code { left x1} “transported”
along glue q1, and the type code {right y1}. Pictorially, the type
code { left x1} after transportation maps each r : left x0 = right y1
to a type of all q10’s such that

left x0

r
$$

right y1

=

left x0
glue q00// right y0

! (glue q10)zz
left x1

glue q11

// right y1

(3)

The goal is to show, for any r, there is an equivalence between the
truncation of the type of all q01’s satisfying Equation 1 and that of
all q10’s satisfying Equation 3. It turns out that this equivalence is
non-trivial and heavily relies on the connectivity conditions in the
Blakers–Massey.

We can slightly simplify the needed equivalence by eliminating
the middle r; ignoring the truncation for the moment, essentially we
want to prove that for any q01 there is a q10 such that the equation

left x0

glue q01 $$
right y1

=

left x0
glue q00// right y0

! (glue q10)zz
left x1

glue q11

// right y1

(4)

is true, and vice versa. Then we must show that these two functions
are inverse to each other, which establish an equivalence between

6 Truncations are ignored in diagrams.
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all q01’s and q10’s. In this section we will only demonstrate the
direction from q10 to q01 as the other is symmetric. Ignoring the
truncations, we wish to show

8 (q10 : Q x1 y0)
� S (q01 : Q x0 y1) (glue q01 = glue q00 • ! (glue q10) • glue q11)

The idea is to reorder all the hypotheses (including abstracting over
the fixed x0, y0 and q00) to match the wedge connectivity theorem.
After the reordering the lemma is

8 x1 y0 (q10 : Q x1 y0) x0 (q00 : Q x0 y0) y1 (q11 : Q x1 y1)
� S (q01 : Q x0 y1) (glue q01 = glue q00 • ! (glue q10) • glue q11)

In intuition, with the wedge connectivity theorem and proper trun-
cations, we only have to consider the cases either q00 collides with
q10 or q11 collides with q10, as long as we give a coherent choice
when both collide.

Formally, while applying wedge-connect in Section 2, let A be
the type of the upper arm, S (x : X) (Q x y0), B be the lower arm,
S (y : Y) (Q x1 y), and C be

l {(x1 , q11) (y0 , q00) �
t (n + m) (hfiber glue (glue q00 • ! (glue q10) • glue q11))}

The connectivities of A and B are exactly the original hypotheses
of Blakers–Massey, and the truncation level of C is forced by the
explicit truncation. (x1 , q10) is a point of A and (y0 , q10) is a point
of B, which signifies the collision of either q00 or q11 with q10. The
term fa0, which represents the case where the upper arm q00 collides
to the diagonal q10, is the pair (q11 , lemma) where lemma is a path
of type

glue q11 = glue q10 • ! (glue q10) • glue q11

On the other hand, the term fb0, which represents the case where the
lower arm q11 collides to the diagonal q10, is the pair (q11 , lemma)
where lemma is a path of type

glue q00 = glue q00 • ! (glue q10) • glue q10

The last argument fab0 is to show that fa0 and fb0 agree on q10,
which follows from the fact that q10 is picked when both arms
collide with the diagonal. In sum, these define a function from q10’s
to q01’s.

The other direction can be defined similarly, and through the
same technique one can show they are inverse to each other. This
eventually fills the final piece of type

ap (l p � code {p}) glue

and concludes the construction of code. In total, this construction
is the largest part of the proof, and consists of approximately 500
lines of code. In the verification that the two maps are inverse, the
mechanization involves some clever abstraction over portions of
the proof that can be shared between both the fa0 and fb0 cases
of wedge-connect lemma, which simplifies showing the final fab0
coherence assumption of this lemma.

It now remains to show the contractibility of code {p} r, for each
p : Pushout X Y Q and r : left x0 = p.

3.3 Contractibility of code
A straightforward way to show contractibility of a type A is to give
a point center : A, and a contraction from A to this point, i.e. a path
from every other point of A to center.

Centers. So we want to give a point of code {p} r, for each
p : Pushout X Y Q and r : left x0 = p. By based path induction on r,
it is enough to give a point of code (left x0) refl. By the construction
of code, this type reduces to

t (n + m) (hfiber (l q10 � glue q00 • ! (glue q10)) refl)

which is inhabited by the projected pair

proj (q00 , inv-r (glue q00))

where inv-r path : path • ! path = refl is a proof that any path
concatenated with its inverse is homotopic to refl.

Putting this together, we obtain the desired centers:
code-center : 8 {p} r � code {p} r
code-center refl = proj (q00 , inv-r (glue q00))

Contractions. We now want a contraction on each code {p} r, to
the point code-center {p} r. The type S (p : Pushout X Y Q) (left x0 =
p) of pairs of such p and r is contractible, so it is enough to give
a contraction for any specific pair. We give it for the pair right y0,
glue q00; but to do this, we step back to an intermediate generality,
and show

8 {y1 : Y} (r : left x0 = right y1) (c : codes {y1} r)
� c = code-center {right y1} r

i.e. the case where p is right y1 for some y1 : Y, and r is arbitrary.
The re-generalization of r is needed for the path-induction below.

By construction, code {right y1} r is just t (n + m) (hfiber glue r).
Using the induction principles for truncations, hfiber (as pairs), and
paths, we may assume that c is of the form proj (q01 , refl) for some
q01 : Q x0 y1, and r is glue q01. So it remains to show

proj (q01 , refl) = code-center {right y1} (glue q01)

This is a quite involved but mostly routine calculation, of about
50 lines; interested readers may check the Agda mechanization
directly for details (code-coh-lemma).

This gives a contraction to code-center on code {right y1} r, for
any y1, r. In particular, it gives us a contraction on code {right y0}
(glue g00), and hence, by the contractibility of the type of pairs
(p , r), on each type code {p} r, as required for blakers-massey” .

3.4 Theorem
We have shown our second generalization assuming fixed x0 :
X, y0 : Y, and q00 : Q x0 y0 (which were implicit parameters
in the above constructions). Making these explicit in the type of
blakers-massey” , we have shown

blakers-massey” : 8 {x0} {y0} (q00 : Q x0 y0)
{p : Pushout X Y Q} (r : left x0 = p)
� is-contr (code x0 y0 q00 {p} r)

We need to show that this implies the first generalization
blakers-massey’ : 8 {x0} {p : Pushout X Y Q} (r : left x0 = p)

� is-contr (code x0 {p} r)

which, by definition of code, immediately implies the original
blakers-massey by taking p of the form right y.

So the only remaining gap is the extra assumptions y0 and q00 in
blakers-massey” . Given x0 for blakers-massey’, the remaining goal
is a (–1)-type, and we assumed that m is at least –1, so the goal
is a fortiori m-truncated. Our connectivity assumptions say that
S (y : Y) (Q x0 y) is m-connected, so in particular its m-truncation
has an element. Because the goal is an m-type, we can eliminate the
truncation to obtain some element of it; i.e. a pair y0, q00 as desired.
This closes the gap and finishes the proof of the main theorem.

4. Second Proof
In this section, we describe a second mechanization of the Blakers–
Massey theorem.7 Qualitatively, this proof is “less type-theoretic”
and “more homotopy-theoretic”. For example, relative to Section 3,
it introduces some intermediate steps (cut formulas) that are not
used above. On the other hand, these intermediate steps allow more

7 This formalization uses a different Agda library, so we ask the reader to
bear with some changes in naming and capitalization conventions.
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of the proof to be described in mathematical language, and there
are fewer spots in the proof that rely on reductions/calculations that
are difficult to convey outside of a proof assistant (though there are
still some). In particular, the construction of the equivalences in the
codes fibration has a higher-level description.

Fat Pushouts For this section, it will be helpful to use an alter-
native, “fat”, presentation of the pushout type. Suppose we have X
and Y and P : X � Y � Type, then the fat pushout adds a “middle”
constructor coming from P, and when p : P x y, rather than gluing
inl x to inr y directly, it glues them both to inm p.

It is specified by the following constructors:
inl : X � Pushout X Y P
inr : Y � Pushout X Y P
inm : {x : X} {y : Y} � P x y � Pushout X Y P
gluel : {x : X} {y : Y} � (p : P x y) � (inm p) = (inl x)
gluer : {x : X} {y : Y} � (p : P x y) � (inm p) = (inr y)

and the usual elimination rules for such a higher inductive. This is
equivalent to the previous presentation. For example, we define

glue : {x : X} {y : Y} (p : P x y) � (inl x) = (inr y)
glue p = gluer p � ! (gluel p)

by composing gluel and gluer8, going through the new middle point.
The fatness does not add any information, roughly because we can
contract away inm p and gluel p by path induction, leaving only
gluer/glue. The fat pushout is helpful because it will allow us to
break up the definition of the equivalences in the codes fibration in
a more symmetric way.

Properties of hfibers and connectivity We will use the following
lemmas about homotopy fibers and connectivity.

First, when e is an equivalence, the homotopy fiber of f at e x (i.e.
S (a : A) f a = e x) is equivalent to the homotopy fiber of (e-1 o f)
at x (i.e. S (a : A) e-1 (f a) = x), by moving the equivalence to the
other side of the equation:9

hfiber-at-equiv : 8 {A B B’} (f : A � B’) (e : B ' B’) (x : B)
� HFiber f (e x)' HFiber (e-1 o f) x

Second, suppose we have a “fiberwise” function f : (x :
A) � B x � C x. This induces a function

(l (a’,b’) � (a’ , f a’ b’)) : (S (a : A) B a) � (S (a : A) C a)

on the total spaces of B and C, which are the S-types that package
elements of B and C together with the A that they depend on. If
we have a particular a : A and c : C a, then the fiber of the partial
application f a at c is the same as the fiber of the total space at (a,c):

HFiber-fiberwise-to-total-eqv : {A : Type} {B C : A � Type}
{a : A} {c : C a} (f : (x : A) � B x � C x)
� (HFiber (f a) c)' (HFiber (l (a’,b’) � (a’ , f a’ b’)) (a , c))

Roughly, the right-hand type consists of an (a’,b’) : (S (a : A) B a)
such that (a’, f a’ b’) = (a,c), so contracting the equality between

8 b �a is path concatenation in function composition order; i.e. a : x = y
b : y = z.
9 We elide the projection from an equivalence to the underlying function.

the first components of these pairs shows that it is the same as the
left-hand type.

Another fact is that this induced map on the total space is n-
connected when f is n-connected for each element of A:10

fiberwise-to-total-connected : 8 {n A} {B C : A � Type}
(f : (x : A) � B x � C x)
� ((x : A) � ConnectedMap n (f x))
� ConnectedMap n (l (a’,b’) � (a’ , f a’ b’))

See (The Univalent Foundations Program 2013, Lemma 7.5.13) for
a proof.

Connectivity is preserved by pre- and post- composition with an
equivalence:

8 {n A B B’} {f : A � B} (e : B ' B’)
� ConnectedMap n f � ConnectedMap n (e o f)

8 {n A A’ B} {f : A � B} (e : A’ ' A)
� ConnectedMap n f � ConnectedMap n (f o e)

An n-connected map f : A � A’ induces an equivalence on
the truncations Trunc n A ' Trunc n A’.11 Below, we will need a
condition under which this equivalence extends to the truncations
of the fibers of maps g : A � B and h : A’ � B, i.e. the truncations
of S (a:A) g a = b and S (a’:A’) h a’ = b. We prove in the
formalization that it is sufficient to ask that h o f = g.

fiber-top-equiv : 8 {n A A’ B} (f : A � A’) (g : A � B) (h : A’ � B)
� ConnectedMap n f
� ((x : A) � h (f x) = g x)
� {b : B} � (Trunc n (HFiber g b))' (Trunc n (HFiber h b))

4.1 Construction of CodesFor
For the remainder of this proof, we fix X Y : Type and P :
X � Y � Type such that

(x : X) � Connected i (S (y : B) P x y) where j >�1
(y : Y) � Connected j (S (x : A) P x y) where j >�1

We write W for the fat Pushout X Y P, and Z for S ((x , y) :
X ⇥ Y) P x y.

For this subsection, we fix an element of Z, written (x0:X, y0:Y, p0 :
P x0 y0). Our first goal is to construct

CodesFor : (w : W) (a : (inm p0) = w) � Type

Like above, CodesFor w a will be a type of explicit characterizations
or canonical representations of the path a. We define CodesFor by
pushout-elimination on w, which requires 5 cases. First, for inl x,
we need to give a type dependent on x:X and a : inm p0 = inl x; for
inr y, a type dependent on y:Y and a : inm p0 = inr y; and for inm p,
a type dependent on x:X, y:Y, p:P x y, and a : inm p0 = inm p. Then
for gluel and gluer we need to construct some equivalences between
the types given in the first step.

Fibers For the inl and inr cases, given any x related to y0, or any y
related to x0, we can define can define paths from inm p0:

gluel0 : {x : X} � P x y0 � (inm p0) = (inl x)
gluel0 pxy0 = ! (glue pxy0) � gluer p0

gluer0 : {y : Y} � P x0 y � (inm p0) = (inr y)
gluer0 pxy0 = glue pxy0 � gluel p0

For example, gluel0 produces the composite
inm p0 = inr y0 = inm pxy0 = inl x

while gluer0 goes through inl x0. We define the cases of the codes
fibration for inl and inr as the truncations of the homotopy fibers of
these maps:

10 ConnectedMap is what was called is-connected-map in Section 3.
11 Trunc is truncation, written t in Section 3.
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CodesFor (inl x) (a : inm p0 = inl x) = Trunc i+j (HFiber gluel0 a)
CodesFor (inr y) (a : inm p0 = inr y) = Trunc i+j (HFiber gluer0 a)

For example, this says that the type of “normal forms” for a :
inm p0 = inl x is the (i+j)-truncation of S (pxy0 : P x y0) gluel0 p =
a. The S-type represents a link pxy0 from x to y0, such that the path
in the pushout given as above is homotopic to a. The truncation is
necessary because this does not give complete information about
a; it only characterizes it up to a certain level.

In the inm case, we need a code type for x,y and p : P x y and
a : inm p0 = inm p. The condition we want is essentially that either
x0 = x and a is the determined path inm p0 = inl x0/x = inm p, or
y0 = y and a is the determined path inm p0 = inr y0/y = inm p.
However, it will be helpful for the remainder of the proof to say
this in a bit of a roundabout way. In these two cases, the new
information in ((x,y) , p) is either of the form S (y : Y) P x0 y
(when x = x0) or of the form S (x : X) P x y0 (when y = y0),
which suggests taking the disjoint union of these. But p0 itself can
have either of these types, and it will be necessary to equate these,
so we use the following wedge type, which glues inl (y0 , p0) and
inr (x0 , p0) together:

P_ = Wedge (S (y : Y) P x0 y) (S (x : X) P x y0) (y0 , p0) (x0 , p0)

Next, we show that this wedge type does in fact determine a p and
a path a : inm p0 = inm p. We define the following map by by
pushout elimination:12

gluem : P_ � S (((x,y) ,p) : Z) (inm p0) = (inm p)
gluem (inl (y , px0y)) = ((x0,y) , px0y) , ! (gluel px0y) � gluel p0
gluem (inr (x , pxy0)) = ((x,y0) , pxy0) , ! (gluer pxy0) � gluer p0
[. . . coherence given by collapsing inverses . . . ]

Finally, we define the codes for inm to be the truncated fiber of this
map:

CodesFor (inm {x} {y} p) (a : inm p0 = inm p) =
Trunc i+j (HFiber gluem (((x , y) , p) , a)))

For example, we can inhabit this type in the inl case by giving
(y, px0y) and then showing that ((x0,y) ,px0y) = (x,y,p) (which
includes an equation x0 = x, as we said above) and that (along
this) a is homotopic to the path ! (gluel px0y) � gluel p0 specified
in gluem. The advantage of this roundabout presentation is that the
type P_ is exactly the wedge of the two spaces whose connectivity
we know by assumption, which will allow us to appeal to wedge
connectivity below.

Our definition of CodesFor so far can be summarized as follows.
First, we start with functions gluel0 and gluem and gluer0:

inm p0=inl x S (_,p) inm p0=inm p inm p0=inr y

P x y0 P_ P x0 y

gluel0 {x} gluem gluer0 {y}

Then, we define each case of CodesFor to be the (i+j)-truncation
of the homotopy fiber of the corresponding map, which produces
a type that depends on the data in the bottom row (and x, p, y,
respectively):

inm p0=inl x inm p0=inm p inm p0=inr y

CodesFor inl CodesFor inm CodesFor inr

gluel p gluer p
' '

' '

12 We use the “thin” pushout for the wedge, so there is no middle construc-
tor, but we still write inl and inr instead of left and right.

Now, there are equivalences on the bottom row given by compo-
sition with the indicated glue paths, and to complete the definition
of CodesFor by pushout-recursion, we now need to construct the
two top equivalences, which relate CodesFor inm to CodesFor inl and
CodesFor inr up to the corresponding equivalences on the bottom.

Equivalences An advantage of the “fat pushout” is that these two
cases are symmetric, so we discuss only the case for gluel, which
says that the types chosen for inm and for inl agree. More formally,
after some standard calculations à la (The Univalent Foundations
Program 2013, Ch. 2) and applying univalence, we need to con-
struct an equivalence

Trunc i+j (HFiber gluem (((x , y) , pxy) , am))
' Trunc i+j (HFiber gluel0 a l)

given a l : Path (inm p0) (inl x) and am : Path (inm p0) (inm pxy)
and s : (gluel pxy � am) = a l, which says that a l is in the image of
the equivalence indicated in the bottom row of the above diagram.
The construction of this equivalence is the most difficult part of the
proof.

First, we decompose it into two steps:
Trunc i+j (HFiber (gluel0) a l)

' Trunc i+j (HFiber (glueml pxy) am) -- Step 1
' Trunc i+j (HFiber gluem (((x,y) , pxy) , a)) -- Step 2

where the function glueml is given a “zig”

x y

x0 y0
p0

pxy

pxy0

of pxy : P x y and a pxy0 : P x y0 that links it to the fixed p0 : P x0 y0,
and produces a path from p0 to pxy in the pushout:

glueml : 8 {x y} (pxy : P x y) � P x y0 � (inm p0) = (inm pxy)
glueml pxy pxy0 = ! (gluel pxy) � ! (glue pxy0) � gluer p0

This path is the composite
inm p0 = inr y0 = inm pxy0 = inl x = inm pxy

For the first step, first we construct equivalences
HFiber gluel0 a l

' HFiber gluel0 (gluel pxy � am)
' HFiber (glueml pxy) am

The first equivalence is given by transporting along s. For the
second, because post-composition with a path is an equivalence, we
can pull ! (gluel pxy) � - into the function part via the hfiber-at-equiv
lemma. By expanding the definitions, this gives exactly glueml.
Finally, we can add Trunc i+j to the outside of this equivalence by
univalence.

The second step is more complicated. First, both glueml and
gluem are implicitly parametrized by the fixed p0 (we use Agda’s
section mechanism for this), and glueml is additionally parametrized
by pxy, so by composing with three uses of the aforementioned
HFiber-fiberwise-to-total lemma, we can reduce the goal to

Trunc i+j (HFiber glueml-total (((x0,y0) , p0) , ((x,y) , pxy) , a))
' Trunc i+j (HFiber gluem-total (((x0,y0) , p0) , ((x,y) , pxy) , a))

where
Z⇥WZ = S (((x,y) ,p) : Z) S (((x’,y’) ,p’) : Z) inm p = inm p’
hZ⇥Zi⇥hYXiZ = S (((x,y) ,p) : Z) S (((x’,y’) ,p’) : Z) P x’ y
gluem-total : (S ((_,p) : Z) P_ p) � Z⇥WZ
gluem-total (z , pw) = (z , gluem pw)

glueml-total : hZ⇥Zi⇥hYXiZ � Z⇥WZ
glueml-total (z , z’ , px’y) = (z , z’ , glueml (snd z) (snd z’) px’y)
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Recall that Z stands for S (x,y) P x y and W for Pushout X Y P. We
write Z⇥WZ to suggest the homotopy pullback of two copies of
the map (l (_,p) � inm p) : Z � W, i.e. two copies of Z and a
path between them in W. We write hZ⇥Zi⇥hYXiZ to suggest the
pullback of Z⇥Z with Z, where the Y component of the first Z
is shared with the third, and the X component of the second Z is
shared with the third, which reduces to the above type. While gluem
and glueml depend on p0 (and pxy), these functions act on the total
spaces (S-types), accepting a p0 and pxy as input, and keeping them
unchanged in the output. The reason this change is useful is that it
allows us to appeal to the fiber-top-equiv lemma, because we now
have two HFibers with the same base. Specifically, this means our
goals are

(a) Give a map m-to-ml : (S ((_,p) : Z) P_ p) � hZ⇥Zi⇥hYXiZ.
(b) Show that it is (i+j)-connected.
(c) Show that it makes the triangle (glueml-total o m-to-ml) =

gluem-total commute.

For part (a), the centerpiece is the map from the wedge to the
product, which with x0 and y0 and p0 fixed, has type

wedge-to-product : P_ � (S (y : Y) P x0 y)⇥ (S (x : X) P x y0)

and therefore induces a map on total spaces

twtp : S ((_,p0) : Z) P_ p0
� S (((x0,y0) ,p0) : Z) (S (y : Y) P x0 y)⇥ (S (x : X) P x y0)

The codomain of this map is a rearrangement of hZ⇥Zi⇥hYXiZ, just
by shuffling components of the tuple:

reassoc-l’ :
S (((x0,y0) ,p0) : Z) (S (y : Y) P x0 y)⇥ (S (x : X) P x y0)
� hZ⇥Zi⇥hYXiZ

reassoc-l’ (((x’ , y) , px’y) , ((y’ , px’y’) , (x , pxy))) =
( , pxy) , ( , px’y’) , px’y

To be able to complete part (c), we also need to precompose with
the following on the domain

switchr : (S ((_,p) : Z) � P_ p) � (S ((_,p) : Z) P_ p)
switchr (z , inl (y,p)) = (z , inl (y,p))
switchr (((x0,y0) ,p0) , inr (x,p)) = (((x,y0) ,p) , inr (x0 , p0))
[. . . coherence given by glue . . . ]

which leaves the element the same in the inl case, but swaps the inr
component with the outer element of Z. Given these, we define

m-to-ml : (S ((_,p) : Z) P_ p) � hZ⇥Zi⇥hYXiZ
m-to-ml = reassoc-l’ o twtp o switchr

Next we need to do part (b), showing that m-to-ml is (i+j)-
connected. First, by wedge connectivity, and using the connec-
tivity assumptions about S (y : Y) P x0 y and S (x : X) P x y0,
the map wedge-to-prod is (i+j)-connected. Next, by the lemma
fiberwise-to-total-connected, twtp is (i+j)-connected. Finally, we
can show that reassoc-l’ and switchr are both equivalences, essen-
tially because they just shuffle data around structurally without los-
ing any. Thus, because the composition of an n-connected map with
an equivalence is also n-connected, m-to-ml is (i+j)-connected.

Finally, part (c) is a routine calculation, consisting of a wedge-
induction on the domain and some reduction/path algebra. It con-
sists of about 40 lines of code, which would be easy to understand
for the interested reader.

This concludes our construction of CodesFor.

4.2 Contractibility
Next, we show that the codes fibration is contractible, and that this
implies the Blakers–Massey theorem. For most of this section, we
assume fixed x0 and y0 and p0 : P x0 y0 as above.

First, we show that CodesFor w a always has an element. To
begin, we can construct an element of CodesFor (inm p0) refl by
choosing one side of the wedge, and then giving a proof sectioncoh
of gluem (y0 , p0) = (((x0,y0) ,p0) , refl), which is just collapsing
inverses:13

sectionZ : CodesFor (inm p0) refl
sectionZ = [ inl (y0 , p0) , sectioncoh ]

This extends to an element of CodesFor w a for any w and a :
inm p0 = w

section : (w : W) (a : inm p0 = w) � (CodesFor w a)
section w a = transport CodesFor’ (pair= a connOver) sectionZ

by transporting in CodesFor’, which is the uncurrying of CodesFor,
with a (and a bit of adjustment for the path position: we have
pair= a connOver : (inm p0,refl) = (w,a)). This is essentially the
same as the path induction we did for this step above, though it is
phrased in a way that facilitates the later calculations.

Next, we show that this section is also a retraction, i.e. that when
c is a code for a, then section a = c. It turns out that it will be
enough to do this only for the case where w is inr y:

retraction-r : (y : Y) (a : (inm p0) = (inr y))
(c : CodesFor (inr y) a) � (section (inr y) a) = c

This is a rather involved calculation (about 125 lines of code),
using truncation induction, path induction, some reductions and
path algebra, and the definitions of the equivalences in the cases
of CodeFor for gluel and gluer. This step would be simpler in a type
theory with better computational properties.

Together, these show CodesFor is contractible for inr:
contr-r : (y : Y) (a : (inm p0) = (inr y))

� Contractible (CodesFor (inr y) a)
contr-r y p = section (inr y) a , retraction-r y a

By reducing the pushout elimination defining it, CodesFor (inr y)a
is Trunc i+j (HFiber gluer0 a). Therefore, it is immediate by ex-
panding the definition of a connected map that

(y : Y) � ConnectedMap i+j (gluer0 {y})

To complete the theorem, we would like to rephrase this as con-
nectivity of the composite glue map that constructs a path inl x =
inr y, instead of gluer0. First, by a bit of path algebra, we have

(y : Y) � glue {x0} {y} = (l z � z � ! (gluel p0)) o gluer0

because
(gluer0 pxy0) � ! (gluel p0)

= (glue pxy0 � gluel p0) � ! (gluel p0)
= glue pxy0

Therefore, because composition with a path is an equivalence,
and precomposition with an equivalence preserves connectivity, we
have

(y : Y) � ConnectedMap i+j (glue {x0} {y})

At the start of this subsection, we assumed x0 and y0 and p0 :
P x0 y0. Making these assumptions explicit in the above type, we
have now constructed

(x0 : X) (y0 : Y) (p0 : P x0 y0) (y : Y)
� ConnectedMap i+j (glue {x0} {y})

The last step is to discharge the assumption of y0 and p0, to get our
overall result

blakers-massey : (x : X) (y : Y) � ConnectedMap i+j (glue {x} {y})

One of our two connectivity assumptions is that for any x, the
type S (y0 : Y) P x y0 is i-connected. By definition, this means that

13 We write [ x ] for the proj x constructor of the truncation type.
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Trunc i (S (y0 : Y) P x y0) is contractible, so in particular it has an
element. We assumed that i is at least �1, and n-connectivity of a
map is a (�1)-type (because it is contractibility of something), and
therefore it is an i-type, because i>�1 and the truncation levels can
be raised. Therefore, we can eliminate the truncation, and get a y0
and p0 that are related to the given x, producing the inputs to the
previous step.

5. Conclusion
In this paper, we have described two computer-checked proofs of
the Blakers–Massey connectivity theorem using homotopy type
theory in Agda. Each mechanization of the theorem itself is about
700 lines of code, though the first is less dense (its character count is
about 88% of the second proof), and also uses fewer lemmas from
a library. The first proof is more direct in type theory, in the sense
that it does not introduce any intermediate higher inductive types,
like the wedge type used in the second proof. However, more of the
first proof contains more calculations that are difficult to describe in
traditional homotopy-theoretic terms. In the second proof, we were
better able to describe the construction of the codes equivalences
in traditional mathematical language. The proofs that the codes
fibrations are contractible are very similar in both cases, though
the more mathematical description of the codes equivalences in
the second proof results in a more complex calculation at this
stage, because there are more intermediate steps to reduce. These
two formalizations illustrate the advantages and disadvantages of
different ways of working in homotopy type theory.

The result developed in this paper suggests future work both
on formalization and on developing new mathematics using the
presented techniques. For example, Anel et al. (2016) have gen-
eralized the proof of the Blakers–Massey theorem presented here
by abstracting the facts about connectedness/truncation involved.
Just as the theorem presented here gives isomorphism of homotopy
groups in a range, the generalized theorem can be applied to the
Goodwillie Calculus to obtain a new result about isomorphism on
derivatives in a range. While this concrete application would not be
easy to formalize in type theory, we plan to investigate a formaliza-
tion of the abstract generalized theorem in future work.
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Valentin Blot
University of Bath
v.blot@bath.ac.uk

Abstract
In intuitionistic realizability like Kleene’s or Kreisel’s, the axiom of
choice is trivially realized. It is even provable in Martin-Löf’s intu-
itionistic type theory. In classical logic, however, even the weaker
axiom of countable choice proves the existence of non-computable
functions. This logical strength comes at the price of a compli-
cated computational interpretation which involves strong recursion
schemes like bar recursion. We take the best from both worlds and
define a realizability model for arithmetic and the axiom of choice
which encompasses both intuitionistic and classical reasoning. In
this model two versions of the axiom of choice can co-exist in a
single proof: intuitionistic choice and classical countable choice.
We interpret intuitionistic choice efficiently, however its premise
cannot come from classical reasoning. Conversely, our version of
classical choice is valid in full classical logic, but it is restricted
to the countable case and its realizer involves bar recursion. Hav-
ing both versions allows us to obtain efficient extracted programs
while keeping the provability strength of classical logic.

Categories and Subject Descriptors F.3.2 [Semantics of Pro-

gramming Languages]: Denotational semantics; F.4.1 [Mathe-

matical Logic]

1. Introduction
Realizability appeared in [16] as a formal account of the Brouwer-
Heyting-Kolmogorov interpretation of logic, leading to the Curry-
Howard isomorphism between intuitionistic proofs and purely
functional programs. In [11], Griffin used control operators to ex-
tend the isomorphism to classical logic. While the first realizability
interpretations of classical logic relied on a negative translation fol-
lowed by an intuitionistic realizability interpretation, Griffin’s dis-
covery can be exploited to give a direct realizability interpretation
of classical logic. This allowed Krivine to interpret second-order
Peano arithmetic and the axiom of dependent choice in an un-
typed �-calculus extended with the call/cc operator [17]. In the
work presented here, we interpret first-order classical arithmetic
and the axiom of countable choice in a model of the simply-typed
�µ-calculus [20], an extension of �-calculus with control features.

The axiom of choice is ubiquitous in mathematics and is often
used without even noticing. Therefore, having a computational in-
terpretation of this axiom is essential to the extraction of programs
from a wide range of mathematical proofs. While in usual inter-
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pretations of intuitionistic logic the axiom of choice is trivially re-
alized, interpreting even its countable version in a classical setting
requires the use of strong recursion schemes, like the bar recursion
operator defined in [23] in the framework of Gödel’s Dialectica in-
terpretation. The requirement for such a strong recursion principle
can be explained by the much stronger provability strength of clas-
sical choice. For instance, since any formula can be reflected by a
boolean in classical logic, the axiom of countable choice can build
the characteristic function of any formula with integer parame-
ters. In particular, one can choose formulas encoding non-decidable
predicates and prove the existence of non-computable functions.

Variants of bar recursion were used in [2, 3] to interpret the
negative translation of the axiom of choice in an intuitionistic
setting, and therefore classical arithmetic with countable choice
through Gödel’s negative translation. In [8], it was shown that
bar recursion can be used in a language with control operators
to interpret directly the axiom of countable choice in a classical
setting. In the present work we extend this approach, adding strong
existentials to the realizability interpretation. While these strong
existentials are known to raise issues in the presence of control
operators [12], our proof system allows for a simple criterion which
forbids classical reasoning on these, ensuring the correctness of
our computational interpretation in �µ-calculus. Conversely, weak
existentials (which, in our setting, are double negations of the
strong ones) work well with control operators, but are less efficient
from the computational perspective because their interpretations
can hide some backtracks.

Rather than having to choose between an efficient system which
is restricted to intuitionistic logic or a full classical system with a
complex computational interpretation, we take the best from both
worlds and work within classical logic with strong existential quan-
tifications, using their weak counterparts when classical reasoning
is needed. In a proof where the excluded middle is never used on
some existential formula, this existential can be strong and benefit
from an efficient interpretation (in particular, the axiom of choice
is trivially realized in that case). If in the same proof some classi-
cal reasoning is performed on another existential formula, then that
existential must be weak, and while we can still use the axiom of
countable choice on it, its computational interpretation is given by
bar recursion and can involve a costly recursion.

We validate our model with an extraction result from proofs of
⇧0

2 formulas with either a strong or a weak existential. The case of a
strong existential is immediate by definition of its semantics, while
the case of a weak existential relies on Friedman’s trick which, in
direct interpretations of classical logic, amounts to a non-empty
realizability interpretation of the false formula. Our system allows
for extraction of more efficient programs than with the usual direct
or indirect interpretations of classical logic, provided some care is
taken to choose strong existentials whenever possible.

The combination of strong existentials and classical logic was
also investigated in [13], where strong existentials were weakened
enough to make them compatible with classical logic while keeping
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the validity of countable and dependent choices. The goal of [13]
was to find the minimal restriction of strong existentials which
makes them compatible with control operators. This was achieved
by an insightful analysis of proofs leading to the definition of
the negative-elimination-free ones, but came at the expense of a
complex computational interpretation, similarly to what happens
with bar recursion. In the present work, we have a different goal
and achieve it by following a different path: we keep the full power
of strong existentials (and therefore their simple computational
interpretation) and use bar recursion to computationally interpret
the classical axiom of countable choice with weak existentials.
In our goal of extraction of efficient programs, the presence of
strong existentials with their full power and simple interpretation
provides more efficient computational interpretations of classical
proofs than [13].

In section 2 we define the programming language System µT
br

in which proofs of our system are interpreted, and present the cat-
egorical models of this language. In section 3 we present our de-
duction system, which is a hybrid system allowing both intuition-
istic and classical reasoning. We discuss the provability strength of
this system and in particular how it can interpret both intuitionis-
tic arithmetic with choice and classical arithmetic with countable
choice. Then we prove that the terms interpreting our proofs are
well-typed in System µT

br

. Finally, we present our realizability in-
terpretation in section 4, we prove its adequacy for our deduction
system, and we validate our computational interpretation with two
extraction results: for strong and weak existentials.

2. �µ-calculus and categories of continuations
In this section we define the programming language in which the
proofs will be interpreted. This language is an extension of Gödel’s
system T with the control features of �µ-calculus [20] and bar
recursion. We call this language System µT

br

. In order to have
adequacy of the bar recursion operator for our variant of double-
negation shift, we do not work directly in System µT

br

but in
a model of it. We therefore recall the definition of categories of
continuations [14], which are the universal models of �µ-calculus.

2.1 System µT
br

�µ-calculus has been introduced in [20] to provide a Curry-Howard
correspondence for classical natural deduction. We use here a par-
ticular �µ-theory with natural numbers and recursion that we call
System µT . The types of System µT are built from a single base
type for natural numbers, the empty type, product and arrow types:

T, U ::= I | 0 | T ⇥ U | T ! U

The terms are given along with the typing rules in figure 1, and the
set Cst of constants for System µT are:

n : I succ : I ! I rec : T ! (I ! T ! T ) ! I ! T

The equational theory of System µT is given in figure 2, where
both sides of the equations must be well-typed.

In order to define the bar recursion operator, we need to be
able to manipulate finite lists of elements. There are several ways
to implement these in System µT . The particular implementation
chosen is irrelevant to our interpretation, so we fix one particular
encoding and write T ⇧ for the type of lists of elements of type T .
We also define some notations for the operations on finite lists: we
write ✏ : T ⇧ for the empty list, M ⇤ N : T ⇧ for the list obtained
by appending N : T to M : T ⇧, |M | : I for the size of M : T ⇧

and M @N : I ! T for the infinite extension of M : T ⇧ with the
values from N : I ! T , i.e.:

(✏ ⇤M0 ⇤ . . . ⇤Mn�1 @N)m =

⇢

M
m

if m < n

N m otherwise

Given this fixed implementation of lists in System µT , we can now
extend it to System µT

br

by adding the bar recursion operator:

brec : (I ⇥ (T ! 0) ! I ! T ) ! ((I ! T ) ! 0) ! T ⇧ ! 0

together with its defining equation:

brecM N P = N (P @M h|P | ,�x.brecM N (P ⇤ x)i)
We choose to present System µT

br

as an equational theory for
simplicity, but one can define an abstract machine (as was done
in [8]) for which computational adequacy holds: for any term M : I
of System µT

br

and any n 2 N, M = n in the equational theory if
and only if M reduces to n in the abstract machine.

2.2 Categories of continuations
As stated in the introduction, the axiom of countable choice to-
gether with classical logic proves the existence of non-computable
functions. Therefore, our language of realizers needs to contain
such functions. While in [2] this was achieved by extending the
language with infinite terms, we work as in [3] in a model of our
programming language. Just like cartesian closed categories are the
universal models of �-calculus, categories of continuations [14] are
the universal models of �µ-calculus. A category of continuations is
a full subcategory of a distributive category with exponentials of a
fixed object:

Definition 1 (Category of continuations). Let C be a distributive

category and let R be an object of C such that all exponentials RA

exist. Then the full subcategory RC
consisting of the objects RA

is

called a category of continuations.

We now fix a category of continuations RC together with an
object JIK 2 Ob (C) and describe the semantics of System µT

br

in RC . The object JIK is the negative interpretation of the type
I , and from that parameter every type of System µT

br

is given
both a negative interpretation JT K 2 Ob (C) and a positive one
[T ]

�
= RJT K 2 Ob

�

RC� by:

J0K �
= 1 JT ⇥ UK �

= JT K + JUK JT ! UK �
= [T ]⇥ JUK

where 1, + and ⇥ correspond to the distributive structure of C.
We suppose a given interpretation [c] 2 RC (1, [T ]) for each
c : T 2 Cst, from which we can define the interpretation of any
term of System µT

br

:

[x1 : T1, . . . , xn

: T
n

` M : U | ↵1 : V1, . . . ,↵m

: V
m

]

2 RC ([T1]⇥ . . .⇥ [T
n

], [U ]

&

([V1]

&

. . .

&

[V
m

]))

where RA

&

RB

�
= RA⇥B is a binoidal functor on RC (see [22]

for details).
We make some further assumptions on RC . First, the equations

for the constants are verified in RC , and therefore the model is
sound: if M = N in System µT

br

, then [M ] = [N ] in RC . Second,
the model is complete at type I: if [M ] = [N ] 2 RC (1, [I]), then
M = N in System µT

br

. The model will further be required to
satisfy sequence internalization (definition 2) and continuity (def-
inition 3), but these requirements will be discussed in section 4.2,
along with adequacy of bar recursion for classical choice.

We now briefly give two running examples of models of System
µT

br

satisfying soundness and adequacy at type I .
• The first one is a category of Scott domains. If we choose C to be

the category of unpointed Scott domains (i.e. algebraic directed
complete partial orders in which any two compatible elements
have a lowest upper bound, see e.g. [1] for the definitions)
and continuous functions, R = N [ {?} with the ordering
a  b , a = b or a = ?, which is the usual domain of
natural numbers, and JIK = {?}, then RC is a category of
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~x : ~T , y : V ` y : V | ~↵ : ~U
(c:V 2 Cst)

~x : ~T ` c : V | ~↵ : ~U

~x : ~T , y : V ` M : W | ~↵ : ~U

~x : ~T ` �y.M : V ! W | ~↵ : ~U

~x : ~T ` M : V | ~↵ : ~U ~x : ~T ` N : W | ~↵ : ~U

~x : ~T ` hM,Ni : V ⇥W | ~↵ : ~U

~x : ~T ` M : V | � : V, ~↵ : ~U

~x : ~T ` [�]M : 0 | � : V, ~↵ : ~U

~x : ~T ` M : V ! W | ~↵ : ~U ~x : ~T ` N : V | ~↵ : ~U

~x : ~T ` MN : W | ~↵ : ~U

~x : ~T ` M : V1 ⇥ V2 | ~↵ : ~U

~x : ~T ` ⇡
i

M : V
i

| ~↵ : ~U

~x : ~T ` M : 0 | � : V, ~↵ : ~U

~x : ~T ` µ�.M : V | ~↵ : ~U

Figure 1. Typing rules for simply-typed �µ-calculus

(�x.M)N = M {N/x} �x.M x = M (x /2 FV (M)) (µ↵.M)N = µ↵.M {[↵] N/ [↵] }
⇡
i

hM1,M2i = M
i

h⇡1 M,⇡2 Mi = M ⇡
i

(µ↵.M) = µ↵.M {[↵] ⇡
i

/ [↵] }
[↵] µ�.M = M {↵/�} µ↵. [↵] M = M (↵ /2 FV (M)) µ↵.M = M { / [↵] } (↵ : 0)

succ n = n+ 1 succ (µ↵.M) = µ↵.M {[↵] succ ( ) / [↵] }
recM N 0 = M recM N n+ 1 = Nn (recM N n) recM N (µ↵.P ) = µ↵.P {[↵] recM N ( ) / [↵] }

Figure 2. Equational theory of System µT

Scott domains and a category of continuations. The objects of
RC being pointed, we can interpret general fixpoints in RC , so
in particular we can interpret bar recursion.

• The second example is the category of Hyland-Ong games [15]
in its unbracketed version [18], which is known to interpret
control operators. If C is the category of finite families of arenas
and strategies, R is the singleton family of the one-move arena
and JIK is the singleton family of the arena with countably
many moves then RC is a category of continuations which
is isomorphic to the category of unbracketed games (see [6],
sections 3.2.2 and 4.4.1). This category is cpo-enriched and can
therefore also interpret bar recursion.

From now on we will drop the interpretation brackets for terms
and use the syntax of �µ-calculus to manipulate morphisms of
RC . We will allow weakening without mentioning it, that is,
the injection from the homset RC ([T ], [U ]

&

[V ]) to the homset
RC ([T ]⇥ [T 0], [U ]

&

([V ]

&

[V 0])) obtained by precomposition
with the left projection and postcomposition with [U ]

&

wl

[V ],[V 0]
(with the notations of [22]) will be viewed as an inclusion:

RC ([T ], [U ]

&

[V ]) ✓ RC �

[T ]⇥
⇥

T 0⇤, [U ]

&�
[V ]

&⇥
V 0⇤��

3. Classical logic and the axiom of choice
In this section, we define our logical framework, which is based
on classical logic with both strong and weak existentials (the latter
being the double negations of the former). Formulas are divided
into positive and negative, with classical reasoning being restricted
to the negative ones. This is achieved by considering two-sided
sequents in which at most one positive formula can appear on the
right hand side, in principal position.

3.1 The proof system
Our logic is multi-sorted, with one base sort ◆ for natural numbers
together with higher-order sorts built on it with the arrow construc-
tor:

�, ⌧ ::= ◆ | � ! ⌧

There is an infinite set of first-order variables for each sort, and
first-order terms are either variables, well-sorted applications or

constants:
t�, u⌧ ::= x� | t�!⌧ u� | c�

Since we are in a multi-sorted setting, we can have constants for
combinators, natural numbers constructors, and recursor:

c� ::= s(�!⌧!⌫)!(�!⌧)!�!⌫ | k�!⌧!�

| 0◆ | S◆!◆ | rec�!(◆!�!�)!◆!�

We can write every term of Gödel’s system T with these. In the
following, we will often omit the sorting information of the first-
order terms.

Since our logic encompasses both intuitionistic and classical
proofs, we define both positive and negative formulas, by mutual
induction. Full classical logic can be used on negative formulas,
while the positive ones will be restricted to intuitionistic reasoning.
Because we will perform a direct interpretation in System µT

br

which has control features, the atomic formulas (inequalities be-
tween first-order terms of the same sort, and falsity) will be neg-
ative. Conjunctions of negative formulas, universal quantifications
on negative formulas and implications with a negative conclusion
are negative, while existentials of any formula are positive, as well
as conjunctions with a positive component, implications with a pos-
itive conclusion and universal quantifications of positive formulas:

A�, B� ::= t� 6=
�

u� | ? | A)B� | A� ^B� | 8x�A�

A+, B+ ::= A)B+ | A+ ^B | A ^B+ | 8x�A+ | 9x�A

Taking into account formulas on which classical reasoning is al-
lowed as well as formulas which are restricted to intuitionistic rea-
soning relies on a distinction between positive and negative formu-
las introduced in [7] and related to proof systems LU [10], PCL [19]
and LC [9] (see section 5.2).

Negation of a formula A is encoded as ¬A �
= A ) ? (hence

it is always negative) and equality is encoded as t� =
�

u�

�
=

¬ (t� 6=
�

u�). We will define our interpretation of proofs in Sys-
tem µT

br

by directly annotating them with terms of System µT
br

.
In order to annotate the elimination rule of universal quantification
and the introduction rule of existential quantification, we need to
embed first-order terms into System µT

br

. First, we interpret the
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` �p.p : x = x | � : S 0 = 0,↵ : 9x (x = 0)

` �xp.p : 8x (x = x) | � : S 0 = 0,↵ : 9x (x = 0)

` (�xp.p) 0 : 0 = 0 | � : S 0 = 0,↵ : 9x (x = 0)

`
⌦

0, (�xp.p) 0
↵

: 9x (x = 0) | � : S 0 = 0,↵ : 9x (x = 0)

` [↵]
⌦

0, (�xp.p) 0
↵

: ? | � : S 0 = 0,↵ : 9x (x = 0)

` µ�. [↵]
⌦

0, (�xp.p) 0
↵

: S 0 = 0 | ↵ : 9x (x = 0)

`
⌦

1, µ�. [↵]
⌦

0, (�xp.p) 0
↵↵

: 9x (x = 0) | ↵ : 9x (x = 0)

` [↵]
⌦

1, µ�. [↵]
⌦

0, (�xp.p) 0
↵↵

: ? | ↵ : 9x (x = 0)

` µ↵. [↵]
⌦

1, µ�. [↵]
⌦

0, (�xp.p) 0
↵↵

: 9x (x = 0) |

Figure 3. An incorrect proof

sorts of the logic as types of System µT
br

:

◆⇤
�
= I (� ! ⌧) ⇤ �

= �⇤ ! ⌧⇤

Then, assuming that each first-order variable is a variable of System
µT

br

, we map each first-order term to a term of System µT
br

:

x⇤ �
= x (t u) ⇤ �

= t⇤u⇤ s⇤
�
= �xyz.x z (y z)

k⇤
�
= �xy.x 0⇤

�
= 0 S⇤ �

= succ rec⇤
�
= rec

Using this mapping, we define our proof system in which every
derivation is annotated with a term of System µT

br

. The sequents
can have several formulas on the right, one of which is principal:

p1 : A1, . . . , pm : A
m

` M : C | ↵1 : B1
�, . . . ,↵

n

: B
n

�

The deduction rules are given in figure 4, and the set Ax of ax-
ioms is given in figure 5. The axiom (9x◆¬A)8x◆A))¬¬8x◆A
(which is a variant of the usual double-negation shift) will allow us
to derive the classical axiom of countable choice from its intuition-
istic version in the next section. The meaning of the µ-variable 
of type I will be explained in section 4.

The handling of positive and negative formulas is simplified by
our use of multi-conclusioned sequents with a principal formula
on the right of each sequent. All formulas on the right-hand side
of a sequent except the principal one must be negative, while
the principal formula and the formulas on the left-hand side of
a sequent can be either positive or negative. In particular, right
contraction is forbidden on positive formulas, which corresponds
to allowing only intuitionistic reasoning on these. This should be
put in parallel with our use of �µ-calculus, in which there is a
principal type on the right-hand side of a typing judgment, which is
the type of the current term (the other types on the right-hand side
are the types of the continuations variables). We give in figure 3 the
implementation of the counter-example of [12] in our setting. An
existential formula appears on the right-hand side in a non-principal
position, and therefore this proof is invalid in our system. We will
see at the end of section 4.2 that accepting such a proof in our
system would lead to a degenerated realizability model.

3.2 Proof-theoretic strength
In this section, we discuss some properties of our hybrid proof
system and relate it to more usual theories.

Non-extensional equality The equality in our system being de-
fined by Leibniz’s axiom schema, we easily have the following
facts:

x�!⌧ =
�!⌧

y�!⌧ ) 8z� (x�!⌧ z� =
⌧

y�!⌧ z�)

x� =
�

y� ) 8z�!⌧ (z�!⌧ x� =
⌧

z�!⌧ y�)

The following principle of extensionality:

8z� (x�!⌧ z� =
⌧

y�!⌧ z�)) x�!⌧ =
�!⌧

y�!⌧

doesn’t hold in general, since it is refuted in intensional models of
system T, like game semantics. However, there exist extensional
models of system T, like the category of Scott domains.

Primitive inequality We chose a primitive inequality rather than
equality in order to be able to realize Leibniz’s axiom schema.
This technique introduced by Krivine is now common in classical
realizability [17]. For the restriction of our system to negative
formulas this does not change provability: a negative formula with
equalities and/or inequalities is provable in our system (through
the encoding t = u ⌘ ¬t 6= u) if and only it is provable in
the same system with negative equalities (through the encoding
t 6= u ⌘ ¬t = u). In particular, since in the classical fragment of
our system (see the end of this section) every formula is negative,
provability isn’t changed for that fragment. However, for the full
system and the intuitionistic subsystem, things are less clear and
we leave this to future work.

Ex falso quodlibet The formula ?)A is provable in our system
for any formula A. For negative formulas, we have the simple proof
` �p.µ↵.p : ? ) A� |. For positive formulas, this proof is not
correct because ↵ : A+ is forbidden in our system. Nevertheless,
there is still a proof of ? ) A+, by induction on A: if we have
` M : ?)A | and ` N : ?)B+ |, then:

` �pq.N p : ?)A)B+ | ` �p. hx,M pi : ?) 9xA |
` �p. hN p,M pi : ?)B+ ^A | ` �px.N p : ?) 8xB+ |
` �p. hM p,N pi : ?)A ^B+ |

Intuitionistic arithmetic with choice The connection with intu-
itionistic logic is rather direct, since taking the set of rules of fig-
ure 4 with sequents restricted to the form ~p : ~A ` M : B |
gives precisely intuitionistic logic. In particular, with that form of
sequents, the rules for ? are removed, forbidding right contraction.
Remark that in that case, ?) A is no longer provable so we have
in fact only minimal logic. To get back full intuitionistic logic, we
could have added ?) x 6= y as an axiom (which is realized in the
model of section 4 by �p.p), so ?)A would have an intuitionistic
proof for any A, by induction on A. Considering its restriction to
the intuitionistic fragment of the system, our realizability interpre-
tation is similar to Kreisel’s modified realizability such as presented
in [5] for minimal logic, the main difference being that our inter-
pretation is performed in the meta-theory rather than presented in
the form of a logical translation.

When it comes to arithmetic, the set of axioms of figure 5 minus
(9x◆¬A)8x◆A) ) ¬¬8x◆A is almost the set of axioms of in-
tuitionistic arithmetic in higher types with choice. The only differ-
ence is that we have a primitive inequality, and our Leibniz’s axiom
schema concerns inequality. As stated above, the exact connection
with intuitionistic arithmetic with a primitive equality is still to be
investigated.

Classical arithmetic with countable choice Proofs of classical
logic can be embedded in our system through a simple transforma-
tion of formulas: we transform every existential 9xA of classical
logic into a weak existential 9cxA

�
= ¬¬9xA in our system and

work in the following restricted syntax of formulas:

Ac, Bc ::= t 6= u | ? | Ac )Bc | Ac ^Bc | 8xAc | 9cxAc

The negativity constraints on the right-hand side of our sequents
are then automatically satisfied since Ac is always negative. Since
only existential quantifications are modified by this transformation,
classical logic can be embedded in our system if we prove that
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~p : ~A, q : C ` q : C | ~↵ : ~B�
(M :C 2Ax)

~p : ~A ` M : C | ~↵ : ~B�

~p : ~A, q : C ` M : D | ~↵ : ~B�

~p : ~A ` �q.M : C )D | ~↵ : ~B�

~p : ~A ` M : C | ~↵ : ~B� ~p : ~A ` N : D | ~↵ : ~B�

~p : ~A ` hM,Ni : C ^D | ~↵ : ~B�

~p : ~A ` M : C� | � : C�, ~↵ : ~B�

~p : ~A ` [�]M : ? | � : C�, ~↵ : ~B�

~p : ~A ` M : C )D | ~↵ : ~B� ~p : ~A ` N : C | ~↵ : ~B�

~p : ~A ` MN : D | ~↵ : ~B�

~p : ~A ` M : C1 ^ C2 | ~↵ : ~B�

~p : ~A ` ⇡
i

M : C
i

| ~↵ : ~B�

~p : ~A ` M : ? | � : C�, ~↵ : ~B�

~p : ~A ` µ�.M : C� | ~↵ : ~B�

~p : ~A ` M : C | ~↵ : ~B�

(x/2FV( ~

A,

~

B

�))
~p : ~A ` �x.M : 8xC | ~↵ : ~B�

~p : ~A ` M : 8xC | ~↵ : ~B�

~p : ~A ` M t⇤ : C {t/x} | ~↵ : ~B�

~p : ~A ` M : A {t/x} | ~↵ : ~B�

~p : ~A ` ht⇤,Mi : 9xA | ~↵ : ~B�

~p : ~A, q : A ` N : C | ~↵ : ~B� ~p : ~A ` M : 9xA | ~↵ : ~B�

(M/2FV( ~

A,C,

~

B

�))
~p : ~A ` (�xq.N) (⇡1 M) (⇡2 M) : C | ~↵ : ~B�

Figure 4. Deduction rules of our proof system

�p.p : x = x �p.p : ¬A)A {y/x}) x 6= y

�p.p : sx y z = x z (y z) [] 0 : Sx 6= 0

�p.p : kx y = x rec : A {0/x})8x◆ (A)A {Sx/x}))8x◆ A

�p.p : recx y 0 = x �p. h�x.⇡1 (p x) ,�x.⇡2 (p x)i : 8x�9y⌧A)9v�!⌧8x�A {v x/y}
�p.p : recx y (S z) = y z (recx y z) �pq.brec p q ✏ : (9x◆¬A)8x◆A)) ¬¬8x◆A

Figure 5. Axioms of our proof system

the usual rules of existential quantification are admissible for weak
existentials 9c. For the introduction rule:

if ~p : ~Ac `M : Cc {t/x} | ~↵ : ~Bc

then ~p : ~Ac `�q.q ht⇤,Mi : 9cxCc | ~↵ : ~Bc

and for the elimination rule:

if ~p : ~Ac, q : Cc `M : Dc | ~↵ : ~Bc

and ~p : ~Ac `N : 9cxCc | ~↵ : ~Bc

then

~p : ~Ac ` µ�.N (�r. [�] (�xq.M) (⇡1 r) (⇡2 r)) : D
c | ~↵ : ~Bc

which is valid since Dc is negative.
The usual axioms of classical arithmetic are all satisfied (in

particular, since every Ac is negative, provability is not changed
by our use of a primitive inequality, see above). The last require-
ment is then that the axiom of countable choice 8x◆9cy�A )
9cv◆!�8x◆A {v x/y} is provable in our system:

Lemma 1. The following formula:

8x◆¬¬9y�A) ¬¬9v◆!�8x◆A {v x/y}

is provable in our system.

Proof. We will derive it from the two axioms:

(9x◆¬B )8x◆B)) ¬¬8x◆B

8x◆9y�A)9v◆!�8x◆A {v x/y}

As stated above ? ) 8x◆B is provable, therefore we can derive
¬9x◆¬B ) ¬¬8x◆B from the first axiom. We also have:

` �pq.p (⇡1 q) (⇡2 q) : 8x◆¬¬B ) ¬9x◆¬B |

so we get 8x◆¬¬B ) ¬¬8x◆B, which is usually called double-
negation shift. Next, we instantiate B with 9y�A to get:

8x◆¬¬9y�A) ¬¬8x◆9y�A

Finally, the second axiom entails:

¬¬8x◆9y�A) ¬¬9v◆!�8x◆A {v x/y}

so we get 8x◆¬¬9y�A)¬¬9v◆!�8x◆A {v x/y}, which was our
goal.

Remark that the axiom (9x◆¬B )8x◆B) ) ¬¬8x◆B with
B negative is actually derivable in our system, as is the double-
negation shift for negative formulas. In the lemma, however, we in-
stantiate it with B ⌘ 9y�A, which is a positive formula. Therefore
we cannot use the classical proof, since control operators cannot be
used on strong existentials, as was demonstrated in [12].

For simplicity reasons, we did not consider here the axiom
of dependent choice. Realizing classical dependent choice in the
current setting would be possible with the slightly different bar
recursion operator of [7], but the version of the double-negation
shift that we use here is not sufficient to derive classical dependent
choice from intuitionistic choice because it allows shifting double
negations over first-order quantifications of type ◆ only.

The embedding of classical proofs in our system that we just
described is rough and doesn’t exploit the existence of strong ex-
istentials. The purpose of our hybrid system being to mix strong
and weak existentials in a single proof, we now explain how this is
possible. For example, one lemma could state:

9u◆!◆!◆9v◆!◆!◆8x◆8y◆

8

>

<

>

:

y = (ux y)⇥ x+ (v x y)

^
v x y < x
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with appropriate encodings of multiplication, addition and ordering
using equality and System T. This lemma is clearly provable con-
structively, hence the strong existentials obtained using intuitionis-
tic choice. Another lemma could be:

9cu◆!◆8x◆ (ux = 0 , 9y1 . . . ykP (y1, . . . , yk) = x)

for some polynomial P with coefficients in N and such that
{P (n1, . . . , nk

) | n1, . . . , nk

2 N} is undecidable (such polyno-
mial exists by Matiyasevich’s negative answer to Hilbert’s tenth
problem). This lemma is provable using classical logic and the
axiom of countable choice, which is why we only have a weak
existential. Nevertheless, these two lemmas can be used in a single
proof. When using the first lemma, the efficient realizer of intu-
itionistic choice will perform the computations, while when using
the second, bar recursion will be used and unbounded search may
be performed. In order to make weak and strong existentials inter-
act, it may be necessary to turn a strong existential into a weak one,
which is possible since we have ` �pq.q p : 9xA ) 9cxA |. By
doing that the computational efficiency is not lost, since we only
encapsulate the strong existential into a weak one with possibilities
of backtrack which are not used.

We now explain briefly why the interpretation of a strong ex-
istential is more efficient that the interpretation of a weak one.
The first difference is on the types of the interpretation: while
(9x�A) ⇤ = �⇤ ⇥A⇤, the type interpretation of the corresponding
weak existential is:

(9cx�A) ⇤ = ((9x�A)?))?) ⇤ = (�⇤ ⇥A⇤ ! 0) ! 0

The second difference concerns the computational behavior of the
respective interpretations. On one hand, the interpretation of a
strong existential consists of a witness (of type �⇤) and a proof
(of type A⇤) which are independent because of RC’s cartesianness.
On the other hand, the interpretation of a weak existential takes an
argument � of type �⇤ ⇥A⇤ ! 0 and can call it several times (this
is called backtracking). In the general case, the arguments supplied
to � in a given call can even depend on the outcome of the previous
calls. Therefore, using strong existentials whenever possible gives
an interpretation that may be more efficient than the usual double-
negation interpretation.

3.3 Soundness
We prove in this section that the System µT

br

terms annotating the
proofs are well-typed. We first map every formula A to a type A⇤

of System µT
br

:

(t 6= u) ⇤ �
= 0 ?⇤ �

= 0

(A)B) ⇤ �
= A⇤ ! B⇤ (A ^B) ⇤ �

= A⇤ ⇥B⇤

(8x�A) ⇤ �
= �⇤ ! A⇤ (9x�A) ⇤ �

= �⇤ ⇥A⇤

Then we prove that the term associated to a derivation has the type
associated to the conclusion of the derivation. Note the presence of
a µ-variable , which is there for extraction purposes. Its meaning
will be explained in section 4.

Proposition 1 (Soundness). If a derivation has conclusion:

~p : ~A ` M : C | ~↵ : ~B�

and if FV

⇣

~A,C, ~B�
⌘

= ~x~�

, then there is a corresponding typing

derivation of M :

~x : ~�⇤, ~p : ~A⇤ ` M : C⇤ | ~↵ : ~B�⇤, : I

Proof. First, we prove that for any first-order term t⌧ with FV (t) =
~x~� there is a typing derivation:

~x : ~�⇤ ` t⇤ : ⌧⇤ |

by induction on t. Then the proof is by induction on the derivation.

This result is typical of typed realizability, in which a realizer
of a formula is a typed program, its type being inferred from the
formula. Working in typed realizability allows in particular the use
of models with strong properties, like categories of continuations
in our case.

4. Realizability
We define here our realizability interpretation and prove that the
System µT

br

term annotating a proof of a formula is a realizer of
that formula. Finally, we give two extraction results, for strong and
weak existentials.

4.1 Realizability values
In this section, each formula gets an associated realizability value,
which is a set of morphisms in RC . First, we set the range of the
quantifiers by defining a set |�| ✓ RC (1, [�⇤]) for each sort �:

|◆| �
= {n | n 2 N} |� ! ⌧ | �

= {� | 8 2 |�| ,� 2 |⌧ |}

For the sake of extraction, the realizability model is parameterized
with a set ?? ✓ |◆|, as in [7, 8] and similarly to [17]. This set is
used to define a non-empty realizability value for the formula ?,
as usual in classical realizability. The realizability values are de-
fined for closed formulas with parameters in RC , that is, formulas
in which every free variable x� has been replaced with some ele-
ment of |�|. Again for the sake of extraction, the realizability value
of a formula A will not be a subset of RC (1, [A⇤]), but a subset
of RC (1, [A⇤]

&

[I]). Reasons for this choice are discussed before
proving adequacy for the logical rules, and details can be found
in [7]. Morphisms in this homset should be thought of as having a
free µ-variable of type I , for which we use the reserved name . In-
tuitively, a realizer of A has two output channels: one is of type A⇤,
while the other is of type I . This corresponds to Krivine’s distinc-
tion between realizers and proof-like realizers [17]. A realizer may
output an element of ?? on the channel  of type I , while a proof-
like realizer must output on the principal channel of type A⇤. Apart
from the interpretation of the atomic formulas which takes into ac-
count the parameter ??, the interpretation of the other connectives
is the same as in usual intuitionistic realizability like Kleene’s or
Kreisel’s:

|?| �
= {� | µ.� 2 ??}

|t 6= u| �
=

(

|?| if t⇤ = u⇤

RC (1, [0]

&

[I]) otherwise

|A)B| �
= {� | 8 2 |A| ,� 2 |B|}

|A ^B| �
= {� | ⇡1 � 2 |A| ^ ⇡2 � 2 |B|}

|8x�A| �
= {� | 8 2 |�| ,� 2 |B { /x}|}

|9x�A| �
= {� | ⇡1 � 2 |�| ^ ⇡2 � 2 |B {⇡1 �/x}|}

Remember that we use implicit weakening, as stated at the end of
section 2.2. This means that in the definition of |8x�A|,  2 |�| ✓
RC (1, [�⇤]) is considered as a morphism in RC (1, [�⇤]

&

[I])
when we apply � to it, and in the definition of |9x�A|, while ⇡1 �
is a morphism in RC (1, [�⇤]

&

[I]), ⇡1 � 2 |�| means that ⇡1 � is
equal to some ⇣ 2 |�| ✓ RC (1, [�⇤]), when ⇣ is considered as a
morphism in RC (1, [�⇤]

&

[I]).
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4.2 Adequacy
In this section, we prove the adequacy of our realizability inter-
pretation, that is, the interpretation in RC of a System µT

br

term
annotating a proof of a formula is a realizer of that formula. First,
we prove adequacy for the axioms, and then for the rules.

Adequacy for the axioms

• The equalities which are verified in RC are realized by the
identity:

Lemma 2. If � 2 |�| then �p.p 2 |� = �|.

Proof. Since |� = �| = |(� 6= �))?| and |� 6= �| = |?|.

Since RC satisfies the equations of figure 2 and because of the inter-
pretation of first-order terms in System µT

br

given in section 3.1,
the lemma above proves adequacy of the axiom of reflexivity and
the definitional axioms of s, k and rec.
• Leibniz scheme is realized by the identity as well:

Lemma 3. If �, 2 |�| then:

�p.p 2 |¬A {�/x})A { /x}) � 6=  |

Proof. If � 6=  then |� 6=  | = RC (1, [0]

&

[I]) and the result
is trivial, and if � =  then |� 6=  | = |?| and |A {�/x}| =
|A { /x}| so |¬A {�/x}| = |A { /x}) � 6=  |

• Anything realizes that 0 is no successor:

Lemma 4. If n 2 |◆| then [] 0 2 |S n 6= 0|.

Proof. n+ 1 6= 0 by adequacy of RC for System µT
br

at type I ,
therefore we have |S n 6= 0| = RC (1, [0]

&

[I]) and the result is
trivial.

• Recursion realizes induction:

Lemma 5. rec 2 |A {0/x})8x◆ (A)A {Sx/x}))8x◆ A|.

Proof. If � 2 |A {0/x}| and  2 |8x◆ (A)A {Sx/x})|, then
rec� n 2 |A {n/x}| by induction on n 2 N.

• The intuitionistic version of countable choice is trivially real-
ized:

Lemma 6.

�p. h�x.⇡1 (p x) ,�x.⇡2 (p x)i
2 |8x�9y⌧A)9v�!⌧8x�A {v x/y}|

Proof. Immediate.

• Adequacy of bar recursion for our version of the double-
negation shift requires two assumptions on RC : sequence inter-
nalization and continuity. Sequence internalization means that any
sequence of morphisms can be turned into a morphism of sequence
type:

Definition 2 (Sequence internalization). If (�
n

)
n2N is a sequence

of morphisms in RC ([T ], [U ]

&

[V ]), then there exists a morphism

� 2 RC ([T ], [I ! U ]

&

[V ]) such that for any n 2 N, � n = �
n

.

In particular, all functions on natural numbers must exist in the
model, even the uncomputable ones. This is consistent with the fact
that the combination of the axiom of choice with classical logic
proves the existence of such functions. Sequence internalization is
verified in the two examples given in section 2.2, Scott domains and
game semantics, but it is of course not satisfied by the term model
of System µT

br

, and this is the main motivation for working in a
model rather than directly with the syntactic language.
The second requirement is continuity:

Definition 3 (Continuity). If � 2 RC (1, [(I ! T ) ! 0]

&

[I]),
 2 RC (1, [I ! T ]

&

[I]) and µ.� 2 |◆|, then there exists

m 2 N such that for any ⇣ 2 RC (1, [I ! T ]

&

[I]):
�

8m0 < m, ⇣m0 =  m0
�

) � ⇣ = � 

m is called the modulus of continuity of � at  .

Continuity of the higher-order functional � (which takes infinite
objects as input) means that if the output of � on input  is a
natural number, then it only depends on a finite amount of  :
the finite sequence  0, . . . , m� 1 (where m is the modulus of
continuity of � at  ). This requirement is also satisfied in Scott
domains (it is an immediate consequence of Scott continuity) and in
game semantics since in that case RC is a cpo-enriched category in
which the base types I and 0 are interpreted as flat domains. Note,
however, that the full set-theoretic model doesn’t satisfy continuity,
since we can for example consider a function which gives 0 if the
input sequence is the constant 0 sequence, and 1 otherwise.
Using these two assumptions on RC , we can now prove adequacy
of bar recursion for our version of the double-negation shift:

Lemma 7. �pq.brec p q ✏ 2 |(9x◆¬A)8x◆A)) ¬¬8x◆A|.

Proof. Let � 2 |9x◆¬A)8x◆A| and  2 |¬8x◆A|. The follow-
ing fact is easily provable, using the equation defining brec:

Let 8i < n, ⇣
i

2
�

�A
�

i/x
 

�

� and write ⇠ = ✏ ⇤ ⇣0 ⇤ . . . ⇤ ⇣n�1.
If �x.brec� (⇠ ⇤ x) 2 |¬A {n/x}| then brec� ⇠ 2 |?|

Now suppose for the sake of contradiction that brec� ✏ /2 |?|.
Then by the above fact we have:

�x.brec� (⇠ ⇤ x) /2
�

�¬A
�

0/x
 

�

�

so there exists ⇣0 2
�

�A
�

0/x
 

�

� such that brec� (✏ ⇤ ⇣0) /2 |?|.
Iterating this argument gives us an infinite sequence (⇣

n

)
n2N such

that for every n 2 N, ⇣
n

2 |A {n/x}| and:

brec� (✏ ⇤ ⇣0 ⇤ . . . ⇤ ⇣n�1) /2 |?|

We now internalize this sequence as ' 2 RC (1, [I ! A⇤]

&

[I])
using our assumption on RC . But then ' 2 |8x◆A|, so  ' 2 |?|.
Finally, using continuity of RC (since µ. ' 2 ?? ✓ |◆|), let n be
the modulus of continuity of  at ' and write ⇠ = ✏⇤⇣0⇤. . .⇤⇣n�1.
We have:

 (⇠ @ � hn,�x.brec� (⇠ ⇤ x)i) =  ' 2 |?|
but this morphism is brec� ⇠, which by construction is not in
|?|, hence the contradiction.

The proof above together with lemma 1 and adequacy for the
logical rules (see next paragraph) proves that the computational
interpretation of the axiom of countable choice for classical logic
with bar recursion is adequate with respect to our realizability
semantics. In [13], Herbelin defines a logic with strong existentials
which are weakened to make them compatible with classical logic
but which still allow the derivation of the axioms of countable and
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dependent choices. While the classical axiom of dependent choice
could be realized in our framework as well, Herbelin’s approach
in [13] seems rather different from ours. Herbelin restricts the
elimination of strong existentials and uses an elaborate operational
semantics with coinductive formulas to keep these compatible with
classical logic. We choose to have both strong existentials (with
an unrestricted elimination rule) on which no classical reasoning is
allowed but which have a very easy computational interpretation,
and weak existentials on which full classical logic can be used, but
for which the axiom of countable choice requires the use of bar
recursion. We believe that a detailed proof of normalization for the
calculus of [13] would shed some lights on its connections with bar
recursion, which would in turn clarify the relationship between his
logic and the present work.

Adequacy for the logical rules Classical computations often rely
on a duality between a program and its environment. In Krivine’s
classical realizability [17], a program is an element in a set ⇤ of
terms, while an environment is an element in a set ⇧ of stacks.
Each formula gets both a realizability value which is a subset of
⇤ and a falsity value which is a subset of ⇧. Krivine’s model is
parameterized by an orthogonality relation ?? ✓ ⇤ ⇥ ⇧ and each
formula gets first a falsity value in P (⇧) and then a realizability
value in P (⇤) which is the orthogonal of its falsity value.

In our setting, programs are morphisms of the category RC ,
and environments are morphisms of the category C. Since our
realizability is typed, we do not have a set ⇤ of programs as
in Krivine’s untyped setting, but we have a set RC (1, [T ]) of
programs of type T for each type T . The idea is then to define a
typed orthogonality relation between RC (1, [T ]) and C (1, JT K).
In order to do that, we can simply perform evaluation (since [T ] =
RJT K) to get a morphism from 1 to R. This duality is similar to the
one encountered in vector spaces, where the dual of some R-vector
space E is the vector space E⇤ of linear forms from E to R. In this
setting, an orthogonality relation is usually defined between E and
E⇤ by stating that x 2 E and ' 2 E⇤ are orthogonal to each other
if and only if ' (x) = 0 in R.

In order to define an orthogonality relation between RC and C,
there should be at least two morphisms from 1 to R, but there is
no reason for this to hold. For example, if RC is the category of
unbracketed Hyland-Ong games described in section 2.2, then R is
the one-move arena and there is only one morphism from 1 to R.
In order to extract programs computing natural numbers, we even
need to have at least countably many such morphisms. To circum-
vent this issue, we will not define an orthogonality relation between
RC (1, [T ]) and C (1, JT K) but rather between RC (1, [T ]

&

[I])
and C (JIK, JT K), based on our parameter ?? ✓ |◆|. In a general
way, we can combine morphisms:

� 2 RC ([U ], [T ]

&

[V ]) and ж 2 C ([U ]⇥ JV K, JT K)
by, first, partially uncurrying � into ⇤�1

JV K� 2 C ([U ]⇥ JV K, [T ]),
pairing it with ж, evaluating, and then currying the result to get:

[ж]� 2 RC ([U ], [0]

&

[V ])

The notation [ж]� corresponds to the idea that ж is an environment
that is substituted for the µ-variable ↵ : T in [↵]�. In the particular
case of [U ] = 1 and [V ] = [I] we therefore get:

If � 2 RC (1, [T ]

&

[I]) and ж 2 C (JIK, JT K)
then [ж]� 2 RC (1, [0]

&

[I]) and µ. [ж]� 2 RC (1, [I])

where  is a reserved name for the free µ-variable of type I
in RC (1, [T ]

&

[I]) and RC (1, [0]

&

[I]) (see section 4.1). The
orthogonality relation between RC (1, [T ]

&

[I]) and C (JIK, JT K)
can now be defined from our parameter ?? ✓ |◆|:

Definition 4 (Orthogonality). For any type T we define an orthog-

onality relation between RC (1, [T ]

&

[I]) and C (JIK, JT K) by:

� ? ж () µ. [ж]� 2 ??

with � 2 RC (1, [T ]

&

[I]) and ж 2 C (JIK, JT K).
That is the reason why in section 4.1 we chose to define

the realizability value of a formula A as a set of morphisms in
RC (1, [A⇤]

&

[I]) and we choose now to define the falsity value
of A as a set of morphisms in C (JIK, JA⇤K). More details can be
found in [7],

Until now there has been no semantic distinction between pos-
itive and negative formulas in our realizability interpretation be-
cause the distinction relates to the possibility of using classical rea-
soning or not and axioms are indifferent to the kind of logic used.
The classical aspects of our proof system are entirely taken care
of by the rules, which we now prove adequate. The distinction be-
tween positive and negative formulas is reflected in the realizability
semantics by the fact that only the realizability value of a negative
formula need to be the orthogonal of some falsity value. This is
not necessary for positive formulas: orthogonality is only needed
for classical logic. Therefore, only negative formulas A� have a
falsity value

�

�A��
� ✓ C (JIK, JA⇤K):

k?k �
= C (JIK, J0K) kt 6= uk �

=

⇢ k?k if t⇤ = u⇤

; otherwise
�

�A)B��
�

�
=
n

pair
⇣

⇤�1
JIK�,ж

⌘

�

�

�

� 2 |A| ^ ж 2 kBk
o

�

�A� ^B��
�

�
= {inj1 � ж | ж 2 kAk} [ {inj2 � ж | ж 2 kBk}

�

�8x�A��
�

�
=
n

pair
⇣

⇤�1
JIK�,ж

⌘

�

�

�

� 2 |�| ^ ж 2 kA {�/x}k
o

where ⇤�1
JIK, pair (_, _), inj

i

and � are respectively partial un-
currying (from RC (1, [T ]

&

[I]) to C (JIK, [T ])), pairing, injection
and composition in C.

It is now a property (rather than a definition as in Krivine’s
setting) that realizability values are the orthogonals of falsity values
for negative formulas:

Lemma 8. For any negative formula A�
with parameters:

� 2
�

�A��
� () 8ж 2

�

�A��
� ,� ? ж

Proof. Follows from
h

pair
⇣

⇤�1
JIK ( ) ,ж

⌘i

� = [ж]� and
[inj

i

� ж]� = [ж]⇡
i

�

Since |9x�A| =
S

�2|�| {h�, i |  2 |A {�/x}|}, the fact
that |9x�A| is not the orthogonal of some falsity value is also
reminiscent of what happens in vector spaces: a union of linear
subspaces is in general not a linear subspace, and therefore it is
strictly included in its double orthogonal (which is the sum of
the subspaces). Conversely, since we can also write

�

�8x�A��
� =

T

�2|�|
�

 
�

�  � 2
�

�A� {�/x}
�

�

 

, this realizability value is stable
by double orthogonality and has a corresponding falsity value, just
like any intersection of linear subspaces is still a linear subspace.
We can now state the adequacy lemma:

Proposition 2 (Adequacy). If a derivation has conclusion:

~p : ~A ` M : C | ~↵ : ~B�

and if FV

⇣

~A,C, ~B�
⌘

✓ ~x~�

, then for any

~� 2 ~|�|, and for any

~ 2
�

�

�

~A
n

~�/~x
o

�

�

�

and ~ж 2
�

�

�

~B�
n

~�/~x
o

�

�

�

, we have:

M
n

~ /~p, ~ж/~↵
o

2
�

�

�

C
n

~�/~x
o

�

�

�
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Proof. First, we prove that for any first-order term t⌧ with FV (t) ✓
~x~� and for any ~� 2 ~|�|, we have t⇤

n

~�/~x
o

2 |⌧ | by induction on
t. Then the proof is by induction on the derivation and relies on
the fact that the falsity values are only necessary for the negative
formulas ~B�.

We end this section by showing that if the proof of figure 3
was correct in our system, then the realizability model would be
degenerated. This proves that the issue identified in [12] arises
in our system as well. Suppose for the sake of contradiction that
adequacy holds for the proof of figure 3. This means that M 2
|9x (x = 0)|, where:

M = µ↵. [↵]
⌦

1, µ�. [↵]
⌦

0, (�xp.p) 0
↵↵

Calculation shows that ⇡1 M = 1 and ⇡2 M = �p.p, so we get
�p.p 2

�

�1 = 0
�

�, and since
�

�1 6= 0
�

� = RC (1, [0]

&

[I]), we obtain
|?| = RC (1, [0]

&

[I]) (remember that 1 = 0 is
�

1 6= 0
�

) ?).
This implies that |t 6= u| = RC (1, [0]

&

[I]) regardless of wether
t⇤ = u⇤ or not, and therefore the realizability model is degenerated.

4.3 Extraction
Finally, we validate our model with two extraction results. Recall
that =

�

is the non-extensional equality defined in section 3.1 and
discussed in section 3.2. The first extraction result is immediate and
relies on strong existentials:

Proposition 3. Suppose we have a derivation of some closed ⇧0
2

formula:

` M : 8x�9y⌧ (t⌫ =
⌫

u⌫) |
then for any � 2 |�|, we have ⇡1 (M �) 2 |⌧ | and moreover

t⇤ {�/x,⇡1 (M �) /y} = u⇤ {�/x,⇡1 (M �) /y} holds in RC
.

Proof. We choose ?? = ;, therefore:

|t⇤ {�/x,⇡1 (M �) /y} = u⇤ {�/x,⇡1 (M �) /y}| 6= ;
()

t⇤ {�/x,⇡1 (M �) /y} = u⇤ {�/x,⇡1 (M �) /y} in RC

And then the result is immediate by definition of the realizability
values of strong existentials. We could also conclude by applying
the intuitionistic axiom of choice to M .

In particular, if we choose � = ⌧ = ◆ and if we have a computa-
tionally adequate abstract machine to execute System µT

br

(which
is possible, as explained at the end of section 2.1), then for any
n 2 N, ⇡1 (M n) reduces to some m such that t⇤ {n/x,m/y} and
u⇤ {n/x,m/y} are equal in RC . Proposition 3 also holds for for-
mulas of arbitrary complexity if we replace the concluding equality
by the existence of a uniform realizer (a realizer with ?? = ;), but
the goal here is to compare it to extraction from weak existentials,
which holds only for ⇧0

2 formulas.
The second extraction result concerns weak existentials:

Proposition 4. Suppose we have a derivation of some closed for-

mula of the form:

` M : 8x�¬¬9y◆ (t⌧ =
⌧

u⌧ ) |
then for any � 2 |�|, µ.M � (�x.⇡2 x ([]⇡1 x)) is some n 2 |◆|
such that t⇤ {�/x, n/y} = u⇤ {�/x, n/y} holds in RC

.

Proof. If � 2 |�| then M � 2 |¬¬9y (t {�/x} = u {�/x})|. We
now fix ?? ✓ |◆| to be:

?? =
n

m
�

�

�

t⇤ {�/x,m/y} = u⇤ {�/x,m/y} holds in RC
o

and we prove that:

�x.⇡2 x ([]⇡1 x) 2 |¬9y (t {�/x} = u {�/x})|
Let  2 |9y (t {�/x} = u {�/x})|. Then ⇡1  2 |◆| and ⇡2  2
|¬ (t {�/x,⇡1  /y} 6= u {�/x,⇡1  /y})|, so it suffices to prove
that []⇡1  2 |t {�/x,⇡1  /y} 6= u {�/x,⇡1  /y}|. For that,
we distinguish two cases:

• ⇡1  2 ??: in that case µ. []⇡1  = ⇡1  2 ??, therefore
[]⇡1  2 |?| ✓ |t {�/x,⇡1  /y} 6= u {�/x,⇡1  /y}|

• ⇡1  /2 ??: then by our choice of the parameter ?? we have
t⇤ {�/x,⇡1  /y} 6= u⇤ {�/x,⇡1  /y}, and therefore we get
|t {�/x,⇡1  /y} 6= u {�/x,⇡1  /y}| = RC (1, [0]

&

[I])

Finally we get M � (�x.⇡2 x ([]⇡1 x)) 2 |?|, and therefore
µ.M � (�x.⇡2 x ([]⇡1 x)) 2 ??, which achieves the proof.

Again, if we choose � = ⌧ = ◆, then for any n 2 N,
µ.M n (�x.⇡2 x ([]⇡1 x)) reduces in the abstract machine to
some m such that t⇤ {n/x,m/y} and u⇤ {n/x,m/y} are equal in
RC .

A variant of proposition 3 in the case ⌧ = ◆ can also be obtained
from proposition 4 since weak existentials are derivable from the
strong ones: if M is as in proposition 3 with ⌧ = ◆, then for any
� 2 |�|, µ.⇡2 (M �) ([]⇡1 (M �)) is some n 2 |◆| such that
t⇤ {�/x, n/y} = u⇤ {�/x, n/y} holds in RC .

5. Conclusion
We defined a realizability framework allowing the use of both
strong and weak existential quantifications. Any proof in classical
arithmetic with the axiom of countable choice can be interpreted
as a program and a concrete value can be extracted from a proof
of a ⇧0

2 formula in this theory. Moreover, if some care is taken to
use strong existentials whenever possible, the extracted program is
more efficient that the ones obtained with the usual interpretations.

5.1 Future works
In the current setting, it is up to the person writing the proof to de-
termine whether at some point the use of a strong existential is pos-
sible. However, no theoretic reason forbids this to be checked auto-
matically. With an automatic procedure for this, one could work in
the general setting of classical logic with countable choice and still
obtain extracted programs which are as efficient as possible.

A concrete implementation of our framework would lead to a
quantitative analysis of the efficiency of the extracted programs. In
particular, we could do some efficiency comparison while staying
in our framework, since the usual interpretation (with weak sums
everywhere) is implementable directly in our system.

The impact of choosing a primitive inequality rather than an
equality in our system is still to be investigated. Indeed, while prov-
ability is unchanged for the subsystem with only negative formulas
as well as for its fragment with only weak existential quantifica-
tions (that fragment being equivalent to classical arithmetic with
countable choice from the point of view of provability), this is still
unclear for the full system or its intuitionistic restriction (without
the right-hand context).

5.2 Related works
Our polarities are the ones defined in [7], where we mentioned
a possible connection with Girard’s LU proof system [10]. We
recently became aware of the work of Liang and Miller [19] and
believe that there is a strong connection between our polarities and
the ones of their PCL system, despite their claim that the polarities
of PCL are different from the ones of LU. In particular our system
seems to be related to an extension of LC [9] with an intuitionistic
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implication. However, any universal quantification is negative in
LC, while in our system it is negative if and only if the formula
quantified on is negative.

On the computational side, Herbelin managed to define in [13]
a logic in which strong existentials are weakened just enough to
be compatible with both classical logic and the axiom of countable
choice, at the cost of a complicated computational interpretation
involving corecursion and a lazy call-by-name evaluation strategy.
We believe that there are strong connections between the opera-
tional semantics of Herbelin’s calculus and bar recursion. This pos-
sible connection could appear from a careful analysis of a detailed
proof of termination of Herbelin’s calculus.

Refinements of program extraction were also investigated in [5]
(with an application in [4]) in the context of negative translations.
In [5], the authors identify definite and goal formulas, which allows
them to double-negate only what they call the critical atoms. Since
we work directly with classical proofs interpreted using control op-
erators, we do not have to take care of double-negations in front of
atomic formulas expicitly. On the other hand, the existentials of [5]
are defined as “¬8¬” and are therefore equivalent to our weak ex-
istentials. They also consider a contructive existential (equivalent
to our strong existential) that they write 9⇤ and which serves as a
formal account of Friedman’s trick. For that reason, its only legal
use is as 9⇤yG in a proof of 8x¬8y¬G. This is very different from
our setting where strong existentials are part of the syntax of for-
mulas and can be manipulated as any other formula, provided the
negativity condition is verified.

Raffalli described in [21] an extraction technique relying on an
interaction between a classical proof of a forall-exists formula and
an intuitionistic proof of decidability for the corresponding subfor-
mula. Despite the use of second-order logic, untyped calculus and
the absence of strong existentials, his work has some similarities
with ours. In order to take into account the intuitionistic nature of
the proof of decidability, formulas of second-order logic are built
from both intuitionistic and classical second-order variables, and
double-negation elimination is restricted to classical variables. A
formula is then said classical if it ends with a classical proposi-
tional variable. This distinction between intuitionistic and classical
formulas is similar to our distinction between negative and positive
formulas. This similarity can also be observed in the semantic in-
terpretation of [21] where classical variables get an interpretation
which is the orthogonal of some set of stacks, while intuitionistic
variables have a primitive interpretation as a set of terms. This is
very similar to our framework, where negative formulas have both a
realizability and a falsity value which are orthogonal to each other,
while positive formulas only have a primitive realizability value.
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Abstract
We introduce a trace semantics for a call-by-value language with
full polymorphism and higher-order references. This is an oper-
ational game semantics model based on a nominal interpretation
of parametricity whereby polymorphic values are abstracted with
special kinds of names. The use of polymorphic references leads
to violations of parametricity which we counter by closely recod-
ing the disclosure of typing information in the semantics. We prove
the model sound for the full language and strengthen our result to
full abstraction for a large fragment where polymorphic references
obey specific inhabitation conditions.

Introduction
Polymorphism is a prevalent feature of modern programming lan-
guages, allowing one to use generic data structures and powerful
code abstractions. Reasoning with polymorphism is both challeng-
ing and rewarding: polymorphic code is bound to have uniform be-
haviour under different instantiations, a property known as Stra-
chey parametricity [27] and formalized by Reynolds as relational
parametricity[26], which in turn provides “theorems for free” [29].

Understanding the formal semantics of polymorphism amounts
to capturing the parametric behaviour of code under different in-
stantiations. This has traditionally been hard, effectively due to the
requirement for a model where instantiations from within the same
model are possible. As far as the full abstraction problem is con-
cerned, the construction of fully abstract models has so far had suc-
cesses in the game semantics framework. The problem has been ad-
dressed by use of hypergames by Hughes [9], whereby game arenas
can be seen as moves which can be opened inside enclosing arenas
during a play. The model of Abramsky and Jagadeesan [1] followed
a different approach, namely that of fixing a universe of moves with
holes, the latter representing type variables awaiting instantiation,
and constructing arenas from that given pool of moves, which is ef-
fectively closed under instantiation. While these models addressed
purely functional languages, in recent years a remarkable research
programme by Laird [19, 18] has extended the reach of polymor-
phic games to languages with higher-order state.
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An important aspect of previous models [9, 1, 19, 18], and of the
modelled languages, is the uniformity of polymorphic behaviour.
However, when we move to languages with mutable references that
can extrude their scope, this property can be easily broken as we
see below. Thus, the modelling of languages with ML- or Java-like
references presents additional complications and, as far as we are
aware, is still open. Our paper addresses precisely this problem.

The language we analyse, System ReF, includes a typed lambda
calculus with products, references and polymorphism. For instance,
we can examine the following type.

∀↵. (ref ↵ × ref Int)→ ↵

One may be tempted to think that any term inhabiting this type is
bound to return, given input (x, y), the value stored in x. Of course,
this is not necessarily the case if, for example, ↵ is instantiated
with Int and x and y happen to represent the same location. The
following term would take advantage of such a coincidence,

⇤↵.��x, y�ref ↵×ref Int. y ∶= 42; !x
and in that case return 42 regardless of what the initial value stored
in x was. Thus, in this example, the given coincidence leads to an
accidental interference with the returned result. More interestingly,
we can instrument our example in a way that it can discover such
coincidences and effectively deduce that ↵ = Int. Let us write y++
below for y ∶= !y + 1.

⇤↵.��x, y�ref ↵×ref Int. let x′ = ref !x, y′ = ref !y in

y++; x ∶= x′;
if !y′= !y then (y ∶= 42; !x) else !x

The term above increases the value of y and then restores x to its
initial value x′. It then compares the value of y with its initial one
y′. If these are not the same, then x and y are different locations,
so the value of x is returned. If, however, the value of y has not
changed then the term has successfully discovered that x and y
refer to the same location, whence 42 is returned.

The above example demonstrates that uniform polymorphic be-
haviour can be violated through references, as differently typed
variables can be instantiated with a common reference. More than
that, references can disclose type instantiation information which
can then be taken advantage of by a polymorphic function. In our
example above the result of this disclosure was a non-parametric re-
turn value of 42, but we can imagine scenarios where a term records
the references x and y that allowed it to escape uniform behaviour,
and uses them as a general-use “bridge” between values of type ↵
and Int. In fact, such devices, called casting functions, shall play
a central role in our semantics. More generally, our modelling ap-
proach is crafted around carefully keeping track of the type infor-
mation that has been leaked from the program to its environment,
and viceversa, and allowing moves to be played in accordance with
that information assuming that the context (the Opponent) has the
epistemic power to exploit all such leaked information.
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Related work Operational techniques have been designed to
study languages with both polymorphism and references. Real-
izability models [2, 4, 5], later refined into Kripke logical rela-
tions [3, 6], use a notion of “world as heap-invariant” to model
references. Environmental bisimulations have also been designed
to deal with equivalence of programs in such languages [28]. While
complete, these approaches partially rely on context quantifications
and in particular do not directly account for the interaction between
polymorphism and references, and the kind of type disclosure that
the latter brings in.

Our approach follows the line of research on trace semantics
for higher-order languages [14, 15, 17, 8], which in turn can be
seen as an operational reformulation of game semantics [23, 11], on
one hand; and of open bisimulation techniques [20, 13, 21], on the
other. In this area, Jeffrey and Rathke proposed a fully abstract trace
semantics for a polymorphic variant of the pi-calculus [16], which
refined a previous sound model of Pierce and Sangiorgi [25]. That
work is related to ours in spirit, and it already raises the intricacies
involved in combining polymorphism with name equality testing.
However, the apparatus of loc. cit. does not lend itself to ML-like
languages like System ReF, as in the latter we need stronger se-
mantic abstractions to cater for the less expressive syntactic con-
texts. Overall, there seems to be a greater picture behind this work
and [16, 21] which remains to be exposed.
Future directions In this work we addressed Church-style poly-
morphism. It would be interesting to examine whether our ideas
could be adapted to deal with Curry style. In doing so, we would
give a semantic reading of the value restriction, which ensures type
safety by enforcing terms of polymorphic types to be values. This,
along with the study of ML-specific restrictions like rank-1 poly-
morphism, would bring us closer to modelling a large fragment of
ML, which can be seen as a broader goal behind this work.

Moreover, our current model sets the foundation for a sound,
and complete for a large collection of types, proof methods for pro-
gram equivalence. Similarly to our previous work on monomorphic
languages [12, 24], we aim to explore such methods and accompany
them with automated, or semi-automated, equivalence checkers.

System ReF
We introduce System ReF, a polymorphic call-by-value �-calculus
with higher-order references. The types of System ReF are:

✓, ✓′ ∶∶= ↵ � Unit � Int � ref ✓ � ✓ × ✓′ � ✓ → ✓′ � ∀↵.✓ � ∃↵.✓
where ↵ ∈ TVar, and TVar a countably infinite set of type vari-
ables. As usual, a type is closed if all its type variables ↵ are bound.
We shall call arrow and universal types function types. The syntax
of values v, terms M and evaluation contexts E is given in Fig-
ure 1. We assume a countably infinite set Loc of locations and some
standard collection of binary integer operators, which we generally
denote by ⊕. We use the following macros: let x = N in M stand
for (�x.M)N ; and N ;M means (�x.M)N with x fresh in M .

The typing rules for System ReF include standard rules for func-
tions and projections, rules for integers, and rules for polymor-
phism and references given in Figure 2. Typing judgments are of
the form �;⌃;� �M ∶ ✓, where ⌃ is a location context, i.e. a finite
partial function from locations to closed types; � a variable context;
and � a set of type variables containing all free type variables of �.
Given a closed evaluation context E, we write �;⌃ � E ∶ ✓ � ✓′
when �;⌃;x ∶ ✓ � E[x] ∶ ✓′. Compared to the ML type-system,
we work with Church-style polymorphism, where type abstractions
and applications are explicit. This explains why we do not need the
so-called value restriction [30] to accommodate references.

We next proceed with the operational semantics. Closed terms
are reduced using stores containing their locations. More precisely,
a store is a finite partial map S ∶ Loc ⇀ Val from locations to

v, u ∶∶= () � n � x � l � �x✓.M � ⇤↵.M � pack�✓, v� � �v, u�
M,N ∶∶= v �MN �M✓ �M ⊕N � if M

1

M
2

M
3

� �M,N�� ⇡
1

(M) � ⇡
2

(M) � ⌦✓ � refM � !M �M ∶= N�M = N � pack�✓,M� � unpackM as �↵, x� inN
E ∶∶= ● � EM � E✓ � vE � E opM � v opE � if E M M ′

� refE � !E � �E,M� � �v,E� � ⇡
1

(E) � ⇡
2

(E)� pack�✓,E� � unpackE as �↵, x� inM
Figure 1. System ReF (n ∈ Z, l ∈ Loc and op ∈ {⊕,=, ∶=}).

values. We define the following notation for stores, which we shall
also be using for general partial maps:
● The empty store is written ". Adding a new element (l, v) to a

store S is written S ⋅ [l � v], and is defined only if l ∉ dom(S).● We also define S[l � v], for l ∈ dom(S), as the partial function
S′ which satisfies S′(l′) = S(l′) when l′ ≠ l, and S′(l) = v.● The restriction of a store S to a set of locations L is written S�L.
We write S ∶ ⌃ just if ⋅;⌃; ⋅ � S(l) ∶ ✓ for all l ∈ dom(S).

Given a set L of locations and a store S, we define the image of
L by S, written S∗(L), as S∗(L) = �j∈! Sj(L) with Sj+1(L) =
Sj(L) ∪ {l ∈ Loc � l contained in S(Sj(L))} and S0(L) = L. S
is called closed just if dom(S) = S∗(dom(S)).
Definition 1. The operational semantics of System ReF involves
pairs (M,S) consisting of a closed term �;⌃; ⋅ � M ∶ ✓ and a
closed store S ∶ ⌃. Its small-step rules are given in Figure 2. We
write (M,S) ⇓ when (M,S)→∗ (v,S′) for some value v.

Remark 2. We have equipped our language with a construct per-
forming reference equality tests. This is in accordance with, and has
the same operational semantics as, reference equality tests in ML,
albeit extended to arbitrary reference types. Depending on type and
type inhabitation, such tests can be encoded in ML via appropri-
ately crafted sequences of writes and reads in examined references.

We finally introduce the notion of term equivalence we examine.

Definition 3. Let ⌃ be closed. Two terms �;⌃;� � M
1

,M
2

∶ ✓
are contextually equivalent, written �;⌃;� � M

1

� M
2

∶ ✓, if
for all contexts C, all ⌃′ ⊇ ⌃ and all closed S ∶ ⌃′ such that⋅;⌃′; ⋅ � C[Mi] ∶ Unit, we have (C[M

1

], S) ⇓ iff (C[M
2

], S) ⇓.
The Semantic Model
Our trace model is constructed within nominal sets, that is, a uni-
verse embedded with atomic objects for representing locations,
type variables, functions and polymorphic values. We introduce the
semantic universe next and then proceed to the operational rules
defining the semantics.
Semantic Universe
We define the set of names to be:

A = Loc �TVar ��✓∈FT

Fun✓ ��↵∈TVar

Pol↵

where ✓ ranges over function types and each of the components
in this countable union is itself a countable set. We let Fun =�✓∈FT

Fun✓ and Pol = �↵∈TVar

Pol↵. We range over elements
of Loc by l and variants; over TVar by ↵, etc; over Fun by f, g,
etc; and over Pol by p, etc.

Semantic objects feature elements of A as atomic entities which,
moreover, can be acted upon by finite permutations of A. A nom-

inal set [7] is a pair (X,∗) of a set X along with an action (∗)
from the set of finite component-preserving computations of A on
the set X .1 Given some x ∈X , the set of names featuring in x form

1 A finite permutation ⇡ ∶ A → A is component-preserving simply if it
preserves the partition of A, e.g. if d ∈ Loc then ⇡(d) ∈ Loc.
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(l ∶ ✓) ∈ ⌃
�;⌃;� � l ∶ ref ✓

�;⌃;� �M ∶ ref ✓
�;⌃;� �!M ∶ ✓

�;⌃;� �M ∶ ref ✓ �;⌃;� � N ∶ ✓
�;⌃;� �M ∶= N ∶ Unit

�;⌃;� �M ∶ ref ✓ �;⌃;� � N ∶ ref ✓′
�;⌃;� �M = N ∶ Int

�,↵;⌃;� �M ∶ ✓
�;⌃;� � ⇤↵.M ∶ ∀↵.✓

�;⌃;� �M ∶ ∀↵.✓
�;⌃;� �M✓′ ∶ ✓{✓′�↵}

�;⌃;� �M ∶ ✓{✓′�↵}
�;⌃;� � pack�✓′,M� ∶ ∃↵.✓

�;⌃;� �M ∶ ∃↵.✓ �,↵;⌃;�, x ∶ ✓ � N ∶ ✓′
�;⌃;� � unpackM as �↵, x� inN ∶ ✓′

(E[(�x.M)v], S) → (E[M{v�x}], S) (E[⌦], S) → (E[⌦], S) (E[l = l], S) → (E[1], S)(E[(⇤↵.M)✓], S) → (E[M{✓�↵}], S) (E[⇡i�v1, v2�], S) → (E[vi], S) (E[l = l′], S) → (E[0], S)(E[if n M
1

M
2

], S) → (E[Mi], S) (E[ref v], S) → (E[l], S ⋅ [l � v]) (E[!l], S) → (E[S(l)], S)(E[l ∶= v], S) → (E[()], S[l � v]) E[unpack (pack�✓, v�) as �↵, x� inM]→ E[M{✓�↵}{v�x}]
Figure 2. UP: Typing rules of System ReF (excerpt). DOWN: Operational semantics (for if: i = 2 if n = 0, otherwise i = 1).

its support, written ⌫(x), which we stipulate to be finite. Formally,
⌫(x) is the smallest subset of A such that all permutations which
elementwise fix ⌫(x) also fix x. We shall sometimes write ⌫

C

(x),
for C ∈ {L,T,F,P} in order to select a specific kind of names
from the support of x. For instance, ⌫

L

(x) = ⌫(x) ∩ Loc. Using
the same notation, we also write ⌫

T

(✓) for the free type variables
of ✓. We usually write (X,∗) simply as X , for economy.

We next introduce our basic semantic objects, which constitute
the semantic representations of syntactic values.

Definition 4. We define abstract values as:

AValues ∋ v, u ∶∶= () � i � l � f � p � ↵ � �u, v�
where i ∈ Z, l ∈ Loc, f ∈ Fun, p ∈ Pol and ↵ ∈ TVar. Note
we still range over abstract values by u, v (and hope no confusion
arises). We similarly set abstract stores to be finite partial maps
Loc⇀ AValues.

Thus, ground values (integers, () and locations) are represented
by their concrete values, and for all other types but products we
employ name abstractions. This abstraction is in order either be-
cause of polymorphism in the values, or simply because function
code can only be examined by querying the given function. Func-
tions are represented by functional names, and polymorphic values
by polymorphic names.

The semantics of a type ✓, written J✓K, consists of pairs (v,�) of
an abstract value v along with a function � ∶ ⌫

L

(v) → P(Types),
and is given as:

JUnitK = {((), ")}
JIntK = {(n, ") � n ∈ Z}
Jref ✓K = {(l,{(l, ✓)}) � l ∈ Loc}
J↵K = {(p, ") � p ∈ Pol↵}
J✓ → ✓′K = {(f, ") � f ∈ Fun✓→✓′}
J∀↵.✓K = {(f, ") � f ∈ Fun∀↵.✓}
J∃↵.✓K = {(�↵′, v�,�) � (v,�) ∈ J✓{↵′�↵}K}
J✓

1

× ✓
2

K = {(�v
1

, v
2

�,�
1

∪ �
2

) � (vi,�i) ∈ J✓iK}
The role of � is to assign types to all the locations of an abstract
value. As discussed in the Introduction, though, the same location
can appear with several types in the execution of a given term
phrase. Hence, � assigns sets of types to each location instead
of a unique type. More generally, a typing function is a finite
map � ∶ Loc ⇀ P(Types). The type translation is extended to
typing environments by mapping each � = {↵

1

,�,↵k}, ⌃ = {l1 ∶
✓
1

,�, ln ∶ ✓n} and � = {x
1

∶ ✓′
1

,�, xk ∶ ✓′k} to:

J�,⌃,�K = { ((�↵,�l, �v), n�
i=1[li � ✓i] ∪ k�

j=1�j) � (vj ,�j) ∈ q
✓′j

y}.
Extending the syntax for Fun ∪Pol While functional and poly-
morphic names are not part of the syntax of System ReF, their in-
volvement in its semantics makes it useful to introduce them as
syntax as well. We hence extend the set of values of System ReF to
include Fun ∪Pol, dealing with them as typed constants.

Interaction Reduction
Traces will consist of sequences of moves enriched with abstract
stores and value disclosures. Moves represent the interaction be-
tween the modelled program and its enclosing context and consist
of function calls and returns. Each move comes with a polarity: P
for Player (i.e. the program produces the move), and O for Oppo-
nent (the context/environment). There are four kinds of moves:

PQ. Player Questions are moves of the form ¯f�u�, representing a
call to a functional name f ∈ Fun with argument u ∈ AValues.

OQ. Opponent Questions are of the form f�u�, with f ∈ Fun and
u ∈ AValues; moreover, there are initial opponent questions of
the form ?�u� (u ∈ AValues).

PA. Player Answers are moves of the form �ū�, with u ∈ AValues.
OA. Opponent Answers, which are of the form �u� (u ∈ AValues).
On the other hand, value disclosures are partial functions ⇢ repre-
senting the values of polymorphic names revealed in a move. Their
role will be explained in the next section.

Definition 5. A full move is a triple (m,S,⇢) of a move m, a
closed abstract store S and a finite map ⇢ ∶ Pol ⇀ AValues. A
sequence of full moves is called a trace.

The trace semantics is produced via a reduction relation for
open terms which only reveals the steps in the computation where
there is interaction: a call or return between the term and its con-
text. More precisely, this relation is a bipartite labelled transition
system between Player and Opponent configurations, where labels
are full moves, and whose main components are evaluation stacksE , defined as either:● passive, which are related to Opponent configurations and are of

the shape (En, ✓n � ✓′n) ∶∶ � ∶∶ (E1, ✓
1

� ✓′
1

), where each Ei

is an evaluation context of type ✓i � ✓′i;● or active, which are related to Player configurations and are of
the form (M, ✓) ∶∶ E ′, i.e. they consist of a term M of type ✓ and
a passive stack E ′.

The empty stack is written �.

Definition 6. A configuration is a tuple �E ,�,�, S,�� with:● an evaluation stack E , a typing function � for locations, and a
closed store S,● an environment � mapping names to values,● an ownership function � ∈ (A×{O,P})∗ ordering played names
and mapping them to the party who has introduced them;

and which satisfies the following conditions:● the relation {(a,X) � � = �
1

⋅ (a,X) ⋅ �
2

} is a partial function
and � has no repetition of names● dom(�) = {a ∈ Pol ∪Fun ∪TVar � �(a) = P}● dom(�) = {l ∈ Loc ∩ dom(�)} ⊆ dom(S)● for all a ∈ ⌫(E , cod(S), cod(�))�Loc, �(a) = O

where, because of the first condition above, we write �(a) = X if
� = �

1

⋅ (a,X) ⋅ �
2

for some �
1

,�
2

.
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In addition, we include special configurations of the form��;⌃;� �M ∶ ✓�, one for each typed term �;⌃;� �M ∶ ✓.

Thus, a configuration registers syntactic and semantic informa-
tion on the execution of a term necessary to produce its traces. E
and S are syntactic objects directly connected to the operational se-
mantics. The other components either are of semantic nature (�,�)
or bridge the semantics and the syntax (�). In � we record the actual
values that correspond to the functional and polymorphic names
and type variables that the term (i.e. P) has produced. On the other
hand, � is a name-polarity function which also keeps track of the
order in which names were introduced. The last condition on � in
the above definition is especially important: it stipulates that, ex-
cept for location names, all the free names that appear in the term,
either directly or indirectly via � or S, must belong to O. In other
words, P cannot see the abstract values that he has provided to O
during the interaction.

When the evaluation of a term E[M] reaches, for example,
some E[fv] where f is a function name provided by the context,
a move asking the context to evaluate f(v) will be produced.
However, since v is a syntactic value and in moves we only allow
semantic entities, we need a way to pass from syntactic values
to abstract ones. This is achieved as follows. To each value u of
type ✓, we associate the set AVal(u, ✓) of triples (v,�,�), where
each of them represents: ● a corresponding abstract value v; ● an
environment � instructing the related mapping of names to values;● and a typing function � recording the types used for each location
in the translation. It is defined as:

AVal(u, ◆) = {(u, ",�)} for ◆ = Unit or Int and u ∈ J◆K
AVal(l, ref ✓) = {(l, ",{(l, ref ✓)} � l ∈ Loc}
AVal(u,↵) = {(p, [p� u],�) � p ∈ Pol↵}∪{(u, ",�) � u ∈ Pol↵}
AVal(u, ✓) = {(f, [f � u],�) � f ∈ Fun✓} for ✓ functional
AVal(�u

1

, u
2

�, ✓
1

× ✓
2

)
= {(�v

1

, v
2

�,�
1

⋅ �
2

,�
1

∪ �
2

) � (vi,�i,�i) ∈ AVal(ui, ✓i)}
AVal(�✓′, u�,∃↵.✓)
= {(�↵′, v�,� ⋅ [↵′ � ✓′],�) � (v,�,�) ∈ AVal(u, ✓{↵′�↵})}

For uniformity, it makes sense to view types as values of special
“universe” type U and set AVal(✓,U) = {(↵, [↵ � ✓],�) � ↵ ∈
TVar}. By abuse of notation, we shall use u and variants to range
over values, abstract values and types when utilising the notation
presented next. Given a functional type ✓ and some u, we let the
argument and return type of ✓ be:

arg(✓′ → ✓) = ✓′ arg(∀↵.✓) = U
retu(✓′ → ✓) = ✓ retu(∀↵.✓) = ✓{u�↵}

with the last expression above being well-defined only if u is a type.
Finally, in a similar fashion that AVal allows us to move from

concrete values to abstract ones, the operator AStore takes us from
stores to abstractions thereof. That is, for each store S and typing
function �, the set AStore(S,�,) consists of triples of the form(S′,�′,�′) where: ● S′ is an abstraction of S according to the type
information in �; ● �′ is the mapping of the fresh abstract names
of S′ to their concrete values; ● and �′ is the type information for
any locations in the codomain of S′. The formal definition in the
case where � is single-valued is given as follows. We postpone the
definition for general � to Section 4.

AStore(S,�) = �
l∈dom(S)

{([l � v],�′,�′) � (v,�′,�′) ∈ AVal(S(l),�(l))}
Here ⊙ is the pointwise concatenation of sets of triples (S,�,�),
defined as X

1

⊙X
2

= {(S
1

⋅ S
2

,�
1

⋅ �
2

,�
2

∪ �
2

) � (Si,�i,�i) ∈
Xi, i ∈ {1,2}}, and �i∈�Xi = {(", ",�)}. A similar notion is
used for producing abstract stores where only typing information

(and no concrete store) is defined as follows.

SJ�K = �
l∈dom(�)

{([l � v],�′) � (v,�′) ∈ J�(l)K}
This is used for determining what stores can O play.

We now give the definition of our trace semantics. Note that, for
syntactic objects Z and (e.g. type) environments �, we write Z{�}
for the result of recursively applying � in Z as a substitution.

Definition 7 (Trace Semantics). We call Interaction Reduction the
system generated by the rules in Figure 3. Given a configuration C,
we let Tr(C) be the set of all traces produced from C. Terms are
translated by setting

J�;⌃;� �M ∶ ✓K = comp(Tr��;⌃;� �M ∶ ✓�)
for each typed term �;⌃;� � M ∶ ✓, where comp selects the
complete traces, that is those traces where the number of answers
is greater or equal to the number of questions.

In the rest of this section we explain the reduction rules and
their conditions, apart from conditions P* and O* which concern
type disclosure and are relegated to the next section. For the same
reason, we also assume that typing functions � are always single-
valued and disregard any indexing with  used in the rules (’s are
cast functions).

Internal (INT) This rule dictates that the interaction reduction
includes the operational semantics of System ReF as long as inter-
nal computation steps are concerned, i.e. ones that do not involve
external functions.

P-Question (PQ) This rule describes the move occurring when
an external function call is reached. Thus, in order for P to provide
the value (say) u and store S, he first needs to abstract it to v by
hiding away all private code under fresh names. These will be the
names put in �′, along with any new location names revealed in
the store S′ to be played. Since this is a P-move then, all names in
�′ are owned by P (P1). In turn, S′ is the restriction of S to public
locations, again elevated to its abstraction. These abstractions result
in new �′ = � ⋅ �v ⋅ �S and �′ = � ∪ �v ∪ �S (P1). Note that
the � component of a configuration enlists the public names of a
trace, i.e. those explicitly played in moves. Hence, P3 stipulates
that the locations included in the store S′ are precisely the ones
reachable in S from the names in � and any names in v (put
otherwise, name privacy is imposed). Finally, P2 dictates that any
functional or type variable names played in the move must be fresh
(as they represent abstractions of concrete values). Similarly, every
polymorphic name played of type ↵, with ↵ of own polarity, must
be fresh. If, on the other hand, ↵ belongs to O, then P can only play
old polymorphic names of that type (P4).

P-Answer (PA) In this case, a final value is reached and returns,
with similar conditions applied.

O-Question (OQ) When it is the context’s turn to play, one
option is for O to call one of the functions provided by P. The
rule looks very similar to the P-Question, yet it differs in one
important point: while O plays v and S′, what is fed instead to
the configuration is v where all its P polymorphic and functional
names have been replaced by their actual values (i.e. v{�})2 and the
same goes for the abstract store S′. This is enforced by the use of ṽ
instead of v and is due to the fact that P knows the actual values of
these names, and therefore they should not remain abstract to him.
Another difference is the freedom to build S′, which nonetheless
stipulates that O cannot guess any locations from S unless the
latter were already public. Finally, observe in O1 the single-played
restriction on fresh polymorphic, type or function names: as each

2 we also substitute via ⇢, but this we discuss in the next section.
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(INT) �(M, ✓) ∶∶ E ,�,�, S,�����→ �(M ′, ✓) ∶∶ E ,�,�, S′,��, given (M,S)→ (M ′, S′).
(PA) �(u, ✓) ∶∶ E ,�,�, S,�� �v̄�,S′,⇢����→ �E ,� ⋅ �′,� ∪ �′, S,� ⋅ �′�, given (v,�v,�v) ∈ AVal(u, ✓).

(PQ) �(E[f u], ✓) ∶∶ E ,�,�, S,�� ¯f�v�,S′,⇢����→ �(E, ✓′ � ✓) ∶∶ E ,� ⋅ �′,� ∪ �′, S,� ⋅ �′�,
given f ∈ Fun✓f with �(f) = O and (v,�v,�v) ∈ AVal(u, arg(✓f)), ✓′ = retv(✓f).

(OA) �(E, ✓′� ✓) ∶∶ E ,�,�, S,�� �v�,S′,⇢����→ �(Ẽ[ṽ], ✓) ∶∶ Ẽ , �̃,� ∪ �′, S̃[S̃′],� ⋅ �′�, given (v,�v) ∈ J✓′K.

(OQ) �E ,�,�, S,�� f�v�,S′,⇢����→ �(ũ ṽ, ✓) ∶∶ Ẽ , �̃,� ∪ �′, S̃[S̃′],� ⋅ �′�
given f ∈ Fun✓′ with �(f) = P and (v,�v) ∈ Jarg(✓′)K, ✓ = retv(✓′) and �(f) = u.

(INI) ��;⌃;� �M ∶ ✓� ?�v�,S′,⇢����→ �(M���→{ũ�x}, ✓), ",�′, S̃′,�′�, given dom(�) = {x
1

,�, xn}, (v,�v) ∈ J�,⌃,�K and v = (�↵,�l, �u).
Z̃ Above, Z̃ = Z{⇢}{�}, if Z a term, context or stack, and Z̃ = {(z,�Z(z)) � z ∈ dom(Z)} if Z a map into terms.
P1 �′ = {(a,P ) � a ∈ ⌫(v,S′,⇢) ∧ a ∉ ⌫(�)}, �′ = �v ∪ �S ∪ �⇢ and �′ = �v ⋅ �S ⋅ �⇢
P2 for all f ∈ ⌫

F

(S′, v,⇢), f ∉ ⌫(�) and, for all ↵ ∈ ⌫
T

(S′, v,⇢),↵ ∉ ⌫(�)
P3 ⌫

L

(�′) = S∗(⌫
L

(v,⇢,�)) and (S′,�S ,�S) ∈ AStore(S�⌫L(�′),�)
P4 for all p ∈ ⌫

P

(S′, v,⇢) with p ∈ Pol↵, �(↵) = P iff p ∉ ⌫(�)
P* (⇢,�⇢,�⇢) ∈ AEnv((� ⋅ �v ⋅ �s)�Pol

),′ where  = Cast(�) and ′ = Cast(� ∪ �′), with � ∪ �′ valid.

O1 �′ = {(a,O) � a ∈ ⌫(v,S′,⇢) ∧ a ∉ ⌫(�)} �′ = �v ∪ �S ∪ �⇢ and each a ∈ ⌫(�′)�Loc is single-played in (v,S′,⇢)
O2 for all f ∈ ⌫

F

(S′, v,⇢), f ∉ ⌫(�) and for all ↵ ∈ ⌫
T

(S′, v,⇢),↵ ∉ ⌫(�)
O3 S′ closed, ⌫

L

(v,⇢) ⊆ dom(S′) = S′∗(⌫
L

(v,⇢,�)), dom(S′) ∩ dom(S) = ⌫
L

(�) and (S′,�S) ∈ SJ�′K
O4 for all p ∈ ⌫

P

(S′, v,⇢) with p ∈ Pol↵, �(↵) = O iff p ∉ ⌫
P

(�)
O* (⇢,�⇢) ∈ EJ⇠K,′ where ⇠ = {p ∈ Pol↵ � �⋅�′(p) = O},  = Cast(�) and ′ = Cast(� ∪ �′) with � ∪ �′ valid.

Figure 3. Interaction Reduction. Rules (PQ),(PA) satisfy conditions P1-P4 and P*, while (OQ),(OA) satisfy O1-O4 and O*. Rule (INI)
satisfies O1, O3 and O* (taking S = ", � = � and � = ").

such introduced name has the purpose of abstracting some concrete
value or type played, every such name should be distinct (and
fresh).3 This condition is implicitly imposed in P1 as well, via the
domain disjointness requirements in the definition of �′.
O-Answer (OA) On the other hand, a context can also return
with a value, with similar conditions applied.

Initial move (INI) Initial moves are special O-Questions. In or-
der for the interaction to commence, O needs to provide the context,
that is, the values corresponding to the typing environment �,⌃,�.

Let us look at a couple of examples.

Example 8. Consider the term v ≡ ⇤↵.�x ∶ ↵ × ↵. ⇡
1

(x) of type
✓ = ∀↵.↵×↵ → ↵. A characteristic trace of v is ?�� ⋅ �ḡ� ⋅ g�↵′� ⋅� ¯f� ⋅ f�p

1

, p
2

� ⋅ �p̄
1

�, produced as follows (we omit empty stores
and ⇢’s).
�⋅; ⋅; ⋅ � v ∶ ✓� ?����→ �(v, ✓), ",�, ", "� (✓ = ∀↵.↵×↵→ ↵)�ḡ���→ ��,�

1

,�, ",�
1

� (�
1

= [g � v],�
1

= (g,P ))
g�↵′����→ �(v↵′, ✓′),�

1

,�, ",�
2

� (✓′ = ↵′×↵′→↵′,�
2

= �
1

⋅(↵′,O))
→ �(v′, ✓′),�

1

,�, ",�
2

� (v′≡ �x ∶↵′×↵′.⇡
1

(x))
� ¯f���→ ��,�

2

,�, ",�
3

� (�
2

= �
1

⋅[f � v′],�
3

= �
2

⋅(f,P ))
f�p1,p2������→ �(v′�p

1

, p
2

�,↵′),�
2

,�, ",�
4

� (�
4

= �
3

⋅(p
1

,O)(p
2

,O))
→∗ �(p

1

,↵′),�
2

,�, ",�
4

� �p̄1���→ ��,�
2

,�, ",�
4

�
Informally, after the initial move is played, the term is already
evaluated to a function of type ∀↵.↵×↵ → ↵ and so P plays the
move �ḡ� with g ∈ Fun∀↵.↵×↵→↵. At that point, the environment
(O) may wish to interrogate g, supplying a type variable ↵′ which
is an abstraction of any type instantiation the environment may
have chosen. Such a question would be of the form g�↵′�. To the
latter, P replies with a functional name f , via the move � ¯f�, of type

3 Formally, a move (m,S,⇢) is said to single-play a name a ∈ A�Loc if m
is equal to ¯f�v�, f�v�, �v̄� or �v� (for some f ) with a ∈ ⌫(v,S, cod(⇢))
and there is only one occurrence of a in (v,S,⇢).

(↵′ ×↵′)→ ↵′. Next, O decides to also interrogate f , say on input�4,2�. This translates to the move f�p
1

, p
2

�, where now p
1

� 4

and p
2

� 2 for O. The trace concludes with P replying �p̄
1

�, which
is the return value of the first projection on �p

1

, p
2

�.
Example 9. Let us take v ≡ �x ∶ (∀↵.↵→↵). x Int 3 + x Int 5
of type ✓ = (∀↵.↵→↵) → Int. A characteristic trace of v is
?��� ¯f� ⋅f�g� ⋅ ḡ�↵

1

� ⋅�g
1

� ⋅ ḡ
1

�p
1

� ⋅�p
1

� ⋅ ḡ�↵
2

� ⋅�g
2

� ⋅ ḡ
2

�p
2

� ⋅�p
2

� ⋅�¯8�
and can be produced by the following interaction.

�⋅; ⋅; ⋅ � v ∶ ✓� ?����→ �(v, ✓), ",�, ", "�
� ¯f���→ ��,�

1

,�, ",�
1

� (�
1

= [f � v],�
1

= (f,P ))
f�g���→ �(vg, Int),�

1

,�, ",�
2

� (�
2

= �
1

⋅(g,O))
→ �(g Int 3 + g Int 5, Int),�

1

,�, ",�
2

� (�
2

= �
1

⋅[↵
1

� Int])
ḡ�↵1����→ �(●3 + g Int 5,↵

1

→↵
1

� Int),�
2

,�, ",�
3

� (�
3

= �
2

⋅(↵
1

, P ))�g1���→ �(g
1

3 + g Int 5, Int),�
2

,�, ",�
4

� (�
4

= �
3

⋅(g
1

,O))
ḡ1�p1�����→ �(● + g Int 5,↵

1

� Int),�
3

,�, ",�
5

� (�
5

= �
4

⋅(p
1

, P ))�p1���→ �(3 + g Int 5, Int),�
3

,�, ",�
5

� (�
3

= �
2

⋅[p
1

� 3])
ḡ�↵2����→ �(3 + ●5,↵

2

→↵
2

� Int),�
4

,�, ",�
6

� (�
6

= �
5

⋅(↵
2

, P ))�g2���→ �(3 + g
2

5, Int),�
4

,�, ",�
7

� (�
4

= �
3

⋅[↵
2

� Int])
ḡ2�p2�����→ �(3 + ●,↵

2

� Int),�
5

,�, ",�
8

� (�
7

= �
6

⋅(g
2

,O))�p2���→ �(3 + 5, Int),�
5

,�, ",�
8

� (�
5

= �
4

⋅[p
2

� 5],�
8

= �
7

⋅(p
2

, P ))
→ �(8, Int),�

5

,�, ",�
8

� �¯8���→ ��,�
5

,�, ",�
8

�
Notice that p

1

, p
2

are of different type, respectively ↵
1

and ↵
2

. As
an exercise, we invite the reader to verify that the term v′ ≡ �x ∶(∀↵.↵→↵). let h = x Int in h3+h5 of the same type ✓ produces
the trace ?��� ¯f� ⋅ f�g� ⋅ ḡ�↵′� ⋅ �g′� ⋅ ¯g′�p

1

� ⋅ �p
1

� ⋅ ¯g′�p
2

� ⋅ �p
1

� ⋅ �¯6�.
The latter behaviour can be triggered by a context which uses local
state to record polymorphic values of older calls:

C ≡ ● �⇤↵. let y = ref (�_.⌦↵) in let z = ref 0 in
�x ∶ ↵. if (!z) (!y()) (z ∶= !z + 1; y ∶= (�_.x);x)�
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Type Disclosure, Casts and *-Conditions
As already discussed in the Introduction, the existence of references
can be used to the advantage of a program in order to break para-
metricity. This is done by discovering variables of different refer-
ence types which, upon execution, end up with the same concrete
location. Once such an aliased pair has been identified, of type say
ref ✓

1

, ref ✓
2

, then a casting function between ✓
1

and ✓
2

is readily
available. For instance, if the two variables are xi ∶ ref ✓i, here is a
casting function from ✓

1

to ✓
2

:

cast

1

≡ �z
1

∶ ✓
1

. x
1

∶= z
1

; !x
2

∶ ✓
1

→ ✓
2

Clearly, if the same location l flows in x
1

and x
2

then we obtain
cast

1

{l�x
1

, l�x
2

} which casts indeed as designed. The reader may
wonder under what circumstances can the same location be passed
to variables of different types. This can be achieved, for instance,
by a context:

C ≡ let x = ref 0 in (⇤↵.�y
1

∶ ref ↵.�y
2

∶ ref Int. ●) Intxx
whereby ✓

1

= ↵ and ✓
2

= Int.
These considerations bring about type disclosure, which we

examine next in detail. We conclude the prelude to this section with
some interesting equivalence examples/non-examples, left as a quiz
for the reader.

Example 10. Suppose f ∶ (ref Int × ref Int) → Unit, g ∶ ∀↵.
ref ↵→ref ↵ and h ∶∀↵,↵′.(ref (↵′→↵)×ref (↵′→ Int)×↵)→ ↵.

1. letx, y = ref 0 in f(x, y); letu = g Intx in if (u = y) 1 2≅? letx, y = ref 0 in f(x, y); letu = g Intx in if (u = y) 3 2

2. letx = ref (�y.1) in letu = h Int Int (x, x,0) in if u 1 2≅? letx = ref (�y.1) in letu = h Int Int (x, x,0) in if u 3 2

Type disclosure and casts
Type disclosure is the result of the same location appearing in
several positions in the code, each expecting some different type.
In such cases, we need to associate in our semantics a set of types
to each location, employing the non-unicity of typing functions �.
In order to restrict the behaviour of O in the interaction to plausible
computations, we shall impose some validity conditions to �: after
all, not all types can be instantiations of the same type variable (for
instance, �(l) = {ref Int, ref Unit} is not allowed).

Validity is also dependent on precedence of type variables in the
trace: a recent type variable cannot be instantiating one which has
appeared before it in the trace. We define a partial relation ≤

�

on
types, indexed by an ordered set � of type variables, as:

✓ ≤
�

✓

✓
1

≤
�

✓
2

≤
�

✓
3

✓
1

≤
�

✓
3

⌫
T

(✓) <
�

↵

✓ ≤
�

↵

✓ ≤
�

✓′
ref ✓ ≤

�

ref ✓′
✓
1

≤
�

✓′
1

✓
2

≤
�

✓′
2

✓
1

× ✓
2

≤
�

✓′
1

× ✓′
2

✓ ≤
�

✓′ ↵ ∉ �
Q↵.✓ ≤

�

Q↵.✓′
✓
1

≤
�

✓′
1

✓
2

≤
�

✓′
2

✓
1

→ ✓
2

≤
�

✓′
1

→ ✓′
2

for Q = ∃,∀ and with ⌫
T

(✓) <
�

↵ meaning that all ↵′ ∈ ⌫
T

(✓) are
before ↵ in �. Let us fix some � for the next definition.

Definition 11. A typing function � is said to be valid if for all
l ∈ dom(�) there exists a type ✓

0

such that ✓
0

≤
�

✓ for all ✓ ∈ �(l).
In the sequel we will be using a very specific set �, which we

shall be leaving implicit. For any configuration C with components
� and �, we say that � is valid if it is so with respect to the ordered
set �� of type variables obtained from �: �� = ⇡1

(�) � TVar.
As type instantiations are noticed during an interaction, the two

parties can start forming cast functions to move between types. We
introduce the notion of cast relations , which are simply relations
over types. The fact that (✓, ✓′) ∈  means that we can cast values
of type ✓ to ✓′.

Casts yield other casts. For example, a cast from ✓
1

×✓
2

to ✓′
1

×✓′
2

yields subcasts from ✓
1

to ✓′
1

, and from ✓
2

to ✓′
2

.4 We formalise this
as follows. Given a cast relation , we define its closure by:

(✓, ✓′) ∈ 
(✓, ✓′) ∈ (✓, ✓) ∈

(✓, ✓′′) ∈ (✓′′, ✓′) ∈
(✓, ✓′) ∈

(ref ✓, ref ✓′) ∈
(✓, ✓′) ∈

(✓
1

, ✓′
1

) ∈ (✓
2

, ✓′
2

) ∈
(✓

1

× ✓
2

, ✓′
1

× ✓′
2

) ∈
(✓

1

× ✓
2

, ✓′
1

× ✓′
2

) ∈
(✓

1

, ✓′
1

) ∈
(✓

1

× ✓
2

, ✓′
1

× ✓′
2

) ∈
(✓

2

, ✓′
2

) ∈
(✓′

1

, ✓
1

) ∈ (✓
2

, ✓′
2

) ∈
(✓

1

→ ✓
2

, ✓′
1

→ ✓′
2

) ∈
(✓′

1

→ ✓
2

, ✓
1

→ ✓′
2

) ∈
(✓

1

, ✓′
1

) ∈
(✓

1

→ ✓
2

, ✓′
1

→ ✓′
2

) ∈
(✓

2

, ✓′
2

) ∈
(✓, ✓′) ∈ ↵ ∉ ⌫()
(Q↵.✓,Q↵.✓′) ∈

(Q↵.✓,Q↵.✓′) ∈ �(↵, ✓, ✓′)
(✓{✓

0

�↵}, ✓′{✓
0

�↵}) ∈ (∗)

for Q = ∃,∀, where �(↵, ✓, ✓′)means that ↵ does not appear in the
scope of a ref constructor in ✓, ✓′. Notice that all the rules are going
in both directions, but the one on ref types. Indeed, being able to
cast from ✓ to ✓′ does not imply we can cast from ref ✓ to ref ✓′.
This observation allows us to see that the terms of Example 10 (1)
are equivalent despite the type disclosure (cf. Section 4.3).

We can now define the cast relation Cast(�) related to a typing
function �. We can show that, for any valid typing function �,
Cast(�) is a valid cast relation.

Definition 12. Given a typing function �, its associated cast rela-
tion Cast(�) is the closure of {(✓, ✓′) � ∃l. ✓, ✓′ ∈ �(l)}.

Given a cast relation  and a type ✓, we let

min((✓)) = {✓′ ∈ (✓) � ∀✓′′ ∈ (✓). ✓′′ ≤ ✓′ �⇒ ✓′′ = ✓′}
be the set of minimal types of (✓). Because the closure rules
above are not reversible on ref types, this set is not in general a
singleton (e.g. min(X)=X for X = {ref (↵×Int), ref (Int×↵′)}).
This means that a type ✓ can have several minimal types in its
cast class, and each of them needs to be taken in to account when
computing abstract values to be played in a move. Hence, minimal
types are central to the (full) definitions of AVal, AStore, etc.

The starred conditions
We next look at the use of environments ⇢ and the conditions O*
and P* which govern type disclosure in the interaction reduction.

Each move (m,S,⇢) played in an interaction has the potential
to reveal type information. Looking at the reduction rules, in partic-
ular, we see that such a move can enlarge the current typing func-
tion � to a (valid) superset �∪�′: this is due to the fact that locations
l which up until now had types �(l) are put in positions which ex-
pect types ✓ ∉ �(l) (e.g. in return position of some f ∈ Fun✓′→✓).
This leads to a corresponding increase in the cast capabilities to
′ = Cast(�∪�′). Cast capabilities, though, may reveal the values
behind polymorphic names: for instance, if we are able to form a
cast from ↵ to Int, we can go back to an old p ∈ A↵, cast it as an
integer and read its value. This decoding capability is the reason
behind the presence of ⇢ in the move: ⇢ contains all those polymor-
phic names p whose value is being revealed (indirectly, via casts)
through the current move, along with the revealed values.

The way polymorphic values are revealed is governed by con-
ditions P* and O*. The former stipulates that, given the old cast
relation , the new casting ′ is the one we obtain via the updated
typing function �∪�′. Moreover, as explained above, each concrete
value �(p) of a polymorphic name p needs to be partially revealed.
The degree to which the codomain of ��Pol

will be revealed is deter-
mined by the function AEnv. That is, AEnv(��Pol

),′ comprises a
new abstract environment (⇢,�⇢,�⇢) for these newly revealed val-
ues, that is moreover unique up to permutation of fresh names. The

4 Assuming ✓
1

and ✓
2

are inhabited types.
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first component (⇢) is the map from polymorphic names to their re-
vealed values. The other two components record the locations types
(�⇢) and value abstraction (�⇢) occurring via this disclosure. In the
case of O*, a similar disclosure occurs, only that this time there is
no � to guide the revealed values; rather, O supplies the disclosure
in a non-deterministic fashion.

The definition of AEnv and its O-counterpart are given below,
AEnv(�),′ = �

p∈dom(�)
s.t. Xp≠�

{([p� v],�v,�v) � �v =�✓∈Xp
�✓

∧ ∀✓ ∈Xp. (v,�v,�✓) ∈ AVal(�(p), ✓)}
EJ⇠K,′ = �

p∈⇠ s.t. Xp≠�
{([p� v],�v) � �v =�✓∈Xp

�✓

∧ ∀✓ ∈Xp. (v,�✓) ∈ J✓K}
with dom(�), ⇠ ⊆ Pol and Xp = min′(↵)�min(↵) for p ∈
Pol↵. Thus, for each p ∈ Pol↵ in the domain of � such that,
going from  to ′, there is a new type disclosure on the type of
p (i.e. such that Xp �= �), to compute the disclosure happening
on �(p) we look at all the newly disclosed types ✓ ∈ Xp and for
each of them select an abstract environment from AVal(�(p), ✓).
If we can pick these environments so that they all agree in their
value component v, we can reveal that p maps to v. Note that
Xp determines how much of �(p) is revealed: for instance, Xp ={↵′} with ↵′ another type variable, then v will simply be another
polymorphic name p′. On the other hand, EJ⇠K,′ is more liberal
in choosing the common revealed value p, as it scans through each
J✓K instead of AVal(�(p), ✓). In a similar vein, we get:

AVal(u, ✓) = {(v,�,�) � � =�✓′∈X�✓′∧∀✓′ ∈X. (v,�,�✓′) ∈ AVal(u, ✓′)}
AStore(S,�) = �

l∈dom(S){([l � v],�v,�v) � �v = �✓∈Xl
�✓∧∀✓ ∈Xl. (v,�v,�✓) ∈ AVal(S(l), ✓)}

JvK = {(v,�) � � =�✓′∈X�✓′ ∧ ∀✓′ ∈X. (v,�✓′) ∈ J✓′K}
SJ�K = �

l∈dom(�){([l � v],�v) � �v = �
✓∈Xl

�✓ ∧ ∀✓ ∈Xl. (v,�✓) ∈ J✓K}
with X =min((✓)) and Xl = �✓∈�(l)min(Cast(�)(✓)).

While there is some circularity between the different new com-
ponents in condition P*, we can always pick them in a nominally
deterministic way. We conclude this section with a couple of exam-
ples demonstrating type disclosure.
Examples
We first look at a term that uses type disclosure to cast between
two of its inputs, similarly to the initial examples of the paper. Let
us set ✓ = ref ↵ × ref Int × ↵ and v ≡ ⇤↵.��x, y, z�✓.M with
M ≡ if x= y then (y ∶= 42; !x) else z. A characteristic trace of
v is the following (e.g. for S=[l � 9],⇢ = [p� 7]),
�⋅; ⋅; ⋅ � v ∶ ✓� ?����→ �(v, ✓), ",�, ", "�
� ¯f���→ ��,�

1

,�, ",�
1

� (�
1

= [f � v],�
1

= (f,P ))
f�↵����→ �(v↵, ✓ → ↵),�

1

,�, ",�
2

� (�
2

= �
1

⋅(↵,O))�ḡ���→ �◇,�
2

,�, ",�
2

� (�
2

= �
1

⋅[g � ��x, y, z�✓.M])
g�l,l,p�,S,⇢������→ �(M ′,↵),�

2

,�
1

, S,�
3

� (�
1

= (l, Int),(l,↵))
� ¯42�,S����→ ��,�

2

,�
1

, S,�
3

� (�
3

= �
2

⋅(l,O)⋅(p,O))
where M ′ ≡M{l�x, y}{p�z}{⇢} ≡ if l= l then (l ∶= 42; !l) else 7.

Now, going back to Example 10, let f ∶ (ref Int×ref Int)→Unit,
g ∶ ∀↵. ref ↵ → ref ↵ and M ≡ letx, y = ref 0 in f�x, y�; letu =
g Intx in if (u = y) 1 2 and N ≡ if (u = l′) 1 2. Then, taking
�= [↵� Int], M can produce characteristic traces of two kinds:

�⋅; ⋅;� �M ∶ Int� ?�f,g����→ �(M, Int), ",�, ",�
1

� (�
1

= (f,O) ⋅ (g,O))
→∗ �(f(l, l′); letu = g Int l inN, Int), ",�, S

1

,�
1

� (S
1

= [l � 0, l′ � 0])
¯f�l,l′�,S1�����→ �●; letu = g Int l inN, ",�

1

, S
1

,�
2

� (�
2

= �
1

⋅(l, P )⋅(l′, P ))

�()�,S2����→ �((); letu = g Int l inN, Int), ",�
1

, S
2

,�
2

� (�
1

= (l, Int),(l′, Int))
→ ḡ�↵�,S2����→ �(letu = ● l inN, Int),�,�

1

, S
2

,�
3

� (�
3

= �
2

⋅(↵, P ))�h�,S3����→ �(letu = h l inN, Int),�,�
1

, S
3

,�
4

� (�
4

= �
3

⋅(h,O))
¯h�l�,S3����→ �(letu = ● inN, Int),�,�

2

, S
3

,�
4

� (�
2

= �
1

,(l,↵))
[1] �l�,S4���→ �(letu = l inN, Int),�,�

2

, S
4

,�
4

�→∗ �¯2�,S4����→ ��,�,�
2

, S
4

,�
4

�
[2] �l′′�,S4����→ �(letu = l′′ inN, Int),�,�

3

, S
4

,�
5

�→∗ �¯2�,S4����→ ��,�,�
3

, S
4

,�
5

�
according to choices [1] and [2] for O’s last move. In particular, O
can either return the l ∶ ref ↵ he received, or create a new l′′ ∶ ref ↵
and return it. Due to �

2

, O can cast from Int to ↵ and put arbitrary
values in l, l′′. However, as Cast(�

2

)(ref ↵) = {ref ↵}, he has no
cast from ref Int to ref ↵ and hence cannot return l′.
Soundness
We show that our model is sound, i.e. equality of term denotations
implies contextual equivalence. In fact, we prove a stronger result
(Theorem 24), whereby equality is replaced by a larger equivalence
relation which rules out some over-distinguishing O behaviours.

Valid configurations
To reason on the interaction reduction, we prove it preserves some
invariants which we collect in the notion of valid configuration.

An obvious invariant we want to preserve is that elements of
the evaluation stack are well-typed. However, due to the fact that
locations do not always have a unique type, and the ensuing casting
capabilities that arise, we cannot use the standard typing system
defined in Section 2. We thus need to generalise it by allowing
location contexts to be multi-valued, i.e. use valid typing functions
� (instead of ⌃), together with the new typing rule:

�;�;� �e M ∶ ✓ (✓, ✓′) ∈ Cast(�)
�;�;� �e M ∶ ✓′

We write S ∶e� if ∀l ∈ dom(S).∃✓ ∈ �(l). ⌫
T

(�);�; ⋅ �e S(l) ∶ ✓.
The extended type system still satisfies a safety property, on

which rely in order to show our model sound.

Lemma 13. Given �;�; ⋅ �e M ∶ ✓ and S ∶e � such that for
all p ∈ ⌫(M,S) ∩ Pol↵,min (Cast(�)(↵)) = {↵} either (M,S)
diverges or there exists (M ′, S′) irreducible such that:● (M,S)→∗ (M ′, S′),● M ′ is either equal to a value v or to a callback E[f v],● there exists �′ disjoint from � such that �;� ∪ �′; ⋅ �e M ′ ∶ ✓

and S′ ∶e � ∪ �′.
Using this extended system, we can type evaluation stacks of

configurations. A passive evaluation stack (En, ✓n � ✓′n) ∶∶ . . . ∶∶(E
1

, ✓
1

� ✓′
1

) is said to be well-typed w.r.t. a typing function �
and a type environment � ∶ TVar ⇀ Types if, for all 1 ≤ i ≤ n,
�;� �e Ei ∶ ✓i{�}� ✓′i{�}. An active evaluation stack (M, ✓,�) ∶∶E is well-typed for �, � if �;�; ⋅ �e M ∶ ✓{�} and E is well-typed
for �, �. We can now specify which configurations are valid.

Definition 14. We call �E ,�,�, S,�� a valid configuration if:● dom(�) = {a ∈ Pol ∪Fun ∪TVar � �(a) = P},● dom(�) = dom(�) ∩ Loc ⊆ dom(S),● for all a ∈ ⌫(E , cod(S), cod(�))�Loc, �(a) = O,● there exists �′ disjoint of � s.t. S ∶e � ∪ �′,● E is well-typed for � ∪ �′,��TVar● for all p ∈ ⌫(E , S, cod(�)) ∩Pol↵, min (Cast(�)(↵)) = {↵}.
We write C

m,S,⇢��⇒ C ′ when C �→∗C ′′ m,S,⇢���→ C ′ for some con-
figuration C ′′. Validity of configurations is preserved as follows.

Lemma 15. If C
m,S,⇢��⇒ C ′ and C is valid then so is C ′.
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Composite reduction
The main ingredient in the soundness argument is a refinement of
the LTS introduced previously which will eventually allow us to
compose term denotations, in a way akin to composition in game
semantics: each term in the composition becomes the Opponent
for the other term. More concretely, in the composite LTS the be-
haviour of Opponent is fully specified by expanding the configura-
tions with an extra evaluation stack, environment and store.

The new LTS is called composite interaction reduction.It works
on composite configurations �EP ,EO,�P ,�O,�, SP , SO�, where:

• EP ,EO are evaluation stacks (one passive and one active);
�P ,�O are environments; and SP , SO are stores;

• � is a common typing function for locations.
The rules of the composite reduction are in effect the P-rules of the
ordinary interaction reduction, plus dual forms thereof fleshing out
the O-rules.

A trace t is said to be generated by a composite configuration
C if it can be written as a sequence (m

1

, S
1

,⇢
1

)�(mn, Sn,⇢n) of
full moves such that C

m1,S1,⇢1����⇒ C
1

m2,S2,⇢2����⇒ . . .
mn,Sn,⇢n����⇒ Cn,

in which case we write C
t�⇒ Cn. We say that a composite config-

uration C terminates with the trace t, written C ⇓t, if there exists a

store S such that C
t⋅(�()�,S,✏)����⇒ ��,�,�′P ,�′O,�′P , S′P , S′O�.

We now define how to merge configurations CP ,CO into a
composite one. For each X ∈ {O,P} we write X� for its dual
({X,X�} = {O,P}), and extend this to �� = (_�) ○ �.

Definition 16. Given a pair of environments (�P ,�O) from A�Loc
to values, we say these are compatible when:● dom(�P ) ∩ dom(�O) = �,● for all a ∈ dom(�X) (X ∈{P,O}), ⌫(�X(a))�Loc ⊆ dom(�X�),● setting �0 = �P ⋅ �O , and �i = {(a, v{�}) � (a, v) ∈ �i−1}(i > 0), there is an integer n such that ⌫(cod(�n))�Loc = �;
and write (�P ⋅ �O)∗ for the environment from A�Loc to Val

defined as �n, for the least n satisfying the latter condition above.
A pair of valid configurations (CP ,CO) are called compatible

if, given CX = �EX ,�X ,�X , SX ,�X� (for X ∈ {P,O}):● �P = �O and �P = ��O ,● (�P ,�O) are compatible and dom(�P ⋅ �O) = dom(�P )�Loc,● dom(SP ) ∩ dom(SO) = dom(�P ) ∩ Loc,● the merge �EP ,EO,�P ,�O,�P , SP , SO� of CP and CO is valid.
We write CP �CO for �EP ,EO,�P ,�O,�P , SP , SO�.

We can merge the (well-typed) evaluation stacks (EP ,EO) of
compatible configurations by the following operation:

���(E, ✓ � ✓′) = E ((M, ✓) ∶∶ EP ) ��EO = (EP ��EO) [M]((E, ✓ � ✓′) ∶∶ EP ) �� ((M, ✓) ∶∶ EO) = (EP ��EO) [E[M]]((E, ✓ � ✓′) ∶∶ EP ) �� ((E′, ✓′ � ✓′′) ∶∶ EO) = (EP ��EO) [E′[E]]
and obtain a correspondence with the operational semantics.

Lemma 17. Given C = �EP ,EO,�P ,�O,�, SP , SO� a valid com-
posite configuration and � = �P ⋅�O , there exists a complete trace t
such that C ⇓t iff (EP ��EO{�∗}, SP {�∗})→∗((), S′) for some S′.

On the other hand, there is a semantic way to compare Player
and Opponent configurations, by checking that the traces they gen-
erate are compatible. Given a trace t, let us write t� for its dual ob-
tained by switching the polarity of each move in t (e.g. each ¯f�v�
is changed to f�v�, and so on).

Definition 18. Let CP and CO be two configurations. We write
CP �CO ↓t when there exists a complete trace t and a store S such
that t ∈ JCP K and t� ⋅ (�()�, S, ✏) ∈ JCOK.

We therefore have the following correspondence between se-
mantic and syntactic composition.

Theorem 19. For all pairs of compatible configurations CP and
CO , CP �CO ↓T iff CP �CO ⇓T .

Soundness result
We need two final pieces of machinery for soundness. The first
one is so-called ciu-equivalence, which allows one to characterise
contextual equivalence by restricting focus to evaluation contexts.

Definition 20. Let ⌃ be a location context. Two terms �;⌃;� �
M

1

,M
2

∶ ✓ are ciu-equivalent, written �;⌃;� �M
1

�ciu M
2

∶ ✓,
when for all typing substitutions ⋅; ⋅; ⋅ � � ∶ �, location contexts
⌃

′ � ⌃, closed stores S ∶ ⌃′, value substitutions ⋅;⌃′; ⋅ � � ∶
�{�} and evaluation contexts ⋅;⌃′ � E ∶ ✓{�} � ✓′, we have(E[M

1

{�}{�}], S) ⇓ iff (E[M
2

{�}{�}], S) ⇓.
Theorem 21. �;⌃;��M

1

�M
2

∶ ✓ iff �;⌃;��M
1

�ciuM2

∶ ✓.

As mentioned at the beginning of this section, we introduce
an equivalence on term denotations which includes equality. The
motivation for this is so as to prune out some distinctions that the
model makes between behaviours that are in fact indistinguishable.
More precisely, our model abstracts away any actual values pro-
vided by Opponent for polymorphic inputs by names in Pol. More-
over, when P plays back one of those names, O is in position to
determine precisely which actual value is P returning in reality (as
all polymorphic names introduced by O must be distinct). This dis-
cipline is based on the assumption that O can always instrument
the values he provides to P so that he can later distinguish between
them. It is a valid assumption, apart from the case when later in the
trace there is some value disclosure for those polymorphic names
which forbids O to implement such instrumentations.

To remove this extra intensionality from the model, we intro-
duce an equivalence of traces which blurs out such distinctions:● we first substitute in every P-move all the O polymorphic names

whose value have been disclosed by their disclosed value;● we then enforce the freshness of P polymorphic names played in
P moves, which may be broken because of these substitutions.

The latter step is implemented via a name-refreshing procedure,
defined as follows. Given traces t, t′, we say that t′ is a P-refreshing
of t, written t � t′, if t = t

1

⋅ (m,S,⇢) ⋅ t
2

, t′ = t
1

⋅ t′
2

, with m a
P-move, and there are polymorphic names p, p′ such that:● p ∈ ⌫(t

1

) ∩ ⌫(m,S, cod(⇢)) is introduced in a P-move of t
1

,● p′ ∉ ⌫(t) and t′
2

is (m,S,⇢) ⋅ t
2

where we first replace a single
occurrence of p in (m,S, cod(⇢)) by p′, and then replace any[p� v] in the resulting subtrace by [p� v] ⋅ [p′ � v].

P-refreshing is bound to terminate in the traces we examine. We
write F(t) for the set of all t′ such that t�∗ t′ and t′ ��.

Definition 22. Two traces t
1

, t
2

are said to be equivalent, written
t
1

∼ t
2

, if F(t
1

") = F(t
2

"), where t
⇢1�⇢n is defined as:

t ⋅ (m,S,⇢)⇢1�⇢n= �t⇢1�⇢n⋅ ((m,S,⇢){⇢
1

}�{⇢n}) if m a P-move
t
⇢1�⇢n⇢⋅ (m,S,⇢) otherwise

We extend equivalence to sets of traces in an elementwise fashion.

Lemma 23. Let t
1

be a trace such that t�
1

∈ Tr(C) with C a valid
configuration. Then for all t

2

∼ t
1

we have t�
2

∈ Tr(C).
We can now prove the main theorem of this section.

Theorem 24 (Soundness). For all terms �;⌃;� � M
1

,M
2

∶ ✓,
JM

1

K ∼ JM
2

K implies M
1

≅M
2

.

Proof. Suppose JM
1

K ∼ JM
2

K. Using Theorem 21, we prove that
M

1

�ciu M
2

. Let us take �,⌃′ ⊇ ⌃, S,� and E as in Definition 20,
and suppose that (E[M

1

{�}{�}], S) ⇓.
Take (�↵,�l, �u) ∈ J�,⌃,�K and write CP,1 for the P-configuration

�(M
1

���→{ũ�x},✓), ✏,�, S,��, so ��;⌃;� �M
1

∶ ✓� ?��↵,�l,�u)�,S′,⇢������→ CP,1.
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Let CO = �(E, ✓ � ✓′),�′⋅�,�, S,���where �′ = {(ui, vi) � �(xi) =
vi}. From Lemma 17, there exists a complete trace t such that
CP,1 � CO ⇓t. Then, from Theorem 19, CP,1�CO ↓t, so that
t ∈ Tr(CP,1) and t� ∈ Tr(CO). Writing CP,2 for the Player config-
uration �(M

2

���→{ũ�x}, ✓), ✏,�, S,��, from the hypothesis of the the-
orem, there exists a complete trace t′ ∼ t such that t′ ∈ Tr(CP,2).
From Proposition 23, t′� ∈ Tr(CO), so that CP,2�CO ↓′t, and using
Theorem 19 (in the other direction), we get that CP,2 � CO ⇓′t.
Finally, using Lemma 17, we get that (E[M

2

{�}{�}], S) ⇓.
Completeness
While sound, our model fails to be fully abstract as it overestimates
the power of O: the way cast relations (Cast) are computed over-
approximates the casts that can be implemented by the context in
practice, as inhabitation constraints are not taken into account. For
instance, a cast from ✓ → ✓

1

to ✓ → ✓
2

does not yield one from ✓
1

to ✓
2

unless a value of type ✓ is available. In this section we restrict
our attention to a fragment of System ReF, called System ReF*,
carved in such a way that the above problem cannot be manifested.
We then prove our model fully abstract for terms in System ReF*.

System ReF* is defined by means of restricting the types al-
lowed at the type interface of a term. In particular, we pose the
following restrictions affecting the types which can appear under a
ref constructor. First, we do not allow any binders ∀,∃ to appear in
the scope of a ref and, moreover, any type variable ↵ inside a ref ✓
must be reachably inhabited: in order for a value of type ref ✓ to be
played in a trace, a value of type ↵ must have been played before.

Both these restrictions are captured by the following type predi-
cate good

⌥

(✓), which determines whether a type ✓ is in the defined
fragment, assuming that the type variables in ⌥ are inhabited.

good

⌥

(ref ✓) = good

⌥

(✓) ∧ ⌫
T

(✓) ⊆ ⌥ ∧ ✓ is quantifier-free
good

⌥

(✓ → ✓′) = good

⌥

(✓) ∧ good
⌥∪gtv(✓)(✓′)

good

⌥

(∀↵.✓) = good

⌥

(✓)
good

⌥

(✓ × ✓′) = good

⌥

(✓) ∧ good
⌥

(✓′)
good

⌥

(∃↵.✓) = good

⌥∪{↵}(✓)
good

⌥

(✓) = true otherwise

Above, gtv(✓) returns the type variables at the ground level of ✓:
gtv(↵) = {↵} gtv(✓ × ✓′) = gtv(✓) ∪ gtv(✓′)
gtv(∃↵.✓) = gtv(✓)�{↵} gtv(ref ✓) = gtv(✓)

and gtv(✓) = � otherwise. We extend goodness to type interfaces
by setting, given ⌃ = {l

1

∶ ✓
1

,�, ln ∶ ✓n}, � = {x1

∶✓′
1

,�, xm ∶✓′m}:
good(�;⌃;� � ✓) = good�((ref ✓1×�×ref ✓n×✓′1×�×✓′m)→ ✓)
Definition 25. We let System ReF* contain all terms �;⌃;� �
M ∶ ✓ such that good(�;⌃;� � ✓) holds.

Example 26. The terms form Example 10 (2) are not in System
ReF*, as ↵′ is not inhabited. The two terms are then equivalent,
because Opponent cannot cast ↵ to Int, lacking a value of type ↵′
to do so. Our model, however, does not capture this equivalence.

Moreover, we call an initial configuration ��;⌃;� � M ∶ ✓�
good just if its interface is, while a valid configuration �E ,�,�, S,��
is good just if, taking X� = {↵ � ⌫(�) ∩ Pol↵ �= �}, ⌫T(�) ⊆ X�

and goodX�
(✓) hold, for all ✓ ∈ cod(�) ∪ {✓ � ⌫(�) ∩Fun✓ �= �}.

We can then check that goodness is preserved under reduction.
Working in this restricted fragment, we can always implement

all possible casts anticipated from the cast closure construction
of Section 4. More specifically, a cast-term from ✓ to ✓′ based
on aliased pairs (✓

1

, ✓′
1

), . . . , (✓n, ✓′n) and inhabited variables
↵
1

,�,↵m is a term cast✓→✓′ such that:
● �; ;

�����→
xi ∶ ref ✓i,�����→yi ∶ ref ✓′i,���→zj ∶ ↵j � cast✓→✓′ ∶✓→✓′

● for any ⌃ = {��→li ∶ ✓i}, pj ∈ Pol↵j , S ∶ ⌃ and �;⌃

′
;� v ∶ ✓,

((cast✓→✓′
������→{li�xi, yi}����→{pj�zj})v,S)→∗ (v′, S ⋅ S′) with v ≅ v′,

with S′ disjoint of S. Recall now Cast(�) from Definition 12 and
define its restriction Cast

○(�), the closure of {(✓, ✓′) � ∃l. ref ✓, ref ✓′ ∈
�(l)} using all cast closure rules from Section 4 apart from (∗).

Lemma 27. Let � be a valid typing function with �↵ all free type
variables in �. Then, for all (✓, ✓′) ∈ Cast○(�) there is a cast-term
cast✓→✓′ based on pairs {(✓′′, ✓′′′) � ∃l. ✓′′, ✓′′′ ∈ �(l)} and �↵.

The (∗) rule, though useful for soundness, has no clear way
to be implemented with cast-terms, hence the reason for aiming
at its exclusion. The restriction we pose on System ReF* in that
quantifiers cannot appear under a ref constructor renders the rule
indeed redundant. Each � produced in the model contains no types
with quantifiers, so that the (∗) rule can be eliminated.

The proof of full abstraction is based on a definability result: we
show that every complete trace produced by a good P-configuration
CP can be accepted by an appropriately designed O-configuration
CO . In addition, the given trace is all CO can accept up to nominal
and trace equivalence. The technique follows e.g. [17], albeit ex-
panded to the polymorphic setting. Note that the absence of generic
types [22] in our language, because of type disclosure, rules out the
option of reducing the problem to that for the monomorphic setting.

Theorem 28 (Definability). Let CP be a good configuration and t
a complete trace in Tr(CP ) with final store S. There exists a valid
configuration CO compatible with CP such that Tr(CO) = {⇡ �
t′ � (∀a∈⌫(t)�⌫(CO).⇡(a)=a)∧∃t′′∼ t ⋅ (� ¯()�, S,�). t′ � t′′�}.

We present the main ingredients of the definability argu-
ment. We argue by induction on the length of t. Suppose CP =�EP ,�P ,�P , SP ,��, let A

0

be the set of all the names that appear
in t and CP . To determine the types behind the O-type-variables
in A

0

, we define a mapping � by collecting all type constraints we
can derive from the trace t about O-type-variables, mapping to Int

when no such constraints exist . We number P-moves in t in de-
creasing order, that is, the head move of t has index �t� = (t+1)�2,
and let ⇥�t� recursively include all function, reference and variable
types that appear in �P {�} and �{�}. At the i-th P-move of t, this
set is updated to ⇥i = {✓i

1

, ✓i
2

,�, ✓its(i)} by including all the types
disclosed in intermediate moves.

We use a counter cnt to determine the position we are in t
and inductively construct CO = �EO,�O,�O, SO,�

�� with the
additional assumptions that:− EO = (En,⌘n � ⌘′n,�n) ∶∶ � ∶∶ (E1

,⌘
1

� ⌘′
1

,�
1

), n is
determined from t and Ei ≡ (�z. !ri(!cnt)z)● , for each i;− �O obeys � (i.e. �O �TVar

⊆ �) and, moreover, assigns values to
each function or pointer name belonging to O by referring to
purpose-specific private references in SO:� for each f of arrow type, �O(f) = �z. !qf(!cnt)z� for each g of universal type, �O(g) = ⇤↵. !q′g(!cnt)↵� for each pointer name p of type �,● if �O(�) an arrow type, �O(p) = �z. !qp(!cnt)z● if �O(�) a universal type, �O(p) = ⇤↵. !q′p(!cnt)↵● if �O(�) an existential type, �O(p) = �↵′, v� and v recur-

sively follows the same discipline● if �O(�) a product type, �O(p) = �v1, v2� and v
1

, v
2

recursively follow the same discipline● if �O(�) = Int�ref ✓ and the value of p gets disclosed in t,
�O(p) is the revealed value; otherwise, �O(p) is a unique
integer/location representing p● if �O(�) = ↵′, �O(p) is some polymorphic name respect-
ing the type disclosures in t;− dom(SO) contains QF �Q′F �QP �Q′P �{r1,�, rn, l1,�, lk}�{cnt} � {`

1

,�, `ts(�t�)} � {getvali � i ∈ [1, �t�]};
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where QF contains a unique location qf for each function name f
in dom(�O), Q′F contains the q′g’s, QP the qp’s, and Q′P the q′p’s.

The main engine behind the construction is the use of references
to record values played, continuations, functions, and generally all
history of t so that O can refer to it in order to: decide to accept each
expected move by P, and play the corresponding expected move
themselves. Looking at the domain of SO , the li’s are the shared
locations between CP and CO , while cnt is an integer counter
that counts the remaining P-moves in t. We set SO(cnt) = �t�.
L = {`

1

,�, `ts(�t�)} is a set of private auxiliary locations which we
shall use in order to cast between known types and types obtained
by opening existential packages.

The role of the getval’s is to us to store all names that appear in
the trace. For each i, getvali is a location of type:
∃�↵. �(Int→ ✓i

1

) ×�× (Int→ ✓its(i))�× �(Unit→ ref ✓i
1

) ×�× (Unit→ ref ✓its(i))�
where �↵ is the sequence of all free type variables in ⇥i. Thus, the
value of getvali is an existential package whose first component
contains enumerations of all values of type ✓ij , for each i, j. These
is enough to represent all the available values at each point in the
trace. The second component inside the package stored in getvali

contains a single reference for each type and we shall assign to it a
special role, namely of holding a private reference from the set L.

To see how the above work, let t = (m
1

, S
1

,⇢
1

)⋅(m
2

, S
2

,⇢
2

)⋅t′
and suppose m

1

is a question ¯f�v�, introducing fresh type variables
�
1

,�,�◆ (via values of existential type). We encode acceptance of
these first two moves in qf , by setting SO(qf)(�t�) to be:

unpack !getval�t� as ��↵′, �z′, h�� in
let z = castPk�z′, h� in
�x

0

.unpackN
1

as ��
1

, x
1

� in� unpackN◆ as ��◆, x◆� in
let val = ref �z,�_.⌦,� ,�_.⌦� in
cnt−−;Fshvals; Chkvals; Newvals; Setstor; Play (∗)

Since the type of !getval�t� is fully existentially quantified, when
we (statically) unpack !getval�t� and get �↵′, z′, the �↵′ are distinct
from the type variables �↵ in ⇥�t� and, consequently, each compo-
nent z′i ∶ Int → ✓′i of z′ is not of the expected type Int → ✓i. How-
ever, when the unpack will actually happen this mismatch will be
resolved. For visible types (in the game-theoretic view sense [10]),
we need this mismatch to also be resolved statically, as we would
like to be able to relate the values in z′ with x

0

, any open variables,
or the return value of !qf . Hence, we employ the castPk function
which casts values of type ✓′i to ✓i in z′, using the locations in L
(each of type ✓i) and their representations in h.

Each term Ni is selected in such a way so that, using val and
x
0

, x
1

,�, xi−1, it captures the precise position within (m
1

, S
1

,⇢
1

)
which introduces the type variable �i. Note that, here and below, in
order to access the values of ⇢

1

we make use of the cast terms of
Lemma 27. We then create the location val to contain the old value
stores (z), extended with an empty store for each �i (�_.⌦). Also:� Fshvals detects the positions inside (m

1

, S
1

,⇢
1

) that intro-
duce fresh names and updates val by adding them as new values in
their corresponding types. This yields an updated store S′O .� Chkvals checks that x

0

, the public part of S′O and the val-
ues revealed by type disclosure are the ones expected, that is, v,
S
1

and ⇢
1

respectively. For these comparisons to be implemented,
it suffices to focus on variable types only: the rest are either in-
tegers/references (can always be checked), or units/functions (no
need to check them). Variable types belonging to P cannot be
checked (P always plays fresh names for them), so we skip them.
Values of variable types ↵ belonging to O will appear e.g. in x

0

with their instantiated types �(↵). In this case, we are in position to
distinguish between function names: these are functions provided

by O as polymorphic values so O can pre-instrument so that when
calling them they each produce a unique observable effect.� Newvals creates all the fresh locations of (m

2

, S
2

) and
stores them in the corresponding index of val. Moreover, for each
name f ′ of arrow type in (m

2

, S
2

), Newvals includes a code por-
tion creating a reference qf ′ to store a function which takes as an
argument the value of the counter specifying the current move, and
returns a function following the expected behaviour (and that stipu-
lated by the store obtained for t′ by the inductive hypothesis). Sim-
ilarly for names of universal types. Finally, for each polymorphic
O-name p in (m

2

, S
2

) of type ↵, Newvals includes code creating
qp and adding a function in val according to the type �O(↵) (e.g. if
an arrow type then we add �z. !qp(!cnt)z, where qp encapsulates
an effect which allows its recognition in the future).� Setstor updates the store in such a way that all the values of
S
2

are set, while Play is defined by case analysis on m
2

.
Using Definability, we can now prove the main theorem.

Theorem 29 (Completeness). Given System ReF* terms �;⌃;� �
M

1

,M
2

∶ ✓, if M
1

≅M
2

then JM
1

K ∼ JM
2

K.
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Abstract
Higher inductive types (HITs) in homotopy type theory are a pow-
erful generalization of inductive types. Not only can they have or-
dinary constructors to define elements, but also higher constructors
to define equalities (paths). We say that a HIT H is non-recursive
if its constructors do not quantify over elements or paths in H . The
advantage of non-recursive HITs is that their elimination principles
are easier to apply than those of general HITs.

It is an open question which classes of HITs can be encoded
as non-recursive HITs. One result of this paper is the construc-
tion of the propositional truncation via a sequence of approxima-
tions, yielding a representation as a non-recursive HIT. Compared
to a related construction by van Doorn, ours has the advantage
that the connectedness level increases in each step, yielding sim-
plified elimination principles into n-types. As the elimination prin-
ciple of our sequence has strictly lower requirements, we can then
prove a similar result for van Doorn’s construction. We further de-
rive general elimination principles of higher truncations (say, k-
truncations) into n-types, generalizing a previous result by Capri-
otti et al. which considered the case n ≡ k + 1.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]:
Lambda calculus and related systems

Keywords homotopy type theory, higher inductive types, sequen-
tial colimits, truncation elimination, van Doorn construction

1. Introduction
Homotopy type theory, also known as HoTT, is a branch of inten-
sional dependent type theory based on the observation that types
can be interpreted as (some form of) topological spaces. For a type
A with elements a

1

, a
2

∶ A, we can view a
1

and a
2

as points and
the equality type Id

A

(a
1

, a
2

) (most of the time simply written as
a
1

= a
2

) as the type of paths between these points. In the light of
HoTT, it is natural to consider a powerful generalization of induc-
tive types, called higher inductive types (HITs), some constructors
of which may define elements (point constructors) while others
may define equalities (higher constructors, or path constructors).
A standard example is the circle S1, which can be represented as
the higher inductive type that is generated by a point constructor
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base ∶ S1 and a path constructor loop ∶ base =S1 base. Another
innocent-looking example is the propositional truncation: For any
type A, the HIT �A� is the type generated by a point constructor�−� ∶ A → �A� and a path constructor t ∶ ⇧

u,w∶�A�u = w. The
propositional truncation is certainly the most prominent concept
that can be implemented as a HIT (without being implementable as
an ordinary inductive type), as similar operations have been con-
sidered long before HoTT was a subject of research. It roughly cor-
responds to the squash types of NuPRL (Constable et al. 1986) and
the concept of bracket types in extensional type theory (Awodey
and Bauer 2004). It is interesting because it allows to formulate the
proposition that a type is inhabited, without the obligation to spec-
ify a concrete element of the type. For more detailed examples of
HITs, we want to point to the standard reference (Univalent Foun-
dations Program 2013, Chapter 6).

In topology, a particularly nice class of spaces are the CW
complexes. These can be constructed stepwise. To build a CW
complex, one starts with a (discrete) set of points, or 0-cells. For
any two points, one may draw a path (or multiple paths) between
them; these are the 1-cells. Then, for any configuration of points
and lines that forms a cycle, one can attach a 2-cell which has this
cycle as its boundary, and so on. A first view on HITs may be that
they correspond to CW complexes. This is indeed a good intuition
for many basic HITs that are commonly considered: for example,
S1 is really built of one point (the base constructor) and one path
(the loop constructor).

However, general HITs are more difficult to understand because
they are higher inductive types: A constructor of a HIT H may
quantify over all elements of H , or even over paths or loops in
H , something that one does not allow when constructing CW
complexes. Again, the most prominent example is the propositional
truncation mentioned above. The first constructor is simple: The
point constructor �−� ∶ A → �A� gives us one point for every
point in A. However, the path constructor t ∶ ⇧

u,w∶�A�u = w is
tricky. It does not correspond to simply adding one path between
any two points given by the first constructor. Instead, it means
that a path is added between any two points of the type that is
currently constructed, and not every such point is equal to one that
is generated by the first constructor (at least not in a “continuous”
way). Intuitively, t also adds paths between points which “lie on
paths” that are generated by t itself.

Ordinary inductive types and their expressivity are reasonably
well-understood. It is less clear what the status of HITs is. Let
us say that a HIT H is non-recursive if no constructor quanti-
fies over points or paths in H (a reasonable variant would be to
only impose this restrictions on path-constructors, but not on point-
constructors, in order to consider an ordinary inductive type to be a
non-recursive HIT). At the HoTT workshop in Warsaw (June 29–
30, 2015), Altenkirch and the current author have posed the open
question whether non-recursive HITs (together with ordinary in-
ductive types) are sufficient to construct all types that can be repre-
sented by general HITs. A positive answer would serve as a reduc-
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tion theorem, similar to the well-known hubs and spokes construc-
tion (Univalent Foundations Program 2013, Chapter 6.7) which
shows that, up to homotopy, all HITs can be constructed using only
point- and simple path-constructors, but without constructors for
higher paths (i.e. without constructors that define paths between
paths). Here, we gloss over the fact that a general satisfactory syn-
tactical scheme for HITs has yet to be established.

If it turned out that any HIT can be constructed as a non-
recursive HIT, this would also have practical advantages when
using HoTT. The point is that non-recursive HITs have elimination
principles that are generally easier to use than those of arbitrary
HITs. For example, a map S1 → X for any type X is given
by a point x ∶ X and a loop (a path whose endpoints coincide)
p ∶ x = x. In comparison, a map �A� → X is given by a map
A → X , but only if X is a propositional type itself (i.e. we need
an element of ⇧

x,y∶Xx = y). This condition on X represents a
serious restriction, as it may often happen that one wants a function
into some type which is not known to be propositional, in which
case a function f ∶ A → X is not sufficient. Thus, the crucial
difference is that general HITs can pose restrictions on the types
into which their elimination principles can eliminate, while non-
recursive HITs have elimination principles that can be used to
eliminate into any type.

The question how to construct functions �A� → X in general
has already been examined in previous research, and the goal al-
ways is to weaken the requirements on X . The standard reference
describes the strategy of finding a propositional type P such that f
factors through P (Univalent Foundations Program 2013, Chapter
3.9), while (Kraus et al. 2014) and (Escardó and Xu 2015) describe
strategies for several special cases. Previous work by the current
author shows that a function �A� →X corresponds to a coherently
constant function A → X , which comes with an infinite tower of
coherence data, requiring certain Reedy limits. If X is n-truncated
for some finite n, then this infinite tower becomes finite, generaliz-
ing some of the previously known special cases.

For a given type A, let us consider the HIT {A} that is given
by a point-constructor p ∶ A → {A} and a path-constructor e ∶
⇧

a1,a2 ∶Ap(a
1

) = p(a
2

). This HIT looks similar to �A�; however,
note that its second constructor does not quantify over elements of{A}, i.e. it is non-recursive. In fact, it is very different from �A�.
While �A� is always propositional, {A} is never propositional, un-
less A is empty. For example, in the case that A is the unit type 1,
the type {1} consists of a point and a loop around that point, which
is evidently just S1. The elimination principle of {A} is very sim-
ple: a function {A}→X corresponds to a map f ∶ A→X together
with an element of ⇧

a1,a2 f(a1

) = f(a
2

); we say that such a func-
tion f is weakly constant. Note that the terminology weakly con-
stant can be somewhat misleading as the weak constancy datum is
not well-behaved, and weakly constant functions are not as easy to
understand as one could expect (to reformulate the above example:
a weakly constant function from 1 to X is given by a loop in X).
In any case, because of the before-mentioned reason, Altenkirch
has called {A} the constant map classifier in private discussions
with the current author. Independently, Coquand and Escardó have
called it the generalized circle (Coquand and Escardó) because of
the connection with S1 mentioned above.

Moreover, {A} plays a central role in a recent construction by
van Doorn (van Doorn 2016), who call it the one-step truncation
as they view {A} as a “first step” towards the actual propositional
truncation �A�. More precisely, they consider the sequence

A
p�→ {A} p�→ {{A}} p�→ . . . (1)

and show that the colimit of this sequence, which is a non-recursive
HIT, is propositional and has the properties of �A�. This leads
to a new elimination principle for �A�: a function �A� → X

corresponds to a cocone under the sequence (1), that is, a family
of functions {. . .{A} . . .}→X , for any number of applications of{−}, which are coherent in a certain way. This can be expressed in
type theory without additional assumptions.

At first sight, it may be surprising that the colimit of the van
Doorn sequence (1) is propositional: Even for simple examples of
A (such as the unit type), already {{A}} and {{{A}}} are very
hard to visualize, and there does not seem any aspect in which the
sequence becomes simpler. An unpleasant side-effect is that, unlike
the elimination principle of (Kraus 2015), van Doorn’s elimination
principle does not simplify if one wants to eliminate into an n-type;
it is still necessary to have an infinite family of functions.

In the current paper, we show that van Doorn’s core argument
can be generalized: any sequence has a propositional colimit, as
long as all maps are weakly constant. We sketch a couple of appli-
cations of this observation. First of all, the van Doorn construction
follows. Further, it allows us to directly see that the !-sphere, writ-
ten S∞ and constructed as a sequential colimit, is contractible. This
fact is well-known, but has so far been proved “manually”. We also
define a generalized version of the !-sphere which turns out to be
contractible as well.

The main part of the paper examines a generalization of the
HIT {A}, namely the pseudo-truncation for any n ≥ −1, written
LAM

n

. It is derived from the HIT which represents the truncation�A�
n

by changing the path-constructor so that it only quantifies
over elements of A, but not over elements of LAM

n

. In the same
way as �A� and {A} are different from each other, �A�

n

and LAM
n

are different as well. The connection between them is that we have

�LAM
n

�
n+1 � �A�n. (2)

This allows us to formulate an elimination principle of the n-
truncation into (k + n)-types. For k ≡ 1, this principle simplifies
to (and is proved using) the main result of previous work (Capriotti
et al. 2015).

The heart of the paper is our analysis of the sequence

A→ LAM−1 → LLAM−1M0 → LLLAM−1M0M1 → . . . . (3)

Here, the maps are the canonical maps of the form p
n

∶ A→ LAM
n

.
For a type A in general, the only such map which is weakly
constant is p−1; what can be said about all the other maps is
much weaker – they are only weakly constant on the (n + 1)-st
higher path spaces. However, assuming a ∶ A, we show that in
the sequence (1), each single map is weakly constant, allowing us
to conclude that the sequential colimit is, once more, equivalent
to �A�. Although this construction looks similar to van Doorn’s
(1), the idea behind the constructions is very different, and so
are their consequences. An important feature of (3) is that it is
really a sequence of approximations of �A� in a suitable sense,
and the derived elimination principle becomes finite if one tries to
eliminate into an n-type, while (1) seems to be somewhat chaotic.
Moreover, we can construct a morphism from our sequence to
van Doorn’s, implying that any cocone of van Doorn’s sequence
gives a cocone of ours. A particular consequence of this is that
the elimination principle from the van Doorn sequence can be
simplified when one wants to eliminate into an n-type B. For the
HIT {−}, we still do not have the principle (2), and we thus do
not have an equivalence between the type {. . .{A} . . .} → B with(n + 1) iterations of {−} and the type �A� → B. However, via the
morphism of sequences, we can show that these two types are at
least logically equivalent (there exist functions in both directions).
Thus, a map {. . .{A} . . .} → B does allow us to construct a map�A� → B if B is n-truncated.

Organization Section 2 very briefly reviews the construction of
sequential colimits. In Section 3, we show that the colimit of a se-
quence of weakly constant maps is propositional, together with a
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few applications. What follows in Section 4 is a technical inter-
lude which establishes some connections between loops and maps
from spheres mainly using the “adjunction” between the suspen-
sion and the loop space operator. In Section 5, we introduce the
pseudo-truncation and derive an elimination principle for higher
truncations from it. Section 6 contains the proof that every map in
(3) is weakly constant, and in Section 7, we derive the mentioned
consequence for the van Doorn sequence and compare several elim-
ination principles, and make further concluding remarks.

Setting We work in the type theory that is used in the standard
textbook on HoTT (Univalent Foundations Program 2013). We
assume familiarity with the constructions and notations that it uses.
In particular, we recall that a pointed type is a pair of a type A
and a point a ∶ A, and the type of pointed maps (A,a) →● (B, b)
is defined to be ⌃ (f ∶ A→ B) . fa = b. Further, the suspension
of a type A, written ⌃A, is the HIT with two point-constructors
north and south, and a family of paths between them which we
call the meridian, mrdn ∶ A→ north = south. To avoid ambiguity
when we talk about more than one suspension at the same time,
we may write north

A

, south
A

, and mrdn

A

. The sphere S0 is
the two-element type, and Sn+1 is by definition ⌃Sn, meaning
that we can view each Sn as a pointed type (Sn,north). For any
n ≥ −1 and type A, we have the n-truncation �A�

n

, together
with a map �−�

n

∶ A → �A�
n

. In the case n ≡ −1, we omit the
index and write �−� ∶ A → �A� instead of �−�−1 ∶ A → �A�−1.
If P is a family over a type A, p ∶ a

1

=
A

a
2

a path in A, and
b
1

∶ P (a
1

) and b
2

∶ P (a
2

) points, we use the path over notation
b
1

=P
p

b
2

(Univalent Foundations Program 2013, equation 6.2.2)
synonymously to the equality type p∗(b1) =

P (a2) b2, which in turn
reads b

1

transported along p equals b
2

.

Graphical notation We want to emphasize that we use the nota-
tions A

f�→ B and a
p�→ b for both the case of a function f ∶ A → B

and an equality p ∶ a = b. As types are notated with capital and
elements with lower-case letters, we do not expect a risk of con-
fusion (the notation is not used for type-level equalities). If we
say that a diagram commutes, we always mean that it commutes
up to homotopy, i.e. that we have an element of an equality type
that expresses commutativity. In particular, note that “commut-
ing” is nearly never a propositional property, but an actual datum.

a b

c d

p

q u

v

As equalities are invertible, we can talk about
the composition a

p�→ b
q←� c. Because of

this, we can talk about the commutativity of
diagrams such as the one shown on the right.
Note that there are many types which express
commutativity, e.g. p u−1 = q v−1 or p u−1 v
q−1 = refl

a

. As all these types are equivalent,
we do not specify which type exactly we mean when we say that
the square commutes.

Agda formalization A formalization of the core results is avail-
able as an unofficial supplement to the paper (Kraus 2016). This
formalization follows the structure of the paper and can be read in
parallel, or consulted for specific statements. It builds on the com-
munity’s HoTT Agda library and benefits greatly from other devel-
opers’ implementations (see the acknowledgements).

2. Colimits over Graphs
In HoTT, homotopy limits and colimits over graphs are a much sim-
pler concept than homotopy limits and colimits over categories due
to the coherence problems involved in the latter. A systematic treat-
ment of homotopy limits over graphs has been presented by (Avi-
gad et al. 2015), which comes with a rigorous formalisation in Coq.
Homotopy colimits over graphs have been introduced by (Rijke and

Spitters 2014). Here, we only recall the special case that we need,
namely colimits over N (where N is viewed as a graph with exactly
one edge from n to n + 1 for every n, and no other edges), i.e.
colimits of sequences.

We define a sequence, more precisely a sequence of types, in the
obvious way:

Definition 2.1 (Sequence). A sequence is a family A ∶ N → U of
types, together with a family of functions f ∶ ⇧

n∶N(An

→ A
n+1).

For the sequence given by (A,f), we also write A
0

f0�→ A
1

f1�→ . . ..
Moreover, a finite sequence is a pair (A,f) as before, but with N
replaced by a finite set of the form {0,1, . . . ,m− 1} (often written
as Fin

m

). In other words, a finite sequence is simply a finite chain
A

0

f0�→ . . .
fm��→ A

m

.

Definition 2.2 (Sequential colimit). We define the sequential co-
limit of a sequence A

0

f0�→ A
1

f1�→ . . . to be the higher inductive
type A

!

with the two constructors i (“insert”) and g (“glue”) as
follows:

• i ∶ ⇧
n∶N (An

→ A
!

)
• g ∶ ⇧

n∶N⇧a∶An ina =A! i
n+1(fna).

The induction principle of the sequential colimit is straightfor-
ward to write down:

Principle 2.3 (Sequential colimit - induction). For a given se-
quence A

0

f0�→ A
1

f1�→ . . ., the induction principle of A
!

is given
as follows. Assume P ∶ A

!

→ U is a type family. Assume further
that we have a pair (i,g) of terms of the following types:

•
i ∶ ⇧

n∶N⇧a∶AnP (ina)
•
g ∶ ⇧

n∶N⇧a∶An ina =Pgna

i

n+1(fna).
Then, there is a term

ind

A!

i,g

∶ ⇧
x∶A!P (x) (4)

with the judgmental computation rule ind

A!

i,g

(i
n

a) ≡ i

n

a as well
as the “homotopy” computation rule apd

indA!
i,g

(g
n

a) = g

n

a.

The following is straightforward, and we record it for future use.
We refer to our formalization for a rigorous proof.

Lemma 2.4. The colimit of a sequence is equivalent to the colimit
of the sequence with a finite initial segment removed. That is, for
a sequence A

0

f0�→ A
1

f1�→ . . ., the colimit A
!

is equivalent to the
colimit of the sequence A

n

fn�→ A
n+1 fn+1��→ . . ..

The following notation will be useful at several points in the
paper:

Notation 2.5. Let k and m be natural numbers with k <m. Given
a sequence A

0

f0�→ A
1

f1�→ . . ., we write fm

k

∶ A
i

→ A
m+1 for the

composition f
m

○ f
m−1 ○ . . . ○ f

k

. If we are given a point a ∶ A
k

,
we can consider a sequence of equalities in A

!

, namely

i
k

a
gka��→ i

k+1(fka) gk+1(fka)�����→ . . .
gm(fm−1

k a)������→ i
m+1(fm

k

a). (5)

We write gm
k

a ∶ i
k

a = i
m+1(fm

k

a) for this composition.

3. Weakly Constant Sequences
We say that a function f ∶ A→ B is weakly constant if it maps any
two elements to equal values:

wconst(f) ∶≡ ⇧
a1,a2 ∶Af(a

1

) = f(a
2

). (6)

By a theorem of (van Doorn 2016), the colimit of the sequence
A → {A} → {{A}} → . . . is propositional, where {A} is van
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Doorn’s one-step truncation (for this result, see Example 3.2 below,
and for a generalization of the type operator {−}, see Section 5).
We show that this result holds for any sequence, as long as all the
maps are weakly constant. The main steps of the proofs are the
same as in van Doorn’s proof. However, for this generalization, we
crucially rely on a strategy that simplified Doorn’s original proof,
suggested by the current author (van Doorn, blog post comment
section).

Lemma 3.1. Assume we are given a sequence A
0

f0�→ A
1

f1�→ . . .
and every f

i

is weakly constant. Then, A
!

is propositional.

Proof. By assumption, we have c
k

∶ wconst(f
k

) for every k. Note
that this means that i

k

∶ A
k

→ A
!

is weakly constant as well, as
for any a, a′ ∶ A

k

we have

i
k

a
gka��→ i

k+1(fka) apik+1 (ck(a,a′))���������→ i
k+1(fka′) gka

′←�� i
k

a′. (7)

To prove the lemma, it is sufficient to show A
!

→ isContr(A
!

).
By the recursion principle of the sequential colimit (the non-
dependent version of the induction principle), this means that we
need to construct

˜

i ∶ ⇧
n∶N(An

→ isContr(A
!

)) (8)

g̃ ∶ ⇧
n∶N⇧a∶An

˜

i

n

a = ˜i
n+1(fna). (9)

Since the type of g̃ is contractible, we only need˜i. Let us fix n ∶ N;
we need to show A

n

→ isContr(A
!

). By Lemma 2.4, A
!

is
contractible if and only if the colimit of A

n

fn�→ A
n+1 fn+1��→ . . .

is, so we may prove this instead. By re-indexing, we can ensure
n ≡ 0, and we may thus assume a

0

∶ A
0

.
We choose i

0

a
0

∶ A
!

as the center of contraction, and therefore,
we need to construct an element of ⇧

w∶A!P (w) with

P ∶ A
!

→ U (10)
P (w) ∶≡ w = i

0

(a
0

). (11)

We do induction on w, i.e. we apply Principle 2.3 a second time.
Thus, we need i and g, the types of which are

i ∶ ⇧
n∶N⇧a∶An ina = i0(a0

) (12)

g ∶ ⇧
n∶N⇧a∶An ina =Pgna

i

n+1(fna). (13)

The type of g
n

a is, by an application of a standard lemma (Univa-
lent Foundations Program 2013, Theorem 2.11.3), equivalent to

i

n

a = g
n

a i

n+1(fna). (14)

We construct i
n

a as the composition:

i

n

a ∶≡ g
n

a apin+1(cn(a, fn−1
0

a
0

)) gn
0

(a
0

)−1. (15)

We want to remind the reader of Notation 2.5: fn

0

is a composition
of functions, while gn

0

is a concatenation of equalities. Note that the
proof constructed in (15) is the concatenation of the above proof
that i

n

is weakly constant with gn−1
0

(a
0

).
The construction of (13) requires more work. Let us consider

Figure 1. By (14), what we need to show is the commutativity of the
triangle built of the dashed arrows and the arrow labelled g

n

a. The
two quadrangles labelled 1 and 2 commute by the construction
of i

n

a. Hence, we need to show that the heptagon of solid arrows
commutes.

Our strategy is to simplify the solid heptagon until we see that
it commutes. For our next step, let us look at Figure 2 which shows
the heptagon again. Some of the heptagon’s faces are dashed, and
some additional arrows are added. The triangles 3 and 4 com-
mute trivially. The two parallel arrows 5 are equal because i

n+2
is weakly constant, implying that apin+2 is constant as well (Kraus
et al. 2013, 2014).

i
n

a

i
n+1(fna)

i
n+1(fn

0

a
0

) i
0

(a
0

)

i
n+1(fna)

i
n+2(fn+1(fna))

i
n+2(fn+1

0

a
0

)
1

2

g
n

a

apin+1(c
n

(a, fn−1
0

a
0

))
gn
0

(a
0

)

g
n

a g
n+1(fna)

apin+2 (cn+1(fna, fn

0

a
0

))

gn+1
0

(a
0

)

i

n

a

i

n+1(fna)

Figure 1: Construction of g (13), first step

i
n

a

i
n+1(fna)

i
n+1(fn

0

a
0

) i
0

(a
0

)

i
n+1(fna)

i
n+2(fn+1

0

a
0

)

i
n+2(fn+1(fna))

3

4

5
g
n

a

apin+1(c
n

(a, fn−1
0

a
0

))
gn
0

(a
0

)

g
n

a g
n+1(fna)

gn+1
0

(a
0

)

refl

g
n+1(fn

0

a
0

)

apin+2apfn+1�c
n

(a, fn−1
0

a
0

)�

Figure 2: Construction of g (13), second step

Therefore, we are left with proving that the solid pentagon in
Figure 2 commutes. This becomes easy when we generalize the
situation: Let us replace f

n

a by some x ∶ A
n+1, and fn

0

a
0

by some
y ∶ A

n+1, and c
n

(a, fn−1
0

a
0

) by some proof q ∶ x = y. What we
need to prove becomes

g
n+1(x) �apin+2apfn+1(q)� = apin+1(q) g

n+1(y), (16)

and this is obvious by induction on q.

Sample Applications In the remainder of this section, we demon-
strate a few applications of Lemma 3.1. These will not be required
for our main results.

Example 3.2 (The construction of �−� by (van Doorn 2016)). As
discussed in the introduction, van Doorn defines the one-step trun-
cation of a type A, written {A}, as the HIT with the constructors

• p ∶ A→ {A}
• e ∶ ⇧

a1,a2 ∶Af(a
1

) = f(a
2

).
They then consider the sequence

A
p�→ {A} p�→ {{A}} p�→ . . . (17)

and show that the colimit {A}! has all the properties of �A�, which
means that �−� can be constructed using only non-recursive HITs.
Let us reconstruct this result.
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We write {A}n for {. . .{A} . . .} with n applications of {−}.
The counterpart of �−� ∶ A → �A� is the map i

0

∶ A → {A}! .
Next, we need to show that for any propositional type P , the map({A}! → P ) → (A → P ) given by composition with i

0

is an
equivalence. As both function types are propositional, it is suffi-
cient to construct any function in the other direction. Assume we
are given f ∶ A → P . We need to construct a map {A}! → P . By
recursion on the sequential colimit, we need a family of functions
i

n

∶ {A}n → P ; the coherence cells g are automatic as equalities in
propositional types. We do induction on n. The map i

0

is given by
f . For a function i

n+1 ∶ {{A}n} → P , we apply recursion on the
one-step truncation. We need to provide a map {A}n → P , which is
given by i

n

, and we need to show ⇧

a1,a2 ∶{A}n ina1

= i

n

a
2

, which
is again automatic. The judgmental computation rule is inherited
from the one of the colimit.

The hard part of van Doorn’s construction is to show that {A}!
is propositional. This is a direct consequence of Lemma 3.1, as the
constructor e ensures that each map p is weakly constant.

Example 3.3 (S∞ is contractible). Let us quickly recall that the
suspension operator ⌃ is functorial: given a function f ∶ A → B,
we get a function ⌃f ∶ ⌃A → ⌃B. Concretely, ⌃f is defined by
⌃-recursion: we map north

A

to north

B

and south

A

to south

B

,
and the required function A → north

B

= south

B

is given my
mrdn

B

○ f .
We further note that, assuming a

0

∶ A and weak constancy of f ,
the map ⌃f is constantly north

B

and thus weakly constant as well.
Let us show Q ∶≡ ⇧

x∶⌃A

⌃f(x) = north
B

by ⌃-induction. To do
this, we need elements n ∶ Q(north

A

), and s ∶ Q(south
A

), and
finally m ∶ ⇧

a∶An =Q
mrdnA(a) s. We define n to be reflexivity and

s to be mrdn

B

(a
0

). By standard calculations (Univalent Founda-
tions Program 2013, Theorem 2.11.3), the type of m(a) becomes
ap

⌃f

(mrdn

A

a) = mrdn

B

(fa
0

). We have the “homotopy com-
putation rule” ap

⌃f

(mrdn

A

a) = mrdn

B

(fa), and the required
equation follows from the fact that f is weakly constant.

The ∞-sphere can be constructed in at least two reasonable
ways, as indicated in the standard reference (Univalent Foundations
Program 2013, Exercise 8.3 and 8.4). One possibility is to construct
it as the sequential colimit of the sequence

S0

f0�→ S1

f1�→ S2

f2�→ . . . , (18)

where the maps f
n

are defined by induction on n. The function f
0

simply maps the two points of S0 to north and south, respectively.
Further, we define f

n+1 ∶≡ ⌃(fn).
The function f

0

is clearly weakly constant, and thus every map
f
n

by what we have established above. Thus, S∞ is propositional
by Lemma 3.1 and, as it is inhabited by i

1

(north), it is contractible.

There is an alternative way of defining the suspension which
we call the equatorial suspension, written ⌃e. The feature of this
version is that there is an “equator” constructor which directly gives
a map A→ ⌃eA. The situation is illustrated in Figure 3.

Definition 3.4 (equatorial suspension). For a type A we define the
equatorial suspension ⌃eA as the higher inductive type with the
constructors

•
north ∶ ⌃eA

•
south ∶ ⌃eA

•
eqtr ∶ A→ ⌃eA

•
n ∶ ⇧

a∶Anorth = eqtr(a)
•
s ∶ ⇧

a∶Aeqtr(a) = south.

Lemma 3.5. The equatorial suspension is equivalent to the ordi-
nary suspension. That is, for a type A, we have ⌃eA � ⌃A.

Proof. This equivalence is straightforward, although the precise
formalization via the induction principles is tedious. The key ob-
servation is that the pair (eqtr,n) forms a singleton type, implying
that the type ⌃eA has the same universal property as ⌃A.

Remark 3.6. Of course, under the equivalence sketched in the
proof of Lemma 3.5 above, the map eqtr ∶ A → ⌃eA simply
becomes the map A→ ⌃A which is constantly north.

Example 3.7 (The generalized∞-sphere is contractible). Let A be
a type. We can consider the sequence

A
eqtr��→ ⌃eA

eqtr��→ ⌃e (⌃eA) eqtr��→ . . . . (19)

We may call the colimit of this sequence the generalized∞-sphere
because, for A ≡ S0, the sequence (19) becomes equal to the
sequence (18). To see this, we simply need to use that by what we
said in Example 3.3, the maps in (18) are all constantly north, and
compare this to Remark 3.6.

This generalized∞-sphere is contractible, not matter what A is,
by Lemma 3.1.

●north

●
south

mrdn(x)

●north

●
south

● eqtr(x)
n(x)

Figure 3: The 2-sphere as suspension (left) and as equatorial sus-
pension (right)

4. A Technical Interlude: The Correspondance
between Loops and Maps from Spheres

For the further development, we need to work out several technical
statements. The core ingredient of these observations is the well-
known fact that there morally is an adjunction ⌃ � ⌦ between
the suspension and the loop space “functor”. If one settles for an
appropriate notion of (∞,1)-category, the author expects that this
can be turned into a precise statement. Here, we choose to work
on a lower level and manually prove some consequences of the
conjectured adjunction.

To begin with, recall the following result from (Univalent Foun-
dations Program 2013, Lemma 6.5.4):

Lemma 4.1. For pointed types A and B, there is a map

�

A,B

∶ (⌃A→● B) → (A→● ⌦B) (20)

which is an equivalence.

We will usually omit the type indices of the function (20) and
simply write � instead of �

A,B

. Note that the type of pointed
maps (X,x

0

) →● (Y, y0) has always a canonical element, namely
c
y0 ∶≡ (�x.y0, refly0). The following to lemmata are easy to

verify by analyzing how � is constructed; we refer to the Agda
formalization for the proofs. The first lemma states that � is a
pointed map itself:

Lemma 4.2. For any (A,a
0

) and (B, b
0

), the map (20) preserves
the canonical element in the sense that �(c

b0) = creflb0 .

The second lemma expresses naturality of the “hom-set isomor-
phism” � in the second argument (naturality in the first argument
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is analogous, but we will not need it). Note that it is standard in ho-
motopy type theory to write ap

g

instead of ⌦g for a map g between
pointed types. We further write ap

●
g

for the pointed version of ap
g

(carrying the obvious proof that refl is preserved).

Lemma 4.3 (Naturality of � in second argument). For pointed
types and maps as in ⌃A

f�→● B g�→● C, the equation

�(g ○ f) =
A→●⌦C

ap

●
g

○�(f). (21)

holds.

Given a function f ∶X → Y and a point y
0

∶ Y , we can say that
f is null (Capriotti et al. 2015) if

isNull(f) ∶≡ ⇧
x∶X f(x) = y

0

. (22)

We can also talk about isNull(f) if f is a pointed map, in which
case we simply mean that the underlying map is null with respect to
the point of the codomain. Alternatively, we can extend the notion
and define, for a pointed map g ∶ (A,a

0

)→● (B, b
0

),
isNull

●(g) ∶≡ g = c
b0 . (23)

As a small caveat we want to remark that “being null” is not in
general a propositional property in either case.

The connection between (22) and (23) is the following:

Lemma 4.4. If f ∶ A →● B, is a pointed map, then we have the
logical equivalence

isNull(f) ←→ isNull

●(f). (24)

Proof. The direction “←” is obvious. For the other direction, as-
sume we are given f , p, and a proof of isNull(f) in the form of an
element q ∶ ⇧

a∶Af(a) = b
0

. The term q′ ∶≡ �a.q(a) q(a
0

)−1 p
(which is of the same type as q) satisfies q′(a

0

) = p, allowing us to
construct an element of isNull●(f).
Lemma 4.5. For a pointed map g ∶ ⌃(A,a

0

)→● (B, b
0

), we have

isNull

●(g) � isNull

●(�(g)). (25)

Proof. This follows directly from the definition (23), Lemma 4.2,
and the fact that equivalences preserve path spaces.

Remark 4.6. For a pointed map (f, p) ∶ ⌃(A,a
0

) →● (B, b
0

),
we have

isNull(f)←→ isNull(fst(�(f, p))) (26)
by combining Lemma 4.4 and Lemma 4.5. Note that it cannot
be strengthened to an actual (homotopy) equivalence. If B is an(n + 2)-type, then isNull(f) is an (n + 1)-type (and not always an
n-type), while isNull(fst(�(f, p))) is always n-truncated.

For a pointed map g ∶ B →● C, we can iterate ap

● to construct
a function

ap

●
g

m ∶ ⌦m(B)→● ⌦m(C). (27)

Lemma 4.7. Let k and m be natural numbers, and assume that
Sk+m f�→● B

g�→● C are two pointed functions. We may then also

consider the composition Sk

�

m(f)����→● ⌦

m(B) ap●gm���→● ⌦

m(C).
We have an equivalence

isNull

●(g ○ f) � isNull(ap●
g

m ○�m(f)). (28)

Proof. Induction on m using the Lemmata 4.3 and 4.5.

We have two ways of expressing that a function is null on path-
level m. The following lemma, which arises as a special case of the
previous statement, connects these.

Lemma 4.8. Let m > 0 be a number and g ∶ (B, b
0

) →● (C, c0)
be a pointed function. Then, we have

�
⇧

f ∶Sm→●(B,b0) isNull●(g ○ f)� � isNull(ap●
g

m). (29)

Proof. This is Lemma 4.7 with k ≡ 0 and the observation that
S0 →● X is equivalent to X for any pointed type X .

A further useful consequence is the following:

Lemma 4.9. Let n be a natural number and P ∶ Sn+1 → U be a
family of types such that P (north) is (n − 1)-truncated. Then, we
can construct a function

P (north)→ ⇧

y∶Sn+1P (y). (30)

Proof. We regard P as a pointed map Sn+1 →● (U , P (north)).
Consider the type ⌦

n+1(U , P (north)). By (Kraus and Sattler
2015, Lemma 5.2), it equals ⇧

z∶P (north)⌦n(P (north), z), which
in turn is contractible as P (north) is (n − 1)-truncated (Univa-
lent Foundations Program 2013, Theorem 7.2.9). This shows that
�

n+1(P, refl) is null, and so is P by Lemma 4.7 (where the second
map is simply the identity). Hence, P = �y.P (north), and the
claimed map (30) is trivial to construct.

5. General Pseudo-Truncations
In this section, we will generalize the HIT {−} and prove some
basic results about this generalization. Let us start with the defini-
tion of the n-truncation �A�

n

as it is given in (Univalent Founda-
tions Program 2013, Chapter 7.3). It is a HIT with a constructor�−�

n

∶ A → �A�
n

; for every function r ∶ Sn+1 → �A�
n

, a hub
h(r) ∶ �A�

n

; and, for every r as before and every x ∶ Sn+1, a spoke
path s

r

(x) ∶ r(x) = h(r). We change the constructors so that they
only quantify over maps Sn+1 → A instead of maps Sn+1 → �A�

n

,
making sure that the resulting HIT is presented non-recursively, and
we call this HIT the pseudo-n-truncation. Of course, this HIT will
usually not be equivalent to the actual n-truncation, but there are
some connections which we will examine later.

Definition 5.1 (Pseudo-truncation). For a number n ≥ −1 and a
type A, the n-th pseudo-truncation of A is a higher inductive type
LAM

n

with the three constructors p
n

(“points”), h
n

(“hubs”), and
s
n

(“spokes”), as follows:
• p

n

∶ A→ LAM
n

• h
n

∶ �Sn+1 → A�→ LAM
n

• s
n

∶ ⇧
r∶Sn+1→A

⇧

x∶Sn+1 pn(rx) = hn(r).
The pseudo-truncation L−M− is to be understood as a family that

is parametrized over both a suitably defined type of numbers and
the relevant type universe, in the same way as the truncation �−�−
is. Let us give its induction principle:

Principle 5.2 (Pseudo-truncation – induction). Given n and A, the
induction principle of LAM

n

is the following. Assume we have a
family P ∶ LAM

n

→ U , and terms (p
n

,h
n

, s
n

) of the following
types:

•
p

n

∶ (a ∶ A)→ P (p
n

(a))
•
h

n

∶ (r ∶ Sn+1 → A)→ P (h
n

(r))
•
s

n

∶ (r ∶ Sn+1 → A)→ (x ∶ Sn+1)→ p

n

(rx) =Psn(r) hn

(r),
Then, there is a term

ind

L−Mn
pn,hn,sn

∶ ⇧
x∶LAMnP (x). (31)

Moreover, this term satisfies the judgmental computation rules

ind

L−Mn
pn,hn,sn

(p
n

(a)) ≡ p

n

(a) (32)

600



and
ind

L−Mn
pn,hn,sn

(h
n

(r)) ≡ h

n

(r) (33)

as well as the “homotopy computation rule”

ap

ind
L−Mn
pn,hn,sn

(s
n

(r, x)) = s

n

(r, x). (34)

Remark 5.3. Regarding the above definition, we want to note two
things.

1. It is easy to check that LAM−1 is equivalent to van Doorn’s one-
step truncation {A} that has been discussion in the introduction
and in Example 3.2.

2. In the definition of the pseudo-n-truncation, the hub constructor
h
n

could be removed if we let s
n

construct a path p
n

(rx) =
p
n

(r(north)) instead. For n > −1, the resulting HIT would in
general not be equivalent to the HIT that we have defined, for
the reason explained by (Univalent Foundations Program 2013,
Remark 6.7.1). However, the resulting HIT would behave very
similar, and we expect that all the further results of this paper
would hold for this modification of L−M

n

as well.

The induction principle of the pseudo-truncation is powerful
enough to emulate the induction principle of the “real” truncation:

Lemma 5.4. Let A be a type and n be a number, as well as
P ∶ LAM

n

→ U a family of n-types. Then, we have the “weak
induction” principle

ind

L−Mn
w ∶ (⇧

a∶AP (p
n

a))→ ⇧

x∶LAMnP (x) (35)

such that indL−Mn
w (f) ○ p

n

≡ f .

Proof. We assume that we are given f ∶ ⇧
a∶AP (p

n

a), and we do
induction on x ∶ LAM

n

. We choose

p

n

∶≡ f (36)

(which already ensures the claimed judgmental equality) and

h

n

(r) ∶≡ transportP ((s
n

(r,north)) , f(r(north))) . (37)

Finally, we need to define s

n

(r), the type of which has to be

⇧

y∶Sn+1p
n

(ry) =Psn(r) hn

(r). (38)

By the assumption that P is a family of n-types, the type family
here is (n − 1)-truncated, and by Lemma 4.9, it is enough to
construct an inhabitant for y ≡ north. Simplifying the transport-
terms, we see that this equality type is canonically inhabited.

Recall Notation 2.5: given a sequence, we write fm

k

for the
concatenation f

m

○ . . . f
k

. For any n, we consider the n-th pseudo-
truncation to be an endofunction on the universe (which is how
HITs are commonly understood); that is, we have L−M

n

∶ U → U .
Therefore, for given numbers k < m, we write L−Mm

k

for the
composition L. . . L−M

k

. . .M
m

.
Further, if A is a given type and k ≥ −1 a number, we can

consider the sequence

A
pk�→ LAM

k

pk+1��→ LAMk+1
k

pk+2��→ LAMk+2
k

pk+3��→ . . . , (39)

and we write LAM!
k

for its sequential colimit. Our interest will lie
on LAM!−1. The following is a derived induction principle of LAM!

k

which shows that this colimit satisfies the elimination rule of �A�
k

.

Lemma 5.5 (derived induction principle for L−M!
k

). Let A be a type
and P ∶ LAM!

k

→ U a family of k-types, for some k ≥ −1. Then, we
can derive

ind

L−M!n
d ∶ (⇧

a∶AP (i
0

a)) → ⇧

x∶LAM!
k
P (x). (40)

such that indL−M!n
d (f) ○ i

0

≡ f .

The special case where P is a constant family (i.e. P is simply
�a.Q for some type Q gives a recursion principle: for a k-type Q
such that A→ Q, we get LAM!

k

→ Q.

Proof of Lemma 5.5. This is an advanced version of the argument
given in Example 3.2. Assume we are given f ∶ ⇧

a∶AP (i
0

a). We
first do induction on the sequential colimit. This means we need
to construct a family f

m

∶ ⇧
x∶LAMk+m−1

k
P (i

m

x) (note that we use
the notation LAMk−1

k

≡ A). We choose f
0

∶≡ f , ensuring that the
claimed judgmental equality is satisfied. Next, we can construct
f
n+1 from f

n

as follows. We consider Q
n+1 ∶≡ P ○ i

n+1. In this
formulation, what we need is f

n+1 ∶ ⇧
x∶LAMk+n

k
Q(x). We see that

f
n

is exactly what we need to use Lemma 5.4, and the equality
stated in that lemma gives us the coherences that we need between
f
n

and f
n+1.

To conclude the section, let us establish a few direct connections
between the pseudo-truncation and the truncation.

Lemma 5.6. For a type A and n ≥ −1, the map �−�
n

∶ A → �A�
n

factors through LAM
n

. That is, there is a map u ∶ LAM
n

→ �A�
n

such that �−�
n

= u ○ p
n

.

Proof. This is given by the special case P ∶≡ �x.�A�
n

of the “weak
induction principle” in Lemma 5.4.

A central result about pseudo-truncations is the following:

Theorem 5.7. For a type A and a number n ≥ −1, we have

�LAM
n

�
n+1 � �A�n. (41)

Before giving the proof, we state an immediate consequence:

Corollary 5.8. Let A be a type and k,m be numbers, −1 ≤ k ≤m.
Then, we have the equivalence

�LAMm−1
k

�
m

� �A�
k

. (42)

Consequently, if B is an m-type, then we have

�LAMm−1
k

→ B� � ��A�
k

→ B� . (43)

This gives an elimination principle for k-truncations into m-types
for all finite numbers k and m (note that the case k ≥m is trivial).

Proof of Theorem 5.7. Firstly, the identity on �LXM
n

�
n+1 factors

through �X�
n

. To show this, let us write f for the composition

A
pn�→ LAM

n

�−�n+1���→ �LXM
n

�
n+1

id�→ �LXM
n

�
n+1. (44)

Clearly, �LXM
n

�
n+1 is an (n + 1)-type. By (Capriotti et al. 2015,

Theorem 1), f factors through �A�
n

if (and only if), for every a ∶ A,
the map ap

n+1
f,a

∶ ⌦n+1(A,a) → ⌦

n+1 ��LAM
n

�
n+1, �pna�n+1� is

null. This is guaranteed by the constructors h
n

and s
n

together with
Lemma 4.8. Therefore, we get the map t ∶ �A�

n

→ �LAM
n

�
n+1

as shown in Figure 4, and the big shape commutes. The rest is a
“diagram chase” in Figure 4. We get the map u and commutativity
of 1 by Lemma 5.6. As any map into an n-type factors through the(n + 1)-truncation, we get s and that 2 commutes. Applying the
induction principle of the truncation, we know that 3 commutes
if (and only if) �−�

n+1 = t ○ s ○ �−�
n+1. By Lemma 5.4, we can

compose each side with p
n

and we get the equation �−�
n+1 ○ pn =

t○s○ �−�
n+1 ○pn which holds as 2 , 1 and the big shape commute.

This shows t ○ s = id.
To prove s ○ t = id, we can compose both sides with �−�

n

by the induction principle of �−�
n

. But s ○ t ○ �−�
n

= �−�
n

using
commutativity of the big shape, 2 , and 1 in this order.
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�LAM
n

�
n+1 �LAM

n

�
n+1LAM

n

A �A�
n

p
n

�−�
n+1 id

�−�
n

tu
s

1

2 3

Figure 4: Factoring the identity through �A�
n

6. The Propositional Truncation as
Non-Recursive HIT

Let A be a type, and let us consider the sequence

A
p−1��→ LAM−1 p0�→ LAM0−1 p1�→ LAM1−1 p2�→ . . . . (45)

The goal of the current is to show that the colimit LAM∞−1 has all the
properties of the propositional truncation �A�, and thus represents
a non-recursive construction of the propositional truncation.

From Corollary 5.8, we have the equivalence

�LAMm−1−1 �
m

� �A� (46)

for any m. Because of this, we say that LAMm−1−1 is conditionally
m-connected (it is m-connected if it is inhabited). From this, it
is not hard to see that the the sequential colimit LAM∞−1 is also
conditionally m-connected, for any number m with −1 ≤ m <∞. Unfortunately, this does not entail that LAM∞−1 is propositional
itself. The problem is that Whitehead’s principle is not provable in
HoTT (Univalent Foundations Program 2013, Chapter 8.8). If we
have a type X and we know that X is m-connected for any finite
number m, we cannot conclude that X is contractible. Therefore,
the result of Section 5 is not sufficient to conclude that LAM∞−1 is
propositional.

In Section 3, we have established the result that the colimit of
a sequence is propositional if all the maps are weakly constant. Of
course, the map p−1 ∶ A→ LAM−1 is weakly constant. However, for
n ≥ 0, the map p

n

∶ A → LAM
n

satisfies only a much weaker
condition that can be phrased as “constancy on (n + 1)-st path
spaces” (see Lemma 4.8). In particular, p

n

is usually not weakly
constant, as the following two observations show:

1. If a
1

and a
2

are not equal in A, then p
n

a
1

and p
n

a
2

are not
equal in LAM

n

.
2. If p

n

is weakly constant, then �−�
n

is also weakly constant
(which happens exactly if A is conditionally n-connected) us-
ing Lemma 5.6.

We do not know whether the second point can be reversed. We
conjecture that this is not the case; it looks as if one would need
to make some non-trivial choice to do this (note that, if A is
conditionally n-connected, then the statement “the map �−�

n

∶ A→�A�
n

is weakly constant” is propositional, but the statement “the
map p

n

is weakly constant” is not necessarily propositional).
If the second point could actually be reversed, it could indeed

be used to show that each map in the sequence (45) is weakly con-
stant as we have already established in the previous paragraph that
LAMm−1−1 is conditionally m-connected. However, this would still
not be satisfactory: we want to show that LAM∞−1 represents a con-
struction of the propositional truncation using only non-recursive
HITs, and the higher truncation operators �−�

n

that we are using
are implemented as recursive HITs.

Our proof for the fact that LAM∞−1 is propositional does go via
Lemma 3.1, i.e. the result that the colimit of a chain of weakly
constant functions is propositional. However, we do not show this
for any type A, but only for pointed A; and we do think that this
assumption is necessary. Fortunately, it will afterwards turn out that
this assumption is unproblematic.

Lemma 6.1. Let A be a type with a point a ∶ A. Then, every map
in the sequence

A
p−1��→ LAM−1 p0�→ LAM0−1 p1�→ LAM1−1 p2�→ . . . (47)

is weakly constant.

Proof of Lemma 6.1. For every j ≥ −2, and every y ∶ LAMj−1, we
will construct a term

c
j,y

∶ p
j+1(y) =LAMj+1−1 pj+1−1 (a). (48)

Of course, the concatenation of c
j,y

and c
j,y

′−1 will then be of
the required type p

j+1(y) = p
j+1(y′). To construct c

j,y

, we do
induction on j.

Case j ≡ −2 For y ∶ A we need to show p−1(y) =LAM−1 p−1(a).
Recall from Remark 5.3 that the constructors h−1 and s−1 essen-
tially say that p−1 is weakly constant. This makes this case very
easy. In detail, recall that S0 is a type with two elements, say
north and south. Consider the function r ∶ S0 → A mapping
north to y and south to a. We define c−2,y to be the composition
s−1(r,north) (s−1(r, south))−1.

Case j ≡ i + 1 We want to do induction on y ∶ LAMj−1. As the
considered type family is given by

P (y) ∶≡ p
j+1(y) =LAMj+1−1 pj+1−1 (a), (49)

the data that we need has the types

p

j

∶ ⇧
w∶LAMj−1−1 p

j+1(pj(w)) =LAMj+1−1 pj+1−1 (a) (50)

h

j

∶ ⇧
r∶Sj+1→LAMj−1−1 p

j+1(hj(r)) =LAMj+1−1 pj+1−1 (a) (51)

s

j

∶ ⇧
r∶Sj+1→LAMj−1−1 ⇧

x∶Sj+1 p

j

(rx) =Psj(r) hj

(r). (52)

For p
j

, we choose appj+1 applied on the induction hypothesis,

p

j

(w) ∶≡ appj+1(cj−1,w). (53)

Next, we choose

h

j

(r) ∶≡ appj+1 �(sj(r,north))−1 c
j−1,r(north)� . (54)

To construct s
j

, let us start by fixing a function r ∶ Sj+1 → LAMj−1−1 .
For every x ∶ Sj+1 we need to show

p

j

(rx) =Psj(r) hj

(r). (55)

By a standard lemma (Univalent Foundations Program 2013, Theo-
rem 2.11.3), the type (55) expresses commutativity of the following
triangle:

p
j+1(hjr)p

j+1(pj(rx))

pj+1−1 (a)

appj+1 (sj(r, x))

h

j

(r)p

j

(rx)
(56)

For every x ∶ Sj+1, this triangle can be viewed as a loop k
x

based
at pj+1−1 (a), and we need to show that each k

x

is equal to refl.
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The core observation of this proof is that k
x

can be written as
appj+1(hx

), where h is given by

h ∶ Sj+1 → pj−1(a) = pj−1(a) (57)

h
x

∶≡ (c
j−1,rx)−1 s

j

(r, x) (s
j

(r,north))−1 c
j−1,r(north) (58)

Is is easy to see that h
north

equals refl. We can thus view h as a
pointed map

h ∶ Sj+1 →● ⌦ �LAMj−1, pj−1(a)� . (59)

We need to show that ap●pj+1 ○ h is null, and by Lemma 4.7, this is
the case if the composition

Sj+2 �

−1(h)����→● �LAMj−1, pj−1(a)� pj+1��→● �LAMj+1−1 , pj+1−1 (a)� (60)

is null (p
j+1 is viewed as a pointed map in the obvious way). By

Lemma 4.4, it is enough to show that the underlying composition
Sj+2 → LAMj−1

pj+1��→ LAMj+1−1 maps every x ∶ Sj+2 to the same point
as it maps north to, which is guaranteed by the constructors h

j+1
and s

j+1. This completes the construction of s
j

.

The just proved lemma is the main ingredient for the proof of
the result of the current section:

Theorem 6.2. In HoTT, the type LAM∞−1 is equivalent to the propo-
sitional truncation �A�−1. More precisely, in HoTT without general
recursive HITs, but only non-recursive HITs, the type LAM∞−1 has all
the properties that one expects of the propositional truncation of A,
i.e. the propositional truncation can be constructed.

Proof. The map i
0

∶ A → LAM∞−1 plays the role of �−� ∶ A → �A�−1.
From Lemma 5.5, we have the correct induction and recursion
principles, including the judgmental computation rules. We need
to show that LAM∞−1 is propositional. To do this, it is enough to
show that any z ∶ LAM∞−1 implies that LAM∞−1 is contractible. Using
Lemma 5.5, we can assume that z is i

0

(a) with some a ∶ A, and we
may simply concatenate the Lemmata 6.1 and 3.1.

The above theorem implies immediately that functions out of�−� are equivalent to cocones under the sequence that we consider:

Corollary 6.3. For types A and B, a function g ∶ �A� → B
corresponds to a family of functions f

n

∶ LAMn+1−1 → B which is
coherent in the sense that f

n

= f
n+1 ○ pn+1.

7. Conclusions: On Elimination Principles of
Truncations

Apart from a construction of �−� via non-recursive HITs, the main
presented results are characterizations of function spaces �A�

k

→
B, where B is either assumed to be m-truncated as in Corollary 5.8
or an arbitrary type as in Corollary 6.3. We use this section to
compare these results with those of previous articles.

Consequences for the van Doorn sequence With the results by
van Doorn and the current paper, we have two sequences which
have the propositional truncation as their colimit. Van Doorn’s
sequence can, with the notation as in Example 3.2, be written as

A
p�→ {A} p�→ {A}2 p�→ . . . . (61)

Note that {−} could equivalently be replaced by L−M−1 by Re-
mark 5.3. The sequence discussed in the current paper is

A
p−1��→ LAM−1 p0�→ LAM0−1 p1�→ . . . . (62)

In each case, it follows that we can construct functions �A� → B
by giving a cocone under the sequence, and we can ask how these
cocones compare to each other.

Of course, the type of cocones under (61) is equivalent to the
type of cocones under (62), as both correspond to �A� → B. At
the same time, our sequence has the advantage that the finite initial
segments are better behaved: If B is an m-truncated type, then the
“full” type of cocones under our sequence is equivalent to a finite
initial segment, namely the cocones under A→ . . .→ LAMm−1−1 ; and
such a cocone is of course determined by a single map LAMm−1−1 →
B. This is captured as the special case k ≡ −1 by Corollary 5.8.
Nothing similar is true for the van Doorn sequence: even if B is
m-truncated (with m ≥ 0), maps �A� → B can only be described
as cocones under the full sequence, but not under a finite initial
segment.

Moreover, our sequence is less “demanding” than van Doorn’s,
in the sense that it is generally easier to construct a cocone under
our sequence than under van Doorn’s; this can be summarized by
proving that there is a “natural transformation” from our sequence
to van Doorn’s:

Theorem 7.1. For types A and B, there is an N-indexed family of
functions g

n

∶ LAMn−2−1 → {A}n such that each square of the form

LAMn−2−1 LAMn−1−1

{A}n {A}n+1

p
n−1

g
n

g
n+1

p

commutes.

Proof. The core idea behind this statement is that, if a map is
weakly constant (such as the constructor p), then it is weakly
constant on higher loop spaces (such as the constructor p

n

). A
precise proof proceeds as follows. For any type C, we can construct
a map k

n+1 ∶ LCM
n

→ {C} via the recursion principle of L−M
n

(see
Principle 5.2). As always, we need to construct three components:
First, a map C → {C}; we simply use p. Second, for any r ∶
Sn+1 → C a hub point; we take p(r(north)) ∶ {C}. Third, for r as
before and x ∶ Sn+1, we need to construct p(r(x)) = p(r(north));
but this is immediately given by the second constructor of {C}.

The map g
0

is trivial. Given g
n

, we get g
n+1 as the composition

LAMn−1−1 LgnMn−1����→ L{A}nM
n−1 kn�→ {A}n+1, (63)

where we use that L−M−1 is (“homotopy”) functorial.

A nice consequence for the van Doorn sequence is that we can
use a finite initial segment of the infinite cocone to eliminate into
an m-type (again, such a finite initial segment is determined by a
single map):

Corollary 7.2. Given an m-type B and a type A. Then, we have a
logical equivalence

�{A}n+1 → B� ←→ ��A� → B� . (64)

Proof. The direction “←” is trivial, and “→” is done as follows.
Given a function f ∶ {A}n+1 → B, we compose it with g

n+1 ∶
LAMn−1−1 → {A}n+1 from Theorem 7.1. Then, we apply the second
function from Corollary 5.8 (with k ∶≡ −1 and m ∶≡ n).

Functions out of Higher Truncations Corollary 5.8 enables us
to construct functions �A�

k

→ B, if B is an m-type. This general-
izes (Capriotti et al. 2015) which considers the case m ≡ k + 1.

Universal Properties of the Propositional Truncation It is worth
comparing the characterizations of functions �A� → B via cocones
over van Doorn’s and our sequence, as analyzed above, to the
“general universal property of the propositional truncation” given
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in (Kraus 2015). In that work, functions �A� → B are shown to be
equivalent to coherently constant functions. These consists of an
infinite tower of coherence data, similar as the discussed cocones
have an N-indexed family of components. On the first levels, a
coherently constant function consists of:

1. a function f ∶ A → B. This is the same as the first component
of both van Doorn’s and our cocones.

2. a proof c that f is weakly constant. This is still the same as for
the cocones.

3. a proof that c is coherent in the sense of c
x,y

c
y,z

= c
x,z

. This
is much more minimalistic than the condition that the cocones
encode. It says that any triangle generated by c can be filled.
In the case of our sequence, we require that any triangle (the
type of triangles is equivalent to the type of loops) can be filled,
not matter whether it was generated by previous constructors or
whether it already existed anyway, while van Doorn’s sequence
demands that any two points are equal, no matter where they
come from, an even stronger requirement.

From here, the data of coherently constant functions diverges con-
siderately from (and is much easier to satisfy than) what the co-
cones encode. In total, it seems that the coherently constant func-
tions of (Kraus 2015) give much more minimalistic characteriza-
tions of maps out of the propositional truncation. This is easy to
see if one tries to unfold what the requirements for the cocones
are without the nice syntax that the HITs offer. On the other hand,
one requires the type theory to have certain Reedy limits in order
to even state the type of coherently constant functions, while the
characterization via cocones is completely internal.

Final Conclusions Although the construction of the proposi-
tional truncation presented in the current paper looks similar to the
one presented by van Doorn, the two ideas behind the sequences are
rather different. Van Doorn’s idea is to use the one-step truncation
in order to make any two existing points equal. This creates a chaos
of new paths which do not behave well in any sense. This chaos is
cleaned up in the next step, which in turn creates even more chaos
(as {A} is usually more complicated than A), and so on. In the
colimit, there is no “last step”, and hence no remaining chaos. In
comparison, our sequence (62) tries to approximate �A� stepwise.
In the first step, we create paths between any two points in order to
ensure that the result will be conditionally 0-truncated. In the sec-
ond step, we fill all “open 1-loops” in order to get a conditionally
1-truncated type, and in the n-th step, we fill all “open loops” on
level (n − 1). This is much more similar to the idea of coherently
constant functions in (Kraus 2015), and Altenkirch and the current
author have considered the sequence (62) before learning about van
Doorn’s result; however, the crucial fact that the proof of the trun-
cation level of the colimit factors through Lemma 3.1 is inspired
by van Doorn’s construction.

What is left open is whether the type LAM!
k

is k-truncated and
represents the k-truncation of A in general. This seems likely but
would require a generalization of the developed techniques. For
this reason, we have only derived a characterization of maps from�A�

k

into m-types, but not into arbitrary types. It also seems likely
that �A�

k

can be constructed via the sequence consisting only
of iterations of L−M

k

along the lines of van Doorn’s construction,
which however would again give a weaker elimination principle.

Finally, the main question motivating further research in the
direction pursued in the current paper is of course the following
question, originally posed as an open problem by Altenkirch and
the current author at the HoTT workshop in Warsaw (June 29–30,
2015): Can all HITs be represented as non-recursive HITs, or for
which classes of HITs is this the case?
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Abstract

We introduce 2-compactness, a constructive function-theoretic al-
ternative to topological compactness, based on the notions of
Bishop space and Bishop morphism, which are constructive function-
theoretic alternatives to topological space and continuous function,
respectively. We show that the notion of Bishop morphism is re-
duced to uniform continuity in important cases, overcoming one of
the obstacles in developing constructive general topology posed by
Bishop. We prove that 2-compactness generalizes metric compact-
ness, namely that the uniformly continuous real-valued functions
on a compact metric space form a 2-compact Bishop topology.
Among other properties of 2-compact Bishop spaces, the count-
able Tychonoff compactness theorem is proved for them. We work
within BISH⇤, Bishop’s informal system of constructive mathemat-
ics BISH equipped with inductive definitions with rules of countably
many premises, a system strongly connected to Martin-Löf’s Type
Theory.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]

Keywords constructive topology, compactness, Bishop spaces

1. Introduction

1.1 The problem of constructivizing general topology

according to Bishop

In [5], p.28, Bishop described the problem of constructivizing
general topology as follows.

The constructivization of general topology is impeded by two
obstacles. First, the classical notion of a topological space is
not constructively viable. Second, even for metric spaces the
classical notion of a continuous function is not constructively
viable; the reason is that there is no constructive proof that a
(pointwise) continuous function from a compact metric space
to R is uniformly continuous. Since uniform continuity for
functions on a compact space is the useful concept, pointwise
continuity (no longer useful for proving uniform continuity)
is left with no useful function to perform. Since uniform
continuity cannot be formulated in the context of a general
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topological space, the latter concept also is left with no useful
function to perform.

Later research in constructive algebraic topology in the context
of formal topology, has shown that we need to have a more general
constructive theory of topological spaces. In [27], p.237, Palmgren
notes the following.

To be able to make certain quotient and glueing constructions
it is necessary to have a constructive theory of more general
topological spaces than metric spaces.

If there is though a notion of space which does not copy or
follow the pattern of the notion of topological space, and if the
corresponding notion of morphism between two such spaces, despite
the fact that uniform continuity is not part of its definition, is
reduced to uniform continuity in important cases, then one could
hope to overcome the two obstacles mentioned by Bishop in the
constructivization of topology.

It is remarkable that although Bishop never elaborated a con-
structive approach to general topology, he introduced in [2] two
constructive alternatives to the notion of topological space, the no-
tion of neighborhood space, mainly studied by Ishihara in [18]- [20],
and the notion of function space, or, as we call it, of Bishop space,
studied by Bridges in [12], by Ishihara in [20], and the author in [28]-
[30]. The first is a set-theoretic alternative, while the second is a
function-theoretic one, and for that suits better to constructive study.
Although Bishop explicitly suggested in [2], p.70, to put the empha-
sis on Bishop spaces instead of on neighborhood spaces, he did not
develop their theory.

Here we hope to show that the notion of Bishop space is not only
constructively viable, but also an appropriate notion of space for
the development of 2-compactness, a computational reconstruction
of topological compactness. The Bishop morphisms, defined in the
next section, are the arrows in the category of Bishop spaces Bis,
they correspond to the continuous functions between topological
spaces, and play a crucial role in the definition of 2-compactness.

The theory of Bishop spaces (TBS) is an approach to constructive
point-function topology. Points are accepted from the beginning,
hence it is not a point-free approach to topology. Most of its
notions are function-theoretic, as set-theoretic notions are avoided,
or play a secondary role to its development, or, when used, they
can be viewed as appropriate predicates. It is constructive, as we
work within Bishop’s informal system of constructive mathematics
BISH⇤, where

BISH⇤ :=BISH + inductive definitions with rules
of countably many premises,

and BISH is described in [6] and [7]. The system BISH⇤ is the
working system of [2], since the notion of Borel set, on which the
measure theory found in [2] is based on, is inductively defined with
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the use of rules of countably many premises. The system BISH is
the working system of [6], since the measure theory found there is
based on the earlier theory of profiles given by Bishop and Cheng
in [4] which avoids the use of inductive definitions.

As possible formalizations of BISH⇤ one can consider Myhill’s
formal system CST⇤, an extension of his system CST that formal-
izes BISH and accommodates inductive definitions (see [24]), or
CZF + REA + DC, where Aczel’s regular extension axiom REA
accommodates inductive definitions in CZF (see [21]). We consider
though more interesting a direct formalization of TBS into some
form of Martin-Löf’s Type Theory. The use of intuitionistic logic,
the inductive and function-theoretic character of TBS facilitate such
a formalization, which would serve the extraction of the computa-
tional content of the formalized version of TBS, as this is understood
in theoretical computer science. Here though we describe the com-
putational meaning of TBS within BISH⇤.

1.2 The problem of compactness constructively

Within classical mathematics (CLASS) the compactness of a topo-
logical space X amounts to the Heine-Borel property i.e., the exis-
tence of a finite subcover for every open cover of X . Within BISH
compactness is a thorny issue, since there are metric spaces which
are classically compact but that cannot be shown within BISH,
as they are not compact in an extension of BISH. For example,
Kleene’s proof of the existence of a primitive recursive infinite bi-
nary tree without an infinite path implies the failure of König’s
lemma and the Heine-Borel property for the classically compact
Cantor space 2N within recursive mathematics (RUSS) (see [1],
p.68).

Sequential compactness is constructively also not very useful,
since classically sequential compact sets, like 2, are not construc-
tively sequential compact. For example, a fleeing property on N is
a formula � such that 8

n

(�(n) _ ¬�(n)) and for which we cannot
prove neither 9

n

(�(n)) nor 8
n

(¬�(n)). Note that we can always
provide such properties using some unsolved so far mathematical
problem regarding the decimal expansion of ⇡. If

↵(n) =

⇢
1 , if 9

mn

(�(m))
0 , otherwise

then ↵ has no convergent subsequence, since that would imply
that 9

n

(�(n)) _ 8
n

(¬�(n)). Despite that, a constructive “at most”
notion of sequential compactness and a constructive “almost” notion
of sequential compactness are considered in [8] and [9], respectively.

For compactness in metric spaces Bishop used Brouwer’s notion
of a complete and totally bounded metric space, a notion classically
equivalent to the Heine-Borel property for metric spaces. It is in this
sense that the Cantor space 2N endowed with the (constructively
well-defined) standard metric

⇢(↵,�) := inf{2�n | ↵(n) = �(n)},

for every ↵,� 2 2N, where ↵(n) denotes the n-th initial segment
of ↵, is a compact metric space in BISH. Bishop didn’t address the
question of constructive compactness in a more general setting as
he saw no reason to go beyond metric spaces.

According to Diener in [15], pp.15-6, an ideal constructive notion
of general compactness should exhibit the following properties:
(i) it would be defined for, and in the language of, topological spaces,
(ii) it would be classically equivalent to the Heine-Borel property,
(iii) within BISH a complete and totally bounded metric/uniform
space would satisfy this notion, and
(iv) we would be able to prove deep and meaningful theorems
assuming that the underlying space satisfies this notion.

In [15] Diener defined the notion of neat compactness taken
with that of neat completeness as a candidate for such notion in a
pre-apartness space. His proof in [15], pp.29-31, of the existence in

RUSS of a uniform structure on 2N that induces the usual topology
but it is not totally bounded, shows that there is no such ideal notion
of compactness.

Within TBS we need to define a constructive notion of compact-
ness such that:
(i

⇤
) it would be defined for, and in the language of, Bishop spaces.

The function-theoretic character of TBS forces us to find a function-
theoretic characterization of compactness.
(ii

⇤
) Since our objects are Bishop spaces, it is not possible to have

an equivalence to the Heine-Borel property, a property designed for
topological spaces, but if a Bishop space is compact within Bis,
this should reflect a kind of compactness as this is understood for
topological spaces.
(iii

⇤
) within BISH⇤ a complete and totally bounded metric space

would satisfy this notion, in the only way that makes sense within
TBS: a metric space X endowed with the Bishop topology of uni-
formly continuous functions satisfies this notion.
(iv

⇤
) we would be able to prove deep and meaningful theorems

assuming that the underlying Bishop space satisfies this notion.

Regarding (i⇤) the question of a function-theoretic characteriza-
tion of topological compactness is not recent. Mrówka’s classical
result in [23], according to which a topological space X is com-
pact if and only if for every topological space Y the projection
⇡

Y

: X ⇥ Y ! Y “parallel” to the compact factor X is a closed
map, is almost such a characterization, since the concept of a closed
map is set-theoretic. It was this characterization which inspired a
categorical treatment of compactness (see e.g., [13], p.410). In the
(non-constructive) work of Escardó [17] and (the constructive) work
of Taylor [32] compactness of a topological space X is charac-
terized by the continuity (understood in the standard set-theoretic
way) of an appropriate functional of type S

X ! S, where S is
the Sierpinski space. For the, as expected non function-theoretic,
treatment of compactness in the theory of apartness spaces and in
formal topology see e.g., [11] and [31], respectively.

Here we introduce the notion of a 2-compact Bishop space as a
constructive function-theoretic alternative to the classical notion of
a compact topological space and we prove the following results:
(a) Theorem 2.13, a consequence of Bishop’s version of the Tietze
theorem for metric spaces, according to which the reciprocal of an
element of a Bishop topology which is bounded away from zero is
also an element of this topology.
(b) Theorem 3.8, according to which a uniformly continuous func-
tion e : 2N ! X , where X is a compact metric space, is a morphism
between the corresponding Bishop spaces.
(c) Theorem 3.10, according to which the Bishop topology of the
uniformly continuous real-valued functions on a compact metric
space is 2-compact i.e., 2-compactness generalizes metric compact-
ness.
(d) Proposition 3.11, according to which the Bishop topology on
the Cantor space is equal to the uniformly continuous real-valued
functions on it.
(e) Theorem 3.12, according to which the set of Bishop morphisms
between the Cantor space, seen as a Bishop space, and the Bishop
space of the natural numbers endowed with the discrete topology
is equal to the uniformly continuous functions between the corre-
sponding metric spaces.
(f) Corollary 3.15, according to which the set of Bishop morphisms
between the Cantor space, seen as a Bishop space, and itself, or a
compact metric space endowed with the Bishop topology of the
uniformly continuous real-valued functions on it, is equal to the
uniformly continuous functions between the corresponding metric
spaces.
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(g) Proposition 4.4, the countable Tychonoff compactness theorem
for 2-compact Bishop spaces.

Results (d)-(f) show that an appropriate set of Bishop morphisms
between some fundamental Bishop spaces is equal to the set of the
uniformly continuous functions between the corresponding metric
spaces. These results are instances of the fact that the notion of
Bishop morphism is reduced to uniform continuity and indicate
that working with Bishop spaces and Bishop morphisms one can
overcome the aforementioned by Bishop second difficulty in the
constructivization of general topology. One can provide more such
reducibility results, like Bridges’s backward uniform continuity
theorem (Theorem 3.13), or Bridges’s forward uniform continuity
theorem (see [12] for its proof in BISH with the antithesis of
Specker’s theorem, and [28] for its interpretation as a reducibility
result).

Apart from dealing within TBS with Bishop’s obstacles in the
constructivization of general topology, and in connection to Palm-
gren’s ascertainment on the need of certain quotient constructions,
there is a very simple and natural notion of quotient Bishop topol-
ogy, which behaves exactly like the classical notion (see [28]). This
notion though does not occur here.

2. Basic definitions and facts

In this section we give all basic definitions and results necessary to
the rest of the paper. For all proofs not included here we refer to [28].
The next definition is a slight variation of the definition given by
Bishop and Bridges in [6], p.85.

Definition 2.1. A bounded subset B of an inhabited metric space
X is a triplet (B, x0,M), where x0 2 X,B ✓ X , and M > 0 is a
bound for B[{x0}. We write B(X)(B) to indicate that (B, x0,M)
is bounded.

If (B, x0,M) is a bounded subset of X then B ✓ B(x0,M),
where B(x0,M) is the open sphere of radius M about x0, and
(B(x0,M), x0, 2M) is also a bounded subset of X . In other words,
a bounded subset of X is included in an inhabited bounded subset
of X which is also metric-open i.e., it includes an open ball of every
element of it, a fact used in the proof of Lemma 2.16.

Definition 2.2. We denote the set of all functions of type X ! R
by F(X), the constant function on X with value a 2 R by a and
their set by Const(X). A function � : R ! R is called Bishop
continuous, or simply continuous, if it is uniformly continuous on
every bounded subset B of R i.e., for every bounded subset B of R
and for every ✏ > 0 there exists !

�,B

(✏) > 0 such that

8
x,y2B

(|x� y|  !

�,B

(✏) ! |�(x)� �(y)|  ✏),

where the function !

�,B

: R+ ! R+
, ✏ 7! !

�,B

(✏), is called
a modulus of continuity for � on B. Two continuous functions
(�1, (!�1,B)B), (�2, (!�2,B)B) are equal, if �1(x) = �2(x), for
every x 2 R, and we denote their set by Bic(R). The set of real-
valued continuous functions defined on some Y ✓ R which are
uniformly continuous on every bounded subset of Y is denoted by
Bic(Y ).

At first sight it seems that the definition of Bishop continuity
rests on quantification over the power set P(R) of R i.e.,

Bic(R)(�) $ 8
B2P(R)(B(R)(B) ! �|B uniformly continuous).

It suffices though to quantify over N i.e.,

Bic(R)(�) $ 8
n2N(�|[�n,n] uniformly continuous),

since a bounded subset of R is by definition a triplet (B, x0,M)
and since B ✓ (x0 �M,x0 +M), for some M > 0, we get that
(x0 � M,x0 + M) ✓ [�n, n], where n = max{N1, N2} and

N1, N2 2 N such that N1 > x0 +M and �N2 < x0 �M by the
Archimedean property of reals. Hence, the uniform continuity of �
on [�n, n] implies its uniform continuity on B.

Definition 2.3. A locally compact metric space is an inhabited
metric space (X, d) each bounded subset of which is included in
a compact subset of X . A function f : X ! R is called Bishop
continuous, or simply continuous, if f is uniformly continuous on
every bounded subset of X i.e., there is a map !

f,B

: R+ ! R+
,

✏ 7! (!
f,B

)(✏), for every bounded subset B of X , the modulus of
continuity of f on B. We denote by Bic(X) the set of all Bishop
continuous functions from X to R. Equality on Bic(X) is defined
as in the definition of Bic(R).

As in the case of Bic(R) at first it seems that the above definition
requires quantification over the power set P(X) of X i.e.,

Bic(X)(f) $ 8
B2P(X)(B(X)(B) ! f|B uniformly continuous).

One easily avoids such a quantification since, if x0 inhabits X , then
for every bounded subset (B, x0

0
,M) of X we have that there is

some n 2 N such that n > 0 and

B ✓ [d
x0  n] = {x 2 X | d(x0, x)  n};

if x 2 B, then d(x, x0)  d(x, x0
0) + d(x0

0
, x0)  M +

d(x0
0
, x0), therefore x 2 [d

x0  n], for some n > M+d(x0
0
, x0).

Hence, we can write

Bic(X)(f) $ 8
n2N(f|[d

x0n] uniformly continuous),

and [d
x0  n] is trivially a bounded subset of X .

Definition 2.4. If f, g 2 F(X), ✏ > 0, and � ✓ F(X), then

U(g, f, ✏) :$ 8
x2X

(|g(x)� f(x)|  ✏),

U(�, f) :$ 8
✏>09g2�(U(g, f, ✏)).

Definition 2.5. A Bishop space is a pair F = (X,F ), where X is
an inhabited set and F ✓ F(X), a Bishop topology, or simply a
topology, satisfies the following conditions:
(BS1) a 2 R ! a 2 F .
(BS2) f 2 F ! g 2 F ! f + g 2 F .
(BS3) f 2 F ! � 2 Bic(R) ! � � f 2 F ,

X R

R.

...................................... ............
f

..................................
....
........
....� 2 Bic(R)

.................................................................. ........
....

F 3 � � f

(BS4) f 2 F(X) ! U(F, f) ! f 2 F .

Bishop used the term function space for F and topology for F .
Since the former is used in many different contexts, we prefer the
term Bishop space for F , while we use the latter, as the topology
of functions F on X corresponds nicely to the standard topology
of opens T on X . Actually, a Bishop topology induces a canonical
topology of opens with U(f) := {x 2 X | f(x) > 0}, where
f 2 F , as basic open sets. One can show classically that the
canonical topology of F is completely regular1.

We will show in this paper that the concept of Bishop space
is constructively viable, since using it, we can overcome Bishop’s
obstacles in the constructivization of general topology that was
mentioned in the Introduction.

A Bishop topology F is a ring and a lattice2; by BS2 and BS3 if
f, g 2 F , then f ·g = (f+g)2�f

2�g

2

2 , f _ g = max{f, g} =

1 It is an open question, if a completely regular topology of opens is the
canonical topology of some Bishop topology of functions.
2 It is even an f-algebra, a fact that connects TBS to the the theory of Gelfand
duality for real C⇤-algebras and for Riesz spaces (see [14]).
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f+g+|f�g|
2 , f ^ g = min{f, g} = f+g�|f�g|

2 and |f | 2 F ,
since |idR| 2 Bic(R), where idR is the identity function on R.
The sets Const(X) and F(X) are topologies on X , called the
trivial and the discrete topology, respectively. If F is a topology
on X , then Const(X) ✓ F ✓ F(X). It is straightforward to see
that F

b

(X) := {f 2 F(X) | f is bounded} is a topology on X ,
and if F = (X,F ) is a Bishop space, then F

b

= (X,F

b

) is a
Bishop space, where F

b

= F
b

(X) \ F . If X is a locally compact
metric space, it is easy to see that Bic(X) is a topology on X .
Since R with its standard metric is locally compact, the structure
R = (R,Bic(R)) is the Bishop space of reals. A topology F on X

induces the canonical apartness relation on X defined, for every
x, y 2 X , by

x 1
F

y :$ 9
f2F

(f(x) 1R f(y)),

where a 1R b $ a > b_ a < b $ |a� b| > 0, for every a, b 2 R.
It is easy to see that a 1R b $ a 1Bic(R) b.

One of the most important features of the notion of a Bishop
space is its implicit inductive character, as conditions BS1-BS4 can
be seen as inductive rules.

Definition 2.6. The least topology F(F0) generated by a set
F0 ✓ F(X), called a subbase of F(F0), is defined by the following
inductive rules:

f0 2 F0

f0 2 F(F0)
,

a 2 R
a 2 F(F0)

,

f, g 2 F(F0)

f + g 2 F(F0)
,

f 2 F(F0), � 2 Bic(R)
� � f 2 F(F0)

,

(g 2 F(F0), U(g, f, ✏))
✏>0

f 2 F(F0)
.

The most complex inductive rule above can be replaced by the
rule
g1 2 F(F0) ^ U(g1, f,

1
2 ), g2 2 F(F0) ^ U(g2, f,

1
22
), . . .

f 2 F(F0)
,

which has the “structure” of Brouwer’s z-inference with countably
many conditions in its premiss (see e.g., [22]). The above rules
induce the following induction principle IndF on F(F0):

8
f02F0(P (f0)) !

8
a2R(P (a)) !

8
f,g2F(F0)(P (f) ! P (g) ! P (f + g)) !

8
f2F(F0)8�2Bic(R)(P (f) ! P (� � f)) !

8
f2F(F0)(8✏>09

g2F(F0)(P (g) ^ U(g, f, ✏)) ! P (f)) !
8
f2F(F0)(P (f)),

where P is any property on F(X). Hence, starting with a construc-
tively acceptable subbase F0 the generated least topology F(F0) is
a constructively graspable set of functions exactly because of the
corresponding principle IndF . Despite the seemingly set-theoretic
character of the notion of a Bishop space the core of TBS is the study
of the inductively generated Bishop spaces. The identity function idR
on R belongs to Bic(R) and it is easy to see that Bic(R) = F(idR).

If P is a property on F(X), we say that P is lifted from a subbase
F0 to the generated Bishop space F(F0), if

8
f02F0(P (f0)) ! 8

f2F(F0)(P (f)).

It is easy to see inductively that boundedness is a lifted property,
a fact used e.g., in the proof of Proposition 4.8. The next lifting
has a straightforward inductive proof, and it is used in the proof of
Proposition 3.11.

Proposition 2.7 (lifting of uniform continuity). Suppose that (X, d)
is a metric space and F0 ✓ F(X), such that every f0 2 F0 is

bounded and uniformly continuous on X . Then every f 2 F(F0) is
uniformly continuous on X .

Definition 2.8. Let F = (X,F ), G = (Y,G) are Bishop spaces
and A ✓ X is inhabited. The relative Bishop space of F on A is
the structure F|A = (A,F|A), where F|A := F({f|A | f 2 F}).
The product of F and G is the structure F ⇥ G = (X ⇥ Y, F ⇥G),
where F ⇥G := F({f � ⇡1 | f 2 F} [ {g � ⇡2 | g 2 G}).

It is easy to see that the product of Bishop spaces satisfies
the universal property of products. If F0 is a subbase of F and
G0 is a subbase of G, it is easy to see inductively that F|A =
F({f0|A | f0 2 F0}) and F(F0)⇥ F(G0) = F({f0 � ⇡1 | f0 2
F0} [ {g0 � ⇡2 | g0 2 G0}). Consequently, Bic(R) ⇥ Bic(R) =
F({idR �⇡1}[ {idR �⇡2}) = F({⇡1,⇡2}). The arbitrary product
of Bishop spaces is defined similarly.

Within TBS “continuity” is represented in a simple and purely
function-theoretic way.

Definition 2.9. If F = (X,F ) and G = (Y,G) are Bishop spaces,
a Bishop morphism, or simply a morphism, from F to G is a function
h : X ! Y such that 8

g2G

(g � h 2 F )

X Y

R.

...................................... ............
h

..................................
....
........
....g 2 G

.................................................................. ........
....

F 3 g � h

We denote by Mor(F ,G) the set of morphisms from F to G and
by Bis the category of Bishop spaces with arrows the Bishop
morphisms. If h 2 Mor(F ,G) is onto Y , then h is called a set-
epimorphism, and we denote their set by setEpi(F ,G). We call h
open, if 8

f2F

9
g2G

(f = g � h), and an isomorphism between F
and G, if it is 1-1 and onto Y such that h�1 2 Mor(G,F).

Clearly, Const(X,Y ) ✓ Mor(F ,G), if F is a topology on
X , then F = Mor(F ,R), and a bijection h 2 Mor(F ,G) is an
isomorphism if and only if h is open. If G0 is a subbase of G, it is
easy to see inductively that

h 2 Mor(F ,G) $ 8
g02G0(g0 � h 2 F ),

X Y

R.

...................................... ............
h

..................................
....
........
....g0 2 G0

.................................................................. ........
....

F 3 g0 � h

a fundamental property that we call the lifting of morphisms. In [29]
we showed the following lifting, that is used here in the proof of
Corollary 4.6.

Proposition 2.10 (Lifting of openness). If F = (X,F(F0)),
G = (Y,G) and h 2 setEpi(F ,G), then 8

f02F09g2G

(f0 =
g � h) ! 8

f2F(F0)9g2G

(f = g � h).
Using the definition of a continuous function on a locally

compact metric space, given in [6] p.110, Bishop’s formulation
of the Tietze theorem for metric spaces becomes as follows.

Theorem 2.11. Let Y be a locally compact subset of a metric space
X and I ⇢ R an inhabited compact interval. Let f : Y ! I be
uniformly continuous on the bounded subsets of Y . Then there exists
a function g : X ! I which is uniformly continuous on the bounded
subsets of X , and which satisfies g(y) = f(y), for every y 2 Y .

Corollary 2.12. If Y is a locally compact subset of R and g :
Y ! I 2 Bic(Y ), where I ⇢ R is an inhabited compact interval,
then there exists a function � : R ! I 2 Bic(R) which satisfies
�(y) = g(y), for every y 2 Y .

Theorem 2.13. Suppose that (X,F ) is a Bishop space and f 2 F

such that f(x) � c > 0, for every x 2 X . Then, 1
f

2 F .
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Proof. If c > 0, the interval [c,+1) is a locally compact subset
of (R, dR), where dR(x, y) := |x � y|, since a bounded subset
of [c,+1) is bounded above by some M > c; if B ✓ [c,+1)
is a bounded subset, then there is some x0 2 [c,+1] such that
9
M

0
>08x,y2B[{x0}(|x � y|  M

0). Hence, for every x 2 B

we have that c  x = |x|  |x � x0| + |x0|  M

0 + |x0| =
M

0 + x0 = M . Since M

0
> 0 and x0 � c, we get that M > c,

therefore B is included in the compact subset [c,M ] of [c,+1).
Next we consider the inverse function �1 : [c,+1) ! [0, 1

c

],
x 7! 1

x

, which is uniformly continuous on the bounded subsets of
[c,+1); the identity function x is bounded away from 0 on every
compact subinterval of [c,+1), since there is actually a common c

for which |x| = x � c, for every x in the compact subinterval, hence
(by Proposition (4.7) in [6] p.39) x�1 is uniformly continuous on
the compact subsets of [c,+1), therefore it is uniformly continuous
on the bounded subsets of [c,+1). Since the range of this inverse
function is included in the inhabited compact interval [0, 1

c

], by the
Corollary 2.12 there exists a function � : R ! [0, 1

c

] such that
�(x) = 1

x

, for every x 2 [c,+1), and � 2 Bic(R). If f 2 F

such that f � c, then by BS3 the function � � f 2 F , and since
8
x2X

(�(f(x)) = 1
f(x) ), we conclude that � � f = 1

f

2 F .

Corollary 2.14. Suppose that (X,F ) is a Bishop space and f 2 F

such that |f(x)| � c > 0, for every x 2 X . Then, 1
f

2 F .

Proof. If x 2 X and |f(x)| � c, then |f(x)|2 = |f(x)||f(x)| =
|f(x)2| = f(x)2 � c

2
> 0. Since F is closed under multiplication

and f 2 F , we have that f2 2 F and by Theorem 2.13 we get that
1
f

2 2 F , therefore f · 1
f

2 = 1
f

2 F .

Next follows a basic lemma of constructive analysis (which
without the uniqueness property is shown in [6], pp.91-2, while
the uniqueness property is included in [27], p.238) and a useful
generalization of it.

Lemma 2.15. If D ✓ X is a dense subset of the metric space
X , Y is a complete metric space, and f : D ! Y is uniformly
continuous with modulus of continuity !, there exists a unique
uniform continuous extension g : X ! Y of f with modulus of
continuity 1

2!.

Lemma 2.16. Suppose that X is an inhabited metric space, D ✓ X

is dense in X and Y is a complete metric space. If f : D ! Y is
uniformly continuous on every bounded subset of D, then there exists
a unique extension g : X ! Y of f which is uniformly continuous
on every bounded subset of X with modulus of continuity

!

g,B

(✏) =
1

2
!

f,B\D

(✏),

for every inhabited, bounded and metric-open subset B of X . If f
is bounded by some M > 0, then g is also bounded by M .

Proposition 2.17. For the discrete topologies on N and 2 = {0, 1}
we have that F(N) = Bic(N) = F(idN) and F(2) = Bic(2) =
F(id2), where idN, id2 are the identity inclusions of N and 2 into
R, respectively.

Proof. If g : N ! R, then working as in the proof of Proposi-
tion 3(iv) in [30], we construct a function �

⇤ which is uniformly
continuous on every bounded subset B of Q+ and extends g

(�⇤(q) = �

n

(q), q 2 [n, n+1), and �

n

(Q\(n, n+1)) is the set of
rational values in the linear segment between g(n) and g(n+1)). By
Lemma 2.16 �

⇤ is extended to some � 2 Bic(R) which also extends
g. If f : 2 ! R, then f is extended to a function f̂ : Q ! Q such
that f̂ 2 Bic(Q) by linearly connecting f(0) and f(1), while f̂ is
constant f(0) on every q  0, and constant f(1) on every q � 1.
By Lemma 2.15 there is an extension of f̂ which is in Bic(R).

Definition 2.18. The Cantor space C and the Baire space N are
the following Bishop spaces

C = (2N,
_

n2N
⇡

n

), N = (NN
,

_

n2N
$

n

),

_

n2N
⇡

n

:=
Y

n2N
Bic(2) = F({id2 � ⇡n

= ⇡

n

| n 2 N}),

_

n2N
$

n

:=
Y

n2N
Bic(N) = F({idN �$

n

= $

n

| n 2 N}),

where
W

n2N ⇡n

is called the Cantor (Bishop) topology on C,W
n2N $n

the Baire (Bishop) topology on N , and

⇡

n

(↵) = ↵(n),

$

n

(�) = �(n),

for every n 2 N, ↵ 2 2N and � 2 NN, respectively. If I is an
arbitrary set, the I-Boolean Bishop space is the space

(2I ,
_

i2I

$

i

),

where _

i2I

$

i

:=
Y

i2I

Bic(2),

and $

i

denotes the i-th projection function on 2I , for every i 2 I .

Clearly, if ↵,� 2 2N, then ↵ 1
⇢

� $ ↵ 1W
n2N ⇡

n

�, where ⇢

is the metric on 2N mentioned in the subsection 1.2 and ↵ 1
⇢

� is
the apartness relation induced by ⇢.

3. 2-compactness generalizes metric compactness

Definition 3.1. If X is a metric space and A ✓ X , A is called a
compact image, if there exists some compact metric space K and a
uniformly continuous function h : K ! X such that h(K) = A.

Since within BISH every compact metric space is the compact
image of the Cantor space 2N (see [7], p.106) and uniform continuity
is preserved under composition of functions, we get that A is a
compact image if and only if there is some uniformly continuous
function h : 2N ! A which is onto A. Classically, a compact image
is also compact, something which is not the case within BISH.
For example, (0, 1] is a compact image in RUSS, since there is a
uniformly continuous function defined on [0, 1] which is onto (0, 1]
(see [7], p.129). The same example shows that it is not the case
within BISH that a compact image is always a closed subset. Since
though total boundedness is preserved by uniformly continuous
functions (see [6], p.94), a compact image is totally bounded. The
notion of compact image is central to Bishop’s study of continuity
of functions between abstract metric spaces (see [3] and [12]), and
it is generalized within TBS as follows.

Definition 3.2. A Bishop space F = (X,F ) is called 2-compact,
if there is some set I and a set-epimorphism e : 2I ! X from the
I-Boolean space to F .

Note that classically a metric space X is totally bounded if and
only if there exists some uniformly continuous bijection e : B ! X ,
where B is a subset of the Cantor set3 (see [25], p.153). Since id2I

3 In [28] we show that the Cantor set i.e., the reals in [0, 1] that do not require
the use of the digit 1 in their triadic expansion, endowed with the relative
Bishop topology of Bic([0, 1]) = C

u

([0, 1]), is isomorphic, as a Bishop
space, to the Cantor space.
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is a morphism from the I-Boolean space onto itself, the I-Boolean
space is 2-compact.

If X is a compact metric space, it is easy to see that the set
C

u

(X) of all uniformly continuous real-valued functions on X is a
Bishop topology on X , which is called the uniform topology on X .
In this section we show that every compact metric space endowed
with its uniform topology is 2-compact (Theorem 3.10). It is in this
sense that 2-compactness generalizes metric compactness.

Lemma 3.3. The function � : 2N ! R, defined, for every ↵ 2 2N,
by

�(↵) =

⇢
1 , if ↵(0) 6= 0
0 , otherwise

belongs to the Cantor topology
W

n2N ⇡n

. The similarly defined
function on NN belongs to the Baire topology

W
n2N $

n

.

Proof. We present the proof for the case of the Cantor topology, but
we write it so that it includes the case of the Baire topology too. First
we note that � is well-defined, since ↵(0) 2 2. By BS4 it suffices
to show that U(

W
n2N ⇡n

,�). For that we show that there is some
g 2

W
n2N ⇡

n

such that U(g,�, ✏), for every 0 < ✏ < 1; if ✏0 > 0,
there exists some n 2 N such that n > 0 and ✏

0
>

1
n

(see [10],
p.27). Since 1

n

< 1, if we have that U(g,�, 1
n

), we get trivially that
U(g,�, ✏0). If we fix some ✏ 2 (0, 1), we consider any real � such
that 0 < �  ✏

1�✏

. In this case we get that

| 1

1 + �

� 1| = 1� 1

1 + �

=
�

1 + �

 ✏.

We also have that

8
n�1(

1

1 + �

 n

n+ �

< 1).

We define the function

g :=
⇡0

⇡0 + �

2
_

n2N
⇡

n

,

since ⇡0 + � � � 2
W

n2N ⇡n

, therefore by Theorem 2.13 its
inverse 1

⇡0+�

is in
W

n2N ⇡n

too. Next we show that

U(g,�, ✏) := 8
↵22N(|g(↵)� �(↵)| = | ↵(0)

↵(0) + �

� �(↵)|  ✏).

If ↵(0) = 0, �(↵) = g(↵) = 0, and we are done. If ↵(0) 6= 0 $
↵(0) = n � 1, then4

| ↵(0)

↵(0) + �

� �(↵)| = | n

n+ �

� 1|

= 1� n

n+ �

 1� 1

1 + �

=
�

1 + �

 ✏.

The following lemmas are formulated here only for the Cantor
space, although their proofs are automatically applicable to the case
of the Baire space too.

Lemma 3.4. If ↵ 2 2N and i � 1, the function ✓

↵,i

: 2N ! R,
defined by

✓

↵,i

(�) =

⇢
1 , if ↵(i) = �(i)
0 , otherwise

4 Note that the last equivalence works simultaneously for both the Cantor
and the Baire space.

for every � 2 2N, belongs to the Cantor topology
W

n2N ⇡n

.

Proof. We show by induction on i that 8
i�1(8

↵22N(✓↵,i

2W
n2N ⇡n

)). First we show that 8
↵22N(✓↵,1 2

W
n2N ⇡n

). On the
set 2 we define the operation �· by the rules 0�· 1 = 1�· 0 = 1 and
1�· 1 = 0�· 0 = 0 i.e., j �· k = |j � k|, for every j, k 2 2. We fix
some ↵ 2 2N and we show that if � is the element of

W
n2N ⇡n

from
Lemma 3.3, and if S

↵

: 2N ! 2N is defined by S

↵

(�) = ↵ �· �,
where (↵�· �)(n) = ↵(n)�· �(n), for every n 2 N, we have that

✓

↵,1 = (1� �) � S
↵

2
_

n2N
⇡

n

,

since 1 � � 2
W

n2N ⇡n

and S

↵

2 Mor(C, C), therefore by the
definition of the Bishop morphism we get that (1 � �) � S

↵

2W
n2N ⇡n

. To show that S
↵

2 Mor(C, C) it suffices by the lifting
of morphisms to show that ⇡

n

� S
↵

2
W

n2N ⇡n

, for every n 2 N,
which is true, since ⇡

n

� S

↵

= |⇡
n

(↵) � ⇡

n

| 2
W

n2N ⇡n

,
for every n 2 N. It is straightforward to check that ✓

↵,1(�) =
((1� �) � S

↵

)(�); recall only that ↵(1) = �(1) $ ↵(0) = �(0).
Next we suppose that 8

↵22N(✓↵,i

2
W

n2N ⇡

n

) and we show that
8
↵22N(✓↵,i+1 2

W
n2N ⇡n

). For that we consider the shifting
function s

i

: 2N ! 2N, defined by s

i

(�)(n) = �(n + i),
for every n 2 N. Again we have that s

i

2 Mor(C, C), since
⇡

n

� s
i

= ⇡

n+i

2
W

n2N ⇡n

, for every n 2 N. Moreover,

✓

↵,i+1 = ✓

↵,i

· (✓
s

i

(↵),1 � si) 2
_

n2N
⇡

n

,

since ✓

↵,i

2
W

n2N ⇡n

by the inductive hypothesis on ↵, while
✓

s

i

(↵),1 2
W

n2N ⇡n

, by the case i = 1 on the sequence s

i

(↵), and
✓

s

i

(↵),1 � s

i

2
W

n2N ⇡n

by the definition of a Bishop morphism.
Since ✓

s

i

(↵),1(si(�)) = 1, if ↵(i) = �(i) and ✓

s

i

(↵),1(si(�)) = 0,
otherwise, it is immediate to see that ✓

↵,i

(�)✓
s

i

(↵),1(si(�)) =
✓

↵,i+1(�).

Lemma 3.5. If ↵ 2 2N and i � 1, the function ⌘

↵,i

: 2N ! R,
defined by

⌘

↵,i

(�) =

⇢
2�i , if ↵(i) = �(i)
3 , otherwise

for every � 2 2N, belongs to the Cantor topology
W

n2N ⇡

n

.

Proof. First we define the functions ✓⇤
↵,i

, ✓

⇤⇤
↵,i

: 2N ! R, where

✓

⇤
↵,i

(�) =

⇢
1 , if ↵(i) = �(i)
3 , otherwise

✓

⇤⇤
↵,i

(�) =

⇢
1 , if ↵(i) = �(i)
2 , otherwise

for every � 2 2N. If we show that ✓⇤⇤
↵,i

, ✓

⇤
↵,i

2
W

n2N ⇡n

, then we
have that

⌘

↵,i

= (2�i

✓

⇤
↵,i

)(✓⇤⇤
↵,i

)i 2
_

n2N
⇡

n

,

since a topology is closed under products and powers. For the above
equality we have that (2�i

✓

⇤
↵,i

)(�)(✓⇤⇤
↵,i

)i(�) = 2�i1i = 2�i,
if ↵(i) = �(i), and (2�i

✓

⇤
↵,i

)(�)(✓⇤⇤
↵,i

)i(�) = (2�i3)2i = 3,
otherwise. If ✓

↵,i

is the function defined in Lemma 3.4, we get that

✓

⇤⇤
↵,i

= 2� ✓

↵,i

2
_

n2N
⇡

n

,

✓

⇤
↵,i

= ✓

⇤⇤
↵,i

+ (1� ✓

↵,i

) 2
_

n2N
⇡

n

.
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The previous lemmas prepare the proof of the next proposition
which is necessary to our proof of Theorem 3.8. If ↵ 2 2N, we
denote by ⇢

↵

the uniformly continuous function ⇢

↵

: 2N ! R,
where � 7! ⇢(↵,�), for every � 2 2N. We use the same notation
⇢

↵

, if ↵ 2 NN.

Proposition 3.6. The Cantor topology
W

n2N ⇡n

includes the set
{⇢

↵

| ↵ 2 2N}.

Proof. If ↵ 2 2N is fixed and i � 1, we show first that the function
�

↵,i

: 2N ! R defined by

�

↵,i

(�) =

⇢
2�i , if ↵(i) = �(i)
2�m , if ↵(m) = �(m) and ↵(m) 6= �(m),

belongs to the Cantor topology
W

n2N ⇡

n

. Clearly, �
↵,i

(�) is well-
defined, since if ↵(i) 6= �(i), there is a unique m < i such that
↵(m) = �(m) and ↵(m) 6= �(m). If ⌘

↵,i

is the function defined
in Lemma 3.5, then we have that

�

↵,i

=

i^

j=1

⌘

↵,i

2
_

n2N
⇡

n

,

since, if ↵(i) = �(i), then ↵(j) = �(j), for every j  i, while if
↵(i) 6= �(i), then

⌘

↵,i

(�) = . . . = ⌘

↵,m+1(�) = 3,

⌘

↵,m

(�) = 2�m

, . . . , ⌘

↵,1(�) = 1,

therefore
V

i

j=1 ⌘↵,i

(�) = 2�m. Clearly, �
↵,i

2
W

n2N ⇡n

, since a
Bishop topology is a (^,_)-lattice. Next we fix some ✏ > 0 and let
n0 2 N such that 2�n0

< ✏. We show that

U(�
↵,n0 , ⇢↵, ✏) := 8

�22N(|�↵,n0(�)� ⇢

↵

(�)|  ✏).

If ↵(n0) = �(n0), then ⇢

↵

(�)  2�n0 , and |�
↵,n0(�)�⇢

↵

(�)| =
|2�n0 �⇢

↵

(�)| = 2�n0 �⇢

↵

(�)  2�n0
< ✏. If ↵(n0) 6= �(n0),

then ⇢

↵

(�) = �

↵,n0(�) and we get that |�
↵,n0(�) � ⇢

↵

(�)| =
0  ✏. Since by Lemma 3.5 we have that �

↵,n0 2
W

n2N ⇡n

, and
✏ > 0 is arbitrarily chosen, we get that U(

W
n2N ⇡n

, ⇢

↵

), therefore
by the condition BS4 we conclude that ⇢

↵

2
W

n2N ⇡n

.

If ↵ 1
⇢

�, then ⇢(↵,�) = ⇢

↵

(�) > 0. Since ⇢

↵

(↵) = 0
and by Proposition 3.6 ⇢

↵

2
W

n2N ⇡

n

, we get immediately that
↵ 1W

n2N ⇡

n

�.

Definition 3.7. If X is a metric space, the set U0(X) of distances
at a point of X is defined by

U0(X) := {d
x0 | x0 2 X},

d

x0(x) := d(x0, x),

for every x 2 X .

Theorem 3.8. If X is a compact metric space, U(X) = (X,C

u

(X))
is the corresponding uniform Bishop space, and e : 2N ! X is
uniformly continuous, then e 2 Mor(C,U(X)).

Proof. By Corollary 5.16 of Bishop’s Stone-Weierstrass theorem
for compact metric spaces (see [6], p.108), if X is a compact metric
space with positive diameter, then F(U0(X)) = C

u

(X). Since
(2N, ⇢) is compact with diameter 1 > 0, we get that F(U0(2

N)) =
C

u

(2N). Because of Proposition 3.6, and since F(F0) is the least
topology including F0, the Cantor topology includes the uniform
topology i.e.,

C

u

(2N) ✓
_

n2N
⇡

n

.

By the lifting of morphisms we have that e 2 Mor(C,U(X)) $
8
x02X

(d
x0 � e 2

W
n2N ⇡n

). Since the composition of uniformly
continuous functions is a uniformly continuous function, we get that
d

x0 � e 2 C

u

(2N) ✓
W

n2N ⇡

n

, for every x0 2 X .

Most of the important results on compact metric spaces hold
for totally bounded metric spaces too i.e., their proof does not
require the property of completeness. This is the case for the
Stone-Weierstrass theorem, and the fact that C

u

(X) is a Bishop
topology on X when X is totally bounded. For the latter it suffices
to explain why C

u

(X) satisfies condition BS3. If � 2 Bic(R) and
f 2 C

u

(X), then � � f = �|f(X) � f 2 C

u

(X), since f(X) is a
bounded subset of R and �|f(X) is uniformly continuous on f(X)
by the definition of Bic(R).

Corollary 3.9. If X is a metric space and A ✓ X is a compact
image, then U(A) = (A,C

u

(A)) is a 2-compact Bishop space.

Proof. If h : 2N ! A is a uniformly continuous function onto A,
then A is totally bounded and C

u

(A) is a Bishop topology on A.
Moreover, h 2 Mor(C,U(A)) $ 8

g2C

u

(A)(g � h 2
W

n2N ⇡n

),
which is the case, since g � h 2 C

u

(2N) ✓
W

n2N ⇡n

, for every
g 2 C

u

(A).

Theorem 3.10. If X is a compact metric space, then the correspond-
ing uniform Bishop space U(X) = (X,C

u

(X)) is 2-compact.

Proof. Since a compact metric space is an inhabited space5, there
exists a uniformly continuous function e from 2N onto X (see [7],
p.106 for a proof of this fact6 in BISH). By Theorem 3.8 we get
that e 2 Mor(C,U(X)), hence e 2 setEpi(C,U(X)) i.e., U(X)
is 2-compact.

Proposition 3.11. All the elements of the Cantor topology
W

n2N ⇡n

are uniformly continuous functions, and
W

n2N ⇡n

= C

u

(2N).

Proof. First we show that {⇡
n

| n 2 N} ✓ C

u

(2N). If we fix
some n 2 N and some 0 < ✏ < 1, we define !

⇡

n

(✏) = 2�n. If
↵,� 2 2N such that ⇢(↵,�) < 2�n $ ⇢(↵,�)  2�(n+1), then
↵(n+1) = �(n+1), hence ↵(n) = �(n) and |⇡

n

(↵)�⇡

n

(�)| =
|↵(n) � �(n)| = 0 < ✏. Since every function ⇡

n

is bounded, by
Proposition 2.7 we get that

W
n2N ⇡n

✓ C

u

(2N). Since in the proof
of Theorem 3.8 we showed that C

u

(2N) ✓
W

n2N ⇡

n

, we get the
required equality.

Theorem 3.12 (Fan theorem for the Cantor topology). If 2N is
equipped with the Cantor metric ⇢ and N with the discrete metric
dN, then

Mor(C, (N,F(N))) = C

u

(2N,N),
where C

u

(2N,N) denotes the uniformly continuous functions be-
tween the corresponding metric spaces.

5 A totally bounded space has a finite ✏-approximation, for every ✏ > 0, and
by our Definition 4.2 of a finite set a totally bounded space is inhabited.
6 Its proof requires the completeness property and cannot go through in the
case of a totally bounded metric space.
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Proof. If � : 2N ! N, then by Proposition 2.17 and the lifting of
morphisms we get

� 2 Mor(C, (N,F(N))) $ idN � � 2
_

n2N
⇡

n

$ � 2
_

n2N
⇡

n

$ � 2 C

u

(2N) = C

u

(2N,R)
$ � 2 C

u

(2N,N).
For the last equivalence we need to show the equivalence between
the following

(I) ⇢(↵,�)  !

�

(✏) ! |�(↵)� �(�)|  ✏

(II) ⇢(↵,�)  !

⇤
�

(✏) ! dN(�(↵),�(�))  ✏,

where

dN(n,m) =

⇢
1 , if n 6= m

0 , otherwise.

Suppose (I) and let ✏ > 0. We define !

⇤
�

(✏) = !

�

(✏ ^ 1
2 ). By the

constructive trichotomy (8
a,b2R(a < b ! 8

x2R(a < x _ x < b)),
see [6], p.26) we have that 1

2 < ✏ _ ✏ < 1. In both cases we get that
✏^ 1

2 < 1, hence ⇢(↵,�)  !

�

(✏^ 1
2 ) ! |�(↵)��(�)|  ✏^ 1

2 <

1 ! �(↵) = �(�) ! dN(�(↵),�(�)) = 0  ✏. Next we suppose
(II) and let ✏ > 0. We define !

�

(✏) = !

⇤
�

(✏ ^ 1
2 ). If ⇢(↵,�) 

!

⇤
�

(✏ ^ 1
2 ), then dN(�(↵),�(�))  ✏ ^ 1

2 < 1 ! �(↵) = �(�),
hence |�(↵)� �(�)|  ✏.

By Proposition 3.11 the Cantor topology
W

n2N ⇡n

i.e., the set
Mor(C,R), “captures” exactly the set of uniformly continuous
functions on 2N without a compactness assumption, while by
Theorem 3.12 the Bishop morphisms between C and (N,F(N))
“capture” the uniformly continuous functions with respect to the
corresponding metrics.

A proof of the subsequent backward uniform continuity theorem
of Bridges can be found in [7], p.32. Our formulation of it here
is within TBS and stresses the fact that it suffices to consider
composition only with the elements of U0(Y ) instead with all the
elements of C

u

(Y ).

Theorem 3.13 (Backward uniform continuity theorem (BUCT)).
Suppose that X is a metric space, Y is a compact metric space, and
h : X ! Y . If F is a topology on X such that F ◆ C

u

(X), then
the following are equivalent:
(i) h 2 Mor(F ,U(Y )) such that 8

g2U0(Y )(g � h 2 C

u

(X)).
(ii) h is uniformly continuous.

Since the uniform topology on a compact metric space X is
exactly C

u

(X), we get immediately the following corollary of
BUCT.

Corollary 3.14. If X and Y are compact metric spaces, then
h : X ! Y 2 Mor(U(X),U(Y )) if and only if h is uniformly
continuous.

The next corollary of Proposition 3.11 and BUCT is another
instance of the “capture” of uniform continuity by the notion
of Bishop morphism. The discrete Bishop space (N,F(N)) in
Theorem 3.12 is replaced by the Cantor space itself, or a compact
metric space endowed with the uniform topology.

Corollary 3.15. If X is a compact metric space, then

Mor(C, C) = C

u

(2N, 2N),

Mor(C,U(X)) = C

u

(2N, X).

Proof. By the equality C

u

(2N) =
W

n2N ⇡n

and Corollary 3.14 of
BUCT we get that

e : 2N ! 2N 2 Mor(C, C) $ 8
�2

W
n2N ⇡

n

(� � e 2
_

n2N
⇡

n

)

$ 8
�2C

u

(2N)(� � e 2 C

u

(2N))

$ e 2 Mor(U(2N),U(2N))
$ e is uniformly continuous,

h : 2N ! X 2 Mor(C,U(X)) $ 8
�2C

u

(X)(� � h 2
_

n2N
⇡

n

)

$ 8
�2C

u

(X)(� � h 2 C

u

(2N))

$ h is uniformly continuous.

A categorical reformulation of Theorem 3.10, Proposition 3.11
and Corollary 3.14 is that the construction X 7! U(X) is a full and
faithful functor from the category of compact metric spaces into 2-
compact Bishop spaces which preserves the notion of Cantor space.
Our result should be compared in future work with Palmgren’s full
and faithful embedding of the category of locally compact metric
spaces into the category of locally compact formal topologies, found
in [26].

4. Properties of 2-compact Bishop spaces

In this section we show some fundamental properties of 2-compact
Bishop spaces.

Proposition 4.1. If F = (X,F ) is a 2-compact Bishop space,
G = (Y,G) is a Bishop space and h : X ! Y 2 setEpi(F ,G),
then G is 2-compact.

Proof. If e : 2I ! X is a set-epimorphism from the I-Boolean
space onto F , then h � e : 2I ! Y is a set-epimorphism from the
I-Boolean space onto G, as the composition of Bishop morphisms
is again a Bishop morphism.

Definition 4.2. We call a set Y finite, if there is some n > 0 and a
bijection j : n ! Y , where n = {0, 1, . . . , n� 1}.

By the previous definition a finite set is inhabited.

Proposition 4.3. If Y is a finite set, then (Y,F(Y )) is 2-compact.

Proof. Suppose that there is some n > 0 and a bijection j :
n ! Y , hence Y = {j0, . . . , jn�1}. It is trivial to see that
j is an isomorphism between (Y,F(Y )) and (n,F(n)), where
F(n) = F(id

n

). It suffices to show then that there exists a surjection
e : 2n ! n which is a morphism from the n-Bolean space onto
(n,F(n)) i.e., id

n

�e = e 2
W

l2n

$

l

. If i 2 n, let ⇡
i

2 2n defined
as ⇡

i

(l) = 1, if l = i, and ⇡

i

(l) = 0, otherwise. The function
e :=

P
n�1
l=0 l$

l

2
W

l2n

$

l

, and is onto n, since e(⇡
i

) = i, for
every i 2 n.

Proposition 4.4 (Countable Tychonoff theorem). If for every n 2 N
the Bishop space F

n

= (X
n

, F

n

) is 2-compact, then the product
F =

Q
n2N F

n

is 2-compact.

Proof. By the definition of 2-compactness there exist some I

n

and
some e

n

: 2In ! X

n

such that e
n

is a set-epimorphism from
the I

n

-Boolean space to F
n

, for every n 2 N. Without loss of
generality we assume that the sets (I

n

)
n

are pairwise disjoint,
since it is straightforward to see that there is an isomorphism
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between the Bishop spaces 2In and 2In⇥{n}. If I =
S

n2N In
and X =

Q
n2N Xn

, we define the function

E : 2I ! X,

E(↵) := (e
n

(↵|I
n

))
n2N,

↵|I
n

: I
n

! 2,

↵|I
n

(i) = ↵(i),

for every i 2 I

n

. In order to show that E is onto X we fix
some (x

n

)
n2N 2 X , and since there exists some �

n

2 2In

such that e
n

(�
n

) = x

n

, for every n 2 N, we define ↵ 2 2I

by ↵(i) = �

n

(i), where n is the unique index n for which i 2 I

n

,
for every i 2 I . In other words, ↵|I

n

= �

n

, for every n 2 N.
Hence, E(↵) = (e

n

(↵|I
n

))
n2N = (e

n

(�
n

))
n2N = (x

n

)
n2N. By

the lifting of morphisms we have that E is a morphism between the
I-Boolean space and F if and only if

8
n2N8f2F

n

((f � ⇡
n

) � E 2
_

i2I

$

i

).

In order to show that we define the function

cut
n

: 2I ! 2In ,

↵ 7! ↵|I
n

,

for every ↵ 2 2I , and we show that cut
n

is a morphism between the
I-Boolean space and the I

n

-Boolean space i.e., 8
j2I

n

(⇡
j

� cut
n

2W
i2I

$

i

), for every n 2 N. Since (⇡
j

�cut
n

)(↵) = cut
n

(↵)(j) =

↵|I
n

(j) = ↵(j) = $

j

(↵), for every ↵ 2 2I , we get that
⇡

j

� cut
n

= $

j

2
W

i2I

$

i

. If we fix some n 2 N and some
f 2 F

n

, then

[(f � ⇡
n

) � E](↵) = (f � ⇡
n

)((e
n

(↵|I
n

))
n2N) =

= (f � e
n

)(↵|I
n

) = [(f � e
n

) � cut
n

](↵),

for every ↵ 2 2I . Hence, (f � ⇡

n

) � E = (f � e

n

) � cut
n

=
f � (e

n

� cut
n

) 2
W

i2I

$

i

, since e

n

� cut
n

: 2I ! X

n

is a
morphism between the I-Boolean space and F

n

, as a composition
of morphisms, and consequently f � (e

n

� cut
n

) 2
W

i2I

$

i

, by
the definition of a morphism and the fact that f 2 F

n

.

Definition 4.5. The Hilbert cube I1 is the Bishop space

I1 := (I1, (Bic(R))N|I1),

I

1 := {(x
n

) 2 l

2(N) | 8
n2N(|xn

|  1

n

)},

l

2(N) := {(x
n

) 2 RN |
1X

n=1

x

2
n

< 1}.

Corollary 4.6. The Hilbert cube I1 is a 2-compact Bishop space.

Proof. Since the topology on [�1, 1] is the uniform one, by The-
orem 3.10 we have that I(�1)1 = ([�1, 1], C

u

([�1, 1])) is 2-
compact, while by Proposition 4.4 we have that IN

(�1)1 is 2-compact.
We show that I1 is isomorphic to IN

(�1)1, therefore by Proposi-
tion 4.1 we get that I1 is 2-compact. It suffices to show that the
bijection

e : I1 ! [�1, 1]N,

(x1, x2, x3, . . .) 7! (x1, 2x2, 3x3, . . .)

is an open morphism. By the properties of the product and relative
Bishop topology, and by the lifting of morphisms we have that

(Bic[�1, 1])N = F({id|[�1,1]�⇡n

| n 2 N}) = F({⇡
n

| n 2 N}),

(Bic(R))N|I1 = F({⇡
n|I1 | n 2 N}),

and

e 2 Mor(I1
, IN

(�1)1) $ 8
n2N(⇡n

� e 2 (Bic(R))N|I1).

Since

(⇡
n

� e)((x
m

)
m

) = ⇡

n

(x1, 2x2, 3x3, . . .)

= nx

n

= (n · ⇡
n|I1)((x

m

)
m

),

for every (x
m

)
m

2 I

1, we get that

⇡

n

� e = n · ⇡
n|I1 2 (Bic(R))N|I1 ,

⇡

n|I1 =
1

n

· (⇡
n

� e) = (
1

n

· ⇡
n

) � e,

and since 1
n

·⇡
n

2 (Bic[�1, 1])N, for every n 2 N, we conclude by
the lifting of openness, Proposition 2.10, that the set-epimorphism e

is open, hence e is an isomorphism between I1 and IN
(�1)1.

Although e is the bijection used in the classical proof too, see [16],
p.193, here we avoided to use the metric on the product IN

(�1)1.

Definition 4.7. A Bishop space (X,F ) is called pseudo-compact,
if every element of F is a bounded function.

Proposition 4.8. If F = (X,F ) is 2-compact, then F is pseudo-
compact.

Proof. If e : 2I ! X is a set-epimorphism from some I-Boolean
space to F , and f 2 F , then f �e 2

W
i2I

$

i

. Since $
i

is bounded,
for every i 2 I , by the lifting of boundedness we get that every
element of

W
i2I

$

i

is bounded. Hence, f(X) = (f � e)(2I) is a
bounded subset of R.

5. Concluding comments

In this paper we introduced 2-compactness as a constructive
function-theoretic alternative to topological compactness. With
respect to the properties (i⇤)-(iv⇤) that a constructive notion of com-
pactness within TBS needs to satisfy, mentioned in subsection 1.2,
we can say now the following.
(i

⇤⇤
) 2-compactness is a function-theoretic notion of compact-

ness since the notions of Bishop space and Bishop morphism are
function-theoretic. As such, it is suitable to a formalization into
some appropriate version of Type Theory.
(ii

⇤⇤
) Since Bishop morphisms play in the category of Bishop spaces

the role of continuous functions in the category of topological spaces,
since the Bishop topology of a Boolean Bishop space is the Bishop
product of the discrete topology on 2, and since the continuous
image of a compact topological space is compact, a 2-compact
Bishop space reflects indeed a kind of topological compactness.
(iii

⇤⇤
) 2-compactness generalizes metric compactness in the sense

of (iii

⇤
) (Theorem 3.10). Moreover, in the course of proving this

we showed some fundamental reducibility results which indicate
that the Bishop morphisms are reduced in well-expected cases to
uniformly continuous functions overcoming one of the two main
obstacles posed by Bishop in the constructivization of general topol-
ogy.
(iv

⇤⇤
) Although in section 4 we proved some fundamental proper-

ties of 2-compactness which show its resemblance to topological
compactness, like the countable Tychonoff theorem for 2-compact
Bishop spaces, there are properties of 2-compactness which show its
difference from topological compactness. For example, the image
e(2I) for some set-epimorphism e : 2I ! X is not, in general,
closed in the induced canonical topological structure of X , or in the
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metric structure of X , if X is a metric space. This is due to the afore-
mentioned fact in BISH that the image of a compact metric space
under some uniformly continuous function is not generally a closed
subset. There are also facts which indicate that 2-compactness does
not behave like metric compactness. Hannes Diener suggested to
us an example of a 2-compact space (X,F ) for which it is not
possible to accept constructively that f(X) has a supremum, for
some f 2 F . Similarly, there is a metric space endowed with some
2-compact Bishop topology without being constructively a compact
metric space. The reason behind such phenomena is the generality of
the index set I in the definition of 2-compactness. From the classical
point of view these facts seem problematic, but from the constructive
point of view they are expected and show the plethora of new prob-
lems and questions that the constructive approach to mathematics
generates. Recall that constructive compact metric spaces behave
quite differently from the classical ones too, since, for example, in
BISH a closed subset of a compact metric space is not, in general,
compact. A partial constructive version of the classical fact that a
closed subspace of a compact metric space is compact is Bishop’s
important result that if f : X ! R is uniformly continuous and
X is compact, then the set X(f, a) := {x 2 X | f(x)  a} is
compact for all but countably many reals a > inf{f(x) | x 2 X}
(see [6], p.98).

There are many issues requiring further study regarding 2-
compactness. The characterization of the 2-compact subspaces of a
2-compact space, the isomorphism of two 2-compact spaces when-
ever their Bishop topologies are isomorphic as rings, and the transfer
of properties of a Boolean space to a 2-compact Bishop space are
some of them. We hope that the future study of 2-compact Bishop
spaces will reveal new important properties of Bishop spaces and
Bishop morphisms, reinforcing our conviction that TBS is a fruitful
approach to constructive topology.
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Abstract
We prove that an !-categorical core structure primitively positively
interprets all finite structures with parameters if and only if some
stabilizer of its polymorphism clone has a homomorphism to the
clone of projections, and that this happens if and only if its poly-
morphism clone does not contain operations ↵, �, s satisfying the
identity ↵s(x, y, x, z, y, z) ⇡ �s(y, x, z, x, z, y).

This establishes an algebraic criterion equivalent to the conjec-
tured borderline between P and NP-complete CSPs over reducts of
finitely bounded homogenous structures, and accomplishes one of
the steps of a proposed strategy for reducing the infinite domain
CSP dichotomy conjecture to the finite case.

Our theorem is also of independent mathematical interest, char-
acterizing a topological property of any !-categorical core structure
(the existence of a continuous homomorphism of a stabilizer of its
polymorphism clone to the projections) in purely algebraic terms
(the failure of an identity as above).

Categories and Subject Descriptors F.4.1 [Mathematical logic

and formal languages]: Mathematical logic

Keywords constraint satisfaction problem, !-categorical struc-
ture, polymorphism clone, dichotomy conjecture, homogeneous
structure, continuous clone homomorphism, stabilizer, term condi-
tion

1. Introduction and Main Results
The Constraint Satisfaction Problem (CSP) over a relational struc-
ture A in a finite language, denoted by CSP(A), is the problem
of deciding whether or not a given primitive positive (pp-) sen-
tence in the language of A holds in A. An alternative, combinatorial
definition of the CSP is also popular in the literature: CSP(A) is
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the problem of deciding whether a given relational structure in the
same language as A maps homomorphically into A.

For CSPs over certain structures, including all finite ones, a
computational complexity classification has been conjectured, sep-
arating NP-hard problems from polynomial-time solvable ones. In
the following, we shall state and discuss this conjecture, and sub-
sequently present an improvement thereof which follows from our
results.

In order to keep the presentation compact, we postpone most
definitions to Section 2, and refer also to the monograph (Bodirsky
2012) as well as to the shorter (Pinsker 2015). As a reference
for standard notions from model theory, we point to the text-
book (Hodges 1997).

All structures in the present article are implicitly assumed to be
finite or countable.

1.1 The tractability conjecture
The CSP over a structure with finite domain is clearly contained in
the class NP. Some well-known NP-complete problems, such as
variants of 3-SAT or 3-COLORING, can be formulated as CSPs
over suitable finite structures, as well as some problems solv-
able in polynomial time, such us 2-SAT, HORN-SAT, or systems
of linear equations over finite fields. In fact, it has been conjec-
tured (Feder and Vardi 1999) that CSPs over finite structures en-
joy a dichotomy in the sense that every such CSP is either NP-
complete, or tractable, i.e., solvable in polynomial time. A large
amount of attention has been brought to confirming or refuting this
conjecture, resulting in considerable progress; see (Barto 2015) for
a recent brief introduction and survey. In particular, a precise bor-
derline between NP-complete and tractable CSPs has been delin-
eated (Bulatov et al. 2005) and is now referred to as the tractability

conjecture or also the algebraic dichotomy conjecture, since most
of the equivalent formulations are algebraic.

When we allow the domain of A to be infinite, the situa-
tion changes drastically: every computational decision problem
is polynomial-time equivalent to CSP(A) for some A (Bodirsky
and Grohe 2008)! A reasonable assumption on A which sends the
CSP back to the class NP and still allows to cover many inter-
esting computational problems which cannot be modeled as the
CSP of a finite structure, is that A is a reduct of a finitely bounded
homogeneous structure. Substantial results for such CSPs include
the full complexity classification of the CSPs over the reducts of
(Q;<) in (Bodirsky and Kára 2009) (classifying the complexity of
problems previously called temporal constraint satisfaction prob-
lems), the reducts of the random graph (generalizing Schaefer’s
theorem for Boolean CSPs to what can be called the proposi-
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tional logic for graphs), and the reducts of the binary branching
C-relation (Bodirsky et al. 2016) (classifying the complexity of
problems known as phylogeny CSPs). The methods here include
the algebraic methods from the finite, but in addition tools from
model theory and Ramsey theory (Bodirsky and Pinsker 2011).
Moreover, topological considerations have played a significant role
in the development of the theory (Bodirsky and Pinsker 2015), and
indeed seem inevitable in a sense, although paradoxically it was
believed or at least hoped that they would ultimately turn out inu-
tile in a general complexity classification. On the other hand, due
to the fact that the investigation of infinite domain CSPs is more
recent, and the additional technical complications which are to be
expected when passing from the finite to the infinite, the purely
algebraic theory as known in the finite is still quite undeveloped
in the infinite; the present work can be seen as the first purely
algebraic result for such CSPs.

A generalization of the finite domain tractability conjecture has
been formulated by Manuel Bodirsky and the second author. To
state it, we first recall several basic facts. When B has a prim-
itive positive (pp-)interpretation without parameters in A, then
CSP(B) reduces to CSP(A). When A is an !-categorical core,
then this statement is even true for pp-interpretations with param-
eters. By (Bodirsky 2007), every !-categorical structure, in par-
ticular every reduct of a finitely bounded homogeneous structure,
is homomorphically equivalent to an !-categorical core, which
is unique up to isomorphism. Moreover, the CSPs over any two
structures which are homomorphically equivalent are equal, and so
passing from an !-categorical structure to its core does not result
in any loss of information concerning the CSP.

These facts imply that the CSP over an !-categorical structure
is NP-hard whenever its core pp-interprets with parameters some
structure whose CSP is NP-hard, such as

K3 = ({1, 2, 3}; 6=)

whose CSP is the 3-coloring problem, or

L = ({0, 1};R000, R001, R011, R111), Rabc

= {0, 1}3\{(a, b, c)}

whose CSP is the 3-SAT problem, or

M = ({0, 1}; {(0, 0, 1), (0, 1, 0), (1, 0, 0)})

whose CSP is the positive 1-in-3-SAT problem. In fact, these three
structures not only pp-interpret each other, they pp-interpret all fi-
nite structures. The infinite domain tractability conjecture postu-
lates, as does the corresponding conjecture for finite structures, that
pp-interpreting all finite structures with parameters in the core is the
only source of hardness for CSPs over reducts of finitely bounded
homogeneous structures.

Conjecture 1.1 (Bodirsky + Pinsker 2011; cf. (Bodirsky et al.
2014)). Let B be a reduct of a finitely bounded homogeneous

structure and let A be the core of B. Then

• A pp-interprets all finite structures with parameters (and thus

CSP(B) is NP-complete), or

•
CSP(B) is solvable in polynomial time.

In the present article, we show that the failure of the first condi-
tion of this conjecture is witnessed by a certain algebraic fact that
could, similarly to what is the hope in the finite setting, potentially
be exploited for proving tractability of the CSP. We now make the
notion of an algebraic witness more precise.

1.2 The algebraic approach
The algebraic approach to finite domain CSPs is based on the fact
that pp-interpretability strength of a finite structure A is determined
by its set of compatible operations, the so called polymorphism

clone of A, denoted by Pol(A). Namely, by classical universal al-
gebraic results, a finite structure A pp-interprets a finite structure
B if and only if there exists a clone homomorphism from Pol(A)
to Pol(B), that is, a mapping which preserves arities and identi-

ties (universally quantified equations). This fact implies that the
complexity of CSP(A) only depends on the identities satisfied by
operations in Pol(A) and leads to an algebraic reformulation of
the first item of Conjecture 1.1 for finite structures. The follow-
ing notation is used: the stabilizer of Pol(A) by finitely many con-
stants c1, . . . , cn is denoted Pol(A, c1, . . . , cn); its elements are
those polymorphisms of A which preserve all unary relations {c

i

}.
The clones Pol(L), Pol(M), as well as Pol(K, 0, 1, 2) are trivial,
i.e., they contain only projections. Let us denote the clone of pro-
jections on a 2-element set by P . The clone of projections on any
other set of at least 2 elements is isomorphic to P .

Theorem 1.2 ((Geiger 1968; Bodnarčuk et al. 1969; Birkhoff
1935), cf. (Bodirsky 2012)). The following are equivalent for a

finite relational structure A with domain A = {c1, . . . , cn}.

• A pp-interprets all finite structures with parameters.

•
There exists a clone homomorphism from Pol(A, c1, . . . , cn) to

P .

For the second, algebraic statement of Theorem 1.2 numerous
equivalent algebraic criteria have been obtained within the setting
of finite structures (Taylor 1977; Hobby and McKenzie 1988; Bu-
latov et al. 2005; Maróti and McKenzie 2008; Siggers 2010; Barto
and Kozik 2012), making in particular the failure of the condi-
tion more easily verifiable: this failure is then usually witnessed by
the satisfaction of particular identities in Pol(A, c1, . . . , cn) which
cannot be satisfied in P .

Some of the above-mentioned facts about finite domain CSPs
have analogues for !-categorical structures. The complexity of
CSP(A) still only depends on the polymorphism clone Pol(A)
(Bodirsky and Nešetřil 2006), and there is an analogue of Theo-
rem 1.2, which however takes into consideration the natural topo-
logical structure of Pol(A).
Theorem 1.3 ((Bodirsky and Pinsker 2015)). The following are

equivalent for an !-categorical structure A.

• A pp-interprets all finite structures with parameters.

•
There exists a continuous clone homomorphism from Pol(A,
c1, . . . , cn) to P , for some c1, . . . , cn 2 A.

More generally, the complexity of CSP(A) for !-categorical
structures provably only depends on the structure of Pol(A) as a
topological clone (Bodirsky and Pinsker 2015). A natural, yet un-
resolved problem when comparing the finite with the !-categorical
setting then is whether the topological structure of the polymor-
phism clone is really essential in the infinite, or whether the ab-
stract algebraic structure, i.e., the identities that hold in Pol(A), is
sufficient to determine the complexity of the CSP. This problem
motivates, in particular, the related concept of reconstruction of the
topology of a topological clone from its algebraic structure intro-
duced in (Bodirsky et al.).

1.3 The result
We show that the borderline proposed in Conjecture 1.1 is purely
algebraic. In particular, if the conjecture is true, then the complex-
ity of CSPs over structures concerned by the conjecture only de-
pends on the identities which hold in the polymorphism clone of
their core, rather than the additional topological structure thereof.
Moreover, the borderline is characterized by a single simple iden-
tity generalizing that of (Siggers 2010). We show the following.

Theorem 1.4. The following are equivalent for an !-categorical

core structure A.
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(i) There exists no continuous clone homomorphism Pol(A, c1, . . . ,
c
n

) ! P , for any c1, . . . , cn 2 A.

(ii) There exists no clone homomorphism Pol(A, c1, . . . , cn) ! P ,

for any c1, . . . , cn 2 A.

(iii) Pol(A) contains a pseudo-Siggers operation, i.e., a 6-ary oper-

ation s such that

↵s(x, y, x, z, y, z) ⇡ �s(y, x, z, x, z, y)

for some unary operations ↵,� 2 Pol(A).

Consequently, the missing piece for proving Conjecture 1.1 can
now be stated in purely algebraic terms.

Conjecture 1.5. Let A be the core of a reduct of a finitely bounded

homogeneous structure. If Pol(A) contains a pseudo-Siggers oper-

ation, then CSP(A) is solvable in polynomial time.

In a proposed strategy (Pinsker 2015) for solving Conjec-
ture 1.1, the first step asked to prove that for an !-categorical
structure A, the existence of a clone homomorphism Pol(A) !
P implies the existence of a continuous such homomorphism
(cf. (Bodirsky et al. 2014)). If this was true, then the failure of
the first item of Conjecture 1.1 would have an algebraic witness,
i.e., a non-trivial identity holding in some polymorphism clone
Pol(A, c1, . . . , cn). The idea is to then, roughly speaking, “lift”
the algorithm for finite structures whose polymorphism clone satis-
fies this identity (assuming the finite tractability conjecture is true)
via Ramsey theory to show that CSP(A) is tractable.

While we do not answer this question, Theorem 1.4 gives an
answer for the variant which is actually relevant for the CSP: for
an !-categorical core structure A, the existence of a clone homo-
morphism Pol(A) ! P implies the existence of a continuous
clone homomorphism from some stabilizer of Pol(A) to P . Tak-
ing into account the existence of non-continuous clone homomor-
phisms Pol(A) ! P (Bodirsky et al. 2014), for an !-categorical
A, as well as the recent discovery of !-categorical structures A,A0

whose polymorphism clones are isomorphic algebraically, but not
topologically (Bodirsky et al. 2015), it might very well turn out that
the answer to the original question is negative, but, as we would
then see a posteriori, irrelevant for CSPs.

Let us also remark that Theorem 1.4 is, by the fact that every !-
categorical structure has a unique !-categorical core, a statement
about all !-categorical structures, rather than only the structures
concerned by Conjecture 1.1. Theorem 1.4 is therefore remarkable
in that non-trivial statements about the class of all !-categorical
structures, other than the fundamental theorem of Ryll-Nardzewski,
Engeler, and Svenonius characterizing them, are practically non-
existent.

1.4 Outline and proof strategy
The strategy for proving Theorem 1.4 is similar to the finite ana-
logue of Theorem 1.4 proved in (Siggers 2010) (see also (Kearnes
et al. 2014)). Siggers’s reasoning is based on a “loop lemma” from
Bulatov’s paper (Bulatov 2005) that refines the dichotomy theorem
for finite undirected graphs (Hell and Nešetřil 1990).

After providing definitions and notation in Section 2, we start
our proof in Section 3 with a generalization of the loop lemma, the
pseudoloop lemma, using some of the ideas from (Bulatov 2005).
Instead of finite graphs we work with infinite objects which we call
graph-group-systems, consisting of a permutation group acting on
the vertex set of an infinite graph while preserving its edge relation.
In our case, the action of the group will have finitely many orbits
in its componentwise action on finite tuples of fixed length, so in
a sense the graph becomes finite modulo the action. It might be
some people’s cup of tea to imagine such systems as fuzzy finite
graphs. Theorem 1.4 is then derived from the pseudoloop lemma in

Section 4 using a standard universal algebra technique adapted to
the !-categorical setting via a compactness argument.

Section 5 at the end of the article contains further discussion of
our results in the light of other recent results, in particular from the
wonderland of reflections (Barto et al. 2015), as well as inspiration
for future work.

2. Definitions and Notation
Relational structures are denoted by blackboard bold letters, such
as A, and their domain by the same letter in the plain font, such
as A. By a graph we mean a relational structure with a single
symmetric binary relation.

2.1 The range of the infinite CSP conjecture
A relational structure B is homogeneous if every isomorphism be-
tween finite induced substructures extends to an automorphism of
the entire structure B. In that case, B is uniquely determined, up
to isomorphism, by its age, i.e., the class of its finite induced sub-
structures up to isomorphism. B is finitely bounded if its signature
is finite and its age is given by a finite set F of forbidden finite sub-
structures, i.e., the age consists precisely of those finite structures in
its signature which do not embed any member of F . A reduct of a
structure B is a structure A on the same domain which is first-order
definable without parameters in B. Reducts A of finitely bounded
homogeneous structures are !-categorical, i.e., the up to isomor-
phism unique countable model of their first-order theory. Equiv-
alently, their automorphism groups are oligomorphic: they have
finitely many orbits in their action on n-tuples over A, for every
finite n � 1.

2.2 pp-formulas and interpretations
A formula is primitive positive, in short pp, if it contains only equal-
ities, existential quantifiers, conjunctions, and atomic formulas – in
our case, relational symbols. A pp-formula with parameters can
contain, in addition, elements of the domain.

A pp-interpretation is a first-order interpretation in the sense of
model theory where all the involved formulas are primitive positive:
a structure A pp-interprets B if there exists a partial mapping f
from a finite power An to B such that the domain of f , the f -
preimage of the equality relation and the f -preimage of every
relation in B is pp-definable in A. In particular, A pp-interprets its
substructures induced by pp-definable subsets and also its quotients
modulo a pp-definable equivalence relation.

2.3 Cores
An !-categorical structure A is a core, also called model-complete

core, if all of its endomorphisms are elementary self-embeddings,
i.e., preserve all first-order formulas over the structure. This is
the case if and only if its automorphism group is dense in its
endomorphism monoid with respect to the pointwise convergence
topology on functions on A; cf. Section 2.5 for a description of the
latter. Two structures A,B are homomorphically equivalent if there
exist homomorphisms from A into B and vice-versa.

2.4 Clones
A function clone C is a set of finitary operations on a fixed set C
which contains all projections and which is closed under composi-
tion. A polymorphism of a relational structure A is a finitary opera-
tion f(x1, . . . , xn

) on A which preserves all relations R of A: this
means that for all r1, . . . , rn 2 R we have that f(r1, . . . , rn), cal-
culated componentwise, is again in R. The polymorphism clone of
A, denoted by Pol(A), consists of all polymorphisms of A, and is
always a function clone. Its unary operations are precisely the en-
domorphisms of A, and its invertible unary operations are precisely
the automorphisms of A.
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A clone homomorphism is a mapping from one function clone
to another which preserves arities, composition, and which sends
every projection of its domain to the corresponding projection of
its co-domain. Clone homomorphisms preserve all identities which
hold in a function clone, as defined in the introduction.

2.5 Topology
Function clones carry a natural topology, the topology of pointwise

convergence, for which a subbasis is given by sets of functions
which agree on a fixed finite tuple; the functions of a fixed arity
in a function clone form a clopen set. Equivalently, the domain of
a function clone is taken to be discrete, and the n-ary functions in
the clone equipped with the product topology, for every n � 1; the
whole clone is then the sum space of the spaces of n-ary functions.

We always understand continuity of clone homomorphisms
with respect to this topology.

The function clones which are closed in the topology of point-
wise convergence are precisely the polymorphism clones of rela-
tional structures.

2.6 Core clones and oligomorphicity
We say that a closed function clone is a core if it is the polymor-
phism clone of a core.

A function clone C is oligomorphic if and only if the permuta-
tion group Gr(C) of unary invertible elements of C is oligomorphic.
When C is closed, then this is the case if and only if it is the poly-
morphism clone of an !-categorical structure, in which case Gr(C)
consists of the automorphisms of that structure.

Note that when C is a core, then the set of its unary operations
is the closure of Gr(C).

2.7 Pseudo-Siggers operations
A 6-ary operation s in a function clone C is a pseudo-Siggers oper-

ation if there exist unary ↵,� 2 C such that ↵s(x, y, x, z, y, z) ⇡
�s(y, x, z, x, z, y) holds (where ⇡ means that equality holds for
all values for the variables in C). We then also say that s satisfies

the pseudo-Siggers identity.

3. The Pseudoloop Lemma
The following definition is a generalization of finite graphs to the
!-categorical which is suitable for our purposes.

Definition 3.1. A graph-group-system, in short gg-system, is a

pair (G,G), where G is a permutation group on a set G, and

G = (G;R) an (undirected) graph which is invariant under G.

We also write (R,G) for the same gg-system.

The system is called oligomorphic if G is; in that case, G is !-

categorical, since its automorphism group contains G and hence is

oligomorphic.

The system pp-interprets (pp-defines) a structure B if G together

with the orbits of G on finite tuples does.

A pseudoloop of a gg-system (G,G) is an edge of G of the form

(a,↵(a)), where ↵ 2 G.

Note that R, as well as any relation that is first-order definable
from a gg-system (G,G), is invariant under the natural action of G
on tuples. In particular, such relations are unions of orbits of the
action of G on tuples, and when G is oligomorphic, then there are
only finite many first-order definable relations of any fixed arity.

We are now ready to state our pseudoloop lemma for gg-
systems.

Lemma 3.2 (The pseudoloop lemma). Let (G,G) be an oligomor-

phic gg-system, where G has a subgraph isomorphic to K3. Then

either it pp-interprets K3 with parameters, or it contains a pseu-

doloop.

For the proof of Lemma 3.2, we need the following auxiliary
definitions.

Definition 3.3. Let (G,G) be a gg-system. The support of (G,G)
are those elements of its domain which are contained in an edge.

For a1, . . . , an

2 G, we denote by O(a1, . . . , an

) the orbit of

the tuple (a1, . . . , an

) under G.

The support of a gg-system (G,G) is a union of G-orbits by the
remark below Definition 3.1. This justifies the following definition.

Definition 3.4. A pseudoloop-free gg-system (G,G) containing a

K3 is minimal if it does not pp-define a symmetric relation R0
on G

such that (R0,G) is a pseudoloop-free gg-system containing a K3

whose support consists of fewer orbits.

We can now prove the pseudoloop lemma.

Proof of Lemma 3.2. Assuming that a gg-system (G,G), where
G = (G;R), has no pseudoloop, we show that it pp-interprets
K3 with parameters.

Step 0: If (G,G) is not minimal, then we can replace it by a minimal
gg-system. We thus henceforth assume that it is minimal.

Step 1: R pp-defines a symmetric binary relation R0 with the
property that every edge of R0 is contained in a K3, i.e., every
element of R0 is contained in an induced subgraph of (G;R0

)

isomorphic to K3, and which still shares our assumptions on R:

R0
(x, y) :$ 9z R(x, y) ^R(x, z) ^R(y, z).

Hence, replacing R by R0, we henceforth assume that every edge
of R is contained in a K3.

In the following, for n � 1 we say that x, y 2 G are n-diamond-

connected, denoted by x ⇠
n

y, if there exist a1, b1, c1, d1, . . ., a
n

,
b
n

, c
n

, d
n

2 G such that, for every 1  i  n, both a
i

, b
i

, c
i

and
b
i

, c
i

, d
i

induce K3, x = a1, d1 = a2, d2 = a3, . . . , d
n�1 = a

n

,
and d

n

= y. They are diamond-connected, denoted by x ⇠ y, if
they are n-diamond-connected for some n � 1.

Observe that ⇠
n

is a pp-definable relation from R (since our
definition is in fact a pp-definition). Also recall that there are only
finitely many binary relations first-order definable from R, and note
that if x, y are n-diamond-connected, then they are m-diamond-
connected for all m � n. Therefore, there exists an n � 1 such
that x, y are diamond-connected if and only if they are n-diamond
connected. In particular, the relation x ⇠ y is pp-definable in G.
Note also that it is an equivalence relation on the support of R: it
is clearly transitive and symmetric, and it is reflexive since on the
support every vertex is contained in a K3, by Step 1.

Step 2: We claim that if x, y 2 G are n-diamond-connected for
some n � 1, then ¬R(x, y0

) for all y0 2 O(y). Otherwise, pick a
counterexample x, y, y0 with minimal n � 1.

Suppose first that n is odd and set k :=

n�1
2 . Let a be the

a
k+1 from the chain of diamonds witnessing x ⇠

n

y. Consider the
following pp-definition over (G,G):

S(w) :$ 9u, v (u 2 O(a) ^ u ⇠
k

v ^R(v, w)) ;

in case that k = 0 we replace ⇠
k

by the equality relation. Then
clearly S(b

n

) and S(c
n

). But we also have S(y), since S(y0
) holds

by virtue of a ⇠
k

x and R(x, y0
) and since y is in the same orbit

as y0. Hence, since d
n

= y, we have S(d
n

) and so S contains
a K3. By the minimality of (G,G) (see Step 0), it contains x, for
otherwise we could intersect R with S2 and obtain a relation whose
support consists of a smaller number of orbits. Let u, v 2 G as in
the definition of S witness that S(x) holds. Then u ⇠

k

v, but also
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u ⇠
k

x0 for some x0 2 O(x), as a ⇠
k

x, u 2 O(a), and ⇠
k

is invariant under G. Therefore, v ⇠
n�1 x0, which together with

R(v, x) contradicts the minimality of n when n � 3; when n = 1,
this means that we have discovered a pseudoloop of (G,G), again
a contradiction.

Suppose now that n is even and denote k =

n

2 �1; the argument
is similar. Let b, c be the b

k+1, ck+1 from the chain of diamonds
witnessing x ⇠

n

y. Consider the following pp-definition:

S(w) :$ 9u
b

, u
c

, u, v ((u
b

, u
c

) 2 O(b, c)^
R(u, u

c

) ^R(u, u
b

) ^ u ⇠
k

v ^R(v, w)) .

Then as in the odd case, S(b
n

), S(c
n

), S(d
n

), and so the set de-
fined by S contains a K3. By the minimality of (G,G), it con-
tains x; let u

b

, u
c

, u, v 2 G as in the definition of S witness this.
Then u ⇠

k

v, but also u ⇠
k+1 x0 for some x0 2 O(y). Hence,

v ⇠
n�1 x0 and R(v, x) contradict the minimality of n.

Step 3: Defining

R0
(x, y) :$ 9x0, y0

(x ⇠ x0 ^ y ⇠ y0 ^R(x0, y0
))

we obtain a relation R0 ◆ R which does not contain a pseudoloop.
Indeed, if R0

(x, y) is witnessed by x0, y0 and x and y are in the
same orbit, then x ⇠ y00 for some y00 2 O(y0

) since y 2 O(x)
and since ⇠ is invariant under G. Thus x0 ⇠ y00 and R(x0, y0

), a
contradiction with Step 2. Moreover, every edge in R0 is contained
in a K3: if z0 is so that {x0, y0, z0} induce a K3 in R, then {x, y, z0}
induce a K3 in R0, for z0 ⇠ z0 and x ⇠ x0 imply R0

(x, z0), and
similarly we infer R0

(y, z0).
Therefore, we may replace R by R0. If this replacement changes

the equivalence ⇠, we repeat Step 3. Since the relation R gets
bigger after each step and G is oligomorphic, this process stabilizes
after finitely many steps.

Step 4: Now R is in fact a relation between equivalence classes of
⇠ and the naturally defined quotient gg-system (Gq,Gq

) on Gq

=

G/ ⇠ contains neither pseudoloops (by Step 3), nor diamonds, that
is, there do not exist distinct a, b, c, d 2 Gq such that {a, b, c}
and {b, c, d} both induce a K3. Moreover, every edge of Gq is still
contained in a K3. We replace the gg-system (G,G) by (Gq,Gq

).
If this new gg-system was not minimal, we could repeat the

whole proof starting from Step 0. In each reiteration, Step 0 de-
creases the number of orbits in the support, while no other step
increases it, so this process will terminate after a finite number of
steps, and we will end up with a minimal gg-system after Step 4
eventually. The first author insists to remark that this process is
in fact unnecessary, as the gg-system is already minimal after the
first round of Steps 0 to 4: if after factoring it did pp-define a rela-
tion whose support consists of less Gq-orbits, then the syntactically
same pp-definition would show that the original gg-system was not
minimal.

Whichever solution we prefer, summarizing we end up with a gg-
system (G,G) which is minimal, pseudoloop-free, and diamond-
free; still, every edge of G is contained in a K3.

Step 5: For k � 1, we denote the k-th power of K3 by T
k

. By
Lemma 3.5 shown below, there exists an m � 1 such that, for any
k � m, G has no induced subgraph isomorphic to T

k

.

Step 6: Recall that G contains T1 = K3. By Step 5, there exists
a maximal k � 1 such that G contains an induced subgraph iso-
morphic to T

k

. Let k be that number and let a1, . . . , al

, where
l = |T

k

| = 3

k, denote the vertices of such an induced subgraph.
We show that G pp-defines the set A = {a1, . . . , al

} with param-
eters a1, . . . , al

.

By (Bodirsky and Nešetřil 2006), this is the case if each l-ary
operation f in Pol(G, a1, . . . , al

) preserves A. So, suppose that
such a function f does not preserve A. Now, f is a homomorphism
Gl ! G and its restriction to A is a homomorphism f 0 from
T
k

to the diamond-free graph G whose image, which contains A
because f stabilizes each a

i

, is strictly larger than |T
k

|. (Bulatov
2005, Claim 3, Subsection 3.2) shows that the image of f 0 induces
a graph isomorphic to T

m

for some m > k, a contradiction.

Step 7: Step 6 implies that G pp-interprets T
k

with parameters.
But K3 can be pp-interpreted in T

k

with parameters by the final
sentence of (Bulatov 2005).

It remains to prove the claim in Step 5 of the proof of Lemma 3.2
above. This is accomplished in the following lemma. It might be
worth noting that this step is trivial in the proof of the finite loop
lemma as in (Bulatov 2005), and that lifting it to the !-categorical
setting seems to require a non-trivial combinatorial argument rather
than, for example, a simple compactness argument.

Lemma 3.5. Let (G,G) be an oligomorphic gg-system containing

a K3 and having no pseudoloops, and assume the system is min-

imal. Then G has no induced subgraph isomorphic to T
k

for any

k � 1 where |T
k

| = 3

k

exceeds the number of orbits of G.

Proof. Suppose there exists a counterexample (G,G), where G =

(G;R). We may assume without loss of generality that every edge
of G is contained in a K3 by keeping only those which are, as
in Step 1 of the proof of Lemma 3.2. Under those assumptions,
we pp-define in (G,G) a symmetric relation R0 ) R without
pseudoloops in which every edge is still contained in a K3, and such
that the support of (R0,G) equals the support of (R,G). Repeating
this process, by oligomorphicity we must after finitely many steps
arrive at a gg-system (R0,G) which is not minimal. Hence, (G,G)
was not minimal in the first place, a contradiction.

Fix a copy of T
k

in G, the elements of which we denote by
tuples in {1, 2, 3}k. So, two vertices in {1, 2, 3}k are adjacent if
and only if they differ in every coordinate. From the cardinality
assumption, we can pick two elements a,a0 of the copy that belong
to the same orbit A. Let b, c in the copy be so that {a,b, c} induce
a K3, and let B,C be their orbits. Since (G,G) has no pseudoloops,
the three orbits A,B,C are distinct. Without loss of generality,
assume a = 1

k (i.e., the k tuple all of whose entries equal 1),
b = 2

k, and c = 3

k.
Define a relation

S(u, v) :$ 9a00, b00, c00, n
A

, n
B

, n
C

(R(u, n
A

) ^R(v, n
A

) ^R(n
A

, a00
) ^ a00 2 A ^

R(u, n
B

) ^R(v, n
B

) ^R(n
B

, b00) ^ b00 2 B ^
R(u, n

C

) ^R(v, n
C

) ^R(n
C

, c00) ^ c00 2 C) .

In words, u, v have common neighbors adjacent to elements in
A,B, and C.

The relation S is obviously symmetric. It is also reflexive on
the support of (G,G): every element of the support is a neighbor
of a neighbor of an element in A, and similarly in B and C,
by the minimality of (G,G); otherwise, we could restrict R to
neighbors of neighbors of A, a set which contains A [ B [ C;
we would therefore obtain a smaller support gg-system containing
a K3, namely the one induced by {a,b, c}.

Observe that whenever S(u, v) holds, then every element of the
support of (G,G) is adjacent to a common neighbor of O(u) and
O(v): this follows as above from the minimality of (G,G) since
the elements of A [ B [ C are adjacent to a common neighbor of
O(u) and O(v).
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Set

Q(u, v) :$ 9s (R(u, s) ^ S(s, v)) ^ 9t (S(u, t) ^R(t, v)) .

Then Q ◆ R: since S is reflexive on the support of (G,G), setting
s = v and t = u in the above definition shows that R(u, v) implies
Q(u, v). Moreover, Q is symmetric by definition. Let R0 consist of
those edges of Q which are contained in a K3 with respect to Q.
We still have that R0 ◆ R.

We now show that (Q,G), and thus (R0,G), has no pseudoloop.
To this end, it suffices to show that whenever R(u, v) holds, then
we cannot have S(u, v0) for any v0 2 O(v). Suppose to the con-
trary that there exist such elements. The R-edge (u, v) is contained
in a K3, induced by {u, v, w}, for some w 2 G. As observed
above, each vertex, in particular the vertex w, is adjacent to a com-
mon neighbor of O(u) and O(v0) = O(v). Therefore, there exists
a common neighbor z of O(u), O(v) and O(w). The set of neigh-
bors of O(z) contains O(u), O(v), and O(w); it is a proper subset
of G since (G,G) has no pseudoloops; it is pp-definable in (G,G);
and finally, it contains a K3, contradicting the minimality of (G,G).

Using for the first time the copy of T
k

in G, we now show that
R is properly contained in R0 by showing that a0, the second ele-
ment of the copy of T

k

in the orbit A of a, is related to b and c
via R0. Note that this is sufficient since in T

k

, no two distinct el-
ements are related to both b and c. We show only R0

(a0,b), the
second claim is analogous. Reordering the tuples when necessary,
we may assume that a0

i

6= 2 for all 1  i  j, and a0
i

= 2

for all j < i  k. Since a0 6= b, we have j � 1. Observe that
whenever u,v 2 {1, 2, 3}k are of the form (x, . . . , x, 2, . . . , 2)
and (x, . . . , x, 3, . . . , 3), respectively, where the number of oc-
curences of x equals j, then S(u,v): this is witnessed by their
common neighbor (y1, . . . , yj , 1, . . . , 1), where y

i

/2 {a0
i

, x} for
all 1  i  j, which is R-related to a0 2 A; their common
neighbor (z, . . . , z, 1, . . . , 1), starting with j occurrences of z /2
{2, x}, which is R-related to b 2 B; and their common neighbor
(w, . . . , w, 1, . . . , 1), starting with j occurrences of w /2 {3, x},
which is R-related to c 2 C. But now we see that Q(a0, b) holds:
setting t = (a0

1, . . . , a
0
j

, 3, . . . , 3), we have S(a0, t) and R(t,b);
on the other hand, setting s := (2, . . . , 2, 3, . . . , 3), with j occur-
rences of 2, we have R(a0, s) and S(s,b). We can then conclude
that R0

(a0,b) holds, since any two elements of {1, 2, 3}k, in par-
ticular a0 and b, have a common neighbor with respect to R, and
hence also with respect to Q, showing that the Q-edge (a0,b) is
contained in a K3 with respect to Q.

4. Proof of the main result
In order to derive Theorem 1.4, we will produce pseudo-Siggers
operations locally using the pseudoloop lemma, and then derive a
global pseudo-Siggers operation via a compactness argument.

Definition 4.1. We say that a function clone C has local pseudo-
Siggers operations if for every finite A ✓ C there exists a 6-ary

s 2 C and unary ↵,� 2 C satisfying

↵s(x, y, x, z, y, z) = �s(y, x, z, x, z, y)

for all x, y, z 2 A.

Lemma 4.2. Let C be a closed oligomorphic function clone. If it

has local pseudo-Siggers operations, then it has a pseudo-Siggers

operation.

Proof. Let A0 ✓ A1 ✓ · · · be a sequence of finite subsets of
C whose union equals C, and pick for every i 2 ! a 6-ary
operation s

i

2 C witnessing the definition of local pseudo-Siggers
operations on A

i

, i.e., there exist unary ↵
i

,�
i

2 C such that
↵
i

s
i

(x, y, x, z, y, z) = �
i

s
i

(y, x, z, x, z, y) for all x, y, z 2 A
i

.

Note that if s
i

is such a witness for A
i

, then so is �s
i

, for all
� 2 Gr(C). Hence, because Gr(C) is oligomorphic, we may thin
out the sequence in such a way that s

j

agrees with s
i

on A
i

, for all
j > i � 0. We briefly describe this standard compactness argument
for the convenience of the reader: there exists a smallest j0 � 0

such that for infinitely many k � j0 there exists �
k

2 Gr(C) such
that �

k

s
k

agrees with s
j0 on A0, by oligomorphicity. Replace s0

by s
j0 , all s

k

as above by �
k

s
k

, and remove all other s
k

0 where
k0 � 0 from the sequence. Next repeat this process picking j1 � 1

for A1, and so on. This completes the argument.
Since the elements of the sequence (s

i

)

i2!

agree on every fixed
A

i

eventually, and since C is closed, they converge to a function
s 2 C. The function s, restricted to any A

i

, witnesses local pseudo-
Siggers operations on A

i

, i.e., there exist unary ↵
i

,�
i

2 C such that
↵
i

s(x, y, x, z, y, z) = �
i

s(y, x, z, x, z, y) for all x, y, z 2 A
i

. By
a similar compactness argument as above, there exist unary func-
tions ↵,� 2 C such that ↵s(x, y, x, z, y, z) = �s(y, x, z, x, z, y)
for all x, y, z 2 C.

We now consider gg-systems where the group Gr(C) of a closed
oligomorphic function clone C acts on finite powers of its domain.

Lemma 4.3. Let C be a closed oligomorphic function clone. Sup-

pose that every gg-system (G,G) where

• G = (Ck

;R) for some k � 1,

• G corresponds to the componentwise action of Gr(C) on Ck

,

• G contains K3, and

• R ✓ C2k
is invariant under C

has a pseudoloop. Then C has a pseudo-Siggers operation.

Proof. We show that C has local pseudo-Siggers operations and
apply Lemma 4.2. Let A ✓ C be finite, and pick k � 1

and ax,ay,az 2 Ak such that the rows of the (k ⇥ 3)-matrix
(ax,ay,az

) form an enumeration of A3. Let R be the binary re-
lation on Ck where tuples b, c 2 Ck are related via R if there
exists a 6-ary s 2 C such that b = s(ax,ay,ax,az,ay,az

) and
c = s(ay,ax,az,ax,az,ay

). In other words, it is the C-invariant
subset of (2k)-tuples generated by the six vectors obtained by con-
catenating au and av , where u, v 2 {x, y, z} are distinct. The latter
description reveals that R is a symmetric relation on Ck invariant
under C and containing K3, therefore the gg-system (R,G), where
G is the componentwise action of Gr(C) on Ck, has a pseudoloop
(b, c). That means that there exists a 6-ary s 2 C and ↵ 2 Gr(C)
such that s(ax,ay,ax,az,ay,az

) = ↵s(ay,ax,az,ax,az,ay

),
proving the claim.

Corollary 4.4. Let A be an !-categorical core. Then either it pp-

interprets K3 with parameters, or Pol(A) has a pseudo-Siggers

operation.

Proof. We apply Lemma 4.3 to the clone C := Pol(A); then Gr(C)
consists precisely of the automorphisms of A. If the assumptions
of this lemma are satisfied, then C has a pseudo-Siggers operation.
Otherwise, there exists a pseudoloop-free gg-system ((Ck

;R),G)
satisfying the four conditions. By Lemma 3.2, this gg-system pp-
interprets K3 with parameters. Since R is invariant under C, it is
pp-definable from A by (Bodirsky and Nešetřil 2006). Moreover,
since A is a core, the orbits of G are pp-definable from A as
well by (Bodirsky 2012). It follows that A pp-interprets K3 with
parameters, as required.

We are now ready to prove Theorem 1.4. For the convenience
of the reader, we restate it here.

Theorem 4.5 (Theorem 1.4). The following are equivalent for an

!-categorical core structure A.
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(i) There exists no continuous clone homomorphism Pol(A, c1, . . . ,
c
n

) ! P , for any c1, . . . , cn 2 A.

(ii) There exists no clone homomorphism Pol(A, c1, . . . , cn) ! P ,

for any c1, . . . , cn 2 A.

(iii) Pol(A) contains a pseudo-Siggers operation, i.e., a 6-ary oper-

ation s such that

↵s(x, y, x, z, y, z) ⇡ �s(y, x, z, x, z, y)

for some unary operations ↵,� 2 Pol(A).

Proof. We first prove that (iii) implies (ii). Take ↵,�, s 2 Pol(A)
satisfying the pseudo-Siggers identity. We claim that every stabi-
lizer Pol(A, c1, . . . , cn) has a pseudo-Siggers operation. To see
that, consider the endomorphisms �, � of A defined by �(x) =

s(x, . . . , x), �(x) = ↵�(x) (= ��(x) by the pseudo-Siggers iden-
tity). Because A is a core, its automorphisms are dense in endo-
morphisms, thus there exist automorphisms ✏, ✓ of A such that
✏(c

i

) = �(c
i

) and ✓(c
i

) = �(c
i

) for every i. But then ✓�1↵✏,
✓�1�✏ and ✏�1s are contained in Pol(A, c1, . . . , cn) and satisfy

(✓�1↵✏)(✏�1s)(x, y, x, z, y, z) ⇡ (✓�1�✏)(✏�1s)(y, x, z, x, z, y).

The implication from (ii) to (i) is trivial.
Finally, assume that no stabilizer of Pol(A) has a continu-

ous homomorphism to P . Then no such stabilizer has a continu-
ous clone homomorphism to Pol(K3) since it is well-known that
the latter clone has a continuous homomorphism to P . By Theo-
rem 1.3, A does not pp-interpret K3 with parameters. Corollary 4.4
then tells us that Pol(A) has a pseudo-Siggers operation.

5. Discussion
Our main theorem can be used as a tool for proving hardness: If
an !-categorical core structure A does not have a pseudo-Siggers
polymorphism, then A interprets all finite structures with param-
eters by the combination of Theorem 1.4 and Theorem 1.3, and
therefore CSP(A) is NP-hard. The pseudoloop lemma itself can
be regarded as a hardness result as well:

Corollary 5.1. Let A be an !-categorical core structure. If A pp-

defines with parameters a pseudoloop-free graph containing a K3,

then CSP(A) is NP-hard.

Recall that a digraph is smooth if each vertex has an incoming
and an outgoing edge, and a digraph has algebraic length 1 if it
contains a closed walk with one more forward edges than backward
edges. The finite loop lemma for graphs (Hell and Nešetřil 1990;
Bulatov 2005) has been generalized to finite smooth digraphs with
algebraic length 1 in (Barto et al. 2009; Barto and Kozik 2012). We
conjecture that the pseudoloop lemma can be generalized to such
digraphs as well.

Conjecture 5.2. Let G be an oligomorphic permutation group on

G and let G be a countable smooth digraph of algebraic length

1 on G which is invariant under G. Then either G contains a

pseudoloop, or G together with the orbits of G on finite tuples pp-

interprets K3 with parameters.

As intermediate steps we suggest the following stronger as-
sumptions on G.

(a) A is a non-bipartite graph;
(b) A is a digraph containing

({a, b, c}; {(a, b), (b, c), (c, a), (b, a)})
as a subgraph (not necessarily induced);

(c) A is a strongly connected digraph of algebraic length 1 (equiv-
alently, the GCD of the length of cycles is 1).

A positive answer to Conjecture 5.2 under the assumption (b) or
(c) would allow a strengthening of item (iii) of Theorem 1.4 to a
4-variable pseudo-Siggers operation ↵s(r, a, r, e) ⇡ �s(a, r, e, a)
(see (Siggers 2010; Kearnes et al. 2014)). Another open problem
is whether it is possible to replace item (iii) of Theorem 1.4 by
pseudo-weak-near-unanimity operations (see (Maróti and McKen-
zie 2008)). On the negative side, it has been observed that the CSP
classification for the reducts of (Q;<) shows that the syntacti-
cally strongest characterization of (iii) in Theorem 1.4 in the finite
case by means of cyclic operations (Barto and Kozik 2012) cannot
be lifted to the infinite, at least not in the straightforward way of
adding unary functions.

Our final remarks concern a new dichotomy conjecture that
has been formulated for CSPs of reducts of finitely bounded ho-
mogeneous structures (Barto et al. 2015). An h1 clone homomor-

phism is a mapping from one function clone to another which pre-
serves arities and composition with projections (equivalently, pre-
serves identities of height 1). When the polymorphism clone of
an !-categorical structure has a uniformly continuous h1 clone
homomorphism to P , then its CSP is NP-hard. The conjecture
states that the reducts of finitely bounded homogeneous structures
whose polymorphism clone does not have such a mapping have
polynomial-time solvable CSP. The following corollary summa-
rizes all we know so far about various clone homomorphisms to
the clone of projections. In particular, it shows that the new con-
jecture is “better” in that it is implied by Conjecture 1.1 (but not
necessarily vice-versa).

Corollary 5.3. Consider the following statements for an !-

categorical core A.

(1) Pol(A) has a uniformly continuous clone homomorphism to P .

(1’) Pol(A) has a continuous clone homomorphism to P .

(2) Pol(A) has a clone homomorphism to P .

(3) Some Pol(A, c1, . . . , cn) has a clone homomorphism to P .

(3’) Some Pol(A, c1, . . . , cn) has a continuous clone homomor-

phism to P .

(3”) Some Pol(A, c1, . . . , cn) has a uniformly continuous clone ho-

momorphism to P .

(4) Some Pol(A, c1, . . . , cn) has a uniformly continuous h1 clone

homomorphism to P .

(4’) Pol(A) has a uniformly continuous h1 clone homomorphism to

P .

(5) Pol(A) has a continuous h1 clone homomorphism to P .

(5’) Some Pol(A, c1, . . . , cn) has a continuous h1 clone homomor-

phism to P .

(6) Pol(A) has an h1 clone homomorphism to P .

(6’) Some Pol(A, c1, . . . , cn) has an h1 clone homomorphism to P .

Then all statements with equal number are equivalent, and (i)

implies (j) for all 1  i  j  6.

Proof. It is clear that the strength of the statements is decreasing;
the only non-trivial part are the equivalences. (1) and (1’) are equiv-
alent by the proof in (Bodirsky and Pinsker 2015) (cf. (Gehrke and
Pinsker) for an explicit proof thereof). (3) and (3’) are equivalent
by Theorem 1.4, and (3’) and (3”) again by the proof in (Bodirsky
and Pinsker 2015). (4) and (4’), (5) and (5’), as well as (6) and (6’)
are equivalent by (Barto et al. 2015).

We remark that (4) is the weakest condition known to imply
NP-hardness of the CSP.

An example communicated to us by Ross Willard shows that
the implication from (2) to (3) cannot be reversed, even for finite
A; another example is known among the reducts of (Q;<). For
all remaining implications, no counterexamples are known. The

621



implication from (2) to (1) is conjectured in (Bodirsky et al. 2014),
the implication from (4) to (3) would, if true, imply that the two
conjectures are equivalent. The most optimistic speculation would
be that (6) implies (3). A positive answer would show that both
conjectures can be true and yield a particularly esthetically pleasing
— core-free, topology-free, and without identities of height greater
than 1 — formulation of the tractability conjecture.
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isfaction. Mémoire d’habilitation à diriger des recherches, Université
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Abstract
Many natural decision problems can be formulated as constraint
satisfaction problems for reducts of finitely bounded homoge-
neous structures. This class of problems is a large generalisation
of the class of CSPs over finite domains. Our first result is a gen-
eral polynomial-time reduction from such infinite-domain CSPs to
finite-domain CSPs. We use this reduction to obtain new power-
ful polynomial-time tractability conditions that can be expressed
in terms of topological polymorphism clones. Moreover, we study
the subclass C of CSPs for structures that are first-order definable
over equality with parameters. Also this class C properly extends
the class of all finite-domain CSPs. We show that the tractability
conjecture for reducts of finitely bounded homogeneous structures
is for C equivalent to the finite-domain tractability conjecture.

Keywords constraint satisfaction problems, abstract tractability
conditions, canonical functions

1. Introduction
Many computational problems in various areas of theoretical com-
puter science can be formulated as constraint satisfaction prob-
lems (CSPs). Constraint satisfaction problems where the variables
take values from a finite domain are reasonably well understood
with respect to their computational complexity. The Feder-Vardi di-
chotomy conjecture for finite domain CSPs, which states that every
finite-domain CSP is either in P or NP-complete, is still open, but
there is a stronger tractability conjecture [24] which provides an
effective characterisation of those finite-domain CSPs that are NP-
complete, and those that are conjectured to be in P. The tractability
conjecture has been confirmed in many special cases:
• for finite structures on domains of size two [36] and three [22],
• for finite undirected graphs [26] and finite directed graphs with-

out sources and sinks [4].

⇤ Both authors have received funding from the ERC under the Euro-
pean Community’s Seventh Framework Programme (FP7/2007-2013 Grant
Agreement no. 257039), and the DFG-funded project ‘Homogene Struk-
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The strongest complexity classification results have been obtained
using concepts and results from universal algebra. The universal-
algebraic approach can also be applied to classify the complexity of
some classes of CSPs over infinite domains. This approach works
particularly well if the constraints can be defined over a homoge-
neous structure with finite relational signature. The class of CSPs
that can be formulated in this way is a considerable extension of
the class of CSPs over finite domains, and captures many compu-
tational problems that have been studied in various research areas.
For example, almost all CSPs studied in qualitative temporal and
spatial reasoning belong to this class.

The class of CSPs where the constraints can be defined over
(Q;<) has been classified [12]. Also constraint languages defin-
able over the random graph [14] or over homogeneous tree-like
structures [10] have been classified. These results were obtained
by using a generalisation of the universal-algebraic approach from
finite-domain CSPs, and structural Ramsey theory. However, it
would be desirable to go further and to reduce complexity clas-
sification tasks for CSPs over infinite domains to the rather more
advanced classification results that are known (or have been con-
jectured) for finite-domain CSPs.

In this paper, we present a first result in this direction. We study
structures that are first-order definable structures with atoms [31]
which recently attracted attention in automata theory as a natural
class of infinite structures with finite descriptions; see [19, 20, 32],
and references therein. In the context of constraint satisfaction
problems they were first studied in [31], where the authors focussed
on structures that are additionally locally finite, a very strong re-
striction that is not needed for our approach.

We now state our results in more detail. Let A be a structure with
a finite relational signature. The constraint satisfaction problem for
A, denoted by CSP(A), is the following computational problem:
Input. A conjunction � = �1 ^ · · · ^ �m of atomic formulas over
the signature of A.
Question. Is � satisfiable in A?

An example of a problem that can be formulated in this way is
the three-colouring problem, which can be formulated as CSP(A)
where the domain A of A has size three and the signature contains a
single binary relation that denotes the inequality relation 6= on A. In
order to answer whether a given finite graph G is 3-colourable, each
edge {u, v} of G will be represented by a constraint of the form
u 6= v. The graph is 3-colourable if and only if the corresponding
system of constraints has a solution.

Another example is the problem to decide whether a given set of
constraints of the form x = y or of the form x 6= y has a solution
(over any domain). This can be formulated as CSP(A) where the
domain of A is any countably infinite set A, and = and 6= denote the
usual equality and inequality relation on A. Clearly, this problem
cannot be formulated as CSP(B) for a structure B over a finite
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domain (neither can it be formulated with a locally finite structure
B as considered in [31]).

We study the computational complexity of CSP(A) for the class
of structures A that have a countably infinite domain A and a
finite relational signature such that all relations in A have a first-
order definition using equality and constants from A. This class
(properly) generalises the class of constraint satisfaction problems
over finite domains. One of our main results is the following.

Theorem 1. If the tractability conjecture for finite-domain CSPs
is true, then every CSP for a structure that is definable over a
countable set using equality and constants is in P or NP-complete.

In fact, we prove a stronger result: we show that the tractabil-
ity conjecture from [16] for reducts of finitely bounded homoge-
neous structures (see item 2 below) is for our class of CSPs equiv-
alent to the tractability conjecture for finite domains. In contrast to
the three classification results for infinite-domain CSPs mentioned
above [10, 12, 14], which involve many combinatorial case dis-
tinctions, we reduce the combinatorial work to the situation in the
finite via purely conceptual arguments, building on various recent
general results about topological clones [5, 16, 17].

The class of CSPs studied here is a subclass of almost any more
ambitious classification project for infinite-domain CSPs. We give
some examples.

1. We have already mentioned that our structures are structures
definable with atoms in the sense of [31]; this class of structures
appeared under different names in various contexts (Fraenkel-
Mostowski models, nominal sets, permutation models) and has
not yet been studied systematically from the CSP viewpoint.

2. An important class of infinite structures that have finite rep-
resentations and where the universal-algebraic approach can be
applied is the class of finitely bounded homogeneous structures,
and more generally structures that can be defined over finitely
bounded homogeneous structures. For details we have to refer
to Section 3; there, we also show that our class is a subclass. In
fact, some of our results (e.g., Theorem 3 and Theorem 8) hold
in this general setting.

3. Many CSPs that are of special interest in computer science
and mathematics are formulated over classical structures such
as the integers, the rationals, or the reals. Some first partial
classifications are available also for such CSPs [13, 30]. The
natural question here is whether one can classify the CSP for
all structures definable over (Z; +,), that is, for fragments
of Presburger arithmetic, or for all structures that are definable
over (Q; +,, 1) or even (R; +,⇥). Note that infinitely many
constants are definable in these structures, and that our class
will appear as a subclass of these large classes of problems.

4. It is natural to ask for the classification of the CSP for all struc-
tures that are first-order interpretable (in the model theoretic
sense) over a fixed infinite structure (for example, over (N,=)

or over (Q;<)). Even if the interpretation is without parame-
ters, such a class necessarily allows to formulate all the CSPs
that will be considered in this paper (the reason is that with re-
spect to the CSP, constants in first-order definitions can be sim-
ulated with interpretations of appropriately chosen dimension).

Theorem 1 is based on a universal-algebraic result of indepen-
dent interest that generalises the cyclic term theorem of Barto and
Kozik [3] and can be stated without reference to the CSP and to
computational complexity (Section 5). We write ⇡m

i for the m-ary
projection to the i-th argument.

Theorem 2. Let C be a closed function clone on a countably
infinite domain A such that the unary operations in C are precisely

the injective functions that preserve a1, . . . , an 2 A, for some
n 2 N. Then exactly one of the following holds:

• there is a continuous map ⇠ from C to the clone of projections
on a two-element set such that for all e, f 2 C , m 2 N, and
i1, . . . , ik 2 {1, . . . ,m}

⇠
�
e � f � (⇡m

i1 , . . . ,⇡
m
ik )

�
= ⇠(f) � (⇡m

i1 , . . . ,⇡
m
ik ) ;

• there are e1, e2, f 2 C and m 2 N such that

e1 � f � (⇡m
1 , . . . ,⇡m

m) = e2 � f � (⇡m
2 , . . . ,⇡m

m ,⇡m
1 ) .

Our strategy to prove Theorem 1 is then as follows: we first
reduce the task to the situation that the polymorphism clone of
the structure A under consideration satisfies the assumptions of
Theorem 2 (in Section 6). If the first case of this theorem applies,
hardness of the CSP follows from general principles [5]. If the
second case applies, we associate to A a structure over a finite
domain, show that if the tractability conjecture is true then this
structure has a polynomial-time tractable CSP, and finally prove
that CSP(A) reduces to this finite-domain CSP.

Our reduction from infinite-domain CSPs to finite-domains
CSPs is very general, and is another main contribution of this pa-
per (Section 3). All that is needed here is that A is definable in
a finitely bounded relational structure. For such structures A, this
reduction yields new powerful tractability conditions, formulated
in terms of the topological polymorphism clone of A, using known
(unconditional) tractability conditions for finite-domain constraint
satisfaction (in Section 4).

2. Notation
We denote the set {1, . . . , n} by [n]. A signature ⌧ is a set of func-
tion symbols and relation symbols, where each symbol is associ-
ated with a natural number, called its arity. A ⌧ -structure A is a
tuple (A; (ZA

)Z2⌧ ) such that:

• ZA ✓ Ak if Z is a relation symbol of arity k, and
• ZA

: Ak ! A if Z is a function symbol of arity k. Function
symbols of arity 0 are called constant symbols.

Structures are denoted by blackboard bold letters, while their base
sets are denoted by the corresponding capital roman letter. Let A,B
be ⌧ -structures with B ✓ A. B is a substructure of A if:

• for every Ri 2 ⌧ of arity k, RB
i = RA

i \Bk, and
• for every function symbol fi 2 ⌧ of arity k, fB

i = fA
i |B .

A homomorphism between two structures A,B with the same
signature ⌧ is a function h : A ! B such that (a1, . . . , ak) 2
RA ) (h(a1), . . . , h(ak)) 2 RB for every relation symbol R 2
⌧ , and such that h(fA

(a1, . . . , ak)) = fB
(h(a1), . . . , h(ak)) if

f 2 ⌧ is a function symbol. When h : A ! A is a homomorphism
from A to itself we say that h is an endomorphism. An injection
function h : A ! B is an embedding if we have (a1, . . . , ak) 2
RA , (h(a1), . . . , h(ak)) 2 RB. A surjective embedding is called
an isomorphism, and an automorphism when A equals B.

For the following definitions A is a relational ⌧ -structure (that
is, ⌧ only contains relation symbols). A function h : Ak ! A is
a polymorphism of A if for every n 2 N, every symbol R 2 ⌧
of arity n, and for all n-tuples a

1, . . . ,ak in R, we have that
h(a1, . . . ,ak

) is in R, where h is applied componentwise. We
write Aut(A),End(A),Pol(A) for the sets of automorphisms, en-
domorphisms, and polymorphisms of A. A relational structure B
with the same domain as A is called a (quantifier-free) reduct of A
if all the relations of B are definable by (quantifier-free) first-order
formulas in A.
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3. Finitely Bounded Structures
The age of a relational structure A, denoted by Age(A), is the class
of all finite structures that embed into A. A bound of a class C
of structures over a fixed finite relational signature ⌧ is a finite
structure that does not embed into a structure from C, and that is
minimal with this property (with respect to embeddability). A class
of ⌧ -structures is called finitely bounded if it has finitely many
bounds up to isomorphism. Note that an age is finitely bounded
if and only if it has a finite universal axiomatisation, that is, there
exists a universal first-order sentence � such that B 2 C iff B |= �.
A structure is called finitely bounded if its age is. The constraint
satisfaction problem of a structure might be undecidable in general.
But the CSP of a finitely bounded relational structure is in NP.

The quantifier-free (qf-) type of a tuple (b1, . . . , bm), also
called an m-type in B, is the set of all quantifier-free formulas
�(z1, . . . , zm) such that B |= �(b1, . . . , bm). If B has a finite
relational signature then there are only finitely many m-types in B.

Let m be a positive integer. We define TB,m(A) to be the
structure whose domain is the set of m-types of B and whose
relations are as follows.
• for each symbol R of A of arity r, let �(z1, . . . , zr) be a defini-

tion of R in B. For i : [r] ! [m] we write h�(zi(1), . . . , zi(r))i
for the unary relation that consists of all the types that contain
�(zi(1), . . . , zi(r)), and add all such relations to TB,m(A).

• for each r 2 [m] and i, j : [r] ! [m], define Compi,j to
be the binary relation that contains the pairs (p, q) of m-types
such that for every quantifier-free formula �(z1, . . . , zs) of B
and t : [s] ! [r], the formula �(zit(1), . . . , zit(s)) is in p iff
�(zjt(1), . . . , zjt(s)) is in q.

Note that if (a1, . . . , am) is of type p and (b1, . . . , bm) of type
q, then Compi,j(p, q) holds if and only if (ai(1), . . . , ai(r)) and
(bj(1), . . . , bj(r)) have the same type in B. The next theorem holds
for arbitrary finitely bounded structures B.

Theorem 3. Let A be a quantifier-free reduct of a finitely bounded
structure B, and suppose that A has a finite signature. Let ma be
the maximal arity of a relation in A or B, and mb be the maxi-
mal size of a bound for B. Let m be at least max(ma,mb, 3). Then
there is a polynomial-time reduction from CSP(A) to CSP(TB,m(A)).

Proof. We show that CSP(A) reduces in polynomial-time to
CSP(TB,m(A)). Let  be an instance of CSP(A) with variables
x1, . . . , xn. Assume without loss of generality that n � m. We
build an instance � of CSP(TB,m(A)) as follows.

• The variable set of � is the set I of order-preserving injections
from [m] to [n]. The idea of the reduction is that the variable
v 2 I of � represents the qf-type of (h(xv(1)), . . . , h(xv(m)))

in a satisfying assignment h for  .
• For each conjunct  of  we add unary constraints to � as fol-

lows. The formula  must be of the form R(xj(1), . . . , xj(r))

where R is a relation of A and j : [r] ! [n]. By assumption,
R has a qf-definition �(z1, . . . , zr) over B. Let v 2 I be such
that Im(j) ✓ Im(v). Let U be the relation symbol of TB,m(A)
that denotes the unary relation h�(zv�1j(1), . . . , zv�1j(r))i. We
then add U(v) to �.

• Finally, for all u, v 2 I let k : [r] ! Im(u) \ Im(v) be a
bijection. We then add the constraint Compu�1k,v�1k(u, v).

Let a1, . . . , an be elements of B, let �(z1, . . . , zr) be a formula
in the language of B, let j : [r] ! [n], and let v in I be such that
Im(j) ✓ Im(v). We first note the following property:

(‡) B |= �(aj(1), . . . , aj(r)) iff (av(1), . . . , av(m)) satis-
fies �(zv�1j(1), . . . , zv�1j(r)) in B.

The property (‡) holds since the variable zi in the type of the
tuple (av(1), . . . , av(m)) represents the element av(i), and therefore
zv�1j(i) represents aj(i).

Suppose that (a1, . . . , an) satisfies  in A. To show that � is
satisfiable in TB,m(A), define g : I ! TB,m(A) by setting g(v)
to be the type of (av(1), . . . , av(m)) in B, for every v 2 I . To
see that all the constraints of � are satisfied by g, let U(v) be a
constraint in � that has been introduced for a conjunct of the form
R(xj(1), . . . , xj(r)) in . Let �(z1, . . . , zr) be the qf-formula that
defines R in B. Then

A |= R(aj(1), . . . , aj(r))

) B |= �(aj(1), . . . , aj(r))

) �(zv�1j(1), . . . , zv�1j(m)) 2 g(v)

) TB,m(A) |= U(g(v)),

where the second implication holds because of (‡).
Next, consider a constraint of the form Compu�1k,v�1k(u, v)

in�, and let r := |Im(k)|. Let �(z1, . . . , zs) be a qf-formula in the
language of B and let t : [s] ! [r]. Suppose that�(zu�1kt(1), . . . , zu�1kt(s))

is in g(u). From (‡) we obtain that B |= �(akt(1), . . . , akt(s)).
Again by (‡) we get that �(zv�1kt(1), . . . , zv�1kt(s)) is in g(v).
Hence, it is true that TB,m(A) |= Compu�1k,v�1k(g(u), g(v)).

Conversely, suppose that � is satisfiable in TB,m(A). That is,
there exists a map h from I to the m-types in B that satisfies
all conjuncts of �. We show how to obtain an assignment of
{x1, . . . , xn} that satisfies  in A. For each vi 2 I , let Ci be a
substructure of B induced by (not necessarily distinct) elements
gi1, . . . , g

i
m 2 B such that the qf-type of (gi1, . . . , g

i
m) in B is

h(vi). Define an equivalence relation ⇠ on the disjoint union of
{gip} as follows. Given gip 2 Ci and gjq 2 Cj , let k be such
that the image of vk 2 I contains vi(p) and vj(q). Finally, let
gip ⇠ gjq iff gk

v�1
k vi(p)

= gk
v�1
k vj(q)

. This is indeed an equiva-
lence relation. Reflexivity and symmetry are easy to check. As-
sume that gip ⇠ gjq and gjq ⇠ gkr . Let (i|j) be such that vi|j con-
tains vi(p) and vj(q) and such that gi|j

v�1
i|j vi(p)

= g
i|j
v�1
i|j vj(q)

, and

(j|k) is defined similarly. Let now v` 2 I be a map whose image
contains vi(p), vj(q), and vk(r), which is possible since m � 3.
We have that (h(vi|j), h(v`)) satisfies the necessary compatibil-
ity conditions and so does (h(vj|k), h(v`)), so that we must have
g`
v�1
` vi(p)

= g`
v�1
` vj(q)

and g`
v�1
` vj(q)

= g`
v�1
` vk(r)

. In particu-

lar, g`
v�1
` vi(p)

= g`
v�1
` vk(r)

and gip ⇠ gkr . Consider the struc-
ture C defined on the set of ⇠-equivalence classes and where
R(a1/⇠, . . . , ar/⇠) is true in C iff there is b1, . . . , br in some
Cp such that ai ⇠ bi for all i and such that R(b1, . . . , br) is true in
Cp. This structure embeds into B. Indeed, it suffices to prove that if
D is a bound for B, then D does not embed into C. Suppose for con-
tradiction that it does: since D has size at most mb  m, we would
have that D embeds into Cp for some p. Since Cp is a substructure
of B, we would obtain an embedding of D into B, a contradiction.
Therefore, C embeds into B via e, and we let f : [n] ! B be the
map defined as follows. For p 2 [n], let vi 2 I be any map whose
range contains p. There is a structure Ci associated with vi, and an
element gi

v�1
i (p)

in Ci. Let f(p) := e(gi
v�1
i (p)

/⇠). Note that by
the construction of ⇠, if Ci and Cj both have p in their image, then
gi
v�1
i (p)

⇠ gj
v�1
j (p)

, so the particular choice of i does not matter.

Note also that if giv�1(p) 6= giv�1(q), then giv�1(p) 6⇠ giv�1(q), and
therefore f(p) 6= f(q).

We finally prove that (f(1), . . . , f(n)) satisfies  in A. Let
j : [r] ! [n] and R(xj(1), . . . , xj(r)) be a conjunct from  ,
and let �(z1, . . . , zr) be the qf-formula that defines R in B. Let
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vi 2 I be such that Im(j) ✓ Im(vi). The tuple (gi1, . . . , g
i
m)

has the qf-type h(vi) in B. Let U be the unary relation symbol of
TB,m(A) that denotes h�(zv�1

i j(1), . . . , zv�1
i j(r))i. By construc-

tion, the formula � contains the conjunct U(vi). Since h sat-
isfies �, h(vi) must contain �(zv�1

i j(1), . . . , zv�1
i j(r)). We ob-

tain that B |= �(gi
v�1
i j(1)

, . . . , gi
v�1
i j(r)

). The function that maps

(gi
v�1
i j(1)

, . . . , gi
v�1
i j(r)

) to (f(j(1)), . . . , f(j(r))) is a partial iso-
morphism of B, so B |= �(f(j(1)), . . . , f(j(r))), i.e., the con-
straint R(xj(1), . . . , xj(r)) is satisfied by f .

The given reduction can be performed in polynomial time: the
number of variables in the new instance is in O(nm

), and if c is the
number of constraints in  , then the number of constraints in � is
in O(cnm

+ n2m
). Each of the new constraints can be constructed

in constant time.
We mention that the reduction is in fact a first-order reduction

(see [1] for a definition).
Example 1. Let A be (N; =, 6=). We illustrate the reduction in the
proof of Theorem 3 with the concrete instance

x1 = x2 ^ x2 = x3 ^ x3 = x4 ^ x1 6= x4 .

of CSP(A). The structure (N; =, 6=) is a reduct of the homoge-
neous structure with domain N and the empty signature, which has
no bounds. We have in this example m = 3.

The structure TB,3(A) has a domain of size five, the unary
relation U1 for hz2 = z3i, U2 for hz1 = z3i, U3 for hz1 = z2i,
V1 for hz2 6= z3i, V2 for hz1 6= z3i, and V3 for hz1 6= z2i. The
instance � of CSP(TB,3(A)) that our reduction creates has four
variables, for the four order-preserving injections from [3] ! [4],
called v1, v2, v3, v4, where Im(vj) = [4] \ {j}. We then have the
following constraints in �:
• U3(v3) and U3(v4) for the constraint x1 = x2 in  ;
• U1(v4) and U3(v1) for the constraint x2 = x3 in  ;
• U1(v2) and U1(v1) for the constraint x3 = x4 in  ;
• V2(v2) and V2(v3) for the constraint x1 6= x4 in  .

For the compatibility constraints we only give an example. Let
k, k0

: [2] ! [4] be such that k(1, 2) = (1, 3) and k0
(1, 2) =

(1, 2). Then Compk,k0(v4, v2) and Compk0,k0(v4, v3) are in �.

We mention that Theorem 3 applies to all CSPs that can be de-
scribed in SNP (for SNP in connection to CSPs see, e.g., [25]). The
question when this reduction is if fact an equivalence is addressed
in Section 4.

4. New abstract tractability conditions
We first recall basics from universal algebra that are needed to for-
mulate the algebraic facts for finite-domain constraint satisfaction
that are relevant for the purposes of this paper, collected in Theo-
rem 4. We then briefly introduce fundamental concepts for infinite-
domain constraint satisfaction, and can finally state and prove our
new tractability conditions.

Universal Algebra
An algebra is a structure whose signature contains only function
symbols, whose interpretations are then called the (fundamental)
operations of the algebra. Functions that are obtained as compo-
sitions of fundamental operations are called the term operations.
A substructure of an algebra is referred to as a subalgebra. An
idempotent algebra is an algebra whose operations satisfy the law
fA

(x, . . . , x) = x for all x 2 A. If A is an algebra and n is
a positive integer, An is defined as the algebra on An where for
each k-ary function f in the signature of A, fAn

is the function

(An
)

k ! An obtained by applying fA on tuples componentwise.
Given an algebra A, we write HSPfin(A) for the class of algebras
that contains an algebra T iff there is a positive integer n, a subal-
gebra S of An, and a surjective homomorphism S ! T. The class
HS(A) is defined similarly, where we only allow n = 1.

Clones
A set C of functions over a set D is called a function clone if
for all k � 1 and all 1  i  k it contains the projections
⇡k
i : (x1, . . . , xk) ! xi, and if C is closed under composition of

functions. The smallest function clone on {0, 1} is denoted by 2.
A typical function clone is the set Clo(A) of term operations of
an algebra A, and indeed for every function clone C there exists
an algebra A such that C = Clo(A). A clone homomorphism
between two clones C and D is a function ⇠ : C ! D such that
⇠(⇡k

i ) = ⇡k
i and

⇠(f � (g1, . . . , gk)) = ⇠(f) � (⇠(g1), . . . , ⇠(gk))
holds for all f, g1, . . . , gk 2 C . A weaker notion of homomor-
phism between clones has recently been defined in [5]. A function
⇠ : C ! D is an h1 clone homomorphism if it satisfies

⇠(f � (⇡m
i1 , . . . ,⇡

m
ik )) = ⇠(f) � (⇡m

i1 , . . . ,⇡
m
ik )

for all k-ary f 2 C and projections ⇡m
i1 , . . . ,⇡

m
ik . Let U be a set

of unary operations. We say that ⇠ preserves left-composition with
operations in U if for every f 2 C and every e 2 U , we have
⇠(e � f) = ⇠(e) � ⇠(f).

A function of arity k � 2 is a weak near-unanimity [35] if it
satisfies the equations

f(y, x, . . . , x) = f(x, y, x, . . . , x) = · · · = f(x, . . . , x, y)

for all x, y 2 A. An operation f of arity k � 2 is said to
be cyclic (see [3]) if it satisfies f(x) = f(�x) for every x =

(x1, . . . , xk), where � maps (x1, . . . , xk) to (x2, . . . , xk, x1). A
6-ary function f : A6 ! A is Siggers (see [37]) if it satisfies
f(x, y, x, z, y, z) = f(y, x, z, x, z, y) for all x, y, z 2 A. The
following is a combination of several results, old and new.

Theorem 4. For finite idempotent algebras A, 1.-7. are equivalent.

1. There is no clone homomorphism from Clo(A) to 2;
2. There is no h1 clone homomorphism from Clo(A) to 2 [5];
3. HSPfin(A) does not contain a 2-element algebra all of whose

operations are projections [7];
4. HS(A) does not contain a 2-element algebra all of whose

operations are projections (Proposition 4.14 from [23]);
5. Clo(A) contains a weak near-unanimity operation [35];
6. Clo(A) contains a cyclic operation [3];
7. Clo(A) contains a Siggers operation [37].

For not necessarily idempotent finite algebras, this theorem fails
in general, but items 2, 5, 6, 7 are still equivalent (see [5]). Let A be
a relational structure with finite domain and finite signature, and let
A be an algebra such that Clo(A) = Pol(A). Then the tractability
conjecture for finite-domain CSPs states that CSP(A) is in P if and
only if A satisfies item 2, 5, 6, or 7 in Theorem 4.

The Topology of Pointwise Convergence
To study potential analogs of Theorem 4 for algebras on infinite
domains, topological concepts become important. A function clone
comes naturally equipped with a topology, namely the topology of
pointwise convergence where D is a discrete space. This topology
is characterised by the fact that a sequence (fi)i2! converges to f
if, and only if, for every finite subset S of D there exists an i0 2 !
such that for all i � i0, we have that fi and f coincide on S. Given
a relational structure A, the set Pol(A) is a function clone over A
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which is topologically closed in the full clone over A (the clone
consisting of all the functions of finite arity over A).

Let f, g be operations over D and let U be a subset of Sym(D).
When the topological closure of {↵�f �(�1, . . . ,�k) | ↵,�i 2 U}
contains g, we say that g is interpolated by f modulo U .

Homogeneity
A structure A is said to be homogeneous if every isomorphism
between finite substructures of A can be extended to an automor-
phism of A. Examples of homogeneous structures are (N; =) and
(Q;<). Reducts of homogeneous structures with finite relational
signature are examples of !-categorical structures: a structure A is
!-categorical if for every positive integer m, the natural action of
Aut(A) on Am has finitely many orbits.

Proposition 5. Suppose that A is a finitely bounded homogeneous
structure. Any expansion of A by finitely many relations of the form
{c} for c 2 A is a reduct of a finitely bounded homogeneous
structure, too.

Siggers operations modulo unary operations
Another important question when generalising Theorem 4 to in-
finite domains is how to replace the last three items involv-
ing weak near-unanimity operations, cyclic operations, and Sig-
gers operations. Given two unary operations e1, e2, we say that
a function is Siggers modulo e1, e2 if for all x, y, z in A, we
have e1(f(x, y, x, z, y, z)) = e2(f(y, x, z, x, z, y)). Weak near-
unanimity operations modulo e1, . . . , ek and cyclic operations
modulo e1, e2 are defined similarly. We mention that a break-
through result about the existence of Siggers polymorphisms mod-
ulo endomorphisms of !-categorical structures will be presented at
the same conference [6].

Canonical Functions
Let f : Ak ! A, and let A be a relational structure on A. We say
that f is canonical with respect to A if for all m 2 N,↵1, . . . ,↵k 2
Aut(A) and all m-tuples a1, . . . ,ak, there exists � 2 Aut(A)
such that �f(↵1a1, . . . ,↵kak) = f(a1, . . . ,ak). Equivalently,
this means that f induces a function ⇠typm (f) on orbits of m-tuples
under Aut(A), by defining ⇠typm (f)(O1, . . . , Ok) as the orbit of
f(a1, . . . ,ak), where ai is any m-tuple in Oi. Automorphisms
of A are canonical functions with respect to A, and so are the
projections. We can also check that the composition of canonical
functions is again canonical. Therefore, if C is a function clone that
contains Aut(A), the set D of operations of C that are canonical
with respect to A is again a function clone that contains Aut(A).
For all m 2 N, the set that consists of the functions ⇠typm (f)
for f 2 D is a function clone Dtyp

m on the set of orbits of m-
tuples. The application ⇠typm : D ! Dtyp

m is easily seen to be a
continuous clone homomorphism. For a more detailed exposition
of these functions, we refer the reader to the section 6 of [16].

Abstract Tractability Conditions
It is known that the complexity of CSP(A) for !-categorical struc-
tures A only depends on the properties of the polymorphism clone
of A. These properties can be of different nature. Abstract proper-
ties are properties that can be expressed using only the composi-
tion symbol and quantification over the functions in the clone, e.g.,
“there exists a function f , such that f � (⇡2

2 ,⇡
2
1) = f .” Topological

properties are properties that can also refer to Pol(A) as a topolog-
ical object, e.g., “there exists a continuous clone homomorphism
Pol(A) ! 2.” Finally, concrete properties are properties that refer
to certain concrete functions in the polymorphism clone. This dis-
tinction mirrors the distinction between abstract clones, topological
clones, and function clones.

It was shown that for an !-categorical structure Pol(A), the
complexity of CSP(A) only depends on topological properties of
Pol(A) [15]. However, most of the known conditions that imply
that CSP(A) is in P are concrete conditions. One notable exception
is tractability from quasi near unanimity polymorphisms, that is,
polymorphisms that satisfy the identity

f(y, x, . . . , x) = f(x, y, x, . . . , x) = · · ·
= f(x, . . . , x, y) = f(x, . . . , x).

If A has a quasi near unanimity polymorphism then CSP(A) is in
P [9]. This tractability condition is an abstract condition (it can be
rewritten using only f , the projection operations ⇡2

1 ,⇡
2
2 , and the

composition symbol). The tractability conditions that we are able
to lift from the finite as below are all of the abstract type.

Let A be a reduct of a finitely bounded structure B and m 2
N. The following lemma connects the polymorphism clone of a
structure A with the polymorphism clone of its associated type
structure TB,m(A).
Lemma 6. Let B be a homogeneous relational structure, and let A
be a qf-reduct of B. If f is a polymorphism of A which is canonical
with respect to B, then ⇠typm (f) is a polymorphism of TB,m(A).

Proof. Let k be the arity of f , let i : [r] ! [m], and let p1, . . . , pk
be types in h�(zi(1), . . . , zi(r))i. Let a

1, . . . ,ak be m-tuples
whose types are p1, . . . , pk respectively. Since B is homogeneous
in a finite relational language, we have that orbits of m-tuples
under Aut(B) and qf-types are in one-to-one correspondence, so
that ⇠typm (f) can be seen as a function on m-types. We have that
⇠typm (f)(p1, . . . , pk) is the type of f(a1, . . . ,ak

) in B. Since f
preserves the relation defined by �(zi(1), . . . , zi(r)), it follows
that f(a1, . . . ,ak

) satisfies �(zi(1), . . . , zi(r)), which means that
the type of this tuple contains �(zi(1), . . . , zi(r)), and therefore
⇠typm (f) preserves the relations of the first sort.

We now prove that the relations of the second sort in TB,m(A)
are preserved by ⇠typm (f) for any function f which is canoni-
cal with respect to B. Indeed, let (p1, q1), . . . , (pk, qk) be pairs
of types in Compi,j . Let (a

1,b1
),. . . , (ak,bk

) be pairs of m-
tuples such that tp(a

l
) = pl and tp(b

l
) = ql for all l 2

[k]. As noted above, the definition of Compi,j implies that the
tuples (al

i(1), . . . , a
l
i(r)) and (blj(1), . . . , b

l
j(r)) have the same

type in B for all l 2 [k]. Since f is canonical, we have that
(f(a1

i(1), . . . , a
k
i(1)), . . . , f(a

1
i(r), . . . , a

k
i(r))) has the same type

as (f(b1j(1), . . . , b
k
j(1)), . . . , f(b

1
j(r), . . . , b

k
j(r))) in B. This implies

that

Compi,j

�
⇠typm (f)(p1, . . . , pk), ⇠

typ
m (f)(q1, . . . , qk)

�

holds, which concludes the proof.

One of the main results of this paper, Theorem 3, yields a series
of new abstract tractability conditions: for every known abstract
tractability condition for finite domain CSPs, we obtain an abstract
tractability condition for reducts of finitely bounded homogeneous
structures B. To demonstrate this, we first observe that the functions
on A that are canonical with respect to A can be characterised
algebraically.

Proposition 7. Let A be a homogeneous structure with a finite
relational language such that Aut(A) = End(A). Let f : An !
A. Then f is canonical with respect to A if and only if for all
a1, . . . , an 2 End(A) there exist e1, e2 2 End(A) such that

e1 � f � (a1, . . . , an) = e1 � f .

Proof. First suppose that f is canonical with respect to A, and
let a1, . . . , an 2 End(A). Note that ⇠typ1 (ai) = ⇡1

1 , and hence
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⇠typ1 (f � (a1, . . . , an)) = ⇠typ1 (f). Proposition 6.6 from [16]
implies that there exist e1, e2 2 Aut(A) = End(A) such that
e1 � f � (a1, . . . , an) = e2 � f . The converse direction of the
statement is straightforward to prove.

Proposition 7 implies that the following is essentially an abstract
tractability condition.

Theorem 8. Let A be a finite-signature reduct of a finitely bounded
homogeneous structure B such that Aut(B) = End(A). Suppose
that A has a four-ary polymorphism f and a ternary polymor-
phism g that are canonical with respect to A, that are weak near-
unanimity operations modulo End(A), and such that there are op-
erations e1, e2 in End(A) with e1(f(y, x, x, x)) = e2(g(y, x, x))
for all x, y. Then CSP(A) is in P.

Proof. Let m be as in Section 3. By Lemma 6, f 0
:= ⇠typm (f)

and g0 := ⇠typm (g) are polymorphisms of TB,m(A). Moreover, f 0

and g0 must be weak near-unanimity operations, and they satisfy
f 0
(y, x, x, x) = g0(y, x, x). It follows from [33] in combination

with [2] that TB,m(A) is in P (it can be solved by a Datalog
program). Theorem 3 then implies that CSP(A) is in P, too.

Note that since the reduction from CSP(A) to CSP(TB,m(A))

presented in Section 3 is a first-order reduction, it is computable
in Datalog. In particular, the hypotheses of Theorem 8 imply that
CSP(A) is in Datalog. This result generalises many algorithmic
results from the literature, for instance

• the polynomial-time tractable fragments of RCC-5 [29];
• the two polynomial-time algorithms for partially-ordered time

from [21];
• polynomial-time tractable equality constraints [11];
• all polynomial-time tractable equivalence CSPs [18].

In all four cases, the respective structures A have a polymorphism
f such that ⇠typ2 (f) is a semilattice operation [28]. Finite structures
with a semilattice polymorphism also have weak near-unanimity
polymorphisms f 0 and g0 that satisfy f 0

(y, x, x, x) = g0(y, x, x)
(see [33]), and hence A satisfies the assumptions of Theorem 8.

In the same way as in Theorem 8 every abstract tractability re-
sult for finite-domain CSPs can be lifted to an abstract tractability
condition for !-categorical CSPs. Note that the polynomial-time
tractable cases in the recent classification for Graph-SAT prob-
lems [14] can also be explained with the help of Corollary 9 be-
low, assuming the finite-domain tractability conjecture. Finally, we
mention that the non-trivial polynomial-time tractable cases for
reducts of (Q;<) provide examples that cannot be lifted from
finite-domain tractability results in this way, since the respective
languages do not have non-trivial canonical polymorphisms.

Corollary 9. Let A be a finite-signature reduct of a finitely
bounded homogeneous structure B, and suppose that A has a Sig-
gers (or weak nu) polymorphism f modulo operations from Aut(B)
such that f is canonical with respect to B. Then CSP(A) is in P,
unless the finite-domain tractability conjecture is false.

Proof. By Lemma 6, ⇠typm (f) is a polymorphism of TB,m(A). Since
⇠typm (f) is a Siggers operation, the tractability conjecture implies
that CSP(TB,m(A)) is in P. Then Theorem 3 implies that CSP(A)
is in P.

5. Mashups
In this section we study finite-signature reducts of (N; 0, 1, 2, . . . )
and prove Theorem 2 stated in the introduction. Here we will use

Theorem 3 from Section 3, but also new clone-theoretic methods
of independent interest that we develop in this section.

From now on, n is a fixed natural number. We write Gn for the
group Aut(N; 0, . . . , n� 1) of permutations that pointwise fix the
integers 0, . . . , n�1. If F ⇢ NNk

we write GnF for the set {↵�f |
↵ 2 Gn} and FGn for {f � (�1, . . . ,�k) | �1, . . . ,�k 2 Gn}.

Definition 1. Let k be a positive integer, and let g and h be two
k-ary operations over {0, . . . , n}. Suppose that g|{0,...,n�1} =

h|{0,...,n�1}. For ` 2 [k], a function ! is an `-mashup of g and
h if it is such that:

!(x1, . . . , xk) =

8
<

:
g(x1, . . . , xk) if x` 2 {0, . . . , n� 1}

h(x1, . . . , xk)
if for all `0 6= `,
x`0 2 {0, . . . , n� 1}.

Lemma 10. Let A be an idempotent algebra over {0, . . . , n}. Sup-
pose that there is a 2-element algebra in HS(A) all of whose oper-
ations are projections. Let S be a subalgebra of A and f : S ! T

be a surjective homomorphism such that T is a 2-element algebra
that contains only projections. Let gA, hA be operations of A of
arity k. If for all ` 2 [k], an `-mashup of gA and hA is an opera-
tion of A, then gT = hT.

Proof. The algebra T has two elements a, b. Without loss of gen-
erality n /2 f�1

(a). Let m 2 f�1
(a) and m0 2 f�1

(b). Let ` be
such that gT is the `-th projection. Let !A be an `-mashup of gA
and hA. Let tj be the tuple whose entries are a, except for the j-th
one which is b. Then we have for j 6= `:

!T
(tj) = f(!A

(m, . . . ,m,m0,m, . . . ,m)) (1)

= f(gA(m, . . . ,m,m0,m, . . . ,m)) (2)

= gT(tj) = a. (3)

where (1) holds because tj is the image under f of the tuple
whose entries are m except for the j-th one which is m0. Since
j 6= `, the `-th entry of this tuple is m 2 {0, . . . , n � 1}, so that
!A

(m, . . . ,m,m0,m, . . . ,m) = gA(m, . . . ,m,m0,m, . . . ,m)

which gives the equation (2). By assumption, gT is the `-th projec-
tion, which gives the last equality. Thus, !T is not the j-th projec-
tion, for any j 6= `, and it is therefore the `-th projection.

We now apply the same reasoning with j = `. This time, we
obtain that !T

(t`) = hT
(t`), and since we know that !T is the

`-th projection, we obtain that hT
(t`) = b. This finally implies that

hT is the `-th projection, so that gT = hT.

Corollary 11. Let A be an idempotent algebra over {0, . . . , n},
and suppose that there exists a clone homomorphism Clo(A) ! 2.
Then there exists a clone homomorphism ⇠ : Clo(A) ! 2 such
that for every g and h in Clo(A), if all the mashups of g and h are
in Clo(A), we have ⇠(g) = ⇠(h).

Proof. By the hypothesis and Theorem 4, there exists an algebra in
HS(A) whose operations are projections. Let S be a subalgebra of
A and f : S ! T be a homomorphism onto an algebra whose
operations are projections. Define ⇠ to be the map that takes a
term operation tA in Clo(A) to tT. Lemma 10 then implies that
⇠ satisfies the required property.

When using Corollary 11, the finite algebra we consider is the
algebra whose domain is the set of orbits of N under Gn, and
whose operations are induced by the functions that are canonical
with respect to (N; 0, . . . , n�1). In order to prove that the mashup
of two functions exists in this algebra, we therefore need to prove
that there exists a canonical function which induces this mashup.
This motivates the following definition and propositions.
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Definition 2. Let g, h,! : Nk ! N, let ` 2 [k], and let S ✓ N. We
say that ! is an (`, S)-mashup of g and h iff the following holds:
there exist ↵,� 2 Gn such that for all x1, . . . , xk 2 S, we have

!(x1, . . . , xk) =

8
<

:
↵g(x1, . . . , xk) if x` 2 {0, . . . , n� 1}

�h(x1, . . . , xk)
if for all `0 6= `,
x`0 2 {0, . . . , n� 1}.

Lemma 12 (Canonisation lemma). Every f : Nk ! N interpolates
modulo Gn a function g : Nk ! N that is canonical with respect
to (N; 0, . . . , n� 1).

For the rest of this section, “f is canonical” means “f is canon-
ical with respect to (N; 0, . . . , n� 1)”.

Proposition 13. Let (fi)i2! be a sequence of functions Nk ! N
converging to a function f . Let g be canonical and in Gn{f}Gn

and h be canonical and in
T

i Gn{fi}Gn. Let ` 2 [k]. Then there
exists a canonical function ⇣ in Gn{fi : i 2 N}Gn which is for
every finite set S ⇢ N an (`, S)-mashup of g and h.

Proof. We first prove that for every finite subset S of N, there exists
in Gn{fi : i 2 N}Gn a function !S which is an (`, S)-mashup of
g and h. Let S ⇢ N be finite. Since g is in Gn{f}Gn, there exist
functions �, �1, . . . , �k in Gn such that

8x1, . . . , xk 2 S, g(x1, . . . , xn) = �f(�1x1, . . . , �kxk).

Since (fi)i2N converges to f , and
Sk

i=1 �i(S) is finite, there exists
an i 2 N such that f(�1x1, . . . , �kxk) = fi(�1x1, . . . , �kxk)

for all x1, . . . , xk 2 S. The function h is by assumption in
Gn{fi}Gn, and therefore there exist functions ↵,�1, . . . ,�k in
Gn such that

8x1, . . . , xk 2 S, h(x1, . . . , xk) = ↵fi(�1x1, . . . ,�kxk).

Define !S : N2 ! N as

!S(x1, . . . , xk) = fi(✏1(x1), . . . , ✏k(xk)),

where ✏` = �`, and ✏`0 = �`0 if `0 6= `. Note that when x 2
{0, . . . , n � 1}, we have �`0(x) = �`0(x) = x for every `0 2 [k].
This immediately gives

!S(x1, . . . , xk) =

8
<

:
��1

(g(x1, . . . , xk)) if xl 2 {0, . . . , n� 1}

↵�1
(h(x1, . . . , xk))

if for all `0 6= `,
x`0 2 {0, . . . , n� 1}.

Thus, !S 2 Gn{fi : i 2 N}Gn is an (`, S)-mashup of g and h.
We now prove that there exists a single function which is

an (`, S)-mashup for all finite S ⇢ N. For each positive inte-
ger m � n � 1, consider the equivalence relation on functions
{0, . . . ,m}k ! N defined by r ⇠m s iff there exists ↵ 2 Gn

such that r = ↵ � s. Note that if r is an (`, S)-mashup of g, h
and if r ⇠m s, then s is also an (`, S)-mashup of g, h. For each
m � n� 1, this relation has finite index because the action of Gn

on N is oligomorphic (that is, there are only finitely many orbits
of k-tuples for every positive integer k). Consider the following
forest F . For each m � n � 1 and each function ! which is an
(`, {0, . . . ,m})-mashup of g and h in Gn{fi : i 2 N}Gn, the
forest F contains the vertex (!|{0,...,m})/⇠m. For each m � n,
if r/⇠m is a vertex of F , then there is an edge {s/⇠m�1, r/⇠m}
where s = r|{0,...,m�1}. By the first paragraph, there are infinitely
many vertices in F . Since ⇠m has finite index for all m � n � 1,
the forest is finitely branching, and has finitely many roots. By
König’s lemma, there exists an infinite branch in F , which we
denote by (!m/⇠m)m�n�1.

We now construct a chain of functions ⇣m : {0, . . . ,m}k ! N
such that ⇣m ⇢ ⇣m+1 for all m � n� 1, and such that ⇣m is ⇠m-
equivalent to !m. For m = n� 1, simply put ⇣m = !m. Suppose

that m > n�1 and that ⇣m�1 is defined. There is an edge between
!m�1 and !m by hypothesis and ⇣m�1 ⇠m�1 !m�1, which
means that there is ↵ in Gn such that ↵!m|{0,...,m�1} = ⇣m�1.
Define ⇣m to be ↵!m. We have ⇣m�1 = ⇣m|{0,...,m�1} and
⇣m ⇠m !m, as required. Let now ⇣ =

S
m�n�1 ⇣m. It remains

to prove that ⇣ is an (`, S)-mashup of g, h for every finite S ⇢ N.
Let S be such a finite set, and m be such that m � n � 1 and
m � max(S). Since ⇣m ⇠m !m and !m is an (`, {0, . . . ,m})-
mashup of g, h, so is ⇣m. Finally, since ⇣m = ⇣|{0,...,m}, we have
that ⇣ is an (`, S)-mashup of g, h for every finite S. Let ⇣0 be
canonical and obtained from ⇣ by Lemma 12. It is immediate that
⇣0 is an (`, S)-mashup of g, h for every finite S. Moreover, ⇣0 is in
Gn⇣Gn and we have

Gn⇣Gn ✓ Gn{!m : m � n� 1}Gn ✓ Gn{fi : i 2 N}Gn,

so that ⇣0 is in Gn{fi : i 2 N}Gn as required.

The orbit of an element m in {0, . . . , n � 1} is {m} and
can be interpreted as m itself, and the orbit of an element in
N\{0, . . . , n�1} is exactly N\{0, . . . , n�1}, and in the following
will be associated with n.

Proposition 14 (Building Mashups). Let g, h be canonical func-
tions of arity k and let ` 2 [k]. Suppose that ! is canonical and is
an (`, S)-mashup of g, h for every finite S ⇢ N. Then ⇠typ1 (!) is
an `-mashup of ⇠typ1 (g) and ⇠typ1 (h).

Proof. Let x1, . . . , xk 2 N be such that xl 2 {0, . . . , n � 1}, and
let yi be the orbit of xi under Gn. Then ⇠typ1 (!)(y1, . . . , yk) is
by definition the orbit of !(x1, . . . , xk). Since ! is by assumption
an (`, {x1, . . . , xk})-mashup there exists an ↵ 2 Gn such that
!(x1, . . . , xk) = ↵g(x1, . . . , xk). Hence, ⇠typ1 (!)(y1, . . . , yk) =
⇠typ1 (g)(y1, . . . , yk). The proof for the case that x`0 2 {0, . . . , n�
1} for all `0 6= ` is similar.

We now apply mashups to study function clones C such that for
some n � 0, the set of operations Gn is dense in the set of all unary
operations of C , which we denote by C (1). We prove that for these
clones, we can reduce the question of the existence of continuous
h1 clone homomorphisms to 2 to the existence of (regular) clone
homomorphisms from the clone of canonical functions of C to 2.

Let C be a closed function clone over N. When Gn is dense
in C (1), the map that takes f 2 C to f |N\{0,...,n�1} is well-
defined and a continuous clone homomorphism; the image of this
clone homomorphism is a function clone C 6= over the domain
N \ {0, . . . , n� 1}. Clearly, every permutation of the domain of
C 6= is an operation in C 6=. Such clones have been studied in [11]
in the context of constraint satisfaction problems. In particular, the
authors show the following.

Theorem 15 (Consequence of Theorem 7 in [11]). Let C be a
closed clone over a countably infinite set D containing Sym(D).
Then C has a continuous homomorphism to 2 if and only if there
is no constant unary and no injective binary operation in C .

Proposition 16. Let C be a closed clone over N such that C (1)
=

Gn. Let D be the clone of canonical operations of C . Suppose that
the clone C 6= does not have a continuous homomorphism to 2. Then
if Dtyp

1 has a cyclic operation, so does Dtyp
2 .

Proof. Let f 2 D be such that ⇠typ1 (f) is cyclic in Dtyp
1 , of

arity k. Since C 6= does not have a homomorphism to 2, there
exists by Theorem 15 a binary function g0 in D such that g0

is injective when restricted to N \ {0, . . . , n � 1} (indeed, C 6=
cannot contain a unary constant function, for Gn is dense in C (1)).
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Define g(x1, . . . , xk) := g0(x1, g
0
(x2, . . . g

0
(xk�1, xk) . . . )) (an

injection on N \ {0, . . . , n� 1}), and consider f 0 2 D defined by

f 0
(x) = g(f(x), f(�x), . . . , f(�k�1

x)),

where � is the permutation (x1, . . . , xk) 7! (x2, . . . , xk, x1). We
claim that ⇠typ2 (f 0

) 2 Dtyp
2 is cyclic. It is trivial to check that

⇠typ1 (f 0
) is cyclic in Dtyp

1 .
We now show that for all k-tuples a,b such that f 0

(a) = f 0
(b)

we have f 0
(�a) = f 0

(�b). Suppose that a and b are given and
map to the same point under f 0. This means that

g(f(a), f(�a), . . . , f(�k�1
a))

= g(f(b), f(�b), . . . , f(�k�1
b)) (4)

If f(a) = m 2 {0, . . . , n � 1}, then f(�i
(a)) = m for every

i 2 {0, . . . , k�1} since f is cyclic in Dtyp
1 , and therefore f 0

(a) =

m = f 0
(�a). This implies that f 0

(b) = m and f 0
(�b) = m be-

cause f 0 is cyclic in Dtyp
1 . Otherwise, f(a) 62 {0, . . . , n� 1} (and

again, this holds for every cyclic permutation of the arguments).
Then (4) implies that f(�i

a) = f(�i
b) for all i 2 {0, . . . , k � 1}

by injectivity of g on N \ {0, . . . , n � 1}. Injecting this back into
(4), we readily obtain f 0

(�a) = f 0
(�b).

To show that ⇠typ2 (f 0
) is cyclic, let (a1, b1), . . . , (ak, bk)

be pairs of integers. We have to show that (f 0
(a), f 0

(b)) and
(f 0

(�a), f 0
(�b)) are in the same orbit under Gn. Since ⇠typ1 (f 0

)

is cyclic, we already know that f 0
(a) and f 0

(�a) are in the same
orbit, and that f 0

(b) and f 0
(�b) are in the same orbit. Note that

Gn satisfies the following property: two pairs (a, b), (c, d) are in
the same orbit under Gn iff a, c are in the same orbit, b, d are in
the same orbit and a = b iff c = d. So we only need to check that
f 0
(a) = f 0

(b) iff f 0
(�a) = f 0

(�b). In the left-to-right direction,
this is what we proved above. For the other direction, note that we
can apply k � 1 times the argument of the previous paragraph to
obtain that if f 0

(�a) = f 0
(�b), then f 0

(�k
(a)) = f 0

(�k
(b)),

i.e., f 0
(a) = f 0

(b).

Theorem 17. Let C be a closed function clone over N such that
Gn is dense in C (1). Let D be the clone of canonical operations
of C . Suppose that D admits a clone homomorphism to 2. Then C
admits a continuous h1 clone homomorphism to 2 which preserves
left-composition with operations from C (1).

Proof. Suppose first that there exists a continuous clone homomor-
phism from C 6= to 2. Since there exists a continuous clone homo-
morphism from C to C 6=, we then obtain a continuous clone homo-
morphism from C to 2. This function is in particular a continuous
h1 clone homomorphism.

Otherwise, C 6= does not have a continuous homomorphism to
2. Since D has a clone homomorphism to 2, so does Dtyp

2 , by
Theorem 6.7 in [16]. Hence, and by Theorem 4, Dtyp

2 does not have
a cyclic operation. Proposition 16 then implies that Dtyp

1 does not
have a cyclic operation. Again by Theorem 4, there exists a clone
homomorphism from Dtyp

1 to 2.
By Corollary 11, there exists a clone homomorphism ⇠0 : Dtyp

1 !
2 such that any two functions of Dtyp

1 which have all their mashups
in Dtyp

1 are mapped to the same projection in 2. By composi-
tion of ⇠typ1 with ⇠0, we obtain a continuous clone homomorphism
⇠ : D ! 2. Define the extension � of ⇠ to the whole clone C by
setting �(f) := ⇠(g), where g is any canonical function that is
interpolated by f modulo Gn.

� is well defined: let g, h be canonical and interpolated by f
modulo Gn. Let ` 2 [k]. By applying Proposition 13 with fi = f
for all i 2 N, we obtain an operation ⇣` which is canonical and
interpolated by f modulo Gn and which is an (`, S)-mashup of

g, h for every finite S ⇢ N. Then ⇠typ1 (⇣l) 2 Dtyp
1 is an `-

mashup of ⇠typ1 (g) and ⇠typ1 (h) by Proposition 14. Since this holds
for all ` 2 [k] we therefore have ⇠0(⇠typ1 (g)) = ⇠0(⇠typ1 (h)), i.e.,
⇠(g) = ⇠(h) and � is well defined.

� is continuous: let (fi)i2N be a sequence in C converging to
f 2 C . Since there are only finitely many behaviours of canonical
functions of a given arity, there exists an infinite set I ✓ N and a
canonical function h 2 D such that fi interpolates h modulo Gn

for all i 2 I . Let g be any canonical function that is interpolated by
f modulo Gn. By Proposition 13 with (fi)i2I ! f , there exists
in Gn{fi | i 2 !}Gn a canonical operation ⇣` which is an (`, S)-
mashup of g, h for every finite S ⇢ N. As above, Proposition 14
implies that for all ` 2 [k] the function ⇠typ1 (⇣l) 2 Dtyp

1 is an `-
mashup of ⇠typ1 (g) and ⇠typ1 (h) which implies that ⇠(g) = ⇠(h). In
particular, this shows that (�(fi))i2N converges: indeed, a priori
h depends on the choice of I ⇢ N but we just proved that ⇠(h)
is ⇠(g), whatever h we pick. Since (�(fi)) converges to �(f) we
conclude that � is continuous.

� preserves left-composition with unary operations: let ↵ be
an invertible of C , i.e., ↵ is an element of Gn. Let f 2 C . Let g be
canonical and interpolated by ↵ � f modulo Gn. Note that g is also
interpolated by f modulo Gn, so that �(f) = ⇠(g) = �(↵ � f).
Since the only unary operation in 2 is the identity operation, we
finally have �(↵) � �(f) = �(f). The continuity of � implies
that it also preserves left-composition with elements which are in
the topological closure of the invertibles. These are all the unary
operations of C , by assumption.

� is an h1 clone homomorphism: we need to prove that �(f �
(⇡m

i1 , . . . ,⇡
m
ik )) = �(f) � (⇡m

i1 , . . . ,⇡
m
ik ) for every f 2 C of

arity k � 1 and every m � 1. Let g : Nk ! N be canonical
and interpolated by f modulo Gn. Then g � (⇡m

i1 , . . . ,⇡
m
ik ) is

interpolated modulo Gn by f � (⇡m
i1 , . . . ,⇡

m
ik ). So

�(f � (⇡m
i1 , . . . ,⇡

m
ik )) = ⇠(g � (⇡m

i1 , . . . ,⇡
m
ik )) (5)

= ⇠(g) � (⇡m
i1 , . . . ,⇡

m
ik ) (6)

= �(f) � (⇡m
i1 , . . . ,⇡

m
ik ) (7)

where (5) and (7) hold by definition of �, and (6) holds since ⇠ is a
clone homomorphism.

We can finally prove Theorem 2 from the introduction; we first
re-state it in the terminology from Section 4.

Theorem 18. Let A be a reduct of (N; 0, 1, . . . , n � 1) such
that End(A) is the set of injections that preserve 0, 1, . . . , n � 1.
Then either there exists a continuous h1 clone homomorphism
from Pol(A) to 2 that preserves left-composition with operations
from End(A) or A has a cyclic (Siggers, weak near-unanimity)
polymorphism modulo endomorphisms of A that is canonical with
respect to (N; 0, 1, . . . , n� 1).

We first prove that the two cases are indeed disjoint; this holds
in general, and we therefore state it in a separate lemma.

Lemma 19. Let A be a relational structure. If A has a cyclic
polymorphism, a Siggers polymorphism, or a weak near-unanimity
polymorphism modulo endomorphisms, then there is no continuous
h1 clone homomorphism from Pol(A) to 2 that preserves left-
composition with operations from End(A).

Proof. Let f 2 Pol(A) which is Siggers modulo End(A) and
let � be an h1 homomorphism from Pol(A) to 2 which preserves
left-composition. Then we must have �(e1 � f)(x, y, x, z, y, z) =
�(e2 � f)(y, x, z, x, z, y) for all x, y, z 2 A since � preserves
equations of height 1. Moreover, we have �(ei � f) = �(f) since
� preserves left-composition with operations from End(A). It fol-
lows that �(f) is a projection that satisfies the Siggers equation,
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a contradiction. If f is cyclic or a weak near-unanimity modulo
End(A), we similarly reach a contradiction.

Proof of Theorem 18. Lemma 19 shows that the two cases are in-
deed disjoint. Suppose now that the first case does not apply. It fol-
lows from Theorem 17 that if D is the clone of canonical functions
of Pol(A), there is no clone homomorphism D ! 2. Since there is
a clone homomorphism ⇠typ2 : D ! Dtyp

2 , it also follows that there
is no clone homomorphism Dtyp

2 ! 2. Since A is !-categorical,
the function clone Dtyp

2 acts on a finite domain. Moreover, since the
endomorphisms of A are all injective and fix 0, . . . , n � 1, we see
that all operations in D preserve all orbits of pairs, and therefore all
operations in Dtyp

2 are idempotent. We can now apply Theorem 4
and obtain that Dtyp

2 contains a Siggers operation (equivalently, a
cyclic operation or a weak near-unanimity). Proposition 6.6 in [16]
states that there is an operation f 2 D which is Siggers (equiva-
lently, a cyclic operation or a weak near-unanimity) modulo unary
operations in D . The unary operations in D are endomorphisms of
B, and f is a polymorphism of B that is canonical with respect to
(N; 0, 1, . . . , n� 1).

6. Lifting the Tractability Conjecture
Finally, we show that the infinite-domain tractability conjecture
from [16] applied to finite-signature reducts A of (N; 0, 1, 2, . . . ) is
equivalent to the tractability conjecture for finite-domain constraint
satisfaction as stated in Section 4. To state the infinite-domain con-
jecture, we need the following concepts. An !-categorical struc-
ture A is a model-complete core if the set of automorphisms of
A is dense in the set of endomorphisms of A. Examples of model-
complete cores are the structures A in the statement of Theorem 18.
Indeed, let A be such a structure. The automorphism group of A
contains all the permutations of N that pointwise fix 0, . . . , n � 1.
Hence, if e is an injective function on N fixing 0, . . . , n�1 and S is
a finite subset of N, then there is an automorphism ↵ of A such that
↵|S = e|S . Therefore, e is in the topological closure of Aut(A),
and Aut(A) is dense in End(A). Every !-categorical structure is
homomorphically equivalent to a model-complete core, which is
unique up to isomorphism, and again !-categorical [8].

Using a recent result of Barto and Pinsker that will be presented
at the same conference [6], the conjecture from [16] now takes the
following form when applied to the special-case of finite-signature
reducts of (N; 0, 1, 2, . . . ).
Conjecture 20. Let A be a finite-signature reduct A of the struc-
ture (N; 0, 1, 2, . . . ). Then CSP(A) is in P if the model-complete
core B of A has a Siggers polymorphism modulo endomorphisms
of B, and is NP-complete otherwise.

In combination with the algorithmic results from Section 4,
Theorem 18 will take care of the situation (up to isomorphisms)
where End(A) is the set of injections that preserve 0, 1, . . . , n�1.
In the following, we reduce the general case to this situation.

We can assume that the model-complete core B of A is a sub-
structure of A. Indeed, if f : A ! B and g : B ! A are homomor-
phisms, then f � g is an endomorphism of B, and is therefore an
embedding B ,! B. This implies that g is an embedding of B into
A. We can then replace B by g(B) ✓ A.

Lemma 21. Let A be a reduct of (N; 0, . . . , n � 1), and let B be
the model-complete core of A. Then B is finite or there exists an
n0  n such that B is isomorphic to a reduct of (N; 0, . . . , n0 � 1).

Proof. Suppose that B is an infinite substructure of A. Let h be a
homomorphism from A to B. Let S be {0, . . . , n � 1} \ B. We
prove that every permutation of B which fixes S pointwise is an
automorphism of B. Let � be such a permutation. Then � can be

extended to a permutation ↵ of N which fixes 0, . . . , n � 1, and
therefore ↵ is an automorphism of A. Thus, h�� = h�↵|B : B !
B is an endomorphism of B, and so an embedding since B is a
model-complete core. This implies that � is an embedding, i.e., it
is an automorphism of B.

Note that S is finite, and let s0, . . . , sn0�1 be the elements of S.
We proved in the previous paragraph that the automorphism group
of B contains all the permutations that fix S pointwise, and note
that (B; s0, . . . , sn0�1) is an !-categorical structure. It is a known
corollary of the Ryll-Narzewski theorem [27] that if a structure C
is !-categorical and Aut(C) ✓ Aut(B) then B is a reduct of C. It
follows that B is a first-order reduct of (B; s0, . . . , sn0�1), so it is
isomorphic to a reduct of (N; 0, . . . , n0 � 1).

Corollary 22. Let A be a reduct of (N; 0, . . . , n � 1). Then there
exists an expansion C of the model-complete core of A by finitely
many constants such that C := Pol(C) satisfies either 1. or 2.:

1. there is a continuous h1 clone homomorphism C ! 2 that
preserves left-composition with End(C);

2. C contains a cyclic (equivalently: a Siggers, or a weak near
unanimity) operation f modulo unary operations of C ; more-
over, f is canonical with respect to C.

Proof. If the model-complete core B of A is finite, then we can
expand by a constant for each elements of B, and the statement
follows from Theorem 4. Otherwise, B is isomorphic to a reduct of
(N; 0, . . . , n0 � 1) for some n0 by Lemma 21. So assume that B is
a reduct of (N; 0, . . . , n0 � 1). Then C := Pol(B, 0, . . . , n0 � 1)

satisfies the assumptions of Theorem 18 with n0 instead of n, and
the statement follows directly from Theorem 18.

The following clearly implies Theorem 1 from the introduction.

Corollary 23. The tractability conjecture for finite-domain CSPs
is equivalent to Conjecture 20.

Proof. Assume the tractability conjecture, and let A be a finite-
signature reduct of (N; 0, 1, 2, . . . ). Since A has finite signature, it
is a reduct of (N, 0, . . . , n� 1) for some n 2 N. Let c1, . . . , cn0�1

be as in the statement of Corollary 22, and let C be the expansion
of the be the model-complete core of A by c1, . . . , cn0�1. Suppose
that C has a Siggers polymorphism modulo endomorphisms of
C which is canonical with respect to C. Then TB,m(C) has a
Siggers polymorphism, by Lemma 6. The tractability conjecture
states that the CSP of TB,m(C) is in P. It follows from Theorem 3
that CSP(C) is in P, too.

Now suppose that C does not have a Siggers polymorphism
modulo endomorphisms of C which is canonical with respect to
C. Then Theorem 18 states that there is a continuous h1 clone ho-
momorphism from Pol(C) to 2 which preserves left-composition
with End(C). By Proposition 6.4 in [5], a continuous map from
the polymorphism clone of a countable !-categorical structure to
another function clone that preserves left-composition with invert-
ibles is uniformly continuous. By Proposition 6.1 and Corollary 4.7
in [5], there exists a polynomial-time reduction from, say, 3-SAT to
CSP(C). Therefore, CSP(C) is NP-complete.

Conversely, we show that Conjecture 20 implies the finite-
domain tractability conjecture. Let A be a finite relational structure
on n+ 1 elements (say {a0, . . . , an}), with relations RA

1 , . . . , R
A
k .

Let p : N ! A be such that for i 2 {0, . . . , n � 1}, p(i) = ai

and for i � n we define p(i) = an. Let A0 be the structure whose
domain is N and such that RA0

i is p�1
(RA

i ). It is clear that A0 is
a reduct of (N; 0, . . . , n � 1). Moreover, A and A0 are homomor-
phically equivalent. Indeed, p is by construction a homomorphism
from A0 to A, and we can embed A into A0 by sending ai to i.
Therefore the model-complete core of A and of A0 coincide.
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If A has a Siggers polymorphism, then its core also has a Siggers
polymorphism; this follows from the fact that the two structures are
homomorphically equivalent. Hence, the model-complete core of
A0 has a Siggers polymorphism, too. Now the hypothesis entails
that CSP(A0

) and therefore CSP(A) is in P.

We mention that using the results from [17], it can be shown that
the condition in Conjecture 20 is decidable, for given first-order
formulas that define the relations of A over (N; 0, 1, . . . ). Finally,
we believe that Conjecture 20 also holds for all CSPs expressible in
the logic MMSNP introduced by Feder and Vardi [25]. It is already
known that this logic has a complexity dichotomy if and only if
finite-domain CSPs have dichotomy, but the proof requires [34] and
it would be interesting to by-pass this.
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[26] Pavol Hell and Jaroslav Nešetřil. On the complexity of H-coloring.
Journal of Combinatorial Theory, Series B, 48:92–110, 1990.

[27] Wilfrid Hodges. A shorter model theory. Cambridge University Press,
Cambridge, 1997.

[28] Peter Jeavons, David Cohen, and Marc Gyssens. Closure properties of
constraints. Journal of the ACM, 44(4):527–548, 1997.

[29] Peter Jonsson and Thomas Drakengren. A complete classification
of tractability in RCC-5. Journal of Artificial Intelligence Research,
6:211–221, 1997.

[30] Peter Jonsson and Johan Thapper. Constraint satisfaction and semi-
linear expansions of addition over the rationals and the reals. CoRR,
abs/1506.00479, 2015.

[31] Bartek Klin, Eryk Kopczynski, Joanna Ochremiak, and Szymon
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Abstract
The characterization of all the Constraint Satisfaction Prob-
lems of bounded width, proposed by Feder and Vardi
[SICOMP’98], was confirmed in [Bulatov’09] and indepen-
dently in [FOCS’09, JACM’14]. Both proofs are based on the
(2,3)-consistency (using Prague consistency in [FOCS’09],
directly in [Bulatov’09]) which is costly to verify.

We introduce a new consistency notion, Singleton Lin-
ear Arc Consistency (SLAC), and show that it solves the
same family of problems. SLAC is weaker than Singleton Arc
Consistency (SAC) and thus the result answers the question
from [JLC’13] by showing that SAC solves all the problems
of bounded width. At the same time the problem of verify-
ing weaker consistency (even SAC) o↵ers significant com-
putational advantages over the problem of verifying (2,3)-
consistency which improves the algorithms solving the CSPs
of bounded width.

Categories and Subject Descriptors F.4.1 [Mathematical logic
and formal languages]: Mathematical Logic—Logic and con-
straint programming

Keywords Constraint Satisfaction Problem, DATALOG, lo-
cal consistency checking algorithm

1. Introduction
An instance of the Constraint Satisfaction Problem consists of
variables and constraints. In the decision version of CSP the
question is whether the variables can be evaluated in such
a way that all the constraints, often described as a relation
constraining a sequence of variables, are satisfied.

In a seminal paper (Feder and Vardi 1998) Feder and
Vardi proposed to parametrize the problem by restricting the
constraining relations allowed in instances. More formally,
for every finite relational structure A (called in this context a
template or a language) the CSP parametrized by A, CSP(A), is
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the CSP restricted to instances with all the constraint relations
taken from A.

Clearly, for any A, the problem CSP(A) is in NP and it
is quite easy to construct relational structures which define
NP-complete CSPs or CSPs solvable in polynomial time.
One of the main problems in the area is the CSP Dichotomy
Conjecture (Feder and Vardi 1998), which postulates that for
every A the problem CSP(A) is NP-complete or solvable in
a polynomial time. The CSP Dichotomy Conjecture remains
open.

The class of problems which can be expressed as a CSP(A)
is very rich; it is easy to construct relational structure A such
that CSP(A) is 2-colorability of graphs, 3-SAT, 3-Horn-SAT, or
a problem of solving systems of linear equations in Z2. The
last problem on this list is a canonical example of a CSP with
an ability to count. Feder and Vardi conjectured that all the
CSPs which do not have the ability to count are solvable
by local consistency checking. Local consistency checking
algorithms operate by constructing a family of local solutions
of an instance and enforcing some form of consistency on it.
The CSPs solvable by such algorithms are CSPs of bounded
width1, and the conjecture of Feder and Vardi is the the bounded
width conjecture.2

A breakthrough in the research on the parametrized CSPs
appeared with an introduction of the algebraic approach (Bu-
latov et al. 2000, 2005). This approach is based on the Ga-
lois correspondence between relational structures and alge-
bras (Bodnarčuk et al. 1969). At it’s heart lies a method of
associating algebras to templates in such a way that the com-
putational properties of CSP (parametrized by the template)
correspond to high-level algebraic properties of the algebra.

An algebraic approach allowed to restate and formal-
ize (Larose and Zádori 2007) the bounded width conjec-
ture. The restated conjecture postulated that a template has
bounded with if and only if the associated algebra generates
a variety which is congruence meet semi-distributive. This
conjecture, and consequently the bounded width conjecture,
was confirmed by two independent algebraic proofs (Barto
and Kozik 2009, 2014; Bulatov 2009).

CSPs of bounded width form a big class of problems
and appear naturally in many areas. To name one such
connection: Guruswami and Zhou conjectured (Guruswami
and Zhou 2011) that the class of CSPs which admit robust

1 In this paper we use phrases "CSPs solvable by local consistency
checking" and "CSPs of bounded width" interchangeably.
2 Not to be confused with the dichotomy conjecture of Feder and
Vardi.
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approximating algorithm (i.e. a poly-time algorithm that, if
1 � " fraction of constraints can be satisfied in an instance,
provides a “solution” satisfying 1�g(") fraction of constraints
and g(") ! 0 as " ! 0) coincides with the class of CSPs of
bounded width. This conjecture was confirmed in (Dalmau
and Krokhin 2013; Barto and Kozik 2012).

The study of consistency notions for CSP predates the
parametrized approach of Feder and Vardi. In many practical
applications a consistency checking algorithm is used to
quickly rule out some instances with no solutions with less
regard for the existence of solution if the instance cannot
be ruled out. Considered instances are usually large and very
often sparse and thus require algorithms which work fast and
do not disturb the structure of the instance. For an overview
of consistency notions and algorithms we refer the reader to
e.g. (Debruyne and Bessiere 1997; Bodirsky and Chen 2010;
Chen et al. 2013).

The proof (Barto and Kozik 2009, 2014) of the bounded
width conjecture required (k, l)-consistency (compare Defini-
tion 3.1 in (Barto 2014)) with k, l dependent on the maximal
arity of relations in the template. The main theorem of (Barto
2014) shows that (2, 3) minimality su�ces for all the tem-
plates. On the other hand both proofs rely on a technical
notion of Prague instance, which can be viewed as another
consistency notion. The proof of (Barto and Kozik 2012) re-
quired another consistency definition: a definition of a weak
Prague instance for templates with binary constraints (Defi-
nition 3.3 in (Barto and Kozik 2012)). All these results, as well
as (Bulatov 2009), even in restriction to templates with binary
constraints require some version of (2, 3)-consistency which
is often discredited in practical applications.

Singleton arc consistency is, on the other hand, a well
established consistency notion easier to verify than (2, 3)-
consistency. Moreover an algorithm can verify SAC without
distorting the structure of the instance (unlike the algorithms
verifying (2, 3)-consistency). In (Chen et al. 2013) authors
discuss applicability of SAC to CSPs of bounded width and
ask if every CSP of bounded width is solvable by SAC.

We answer this question in positive by introducing a new
consistency notion, Singleton Linear Arc Consistency, which
is weaker than SAC and showing that it solves all the CSPs
solvable by local consistency checking. The notion is not
weaker than the one used in (Barto and Kozik 2012) to estab-
lish the conjecture of Guruswami and Zhou, but, at the cost
of complicating proofs, it could be adjusted to imply that re-
sult as well. The definition of SLAC is motivated by the work
in (Dalmau and Krokhin 2008; Bodirsky and Chen 2010) and
provides a new insight into bounded width templates which
can be important when attempting to construct algorithms
solving wider classes of CSPs (with the dichotomy conjecture
as a long term goal); or attempting a fine-grained classifica-
tion of CSPs along the lines of e.g. (Dalmau and Krokhin 2008;
Barto et al. 2012).

The paper is organized as follows. In the next section
we describe a number of consistency notions and define the
Singleton Linear Arc Consistency. In section 3 we state the
main theorem of the paper and provide a rough sketch of the
proof. Section 4 contains definitions of algebraic notions and
collects established tools in the algebraic approach to CSP. In
section 5 we rephrase the consistency notions from section 3
into a language which allows us to work with the instances of
CSP. In section 6 we return to the main theorem of the paper
and present a more in-depth sketch of the proof deferring
most of the actual reasoning to the Appendix. Finally in
section 7 we give a taste of the real proof by deriving a result

which is responsible for one of the two cases in the proof of the
main theorem. The last section contains acknowledgments.

2. Local consistency notions for CSPs
The purpose of local consistency checking is to eliminate, at
a low computational cost, instances with no solutions. How-
ever if an algorithm checking a local consistency notion stops
without deriving a contradiction the instance does not need
to have a solution. In the parametrized approach to CSP the
template has bounded width if some local consistency notion
derives a contradiction for every non-solvable instance.

Formally a template of a CSP is a fixed, finite relational
structure usually denoted by A, and an instance of CSP over
template A consists of a set of variables and a set of constraints
which are pairs: ((x1, . . . , xn),R) where xi is a variable and R
is an n-ary relation in A. A solution of an instance is a function
f sending variables to the universe of A, usually denoted by
A, in such a way that for every constraint ((x1, . . . , xn),R) we
have ( f (x1), . . . , f (xn)) 2 R.

There exists an extensive literature on various local con-
sistency notions used in CSP (Debruyne and Bessiere 1997;
Bodirsky and Chen 2010; Chen et al. 2013) etc. In the re-
maining part of this section we present only these which are
directly pertinent to our approach. This is done using the
notion of a DATALOG program.

2.1 DATALOG programs

A DATALOG program derives new facts about a relational
structure using a set of rules. It operates in the languages of
this structure (the relations/predicates3 of that language are
called extensional database or EDBs) enhanced by a number
of auxiliary predicates/relations (called intensional database or
IDBs).

A DATALOG rule has a head which is a single IDB on
an appropriate number of variables and the body which is
a sequence on IDBs and EDBs. During the execution of the
program the head IDB is updated whenever the body of the
rule is satisfied. The computation ends when no relation can
be updated, or when the goal predicate is reached.
Example. The following DATALOG program operates on
digraphs. The edge relation of a digraph (denoted by E) is
the single binary EDB in the program. The program uses two
IDBs: ODD and GOAL (where GOAL is the goal predicate)
and verifies whether the digraph has a directed cycle of odd
length.

ODD(x, y) D E(x, y)
ODD(x, v) D E(x, y) ^ E(y, z) ^ODD(z, v)

GOAL D ODD(x, x)

The program computes the relation ODD and fires the GOAL
predicate when a directed circle of odd length is found.

2.2 Arc consistency (1-consistency)

Arc consistency is one of the most basic local consistency
notions. For the purpose of this paper we present it in two
ways: using a DATALOG program and defining an iterative
procedure. The notion is sometimes (Dalmau and Pearson
1999) called generalized arc consistency as it is adjusted to work
with relations of all arities.

A DATALOG program verifying arc consistency for a
template A has an IDB for each subset of the universe of

3 We abuse the notation by identifying predicates with the relations
in the structure.
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A. Whenever B(x) (for a variable x and B ✓ A) is derived
we understand that the program established that in every
potential solution the variable x is evaluated into B.

The derivation itself proceeds in steps: in each step we
focus a single constraint ((x1, . . . , xn),R) and use already
established facts (i.e. IDBs) about the variables

A01(x1),A001 (x1), . . . ,A02(x2), . . .

to derive that xi needs to be evaluated in the appropriate
projection of4

R \
⇣\

j

A( j)
1 ⇥ · · · ⇥

\

j

A( j)
n

⌘
. (‡)

A DATALOG rule realizing this derivation is

B(xi) D R(x1, . . . , xn)^
A01(x1) ^ A001 (x1) ^ . . .^
A02(x2) ^ A002 (x2) ^ . . .^
. . .

A0n(xn) ^ A00n (xn) ^ . . .
where B is a projection of (‡) to the i–th coordinate. To
construct a DATALOG program verifying arc consistency for
a fixed template A we collect all such rules, and set the goal
predicate to be the predicate associated with an empty set.
Whenever this goal predicate is reached we will say that the
program derived a contradiction.

Alternatively it can be described be a procedure updating,
for every variable x, a special unary constraint Cx. The idea
behind these constraints is to store information derived about
the variable. More formally:

for every variable x in I do
add to I a new special constraint Cx := (x,A)

end for
repeat

for every variable x in I do
B := A
for every value a 2 A do

for each constraint ((x1, . . . , xn),R) with xi = x do
let R0 ✓ R contain all tuples respecting Cxj ’s
if no (a1, . . . , an) in R0 has ai = a then

remove a from B
end if

end for
end for
Cx := (x,B)

end for
until none of the Cx changed

For a constraint ((x1, . . . , xn),R) a tuple (a1, . . . , an) 2 R respects
Cxj = (xj,Axj ) if aj 2 Axj . The algorithm derives a contradiction
when one of the special constraints is of the form Cx = (x, ;)
i.e. has an empty constraint relation.

Note that if the instance has a solution sending variable x
to a 2 A and the Datalog program derives B(x) then we have
a 2 B, and in the procedural version if Cx = (x,B) at some
step, then a 2 B. Therefore deriving an empty predicate on a
variable (or a special constraint with an empty set) implies
that the variable has no possible values and that the instance
has no solution.

4 Note that a variable need not appear in any of the IDBs, to address
this purely technical problem we set the intersection of the empty
family of sets to be A.

Example. Let the template A have universe A = {0, 1} and
a single binary relation ,. To avoid confusion we denote
the IDB associated with {0} subset (resp. {1} subset) by · =
0 (resp. · = 1). The following DATALOG program verifies
1-consistency for A:

;(x) D x = 0 ^ x = 1,
x = 0 D x , y ^ y = 1,
y = 0 D x , y ^ x = 1,
x = 1 D x , y ^ y = 0,
y = 1 D x , y ^ x = 0.

Note that all the rules are necessary as a Datalog program
disregards commutativity of ,.

On the instance with variables x, y, z and constraints x ,
y, y , z, z , x, this program derives no contradiction despite
the fact that the instance has no solution.

This example shows that the template ({0, 1},,) is not
solvable by arc consistency. As it is solvable by a di↵erent local
consistency notion we conclude that the arc consistency is not
strong enough to verify all the CSPs of bounded width. In
fact all the CSPs solvable by arc consistency are characterized
in (Dalmau and Pearson 1999).

Note that, for a fixed template, arc-consistency can be
computed quite quickly i.e. in the time linear with respect
to the number of constrains.

2.3 Path consistency ((2, 3)-consistency)

The results establishing (Bulatov 2009; Barto and Kozik 2009,
2014) the bounded width conjecture of Feder and Vardi (Feder
and Vardi 1998) were using higher consistency notions. The
paper of Barto (Barto 2014) improves these results using
slightly di↵erent concepts. We will not define these notions
since they are not directly connected to this paper. We just
mention that the result (Barto 2014) showed that if the tem-
plate has bounded width then every (2, 3)-minimal instance
has a solution.

When restricted to templates with binary relations all the
above results (Bulatov 2009; Barto and Kozik 2009, 2014; Barto
2014) require some form of (2, 3)-consistency also known
as path-consistency. A DATALOG program verifying (2, 3)-
consistency, for a binary template, is constructed in a way
similar to the program for arc consistency, except for two
di↵erences:

• it introduces a binary IDB for each subset of A2 (instead
of unary ones for subsets of A), and
• it allows derivation rules with body on three vari-

ables (arc-consistency on binary relations would have
at most two variables in the body of every DATALOG
rule).

Even when restricted to binary constraints SLAC, or SAC,
is strictly weaker than (2, 3)-consistency. For constraints of
arbitrary arities both notions are strictly weaker than (2, 3)
minimality.

Verifying (2, 3)-consistency is ine�cient for many reasons:
the computational complexity is cubic with respect to the
number of variables (Debruyne and Bessiere 1997). More im-
portantly the instance of the constraint satisfaction program
is loosing its structure. In many practical applications the
CSP instances are sparse — establishing arc consistency do
not change the structure of an instance, however establishing
(2, 3)-consistency on any (even sparse) instance would essen-
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tially add a constraint for every pair of variables loosing a
significant computational advantage.

The proofs in (Barto and Kozik 2009, 2014; Barto 2014)
were using yet another, technical, consistency notion: Prague
consistency. This notion, although interesting theoretically, is
not easy to verify and did not lead to algorithms more e�cient
then those verifying (2, 3)-consistency.

2.4 Singleton Arc Consistency (SAC)

Singleton arc-consistency is a notion stronger than arc consis-
tency, but weaker than path consistency. That means that an
instance which is path consistent is necessarily SAC, and that
every SAC instance is arc consistent. The reverse implications
do not hold.

Let us fix an instance I. SAC is defined using a procedure
similar to the one defining AC. This time the constraints Cx
are updated by running arc consistency with the value of x
fixed to an arbitrary a. Formally:

for every variable x in I do
add to I a new special constraint Cx := (x,A)

end for
repeat

for every variable x in I do
B := A
for every value a 2 A do

run AC on I restricted by Cy’s and (x, {a})
if AC derived a contradiction then

remove a from B
end if

end for
Cx := (x,B)

end for
until none of the Cx changed

Restricting I by Cy’s means substituting, in every constraint
((x1, . . . , xn),R), the relation R with R \ Qn

i=1 Axi where the
Axi ’s are taken from special constraints i.e. Cxi = (xi,Axi ). The
additional constraint (x, {a}) fixes value of x to a. The algorithm
derives a contradiction in the same way the algorithm for AC
did.

The algorithm above, while conceptually simple, does not
provide the best possible running time. Using the fact that the
arc consistency, in the inner most loop, is computed multiple
times on more or less the same instance it is possible to
verify SAC in time bounded by a constant times the number
of constraints times the number of variables (Bessiere and
Debruyne 2008). More importantly SAC does not alter the
structure of the instance and therefore runs e�ciently on
sparse instances with many variables.

SAC has been studied (Chen et al. 2013) but there was
no characterization of the set of templates solvable by SAC.
As Singleton Linear Arc Consistency is weaker then SAC the
main theorem of this paper shows that SAC solves all the
CSPs of bounded width. SLAC o↵ers some computational
advantages over SAC, however it is not clear if it allows to
construct an algorithm with better worst-case time complex-
ity than the algorithm mentioned above.

2.5 Linear Arc Consistency (LAC)

This consistency notion is a weaker version of arc consistency
and originates in (Bodirsky and Chen 2010; Dalmau and
Krokhin 2008).

In order to define the notion we take the DATALOG
program for arc consistency from section 2.2 and remove from
it all the rules with more than one IDB in the body. Linear Arc
Consistency is the consistency verified by this program. As

the program has fewer derivation rules than the original one
it computes less information about the instance.

On the other hand LAC can be verified in NL (as it
essentially reduces to reachability for directed graphs), while
AC solves some of the P-complete CSPs (e.g. Horn-SAT) and
we cannot expect to put it into a low complexity class.

2.6 Singleton Linear Arc Consistency (SLAC)

This is the main consistency notion of this paper. It is stronger
than AC, but weaker than SAC. In Theorem 3.3 we show
that SLAC solves all the constraint satisfaction problems of
bounded width.

The Singleton Linear Arc Consistency is defined by an
algorithm almost identical to the algorithm for SAC in sec-
tion 2.4; then only di↵erence lies in the inner most loop
where (for SLAC) we evaluate LAC instead of AC. Note that
it is important (unlike in the case of SAC) that the LAC is
evaluated in a restricted instance. Still the cost of excluding a
single candidate for a variable is (unlike for SAC) in NL.

3. Parametrized CSP and the main theorem
The following corollary, of a more technical Theorem 3.3, is
the easiest way to state the main result of the paper.
Corollary 3.1. SLAC derives a contradiction on every unsolv-
able instance over a bounded width template.
As SLAC cannot derive a contradiction on a solvable in-
stances we immediately get that SLAC solves the CSP for
every template of bounded width.

However, in order to prove Theorem 3.3 and thus the
corollary, we use algebraic characterizations which require
a number of standard reductions. First reduction, already
present in (Feder and Vardi 1998), allows us to add to A
relations pp-definable in A. A relation is pp-definable in A
if it can be defined using relations in A, conjunction and
existential quantifiers. Adding a pp-definable relation to a
template does not increase the computation complexity of the
corresponding CSP. More importantly other properties, like
being solvable by local consistency checking, are preserved
under this construction. Throughout the paper we assume
that all the pp-definable unary relations are already present
in A.

Further standard reductions allow us to focus on A which
are cores that is relational structures such that every endomor-
phism of A (i.e. a homomorphism from A to A) is a bijection.
The final standard reduction allows us consider only rigid
cores i.e. relational structures for which identity is the only
endomorphism (Feder and Vardi 1998; Bulatov et al. 2000,
2005) .

For technical reasons the instances we consider through-
out the paper have, for every variable x, a constraint of the
form (x,Ax) where Ax is a subset of A pp-definable in A. For
historical reasons the sets Ax are sometimes called potatoes.
Note that every instance can be turned into such an instance
by adding dummy constraints of the form (x,A).

3.1 1-consistent instances

Definition 3.2. An instance is 1-consistent if, for every constraint
((x1, . . . , xn),R) in the instance, the projection of R to the i-th
coordinate is equal to Axi .

Note that the Datalog program for arc consistency run on
a 1-consistent instance would immediately derive Ax(x) for
every variable x and would not derive any further informa-
tion. Moreover, for any instanceI, we can use AC to construct
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a 1-consistent instance. If AC stops without deriving a con-
tradiction then, for every variable x of I we have a special
constraint of the form Cx = (x,Ax) for some non-empty Ax.

After restricting the instance by Cx’s (equivalently to Ax’s),
as in section 2.4, we obtain a new instance I0. The instance
I0 has exactly the same set of solutions as I and is 1-
consistent (since the derivation of AC stopped). Moreover the
new relations appearing in the constraints are pp-definable
in the relational structure. We sometimes call such I0 a 1-
consistent subinstance of I.

3.2 SLAC instances and the main theorem

Comparing the procedural version of AC and SLAC we
immediately obtain that the SLAC verifies (among other
things) arc consistency of the instance. If the SLAC algorithm
stops, on an instance I, with special constraints of the form
Cx = (x,Ax) we can restrict I by Cx’s – a result of such a
restriction is a SLAC instance .

This instance has the same set of solutions as the original
instance, it is 1-consistent and SLAC run on such an instance
would immediately derive Cx = (x,Ax) and would not derive
any further information (this property is sometimes used as
an equivalent definition of a SLAC instance).

The main theorem of this paper claims solutions for SLAC
instances:

Theorem 3.3. Let A be a template which is a rigid core. If CSP(A)
has bounded width, then every SLAC instance in CSP(A) has a
solution.

Proof of Corollary 3.1. LetI be an instance over A (of bounded
width) such that the SLAC algorithm does not derive a
contradiction on I.

Restricting by Cx’s, derived by SLAC, we obtain a SLAC
instance over A. Let A0 be a core of A via a homomorphism h.
Applying h to I0 we obtain a SLAC instance over A0, which
is also an instance over a rigid core of A.

Since A had bounded width so does the rigid core of A and
we can use Theorem 3.3 to establish a solution to the image
of I0 under h. Since h is an endomorphism of A this solution
works for I as well. ⇤

We present a short sketch of the proof of Theorem 3.3; this
sketch is extended in section 6 and the full proof can be found
in the Appendix.

The general idea of the proof is to start with an arbitrary
SLAC instance I and show that, choosing appropriate pp-
definable A0x ✓ Ax, the restriction of I to A0x is a proper SLAC
subinstance of I. If this can be accomplished then, in a finite
number of steps, we arrive at a SLAC instance such that every
Ax has one element, and such an instance clearly defines a
solution.

Finding proper A0x for an instance splits into two cases
depending on the algebraic structure of the instance. Either
we can find A0x which absorbs (compare section 4.1.1) Ax, or
the lack of absorption implies enough "rectangularity" of the
constraints that A0x can be chosen more arbitrarily.

The next section contains definitions of algebraic concepts
necessary to make these statements precise.

4. Algebraic notions and tools
First we introduce general algebraic notions which allow us
to define the Galois correspondence.

4.1 Basic algebraic notions

An algebra, usually denoted by A, is a set A (the universe of
the algebra) together with a list of functions of arbitrary (but
finite) arity from A to A (the operations of the algebra). A
signature of an algebra is a list of arities of its operations.

LetA be an algebra, a set B ✓ A is a subuniverse ofA if it is
closed under every operation ofA. In such a case the algebra
with universe B and operations obtained from the operations
of A by restricting to arguments from B is a subalgebra of A
denoted B  A.

Let Ai be a list (or, more generally, an indexed family)
of algebras in the same signature, the algebra

Q
iAi is the

algebra in the same signature; its universe is a cartesian
product of universes ofAi’s and the operations are evaluated
coordinatewise. IfA is an algebra thenAn is the n-th cartesian
power ofA i.e. a product of n copies ofA.

An equivalence relation ↵ on the universe of an algebra
A is a congruence if it is a subalgebra of A2. In such a case
the algebra A/↵ is well defined i.e. the operations in the
quotient do not depend on the choice of representatives of
the equivalence class. For any a 2 A by a/↵ we mean the
equivalence block of ↵ containing a.

An algebra A is simple if its only congruences are 0A =
{(a, a) : a 2 A} and 1A = {(a, b) : a, b 2 A}. If ↵ and � are
congruences on B then the largest equivalence contained
in both is a congruence denoted by ↵ ^ � and the smallest
congruence containing ↵ and � is denoted by ↵_�. In general,
for any binary relation on an algebra, the congruence generated
by this relation is the unique smallest congruence containing
this relation.

IfA Qi2IAi then ⇡i is the congruence identifying tuples
of A with the same element on the i-th coordinate; and for
any J ✓ I the algebra projJ(A) is obtained from A by taking
tuples in A and projecting them to the coordinates from J. If
A  QiAi and for every i proji(A) = Ai then A is subdirect
and we denote this fact byA sub

Q
iAi.

If C  A2 then by C(n) we denote the subalgebra of A2

which is obtained by composing C with itself n-times. If
C  A ⇥ B and A0  A then A0 + C is a subalgebra of B
containing b i↵ 9 a 2 A0 : (a, b) 2 C. For B0  B we define
B0 � C analogously.

A homomorphism from A to B (where A and B have
the same signature) is a map from A to B which commutes
with operations ofA andB. A bijective homomorphism is an
isomorphism.

A term in a given signature is a formal description of a
composition of operations of an algebra in this signature. For
every algebra in this signature a term defines a term operation.

A class of algebras in the same signature closed under
taking products, homomorphic images and subalgebras is
called a variety. The smallest variety containing an algebraA
is the variety generated byA.

An algebraA is idempotent if every one-element subset of
its universe is a subalgebra. In such an algebra a congruence
block is a subalgebra; moreover every algebra in a variety
generated by an idempotent algebra is idempotent.

4.1.1 Absorption

The notion of absorption and absorbing subalgebras appeared
first in (Barto and Kozik 2009) and plays a crucial role in
many recent developments in the algebraic approach to CSP.

Let B  A be idempotent algebras, we say that B absorbs
A (denotedBEA) if there exists a term operation t inA such
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that
t(a1, . . . , an) 2 Bwhenever |{i : ai < B}|  1.

The following easy consequences of the definition will be
useful:
• if B EA and C  A then (B \ C) E C;
• if C sub A ⇥ B andA0 EA thenA0 + C E B;
• if B EA,B0 EA0 are algebras in the same signature, then

both absorptions can be witnessed by a common term.

4.2 The Galois correspondence and basic reductions

At the heart of the algebraic approach to CSP lies a corre-
spondence (Bodnarčuk et al. 1969; Bulatov et al. 2000, 2005)
between relational structures and algebras.

To each template A we associate an algebra A: a k-ary
function f is an operation ofA if and only if every relation in
A is a subuniverse of appropriate power of the algebra (A, f ).
Such an operation is called a polymorphism of A.

For such anA all the finite subpowers ofA are exactly the
relations pp-definable in A which indicates why A captures
the complexity of CSP defined by A. In the remaining part
of the paper, all the relations appearing in constraints are, at
the same time, subalgebras of powers of A. Note that, for
any instance, the set of solutions of this instance also forms a
subalgebra of a power ofA.

By standard reductions listed in section 3 we restrict our
reasoning to templates which are rigid cores. The algebras
associated to such templates by the Galois correspondence
are idempotent.

By results of (Barto and Kozik 2009, 2014; Bulatov 2009)
a rigid core template A defines a CSP solvable by local
consistency checking if and only if the associated algebra
A generates a variety such that for any algebra B in this
variety and any ↵, �,� congruences of B if ↵ ^ � = ↵ ^ �
then ↵ ^ � = ↵ ^ (� _ �). We call such an algebraA an SD(^)
algebra, and we call a rigid core template an SD(^) template
if the algebra associated to it is SD(^).

A notion of a Taylor algebra (which appears in Theo-
rem 4.2) is not required in this paper, all that we need to
know is that every SD(^) algebra is Taylor.

4.3 Algebraic tools

In this section we cite some established algebraic tools which
were developed with the algebraic approach to CSP in mind.

From this point on we assume that all the algebras are
idempotent and all the templates are rigid cores.
Fact 4.1. Let C sub A ⇥ B:
• if ↵ is a transitive closure of the relation on A containing

all pairs
(a, a0) : 9 b 2 B (a, b), (a0, b) 2 C

then ↵ is a congruence onA;
• similarly for � defined dually on B;
• if C0 sub A ⇥ B and C0 E C sub A ⇥ B then ↵’s and �’s

defined by C and C0 coincide.5

In fact, we call C sub A ⇥ B linked if ⇡1 _ ⇡2 = 1C or,
equivalently ↵ (or �) defined for C in Fact 4.1 are 1A (1B
respectively).

Note that if C sub A ⇥B is a graph of a bijection (equiva-
lently ↵, � in Fact 4.1 are 0A, 0B respectively) thenC is actually
a graph of an isomorphism betweenA and B.

5 The property is proved by a standard absorption argument found
in e.g. (Barto and Kozik 2009).

The following theorem first appeared as Theorem III.6 (Barto
and Kozik 2010)

Theorem 4.2. Let C sub A⇥B be a Taylor algebra. If C is linked
then

• C = A ⇥ B, or
• A has a proper absorbing subalgebra or
• B has a proper absorbing subalgebra.

And the following corollary easily follows from it:
Corollary 4.3. Under the assumptions of Theorem 4.2 there
existA0 EA, B0 E B such thatA0 ⇥ B0  C.
The following proposition is, in essence, Theorem 6 of (Barto
et al. 2012).
Proposition 4.4. Let A be an algebra and R, S sub An such
that R E S, and for every a 2 A the constant tuple (a, . . . , a)
belongs to S. Then R contains at least one constant tuple.

5. Instances and patterns
In order to apply the algebraic tools to SLAC, or for that mat-
ter 1-consistent, instances we need a better way to handle
such instances. In the following section we introduce pat-
terns (which are essentially CSP instances with added infor-
mation) and a natural notion of a homomorphism between
instances in order to capture these consistency notions.

Throughout the paper we work with instances of CSP over
a fixed, finite template. Every instance of CSP over such a
template can be equivalently viewed as a relational structure
in the language of the template. This was already the case
when we considered a DATALOG program computing on an
instance of a CSP.

Having two instances of the same CSP, say I and J , and
' a function mapping variables of I to variables ofJ we say
' is a homomorphism if for every constraint ((x1, . . . , xn),C)
in I there is a constraint (('(x1), . . . ,'(xn)),C) in J . This is
exactly the same as saying that' is a homomorphism between
relational structures which I and J essentially are.

5.1 Path patterns

We begin with a basic definition.

Definition 5.1. A step is an instance of a CSP with a single
constraint (in which every variable appears once) with two se-
lected variables. We denote a step by (i, ((x1, . . . , xn),C), j) where
((x1, . . . , xn),C) is the constraint and the selected variables are xi
the beginning of the step and xj the end.

We define path-patterns next.

Definition 5.2. A path-pattern is an instance of CSP constructed
from a sequence of steps (on pairwise disjoint sets of variables)
by identifying each step’s end variable with next step’s beginning
variable. The beginning variable of the path-pattern is the beginning
variable of the first step, and the end variable of the path-pattern is
the end variable of the last step.

A subpattern of a path-pattern is a path-pattern defined by a
substring of the sequence of steps.

A path-pattern p is in the instance I if there exists a homo-
morphism (usually denoted by ') from the instance of p to I.

A path-pattern p is a cycle (at x) in I if this homomorphism
can be chosen so that the beginning and end variables are mapped
to the same element (to x) by '.

Note that the path-patterns allow us to capture the notions
of linear arc consistency and singleton linear arc consistency:
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• LAC algorithm does not derive a contradiction on the
instance I if and only if every path-pattern in I has a
solution;6

• an instance I is a SLAC instance if and only if for every
variable x, every a 2 Ax and any path pattern p which is a
cycle at x in I p has a solution sending beginning and end
variables of p to a.

Indeed, a LAC algorithm derivation defines a path pat-
tern (and vice versa), and the path pattern has a solution
if the derived set is non-empty. In the case of SLAC the al-
gorithm does not shrink Ax if fixing x to a 2 Ax and running
LAC does not produce an empty set. This is equivalent to the
condition about path-patterns which are cycles at x.

Throughout the paper we often create patterns by merging
other patterns (just like in the definition above). In such
situations we assume that the variable sets of these patterns
are disjoint and all the identifications of the variables are
explicitly stated. E.g. if p and q are path-patterns on disjoint
sets of variables we define p + q as a path-pattern created by
identifying the end variable of p with the beginning variable
of q. The beginning variable of the sum is the beginning
variable of p and the end variable of the sum is the end
variable of q. A pattern �p is obtained from pattern p by
exchanging the functions of beginning and end variables.

5.2 Tree patterns

To define a tree-pattern we introduce a notion of an adjacency
multigraph of an instance. The vertex set of the adjacency
multigraph of an instance consists of all the variables and all
the constraints of this instance, and we introduce one edge
between a variable vertex and a constraint vertex for every
time the variable appears in the constraint.

Definition 5.3. An instance is a tree (forest) instance if it’s
adjacency multigraph is a tree (forest) i.e. has no multiple edges
and no cycles.

A tree-pattern is a tree-instance with a selected variable called
the root, and a selected set of variables of degree one in the adjacency
multigraph called leaves.

A tree-pattern p is in the instance I if there exists a homomor-
phism (usually denoted by ') from the instance of p to I.

Tree patterns are to arc consistency as path patterns to
linear arc consistency i.e.

• AC checking algorithm does not derive a contradiction on
an instance if and only if every tree pattern in this instance
has a solution.

5.3 Propagation via patterns

For a path-pattern (tree-pattern) p and a set B ✓ A we put B+p
to be the set consisting of all the values given to the end of
p (resp. root of p) by solutions of p sending the beginning (resp.
leaf) variables into B.

Additionally, for path-patterns, by B + p + q we mean
(B + p) + q (equivalently B + (p + q)) and by B � p we mean
B + (�p).

5.4 Universal covering tree instances

In order to capture the property “AC does not derive a con-
tradiction on I” we construct an auxiliary instance UCT(I).
We define it for connected instances first.

6 By a solution of a pattern we mean, of course, a solution of the
underlying instance.

We say that an instance is connected if it’s adjacency
multigraph is connected. For a connected instance I the tree
instances inI form a Fraïssé family and we define the instance
UCT(I) be its limit and ' to be the natural homomorphism
from UCT(I) to I.

Equivalently we can define UCT(I) to be the smallest (usu-
ally countably infinite) instance such that:
• it is a tree instance,
• it maps homomorphically onto I via a map denoted by ',
• for every (x,C) constraint of I there is (v,C) constraint of

UCT(I) such that '(vi) = xi for every i,
• for every two variables u, v of UCT(I) if '(u) = '(v) there

is an automorphism  of UCT(I) sending u to v and such
that '( (w)) = '(w) for every w.

Note that each tree-pattern in I maps homomorphically to
UCT(I) and the following conditions are equivalent:
• every tree-pattern in I has a solution;
• UCT(I) has a solution;
• AC checking algorithm does not derive a contradiction on

the instance I.

If I is disconnected we take UCT(I) to be the union of UCT’s
of its connected components.

6. Main theorem and sketch of the proof
In this section we restate Theorem 3.3 and provide a more in-
depth sketch of its proof using the algebraic notions from the
previous sections. For a precise proofs of all the statements
we refer the reader to the Appendix.

Recall that all the templates are rigid cores, and that all
the instances have associated special constraints of the form
(x,Ax). In order to use the algebraic properties of the template
we restate Theorem 3.3 as follows:

Theorem 6.1. Every SLAC instance over an SD(^) template has
a solution.

We start with a SLAC instance I over an SD(^) template
A. As described in section 3.2 our goal is to find algebras
A0x  Ax for every x and show that I restricted to A0x is a
SLAC instance.

6.1 There is no absorption in the instance

The first case we consider is when none of the algebrasAx has
an absorbing subuniverse. In this case we choose an arbitrary
x with a non-trivialAx and choose a congruence ↵x such that
Ax/↵x is simple. We pick an arbitrary block of this congruence
to beA0x.

Take any path-pattern p in I such that ' maps beginning
of p to x and let w be the end variable of p. All the solutions
to p, projected on the beginning and the end of p, produce
an algebra R sub Ax ⇥ A'(w) and we can quote R on the
first coordinate by ↵x to obtain R0. If R0 is not-linked then
it defines congruence ↵'(w) on A'(w) and an isomorphism
betweenAx/↵x andA'(w)/↵'(w) which forces the equivalence
class of ↵'(w) that needs to be chosen asA0'(w) to beA0x + p.

One needs to show that the congruence and the isomor-
phism is independent on the choice of p; and defineA0y = Ay

for y’s such that every p defines a linked R0 (note that in
this case, by Theorem 4.2, R0 = Ax/↵x ⇥A'(w)). It remains to
show that the restriction of I toA0x is 1-consistent and finally
a SLAC instance. This facts are proved in section B in the
Appendix using tools from section A also in the Appendix.
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6.2 There is absorption in the instance

In this case some algebra Ax0 has a non-trivial absorbing
subuniverse, say A0. For every tree pattern p in I with all
the leaf variables sent to x0 the algebraA0 + p is either empty
or an absorbing subuniverse of Ay where y is the variable
of I to which ' sends the root of p. Using appropriate tree
patterns we are able to define A0x EAx for every x such that
the restriction of I toA0x is 1-consistent.

Next, using Theorem 7.1, taking forI instances witnessing
big chunks of singleton linear arc consistency we construct
even smaller A0x such that the original instance restricted to
these algebras is a SLAC instance. The details of this proof
are given in section C in the Appendix and use the tools
established in the next section.

7. Tools: absorbing subinstances
In this section we prove a theorem which plays a crucial role in
the reduction in the case with absorption. It does not require
the template to be SD(^), in fact it requires no algebraic
structure apart from the explicitly stated absorption. In our
opinion this theorem is of independent interest and should
find applications not connected to this paper.

In essence the theorem states that if a consistency can be
found everywhere in the instance, then it can be found in any
1-consistent absorbing subinstance.

Theorem 7.1. Let I be an instance such that any a 2 Ax extends
to a solution of I. Let, for every variable x, A0x be an algebra such
that

1. A0x EAx;
2. UCT(I) can be solved with each variable v inA0'(v).

Then there exists a solution to I with every variable x evaluated
intoA0x.

We proceed to prove Theorem 7.1. Let a solution to UCT(I)
be called prime if it sends every variable v intoA0'(v). For every
variable x of I we choose an arbitrary v of UCT(I) such that
'(v) = x and redefineA0x to consist of all the values v can take
in prime solutions. Note that:
• the choice of v (for a fixed x) does not matter (as UCT(I)

has automorphisms moving potential candidates to each
other) and
• the assumptions of the theorem still hold:

1. Fix an x and v such that '(v) = x. For every a 2 Ax
there is a solution e of I sending x to a, therefore e � '
is a solution of UCT(I) sending v to a. The algebra of
prime solutions of UCT(I) absorbs the algebra of all
solutions of UCT(I) and therefore the newA0x absorbs
Ax.

2. Fix any prime solution of UCT(I); if a variable v is
mapped to a then a belongs to the new A0'(v) which
implies that the solution is, at every coordinate, in the
newA0x’s.

After such a change the restriction of I toA0x is 1-consistent.
Note that to prove the theorem it su�ces to show that

there exists a prime solution to UCT(I) constant on '�1(x)
for every variable x of I. For induction assume that there
is a prime solution to UCT(I) constant on each of the sets
'�1(x1), . . . ,'�1(xk) and let x be another variable.

Let E  Qv2UCT(I)A'(v) be the algebra of all the solutions
to UCT(I); for every x, a 2 Ax there is a solution e such that

e(x) = a; then e � ' sends '�1(x) to a and we proved that E is
subdirect in

Q
v2UCT(I)A'(v).

Let F sub
Q

v2UCT(I)A
0
'(v) be the algebra of prime solu-

tions to UCT(I) which is non-empty by the assumptions of
our theorem. Clearly FEE and we defineE0,F0 to be the sub-
algebras of E,F respectively consisting of solutions constant
on each of '�1(x1), . . . ,'�1(xk).

Since all the solutions to UCT(I) of the form e�' (where e
is a solution to I) are constant on all the '�1(x)’s the algebra
E0 is still subdirect in

Q
v2UCT(I)A'(v). The algebra F0 is non-

empty by the inductive assumption and, clearly F0 E E0.
Claim. For any two variable v,w of UCT(I) if'(v) = '(w) = x
then projv(F0) = projw(F0).

Proof. Take any a 2 projv(F0) given by a solution e and let be
the automorphism of UCT(I) mapping w to v. The solution
e � is constant on '�1(xi) by properties of  and guarantees
that a 2 projw(F0). ⇤

Claim. Let W be a finite set of variables of UCT(I) such
that '(W) = {x}. There exists a tuple in F0 constant on W;
equivalently there exists a prime solution to UCT(I) constant
on '�1(x1), . . . ,'�1(xk) and W.

Proof. By the previous claim F0 projects to the same alge-
bra (call itB) on every variable in W. Therefore projW(F0) sub
BW and projW(F0) E (projW(E0) \ BW) and the last algebra
contains all the constants. By Proposition 4.4 F0 contains a
constant tuple. ⇤

Since, for every finite W ✓ '�1(x), we have a prime solution
constant on'�1(x1), . . . ,'�1(xk) as well as W, the compactness
argument provides a prime solution constant on all of the
sets '�1(x1), . . . ,'�1(xk),'�1(x). This finishes the proof of an
inductive step and of Theorem 7.1 as well.
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Abstract
In our LICS 2004 paper we introduced an approach to the study of
the local structure of finite algebras and relational structures that
aims at applications in the Constraint Satisfaction Problem (CSP).
This approach involves a graph associated with an algebra A or
a relational structure A, whose vertices are the elements of A (or
A), the edges represent subsets of A such that the restriction of
some term operation of A is ‘good’ on the subset, that is, act as
an operation of one of the 3 types: semilattice, majority, or affine.
In this paper we significantly refine and advance this approach. In
particular, we prove certain connectivity and rectangularity proper-
ties of relations over algebras related to components of the graph
connected by semilattice and affine edges. We also prove a result
similar to 2-decomposition of relations invariant under a majority
operation, only here we do not impose any restrictions on the rela-
tion. These results allow us to give a new, somewhat more intuitive
proof of the bounded width theorem: the CSP over algebra A has
bounded width if and only if A does not contain affine edges. Ac-
tually, this result shows that bounded width implies width (2,3).
We also consider algebras with edges from a restricted set of types.
In particular, it can be proved that type restrictions are preserved
under the standard algebraic constructions. Finally, we prove that
algebras without semilattice edges have few subalgebras of powers,
that is, the CSP over such algebras is also polynomial time.

Categories and Subject Descriptors F.2.2 [Nonnumerical Algo-
rithms and Problems]: Computations on discrete structures; G.2.1
[Combinatorics ]: Combinatorial algorithms

Keywords constraint satisfaction problem, algebraic approach,
bounded width, few subalgebras

1. Introduction
The Constraint Satisfaction Problem (CSP) has received a great
deal of attention over the last several decades from various areas
including logic, artificial intelligence, computer science, discrete
mathematics, and algebra. Different facets of the CSP play an
important role in all these disciplines. In this paper we focus on
the complexity of and algorithms for the CSP. This direction in
the study of the CSP revolves around the Dichotomy conjecture
by (Feder and Vardi 1993, 1998) for the decision version of the
problem, and the Unique Games conjecture by (Khot 2002) for the
optimization version.
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One of the several possible forms of the CSP asks whether there
exists a homomorphism between two given relational structures.
The Dichotomy conjecture deals with the so called nonuniform
CSP parametrized by the target structure B; that is, for a given
relational structure A the goal is to decide the existence of a homo-
morphism from A to the fixed target structure B. Such a problem
is usually denoted by CSP(B). The conjecture claims that every
problem CSP(B) is either NP-complete, or is solvable in poly-
nomial time; so no intermediate complexity class is attained by
problems CSP(B). This conjecture has been attacked using differ-
ent approaches, see, e.g. (Kolaitis and Vardi 2000; Kolaitis 2003;
Hell and Nešetřil 1990; Hell and Nešetřil 2004), however, the alge-
braic approach using invariance properties of relational structures
seems the most promising at the moment. This approach is based
on exploiting the properties of polymorphisms of relational struc-
tures, which can be thought of as homomorphisms from a power
An of a structure A to the structure itself, but are usually viewed
as multi-ary operations on A ‘preserving’ the relations of A. The
use of polymorphisms was first proposed by (Jeavons et al. 1997;
Jeavons 1998; Jeavons et al. 1998), who showed that the complex-
ity of CSP(B) is completely determined by the polymorphisms of
B, and identified several types of polymorphisms whose presence
guarantees the solvability of CSP(B) in polynomial time. We will
be using these types of operations all the time in this paper, so we
name them here: semilattice, majority, and affine operations, for ex-
act definitions see Section 2.1. The algebraic approach was later de-
veloped further in (Bulatov et al. 2005; Bulatov and Jeavons 2003)
to use universal algebras associated with relational structures rather
than polymorphisms; which allowed for applications of structural
results from universal algebra. This connection has been used first
to state the Dichotomy conjecture in a precise form, that basically
boils down to the presence of ‘nontrivial’ polymorphisms (in which
case CSP(B) is polynomial time solvable) (Bulatov et al. 2005),
and to obtain a number of strong tractability and dichotomy results
(Bulatov 2002, 2006; Bulatov and Dalmau 2006; Bulatov 2011b,
2016b; Barto 2011; Barto et al. 2012; Barto and Kozik 2014; Idziak
et al. 2010). However, in spite of all these achievements the Di-
chotomy conjecture remains open.

The main obstacle in proving (or refuting) the Dichotomy con-
jecture seems to be that the existing structural theories of universal
algebras are not designed for the CSP. Therefore, the study of the
CSP has triggered substantial research in algebra aiming to obtain
more advanced results on the structure of finite algebras. Probably
the most well developed approach at the moment is based on the
absorbing properties of algebras, see, e.g. (Barto and Kozik 2012;
Barto 2015). Within this approach the bounded width conjecture
has been proved (Barto and Kozik 2014) (see more about this con-
jecture in subsequent sections), along with many algebraic results
and generalizations of the known CSP complexity results (Barto
2011; Barto et al. 2012; Barto and Kozik 2014; Barto 2016). An-
other potential approach is to use so called key relations, i.e. re-
lations that cannot be represented through a combination of sim-
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pler ones, see, e.g. (Zhuk 2014); although this method requires
further development. The third approach has been originally in-
troduced in (Bulatov 2004; Bulatov and Valeriote 2008; Bulatov
2011a) and uses the local structure of universal algebras. More pre-
cisely, it identifies small sets of elements of a relational structure
or an algebra — in most cases 2-element sets — such that there is
a polymorphism of the structure or a term operation of the algebra
that behaves well on this subset, where ‘well’ means that the op-
eration is close to a semilattice, majority, or an affine one. These
subsets are then considered edges of a graph that can have one of
the three types, corresponding to the three types of good opera-
tions: semilattice, majority, or affine. For a relational structure A
or an algebra A the resulting graph will be denoted by G(A) and
G(A), respectively. It turns out that for every algebra A that gives
rise to a tractable CSP according to the Dichotomy conjecture, the
graph G(A) is connected, moreover, the types of edges present in
the graph are related to other properties of the CSP. In particular,
the absence of affine edges corresponds to the bounded width of the
CSP.

In this paper we refine and advance the approach from (Bulatov
2004; Bulatov and Valeriote 2008). The main motif of this work
is to consider algebras A for which the graph G(A) contains edges
from a restricted set of types. We first show that the property to have
edges from a certain set of types is preserved under the standard
algebraic constructions.

THEOREM 1. Let S ✓ {semilattice,majority, affine} and A be a
finite idempotent algebra such that every edge of G(A) has a type
from S. Then every edge of any finite algebra from the variety
generated by A belongs to S.

Then we prove that if we restrict the type of edges to semilattice
and majority, or majority and affine then the algebra belongs to
one of the two major known classes of tractable algebras. In the
semilattice-majority case we also give a somewhat more intuitive
proof for the characterization of CSPs of bounded width than that
in (Barto and Kozik 2014) and (Bulatov 2009).

THEOREM 2. Let A be an idempotent algebra every edge of which
is semilattice or majority. Then CSP(A) has bounded width. More-
over, every algebra that gives rise to a CSP of bounded width sat-
isfies this condition.

An algebra A is said to have few subpowers if the number of
subalgebras of direct products of several copies of A is exponen-
tially smaller than it generally can be. (Idziak et al. 2010) proved
that if A has few subpowers then CSP(A) can be solved in poly-
nomial time. Moreover, for such CSPs it is possible to construct a
small (polynomial size) set of generators of the set of all solutions
to the problem. We show that every algebra whose edges are ma-
jority or affine has few subpowers, although it is not true that every
algebra with few subpowers satisfies this condition.

THEOREM 3. Let A be an idempotent algebra every edge of which
is majority or affine. Then A has few subpowers. In particular,
CSP(A) can be solved in polynomial time.

Finally, we consider the components of the graph G(A) that
are connected by edges of the semilattice and affine types. Such
components are called as-components. We prove that every re-
lation over A is rectangular for every as-component. (For a bi-
nary relation R ✓ A ⇥ A rectangularity means that whenever
(a, c), (b, c), (b, d) 2 R for some elements a, b, c, d 2 A, it also
holds that (a, d) 2 R; for a general definition see Section 5). It is
well known (Baker and Pixley 1975) that if a relational structure
has a majority polymorphism then every relation of this structure
is 2-decomposable, that is, it is completely determined by its bi-
nary projections. This property allows for a simple local algorithm

for the corresponding CSP. Here we show that a similar property
of quasi-2-decomposability holds for arbitrary structures (algebras)
satisfying the conditions of the Dichotomy conjecture. More pre-
cisely, this condition means that for every relation R ✓ An and
any collection B1, . . . , Bn

of as-components of G(A) whenever
there is a tuple a = (a1, . . . , an

) 2 An (not necessarily from R),
a
`

2 B
`

for ` 2 {1, . . . , n}, such that for every i, j 2 {1, . . . , n}
there is a tuple b

ij

2 R that agrees with a in positions i, j, then
there is a b = (b1, . . . , bn) 2 R with b

`

2 B
`

for ` 2 {1, . . . , n}.

THEOREM 4. Let R be a subalgebra of An, where A satisfies
the conditions of the Dichotomy conjecture. Then R is quasi-2-
decomposable.

Theorem 4 allows us to construct a reduction that reduces any
CSP to a CSP which is essentially over a single as-component.

2. Preliminaries
2.1 Relational structures, algebras, and the CSP
By [n] we denote the set {1, . . . , n}. For sets A1, . . . , An

tu-
ples from A1 ⇥ · · · ⇥ A

n

are denoted in boldface, say, a; the
ith component of a is referred to as a[i]. An n-ary relation
R over sets A1, . . . , An

is any subset of A1 ⇥ · · · ⇥ A
n

. For
I = {i1, . . . , ik} ✓ [n] by pr

I

a, pr
I

R we denote the projections
pr

I

a = (a[i1], . . . ,a[ik]), pr
I

R = {pr
I

a | a 2 R} of tuple
a and relation R. If pr

i

R = A
i

for each i 2 [n], relation R is
said to be a subdirect product of A1 ⇥ · · ·⇥ A

n

. As usual, a rela-
tional structure A with a (relational) alphabet (R1, . . . , Rm

) is a
set A equipped with interpretations RA

i

of predicate symbols with
relations over A of matching arity.

We assume familiarity with basic concepts of universal alge-
bra, for references see (Burris and Sankappanavar 1981). A (uni-
versal) algebra A with a functional alphabet f1, . . . , f` is a set
A, called the universe equipped with interpretations fA

i

of func-
tional symbols with (multi-ary) operations on A of matching arity.
In this paper all structures and algebras are assumed finite. Alge-
bras with the same functional alphabet are said to be similar. Op-
erations that can be derived from f1, . . . , f` by means of composi-
tion are called term operations. Let A,B be similar algebras with
universes A and B, respectively. A mapping ' : A ! B is a
homomorphism of algebras, if it preserves all the operations, that
is '(fA

i

(a1, . . . , ak

)) = fB
i

('(a1), . . . ,'(ak

)) for any i 2 [`]
and any a1, . . . , ak

2 A. A bijective homomorphism is an isomor-
phism. A set B ✓ A is a subuniverse of A if, for every i 2 [`],
the operation fA

i

restricted to B takes values from B only. For a
nonempty subuniverse B of algebra A the algebra B with universe
B and operations fB

1 , . . . , f
B
`

(where fB
i

is a restriction of fA
i

to
B) is a subalgebra of A. Given similar algebras A,B, a product
A ⇥ B of A and B is the algebra similar to A and B with universe
A ⇥ B and operations computed coordinate-wise. An algebra C
is a subdirect product of A and B if it is a subalgebra of A ⇥ B
whose universe is a subdirect product of A and B. An equivalence
relation ✓ on A is called a congruence of algebra A if ✓ is a sub-
algebra of A ⇥ A. Given a congruence ✓ on A we can form the
factor algebra A/

✓

similar to A, whose elements are the equiva-
lence classes of ✓ and the operations are defined so that the natural
projection mapping is a homomorphism A ! A/

✓

. The ✓-block
containing element a 2 A is denoted by a✓ . We often abuse the
notation and use the same operation symbol for all similar algebras
including factor algebras. In particular, to make notation lighter we
use f rather than f/

✓

for operations on a factor algebra. Algebra
A is simple, if it has the trivial congruences only (i.e. the equality
relation and the full congruence). If ✓ is a maximal congruence of
A, then A/

✓

is simple. A variety is a class of algebras closed un-
der direct products (including infinite products), subalgebras, and
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homomorphic images (or factor algebras). Algebra A is said to be
idempotent if f

i

(x, . . . , x) = x for all x 2 A and any i 2 [`]. If
✓ is a congruence of an idempotent algebra A, then ✓-blocks are
subuniverses of A. The subalgebra of A generated by a set B ✓ A
is denoted SgA(B). In most cases A is clear from the context and
is omitted.

The connection between algebras and relational structures is
given by the invariance relation. Let A1, . . . , An

be sets, operation
f is defined on each of the A

i

, and R is a relation over A1, . . . , An

.
An operation f(x1, . . . , xk

) is said to preserve relation R, or f is
a polymorphism of R, or R is invariant with respect to f , if for any
a1, . . . ,ak

2 R the tuple f(a1, . . . ,ak

) 2 R. Operation f on a set
A is a polymorphism of relational structure A = (A;R1, . . . , Rm

)
if it is a polymorphism of every relation of A. This definition can be
generalized to multi-sorted relational structures, but we do not need
it here. For a (finite) class of finite algebras A with basic operations
f1, . . . , f` by Inv(A) we denote the class of all finitary relations
over the universes of algebras from A invariant under every f

i

,
i 2 [`]. Alternatively, Inv(A) is the class of subalgebras of direct
products of algebras from A.

The (nonuniform) Constraint Satisfaction Problem (CSP) asso-
ciated with a relational structure B is the problem CSP(B), in
which, given a structure A of the same signature as B, the goal
is to decide whether or not there is a homomorphism from A to
B. For a class of algebras A = {A

i

| i 2 I} for some set I
an instance of CSP(A) is a triple (V, �, C), where V is a set vari-
ables; � : V ! A is a type function that associates every variable
with a domain in A. Finally, C is a set of constraints, i.e. pairs
hs, Ri, where s = (v1, . . . , vk) is a tuple of variables from V , and
R 2 Inv(A), a subset of A

�(v1) ⇥ . . . A
�(vk). The goal is to find a

solution, that is a mapping ' : V !
S

A such that '(v) 2 �(v)
and for every constraint hs, Ri, '(s) 2 R. It is easy to see that
if A is a class containing just one algebra A, then CSP(A) can
be viewed as the union of CSP(A) for all relational structures A
invariant under the operations of A.

The CSP dichotomy conjecture (Feder and Vardi 1993) states
that for every relational structure B CSP(B) is either solvable in
polynomial time or is NP-complete. In its algebraic form (Bulatov
et al. 2005) it claims that for any finite algebra A the problem
CSP(A) is either solvable in polynomial time or NP-complete;
the single algebra A can also be replaced here with a finite class
of finite similar algebras. The algebraic approach also helps to
make the conjecture more precise: for a class A of idempotent
algebras the problem CSP(A) is solvable in polynomial time if
and only if the variety generated by A does not contain ‘trivial’
algebras, or, equivalently, when it omits type 1 in the sense of
tame congruence theory (Hobby and McKenzie 1988). Otherwise
CSP(A) is NP-complete. Note that all CSPs for non-idempotent
algebras or relational structures are equivalent to some CSPs over
idempotent algebras under log-space reductions (Bulatov et al.
2005). In the next section we give an alternative characterization of
algebras omitting type 1 that will be used in the paper. In particular,
all algebras we deal with will be assumed finite, idempotent, and
omitting type 1.

2.2 Coloured graphs
In (Bulatov 2004; Bulatov and Valeriote 2008) we introduced a
local approach to the structure of finite algebras. As we use this
approach throughout the paper, we present it here in some details,
see also (Bulatov 2016a).

Let A be an algebra with universe A. Recall that a binary op-
eration f on A is said to be semilattice if it satisfies the equa-
tions f(x, x) = x, f(x, y) = f(y, x), and f(x, f(y, z)) =
f(f(x, y), z) for any x, y, z 2 A. A ternary operation g is said
to be majority if it satisfies the equations g(x, x, y) = g(x, y, x) =

g(y, x, x) = x for all x, y 2 A. It is called Mal’tsev if it satisfies
g(x, y, y) = g(y, y, x) = x. An operation is said to be semilatiice
(majority, Mal’tsev) on a set B ✓ A or B ✓ A/

✓

for an equiva-
lence relation ✓, if the above equalities hold for all x, y, z 2 B. We
will often use a special type of algebras. A module over a ring R
with unity 1 is an algebra M with universe M , whose basic opera-
tions are a constant 0, binary addition +, unary �, and also unary
multiplication by a scalar r for each r 2 R. The operations have to
satisfy the following conditions: M with 0, +, and � is an Abelian
group, r(x + y) = rx + ry, 1x = x, and r1(r2x) = (r1r2)x for
any r, r1, r2 2 R and any x, y 2 M . Every term operation of M
has the form r1x1+· · ·+r

k

x
k

, it is idempotent if r1+· · ·+r
k

= 1.
Every module has a Mal’tsev operation x� y + z; we call this op-
eration of a module affine. Modules are not idempotent, and so in
this paper they are replaced with their full idempotent reducts, in
which we remove all the non-idempotent operations from the mod-
ule. For every submodule M0 the set of its cosets (sets of the form
M0+a) form a partition that gives rise to a congruence of M. There-
fore simple modules do not have proper submodules. This is also
true for the full idempotent reduct of a module (in what follows we
abuse the terminology and call such reducts just modules).

Graph G(A) is introduced as follows. The vertex set is the set
A. A pair ab of vertices is an edge iff there exists a congruence
✓ of Sg(a, b), other than the full congruence and a term operation
f of A such that either Sg(a, b)/

✓

is a module and f is an affine
operation on it, or f is a semilattice operation on {a✓, b✓}, or f
is a majority operation on {a✓, b✓}. (Note that we use the same
operation symbol in this case.) In most cases ✓ can be chosen to be
a maximal congruence of Sg(a, b), however, sometimes we want it
as small as possible.

If there are a congruence and a term operation of A such that
f is a semilattice operation on {a✓, b✓} then ab is said to have
the semilattice type. An edge ab is of majority type if there are
a congruence ✓ and a term operation f such that f is a majority
operation on {a✓, b✓} and there is no semilattice term operation
on {a✓, b✓}. Finally, ab has the affine type if there are ✓ and f
such that f is an affine operation on Sg(a, b)/

✓

and Sg(a, b)/
✓

is a module; in particular it implies that there is no semilattice or
majority operation on {a✓, b✓}. In all cases we say that congruence
✓ witnesses the type of edge ab. Observe that a pair ab can still be an
edge of more than one type as witnessed by different congruences.

Omitting type 1 can be characterized as follows.

THEOREM 5 ((Bulatov 2004, 2016a)). An idempotent algebra A
omits type 1 iff G(B) is connected for every subalgebra B of A.

For the sake of the dichotomy conjecture, it suffices to consider
reducts of an algebra A omitting type 1, that is, algebras with same
universe but reduced set of term operations, as long as reducts also
omit type 1. In particular, we are interested in reducts of A, in which
semilattice and majority edges are subalgebras.

THEOREM 6 ((Bulatov 2004, 2016a)). Let A be an idempotent al-
gebra omitting type 1, ab an edge of G(A) of the semilattice or
majority type witnessed by congruence ✓, and R

ab

= a✓ [ b✓ . Let
also F

ab

denote set of term operations of A preserving R
ab

(1) A0 = (A,F
ab

) omits type 1.
(2) If ab is majority and G(A) has no affine edges, then G(A0) also
contains no affine edges.

An algebra A such that a✓ [ b✓ is a subuniverse of A for every
semilattice or majority edge ab of A is called sm-smooth.

Operations witnessing the type of edges can be significantly
uniformized.
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THEOREM 7 ((Bulatov 2004, 2016a)). Let A be an idempotent al-
gebra. There are term operations f, g, h of A such that f {a✓

,b

✓}
is a semilattice operation if ab is a semilattice edge; g{a✓

,b

✓} is a
majority operation if ab is a majority edge; hSg(ab)/

✓

is an affine
operation operation if ab is an affine edge, where ✓ witnesses the
type of the edge. Moreover, f, g, h can be chosen such that

(1) f(x, f(x, y)) = f(x, y) for all x, y 2 A;
(2) g(x, g(x, y, y), g(x, y, y)) = g(x, y, y) for all x, y 2 A;
(3) h(h(x, y, y), y, y) = h(x, y, y) for all x, y 2 A.

Unlike majority and affine operations, for a semilattice edge ab
and a congruence ✓ of Sg(a, b) witnessing that, there can be semi-
lattice operations acting differently on {a✓, b✓},which corresponds
to the two possible orientations of ab. In every such case by fixing
operation f from Theorem 7 we effectively choose one of the two
orientations. In this paper we do not really care about what orienta-
tion is preferable.

Edges as defined above do not help too much. In (Bulatov
2016a) we therefore refine these notions. A pair ab of elements of
algebra A is called a thin semilattice edge if ab is a semilattice edge,
and the congruence witnessing that is the equality relation. In other
words, f(a, a) = a and f(a, b) = f(b, a) = f(b, b) = b. We
denote the fact that ab is a thin semilattice edge by a  b. Thin
semilattice edges allow us to introduce a directed graph G

s

(A),
whose vertices are the elements of A, and the arcs are the thin
semilattice edges. We then can define semilattice-connected and
strongly semilattice-connected components of G

s

(A). We will also
use the natural order on the set of strongly semilattice-connected
components of G

s

(A): for components A,B, we write A  B if
there is a directed path in G

s

(A) connecting a vertex from A with
a vertex from B. Elements from the maximal strongly connected
components (or simply maximal components) of G

s

(A) are called
maximal elements of A and the set of all such elements is denoted
by max(A). A directed path in G

s

(A) is called a semilattice path
or s-path. If there is an s-path from a to b we write a v b.

PROPOSITION 8 ((Bulatov 2004, 2016a)). Let A be a finite alge-
bra omitting type 1. There is a binary term operation f of A such
that f is a semilattice operation on {a✓, b✓} for every semilattice
edge ab of A, where congruence ✓ witnesses that, and, for any
a, b 2 A, either a = f(a, b) or the pair (a, f(a, b)) is a thin semi-
lattice edge of A. Operation f with this property will be denoted by
a dot (think multiplication).

Let operatons f, g, h be as in Theorem 7. A pair ab from A
is called a thin majority edge if (a) it is a majority edge, let con-
gruence ✓ witness this, (b) for any c 2 b✓ , b 2 Sg(a, c), (c)
g(a, b, b) = b, and (d) there exists a ternary term operation g0

such that g0(a, b, b) = g0(b, a, b) = g0(b, b, a) = b. Finally, a
pair ab is called a thin affine edge if (a) it is an affine edge, let
congruence ✓ witness this, (b) for any c 2 b✓ , b 2 Sg(a, c), (c)
h(b, a, a) = b, (d) there exists a ternary term operation h0 such that
h0(b, a, a) = h0(a, a, b) = b, and (e) a is maximal in Sg(a, b).
Note that the operations h, g from Theorem 7 do not have to satisfy
conditions (2), (3) of that theorem on thin edges; thin edges even
do not have to be closed under g, h. Thin edges of all types are ori-
ented. We therefore can define yet another directed graph, G0(A),
in which the arcs are the thin edges of all types.

LEMMA 9 ((Bulatov 2016a)). Let A be an algebra.
(1) Let ab be a semilattice or majority edge in A, and ✓ the
congruence of Sg(a, b) witnessing that. Then there is b0 2 b✓ such
that ab0 is a thin semilattice or majority edge, respectively.
(2) Let ab be an affine edge, and ✓ the congruence of Sg(a, b)

witnessing that. Then there are a0 2 a✓ and b0 2 b✓ such that
a v a0 and a0b0 is a thin affine edge.

A directed path in G0(A) is called a path. If all edges of this path
are semilattice or affine, it is called an affine-semilattice path or an
as-path, if there is an as-path from a to b we write a v

as

b. Similar
to maximal components, we consider the strongly connected com-
ponents of G0(A) with majority edges removed, and the natural par-
tial order on such components. The maximal components will be
called as-components, and the elements from as-components are
called as-maximal; the set of all as-maximal elements of A is de-
noted by amax(A) If a is an as-maximal element, the as-component
containing a is denoted as(a).

PROPOSITION 10 ((Bulatov 2016a)). Let A be an algebra omit-
ting type 1. Then
(1) any a, b 2 A are connected in G0(A) with an undirected path;
(2) any a, b 2 max(A) (or a, b 2 amax(A)) are connected in
G0(A) with a directed path.

The following simple properties of thin edges will be useful.
Note that a subdirect product of algebras (a relation) is also an
algebras, and so edges and thin edges can be defined for relations
as well.

LEMMA 11 ((Bulatov 2016a)). (1) Let A be an algebra omitting
type 1 and ab a thin edge. Then ab is a thin edge in any subalgebra
of A containing a, b, and a✓b✓ is a thin edge in A/

✓

for any
congruence ✓.
(2) Let R be a subdirect product of A1, . . . ,An

, I ✓ [n], and ab a
thin edge in R. Then pr

I

apr
I

b is a thin edge in pr
I

R of the same
type as ab.

The graphs G(A) and G0(A) retain substantial amount of crucial
information required for solving CSPs. They witness that the omit-
ting type 1 condition and the bounded width condition hold, and
also can certify some other useful properties. However, in general
they also erase much information about the algebra. As an extreme
example, if A is a prime algebra, that is, every possible operation
on its universe is a term operation of A, then it satisfies all the
CSP related conditions on an algebra. It has few subpowers (see
the Section 6), CSP(A) has bounded width, etc. But according to
the definitions graphs G(A) and G0(A) have only semilattice edges
that are oriented in an arbitrary way. In particular, there is no way
to know from these graphs that A has few subpowers, unless one
picks a very special orientation of semilattice edges.

3. Algebras with graphs of restricted types
Let T ✓ {semilattice, majority, affine}. An algebra A is said to be
T -restricted if every edge of A has a type from T .

THEOREM 12. Let T ✓ {semilattice, majority, affine} and A a
finite collection of similar T -restricted algebras omitting type 1.
Then every finite algebra from the variety generated by A is T -
restricted.

Proof: Every subalgebra of a T -restricted algebra is T -restricted,
as it follows from the definition of types of edges. Let A =
A1⇥· · ·⇥A

n

where all A1, . . . ,An

are T -restricted. Suppose there
is an edge ab in A of type z 2 {semilattice, majority, affine}� T ,
and ✓ is the congruence of B = Sg(a,b) witnessing that. Let
I(a0,b0) = {i 2 [n] | a0[i] = b0[i]} for a0,b0 2 A. Tuples a,b
can be assumed to be such that I = I(a,b) is maximal among
pairs a0,b0 with a0 2 a✓ , b0 2 b✓ . Then for any c 2 B and any
i 2 I , c[i] = a[i]. Take i 2 [n]� I and set A0 = {a0[i] | a0 2 a✓}
and B0 = {b0[i] | b0 2 b✓}. By the choice of a,b, A0 \B0 =?.
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This means that the projection of ✓ on the ith coordinate, that is,
the congruence of C = pr

i

B given by

⌘ = {(a, b) | for some c,d 2 B, a = c[i], b = d[i], (c,d) 2 ✓}
is nontrivial. Moreover, every term operation that is semilattice,
majority or affine on B/

✓

is semilattice, majority, or affine on C/
⌘

,
as well. Since C is generated by a[i],b[i], this pair is an edge of A

i

of type z, a contradiction.
Now suppose that A is T -restricted and B = A/

↵

for some con-
gruence ↵. Let ab, a, b 2 B, be an edge of type z 2 {semilattice,
majority, affine} and ✓ a maximal congruence of C = SgB(a, b)
witnessing that. We will find a0, b0 2 A such that a0b0 is an edge
of A of type z. Let C0 =

S
c2C c (elements of C are subsets of

A), ↵0 = ↵ \ C02, and ✓0 = ↵0 _ ✓, a congruence of C0. Choose
a0, b0 2 C0 such that a0 2 a and b0 2 b. Let ✓00 be the restriction
of ✓0 on C00 = SgA(a

0, b0). Then clearly, C00/
✓

00 is isomorphic to
C/

✓

, and therefore ✓00 witnesses that a0b0 is an edge of type z in A.
2

4. Path extension
In this section we state some technical results. The main result
claims that an as-path in a projection of a relation can always be
extended to an as-path in the relation.

Let R be a subdirect product of A1,A2. Binary relations Q1, Q2

on A1,A2 given by Q1 = {(a, b) | 9 c 2 A2 with (a, c), (b, c) 2
R} and Q2 = {(a, b) | 9 c 2 A1 with (c, a), (c, b) 2 R}, respec-
tively, are called link tolerances of R. They are tolerances of A1,
A2, respectively, that is invariant reflexive and symmetric relations.
The transitive closures of Q1, Q2 are called link congruences, and
they are, indeed, congruences. Relation R is said to be linked if the
link congruences are full congruences.

Let A be an algebra and a 2 A. By FtA(a) we denote the set of
elements b 2 A such that a v b; similarly, by FtasA (a) we denote
the set of elements b 2 A such that a v

as

. Note that if a is an
as-maximal element then a 2 FtasA (b) for any b 2 A.

LEMMA 13 ((Bulatov 2016a)). Let A1,A2,A3 be similar idempo-
tent algebras omitting type 1.
(1) Let ab and cd be thin edges of different types in A1,A2, resp.
Then there is a term operation r with r(b, a) = b, r(c, d) = d.
(2) Let ab and cd be thin affine edges in A1,A2. Then there is a
term operation h0 such that h0(b, a, a) = b and h0(c, c, d) = d.
(3) Let a1b1, a2b2, and a3b3 be thin majority edges in A1,A2,A3,
respectively. Then there is a term operation g0 such that g0(a1, b1, b1) =
b1, g0(b2, a2, b2) = b2, g0(b3, b3, a3) = b3.

We formulate the following statements without proofs.

LEMMA 14. Let R be a subdirect product of A1, . . . ,An

, I ✓ [n].
(1) For any a 2 R, b 2 pr

I

R with pr
I

a  b there is b0 2 R such
that a  b0 and pr

I

b0 = b.
(2) For any a 2 R, b1, . . . ,bk

2 pr
I

R with pr
I

a = b1  b2 
· · ·  b

k

, there are b0
1, . . . ,b

0
k

2 R such that a = b0
1  b0

2 
· · ·  b0

k

and pr
I

b0
i

= b
i

for i 2 [k].
(3) For any b 2 max(pr

I

R) there is b0 2 max(R) such that
pr

I

b0 = b. In particular, pr[n]�I

b0 2 max(pr[n]�I

R).

For a subalgebra R of A1 ⇥ A2 and a 2 A1, b 2 A2 we write
R[a] = {c 2 A2 | (a, c) 2 R} and R�1[b] = {d 2 A1 | (d, b) 2
R}.

LEMMA 15. Let R be a subalgebra of A1 ⇥ A2.
(1) If a, b 2 A1 and c, d 2 A2, are such that ab is thin affine or
a  b and cd is a thin edge, such that (a, c), (a, d), (b, c) 2 R,

then (b, d) 2 R.
(2) Let a 2 A1 and B = R[a]. For any b 2 A1 such that ab is thin
affine or a  b, and any c 2 R[b] \B, Ft

B

(c) ✓ R[b].

LEMMA 16. Let R be a linked subdirect product of A1 ⇥ A2, and
A1 is a simple module. Then A1 ⇥ amax(A2) ✓ R.

LEMMA 17. Let R be a subdirect product of A1, . . . ,An

, I ✓ [n].
(1) For any a 2 R, b 2 pr

I

R such that (pr
I

a)b is a thin affine
edge there are a0,b0 2 R such that a v a0, a0b0 is a thin affine
edge, and pr

I

a0 = pr
I

a, pr
I

b0 = b.
(2) For any a 2 R, and an as-path b1, . . . ,bk

2 pr
I

R with
pr

I

a = b1 there is an as-path b0
1, . . . ,b

0
`

2 R such that a =
b0
1 and pr

I

b0
1, . . . , pr

I

b0
`

is the path b1, . . . ,bk

with possible
repetitions.
(3) For any b 2 amax(pr

I

R) there is b0 2 amax(R) such that
pr

I

b0 = b. In particular, pr[n]�I

b0 2 amax(pr[n]�I

R).

5. Rectangularity
In this section we prove the rectangularity of relations with respect
to as-components.

LEMMA 18. Let R be a subdirect product of algebras A1,A2,
B1, B2 as-components of A1,A2, respectively, and a 2 A1 such
that R\(B1⇥B2) 6=? and {a}⇥B2 ✓ R. Then B1⇥B2 ✓ R.

PROPOSITION 19. Let R be a linked subdirect product of A1⇥A2,
and let D1, D2 be as-components of A1,A2, respectively, such that
R \ (D1 ⇥D2) 6=?. Then D1 ⇥D2 ✓ R.

Proof: We prove by induction on the size of A1,A2 that for any
as-components E1, E2 of A1,A2, respectively, such that R\(E1⇥
E2) 6= ?, there are a1 2 A1, a2 2 A2 such that {a1}⇥ E2 ✓ R
and E1 ⇥ {a2} ✓ R. The result then follows from by Lemma 18.
The base case of induction when |A1| = 1 or |A2| = 1 is obvious.

Take b 2 A1 and construct two sequences of subalgebras
B1, . . . ,Bk

of A1 and C1, . . . ,Ck

of A2, where B1 = {b},
C

i

= R[B
i

], and B
i

= R�1[C
i�1], such that k is the minimal

number with B
k

= A1 or C
k

= A2. Such a number exists,
because R is linked. Observe that for each i  k the relation
R

i

= R \ (B
i

⇥ C
i

) is linked. Therefore, there is a proper sub-
algebra A0

1 of A1 or A0
2 of A2 such that R0 = R \ (A0

1 ⇥ A2)
or R0 = R \ (A1 ⇥ A0

2), respectively, is linked and subdirect.
Suppose there is A0

1 with the required properties. By the induction
hypothesis for any as-component C2 of A2 there is a1 2 A0

1 ✓ A1

with {a1} ⇥ C2 ✓ R0 ✓ R. Take an as-component C1 of A1.
By Lemma 17(3) there is an as-component C2 of A2 such that
(C1 ⇥ C2) \ R 6= ?. Let a1 2 A0

1 be the element satisfying
{a1} ⇥ C2 ✓ R0 ✓ R. Then by Lemma 18 C1 ⇥ C2 ✓ R, and
therefore any a2 2 C2 satisfies the condition C1 ⇥ {a2} ✓ R. 2

COROLLARY 20. Let R be a subdirect product of A1 and A2,
✓1, ✓2 the link congruences, and let B1, B2 be as-components of a
✓1-block and a ✓2-block, respectively, such that R \ (B1 ⇥B2) 6=
?. Then B1 ⇥B2 ✓ R.

6. Affine and majority: few subpowers
6.1 Few subpowers
We call algebras without semilattice edges semilattice free. In this
section we prove two results that relate semilattice free algebras
to algebras with the property to have few subpowers. The few
subpowers property has been introduced in (Berman et al. 2010).
Let A be a finite algebra. Then sA(n) denotes the logarithm (base 2)
of the number of subalgebras of An; and gA(n) is the least number
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k such that for every subalgebra B of An, B has a generating
set containing at most k elements. Algebra A is said to have few
subpowers if sA(n) is bounded by a polynomial in n.

Having few subpowers can be characterized by the presence of
an edge term. A term operation f in k + 1 variables is called an
edge term if the following k identities are satisfied:

f(y, y, x, x, x, . . . , x) = x

f(y, x, y, x, x, . . . , x) = x

f(x, x, x, y, x, . . . , x) = x

f(x, x, x, x, y, . . . , x) = x

...
f(x, x, x, x, x, . . . , y) = x.

THEOREM 21 ((Berman et al. 2010)). For a finite algebra A the
following conditions are equivalent:
(a) A has few subpowers,
(b) the variety generated by A has an edge term,
(c) gA is bounded by a polynomial.

In this section we will need the property of a finite collection
of algebras to have few subproducts. More precisely, let A be a
finite set of similar algebras. Let sA(n) be the maximal number of
subalgebras of a direct product A1⇥· · ·⇥A

n

, where A1, . . . ,An

2
A are not necessarily different. Also, let gA(n) be the least number
k such that for every subalgebra B of A1 ⇥ · · · ⇥ A

n

, B has a
generating set containing at most k elements. Set A is said to have
few subpowers if sA(n) is bounded by a polynomial in n. The next
statement easily follows from Theorem 21.

COROLLARY 22. For a finite set of finite idempotent algebras A
the following conditions are equivalent:
(a) A has few subpowers,
(b) the variety generated by A has an edge term,
(c) gA is bounded by a polynomial.

6.2 Semilattice free algebras have few subpowers
We now show that every finite collection of semilattice free alge-
bras has an edge term. We use the definition of signature and rep-
resentation quite similar to (Berman et al. 2010), except instead of
minority index we use thin affine edges. Let R be a subdirect prod-
uct of A1, . . . ,An

, let every A
i

be semilattice free, and let Af(A
i

)
denote the set of thin affine edges of A

i

(it also contains all pairs of
the form (a, a)). The signature is the set

Sig(R) = {(i, a, b) | i 2 [n], (a, b) 2 Af(A
i

), 9 a,b 2 R

with a[i] = a, b[i] = b, and pr[i�1]a = pr[i�1]b}.

A set of tuples R0 ✓ R is a representation of R if

(1) for each (i, a, b) 2 Sig(R) there are a,b 2 R0 such that
a[i] = a, b[i] = b, and pr[i�1]a = pr[i�1]b;
(2) for each I ✓ [n], |I|  3, and every a 2 pr

I

R there is b 2 R0

such that pr
I

b = a.

As is easily seen, every representation R0 of R contains a subset
R00 ✓ R0 which is also a representation and has size at most

2|Sig(R)|+
 
n

3

!
·max{|A

i

| · |A
j

| · |A
k

| | i, j, k 2 [n]}.

THEOREM 23. Let A be a finite set of finite semilattice free alge-
bras closed under subalgebras. Then A has few subpowers.

Proof: Let R be a subdirect product of A1 ⇥ · · · ⇥ A
n

,
A1, . . . ,An

2 A. We show that any representation of R generates

it, which will prove that any such R has a generating set of size
O(n3). Let R0 ✓ R be a representation of R, and Q = Sg(R0).

Take a 2 R; we prove by induction on k 2 [n] that pr[k]a 2
pr[k]Q. For k  3 it follows from property (2) of representa-
tions, so assume that k � 4. Suppose that there is b 2 Q
with pr[k]b = pr[k]a. Let a[k + 1] = a, b[k + 1] = b, and
B the subalgebra of A

k+1 generated by {a, b}. We will show
that pr[k]a ⇥ B ✓ pr[k+1]Q, which implies the result. Note that
pr[k]a ⇥ B ✓ pr[k+1]R. Let C = {c 2 B | (pr[k]a, c) 2
pr[k+1]Q}. If C 6= B then by connectivity there are c 2 C and
d 2 B � C such that cd is a thin majority or affine edge. For the
sake of obtaining a contradiction, replace a and b with d and c, re-
spectively. If ba is an affine edge, then as (pr[k]a, a) 2 pr[k+1]R,
the triple (k + 1, b, a) 2 Sig(R). Therefore there are c,d 2 R0

witnessing it, and so (b, a) is in the link congruence of pr[k+1]Q.
By Corollary 20 (pr[k]a, a) 2 pr[k+1]Q, a contradiction.

Consider now the case when ba is a majority edge. We show
that for any J ✓ [k] there is c 2 Q such that pr

J

c = pr
J

a
and c[k + 1] = a. For subsets |J |  2 the statement follows
from property (2) of representations. Take J ✓ [k], without loss
of generality, J = [`], and suppose that there are a1,a2 2 Q
such that a1[k + 1] = a2[k + 1] = a, and pr

J�{`�1}a1 =
pr

J�{`�1}a, pr
J�{`}a2 = pr

J�{`}a. Let B1 be the subalgebra
of A

`�1 generated by a1 = a[` � 1] and b1 = a1[` � 1], and
let C1 = {e 2 B1 | (pr[`�2]a, e,a[`], a) 2 pr[`][{k+1}Q}.
As a1 62 C1, C1 6= B1, and therefore there are c1 2 C1 and
d1 2 B1 � C1 such that c1d1 is a thin affine or majority edge.
Again, replace a1 with d1 and b1 with c1. If b1a1 is an affine
edge, by Lemma 13(1) there is a term operation t(x, y) such that
t(a, b) = a and t(b1, a1) = a1. Applying c = t(a,a1) we obtain
a tuple c such that c[i] = a[i] for i 2 [`] � {` � 1}, because t is
idempotent, c[`� 1] = a1, and c[k + 1] = a, a contradiction.

Consider the case when b1a1 is a majority edge. Let B2 be
the subalgebra of A

`

generated by a2 = a[`] and b2 = a1[`],
and let C2 = {e 2 B2 | (pr[`�1]a, e, a) 2 pr[`][{k+1}Q}. As
before, we may assume that b2a2 is a thin majority edge. Then by
Lemma 13(3) there is a term operation g such that g(a1, a1, b1) =
a1, g(a2, b2, a2) = a2, and g(b, a, a) = a. Therefore for c =
g(b,a2,a1) we have pr[`�2]c = pr[`�2]a, c[` � 1] = a1, c[`] =
a2, and c[k + 1] = a. The result follows. 2

COROLLARY 24. Let A be a finite set of similar semilattice free
algebras. Then the variety generated by A has an edge term.

Proof: Let V be the variety generated by A. By Theorem 12
every finite algebra from V is semilattice free. By Theorem 23 it
also has few subpowers, and by (Berman et al. 2010) V has an edge
term. 2

7. Quasi-2-decomposability
Recall that an (n-ary) relation over a set A is called 2-decomposable
if, for any tuple a 2 An, a 2 R if and only if, for any i, j 2 [n],
pr

ij

a 2 pr
ij

R. 2-decomposability is closely related to the exis-
tence of majority polymorphisms of the relation. In our case rela-
tions in general do not have a majority polymorphism, but they still
have a property close to 2-decomposability. We say that a relation
R, a subdirect product of A1, . . . ,An

, is quasi-2-decomposable, if
for any elements a1, . . . , an

, such that (a
i

, a
j

) 2 amax(pr
ij

R)
for any i, j, there is a tuple b 2 R with (b[i],b[j]) 2 as(a

i

, a
j

)
for all i, j 2 [n].

THEOREM 25. Any relation invariant under an sm-smooth algebra
A is quasi-2-decomposable.

Moreover, if R is an n-ary relation, X ✓ [n], tuple a is
such that (a[i],a[j]) 2 amax(pr

i,j

R) for any i, j, and pr
X

a 2
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amax(pr
X

R), there is a tuple b 2 R with (b[i],b[j]) 2 as(a[i],a[j])
for any i, j 2 [n], and pr

X

b = pr
X

a.

REMARK 26. Theorem 25, as well as Proposition 31, can be ap-
plied to general algebras, not only sm-smooth, as follows. Let A0

denote the sm-smooth reduct of algebra A that exists by Theorem 6.
We then can apply Theorem 25 and Proposition 31 to A replacing
the graph G0(A) along with all paths and as-components with those
of G(A0).

7.1 Auxiliary lemmas
We start with an auxiliary lemma and a special case of Theorem 25.

LEMMA 27. Let A1, . . . ,An

be similar algebras, R a subdirect
product of these algebras, I ✓ [n], b1, . . . ,bk

2 pr
I

R an as-path
in R, and a 2 A1 ⇥ · · · ⇥ A

n

such that pr
I

a = b1. Then there
are b0

1, . . . ,b
0
k

2 Sg(R [ {a}) such that b0
1 = a, pr

I

b0
i

= b
i

for
i 2 [k], and b0

i

b0
i+1 is a thin edge in Sg(b0

i

,b0
i+1) of the same type

as b
i

b
i+1 for each i 2 [k � 1]. In particular, if for some J ✓ [n],

pr
J

a 2 pr
J

R, then pr
J

b0
i

2 FtasprJR

(pr
J

a).

LEMMA 28. Let R be a subdirect product of sm-smooth A1⇥A2⇥
A3, and let (a1, a2, a3) be such that (a

i

, a
j

) 2 amax(pr
ij

R) for
i, j 2 {1, 2, 3}, i 6= j. Then there is (a0

1, a
0
2, a

0
3) 2 R such that

(a0
i

, a0
j

) is in the as-component of pr
ij

R containing (a
i

, a
j

) for
i, j 2 {1, 2, 3}, i 6= j.

Proof: We proceed by induction on the size of A1,A2,A3. The
base case of induction is when for each i 2 [3] either |A

i

| = 2
and A

i

is a semilattice or a majority edge, or A
i

is a module. By
the assumption some tuples a1 = (b1, a2, a3), a2 = (a1, b2, a3),
a3 = (a1, a2, b3) belong to R. If one of A1,A2,A3 is a semilattice
edge, say, b1  a1, then again from the as-maximality of a1, a2,
(a1, a2, a3) = a1 · a2 2 R. If one of A1,A2,A3 is a module, say,
A1 is, then a1 satisfies the requirements of the lemma. Finally, if all
A1,A2,A3 are majority edges, then (a1, a2, a3) = g(a1,a2,a3).
Note that if one of the A

i

has a unique maximal element (an
absorbing element, for example), the statement also holds.

Suppose that the lemma is proved for any subdirect product
of A0

1 ⇥ A0
2 ⇥ A0

3, where A0
i

is a subalgebra or a factor of A
i

,
i 2 [3], and at least one of them is a proper subalgebra or a factor.
Let a1,a2,a3 2 R be as before. Also let D denote the set of
(c1, c2, c3) 2 A1 ⇥ A2 ⇥ A3 such that (c

i

, c
j

), i, j 2 [3], i 6= j,
belongs to the as-component of pr

ij

R containing (a
i

, a
j

).

CLAIM 1. Every A
i

can be assumed to be Sg(a
i

, b
i

) and b
i

can
be chosen to be an as-maximal element.

Suppose A1 6= B = Sg(a1, b1). Let (a0
1, a

0
2) be an as-maximal

element in (B ⇥ A2) \ pr12R such that (a1, a2) v
as

(a0
1, a

0
2).

By Lemma 27 (a1, a2, a3) can be replaced with (a0
1, a

0
2, a

0
3) 2 D

for an appropriate a0
3. Repeating the process for the other binary

projections if necessary we obtain (a00
1 , a

00
2 , a

00
3 ) 2 D such that

(a00
i

, a00
j

) is as-maximal in pr
ij

(R \ (B ⇥ A2 ⇥ A3)). By the
induction hypothesis there is (a000

1 , a000
2 , a000

3 ) 2 R\ (B⇥A2 ⇥A3)
such that (a000

i

, a000
j

) is in the as-maximal component containing
(a00

i

, a00
j

). Clearly, (a000
1 , a000

2 , a000
3 ) is as required.

If, say, b1 is not an as-maximal element, and b1 v
as

b01 and
b01 is as-maximal, then again using Lemma 27 we can obtain
(a0

1, a
0
2, a

0
3) 2 D such that (b01, a0

2, a
0
3) 2 R. Then we choose

an as-path in pr23R from (a0
2, a

0
3) to (a2, a3). By Lemma 27 we

get (d, a2, a3) 2 R such that d 2 amax(A1).

CLAIM 2. For every i, j 2 [3], as(a
i

)⇥A
j

✓ pr
ij

R. Therefore,
as(a

i

)⇥ as(a
j

) ✓ pr
ij

R, and as(a
i

)⇥ as(a
j

) is an as-component
of pr

ij

R.

Since (a
i

, a
j

), (a
i

, b
j

) 2 pr
ij

R and A
j

= Sg(a
j

, b
j

), we have
{a

i

} ⇥ A
j

✓ pr
ij

R. By Lemma 18 the first part of the claim
follows. The second part is obvious.

CLAIM 3. Every A
i

can be assumed simple.

Suppose ✓ is a nontrivial congruence of A1 and R/
✓

=
{(c✓1, c2, c3) | (c1, c2, c3) 2 R}. By the induction hypothesis there
is (a00

1 , a
0
2, a

0
3) 2 R/

✓

satisfying the conditions of the lemma, that
is, there is (b1, a0

2, a
0
3) 2 R such that b✓1 = a00

1 , and (a2, a3) v
as

(a0
2, a

0
3), (a✓

1, ai

) v
as

(a00
1 , a

0
i

) for i 2 {2, 3}. Let a0
1 2 b✓1

be any element such that a1 v
as

a0
1 and a0

1 is maximal in b✓1.
Then (a0

1, a
0
2, a

0
3) is as required. Indeed, it suffices to observe that

(a0
i

, a0
j

) 2 as(a
i

) ⇥ as(a
j

), and therefore (a
i

, a
j

) v
as

(a0
i

, a0
j

),
for any i, j 2 {1, 2, 3}. Since Sg(a0

1, b1) 6= A1, the claim follows
from Claim 1.

We now prove the induction step. Suppose that |A
i

| > 2
and A

i

is not a module for some i. For an n-ary relation Q 
A1 ⇥ · · · ⇥ A

n

, j 2 [n], and c
j

2 A
j

, let Q[c
j

]
j

denote
the set {(c1, . . . , cj�1, cj+1, . . . , cn) 2 pr{1,...,j�1,j+1,...,n}Q |
(c1, . . . , cn) 2 Q}. We consider two cases.

CASE 1. For some i 2 [3] the set R[b
i

]
i

contains as(a
j

) ⇥
as(a

`

), where {j, `} = [3]� {i}.

Assume i = 1. Since a1 is as-maximal, by Proposition 10 there
is a path P from b1 to a1. We prove that for any element c on
this path {c} ⇥ as(a2) ⇥ as(a3) ✓ R. This is true for c = b1
by the assumption made. Assume the contrary, and let c be the
first element in P such that this property is not true. Let also d
be the element preceding c in P ; we may assume d = b1. If b1c
is semilattice then take any c = (c, c2, c3) 2 R and set c0 =
a1·c = (c, a0

2, a
0
3). By the properties of multiplication ·, (a0

2, a
0
3) 2

as(a2, a3). Therefore by Lemma 18 {c}⇥ as(a2)⇥ as(a3) ✓ R.
Let b1c be a thin majority edge, B = Sg(b1, c), and ✓ a congru-

ence witnessing that b1c a majority edge; in particular, B = b✓1 [ c✓

by Theorem 6. If B = A1 then ✓ is the equality relation, as A1 is
simple, and so |A1| = 2, a contradiction. Suppose B 6= A1. Con-
sider R0 = R \ (B ⇥ A2 ⇥ A3) and take any e 2 max(B) \ c✓ .
For the tuple (e, a2, a3) we have (e, a

i

) 2 pr1iR
0 for i 2 {2, 3}

by Claim 2 and (a2, a3) 2 pr23R
0 by the assumption made. By

the induction hypothesis there is (e0, a0
2, a

0
3) 2 R0 with e0 2 as(e)

(and so e0 2 c✓) and a0
i

2 as(a
i

), i 2 {2, 3}. Since b1c is a thin
edge, e00 = g(b1, e

0, e0) is such that b1e00 is also a thin majority
edge and Sg(b1, e

00) = Sg(b1, c). Moreover, (e00, a0
2, a

0
3) 2 R0.

Let Q = R0[e00]1 = {(c2, c3) 2 pr23R | (e00, c2, c3) 2 R0} and
Q0 = Q\ (as(a2)⇥as(a3)). We show that Q0 = as(a2)⇥as(a3).
As (a0

2, a
0
3) shows, Q0 6= ?. Suppose there are e 2 Q0, e0 2

(as(a2) ⇥ as(a3)) � Q0 such that ee0 is a semilattice of a thin
affine edge. Then by Lemma 13(1) there is a term operation t such
that t(e00, b1) = e00 and t(e, e0) = e0. This means e0 2 Q0, a
contradiction.

Since Sg(b1, e
00) = Sg(b1, c), c = r(b1, e

00) for some term
operation r. It remains to notice that

0

@
c
a0
2

a0
3

1

A = r

0

@

0

@
b1
a0
2

a0
3

1

A ,

0

@
e00

a0
2

a0
3

1

A

1

A 2 R0

for any a0
2 2 as(a2), a0

3 2 as(a3), a contradiction.
Finally, let b1c be a thin affine edge, and let ⌘ be the link

congruence of pr23R
0 when R0 is viewed as a subdirect product

of B = Sg(b1, c) and pr23R
0. By the assumption as(a2)⇥ as(a3)

belongs to a ⌘-block. By Lemma 15 {c}⇥ as(a2)⇥ as(a3) ✓ R0.
Thus, {a1}⇥ as(a2)⇥ as(a3) ✓ R0, and (a1, a2, a3) 2 R.

CASE 2. For all i 2 [3], as(a
j

) ⇥ as(a
`

) 6✓ R(b
i

), where
{j, `} = [3]� {i}.
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Let ⌘
i

be the link congruence of pr
j`

R when R is viewed as a
subdirect product of A

i

and pr
j`

R; and let ✓
i

be the link congru-
ence of A

i

. Since b
i

is as-maximal, if ✓
i

is the total congruence,
then by the assumption as(a

j

) ⇥ as(a
`

) ✓ R[b
i

]
i

, a contradiction
with the assumption made. Therefore ✓

i

is the equality relation for
all i 2 [3]. Consider the ⌘

i

-block Q = R[a
i

]
i

. By Claim 2 Q
is a subdirect product of A

j

⇥ A
`

. It is not linked, as otherwise
as(a

j

)⇥ as(a
`

) ✓ Q, and since A2,A3 are simple, Q is the graph
of a bijection. Thus, A

j

and A
`

are isomorphic. In a similar way
A

i

and A
j

are isomorphic. In particular, |A1| = |A2| = |A3| = k.
Therefore, pr

j`

R contains k ⌘
i

-blocks of size k each. This means
|pr

j`

R| = k2, and so pr
j`

R = A
j

⇥ A
`

, which is isomorphic
to A2

j

. By (Kearnes 1996) this implies A
j

, and therefore all of
A1,A2,A3 are modules, and the result follows by the base case
of induction. 2

7.2 Proof of Theorem 25
Let a be a tuple satisfying the conditions of quasi-2-decomposabili-
ty. By induction on ideals of the power set of [n] (i.e. subsets of the
power set closed under taking subsets) we prove that for any ideal I
there is a0 such that for all i, j 2 [n], (a0[i],a0[j]) 2 as(a[i],a[j]),
and for any U 2 I pr

U

a0 2 amax(pr
U

R). The base case, the ideal
that consists of all at most 2-elements sets, set X , and its subsets,
is given by the tuple a.

Suppose that the claim is true for an ideal I , take a set W such
that it does not belong to I , but all its proper subsets do. Let D
be the set of all tuples c such that pr

U

c 2 amax(pr
U

R) for
every U 2 I , and pr

X

c 2 as(pr
X

a). If a tuple belongs to D
it is said to support I . We show that D contains a tuple b with
pr

W

b 2 amax(pr
W

R).
Assume that W = [`] and fix b 2 D. We prove the following

statement:
Let c 2 D be such that pr

U

c 2 as(pr
U

b) for all U 2 I and Q a
subalgebra of pr

W

R such that for any U ⇢ W there is c
U

2 R
with pr

U

c
U

= pr
U

c and pr
W

c
U

2 Q0 = Q \ max(pr
W

R).
Then there is d supporting I and such that pr

W

d 2 Q0 and
pr

U

d 2 as(pr
U

b) for U 2 I .
Note that setting c = b, if Q = pr

W

R then the statement im-
plies that D contains a tuple d with pr

W

d 2 max(pr
W

R) and
pr

U

d 2 as(pr
U

b) for U 2 I . This would prove the induction
step. We proceed by induction on the sizes of unary projections of
Q. If one of them is 1-element then the statement follows from the
assumption pr

U

c 2 Q for U including all coordinates whose pro-
jections contain more than 1 element. Suppose that the statement is
proved for all relations with unary projections smaller than Q.

By the assumption there are c1, . . . , c` 2 Q with pr
W�{i}ci =

pr
W�{i}c. By Lemma 27 these tuples can be chosen such that c

i

is as-maximal. This may require changing the tuple c. Let c0 be the
new tuple. Note that c0 supports I and (c0[i], c0[j]) 2 as(c[i], c[j]).

Suppose that for some i pr
i

Q 6= Sg(c[i], c
i

[i]). Let i = 1. Set

Q00 = Q \

0

@
Sg(c[1], c1[1])⇥

Y

i2W�{1}

pr
i

Q

1

A .

We show that c can be changed so that Q00 satisfies the conditions
of the statement. If pr

W�{1}c is not as-maximal in pr
W�{1}Q

0

then using Lemma 27 replace c with c0 such that pr
W�{1}c

0 is as-
maximal. Repeat this process with other projections if necessary.
The resulting tuple d supports I and pr

U

d 2 as(pr
U

c) for U 2 I .
Then just apply the induction hypothesis.

Let c
i

, i 2 W , be chosen such that Sg(c[i], c
i

[i]) are mini-
mal possible. Observe that it suffices to prove that there is d 2
Sg(c1, . . . , c`) such that pr

U

c v
as

pr
U

d in Sg(c1, . . . , c`) for
all U ⇢ W . Indeed, if this is the case, let U = [` � 1] (recall

that W = [`]). Then pr
U

c v
as

pr
U

d. Choose an as-path from
pr

U

c to pr
U

d, by Lemma 27 c can be replaced with some c0

that still supports I , but pr
U

c0 = pr
U

d. Note that c0[`] is in the
same as-component of pr

`

Q as d[`], therefore, c0[`] v
as

d[`]. If
SgA`

(c0[`],d[`]) = pr
`

Q, then there is an as-path from pr
W

c0 to d
in Sg(Q[pr

W

c0) (note that pr
W

c00 and d differ only at component
`). Again by Lemma 27 change c0 such that the resulting tuple c00

supports I , and pr
W

c00 = pr
W

d, implying c00 supports I[{W}. If
B = SgA`

(c0[`],d[`]) 6= pr
`

Q, then set Q0 = Q\(pr[`�1]Q⇥B).
As before, we may assume that all the proper projections of c0 are
maximal in Q0. Since c0 satisfies all the conditions for Q0, we ob-
tain the result by inductive hypothesis.

We will prove that a tuple d 2 Sg(c1, . . . , c`) with the required
properties exists. First, replace Q with Sg(c1, . . . , c`). Then re-
placing Q with the relation

Q0(x, y, z) = 9x4, . . . , xn

(Q(x, y, z, x4, . . . , x`

)

^(x4 = c[4]) ^ . . . ^ (x
`

= c[`])

Q can be assumed ternary. Now Q and c1, c2, c3 satisfy the condi-
tions of Lemma 28, the result follows.

To finish the proof note that, since X 2 I already in the
base case, the resulting tuple d0 is such that pr

X

a v pr
X

d0. By
Lemma 27 d0 can be changed to a tuple d00 satisfying the same
requirements and such that pr

X

d00 = pr
X

a.
Theorem 25 is proved.

8. Semilattice and majority: bounded width
8.1 Bounded width
Let P = (V, �, C) be a CSP and W ✓ V . The restriction of P to W
is the CSP P

W

= (W, �
W

, C
W

), where �
W

is the restriction of �
on W , and for every C = hs, Ri the set C

W

contains the constraint
C

W

= hs \ W, prs\W

Ri, where s \ W is the subtuple of s
containing all the elements from W in s, say, s\W = (i1, . . . , ik),
and prs\W

R stands for pr{i1,...,ik}R. A solution of P
W

is called
a partial solution of P on W . The set of all partial solutions on W
is denoted by S

W

. A set F of pairs (W,'), where ' 2 S
W

is said
to be a (k, `)-strategy if the following conditions hold:

• |W |  ` for all (W,') 2 F ;
• for any (W,') 2 F and any U ✓ W , it holds (U,'

U

) 2 F ;
• for any (W,') 2 F and V ◆ U ◆ W such that |W |  k and
|U |  `, there is (U, ) 2 F with  

W

= '.

CSP P is said to be (k, `)-consistent if it has a nonempty (k, `)-
strategy. Checking if a CSP is (k, `)-consistent can be done in
polynomial time (Dechter 2003). Finally, CSP(B) (or CSP(A)) is
said to have width (k, `) if every (k, `)-consistent instance of this
problem has a solution. A problem is said to have bounded width if
it has width (k, `) for some k, `. Every CSP of bounded width has
a polynomial time solution algorithm.

Problem CSP(A) has bounded width if and only if A omits
types 1 and 2 (Larose and Zádori 2007; Bulatov 2009; Barto and
Kozik 2014; Barto 2014). Moreover, a CSP has bounded width if
and only if it has width (2, 3) (Bulatov 2009; Barto 2014). There is
also an alternative characterization in terms of types of edges

PROPOSITION 29 ((Bulatov 2004)). For a class A of similar
idempotent algebras omitting type 1 the following two conditions
are equivalent.
(1) The variety generated by A omits types 1 and 2.
(2) Algebras from A have no affine edges.

We also give a prove of the following theorem (see (Bulatov
2009; Barto and Kozik 2014; Barto 2014)).
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THEOREM 30. Let A be a class of similar algebras without affine
edges. Then CSP(A) has bounded width. More precisely, every
(2,3)-consistent instance of CSP(A) has a solution.

8.2 Reduction to as-components
We start with a useful reduction that works for all CSPs over
algebras omitting type 1, not only those without affine edges.

Let P = (V ; �; C) be a (2,3)-consistent problem instance.
For u, v, w 2 V by S

u

,S
uv

,S
uvw

we denote sets of partial
solutions of P on {u}, {u, v}, {u, v, w}, respectively. We show
that P can be transformed to a (2,3)-consistent problem instance
whose domains are generated by a single as-component.

PROPOSITION 31. Let P = (V ; �; C) be a (2,3)-consistent prob-
lem instance from CSP(A), where algebras from A are sm-smooth.
Let v 2 V and B be an as-component of A

�(v). Then the problem
instance P

v,B

= (V ; �; C0), where

• for each C = hs, Ri 2 C there is C0 = hs, R0i 2 C0 where
R0 contains all tuples a from R such that for any u 2 s there is
c 2 B = Sg(B) with (c,a[u]) 2 S

vu

,

is (2,3)-consistent and if P
v,B

has a solution, then P does.

Proof: The second claim of the proposition is straightforward
from the construction.

For variables x, y, z 2 V , the set of partial solutions of P
v,B

on {x}, {x, y}, and {x, y, z} will be denoted by S 0
x

,S 0
x,y

, and
S 0
x,y,z

, respectively. We present a (2, 3)-strategy for P
v,B

, that is, a
collection of subsets of S 0

xy

and S 0
xyz

for x, y, z 2 V satisfying the
conditions of a strategy. For x, y 2 V , let S 00

x

= amax(pr
x

(S
vx

\
(B⇥ A

x

)) and S 00
xy

= amax(pr
xy

(S
vxy

\ (B⇥ A
x

⇥ A
y

)).
CLAIM 1. If an as-maximal element a 2 A

x

belongs to S 00
x

,
then as(a) ✓ S 00

x

. If an as-maximal pair (a, b) 2 S
xy

belongs to
S 00
xy

, then as(a, b) ✓ S 00
xy

.
By Lemma 17(2) either S

vxy

contains a subdirect product of B
and as(a, b), or (B ⇥ as(a, b)) \ S

vxy

= ?. Since (a, b) 2 S 00
xy

the former option holds. For the first part of the claim observe that
pr

x

as(a, b) = as(a).
CLAIM 2. For any x, y 2 V , S 00

xy

is a subdirect product of S 00
x

⇥S 00
y

.
Let a 2 S 00

x

, then there is d 2 B with (d, a) 2 S
vx

. Since
P is (2, 3)-consistent, there is b 2 A

y

with (d, a, b) 2 S
vxy

. By
Lemma 17(3) b can be chosen as-maximal; that is (a, b) 2 S 00

xy

.
CLAIM 3. For any x, y, z 2 V � {v} and any (a, b) 2 S 00

xy

there
is c such that (a, c) 2 S 00

xz

and (b, c) 2 S 00
yz

.
Consider the following relation

R(x1, x2, x3, x4) = 9u(S
vxz

(x1, x2, u) ^ S
vyz

(x3, x4, u)).

Let d be the element of B such that (d, a, b) 2 S
vxy

, and let
a = (d, a, d, b). We show that pr

i,j

a 2 pr
i,j

R for any i, j 2 [4].
If i = 2, j = 4 or the other way round then we set u to be an
extension e of (a, b) in S

xyz

, and x1, x3 to extensions of (a, e)
and (b, e) in S

vxz

and S
vyz

, respectively. If i = 1, j = 2 or
i = 3, j = 4 then set u to be an extension e of (d, a) or (d, b)
in S

vxz

and S
vyz

, respectively. Then extend e to a tuple from S
vyz

or S
vxz

, respectively. If i = 1, j = 4 or i = 3, j = 2 then
extend (d, b) or (d, a) by an element e to a tuple in S

vyz

or S
vxz

,
respectively. Then set x2 (resp., x4) to be a value extending (d, e) in
S
vzx

(resp., S
vzy

), and x3 (resp., x1) to be a value extending (d, b)
(resp., (d, a)) to a tuple in S

vzy

(resp., S
vzx

). Finally, if i = 1,
j = 3 then choose e so that (d, e) 2 S

vz

and extend this pair to
tuples from S

vzx

and S
vyz

.
By Theorem 25 there is b 2 R such that b[2] = a[2] = a,

b[4] = a[4] = b, b[1],b[3] 2 as(d) = B, and (b[i],b[j]) 2
as((a[i],a[j])). Therefore there is c such that (b[1], a, c) 2 S

vxz

and (b[3], b, c) 2 S
vyz

, which implies (a, c) 2 S 00
xz

and (b, c) 2
S 00
yz

. The claim is proved.

CLAIM 4. (1) For any x, y 2 V � {v} and any (a, b) 2 S 00
xy

, there
is mapping ' : V !

S
w2V

A
�(w) with '(w) 2 A

�(w) such that
'(x) = a, '(y) = b, '(v) 2 B, and ('(u),'(w)) 2 S 00

uw

for any
u,w 2 V .
(2) For any x, y 2 V , S 00

xy

✓ S 0
xy

.
(1) Let V = {v1, . . . , vn} and v = v1, x = v2, y = v3.

By induction on i we prove that a mapping '
i

can be found on
I = {v1, . . . , vi} that satisfies the conditions of the claims for
all u,w 2 I . For i = 3 the existence of '3 follows from the
assumptions. So, suppose '

i

exists. Let S+
xy

= Sg(S 00
xy

). Take '
i

satisfying the conditions on I and consider the relation given by

R(x1, . . . , xi

) = 9y
i^

j=1

S+
vjvi+1

(x
j

, y).

By the inductive hypothesis and Claim 2, for any j, k 2 [i] we have
('

i

(v
j

),'
i

(v
k

)) 2 pr
j,k

R. By Theorem 25 there is a 2 R such
that a[2] = a, a[3] = b, and (a[j],a[k]) 2 as(('

i

(v
j

),'
i

(v
k

)))
for any j, k 2 [i]. This means that there is c such that (a[j], c) 2
S+
vj ,vi+1

for all j 2 [i]. Observe that c can be chosen to be an
as-maximal element of S

vi+1 . Since a[1] 2 B, c 2 S 00
vi+1

. The
mapping '

i+1 on I 0 = I [ {i+ 1} given by '
i+1(vj) = a[j] for

j 2 [i] and '
i+1(vi+1) = c satisfies the required conditions.

(2) We need to show that for any C = hs, Ri 2 C, any x, y 2 s,
and any (a, b) 2 S 00

x,y

there is a tuple a 2 R such that a[z] 2 S 00
z

for z 2 s, and a[x] = a,a[y] = b. By part (1) of Claim 4, there is
b = (b[z])

z2s such that (b[z],b[t]) 2 S 00
zt

and b[x] = a,b[y] =
b. Since S 00

zt

✓ pr
zt

R for any z, t 2 s, Theorem 25 implies that
there is a 2 R with the required properties.

We now show that every (a, b) 2 S 00
xy

, x, y 2 V , can be
extended to (a, b, c) 2 S 0

xyz

such that (a, c) 2 S 00
xz

, (b, c) 2 S 00
yz

for any z 2 V . Let W = {x, y, z}. By Claim 3, and Theorem 25
there is c 2 S 00

z

such that (a, b, c) 2 S
xyz

. Let C = hs, Ri 2 C be
such that s \W 6= ?. Let s = (v1, . . . , v`). If |s \W | < 3 then
by Claim 4(2) there is a 2 R such that a[i] 2 S 00

vi
for i 2 [`] and

such that a[i] = a if v
i

= x, and a[i] = b if v
i

= y, a[i] = c if
v
i

= z. Suppose W ✓ s and v1 = x, v2 = y, v3 = z. Again, by
Claim 4(2) there is a 2 R with a[i] 2 S 00

vi
for i 2 [`] and such that

a[1] = a,a[2] = b. By Theorem 25, setting X = [3], there is also
b 2 R with the same property and such that pr[3]b = (a, b, c).
Therefore (a, b, c) 2 S 0

xyz

. 2

8.3 Omitting affine edges and bounded width
We need one more auxiliary statement.

LEMMA 32. Let R  A1 ⇥ · · · ⇥ A
n

be such that A
i

has no
affine edges and A1 ⇥ max(A

i

) ✓ pr1iR for i 2 [n], and A1

is simple and generated by any of its maximal components. Then
A1 ⇥max(pr{2,...,n}R) ✓ R.

Now we are in a position to prove Theorem 30.
Proof:[of Theorem 30] By Theorem 6 we may assume all al-

gebras from A are sm-smooth. Let P = (V ; �; C) be a (2, 3)-
consistent problem instance. We prove by induction on the number
of elements in A

�(v), v 2 V , that P has a solution. If all A
�(v),

v 2 V , are 1-element, the result holds trivially.
Suppose that the theorem holds for problem instances P 0 =

(V ; �0; C0) where |A
�

0(v)|  |A
�(v)| for v 2 V (here A

�

0(v)

denotes the set of partial solutions to P 0 on {v}) and at least
one inequality is strict. By Proposition 31 we may assume that
for all v 2 V algebra A

�(v) is generated by any of its maximal
components.
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For some u 2 V , take a maximal congruence ✓ of A
�(u).

Note that for any v 2 V � {u}, S✓

uv

= {(a✓, b) | (a, b) 2
S
uv

} is either the direct product A
�(u)/

✓

⇥ A
�(v), or the graph

of a surjective mapping ⇡
v

: A
�(v) ! A

�(u)/
✓

. Indeed, if the
link congruence of A0 = A

�(u)/
✓

is the equality relation, S✓

uv

is the graph of a mapping. Otherwise, since A0 is simple, S✓

uv

is
linked. By Proposition 19, for any maximal components B1, B2

of A0 and A
�(v) such that (B1 ⇥ B2) \ S✓

uv

6= ?, we have
B1 ⇥B2 ✓ S✓

uv

Since B1 generates A0 and B2 generates A
�(v), it

holds A0 ⇥ A
�(v) ✓ S✓

uv

.
Let W denote the set consisting of u and all v 2 V such that

S✓

u,v

is the graph of ⇡
v

, and let ✓
v

denote ker⇡
v

, the congruence
of A

�v which is the kernel of ⇡
v

, for v 2 W and let ✓
v

denote
the equality relation for v 2 V � W ; also let ✓

u

= ✓. Since P is
(2, 3)-consistent, for any v, w 2 W there is a bijective mapping
⇡
vw

: A
�(v)/

✓v
! A

�(w)/
✓w

such that whenever (a, b) 2 S
vw

,
⇡
vw

(a✓v ) = b✓w . Take a maximal (as an element of A0) ✓-block
B ✓ A

�(u) and let P 0 to be the problem (V ; �0; C0) given by

A
�

0(v) =

⇢
⇡
uv

(B) if v 2 W,
A

�(v) otherwise,

and for each C = hs, Ri 2 C there is C0 = hs, R0i 2 C0 such that
a 2 R0 if and only if a 2 R and a

v

2 ⇡
uv

(B) for all v 2 W \ s.
Since |A

�

0(u)| < |A
�(u)|, we just have to show that P 0 is (2, 3)-

consistent. Let u1, u2, u3 2 V and S
i

= A
�

0(ui). We show that for
any (a, b) 2 max(S

u1u2) \ (S1 ⇥ S2) there is c 2 S3 such that
(a, b, c) 2 S 0

u1u2u3
, where S 0

u1u2u3
is the set of solutions of P 0.

Note also that max(S
u1u2) \ (S1 ⇥ S2) 6=? by construction.

Let U = {u1, u2} and take hs, Ri 2 C. Clearly, pr
U\s(a, b) 2

pr
U\sR, let a 2 max(R) be such that pr

U\sa = pr
U\s(a, b).

If U \ W \ s 6= ? then, for any v 2 s \ W , a[v] 2 ⇡
uv

(B),
and therefore a 2 R0. If s \ W = ? then R0 = R, and again
a 2 R0. Otherwise choose v 2 s\W and set X = (s�W )[{v},
Q = pr

X

R and Q0 = {(a✓w
w

)
w2X

| (a
w

)
w2X

2 Q}. Since A
�(v)

is generated by any of its maximal components, by Lemma 32,
A

�(v)/
✓v

⇥max(prs�W

Q0) ✓ Q0. This means that there is c 2 R
such that prs�W

c = prs�W

a and c[v] 2 ⇡
uv

(B). Therefore,
c[w] 2 ⇡

uw

(B) for any w 2 s \W , and hence c 2 R0. 2
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P. Hell and J. Nešetřil. On the complexity of H-coloring. Journal of
Combinatorial Theory, Ser.B, 48:92–110, 1990.

D. Hobby and R. McKenzie. The Structure of Finite Algebras, volume 76
of Contemporary Mathematics. American Mathematical Society, Provi-
dence, R.I., 1988.

P. M. Idziak, P. Markovic, R. McKenzie, M. Valeriote, and R. Willard.
Tractability and learnability arising from algebras with few subpowers.
SIAM J. Comput., 39(7):3023–3037, 2010.

P. Jeavons. On the algebraic structure of combinatorial problems. Theoret-
ical Computer Science, 200:185–204, 1998.

P. Jeavons, D. A. Cohen, and M. Gyssens. Closure properties of constraints.
J. ACM, 44(4):527–548, 1997.

P. Jeavons, D. Cohen, and M. Cooper. Constraints, consistency and closure.
Artificial Intelligence, 101(1-2):251–265, 1998.

K. Kearnes. Idempotent simple algebras. In Logic and algebra (Pontignano,
1994), volume 180 of Lecture Notes in Pure and Appl. Math., pages 529–
572. Dekker, New York, 1996.

S. Khot. On the power of unique 2-prover 1-round games. In STOC 2002,
pages 767–775.

P. Kolaitis. Constraint satisfaction, databases, and logic. In IJCAI’03, 2003.
P. Kolaitis and M. Vardi. A game-theoretic approach to constraint satisfac-

tion. In AAAI 2000, pages 175–181.
B. Larose and L. Zádori. Bounded width problems and algebras. Algebra

Universalis, 56(3-4):439–466, 2007.
D. Zhuk. On key relations preserved by a weak near-unanimity function. In

ISMVL 2014, pages 61–66, 2014.

651



The Power of Arc Consistency for CSPs
Defined by Partially-Ordered Forbidden Patterns ⇤

Martin C. Cooper
IRIT, University of Toulouse III, France

cooper@irit.fr

Stanislav Živný
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Abstract
Characterising tractable fragments of the constraint satisfaction
problem (CSP) is an important challenge in theoretical computer
science and artificial intelligence. Forbidding patterns (generic sub-
instances) provides a means of defining CSP fragments which are
neither exclusively language-based nor exclusively structure-based.
It is known that the class of binary CSP instances in which the
broken-triangle pattern (BTP) does not occur, a class which in-
cludes all tree-structured instances, are decided by arc consistency
(AC), a ubiquitous reduction operation in constraint solvers. We
provide a characterisation of simple partially-ordered forbidden
patterns which have this AC-solvability property. It turns out that
BTP is just one of five such AC-solvable patterns. The four other
patterns allow us to exhibit new tractable classes.

Categories and Subject Descriptors F.4.1 [Mathematical Logic]:
Logic and constraint programming

Keywords arc consistency, constraint satisfaction problem, for-
bidden pattern, tractability

1. Introduction
The constraint satisfaction problem (CSP) provides a common
framework for many theoretical problems in computer science as
well as for many real-life applications. A CSP instance consists
of a number of variables, a domain, and constraints imposed on
the variables with the goal to determine whether the instance is
satisfiable, that is, whether there is an assignment of domain values
to all the variables in such a way that all the constraints are satisfied.

The general CSP is NP-complete and thus a major research
direction is to identify restrictions on the CSP that render the
problem tractable, that is, solvable in polynomial time.

A substantial body of work exists from the past two decades on
applications of universal algebra in the computational complexity
of and the applicability of algorithmic paradigms to CSPs. More-
over, a number of celebrated results have been obtained through this
method; see (Barto 2014) for a recent survey. However, the alge-
braic approach to CSPs is only applicable to language-based CSPs,
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that is, classes of CSPs defined by the set of allowed constraint re-
lations but with arbitrary interactions of the constraint scopes. For
instance, the well-known 2-SAT problem is a class of language-
based CSPs on the Boolean domain {0, 1} with all constraint rela-
tions being binary, that is, of arity at most two.

On the other side of the spectrum are structure-based CSPs,
that is, classes of CSPs defined by the allowed interactions of the
constraint scopes but with arbitrary constraint relations. Here the
methods that have been successfully used to establish complete
complexity classifications come from graph theory (Grohe 2007;
Marx 2013).

The complexity of CSPs that are neither language-based nor
structure-based, and thus are often called hybrid CSPs, is much
less understood; see (Carbonnel and Cooper 2016) for a recent sur-
vey. One approach to hybrid CSPs that has been rather successful
studies the classes of CSPs defined by forbidden patterns; that is,
by forbidding certain generic subinstances. The focus of this paper
is on such CSPs. We remark that we deal with binary CSPs but, un-
like in most papers on (the algebraic approach to) language-based
CSPs, the domain is not fixed and is part of the input.

An example of a pattern is given in Figure 1(a). This is the
so-called broken triangle pattern (BTP) (Cooper et al. 2010b) (a
formal definition is given in Section 2). BTP is an example of a
tractable pattern, which means that any binary CSP instance in
which BTP does not occur is solvable in polynomial time. The
class of CSP instances defined by forbidding BTP includes, for
instance, all tree-structured binary CSPs (Cooper et al. 2010b).
There are several generalisations of BTP, for instance, to quanti-
fied CSPs (Gao et al. 2011), to existential patterns (Cohen et al.
2015a), to patterns on more variables (Cooper et al. 2014), and
other classes (Naanaa 2013; Cooper et al. 2015b).

The framework of forbidden patterns is general enough to cap-
ture language-based CSPs in terms of their polymorphisms. For
instance, the pattern in Figure 1(b) captures the notion of binary
relations that are max-closed (Jeavons and Cooper 1995).

Surprisingly, there are essentially only two classes of algo-
rithms (and their combinations) known for establishing tractability
of CSPs. These are, firstly, a generalisation of Gaussian elimina-
tion (Bulatov and Dalmau 2006; Dalmau 2006), whose applicabil-
ity for language-based CSPs is known (Idziak et al. 2010), and,
secondly, problems solvable by local consistency methods, which
originated in artificial intelligence; see references in (Rossi et al.
2006). The latter can be defined in many equivalent ways includ-
ing pebble games, Datalog, treewidth, and proof complexity (Feder
and Vardi 1998). Intuitively, a class of CSP instances is solvable by
k-consistency if unsatisfiable instances can always be refuted while
only keeping partial solutions of size k “in memory”. For instance,
the 2-SAT problem is solvable by local consistency methods.

For structure-based CSPs, the power of consistency methods
is well understood: a class of structures can be solved by k-
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consistency if and only if the treewidth (modulo homomorphic
equivalence) is at most k (Atserias et al. 2007). Consequently, con-
sistency methods solve all tractable cases of structurally-restricted
bounded-arity CSPs (Grohe 2007). For language-restricted CSPs,
the power of consistency methods has only recently been charac-
terised (Barto and Kozik 2014; Bulatov 2009).

Contributions
Our ultimate goal is to understand the power of local consistency
methods for hybrid CSPs. On this quest, we focus in this article
on the power of the first level of local consistency, known as arc
consistency (AC), for classes of binary hybrid CSPs defined by
forbidden (partially-ordered) patterns.

The class of CSPs defined by forbidding BTP from Figure 1(a)
is in fact solvable by AC. But as it turns out, BTP is not the only
pattern with this property.

As our main contribution, we give, in Theorem 12, a complete
characterisation of so-called simple partially-ordered forbidden
patterns which have this AC-solvability property. Here the partial
orders are on variables and domain values. It turns out that BTP is
just one of five such AC-solvable patterns. The four other patterns
allow us to exhibit new tractable classes, one of which in particular
we expect to lead to new applications since it defines a strict
generalisation of binary max-closed constraints which have already
found applications in computer vision (Cooper 1999) and temporal
reasoning (Dechter et al. 1991). We also provide results on the
associated meta problem of deciding whether a CSP instance falls
into one of these new tractable classes.

Given that AC is the first level of local consistency methods1

and is implemented in all constraint solvers, an understanding of
the power of AC is paramount. We note that focusing on classes of
CSPs defined by forbidden patterns is very natural as AC cannot
introduce forbidden patterns. While simple patterns do not cover
all partially-ordered patterns it is a natural, interesting, and broad
enough concept that covers BTP and four other novel and non-
trivial tractable classes. We expect our results and techniques to
be used in future work on the power of AC.

Related work
Computational complexity classifications have been obtained for
binary CSPs defined by forbidden negative patterns (i.e., only pair-
wise incompatible assignments are specified) (Cohen et al. 2012)
and for binary CSPs defined by patterns on 2 constraints (Cooper
and Escamocher 2015). Moreover, (generalisations of) forbidden
patterns have been studied in the context of variable and domain
value elimination rules (Cohen et al. 2015a). Finally, the idea of
forbidding patterns as topological minors has recently been inves-
tigated (Cohen et al. 2015b).

(Kolmogorov et al. 2015; Takhanov 2015) recently considered
the possible extensions of the algebraic approach from the language
to the hybrid setting.

The power of the valued version of AC (Cooper et al. 2010a)
has been characterised (Kolmogorov et al. 2015b). Moreover, the
valued version of AC is known to solve all tractable finite-valued
language-based CSPs (Thapper and Živný).

The omitted (parts of the) proofs are given in the full version of
this paper (Cooper and Živný 2016).

1 In some AI literature AC is the second level, the first being node consis-
tency (Rossi et al. 2006). AC is also the first level for relational width (Bu-
latov 2006).

2. Preliminaries
2.1 CSPs and patterns
A pattern can be seen as a generalisation of the concept of a binary
CSP instance that leaves the consistency of some assignments to
pairs of variables undefined.

Definition 1 A pattern is a four-tuple hX,D,A, cpti where:

• X is a finite set of variables;
• D is a finite set of values;
• A ✓ X ⇥ D is the set of possible variable-value assignments

called points; the domain of x 2 X is its non-empty set D(x)
of possible values: D(x) = {a 2 D | hx, ai 2 A};

•
cpt is a partial compatibility function from the set of unordered
pairs of points {{hx, ai, hy, bi} | x 6= y} to {TRUE, FALSE}. If
cpt(hx, ai, hy, bi) = TRUE (resp., FALSE) we say that hx, ai
and hy, bi are compatible (resp., incompatible). For simplicity,
we write cpt(p, q) for cpt({p, q}).

We will use a simple figurative drawing for patterns. Each
variable will be drawn as an oval containing dots for each of its
possible points. Pairs in the domain of the function cpt will be
represented by lines between points: solid lines (called positive) for
compatibility and dashed lines (called negative) for incompatibility.

Example 1 The pattern in Figure 9 is called LX. It consists of three
variables, five points, six positive edges, and two negative edges.

We refine patterns to give a definition of a CSP instance.

Definition 2 A binary CSP instance P is a pattern hX,D,A, cpti
where cpt is a total function, i.e. the domain of cpt is precisely
{{hx, ai, hy, bi} | x 6= y, a 2 D(x), b 2 D(y)}.

• The relation Rx,y ✓ D(x) ⇥ D(y) on hx, yi is {ha, bi |
cpt(hx, ai, hy, bi) = TRUE}.

• A partial solution to P on Y ✓ X is a mapping s : Y ! D
where, for all x 6= y 2 Y we have hs(x), s(y)i 2 Rx,y .

• A solution to P is a partial solution on X .

For notational simplicity we have assumed that there is exactly
one binary constraint between each pair of variables. In particular,
this means that the absence of a constraint between variables x, y
is modelled by a complete relation Rx,y = D(x)⇥D(y) allowing
every possible pair of assignments to x and y. We say that there is
a non-trivial constraint on variables x, y if Rx,y 6= D(v)⇥D(y).
We also use the simpler notation Rij for Rxi,xj .

The main focus of this paper is on ordered patterns, which
additionally allow for variable and value orders.

Definition 3 An ordered pattern is a six-tuple hX,D,A, cpt, <X

, <Di where:

• hX,D,A, cpti is a pattern;
• <X is a (possibly partial) strict order on X; and
• <D is a (possibly partial) strict order on D.

A pattern hX,D,A, cpti can be seen as an ordered pattern with
empty variable and value orders, i.e. hX,D,A, cpt, ;, ;i.

Throughout the paper when we say “pattern” we implicitly
mean “ordered pattern” and use the word “unordered” to empha-
size, if needed, that the pattern in question is not ordered.

We do not consider patterns with structure (such as equality or
order) between elements in the domains of distinct variables.

Definition 4 A pattern P = hX,D,A, cpt, <X , <Di is called
basic if (1) D(x) and D(y) do not intersect for distinct x, y 2 X ,
and (2) <D only contains pairs of elements ha, bi from the domain
of the same variable, i.e., a, b 2 D(x) for some x 2 X .
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Example 2 The pattern in Figure 1(a) is known as the broken
triangle pattern (BTP) (Cooper et al. 2010b). BTP consists of three
variables, four points, three positive edges, two negative edges,
<X= {x < z, y < z}, and <D= ;. Given a basic pattern, we can
refer to a point hx, ai in the pattern as simply a when the variable
is clear from the context or a figure. For instance, the point hz, �i
in Figure 1(a) can be referred to as �.

Example 3 The pattern in Figure 1(b) is the (binary) max-closed
pattern (MC). The pattern MC consists of two variables, four
points, two positive edges, one negative edge, <X= ;, and
<D= {� < ↵, � < �}. MC (Figure 1(b)) together with the extra
structure ↵ > � is an example of a pattern that is not basic.

For some of the proofs we will require patterns with additional
structure, namely, the ability to enforce certain points to be distinct.

Definition 5 A pattern with a disequality structure is a seven-tuple
hX,D,A, cpt, <X , <D, 6=Di where:

• hX,D,A, cpt, <X , <Di is a pattern; and
• 6=D✓ D⇥D is a set of pairs of domain values that are distinct.

An example of such a pattern is given in Figure 12(b).

2.2 Pattern occurrence
Some points in a pattern are indistinguishable with respect to the
rest of the pattern.

Definition 6 Two points a, b 2 D(x) are mergeable in a pattern
hX,D,A, cpt, <X , <Di if there is no point p 2 A for which
cpt(hx, ai, p), cpt(hx, bi, p) are both defined and cpt(hx, ai, p) 6=
cpt(hx, bi, p).

Definition 7 A pattern is called unmergeable if it does not contain
any mergeable points.

Example 4 The points � and � in BTP (Figure 1(a)) are not merge-
able since they have different compatibility with, for instance, the
point in variable x. The pattern LX (Figure 9) is unmergeable.

Some points in a pattern (known as dangling points) are redun-
dant in arc-consistent CSP instances and hence can be removed.

Definition 8 Let P = hX,D,A, cpt, <X , <Di be a pattern. A
point p 2 A is called dangling if it is not ordered by <D and if
there is at most one point q 2 A for which cpt(p, q) is defined, and
furthermore (if defined) cpt(p, q) = TRUE.

Example 5 The point � in the pattern MC (Figure 1(b)) is not
dangling since it is ordered.

In order to use (the absence of) patterns for AC-solvability we
need to define what we mean when we say that a pattern occurs in a
CSP instance. We define the slightly more general notion of occur-
rence of a pattern in another pattern, thus extending the definitions
for unordered patterns (Cooper and Escamocher 2015). Recall that
a CSP instance corresponds to the special case of a pattern whose
compatibility function is total. We first make the observation that
dangling points in a pattern provide no useful information since we
assume that all CSP instances are arc consistent, which explains
why dangling points can be eliminated from patterns.

Definition 9 A pattern is simple if it is (i) basic, (ii) has no merge-
able points, and (iii) has no dangling points.

From a given pattern it is possible to create an infinite number
of equivalent patterns by adding dangling points or by duplicating
points. By restricting our attention to simple patterns we avoid
having to consider such patterns.

Definition 10 Let P 0
= hX 0, D0, A0, cpt0, <X0 , <D0i and P =

hX,D,A, cpt, <X , <Di be two patterns. A homomorphism from
P 0 to P is a mapping f : A0 ! A which satisfies:
• If cpt0(p, q) is defined, then cpt(f(p), f(q)) = cpt

0
(p, q).

• The mapping fvar : X 0 ! X , given by fvar(x
0
) = x if 9a0, a

such that f(hx0, a0i) = hx, ai, is well-defined and injective.
• If x0 <X0 y0 then fvar(x

0
) <X fvar(y

0
).

• If a0, b0 2 D0
(x0

), a0 <D0 b0, f(hx0, a0i) = hx, ai and
f(hx0, b0i) = hx, bi then a <D b.

A consistent linear extension of a pattern P = hX,D,A, cpt,
<X , <Di is a pattern P t obtained from P by first identifying
any number of pairs of points p, q which are both mergeable and
incomparable (according to <D) and then extending the orders on
the variables and the domain values to total orders.

Definition 11 A pattern P 0
= hX 0, D0, A0, cpt0, <X0 , <D0i oc-

curs in a pattern P = hX,D,A, cpt, <X , <Di if for all consistent
linear extensions P t of P , there is a homomorphism from P 0 to P t.
We use the notation CSPSP (P ) to represent the set of binary CSP
instances in which the pattern P does not occur.

This definition extends in a natural way to patterns with a
disequality structure.

Remark 1 We can add a 6= b to a pattern, without changing its
semantics, when a > b or a and b are unmergeable. Furthermore,
all domain values a, b in an instance are distinct so there is an
implicit a 6= b.

Example 6 The pattern MC (Figure 1(b)) occurs in pattern EMC
(Figure 3) but not in patterns BTP (Figure 1(a)) or BTX (Figure 7).

For a pattern P , we denote by unordered(P ) the underlying
unordered pattern, that is,

unordered(hX,D,A, cpt, <X , <Di) = hX,D,A, cpti.
For instance, the pattern unordered(BTP) is the pattern from Fig-
ure 1(a) without the structure x, y < z.

The following three simple lemmas follow from the definitions.

Lemma 1 If P occurs in Q and Q occurs in R, then P occurs in
R.

Lemma 2 If P occurs in Q and P does not occur in I , then Q does
not occur in I , i.e. CSPSP (P ) ✓ CSPSP (Q).

Lemma 3 For any pattern P , unordered(P ) occurs in P .

2.3 AC solvability
Arc consistency (AC) is a fundamental concept for CSPs.

Definition 12 Let I = hX,D,A, cpti be a CSP instance. A point
hx, ai 2 A is called arc consistent if, for all variables y 6= x in X
there is some point hy, bi 2 A compatible with hx, ai.

The CSP instance hX,D,A, cpti is called arc consistent if
A 6= ; and every point in A is arc consistent.

Points that are not arc-consistent cannot be part of a solu-
tion so can safely be removed. There are optimal O(cd2) algo-
rithms for establishing arc consistency which repeatedly remove
such points (Bessière et al. 2005), where c is the number of non-
trivial constraints and d the maximum domain size. Algorithms es-
tablishing arc consistency are implemented in all constraint solvers.

AC is a decision procedure for a CSP instance if, after establish-
ing arc consistency, non-empty domains for all variables guarantee
the existence of a solution. (Note that a solution can then be found
without backtrack by maintaining AC during search). AC is a de-
cision procedure for a class of CSP instances if AC is a decision
procedure for every instance from the class.
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Figure 1. Two AC-solvable patterns: (a) BTP (b) MC.

✏
�

�
�•

✏
�

�
�•

✏
�

�
�•

•XXXXXXXX
\
\
\
\
\⌧

⌧
⌧
⌧
⌧

x

y

z

x, y < z
� > �

�

�

(a)

✏
�

�
�•

✏
�

�
�•

✏
�

�
�•

•XXXXXXXX
\
\
\
\
\⌧

⌧
⌧
⌧
⌧

x

y

z

x < y < z

�

�

(b)

Figure 2. Two equivalent versions of the broken triangle property: forbidding the pattern (a) BTPdo or forbidding the pattern (b) BTPvo

defines the same class of instances.

Definition 13 A pattern P is called AC-solvable if AC is a decision
procedure for CSPSP (P ).

The following lemma is a straightforward consequence of the
definitions.

Lemma 4 A pattern P is not AC-solvable if and only if there is an
instance I 2 CSPSP (P ) that is arc consistent and has no solution.

The following lemma follows directly from Lemmas 2 and 4.

Lemma 5 If P occurs in Q and P is not AC-solvable, then Q is
not AC-solvable.

As our main result we will, in Theorem 12, characterise all
simple patterns that are AC-solvable.

2.4 Pattern symmetry and equivalence
For an ordered pattern P , we denote by invDom(P ), invVar(P )
the patterns obtained from P by inversing the domain order or the
variable order, respectively.

Lemma 6 If P is not AC-solvable, then neither is invDom(P ),
invVar(P ) or invDom(invVar(P )).

Proof: The claims follow from inversing the respective orders in
the instance I of Lemma 4 proving that P is not AC-solvable.

Some patterns define the same classes of CSP instances.

Definition 14 Patterns P and P 0 are equivalent if

CSPSP (P ) = CSPSP (P
0
).

Lemma 7 If P occurs in P 0 and P 0 occurs in P , then P, P 0 are
equivalent.

Example 7 Let LX< be the pattern obtained from LX (Figure 9) by
adding the partial variable order y < z. Due to the symmetry of
LX, observe that LX and LX< are equivalent.
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Figure 3. The ordered pattern EMC (Extended Max-Closed)

Example 8 The two patterns shown in Figure 2 are also equiva-
lent: (a) BTPdo with structure x, y < z and c < d, and (b) BTPvo

with variable order x < y < z. We will call these the variable-
ordered and domain-ordered versions of BTP, respectively, when it
is necessary to make the distinction between the two. BTP (Fig-
ure 1(a)) will refer to the same pattern with the only structure
x, y < z which again, by symmetry, is equivalent to both BTPdo

and BTPvo.

3. New tractable classes solved by arc consistency
Our search for a characterisation of all simple patterns decided by
arc consistency surprisingly uncovered four new tractable patterns,
which we describe in this section. The first pattern we study is
shown in Figure 3. It is a proper generalisation of the MC pattern
(Figure 1(b)) since it has an extra variable and three extra edges.

Theorem 1 AC is a decision procedure for CSPSP (EMC) where
EMC is the pattern shown in Figure 3.

Proof: Since establishing arc consistency only eliminates domain
elements, and hence cannot introduce the pattern, it suffices to
show that every arc-consistent instance I = hX,D,A, cpti 2
CSPSP (EMC) has a solution. We give a constructive proof. Let

655



✏
�

�
�•

•

✏
�

�
�•

✏
�

�
�•

•XXXXXXXX⇠⇠⇠⇠⇠⇠⇠⇠
\
\
\
\
\⌧

⌧
⌧
⌧
⌧

xj

xmh xk

xmh < xk

b0 > ak

amh

bh

b0

ak

aj

Figure 4. To avoid the pattern EMC, we must have bh > amh .

x1 < . . . < xn be an ordering of X such that EMC does not
occur in I . Define an assignment ha1, . . . , ani to hx1, . . . , xni
recursively as follows: a1 = max(D(x1)) and, for i > 1,

ai = min{aj
i | 1  j < i},

where aj
i = max{a 2 D(xi) | (aj , a) 2 Rji} (1)

For i > 1, we denote by pred(i) a value of j < i such that
ai = aj

i . Arc consistency guarantees that aj
i exists and hence that

ai and pred(i) are well defined. We claim that ha1, . . . , ani is
a solution. Suppose, for a contradiction, that (aj , ak) /2 Rjk for
some 1  j < k  n. If there is more than one such pair (j, k),
then choose k to be minimal and then for this value of k choose j
to be minimal.

We prove our claim that ha1, . . . , ani is a solution to I by
induction on n. The claim trivially holds for n = 1 since a1 2
D(x1). It remains to show that if the claim holds for instances of
size less than n then it holds for instances of size n.

Let m0 = k and mr = pred(mr�1) for r � 1 if mr�1 > 1.
Let t be such that mt = 1. By definition of pred, we have

1 = mt < mt�1 < . . . < m1 < m0 = k

which implies that this series is finite and hence that t is well-
defined.

We distinguish two cases: (1) j > m1, and (2) j < m1. Since
(aj , ak) /2 Rjk and (am1 , ak) 2 Rjk we know that j 6= m1.

Case (1) j > m1: Define b0 = aj
k. By definition of ak, we know

that ak  aj
k. Since (aj , ak) /2 Rjk and (aj , a

j
k) 2 Rjk, we have

b0 = aj
k > ak.

By our choice of j to be minimal, and since j > m1 we know
that (amr , ak) 2 Rmrk for r = 1, . . . , t. Indeed, by minimality
of k, we already had (amr , ams) 2 Rmrms for 1  s  r  t.
Thus, since k = m0, we have

(amr , ams) 2 Rmrms for 0  s  r  t. (2)

By arc consistency, 9b1 2 D(xm1) such that (b1, b0) 2 Rm1k.
We have (am1 , aj) 2 Rm1j by minimality of k and since
m1, j < k. Since m1 = pred(k) and hence ak = am1

k , we
have (am1 , ak) 2 Rm1k and (am1 , b0) /2 Rm1k by the maximal-
ity of am1

k in Equation (1). We thus have the situation illustrated in
Figure 4 for h = 1. Since the pattern EMC does not occur in I , we
must have b1 > am1 .

For 1  r  t, let Hr be the following hypothesis.

Hr: 9s(r) 2 {0, . . . , r � 1}, 9p(r) < k, 9br 2 D(xmr ), with
br > amr , such that we have the situation shown in Figure 5.

We have just shown that H1 holds (with s(1) = 0 and p(1) = j).
We now show, for 1  r < t, that (H1 ^ . . . ^Hr) ) Hr+1.

We know that (amr+1 , amr ) 2 Rmr+1mr and (amr+1 , br) /2
Rmr+1mr , since mr+1 = pred(mr) and by maximality of amr =

a
mr+1
mr in Equation (1). Let q 2 {0, . . . , r} be minimal such that
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Figure 5. The situation corresponding to hypothesis Hr .
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Figure 6. To avoid the pattern EMC, we must have br+1 > amr+1 .

(amr+1 , bq) /2 Rmr+1mq . We distinguish two cases: (a) q = 0,
and (b) q > 0.

If q = 0, then we have (amr+1 , ak) 2 Rmr+1k (from Equa-
tion (2), since k = m0), (amr+1 , b0) /2 Rmr+1k (since q = 0),
(amr+1 , aj) 2 Rmr+1j (by minimality of k, since mr+1, j < k).
By arc consistency, 9br+1 2 D(xmr+1) such that (br+1, b0) 2
Rmr+1k. We then have the situation illustrated in Figure 4 for
h = r + 1. As above, from the absence of pattern EMC, we can
deduce that br+1 > amr+1 . We thus have Hr+1 (with s(r+1) = 0

and p(r + 1) = j).
If q > 0, then H1 ^ . . . ^ Hr implies that Hq holds. By

minimality of q, we know that (amr+1 , bs(q)) 2 Rmr+1ms(q)

since s(q) < q. We know that (amr+1 , amq ) 2 Rmr+1mq from
Equation (2), and that (amr+1 , bq) /2 Rmr+1mq by definition
of q. We know that (bq, bs(q)) 2 Rmqms(q)

and (amq , bs(q)) /2
Rmqms(q)

from Hq . By arc consistency, 9br+1 2 D(xmr+1) such
that (br+1, bq) 2 Rmr+1mq . We then have the situation illustrated
in Figure 6. As above, from the absence of pattern EMC, we can
deduce that br+1 > amr+1 . We thus have Hr+1 (with s(r+1) = q
and p(r + 1) = s(q)).

Case (2) j < m1: Consider the subproblem I 0 of I on the
subset of variables {x1, x2, . . . , xm1�1} [ {xk}. Since xm1 does
not belong to the set of variables of I 0, this instance has size
strictly less than n, and hence by our inductive hypothesis has a
solution. The values of ai may differ between I and I 0. However,
we can see from its definition given in Equation (1), that the value
of ai depends uniquely on the subproblem on previous variables
{x1, . . . , xi�1}. Showing the dependence on the instance by a
superscript, we thus have aI0

i = aI
i (i = 1, . . . ,m1 � 1) although

aI0
k may (and, in fact, does) differ from aI

k. By our inductive
hypothesis, ha1, . . . , am1�1, a

I0
k i is a solution to I 0. Setting b0 =

aI0
k , it follows that (ai, b0) 2 Rik for 1  i < m1. In particular,

since j < m1, we have (aj , b0) 2 Rjk. Now aI
k  aI0

k = b0,
since I 0 is a subinstance of I (and so, from Equation (1), aI

k is
the minimum of a superset over which aI0

k is a minimum). Thus
ak = aI

k < b0, since (aj , b0) 2 Rjk and (aj , ak) /2 Rjk.
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Figure 7. The ordered pattern BTX.
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Figure 8. The ordered pattern BTI.

By arc consistency, 9b1 2 D(xm1) such that (b1, b0) 2 Rm1k.
As in case (1), we have the situation illustrated in Figure 4 for
h = 1. Since the pattern EMC does not occur in I , we must have
b1 > am1 .

Consider the hypothesis Hr stated in case (1) and illustrated in
Figure 5. We have just shown that H1 holds (with s(1) = 0 and
p(1) = j). We now show, for 1  r < t, that (H1 ^ . . . ^Hr) )
Hr+1.

As in case (1), we know that (amr+1 , amr ) 2 Rmr+1mr

and (amr+1 , br) /2 Rmr+1mr . Let q 2 {0, . . . , r} be minimal
such that (amr+1 , bq) /2 Rmr+1mq . We have seen above that
(amr+1 , b0) 2 Rmr+1k (since xmr+1 , xm0 are assigned, respec-
tively, the values amr+1 , b0 in a solution to I 0). Therefore, we can
deduce that q > 0. Therefore H1^ . . .^Hr implies that Hq holds.
By minimality of k, and since mq < m0 = k, we know that
(amr+1 , amq ) 2 Rmr+1mq . As in case (1), by minimality of q,
we know that (amr+1 , bs(q)) 2 Rmr+1ms(q)

. By arc consistency,
9br+1 2 D(xmr+1) such that (br+1, bq) 2 Rmr+1mq . We thus
have the situation illustrated in Figure 6. Again, from the absence
of pattern EMC, we can deduce that br+1 > amr+1 . We thus again
have Hr+1 with s(r + 1) = q and p(r + 1) = s(q).

Thus, by induction on r, we have shown in both cases that
Ht holds. But recall that mt = 1 and that a1 was chosen to the
maximal element of D(x1) and hence @bt 2 D(x1) such that
bt > a1. This contradiction shows that ha1, . . . , ani is a solution,
as claimed.

The next two patterns we study in this section, shown in Fig-
ure 7 and Figure 8, are similar to EMC but the three patterns are
incomparable (in the sense that none occurs in another) due to the
different orders on the three variables.

Theorem 2 AC is a decision procedure for CSPSP (BTX) where
BTX is the pattern shown in Figure 7.

Theorem 3 AC is a decision procedure for CSPSP (BTI) where
BTI is the pattern shown in Figure 8.
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Figure 9. The pattern LX.

We conclude this section with a pattern which is essentially dif-
ferent from the patterns EMC, BTX, and BTI, since it includes two
negative edges that meet but has no domain or variable order, and
whose tractability was previously unknown (Escamocher 2014).

Theorem 4 AC is a decision procedure for CSPSP (LX) where LX
is the pattern shown in Figure 9.

Proof: Since establishing arc consistency only eliminates domain
elements, and hence cannot introduce the pattern, we only need to
show that every arc-consistent instance I 2 CSPSP (LX) has a
solution. In fact we will show a stronger result by proving that the
hypothesis Hn, below, holds for all n � 1.

Hn: for all arc-consistent instances I = hX,D,A, cpti 2
CSPSP (LX) with |X| = n, 8xi 2 X , 8a 2 D(xi), I has
a solution s such that s(xi) = a.

Trivially, H1 holds. Suppose that Hn�1 holds where n > 1. We
will show that this implies Hn, which will complete the proof by
induction.

Consider an arc-consistent instance I = hX,D,A, cpti from
CSPSP (LX) with X = {x1, . . . , xn} and let a 2 D(xi) where
1  i  n. Let In�1 denote the subproblem of I on variables
X \{xi}. For any solution s of In�1, we denote by CV (hxi, ai, s)
the set of variables in X \ {xi} on which s is compatible with the
unary assignment hxi, ai, i.e.

CV (hxi, ai, s) = {xj 2 X \ {xi} | (a, s(xj)) 2 Rij}

Consider two distinct solutions s, s0 to In�1. If we have xj 2
CV (hxi, ai, s) \ CV (hxi, ai, s0) and xk 2 CV (hxi, ai, s0) \
CV (hxi, ai, s), then the pattern LX occurs in I under the mapping
x 7! xi, y 7! xj , z 7! xk, ↵ 7! s(xj), � 7! s0(xj), � 7! s0(xk),
� 7! s(xk), ✏ 7! a (see Figure 9). Since LX does not occur in
I , we can deduce that the sets CV (hxi, ai, s), as s varies over all
solutions to In�1, form a nested family of sets. Let sa be a solution
to In�1 such that CV (hxi, ai, sa) is maximal for inclusion.

Consider any xj 2 X \ {xi}. By arc consistency, 9b 2 D(xj)

such that (a, b) 2 Rij . By our inductive hypothesis Hn�1, there
is a solution s to In�1 such that s(xj) = b. Since (a, s(xj)) =

(a, b) 2 Rij , we have xj 2 CV (hxi, ai, s). By maximality of sa,
this implies xj 2 CV (hxi, ai, sa), i.e. (a, sa(xj)) 2 Rij . Since
this is true for any xj 2 X \ {xi}, we can deduce that sa can be
extended to a solution to I (which assigns a to xi) by simply adding
the assignment hxi, ai to sa.

4. Recognition problem for unknown orders
For an unordered pattern P of size k, checking for (the non-
occurrence of) P in a CSP instance I is solvable in time O(|I|k)
by simple exhaustive search. Consequently, checking for (the non-
occurrence of) unordered patterns of constant size is solvable in
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polynomial time. However, the situation is less obvious for ordered
patterns since we have to test all possible orderings of I .

The following result was shown in (Cooper et al. 2010b).

Theorem 5 Given a binary CSP instance I with a fixed total order
on the domain, there is a polynomial-time algorithm to find a
total variable ordering such that BTP does not occur in I (or to
determine that no such ordering exists).

We show that the same result holds for the other three ordered
patterns studied in this paper, namely BTI, BTX, and EMC.

Theorem 6 Given a binary CSP instance I with a fixed total order
on the domain and a pattern P 2 {BTI, BTX, EMC}, there is a
polynomial-time algorithm to find a total variable ordering such
that P does not occur in I (or to determine that no such ordering
exists).

Proof: We give a proof only for BTX as the same idea works for
the other two patterns as well. Given a binary CSP instance I with
n variables x1, . . . , xn, we define an associated CSP instance ⇧I

that has a solution precisely when there exists a suitable variable
ordering for I . To construct ⇧I , let O1, . . . , On be variables tak-
ing values in {1, . . . , n} representing positions in the ordering. We
impose the ternary constraint Oi > max(Oj , Ok) for all triples of
variables xi, xj , xk in I such that the BTX pattern occurs for some
↵,� 2 D(xi) with ↵ > �, ✏ 2 D(xj), and �, � 2 D(xk) when the
variables are ordered xi < xj , xk. The instance ⇧I has a solution
precisely if there is an ordering of the variables x1, . . . , xn of I for
which BTX does not occur. Note that if the solution obtained repre-
sents a partial order (i.e. if Oi and Oj are assigned the same value
for some i 6= j), then it can be extended to a total order which still
satisfies all the constraints by arbitrarily choosing the order of those
Oi’s that are assigned the same value. This reduction is polynomial
in the size of I . We now show that all constraints in ⇧I are ternary
max-closed and thus ⇧I can be solved in polynomial time (Jeavons
and Cooper 1995). Let hp1, q1, r1i and hp2, q2, r2i satisfy any con-
straint in ⇧I . Then p1 > max(q1, r1) and p2 > max(q2, r2),
and thus max(p1, p2) > max(max(q1, r1),max(q2, r2)) =

max(max(q1, q2),max(r1, r2)). Consequently, hmax(p1, p2),
max(q1, q2), max(r1, r2)i also satisfies the constraint. We can
deduce that all constraints in ⇧I are max-closed.

Using the same technique, we can also show the following.

Theorem 7 Given a binary CSP instance I with a fixed total vari-
able order and a pattern P 2 {BTI, BTX}, there is a polynomial-
time algorithm to find a total domain ordering such that P does not
occur in I (or determine that no such ordering exists).

It is known that determining a domain order for which MC does
not occur is NP-hard (Green and Cohen 2008). Not surprisingly,
for EMC when the domain order is not known, detection becomes
NP-hard. For the case of BTX and BTI, if neither the domain nor
variable order is known, finding orders for which the pattern does
not occur is again NP-hard.

Theorem 8 For the pattern EMC, even for a fixed total variable
order of an arc-consistent binary CSP instance I , it is NP-hard to
find a total domain ordering of I such that the pattern does not
occur in I . For patterns BTX and BTI, it is NP-hard to find total
variable and domain orderings of an arc-consistent binary CSP
instance I such that the pattern does not occur in I .

5. Characterisation of patterns solved by AC
5.1 Instances not solved by arc consistency
We first give a set of instances, each of which is arc consistent
and has no solution. If for any of these instances I , we have I 2
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Figure 10. The instance IK4.
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Figure 11. The instance ISAT
K4 .

CSPSP (P ), then this constitutes a proof, by Lemma 4, that pattern
P is not solved by arc consistency. For simplicity of presentation,
in each of the following instances, we suppose the variable order
given by xi < xj if i < j.

• IK4 (shown in Figure 10) is composed of four variables
with domains D(xi) = {1, 2, 3} (i = 1, 2, 3, 4), and the
following constraints: (xi = 1) _ (xj = 3) ((i, j) =

(1, 2), (2, 3), (3, 4), (4, 1)) and (xi = 2) _ (xj = 2) ((i, j) =
(1, 3), (2, 4)).

• I4 is composed of four variables with domains D(x0) =

{1, 2, 3}, D(xi) = {0, 1} (i = 1, 2, 3), and the following
constraints: xi _ xj (1  i < j  3) and (x0 = i) _ xi

(i = 1, 2, 3).
• ISAT

2� is composed of five Boolean variables and the following
constraints: x1_x2, x3_x4, x1_x5, x2_x5, x3_x5, x4_x5.

• I5 is composed of five variables with domains D(wi) = {0, 1}
(i = 1, 2, 3), D(xi) = {1, 2, 3}, and the constraints: wi _
(x1 = i) (i = 1, 2, 3) and wi _ (x2 = i) (i = 1, 2, 3). In this
instance the variable order is w1 < w2 < x1 < x2 < x3.
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• ISAT
6 is composed of six Boolean variables and the following

constraints: x1_x2, x1_x3, x1_x4, x3_x4, x2_x5, x2_x6,
x5 _ x6.

• ISAT
K4 (shown in Figure 11) is composed of four Boolean vari-

ables and the following constraints: x1_x2, x3_x4 and xi_xj

(for (i, j) = (1, 3), (1, 4), (2, 3), (2, 4)).
• I2COL

3 is composed of three Boolean variables and the three
inequality constraints: xi 6= xj (1  i < j  3).

We illustrate two of these instances in Figure 10 and Figure 11.
Figure 12(a) is a pattern which does not occur in the instance IK4

(Figure 10). Similarly, Figure 12(b) is a pattern which does not
occur in the instance I4 and the pattern in Figure 12(c) does not
occur in instance ISAT

2� . Figure 12(d), (e) and (f) are three pat-
terns which do not occur in the instance I5. The pattern (known
as T1) shown in Figure 12(d) is, in fact, a tractable pattern (Cooper
and Escamocher 2015), but the fact that it does not occur in I5
(an arc-consistent instance which has no solution) shows that arc
consistency is not a decision procedure for CSPSP (T1). This in-
stance was constructed using certain known properties of the pat-
tern T1 (Escamocher 2014).

It can easily be verified that the three patterns Figure 12(g),
(h), (i) do not occur in ISAT

6 . Similarly, the four patterns in Fig-
ure 12(j),(k),(l),(m) do not occur in the instance ISAT

K4 (Figure 11).
The instance I2COL

3 is the problem of colouring a complete
graph on three vertices with only two colours. It is arc consistent
but clearly has no solution. It is easy to verify that none of the
six patterns in Figure 12(n),(o),(p),(q),(r),(s) occur in I2COL

3 . Fur-
thermore, trivially, no pattern on four or more variables occurs in
I2COL
3 and no pattern with three or more distinct values in the same

domain occurs in I2COL
3 .

By Lemma 4, we know that if a pattern P does not occur in any
of the instances IK4, I4, ISAT

2� , I5, ISAT
6 , ISAT

K4 , I2COL
3 , then it is

not AC-solvable. Let P be any of the patterns shown in Figure 12.
By Lemma 5, any pattern Q in which P occurs is not AC-solvable.

By the pattern in Figure 12(g), an simple AC-solvable pattern
cannot contain two negative edges between the same pair of vari-
ables. Since instance I2COL

3 contains only three variables and in-
stance I5 contains no triple of variables which have a negative edge
between each pair of variables, an AC-solvable pattern can con-
tain at most three variables and at most two negative edges. Thus
to identify simple AC-solvable patterns we only need to consider
patterns on at most three variables, at most two points per variable
and with none, one or two negative edges. Furthermore, in the case
of two negative edges these negative edges cannot be between the
same pair of variables.

5.2 Characterising AC-solvable unordered patterns
In this subsection, we consider only patterns P that have no asso-
ciated structure (i.e. with <X = <D = ;). We prove the following
characterisation of unstructured AC-solvable patterns.

Theorem 9 If P is an simple unordered pattern, then P is AC-
solvable if and only if P occurs in the pattern LX (Figure 9) or in
the pattern unordered(BTP).

Proof sketch: Let P be an simple unordered pattern. By exhaus-
tive search we can deduce that either (1) P occurs in LX or un-
ordered(BTP), or (2) at least one of the following patterns occurs in
P : Figure 12(a), (b), (d), (n), (p), (q), (s). In case (1), by Lemma 1,
Lemma 2, Lemma 3, Theorem 4 and the fact that BTP is known
to be AC-solvable (Cooper et al. 2010b), it follows that P is AC-
solvable. In case (2), since all patterns in Figure 12 are not AC-
solvable, by Lemma 5, P is not AC-solvable.

5.3 Characterising AC-solvable variable-ordered patterns
In this subsection we consider simple patterns P which have no
domain order, but do have a partial order on the variables. We first
require the following lemma.

Lemma 8 If P< is a pattern whose only structure is a partial order
on its variables and P�

= unordered(P<
), then

1. P< is simple if and only if P� is simple.
2. P< is AC-solvable only if P� is AC-solvable.

Proof: The property of being simple is independent of any variable
order, hence P< is simple if and only if P� is simple. By Lemma 3,
P� occurs in P<. The fact that P< is AC-solvable only if P� is
AC-solvable then follows from Lemma 5.

Recall pattern LX< from Example 7 that is obtained from the
pattern LX (Figure 9) by adding the partial variable order y < z.

Lemma 8 allows us to give the following characterisation of
variable-ordered AC-solvable patterns.

Theorem 10 If P is an simple pattern whose only structure is a
partial order on its variables, then P is AC-solvable if and only if
P occurs in the pattern LX<, the pattern BTPvo (Figure 2) or the
pattern invVar(BTPvo).

Proof sketch: By Lemma 8 and Theorem 9, we only need to
consider patterns occurring in LX or unordered(BTP) to which
we add a partial order on the variables. Let P be such a pattern.
By exhaustive search we can show that either (1) P occurs in
LX<, BTPvo or invVar(BTPvo), or (2) at least one of the patterns
in Figure 12(e), (f) occurs in P . In case (1), P is AC-solvable,
since LX< and BTPvo are equivalent to the AC-solvable patterns
LX and BTP, respectively. In case (2), P is not AC-solvable, by
Lemma 5, since the patterns in Figure 12 are not AC-solvable.

5.4 Characterising AC-solvable domain-ordered patterns
In this subsection we consider simple patterns P with a partial order
on domains but no ordering on the variables.

Let EMC� be the no-variable-order version of the pattern EMC
depicted in Figure 3.

We prove the following characterisation of domain-ordered AC-
solvable patterns.

Theorem 11 If P is an simple pattern whose only structure is a
partial order on its domains, then P is AC-solvable if and only if P
occurs in the pattern LX (Figure 9), or the pattern EMC�, or the
pattern invDom(EMC�).

Proof sketch: As in the proofs of Theorem 9 and 10, we only need
to consider patterns on at most three variables, with at most two
points per variable and at most two negative edges. Let P be such
a pattern. By exhaustive search, we can deduce that either (1) P
occurs in LX, EMC� or invDom(EMC�), or (2) at least one of the
patterns Figure 12(a), (b), (h), (i), (m), (n), (o), (p), (r), (s) (or its
domain-inversed version) occurs in P .

In case (1), by Lemmas 1, 2 , 3 and Theorems 1 and 4, it follows
that P is AC-solvable. In case (2), by Lemma 5, P is not AC-
solvable, since no pattern in Figure 12 is AC-solvable.

5.5 Characterising AC-solvable ordered patterns
In this subsection we consider the most general case of simple pat-
terns P which have a partial domain order and a partial variable
order. We prove the following characterisation of AC-solvable pat-
terns with partial orders on domains and variables.
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Theorem 12 If P is an simple pattern with a partial order on its
domains and/or variables, then P is AC-solvable if and only if P
occurs in one of the patterns LX<, EMC (Figure 3), BTPvo, BTPdo

(Figure 2), BTX (Figure 7) or BTI (Figure 8) (or versions of these
patterns with inversed domain-order and/or variable-order).

Proof sketch: Let P be a pattern on at most three variables,
with at most two points per variable and at most two negative
edges. By exhaustive search we can deduce that either (1) P occurs
in one of the patterns LX<, EMC, BTPvo, BTPdo, BTX or BTI
(or versions of these patterns with inversed domain-order and/or
variable-order), or (2) at least one of the patterns in Figure 12(c),
(e), (f), (j), (k), (l), (or versions of these patterns with inversed
domain-order and/or variable-order) occurs in P .

In case (1), by Lemmas 1, 2 and 3, P is AC-solvable, since
LX<, EMC, BTPvo, BTPdo, BTX and BTI are all AC-solvable
patterns. In case (2), by Lemma 5, P is not AC-solvable, since none
of the patterns in Figure 12 are AC-solvable.

6. Conclusion
We have identified 4 new tractable classes of binary CSPs. More-
over, we have given a characterisation of all simple partially-
ordered patterns decided by AC. We finish with open problems.

For future work, we plan to study the wider class of un-
mergeable ordered patterns in which two points a, b may be non-
mergeable simply because there is an order a < b on them. In
the present paper, a, b are mergeable unless they have different
compatibilities with a third point c.

Is there a way of combining EMC, BTX and BTI, since to
find a solution after establishing arc consistency we use basically
the same algorithm? Any such generalisation will not be a simple
forbidden pattern by Theorem 12, but there is possibly some other
way of combining these patterns.

Are there interesting generalisations of these patterns to con-
straints of arbitrary arity, valued constraints, infinite domains or
QCSP? BTP has been generalised to constraints of arbitrary ar-
ity (Cooper et al. 2014) as well as to QCSPs (Gao et al. 2011).
Max-closed constraints have been generalised to VCSPs (Cohen
et al. 2006). Infinite domains is an interesting avenue of future
research because simple temporal constraints are binary max-
closed (Dechter et al. 1991).

We have studied classes of CSP instances with totally ordered
domains. However, the framework of forbidden patterns captures
language-based CSPs with partially-ordered domains, such as
CSPs with a semi-lattice polymorphism. In the future, we plan
to investigate CSP instances with partially-ordered domains.
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Abstract

We introduce the novel notion of winning cores in parity games
and develop a deterministic polynomial-time under-approximation
algorithm for solving parity games based on winning core approx-
imation. Underlying this algorithm are a number properties about
winning cores which are interesting in their own right. In particular,
we show that the winning core and the winning region for a player
in a parity game are equivalently empty. Moreover, the winning
core contains all fatal attractors but is not necessarily a dominion
itself. Experimental results are very positive both with respect to
quality of approximation and running time. It outperforms existing
state-of-the-art algorithms significantly on most benchmarks.

Categories and Subject Descriptors F.4.1 [Mathematical Logic
and Formal Languages]: Mathematical Logic; F.3.1 [Logics and
Meanings of Programs]: Specifying and Verifying and Reasoning
about Programs

General Terms Theory, Verification

Keywords Parity Games, Winning Cores, Algorithms, Computa-
tional Complexity

1. Introduction

Solving parity games (Emerson and Jutla 1991) is an important
problem of both theoretical and practical interest. It is known to
be in NP \ CO-NP (Emerson et al. 2001) and UP \ CO-UP (Ju-
rdzinski 1998) but in spite of the development of many different
algorithms (see e.g. (Zielonka 1998; Jurdzinski 2000; Vöge and
Jurdzinski 2000; Jurdzinski et al. 2006; Schewe 2007)), frame-
works for benchmarking such algorithms (Friedmann and Lange
2009; Keiren 2014) and families of parity games designed to ex-
pose the worst-case behaviour of existing algorithms (Jurdzinski
2000; Friedmann 2009, 2011) it has remained an open problem
whether a polynomial-time algorithm exists.

Various problems for which polynomial-time algorithms are not
known can been reduced in polynomial time to the problem of solv-
ing parity games. Among these are model-checking of the propo-
sitional µ-calculus (Kozen 1983; Emerson and Lei 1986; Stirling
1995), the emptiness problem for parity automata on infinite binary
trees (Mostowski 1984; Emerson et al. 2001) and solving boolean
equation systems (Mader 1997). For relations to other problems in
logic and automata theory, see e.g. (Grädel et al. 2002).
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Some of the most notable algorithms from the litterature of solv-
ing parity games include Zielonka’s algorithm (Zielonka 1998) us-
ing O(nd

) time, the small progress measures algorithm (Jurdzinski
2000) using O(d · m · (n/d)d/2) time, the strategy improvement
algorithm (Vöge and Jurdzinski 2000) using O(n·m·2m) time, the
big step algorithm (Schewe 2007) using O(m · nd/3

) time and the
dominion decomposition algorithm (Jurdzinski et al. 2006) using
O(n

p
n

) time. Here, n is the number of states in the game, m is the
number of transitions and d is the maximal color of the game.

The main contributions of this paper are to introduce the novel
concept of winning cores in parity games and develop a fast deter-
ministic polynomial-time under-approximation algorithm for solv-
ing parity games based on properties of winning cores. Two differ-
ent, but equivalent, definitions of winning cores are given both of
which are used to show a number of interesting properties. One is
based on the new notion of consecutive dominating sequences.

We perform an investigation of winning cores and show that the
winning core of a player is always a subset of the winning region of
the player and more importantly that the winning core of a player
is empty if and only if the winning region of the player is empty.
A result of (Dittmann et al. 2012) then implies that emptiness of
the winning core of a player can be decided in polynomial time
if and only if parity games can be solved in polynomial time. We
further show that the winning cores for the two players contain all
fatal attractors (Huth et al. 2013, 2014) and show some recursive
properties of winning cores which are similar in nature to the
properties of winning regions that form the basis of the recursive
algorithms in (Zielonka 1998; Jurdzinski et al. 2006; Schewe 2007)
for solving parity games.

We further show that winning cores are not necessarily domin-
ions (Jurdzinski et al. 2006) which is interesting on its own. To
the knowledge of the author no meaningful subsets of the winning
regions have been characterized in the litterature which were not
dominions. As such, several of the existing algorithms for solv-
ing parity games are based on finding dominions, e.g. (Zielonka
1998; Jurdzinski et al. 2006; Schewe 2007). However, it was re-
cently shown in (Gajarský et al. 2015) that there is no algorithm
which decides if there exists a dominion with at most k states in
time no(

p
k) unless the exponential-time hypothesis fails. Thus, go-

ing beyond dominions could very well be important in the search
for a polynomial-time algorithm for solving parity games. Winning
cores provide a viable direction for this search.

Next, we show the existence of memoryless optimal strategies
for games with a certain type of prefix-dependent objectives using
a result of (Gimbert and Zielonka 2005). Based on this we provide
a decreasing sequence of sets of states which converges to the
winning core in at most n steps. It is also shown that winning cores
can be computed in polynomial time if and only if parity games can
be solved in polynomial time and that winning core computation is
in UP \ CO-UP by a reduction to solving parity games.

The correctness of the under-approximation algorithm relies
on fast convergence of the sequence mentioned above. It uses
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Figure 1. Example of a parity game.

O(d · n2 · (n+m)) time and O(d+ n+m) space. It is an under-
approximation algorithm in the sense that it returns subsets of the
winning regions for the two players.

The algorithm has been implemented in OCaml on top of the
PGSOLVER framework (Friedmann and Lange 2009) and experi-
ments have been carried out both to test the quality of the approx-
imations as well as the practical running times. The experimental
results are very positive as it solved all games from the benchmark
set of PGSOLVER completely and solved a very high ratio of ran-
domly generated games completely. Further, on most of the bench-
mark games it outperformed the existing state-of-the-art algorithms
significantly and solved games with more than 10

7 states. The al-
gorithm also performed very well compared to the best existing
partial solver for parity games (Huth et al. 2013, 2014) both with
respect to quality of approximation and running time.

Section 2 contains preliminary definitions and Section 3 in-
troduces consecutive dominating sequences. In Section 4 winning
cores are introduced and a number of properties about them are
presented. In Chaper 5 the computational complexity of comput-
ing winning cores is analyzed. In Section 6 the approximation al-
gorithm is presented and Section 7 contains experimental results.
Finally, Section 8 contains concluding remarks.

2. Preliminaries

A parity game (Emerson and Jutla 1991) is played by two players
called player 0 and player 1. It is played in a finite transition system
where the states are partitioned into states that player 0 controls and
states that player 1 controls. Further, each state is colored with a
natural number. The game is played by placing a token in an initial
state s0. The player controlling the current state must choose a
successor state to move the token to while respecting the transition
relation. Then the player controlling the successor state chooses
a new successor state and so on indefinitely. We require that the
transition relation is total and thus the play is always an infinite
sequence of states. Player 0 wins if the greatest color occuring
infinitely often along the play is even and player 1 wins if the
greatest color occuring infinitely often is odd.

2.1 Basic definitions

More formally we define parity games as follows.

Definition 1. A parity game is a tuple G = (S, S0, S1, R, c) such
that

• S is a finite set of states
• S0 and S1 partitions S. That is, S0 [ S1 = S and S0 \ S1 = ;
• R ✓ S ⇥ S is the transition relation which is total
• c : S 7! {1, ..., d} is a coloring function specifying a color for

each state

Example 1. A simple example of a parity game can be seen in
Figure 1. Circle states are in S0 and square states in S1. The values
drawn inside states are colors. There is an arrow from state s to
state t if (s, t) 2 R.

For the rest of this section and Section 3 and 4 we fix a parity
game G = (S, S0, S1, R, c) with colors in {1, ..., d} and n states.

For a set X we denote by X⇤, X+ and X! the sets of fi-
nite, non-empty finite and infinite sequences of elements in X re-
spectively. For a sequence ⇢ = s0s1... we let ⇢�i

= s
i

s
i+1...,

⇢
>i

= s
i+1si+2..., ⇢i

= s0s1...si and ⇢
i

= s
i

. A play is an
infinite sequence ⇢ = s0s1... 2 S! that respects the transition re-
lation. That is, (s

i

, s
i+1) 2 R for all i � 0. A history is a finite,

non-empty prefix of a play. A path is either a history or a play. The
set of plays, histories and paths in G are denoted Play(G), Hist(G)
and Path(G) respectively. The set of plays, histories and paths with
initial state s0 are denoted Play(G, s0), Hist(G, s0) and Path(G, s0)
respectively.

For a path ⇢ = s0s1... in G define c(⇢) = c(s0)c(s1)... and for
a set P of paths define c(P ) = {c(⇢) | ⇢ 2 P}. For a sequence
⇡ = e0e1... let inf(⇡) = {e | there exists infinitely many i s.t. e =

e
i

}. We define the parity objective ⌦

j

for player j 2 {0, 1} by

⌦

j

= {⇡ 2 N! | 9k.8i � 0.⇡
i

 k^max(inf(⇡)) ⌘ j (mod 2)}

where N is the set of non-negative integers. Further, let

⇤

j

= {⇡ 2 ⌦

j

| max

i>0
⇡
i

⌘ j (mod 2)}

Note that the initial element of the sequence is not counted in the
definition of ⇤

j

.
A strategy for player j is a partial function �

j

: Hist(G) ! S
defined for histories s0...sk such that s

k

2 S
j

with the requirement
that (s

k

,�
j

(s0...sk)) 2 R. A memoryless strategy for player j is a
strategy � such that �(h) = �(h0

) whenever the last state of h and
the last state of h0 are the same. With slight abuse of notation we
write �(s) = s0 when the memoryless strategy � chooses successor
state s0 for all histories h ending in s.

A play (resp. history) s0s1... (resp. s0...sk) is compatible with
strategy �

j

for player j if �
j

(s0...si) = s
i+1 for each i �

0 (resp. 0  i < k) such that s
i

2 S
j

. The set of plays
(resp. histories) compatible with strategy �

j

is denoted Play(G,�
j

)

(resp. Hist(G,�
j

)). The subsets where we restrict to plays, his-
tories and paths with initial state s0 are denoted Play(G, s0,�j

),
Hist(G, s0,�j

) and Path(G, s0,�j

) respectively.
We say that �

j

is a winning strategy for player j from state
s0 if c(Play(G, s0,�j

)) ✓ ⌦

j

. When such a strategy exists we
call s0 a winning state for player j. We write W

j

(G) for the set of
winning states of player j in G. Since parity games are memoryless
determined (Ehrenfeucht and Mycielski 1979; Emerson and Jutla
1991) we have W0(G) [ W1(G) = S and W0(G) \ W1(G) = ;.
Further, there is a memoryless strategy for player j that is winning
from every s 2 W

j

(G).

2.2 Restricted parity games

We define the restricted parity game G � S0
= (S0, S0

0, S
0
1, R

0, c0)
for a subset S0 ✓ S by

• S0
j

= S0 \ S
j

for j 2 {0, 1}
• R0

= R \ (S0 ⇥ S0
)

• c0(s) = c(s) for every s 2 S0

Intuitively, the restricted parity game G � S0 is the same as G
where all states not in S0 are removed and all transitions (s, s0)
with either s or s0 not in S0 are removed. Note that the restricted
parity game is only a well-defined parity game when R0 is total.

2.3 Attractor sets

The notion of an attractor set is well-known (Zielonka 1998) and
is the set of states from which a player j can ensure reaching a set
of target states.

Definition 2. The attractor set Attr
j

(G, T ) for a target set T ✓ S
and a player j is the limit of the sequence Attri

j

(G, T ) where
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Figure 2. Consecutive j-dominating sequences illustrated by bold
lines. Note the overlap of one state between sequences.

Attr0
j

(G, T ) = T
Attri+1

j

(G, T ) = Attri
j

(G, T )
[{s 2 S

j

| 9t.(s, t) 2 R ^ t 2 Attri
j

(G, T )}
[{s 2 S1�j

| 8t.(s, t) 2 R ) t 2 Attri
j

(G, T )}
The attractor set and a memoryless strategy to ensure reaching

the target from this set can be computed in time O(n + m) in a
game with n states and m transitions (de Alfaro et al. 1998). The
positive attractor Attr+

j

(G, T ) is the set of states from which player
j can ensure reaching T in at least 1 step. Formally,

Attr+
j

(G, T ) = Attr
j

(G,
{s 2 S

j

| 9t 2 T.(s, t) 2 R}
[{s 2 S1�j

| 8t 2 S.(s, t) 2 R ) t 2 T})

2.4 j-closed sets and dominions

A subset S0 ✓ S of states in a parity game is called j-closed if

1. For every s 2 S1�j

\ S0 there exists no t 2 S \ S0 such that
(s, t) 2 R

2. For every s 2 S
j

\ S0 there exists t 2 S0 such that (s, t) 2 R

Thus, a set of states is j-closed if and only if player j can force
the play to stay in this set of states.

A j-dominion (Jurdzinski et al. 2006) for player j is a set T ✓ S
such that from every state s 2 T player j has a strategy � such
that c(Play(G, s,�)) ✓ ⌦

j

and Play(G, s,�) ✓ T! . That is,
from every state in a j-dominion, player j can ensure to win while
keeping the play inside the j-dominion. Thus, a j-dominion is j-
closed.

Proposition 1 ((Jurdzinski et al. 2006)). W
j

(G) is a j-dominion.

Proposition 2 ((Jurdzinski et al. 2006)). Let V ✓ W
j

(G), V 0
=

Attr
j

(G, V ) and G0
= G � (S \ V 0

). Then W
j

(G) = V 0 [W
j

(G0
)

and W1�j

(G) = W1�j

(G0
).

Many of the existing algorithms for solving parity games work
by finding a dominion D for some player j and then apply Proposi-
tion 2 to remove the states in Attr

j

(G, D) and recursively solve
the smaller resulting game. This includes Zielonka’s algorithm
(Zielonka 1998), the dominion decomposition algorithm (Jurdzin-
ski et al. 2006) and the big step algorithm (Schewe 2007). The algo-
rithm we present in this paper also applies this proposition, but the
winning cores which we search for are not necessarily dominions.

3. Dominating Sequences

We say that a path ⇢ = s0s1... with at least one transition is 0-
dominating if the color e = max{c(s

i

) | i > 0} is even and
1-dominating if it is odd. Note that we do not include the color of
the first state of the sequence.

We say that a path ⇢ begins with k consecutive j-dominating
sequences if there exist indices i0 < i1 < ... < i

k

with i0 = 0

such that ⇢
i`⇢i`+1...⇢i`+1 is j-dominating for all 0  ` < k.

Similarly, a play ⇢ begins with an infinite number of consecutive
j-dominating sequences if there exists an infinite sequence i0 <
i1 < ... of indices with i0 = 0 such that ⇢

i`⇢i`+1...⇢i`+1 is j-
dominating for all ` � 0.

As examples, the sequence on the left in Figure 2 begins with
two consecutive 0-dominating sequences s0s1 and s1s2s3 whereas
the sequence to the right begins with only one 0-dominating se-
quence t0t1, but not two consecutive 0-dominating sequences.
Also, the sequence to the left does not begin with a 1-dominating
sequence whereas the sequence to the right begins with an infinite
number of consecutive 1-dominating sequences: t0t1t2, t2t3t4,
t4t5t6 etc.

We start with the following well-known lemma, stating that the
winner of a play ⇢ in a parity game is independent of a given finite
prefix of the play.

Lemma 1. Let ⇢ be a play and ⇢0 be a suffix of ⇢. Then c(⇢) 2 ⌦

j

if and only if c(⇢0) 2 ⌦

j

.

The following proposition shows that a play is winning for
player j if and only if it has a suffix that begins with an infinite
number of consecutive j-dominating sequences.

Proposition 3. Let ⇢ be a play. Then c(⇢) 2 ⌦

j

if and only if there
is a suffix of ⇢ that begins with an infinite number of consecutive
j-dominating sequences.

Next, we show a slightly surprising fact. A play begins with an
infinite number of consecutive j-dominating sequences if and only
if it is both winning for player j and j-dominating. This means that
we have two quite different characterizations of the same concept.
Both will be used to obtain results later in the paper.

Proposition 4. Let ⇢ be a play. Then ⇢ begins with an infinite
number of consecutive j-dominating sequences if and only if ⇢ is
j-dominating and c(⇢) 2 ⌦

j

.

Proof. (() Suppose that ⇢ is j-dominating and c(⇢) 2 ⌦

j

. By
Proposition 3 there exists a suffix ⇢�`

of ⇢ that begins with an
infinite number of consecutive j-dominating sequences ⇢0, ⇢1, ....
Let i0 < i1 < ... be the indices such that ⇢` = ⇢

i`⇢i`+1...⇢i`+1 .
Since ⇢ is j-dominating the greatest color e of a non-initial state in
⇢ satisfies e ⌘ j (mod 2). Let k � 0 be the smallest index such that
max{c(⇢

i

) | 0 < i  i
k+1} = e. Now we have that ⇢ begins with

an infinite number of consecutive j-dominating sequences, namely
⇢ik+1 , ⇢

k+1, ⇢k+2....
()) By Proposition 3 we also have that if ⇢ begins with an

infinite number of consecutive j-dominating sequences ⇢0, ⇢1, ...
then c(⇢) 2 ⌦. Now, suppose for contradiction that ⇢ is not j-
dominating. Then the largest color e of a non-initial state in ⇢
satisfies e ⌘ 1 � j (mod 2). Let i > 0 be an index such that
c(⇢

i

) = e. Let k be an index such that ⇢k contains ⇢
i

as a non-
initial state. As ⇢k is j-dominating there is a non-initial state in ⇢k

with a color e0 > e which gives a contradiction.

Note that either characterization is true of a play ⇢ if and only
if c(⇢) 2 ⇤

j

. Thus, for the remainder of the paper when we know
that either property is true of ⇢ we just write c(⇢) 2 ⇤

j

.

4. Winning cores

We define the winning core A
j

(G) for player j in the parity game G
as the set of states s from which player j has a strategy � such that
c(Play(G, s,�)) ✓ ⇤

j

. According to Proposition 4 we have two
different characterizations of this set of plays. Both will be used in
the following depending on the application.

4.1 The winning core and the winning region

First note that since ⇤

j

✓ ⌦

j

we have that every state in the
winning core for player j is a winning state for player j.

Proposition 5. Let G be a parity game. Then A
j

(G) ✓ W
j

(G).
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Figure 3. Construction of a play ⇡ 2 Play(G, s,�) that begins
with an infinite number of consecutive (1 � j)-dominating se-
quences. ⇡ is the solid path in the figure.

Next, we will show a more surprising fact: If the winning core
for player j is empty, then the winning region of player j is empty
as well. This is a very important property of winning cores.

Proposition 6. Let G be a parity game. If A
j

(G) = ; then
W

j

(G) = ;.

Proof. Let A
j

(G) = ;. Suppose for contradiction that W
j

(G) 6= ;.
Then there exists s 2 W

j

(G) and a memoryless winning strategy
� for player j from s.

Since s 62 A
j

(G) there exists ⇢ 2 Play(G, s,�) that does
not begin with an infinite number of consecutive j-dominating se-
quences. However, since c(⇢) 2 ⌦

j

there is a suffix of ⇢ that begins
with an infinite number of consecutive j-dominating sequences. Let
`0 > 0 be the smallest index such that ⇢�`0 begins with an in-
finite number of consecutive j-dominating sequences. Then ⇢`0

is (1 � j)-dominating, because otherwise ⇢ would begin with an
infinite number of consecutive j-dominating sequences.

Since A
j

(G) = ; there exists ⇢0 2 Play(G, ⇢
`0 ,�) that does

not begin with an infinite number of consecutive j-dominating
sequences. Since � is memoryless we have ⇢

<`0 ·⇢0 2 Play(G, s,�)
which means that c(⇢0) 2 ⌦

j

according to Lemma 1. Here, · is
the concatenation operator. This implies that there is a suffix of ⇢0
that begins with an infinite number of consecutive j-dominating
sequences. Let `1 > 0 be the smallest index such that ⇢0�`1

begins
with an infinite number of consecutive j-dominating sequences.
Then ⇢0`1

is (1�j)-dominating, because otherwise ⇢0 would begin
with an infinite number of consecutive j-dominating sequences.

Since A
j

(G) = ; there exists ⇢00 2 Play(G, ⇢0
`1
,�) that does

not begin with an infinite number of consecutive j-dominating
sequences. Since � is memoryless we have that ⇢

<`0 · ⇢0
<`1

· ⇢00 2
Play(G, s,�) which means that c(⇢00) 2 ⌦

j

according to Lemma
1. We can continue this construction in the same way to obtain the
play ⇡ = ⇢

<`0 · ⇢0
<`1

· ⇢00
<`2

· ... which belongs to Play(G, s,�).
The construction is illustrated in Figure 3.

Observe that ⇡ begins with an infinite number of consecutive
(1 � j)-dominating sequences, namely ⇢`0 , ⇢

0
`1

, ⇢00`2
,... which

are all (1�j)-dominating. By Proposition 3 we have c(⇡) 2 ⌦1�j

.
This is a contradiction since ⇡ 2 Play(G, s,�) and c(⇡) 2 ⌦

j

.
Thus, W

j

(G) = ;.

Proposition 5 and 6 give us the following result.

Theorem 1. Let G be a parity game. The winning core A
j

(G) for
player j in G is empty if and only if the winning region W

j

(G) for
player j in G is empty.

2

s0
4

s1
2

s2
3

s3

A0(G)

Figure 4. A parity game where the winning core for player 0 is not
a 0-dominion

Remark 1. As shown in (Dittmann et al. 2012) parity games can
be solved in polynomial time if and only if it can be decided in
polynomial time whether the winning region W

j

(G) = ; for player
j. Thus, Theorem 1 implies that parity games can be solved in
polynomial time if and only if emptiness of the winning core for
player j can be decided in polynomial time.

In (Huth et al. 2013) the concept of a fatal attractor is defined
and used for partially solving parity games. A fatal attractor is a set
X of states colored e ⌘ j (mod 2) with the property that player j
can ensure that when the play begins in a state in X then it will
eventually reach X again without having passed through any states
with color greater then e along the way. Player j can thus force the
play to begin with an infinite number of consecutive j-dominating
sequences from states in X by repeatedly forcing the play back to
X in this fashion.

Proposition 7. Let X be a fatal attractor for player j in G. Then
X ✓ A

j

(G).
Note that the winning core A

j

(G) for player j need not be
a j-dominion. In addition, neither does Attr

j

(G, A
j

(G)). Indeed,
consider the parity game in Figure 4. In this game, the winning
core for player 0 is A0(G) = {s0, s3} and also Attr0(G, A0(G)) =
A0(G). Clearly, this is not a 0-dominion as player 1 can force the
play to go outside this set. Note also that this game has no fatal
attractors. Thus, the winning core can contain more states than just
the fatal attractors.

The property that the winning core for player j is not neces-
sarily a j-dominion is interesting as, to the knowledge of the au-
thor, no meaningful subsets of the winning region for player j that
are not necessarily j-dominions have been characterized in the lit-
terature. Thus, many algorithms focus on looking for dominions
which can be removed from the game, e.g. the algorithms from
(Zielonka 1998; Jurdzinski et al. 2006; Schewe 2007). However, it
was recently shown in (Gajarský et al. 2015) that there is no algo-
rithm which decides if there exists a dominion with at most k states
in time no(

p
k) unless the exponential-time hypothesis fails. This,

along with Theorem 1 make winning cores very interesting objects
for further study as they propose a fresh direction of research in
solving parity games.

In the remainder of this subsection we state some more inter-
esting properties about winning cores which are similar in nature
to the results on winning regions in parity games from (Zielonka
1998) that form the basis of Zielonka’s algorithm for solving par-
ity games as well as optimized versions in (Jurdzinski et al. 2006;
Schewe 2007).

Let G = (S, S0, S1, R, c) be a parity game with largest color d.
Let k be the player such that d ⌘ k (mod 2). Let Sd be the set of
states with color d and U = Attr+

k

(G, Sd

). Let G0
= G � (S \ U).

We define G00
= G � (S \Attr1�k

(G, A1�k

(G)) as the parity game
obtained from G by removing the set of states from which player
1� k can force the play to go to his winning core in G.

Proposition 8. A1�k

(G) = A1�k

(G0
)

Proposition 9. A
k

(G) = A
k

(G00
)

The situation is illustrated in Figure 5 where the winning regions
and winning cores for the two players in G0 are shown as well.
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Figure 5. Illustration of winning cores and winning regions in G.

Note that A1�k

(G) is contained in W1�k

(G0
) but that A

k

(G) can
contain states in U .

4.2 Memoryless strategies

In this subsection we will show that from winning core states,
player j has a memoryless strategy � which ensures that the play
begins with an infinite number of consecutive j-dominating se-
quences. In fact, we will show something even stronger, namely
the following.

Theorem 2. Let G be a parity game and j be a player. There is a
memoryless strategy � for player j such that

• c(Play(G, s,�)) ✓ ⇤

j

for every s 2 A
j

(G)
• c(Play(G, s,�)) ✓ ⌦

j

for every s 2 W
j

(G)
• c(Play(G, s,�)) \ ⇤1�j

= ; for every s 62 A1�j

(G)

That is, player j has a memoryless strategy that ensures that the
play begins with an infinite number of consecutive j-dominating
sequences when the play starts in a winning core state. Moreover, it
ensures that the play is winning when the play begins in a winning
state for player j. Finally, it ensures that the play does not begin
with an infinite number of (1� j)-dominating sequences when the
play does not begin in a winning core state of player 1� j.

In order to prove Theorem 2 we will use a result from (Gimbert
and Zielonka 2005). But first we need a few definitions. Let a pref-
erence relation be a binary relation on infinite sequences of colors
(from a finite set of colors) that is reflexive, transitive and total. Let
v0 be a preference relation for player 0. Intuitively, for two infinite
sequences ↵ and ↵0 of colors we write ↵ v0 ↵0 when ↵0 is at least
is good for player 0 as ↵. As we deal only with antagonistic games
here, we assume that there is a corresponding preference relation
v1 for player 1 such that for all infinite sequences ↵,↵0 of colors
we have ↵ v0 ↵0 if and only if ↵0 v1 ↵. We write ↵ @

j

↵0 for
player j when ↵ v

j

↵0 and ↵0 6v
j

↵.
An optimal strategy �⇤

j

for player j in a game G with preference
relation v

j

is a strategy such that for every state s, all strategies
�
j

and �1�j

of player j and 1 � j respectively the unique plays
⇢⇤ 2 Play(G, s,�⇤

j

) \ Play(G, s,�1�j

) and ⇢ 2 Play(G, s,�
j

) \
Play(G, s,�1�j

) satisfy ⇢ v
j

⇢⇤.
We now define a total order E

j

for player j with corresponding
strict order C

j

on {⇤
j

,⇤1�j

,⌦
j

\ ⇤
j

,⌦1�j

\ ⇤1�j

} by

⇤1�j

C
j

⌦1�j

\ ⇤1�j

C
j

⌦

j

\ ⇤
j

C
j

⇤

j

Note that an infinite sequence ↵ of colors in a parity game belongs
to exactly one of the four sets above. We write (↵) for the set
that ↵ belongs to. For instance, (↵) = ⌦0 \ ⇤0 for the infinite
sequence ↵ = 232222...

Now, more specifically, let 
j

be a preference relation for
player j on infinite sequences ↵,↵0 of colors induced by the order

E
j

as follows

↵ 
j

↵0 if and only if (↵) E
j

(↵0
)

As a special case of Proposition 7 in (Gimbert and Zielonka 2005)
we have the following.

Proposition 10. Let player 0 have preference relation 0 and
player 1 have preference relation 1. If

1. every parity game G = (S, S0, S1, R, c) with S = S0 has a
memoryless optimal strategy for player 0 and

2. every parity game G = (S, S0, S1, R, c) with S = S1 has a
memoryless optimal strategy for player 1

then in every parity game G both player 0 and player 1 have
memoryless optimal strategies.

That is, there exist memoryless optimal strategies in every game
if and only if there exists memoryless optimal strategies in every
game where one player controls all the states.

As the preference relations 
j

are defined symmetrically,
Proposition 10 tells us that if we can show that player 0 has a
memoryless optimal strategy with preference relation 0 in all
parity games where player 0 controls every state then Theorem 2
follows. This is in fact the case.

Proposition 11. Let G = (S, S0, S1, R, c) be a parity game with
S = S0. Then player 0 has a memoryless optimal strategy with
preference relation 0.

4.3 A sequence that converges quickly to the winning core

Let Ai

j

(G) be the set of states from which player j can ensure that
the play begins with at least i consecutive j-dominating sequences.
First, note that this defines an infinite decreasing sequence

A0
j

(G) ◆ A1
j

(G) ◆ ...

of sets of states and that Ai

j

(G) ◆ A
j

(G) for all i � 0.

Theorem 3. An

j

(G) = A
j

(G)

Proof. First note that An

j

(G) ◆ A
j

(G).
To show that An

j

(G) ✓ A
j

(G) suppose for contradiction that
s 2 An

j

(G) and s 62 A
j

(G). By Theorem 2 player 1 � j has a
memoryless strategy � in G such that c(Play(G, s,�)) \ ⇤

j

= ;.
Since s 2 An

j

(G) there exists a play ⇢ 2 Play(G, s,�) that be-
gins with n consecutive j-dominating sequences. Let i0 < ... < i

n

be indices with i0 = 0 such that ⇢
ik⇢ik+1...⇢ii+1 is j-dominating

for all 0  k < n. As there are n + 1 indices and only n differ-
ent states in G there must exists two indices u, v with u < v such
that ⇢

iu = ⇢
iv . Now, the play ⇡ = ⇢0...⇢u(⇢u+1...⇢v)

! belongs
to Play(G, s,�) as well since � is memoryless. This gives a con-
tradiction since c(⇡) 2 ⇤

j

and Play(G, s,�) contains no such play
according to the definition of �.

This proposition implies that if there is a way to calculate Ai

j

(G)
from A0

j

(G), ..., Ai�1
j

(G) in polynomial time for a given i then the
winning core can be computed in polynomial time as the sequence
converges after at most n steps. This would also imply that parity
games could be solved in polynomial time.

To illustrate why it is not necessarily easy to compute this in
a simple way consider again the parity game in Figure 4 and the
history h = s0s1s2s2s2s2 which begins with the 5 consecutive 0-
dominating sequences s0s1, s1s2, s2s2, s2s2 and s2s2. As player
1 controls every state of the game he might force the play after
h to continue with the suffix s3s

!

0 . Now, the way we chopped up
h into 5 consecutive 0-dominating sequences cannot be extended
such that the entire play ⇢ = h·s3s!0 begins with an infinite number
of consecutive 0-dominating sequences as the color of s3 is larger
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PARITYGAMESOLVER(G):
A WINNINGCORE(G, 0)
if A = ; then return (;, S)
A0

= Attr0(G, A)

(W0,W1) PARITYGAMESOLVER(G � (S \A0
))

return (A0 [W0,W1)

Figure 6. Solving parity games using winning core computation

than all colors that appear later in ⇢. However, if we pick the first
0-dominating sequence to be s0s1s2s2s2s2s3 then it is easy to see
that ⇢ begins with an infinite number of consecutive 0-dominating
sequences. Thus, during the play of a game we might not know how
to chop up the play in a way which ensures that the play begins with
an infinite number of consecutive 0-dominating sequences when
the play begins in a winning core state for player 0. However, we
know that it is possible for player 0 to force that the play begins
with an infinite number of consecutive 0-dominating sequences.

5. Complexity of winning core computation

In this section we show how computation of winning cores can be
used to solve parity games. Next, we provide a polynomial-time
reduction of solving parity games to computing winning cores.

5.1 Solving parity games by winning core computation

By Proposition 5 the winning core for player j is a subset of
the winning region. Thus, according to Proposition 2 we get the
following corollary which forms the basis of a recursive algorithm
for solving parity games by computing winning cores.

Corollary 1. Let G = (S, S0, S1, R, c) be a parity game, A0
=

Attr
j

(G, A
j

(G)) and G0
= G � (S \A0

). Then

• W
j

(G) = A0 [W
j

(G0
)

• W1�j

(G) = W1�j

(G0
)

Given an algorithm WINNINGCORE(G, j) that computes the
winning core A

j

(G) for player j in G we can compute winning
regions in parity games using the algorithm in Figure 6.

The algorithm first calculates the winning core for player 0. If it
is empty then by Theorem 1 player 1 wins in all states. Otherwise,
A0

= Attr0(G, A0(G)) is winning for player 0 and further, the
remaining winning states can be computed by a recursive call on
G � (S \ A0

) according to Corollary 1. Note that this game has
a strictly smaller number of states than G as A0 6= ;. Thus, the
algorithm performs at most n recursive calls. This implies that if
winning cores can be computed in polynomial time then parity
games can be solved in polynomial time.

5.2 Reducing winning core computation to solving parity

games

We have seen how existence of a polynomial-time algorithm
for computing winning cores would imply the existence of a
polynomial-time algorithm for solving parity games. Here, we
show the converse by a reduction from computing winning cores to
solving parity games.

We begin by introducing the notion of a product game G†
j

of
a parity game G for player j. Let G = (S,R, S0, S1, c) be a
parity game with colors in {1, ..., d} and j 2 {0, 1} be a player.
Construct from this a game G†

j

= (S0, S0
0, S

0
1, R

0, c0) such that
S0

= S ⇥ {0, 1, ..., d}, S0
j

= S
j

⇥ {0, 1, ..., d} for j 2 {0, 1},
R0

= {((s, v), (s0, v0)) 2 S0 ⇥ S0 | (s, s0) 2 R ^ v0 =

max(v, c(s0))}. Finally, c0(s, v) = c(s) if v ⌘ j (mod 2) and
c0(s, v) = v otherwise.

The idea is that the rules of G†
j

when the play starts in (s, 0)
are the same as in G when the play starts in s, but with two
main differences. The first is that in G†

j

, the greatest color that has
occured during the play (excluding the color of the initial state) is
recorded in the state. The second is that the color of states in G†

j

are
as in G when the greatest color e occuring so far in the play satisfies
e ⌘ j (mod 2). Otherwise, the state is colored e.

We define a bijection �G : Path(G)⇥{0, ..., d}! Path(G†
j

) for
⇢ = s0s1... 2 Path(G) and v 2 {0, ..., d} by

�G(⇢, v) = (s0, w0)(s1, w1)...

where w
i

= max(v,max0<ki

c(s
i

)). In particular, w0 = v.
For a pair (s, v) 2 S ⇥ {0, ..., d} we define st(s, v) = s and

val(s, v) = v. This is extended to paths ⇢ = (s0, v0)(s1, v1)... in
G†
j

such that the state sequence st(⇢) = s0s1... and value sequence
val(⇢) = v0v1....

The following two lemmas show that s 2 S is in the winning
core of player j in G if and only if (s, 0) is a winning state for
player j in G†

j

. As G†
j

has size polynomial in the size of G this gives
a reduction from computing winning cores to computing winning
regions.

Lemma 2. Let G be a parity game and s be a state. Then s 2
A

j

(G) implies (s, 0) 2W
j

(G†
j

).

Proof. Let s 2 A
j

(G). Then player j has a strategy � in G such
that c(Play(G, s,�)) ✓ ⇤

j

. Now, construct from this a strategy �0

for player j in G†
j

defined by

�0
(h) = (�(st(h)),max(v

`

, c(�(st(h)))))

for every history h = (s0, v0)...(s`, v`) in G†
j

.
Consider an arbitrary play

⇢0 = (s0, v0)(s1, v1)... 2 Play(G†
j

, (s, 0),�0
)

from (s, 0) compatible with �0. By the definition of �0 we have that
⇢ = s0s1... 2 Play(G, s,�) and thus c(⇢) 2 ⇤

j

as for every i � 0

such that (s
i

, v
i

) 2 S
j

we have s
i+1 = �(s0...si).

Let e be the largest color that occurs in ⇢. As c(⇢) 2 ⇤

j

we
have e ⌘ j (mod 2). Thus, there exists an ` such that v

i

= e for
all i � `. This implies that c0((s

i

, v
i

)) = c(s
i

) for all i � `
by the definition of G†

j

. Thus, the sequence of colors occuring in
⇢0�`

is the same as in ⇢�`

and therefore c(⇢0) 2 ⌦

j

using Lemma
1. As ⇢0 was chosen arbitrarily from Play(G†

j

, (s, 0),�0
) we have

(s, 0) 2W
j

(G†
j

).

Lemma 3. Let G be a parity game and s be a state. Then (s, 0) 2
W

j

(G†
j

) implies s 2 A
j

(G).

Proof. Suppose that (s, 0) 2W
j

(G†
j

). Then player j has a strategy
�0 in G†

j

such that c(Play(G†
j

, (s, 0),�0
)) ✓ ⌦

j

. Define a strategy
� of player j for every history h in G by

�(h) = st(�0
(�G(h, 0)))

Consider an arbitrary play ⇢ = s0s1... 2 Play(G, s,�) from s
compatible with �. By the definition of � and G†

j

we have that

⇢0 = �G(⇢, 0)

belongs to Play(G†
j

, (s, 0),�0
) and thus c(⇢0) 2 ⌦

j

. This implies
that the greatest color e occuring in ⇢0 satisfies e ⌘ j (mod 2)

by the definition of G†
j

. Further, the greatest color e0 that occurs
infinitely often in ⇢0 also satisfies e0 ⌘ j (mod 2). We have that
e and e0 are also the greatest color occuring and greatest color
occuring infinitely often respectively in ⇢. Using Proposition 4 this
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implies that c(⇢) 2 ⇤

j

. As ⇢ is an arbitrary play in Play(G, s,�)
we have s 2 A

j

(G).

This means that solving parity games can be done in polynomial
time if and only if winning cores can be computed in polynomial
time. We also have that computing winning cores is in NP\CO-NP
and UP \ CO-UP like parity games (Jurdzinski 1998).

Theorem 4. Computing winning cores is in NP \ CO-NP and
UP \ CO-UP.

This fact is important as it makes the search for a polynomial-
time algorithm for computing winning cores a viable direction
in the search for a polynomial-time algorithm for solving parity
games. This had not been the case if computing winning cores was
e.g. NP-hard (which is still possible, but only if NP = CO-NP).

6. A polynomial-time approximation algorithm

A natural approach for computing the winning core is to try to ap-
ply Theorem 3 using an algorithm resembling the standard algo-
rithm for solving Büchi games using repeated attractor computa-
tions (Thomas 1995). The idea is to first compute the set of states
from which player j can ensure that the play begins with one j-
dominating sequence, then use this to compute the set of states from
which player j can ensure that the play begins with two consecu-
tive j-dominating sequences, then three consecutive j-dominating
sequences and so on until convergence. However, this turns out
not to be so simple to do efficiently. In this section we propose a
polynomial-time algorithm using the intuition above, but which is
only guaranteed to compute a subset of the winning core. However,
as we will see, this algorithm turns out to be very fast in practice
and solves many games completely. We will show to make it work
using O(d · n2 · (n+m)) time and O(d+ n+m) space.

6.1 The basic algorithm

For a parity game G, a player j and integer i � 0 we define sets
Bi

j

(G) as underapproximations of Ai

j

(G) by B0
j

(G) = S and by
letting Bi+1

j

(G) be the set of states from which player j can force
the play to begin with a j-dominating sequence ending in Bi

j

(G).
More formally, for every i � 0 let

Bi+1
j

(G) = {s 2 Bi

j

(G) | 9 a strategy � for player j.

8⇢ 2 Play(G, s,�).9k.⇢k

is j-dominating and ⇢
k

2 Bi

j

(G)}

Note that this sequence converges in at most n steps since it is
decreasing. Let the limit of this sequence be B

j

(G).
Proposition 12. B

j

(G) ✓ A
j

(G)
Remark 2. Note that we do not always have B

j

(G) = A
j

(G).
For instance, this is not the case in the game in Figure 4 where
A0(G) = {s0, s3} but B1

0(G) = {s0, s1, s3}, B2
0(G) = {s0, s3},

B3
0(G) = {s3} and B4

0(G) = B0(G) = ;. The reason is that from
s0 player 0 cannot force the play to ever get back to the set {s0, s3}
as player 1 controls all states. It can be shown that A1

j

(G) =

B1
j

(G) always, but there are parity games where A2
j

(G) 6= B2
j

(G).
However, as we shall see later, this underapproximation of the

winning core is very good as a tool to compute underapproxima-
tions of winning regions in parity games. And in practice, it is of-
ten good enough to compute the entire winning regions. Moreover,
we will show that B

j

(G) can be computed in polynomial time and
linear space. To motivate the practicality we note that the underap-
proximation B

j

(G) contains all fatal attractors for player j. It was
shown in (Huth et al. 2013, 2014) that just being able to compute

1

s0
3

s1

4

s2
2

s3B0(G)

Figure 7. A parity game with no fatal attractors where B0(G) =

A0(G) = {s0, s1, s3}.

fatal attractors is enough to solve a lot of games in practice. In Fig-
ure 7 is an example showing that B

j

(G) can contain even more
states than just fatal attractors.

Let [1, d]
j

= {v 2 {1, ..., d}|v ⌘ j (mod 2)}. We can now
show the following proposition which provides us with a naı̈ve way
to compute Bi+1

j

(G) given that we know Bi

j

(G).

Lemma 4. Let i � 0 be an integer and j be a player. Then
s 2 Bi+1

j

(G) if and only if (s, 0) 2 Attr
j

(G†
j

, Bi

j

(G)⇥ [1, d]
j

)

Note that Lemma 4 makes us able to compute B
j

(G) in time
O(d · n · (n + m)) and space O(d · (n + m)). This is because
the sequence converges in at most n steps and in each step we just
have to compute the attractor set in G†

j

which has O(d · n) states
and O(d ·m) transitions.

6.2 Improving the complexity

We will now show how to improve the space complexity to O(d+

n + m) while keeping the same time complexity. Indeed, we will
show how to compute B

j

(G) without actually having to construct
G†
j

explicitly. This makes a very large difference in practice, espe-
cially when the number of colors is large.

First, we need the reward order �
j

for player j on colors which
was introduced in (Vöge and Jurdzinski 2000). It is defined by

v �
j

u , (v < u^u ⌘ j (mod 2))_(u < v^v ⌘ 1�j (mod 2))

We let it be defined for 0 in this way as well. Intuitively, the
preference order tells us which color player j would rather like to
see during a play. For instance, if d is even then

d� 1 �0 d� 3 �0 ... �0 1 �0 0 �0 2 �0 ... �0 d� 2 �0 d

We can now show that the attractor set needed to compute Bi+1
j

(G)
in G†

j

is upward-closed in the following sense.

Lemma 5. Let s 2 S, i � 0 and k � 0 be such that (s, k) 2
Attr

j

(G†
j

, Bi

j

(G)⇥ [1, d]
j

). Then for all k0 �
j

k we have

(s, k0
) 2 Attr

j

(G†
j

, Bi

j

(G)⇥ [1, d]
j

)

Proof. For a strategy � in G†
j

and v 2 {0, ..., d} define a strategy
�
v

for every history s0...s` in G by

�
v

(s0...s`) = st(�((s0, v)...(s`,max(v, max

0<`

0`

c(s
`

0
)))))

Suppose (s, k) 2 Attr
j

(G†
j

, Bi

j

(G) ⇥ [1, d]
j

). Then there ex-
ists a strategy � for player j in G†

j

such that for every ⇢ 2
Play(G, (s, k),�) there exists q such that ⇢

q

2 Bi

j

(G) ⇥ [1, d]
j

.
Let k0 �

j

k and let �0 be a strategy for player j in G†
j

defined by

�0
((s0, v0)...(s`, v`)) = (�

k

(s0...s`),max(v
`

, c(�
k

(s0...s`))))

for every history h = (s0, v0)...(s`, v`) with s0 = s and v0 = k0.
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PARTIALSOLVER(G):
A B0(G)
if A 6= ; then

A0
= Attr0(G, A)

(W0,W1) PARTIALSOLVER(G � (S \A0
))

return (A0 [W0,W1)

A B1(G)
if A 6= ; then

A0
= Attr1(G, A)

(W0,W1) PARTIALSOLVER(G � (S \A0
))

return (W0, A
0 [W1)

return (;, ;)

Figure 8. A partial solver for parity games based on winning cores

Now, consider a given play

⇢0 = (s0, v0)(s1, v1)... 2 Play(G†
j

, (s, k0
),�0

)

By the definition of �0 we have s0s1... 2 Play(G, s,�
k

). Further,
the sequence

⇢ = (s0, w0)(s1, w1)...

where w0 = k and w
`+1 = max(w

`

, c(s
`+1)) for all ` � 0

belongs to Play(G, (s, k),�). Thus, there exists q such that ⇢
q

2
Bi

j

(G)⇥ [1, d]
j

. This means that either

1. w0 ⌘ j (mod 2) and w0 = w
q

or
2. w

q

= max(c(s
`

))1`q

> w0

In the first case we have v0 > w0 and v0 ⌘ j (mod 2) since
w0 ⌘ j (mod 2) and v0 �j

w0 which implies v
q

= v0. Thus, in
this case (s

q

, v
q

) 2 Bi

j

(G)⇥ [1, d]
j

.
In the second case, if v0  w0 then (s

q

, v
q

) = (s
q

, w
q

) 2
Bi

j

(G)⇥ [1, d]
j

immediately. On the other hand, suppose v0 > w0.
Since v0 �j

w0 this implies v0 ⌘ j (mod 2) by the definition of
�

j

. Since either v
q

= v0 or v
q

= max(c(s
`

))1`q

= w
q

this
implies (s

q

, v
q

) 2 Bi

j

(G)⇥ [1, d]
j

.

We can use Lemma 5 to compute Attr
j

(G†
j

, Bi

j

(G)⇥ [1, d]
j

) as
follows. In each step of the attractor computation we store for each
state s 2 S the �

j

-smallest value k such that (s, k) belongs to
the part of the attractor set computed so far. Thus, in each step we
store an n-dimensional vector k = (k0, ..., kn�1) of these values,
one for each state. In each step of the attractor computation we
compute the �

j

-smallest values k’ in the next step of the attractor
computation based on k. Using a technique similar to the way the
standard attractor set can be computed in time O(n+m) (de Alfaro
et al. 1998) the computation of Attr

j

(G†
j

, Bi

j

(G) ⇥ [1, d]
j

) can be
done in this fashion in time O(d · (n + m)). Thus, B

j

(G) can be
computed using O(n+m+ d) space and O(d ·n · (n+m)) time.

6.3 Partially solving parity games

Using a similar idea as in the algorithm from Section 5 we present
an algorithm for solving parity games partially which relies on the
underapproximation B

j

(G). It can be seen in Figure 8.
This algorithm uses the procedure outlined in the previous sub-

section for computing the underapproximation B
j

(G). It is guaran-
teed to return underapproximations of the winning regions accord-
ing to Proposition 12. Further, as each call to the algorithm makes
at most one recursive call to a game with fewer states there are at
most O(n) recursive calls in total. Thus, the algorithm for partially
solving parity games runs in time O(d · n2 · (n + m)). It can be
implemented to use O(n+m+ d) space.

6.4 Quality of approximation

For approximation algorithms a widely used notion is that of ap-
proximation ratio (see e.g. (Williamson and Shmoys 2011)) which
is used to give guarantees on the value of an approximation.

A meaningful way to define approximation ratio in parity games
is to say that an algorithm is an ↵-approximation algorithm for
0 < ↵  1 if the algorithm always decides the winning player
of at least d↵ · ne states where n is the number of states in the
game. The problem with this, however, is that if there exists a
polynomial-time ↵-approximation algorithm for some 0 < ↵  1

then this algorithm can be used to solve parity games completely
in polynomial time. Indeed, one could run such an algorithm and
remove the attractor sets of the winning states it finds. Then, run
the approximation algorithm on the remaining game and continue
in the same fashion until the entire winning regions are computed.

This tells us that it will probably be hard to show that there
exists a polynomial-time ↵-approximation algorithm as this would
show solvability of parity games in polynomial time. In particular,
our partial solver is not an ↵-approximation algorithm.

A game that the partial solver cannot solve is the one in Figure
4. The reason is that from every state player 1 can force the play
to leave as well as stay outside of the winning core for player 0.
This simple example implies that the algorithm is not guaranteed
to solve games completely on standard subclasses of games inves-
tigated in the litterature such as games with bounded tree-width
(Obdrzálek 2003), bounded DAG-width (Berwanger et al. 2006)
and other games with restrictions on the game graph (Dittmann
et al. 2012). Though, the algorithm always solves Büchi games
completely and it does so in time O(nm).

Despite the lack of theoretical guarantees we will show that
the algorithm performs remarkably well in practice, with respect
to solving games completely and with respect to running time.

7. Experimental results

We present experimental results for the improved version of the
winning core approximation algorithm presented in Section 6, it is
called the WC algorithm for the remainder of this section.

The experimental results are both performed to investigate how
often the algorithm solves games completely and to investigate the
running-time of the algorithm in practice compared to existing par-
ity game solvers. The algorithm has been implemented in OCaml
on top of the PGSOLVER framework (Friedmann and Lange 2009).

We both compare with results for state-of-the-art complete
solvers implemented in the PGSOLVER framework, namely

• Zie: Zielonka’s algorithm (Zielonka 1998)
• DD: Dominion decomposition algorithm (Jurdzinski et al. 2006)
• SI: Strategy improvement algorithm (Vöge and Jurdzinski

2000)
• SPM: Small progress measures algorithm (Jurdzinski 2000)
• BS: Big step algorithm (Schewe 2007)

and with the partial solver psolB from (Huth et al. 2013, 2014) that
is based on fatal attractor computation. The experiments with the
WC algorithm and the other solvers from the PGSOLVER framework
have been performed on a machine with an Intelr CoreTM i7-
4600M CPU with 4 2.90GHz processors and 15.6GiB memory. All
optimizations of the PGSOLVER framework were disabled in all
experiments. The WC algorithm uses the same basic data structures
as the other solvers from the PGSOLVER framework. All results of
the partial solver psolB are taken from (Huth et al. 2014). Thus,
one should be careful about these results as it was implemented in
Scala and experiments were run on a different machine.

669



Game psolB WC
k |S| k |S|

Clique 5.232 5.232 8.979 8.979
Ladder 1.596.624 3.193.248 7.308.357 14.616.714
Jur(10,k) 2.890 121.380 4.784 200.928
Jur(k,10) 4.380 175.220 96.881 3.875.260
Jur(k,k) 200 160.400 635 1.614.170
RecLad 2.064 10.320 14.008 70.040
MCLad 12.288 36.865 5.178.332 15.534.997
Hanoi 10 236.196 13 6.377.292
Elev 6 108.336 8 7.744.224

Table 1. The table shows the maximum input parameter k and
number |S| of states for which the solvers terminated within 20
minutes. The numbers for psolB are from (Huth et al. 2014).

7.1 Benchmark games

Experiments have been performed on benchmark games from
the classes Clique Games, Ladder Games, Jurdzinski Games,
Recursive Ladder Games, Model Checker Ladder Games,
Towers of Hanoi, Elevator Verification and Language
Inclusion of the PGSOLVER framework. WC solved all these
benchmark games completely. As reported in (Huth et al. 2014)
the psolB partial solver solves all games completely except for the
Elevator Verification games.

Comparison of running time of the complete solvers and WC
can be seen in Figure 9 for selected benchmarks1. It can be seen
that in the experiments WC never performs much worse than the
best state-of-the-art complete solvers and in some cases it vastly
outperforms the complete solvers. This is also the case for the
results not shown here. Thus, it seems to be very robust compared
to the best complete solvers each of which have games on which
they perform poorly compared to the rest.

In Table 1 we compare WC to the best existing partial solver
psolB (Huth et al. 2014) with respect to the size of benchmark
games solvable within 20 minutes. WC vastly outperforms psolB
in all cases considered solving games with between 1.65 and 421
times as many states in 20 minutes depending on the benchmark.

7.2 Random games

Although random games are not necessarily good representatives
for real-life instances of parity games they can give us some indi-
cation of the quality of a partial solver. In order to compare with the
results in (Huth et al. 2014) we have used the same program with
the same parameters for generating random games.

The games are generated using the randomgame function in the
PGSOLVER framework which takes as input n, d, `, u where n is
the number of states, the color of each state is chosen uniformly at
random in [1, d] and each node has a number of successors chosen
uniformly at random in [`, u] without any self-loops. 16 different
configuration settings were chosen as in (Huth et al. 2014): n =

500 for all parameter settings, d 2 {5, 50, 250, 500} and (`, u) 2
{(1, 5), (5, 10), (1, 100), (50, 250)}. 100.000 games were solved
for each configuration and the results are shown in Table 2.

It can be seen that the algorithm only failed to solve 295 of the
1.600.000 games completely and thus solved 99.98% of the games
completely. For the 295 games that were not solved completely by
the winning core algorithm it still found the winning player for 56%
of the states on average. Also note that the algorithm only failed to

1 For the recursive ladder games some solvers were much better with an odd
input parameter and some were much better with an even input parameter.
Thus, for each input k in the data set, the running time on both input k and
k + 1 was measured and the worst result is displayed in the plot.
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d (l, u)
# n.c.s.
psolB

# n.c.s.
lift(psolB)

# n.c.s.
WC

5 (1, 5) 1275 233 258
50 (1, 5) 1030 43 9
250 (1, 5) 1138 36 16
500 (1, 5) 1086 35 12

5 (5, 10) 0 0 0
50 (5, 10) 1 0 0
250 (5, 10) 2 0 0
500 (5, 10) 2 0 0

Table 2. Table shows the number random of games out of
100.000 that were not completely solved (# n.c.s.) by the solvers
for each configuration. For all configurations with (`, u) 2
{(1, 100), (50, 250)} all solvers solved all games completely.

solve games with a very low out-degree as was the case for psolB.
For the dense games it solved all the games completely.

Compared to psolB the WC solver does very well. The partial
solver lift(X) is a generic solver from (Huth et al. 2014) which
uses a partial solver X to improve in cases where X does not solve
the complete game. It also runs in polynomial time but gives a
very large overhead in practice as it potentially calls the solver
X a quadratic number of times in the number of transitions of a
game. Even compared with this generic optimization of psolB the
WC solver does well with respect to solving games completely.

8. Concluding remarks

We have introduced winning cores and motivated their importance
by showing a number of interesting properties about them. In par-
ticular, they are interesting to investigate due to the fact that they
are not necessarily dominions and because emptiness of the win-
ning core of a player is equivalent to emptiness of the winning
region of the player. Further, we have provided a new algorithm
for solving parity games approximately which increases the size of
parity games that can be solved in practice siginificantly compared
to existing techniques.
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Abstract
This paper presents a wp–style calculus for obtaining expectations
on the outcomes of (mutually) recursive probabilistic programs. We
provide several proof rules to derive one– and two–sided bounds
for such expectations, and show the soundness of our wp–calculus
with respect to a probabilistic pushdown automaton semantics. We
also give a wp–style calculus for obtaining bounds on the expected
runtime of recursive programs that can be used to determine the
(possibly infinite) time until termination of such programs.

Categories and Subject Descriptors F.3.1 [Logics and Meaning
of Programs]: Specifying and Verifying and Reasoning about Pro-
grams.

Keywords recursion · probabilisitic programming · program veri-
fication · weakest pre–condition calculus · expected runtime.

1. Introduction
Uncertainty is nowadays more and more pervasive in computer sci-
ence. Applications have to process inexact data from, e.g., unreli-
able sources such as wireless sensors, machine learning methods,
or noisy biochemical reactors. Approximate computing saves re-
sources such as e.g. energy by sacrificing “strict” correctness for
applications like image processing that can tolerate some defects in
the output by running them on unreliable hardware, circuits that ev-
ery now and then (deliberately) produce incorrect results [4]. Prob-
abilistic programming [29] is a key technique for dealing with un-
certainty. Put in a nutshell, a probabilistic program takes a (prior)
probability distribution as input and obtains a (posterior) distribu-
tion. Probabilistic programs are not new at all; they have been in-
vestigated by Kozen [20] and others in the early eighties. In the last
years, the interest in these programs has rapidly grown. In partic-
ular, the incentive by the AI community to use probabilistic pro-
grams for describing complex Bayesian networks has boosted the
field of probabilistic programming [10]. Probabilistic programs are
used in, amongst others, machine learning, systems biology, se-
curity, planning and control, quantum computing, and software–
defined networks. Indeed almost all programming languages, ei-
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ther being functional, object–oriented, logical, or imperative, in the
meanwhile have a probabilistic variant.

This paper focuses on recursive probabilistic programs. Recur-
sion in Bayesian networks where a variable associated with a par-
ticular domain entity can depend probabilistically on the same vari-
able associated to a different entity, is “common and natural” [30].
Recursive probability models occur in gene regulatory networks
that describe (possibly recursive) rule–based dependencies between
genes. Finally, programs describing randomized algorithms are of-
ten recursive by nature. “Sherwood” algorithms exploit randomiza-
tion to increase efficiency by avoiding or reducing the probability
of worst–case behavior. Varying quicksort by selecting the pivot
randomly (rather than doing this deterministically) avoids very un-
even splits of the input array. Its worst–case runtime is the same as
the average–case runtime of Hoare’s deterministic quicksort since
the likelihood of obtaining a quadratic worst–case is significantly
lowered [24, Sec. 2.5]. A “Sherwood” variant of binary search
splits the input array at a random position, and yields a similar
effect—expected runtimes of worst–, average– and best–case are
aligned [21, Sec. 11.4.4]. “Sherwood” techniques are also useful in
selection, median finding, and hashing (such as Bloom filters).

The purpose of this paper is to provide a framework for enabling
formal reasoning about recursive probabilistic programs. This rig-
orous reasoning is important to prove the correctness of such pro-
grams. This includes statements about the expected outcomes of
recursive probabilistic programs, as well as assertions about their
termination probability. These are challenging problems. For in-
stance, consider the (at first sight simple) recursive program:

P
rec

3

B {skip} [

1/2] {callP
rec

3

; callP
rec

3

; callP
rec

3

}

which terminates immediately with probability 1/2 or invokes itself
three times otherwise. It turns out that this program terminates with
(irrational) probability

p
5�1
2 —the reciprocal of the golden ratio.

Correctness proofs of the “Sherwood” versions of quicksort and
binary search do exist but typically rely on mathematical ad–hoc
reasoning about expected values. The aim of this paper is to enable
such proofs by means of formal verification of the algorithm itself.

Besides correctness, our interest is in analyzing the expected
runtime of recursive probabilistic programs in a rigorous manner.
This enables obtaining insight in their efficiency and moreover pro-
vides a method to show whether the expected time until termina-
tion is finite or infinite—a crucial difference for probabilistic pro-
grams [9, 17]. Again, analyses of expected runtimes of recursive
randomized algorithms do exist using standard mathematics [24,
Sec. 2.5], probabilistic recurrence relations [19], or dedicated tech-
niques for divide–and–conquer algorithms [6], usually taking for
granted—far from trivial—relationships between the underlying
random variables. Here the aim is to do this from first principles
by formal verification techniques, directly on the program code.

To accomplish these goals, this paper presents two weakest pre–
condition–style calculi for reasoning about recursive probabilistic
programs. The first calculus is an extension of McIver and Mor-
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gan’s calculus [23] for non–recursive programs and enables obtain-
ing expectations on the outcomes of (mutually) recursive proba-
bilistic programs. Compared to an existing extension with recur-
sion [22], our approach provides a clear separation between syntax
and semantics. We prove the soundness of our wp–calculus with
respect to a probabilistic pushdown automaton semantics. This is
complemented by a set of proof rules to derive one– and two–sided
bounds for expected outcomes of recursive programs. We illustrate
the usage of these proof rules by analyzing the termination proba-
bility of the example program above. Subsequently, we provide a
variant of our wp–style calculus for obtaining bounds on the ex-
pected runtime of probabilistic programs. This extends our recent
approach [18] towards treating recursive programs. The applica-
tion of this calculus includes proving positive almost–sure termi-
nation, i.e., does a program terminate with probability one in finite
expected time? Our framework enables (in a very succinct way) es-
tablishing a (well–known) relationship between the expected run-
time of a probabilistic program with its termination behavior: If
an (abort–free) program has finite expected runtime, then it termi-
nates almost–surely. We provide a set of proof rules for expected
runtimes and show the applicability of our approach by proving
several correctness properties as well as the expected runtime of
the ‘Sherwood’ variant of binary search.

Organization of the paper. Section 2 presents our probabilistic
programming language with recursion. Section 3 presents the wp–
style semantics for reasoning about program correctness. Section 4
introduces several proof rules for reasoning about the correctness of
recursive programs. Section 5 presents the expected runtime trans-
former together with proof rules for recursive programs. Section 6
describes an operational probabilistic pushdown automata seman-
tics and relates it to the wp–style semantics. Section 7 discusses
some extensions of the results presented in the previous sections.
Section 8 presents a detailed analysis of the ‘Sherwood’ variant of
binary search. Finally, Section 9 discusses related work and Sec-
tion 10 concludes. Detailed proofs of all the results are provided in
an extended version of the paper [28].

2. Programming Model
To model our probabilistic recursive programs we consider a simple
imperative language à la Dijkstra’s Guarded Command Language
(GCL) [7] with two additional features: First, a (binary) probabil-
isitic choice operator to endow our programs with a probabilistic
behavior. For instance, the program

{x :

= x+1} [

1/3] {x :

= x�1}

either increases x with probability 1/3 or decreases it with prob-
ability 2/3 = 1 �

1/3. Second, we allow for procedure calls. For
simplicity, our development assumes the presence of only a single
procedure, say P . We defer the treatment of multiple (possibly mu-
tually recursive) procedures to Section 7.

Formally, a command of our language, coined pRGCL, is de-
fined by the following grammar:

C ::= skip no–op
| V

:

= E assignment
| abort abortion
| if (E) {C} else {C} conditional branching
| {C} [p] {C} probabilistic choice
| callP procedure call
| C; C sequential composition

We assume a set V of program variables and a set E of expressions
over program variables. As usual, we assume that program states
are variable valuations, i.e. mappings from variables to values; let
S be the set of program states. Finally, we also assume an inter-

pretation function JEK for expressions that maps program states to
values.

No–op, assignments, conditionals and sequential composition
are standard. {c1} [p] {c2} represents a probabilistic choice: it
behaves as c1 with probability p and as c2 with probability 1�p.1
Finally callP makes a (possibly recursive) call to procedure P .

For our development we assume that procedure P manipulates
the global program state and we thus dispense with parameters and
return statements for passing information across procedure calls.
The declaration of P consists then of its body and we use P . c
to denote that c 2 C is the body of P . We say that a command is
closed if it contains no procedure calls.

A pRGCL program is then given by a pair hc,Di, where c 2 C is
the “main” command and D : {P} ! C is the declaration of P .2 In
order not to clutter the notation, when c is closed we simply write
c for program hc,Di, for any declaration D.
Example 1. To illustrate the use of our language consider the fol-
lowing declaration of a (faulty) recursive procedure for computing
the factorial of a natural number stored in x:

P
fact

B if (x  0) {y :

= 1} else�
{x :

= x�1; callP
fact

; x :

= x+1} [

5/6]

{x :

= x�2; callP
fact

; x :

= x+2}; y :

= y · x
 

In each recursive call x is decreased either by one or two, with
probability 5/6 and 1/6, respectively. Therefore some factors might
be missing in the computation of the factorial of x. 4

As a final remark, observe that the language does not support
guarded loops in a native way because they can be simulated. Con-
cretely, the usual guarded loop while (E) do {c} is simulated by the
recursive procedure P

while

B if (E) {c; callP
while

} else {skip}.

3. Weakest Pre–Expectation Semantics
Inspired by Kozen [20], McIver and Morgan [22] generalized Dijk-
stra’s weakest pre–condition semantics to (a variant of) pRGCL.
In particular, they defined the semantics of recursive programs
using fixed point techniques. In this section we present a different
approach where the behavior of a recursive program is defined as
the limit of its finite approximations (or truncations) and prove it
equivalent to their definition based on fixed points.

3.1 Definition
The wp-semantics over pRGCL generalizes Dijkstra’s weakest pre-
condition semantics over GCL twofold: First, instead of being pred-
icates over program states, pre– and post–conditions are now (non–
negative) real–valued functions over program states. Secondly, in-
stead of merely evaluating a (boolean–valued) post–condition in the
final state(s) of a program, we now measure the expected value of a
(real–valued) post–condition w.r.t. the distribution of final states.3

Formally, if f : S ! R�0 we let

wp[c,D](f) , �s
•

EJc,DK(s) (f) ,

where Jc,DK(s) denotes the distribution of final states from execut-
ing hc,Di in initial state s and EJc,DK(s) (f) denotes the expected
value of f w.r.t. the distribution of final states Jc,DK(s). Consider

1 Due to the discrete nature of binary probabilistic choices, pRGCL is
restricted to discrete probability spaces.
2 We chose the declaration of P to be a mapping from a singleton and not
the mere body of P because this minimizes the changes to accommodate
the subsequent treatment to multiple procedures.
3 Strictly speaking, we consider sub–distributions of final states, where the
missing mass captures the probability of non-termination.
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for instance program

c
coins

: {x :

= 0} [

1/2] {x :

= 1}; {y :

= 0} [

1/3] {y :

= 1}

that flips a pair of fair and biased coins. We have

wp[c
coins

](f) = �s
•

1
6 f(s[x,y/0,0]) + 1

3 f(s[x, y/0, 1])

+

1
6 f(s[x,y/1,0]) + 1

3 f(s[x, y/1, 1]) ,

where s[x1, . . . , xn

/v1, . . . , vn] represents the state obtained by
updating in s the value of variables x1, . . . , xn

to v1, . . . , vn,
respectively. As above, when c is closed, we usually write wp[c]
instead of wp[c,D], as a declaration D plays no role.

Observe that, in particular, if [A] denotes the indicator func-
tion of a predicate A over program states, wp[c,D]([A])(s) gives
the probability of (terminating and) establishing A after executing
hc,Di from state s. For instance we can determine the probability
that the above program c

coins

establishes x = y from state s through

wp[c
coins

]([x=y])(s) =

1
6 · 1 +

1
3 · 0 +

1
6 · 0 +

1
3 · 1 =

1
2 .

Moreover, for a deterministic program c that from state s termi-
nates in state s0, Jc,DK(s) is the Dirac distribution that concentrates
all its mass in s0 and wp[c,D]

�
[A]

�
(s) reduces to 1 · [A] (s0), which

gives 1 if s0 |= A and 0 otherwise. This yields the classical weakest
pre–condition semantics of ordinary sequential programs.

To reason about partial program correctness, pRGCL also ad-
mits a liberal version of the transformer wp[ · ], namely wlp[ · ]. In
the same vein as for ordinary sequential programs, wp[c,D]([A])(s)
gives the probability that program hc,Di terminates and establishes
event A from state s, while wlp[c,D]([A])(s) gives the probability
that hc,Di terminates and establishes A, or diverges.

Formally, the transformer wp operates on unbounded, so–called
expectations in E , {f | f : S ! [0, 1]}, while the transformer
wlp operates on bounded expectations in E1 , {f | f : S !

[0, 1]}. Our expectation transformers have thus type wp[ · ] : E !

E and wlp[ · ] : E1 ! E1.4 In the probabilistic setting pre– and
post–conditions are thus referred to as pre– and post–expectations.

Notation. We use boldface for constant expectations, e.g. 1 de-
notes the constant expectation �s

•

1. Given an arithmetical expres-
sion E over program variables we write E for the expectation that
in states s returns JEK(s). Given a Boolean expression G over pro-
gram variables let [G] denote the {0, 1}–valued expectation that on
state s returns 1 if JGK(s) = true and 0 if JGK(s) = false. Finally,
given variable x, expression E and expectation f we use f [x/E]

to denote the expectation that on state s returns f(s[x/JEK(s)]).
Moreover, “�” denotes the pointwise order between expectations,
i.e. f1 � f2 iff f1(s)  f2(s) for all states s 2 S.

3.2 Inductive Characterization
McIver and Morgan [22] showed that the expectation transformers
wp and wlp can be defined by induction on the program’s structure.
We now recall their result, taking an alternative approach to handle
recursion: While McIver and Morgan use fixed point techniques,
we follow e.g. Hehner [13] and define the semantics of a recursive
procedure as the limit of an approximation sequence. We believe
that this approach is sometimes more intuitive and closer to the
operational view of programs.

In the same way as the semantics of loops is defined as the
limit of their finite unrollings, we define the semantics of recursive
procedures as the limit of their finite inlinings. Formally, the n-
th inlining call

D
n

P of procedure P w.r.t. declaration D is defined
inductively by

call

D
0 P = abort, call

D
n+1 P = D(P )

⇥
callP/callD

n

P
⇤
,

4 The transformer wlp is well–typed because wlp[c,D](f)(s) 
sup

s

0 f(s0) for every state s.

c wp[c,D](f)

skip f

x :

= E f[x/E]

abort 0
if (G) {c1} else {c2} [G] · wp[c1,D](f) + [¬G] · wp[c2,D](f)

{c1} [p] {c2} p · wp[c1,D](f) + (1�p) · wp[c2,D](f)

callP sup

n

wp[call

D
n

P ](f)

c1; c2 wp[c1,D]
�
wp[c2,D](f)

�

c wlp[c,D](f)

abort 1
callP inf

n

wlp[call

D
n

P ](f)

Figure 1. Expectation transformer semantics of pRGCL programs.
The wlp[ · ] transformer follows the same rules as wp[ · ], expect for
abort and procedure calls. Sum, product, supremum and infimum
over expectations are all defined pointwise.

where c[callP/c0] denotes the syntactic replacement of every oc-
currence of callP in c by c0.5 The family of commands call

D
n

P
define a sequence of approximations to callP where call

D
0 P is the

“poorest” approximation, while the larger the n, the more precise
the approximation becomes. Observe that, in general, callD

n+1 P
mimics the exact behavior of callP for all executions that finish
after at most n recursive calls.

The expectation transformer semantics over pRGCL is provided
in Figure 1. The action of transformers on procedure calls is defined
as the limit of their action over the n-th inlining of the procedures.
For the rest of the language constructs, we follow McIver and Mor-
gan [22]. Let us briefly explain each of the rules. wp[skip,D] be-
haves as the identity since skip has no effect. The pre–expectation
of an assignment is obtained by updating the program state and
then applying the post–expectation, i.e. wp[x :

= E,D] takes post–
expectation f to pre–expectation f [x/E] = �s

•

f(s[x/JEK(s)]).
wp[abort,D] maps any post–expectation to the constant pre–
expectation 0. Observe that expectation 0 is the probabilistic
counterpart of predicate false. wp[if (G) {c1} else {c2},D] behaves
either as wp[c1,D] or wp[c2,D] according to the evaluation of
G. wp[{c1} [p] {c2},D] is obtained as a convex combination of
wp[c1,D] and wp[c2,D], weighted according to p. wp[callP ,D]
behaves as the limit of wp on the sequence of finite truncations
(or inlinings) of P . We take the supremum because the sequence
is increasing. Observe that we advertently include no declaration
in wp[call

D
n

P ](f) because call

D
n

P is a closed command for every
n. Finally, wp[c1; c2,D] is obtained as the functional composi-
tion of wp[c1,D] and wp[c2,D]. The wlp transformer follows the
same rules as wp, except for the abort statement and procedure
calls. wlp[abort,D] takes any post–expectation to pre–expectation
1. (Expectation 1 is the probabilistic counterpart of predicate true.)
wlp[callP ,D] also behaves as the limit of wlp on the sequence of
finite truncations of P . This time we take the infimum because the
sequence is decreasing.
Example 2. Reconsider c

coins

= c1; c2 from Section 3.1 with

c1 : {x :

= 0} [

1/2] {x :

= 1} and c2 : {y :

= 0} [

1/3] {y :

= 1} .

We use our weakest pre–expectation calculus to formally determine
the probability that the outcome of the two coins coincide:

wp[c
coins

]([x=y])

= wp[c1]
�
wp[c2]([x=y])

�

5 The formal definition of this syntactic replacement proceeds by a routine
induction on the structure of c.
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= wp[c1]
�
1
3 · wp[y :

= 0]([x=y]) + 2
3 · wp[y :

= 1]([x=y])
�

= wp[c1]
�
1
3 · [x=0] +

2
3 · [x=1]

�

=

1
2 · wp[x :

= 0]

�
1
3 · [x=0] +

2
3 · [x=1]

�

+

1
2 · wp[x :

= 1]

�
1
3 · [x=0] +

2
3 · [x=1]

�

=

1
2 ·

�
1
3 · [0=0] +

2
3 · [0=1]

�
+

1
2 ·

�
1
3 · [1=0] +

2
3 · [1=1]

�

=

1
2 ·

1
3 +

1
2 ·

2
3 =

1
2 4

The transformers wp and wlp enjoy several appealing algebraic
properties, which we summarize below.

Lemma 3.1 (Basic properties of w(l)p). For every program hc,Di,
every f1, f2, and increasing !–chain f0 � f1 � · · · in E, g1, g2,
and every decreasing !–chain g0 ⌫ g1 ⌫ · · · in E1, and scalars
↵1,↵2 2 R�0 it holds:

Continuity: sup

n

wp[c,D](f
n

) = wp[c,D](sup
n

f
n

)

inf

n

wlp[c,D](g
n

) = wlp[c,D](inf
n

g
n

)

Monotonicity: f1 � f2 =) wp[c,D](f1) � wp[c,D](f2)

g1 � g2 =) wlp[c,D](g1) � wlp[c,D](g2)

Linearity: wp[c,D](↵1 · f1 + ↵2 · f2)

= ↵1 · wp[c,D](f1) + ↵2 · wp[c,D](f2)

Preserv. of 0,1: wp[c,D](0) = 0 and wlp[c,D](1) = 1

Program termination. Since the termination behavior of a pro-
gram is given by the probability that it establishes true, we can
readily use the transformer wp to reason about program termi-
nation. It suffices to consider the weakest pre–expectation of
the program w.r.t. post–expectation [true] = 1. Said otherwise,
wp[c,D](1)(s) gives the termination probability of program hc,Di
from state s. In particular, if the program terminates with probabil-
ity 1, we say that it terminates almost–surely.

3.3 Characterization based on Fixed Points
Next we use a continuity argument on the transformer w(l)p to
prove that its action on recursive procedures can also be defined
using fixed point techniques. This alternative characterization rests
on a subsidiary transformer w(l)p[ · ]]

✓

, which is a slight variant
of w(l)p[ · ]. The main difference between these transformers is
the mechanism that they use to give semantics to procedure calls:
w(l)p[ · ] relies on a declaration D, while w(l)p[ · ]]

✓

relies on a so–
called (liberal) semantic environment ✓ : E ! E (✓ : E1 ! E1)
which is meant to directly encode the semantics of procedure calls.
Then w(l)p[callP ]

]

✓

(f) gives ✓(f), while for all other program
constructs c, w(l)p[c]]

✓

(f) agrees with w(l)p[c](f); see [28] for
details. For technical reasons, in the remainder of our develop-
ment we will consider only continuous semantic environments in
SEnv , {f | f : E ! E is upper continuous} and LSEnv , {f |

f : E1 ! E1 is lower continuous}.6 This is a natural assump-
tion since we are interested only in semantic environments that are
obtained as the w(l)p–semantics of a pRGCL program, which are
continuous by Lemma 3.1.

The semantics of recursive procedures can now be readily given
as the fixed point of a semantic environment transformer.

Theorem 3.1 (Fixed point characterization for procedure calls).
Given a declaration D : {P} ! C for procedure P ,

wp[callP ,D] = lfpv

⇣
�✓ :SEnv

•

wp[D(P)]

]

✓

⌘

wlp[callP ,D] = gfpv

⇣
�✓ :LSEnv

•

wlp[D(P)]

]

✓

⌘
.

6 A (liberal) semantic environment ✓ is upper (lower) continuous iff for
every increasing !-chain f0 � f1 � · · · (decreasing !-chain f0 ⌫ f1 ⌫
· · · ), sup

n

✓(f
n

) = ✓(sup
n

f
n

) (inf
n

✓(f
n

) = ✓(inf
n

f
n

)).

The fixed points above are taken w.r.t. the pointwise order “v”
over semantic environments: given ✓1, ✓2 2 SEnv (resp. ✓1, ✓2 2

LSEnv), ✓1 v ✓2 iff ✓1(f) � ✓2(f) for all f 2 E (resp. f 2 E1).
Theorem 3.1 reveals an inherent difference between the com-

plexities of reasoning about loops and general recursion: The se-
mantics of loops can be given as the fixed point of an expectation
transformer (see e.g. [25]), while the semantics of recursion re-
quires the fixed point of a (higher order) environment transformer.
As a consequence, proving our results for recursive programs re-
quires new insights not present in the proofs for while–programs.
This fact was already noticed by Dijkstra [7, p. xvii] and later on
confirmed by Nelson [26, p. 517] for non–probabilisitic programs.

4. Correctness of Recursive Programs
In this section we introduce some proof rules for effectively reason-
ing about the behavior of recursive programs. For that we require
the notion of constructive derivability. Given logical formulae A
and B, we use A � B to denote that B can be derived assuming
A. In particular, we will consider claims of the form

w(l)p[callP ](f1) ./ g1 � w(l)p[c](f2) ./ g2 ,

where ./2{�,⌫}, f1, g1 give the specification of callP and f2, g2
the specification of c. Notice that in such a claim we omit any
procedure declaration as the derivation is independent of P ’s body.

Our first two rules are extensions of well–known rules for ordi-
nary recursive programs (see e.g. [15]) to a probabilistic setting:

wp[callP ](f) � g � wp[D(P)](f) � g

wp[callP ,D](f) � g
[wp-rec]

g � wlp[callP ](f) � g � wlp[D(P)](f)

g � wlp[callP ,D](f)
[wlp-rec]

So for proving that a procedure call satisfies a specification (given
by f, g), it suffices to show that the procedure’s body satisfies the
specification, assuming that the recursive calls in the body do, too.
Example 3. Reconsider the procedure P

rec

3

with declaration

D(P
rec

3

) : {skip} [

1/2] {callP
rec

3

; callP
rec

3

; callP
rec

3

}

presented in the introduction. We prove that it terminates with
probability at most ' =

p
5�1
2 from any initial state. Formally,

this is captured by wp[callP ,D](1) � '. To prove this, we apply
rule [wp-rec]. We must then establish the derivability claim

wp[callP ](1) � ' � wp[D(P
rec

3

)](1) � ' .

The derivation goes as follows:

wp[D(P
rec

3

)](1)

= {def. of wp}
1
2 · wp[skip](1) + 1

2 · wp[callP
rec

3

; callP
rec

3

; callP
rec

3

](1)

= {def. of wp}
1
2 +

1
2 · wp[callP

rec

3

; callP
rec

3

]

�
wp[callP

rec

3

](1)
�

� {assumption, monot. of wp}
1
2 +

1
2 · wp[callP

rec

3

; callP
rec

3

](')

= {def. of wp, scalab. of wp twice}
1
2 +

1
2 ' · wp[callP

rec

3

]

�
wp[callP

rec

3

](1)
�

� {assumption, monot. of wp}
1
2 +

1
2 ' · wp[callP

rec

3

](')
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= {scalab. of wp}
1
2 +

1
2 '2

· wp[callP
rec

3

](1)

� {assumption, monot. of wp}
1
2 +

1
2 '3

= '

An appealing feature of our approximation semantics is that to
prove the following soundness result we do not need to resort to a
continuity argument on the expectation transformers.

Theorem 4.1 (Soundness of rules [w(l)p-rec]). Rules [wp-rec] and
[wlp-rec] are sound w.r.t. the w(l)p semantics in Figure 1.

Rules [w(l)p-rec] allow deriving only one–sided bounds for the
weakest (liberal) pre–expectation of a procedure call. It is also
possible to derive two–sided bounds using the following rules:

l0 = 0, u0 = 0,

l
n

� wp[callP ](f) � u
n

� l
n+1 � wp[D(P)](f) � u

n+1

sup

n

l
n

� wp[callP ,D](f) � sup

n

u
n

[wp-rec

!

]

l0 = 1, u0 = 1,

l
n

� wlp[callP ](f) � u
n

� l
n+1 � wlp[D(P)](f) � u

n+1

inf

n

l
n

� wlp[callP ,D](f) � inf

n

u
n

[wlp-rec

!

]

In constrast to rules [w(l)p-rec], these rules require exhibiting
two sequences of expectations hl

n

i and hu
n

i rather than a single
expectation g to bound the weakest (liberal) pre–expectation of
a procedure call. Intuitively l

n

(u
n

) represents a lower (upper)
bound for the weakest pre–expectation of the n-inlining of the
procedure, i.e. from the premises of the rules we will have l

n

�

w(l)p[callD
n

P ](f) � u
n

for all n 2 N.
Observe that both rules can be specialized to reason about one–

sided bounds. For instance, by setting u
n+1 = 1 in [wp-rec

!

]

we can reason about lower bounds of wp[callP ,D](f), which is
not supported by rule [wp-rec]. Similarly, by taking l

n

= 0 in rule
[wlp-rec

!

] we can reason about upper bounds of wlp[callP ,D](f).
Example 4. Reconsider the procedure P

rec

3

from Example 3. Now
we prove that the procedure terminates with probability at least
' =

p
5�1
2 from any initial state. To this end, we rely on the

fact that ' can be characterized by the asymptotic behavior of the
sequence h'

n

i, where '0 = 0 and '
n+1 =

1
2 +

1
2 '3

n

. In symbols,
' = sup

n

'
n

. We wish then to prove that

sup

n

'n � wp[callP
rec

3

,D](1) .

To establish this formula we apply the one side variant of rule [wp-

rec

!

] to reason about lower bounds of wp[callP
rec

3

,D](1), that is,
we implicitly take u

n+1 = 1. We must then establish

'n � wp[callP
rec

3

](1) � 'n+1 � wp[D(P
rec

3

)](1) .

The derivation follows the same steps as those taken in Example 3
to give upper bounds on wp[callP

rec

3

,D](1). Combining the result
proved with that in Example 3, we conclude that ' =

p
5�1
2 is the

exact termination probability of hcallP
rec

3

,Di. 4

Lastly, we can establish the correctness our rules.

Theorem 4.2 (Soundness of rules [w(l)p-rec
!

]). Rules [w(l)p-rec

!

]

are sound w.r.t. the w(l)p semantics in Figure 1.

To conclude the section we would like to point out that the
rule [wp-rec

!

] is related to previous work on proof rules. It can
be viewed as a generalization of Jones’s loop rule [16] to the case
of recursion (even though Jones originally presented a one–sided
version) and as an adaptation of Audebaud and Paulin-Mohring’s
rule [1] to our weakest pre–expectation semantics. The counterpart
of the rule for partial correctness, on the other hand, is, to the best
of our knowledge, novel.

c ert[c,D](t)

skip 1+ t

x := E 1+ t[x/E]

abort 0

if (G) {c1} else {c2} 1+ [G] · ert [c1,D](t) + [¬G] · ert [c2,D](t)
{c1} [p] {c2} p · ert [c1,D](t) + (1�p) · ert [c2,D](t)

callP lfpv

⇣
�⌘ :RtEnv • 1� ert [D(P)]]

⌘

⌘
(t)

c1; c2 ert [c1,D]
�
ert [c2,D](t)

�

Figure 2. Rules for the expected runtime transformer ert. lfpv (F )

denotes the least fixed point of transformer F : RtEnv ! RtEnv

w.r.t. the pointwise order “v” between runtime environments.

5. The Expected Runtime of Programs
To further our study of recursive probabilistic programs we now
develop a calculus for reasoning about the expected or average run-
time of pRGCL programs. This calculus builds upon our previous
work in [18] and is able to handle recursive procedures.

5.1 The Expected Runtime Transformer ert

We assume a runtime model where executing a skip statement, an
assignment, evaluating the guard in a conditional branching and in-
voking a procedure7 consumes one unit of time. On the other hand,
combining two programs by means of a sequential composition or
a probabilistic choice consumes no additional time other than that
consumed by the original programs. Likewise, halting a program
execution with an abort statement consumes no unit of time.

Since the runtime of a program varies according to the initial
state from which it is executed, our aim is to associate to each
program hc,Di a mapping that takes each state s to the expected
time until hc,Di terminates on s. Such mappings will range over
the set of runtimes T ,

�
t
�� t : S ! [0, 1]

 
.8

To associate each program to its runtime we use a continuation
passing style formalized by the transformer

ert [ · ] : T ! T .

If t 2 T represents the runtime of the computation that follows
program hc,Di, then ert [c,D](t) represents the overall runtime of
hc,Di, plus the computation following hc,Di. Runtime t is usually
referred to as the continuation of hc,Di. In particular, by setting
the continuation of a program to zero we recover the runtime of the
plain program. That is, for every initial state s,

ert [c,D](0)(s)

gives the expected runtime of program hc,Di from state s.
The transformer ert [c,D] is defined by induction on the struc-

ture of c, following the rules in Figure 2. The rules are defined
so as to correspond to the aforementioned runtime model. That is,
ert [c,D](0) captures the expected number of assignments, guard
evaluations, procedure calls and skip statements in the execution
of hc,Di. Most rules are self–explanatory. ert [skip,D] adds one
unit of time to the continuation since skip does not modify the pro-
gram state and its execution takes one unit of time. ert [x :

= E,D]
also adds one unit of time, but to the continuation evaluated in the
state resulting from the assignment. ert [abort,D] yields always the

7 Loosely speaking, the overall runtime of a procedure call is then one plus
the runtime of executing the procedure’s body.
8 Strictly speaking, the set of runtimes T coincides with the set of un-
bounded expectations E but we prefer to distinguish the two sets since they
are to represent different objects. We will, however, keep the same notations
for runtimes as for expectations, for example t[x/E], t1 � t2, etc.
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constant runtime 0 since abort aborts any subsequent program ex-
ecution (making their runtime irrelevant) and consumes no time.
ert [if (G) {c1} else {c2},D] adds one unit of time to the runtime
of either of its branches, depending on the value of the guard.
ert [{c1} [p] {c2},D] gives the weighted average between the run-
time of its branches, each of them weighted according to its proba-
bility. ert [c1; c2,D] first applies ert [c2,D] to the continuation and
then ert [c1,D] to the resulting runtime of this application. Finally,
ert [callP ,D] is defined using fixed point techniques.

To understand the intuition behind the definition of ert [callP ,D]
recall that callP consumes one unit of time more than the body of
P . To capture this fact we make use of the auxiliary runtime trans-
former ert [ · ]

]

⌘

: T ! T (cf. expectation transformer wp[ · ]

]

✓

).
This transformer behaves as ert except that for defining its action
on a procedure call, it relies on a so–called runtime environment ⌘
in RtEnv , {⌘ | ⌘ : T ! T is upper continuous} instead of on a
procedure declaration. Concretely, ert [callP ,D]]

⌘

takes continua-
tion t to ⌘(t) and for all other program constructs, ert [ · ]]

⌘

follows
the same rule as ert [ · ]. Using this transformer we can (implicitly)
define ert [callP ,D] by the equation

ert [callP ,D] = 1� ert [D(P)]

]

ert[callP,D] ,

where 1 = �t : T
•

1 represents the constantly 1 runtime trans-
former and “�” the point–wise sum between runtime transformers,
i.e. for �1, �2 : T ! T, we let (�1 � �2)(t) , �1(t) + �2(t).
The above equation leads to the fixed point characterization of
ert [callP ,D] in Figure 2.

We remark that, as opposed to w(l)p, it is not posible to define
the action ert [callP ,D] of ert on a procedure call in terms of its
action ert [call

D
n

P ] on the finite inlinings. This is because when
computing ert [call

D
n

P ](t), to be correct the transformer should add
one unit of time each time a procedure call was inlined, and this is
not recoverable from call

D
n

P .9
This concludes our definition of the transformer ert. We devote

the remainder of the section to study several of its properties. We
begin with Theorem 5.1 summarizing some algebraic properties.

Theorem 5.1 (Basic properties of ert). For any program hc,Di,
any constant runtime k = �s

•

k for k 2 R�0, any t, u 2 T, and
any increasing !–chain t0 � t1 � · · · of runtimes, it holds:

Continuity: sup

n

ert [c,D](t
n

) = ert [c,D](sup
n

t
n

);
Monotonicity: t � u =) ert [c,D](t) � ert [c,D](u);
Propagation ert [c,D](k+ t) = k+ ert [c,D](t)
of constants: provided hc,Di is abort–free;
Preservation ert [c,D](1) = 1

of infinity: provided hc,Di is abort–free.

The next result establishes a connection between ert and wp.

Theorem 5.2. For every program hc,Di and runtime t,

ert [c,D](t) = ert [c,D](0) + wp[c,D](t) .

Proof. By induction on the program structure, considering the
stronger version of the statement

ert [c,D](t1 + t2) = ert [c,D](t1) + wp[c,D](t2) .

Theorem 5.2 allows giving a very short proof of a well–known
result relating expected runtimes and termination probabilities: If a
program has finite expected runtime, it terminates almost surely.

9 If we adopt a model where the runtime of a procedure call coincides
with the runtime of its body, we could just take ert [callP ,D](t) =
sup

n

ert [callD
n

P ](t).

Theorem 5.3. For every abort–free program hc,Di and initial
state s of the program,

ert [c,D](0)(s) < 1 =) wp[c,D](1)(s) = 1 .

Proof. By instantiating Theorem 5.2 with t = 1 and using the prop-
agation of constants property of ert (Theorem 5.1) to decompose
ert [c,D](1) as 1+ ert [c,D](0).

Observe that in Theorem 5.3 we cannot drop the abort–free
requirement on the program. To see this, consider the program c =
{skip}[

1/2]{abort}. The program has a finite runtime (ert [c](0) =
1/2 < 1) and terminates, however, with probability less than one
(wp[c](1) = 1/2 < 1). Moreover, observe that Theorem 5.3 is only
valid on the stated direction: A probabilistic program can terminate
almost–surely and require, still, an expected infinite time to reach
termination. This phenomenon is illustrated, for instance, by the
one dimensional random walk; see e.g. [18, §7].

Even though Theorem 5.3 constitutes a well–known and natu-
ral result on probabilistic programs (closely related to the Borel–
Cantelli lemma), our contribution here is to give the first fully for-
mal proof of such a result.

5.2 Proof Rules for Recursive Programs
The runtime of procedure calls, which includes, in particular, re-
cursive programs, is defined using fixed points. To avoid reasoning
about fixed points we propose some proof rules based on invariants.

We show that an adaptation of the proof rules for procedure calls
from our wp–calculus is sound for the ert–calculus. The rules are:

ert [callP ](t) � 1+u � ert [D(P)](t) � u

ert [callP ,D](t) � 1+u
[eet-rec]

l0 = 0, u0 = 0,
1+l

n

� ert [callP ](t) � 1+u
n

� l
n+1 � ert [D(P)](t) � u

n+1

1+sup

n

l
n

� ert [callP ,D](t) � 1+sup

n

u
n

[eet-rec

!

]

Compared to the proof rules from the wp–calculus, these proof
rules require incrementing by one unit some of the bounds. Loosely
speaking, this is because the runtime of a procedure call is one plus
the runtime of its body, whereas the semantics of a procedure call
fully agrees with the semantics of its body.
Example 5. To illustrate the use of the rules, consider the faulty
factorial procedure with declaration

D(P
fact

) : if (x  0) {{y :

= 1} else {{c1} [5/6] {c2}; y :

= y ·x} ,

where c1 = x :

= x�1; callP
fact

; x :

= x+1 and c2 = x :

= x�2;

callP
fact

; x :

= x+2. We prove that on input x = k � 0, the
expected runtime of the procedure is 2 + ↵

k

, where

↵
k

=

1

49

⇣
121 + 210k + 432

�
�

1
6

�
k+1

⌘
.

Since the term 432(

�1/6)k+1 is negligible, we can approximate the
procedure’s runtime by 4.5 + 4.3k. We can formally capture our
exact runtime assertion by

ert [callP
fact

,D](0) = 1+ sup

n

t
n

,

where t
n

= 1+[x < 0]·1+[0  x  n]·↵
x

+[x > n]·↵
n+1. To

see this, observe that the sequence h↵
k

i is increasing and therefore,
sup

n

t
n

= 1 + [x < 0] · 1 + [0  x] · ↵
x

. We prove the runtime
assertion using rule [eet-rec

!

] with instantiations t = 0 and l
n

=

u
n

= t
n

for n � 1. We have to discharge the premise

ert [callP
fact

](0) = 1+ t
n

� ert [D(P
fact

)](0) = t
n+1 .

Since some simple calculations yield
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stmt (`) = skip succ1 (`) = `0

h`, si �, 1, �����! h`0, si
[skip]

stmt (`) = x := E succ1 (`) = `0

h`, si �, 1, �����!
⌦
`0, s

⇥
x 7! s(E)

⇤↵ [assign]
stmt (`) = abort

h`, si �, 1, �����! h`, si
[abort]

stmt (`) = if (G) {c1} else {c2} s |= G succ1 (`) = `0

h`, si �, 1, �����! h`0, si
[if1]

stmt (`) = if (G) {c1} else {c2} s 6|= G succ2 (`) = `0

h`, si �, 1, �����! h`0, si
[if2]

stmt (`) = {c1} [p] {c2} succ1 (`) = `0

h`, si �, p, �����! h`0, si
[prob1]

stmt (`) = {c1} [p] {c2} succ2 (`) = `0

h`, si �, 1�p, �������! h`0, si
[prob2]

stmt (`) = callP succ1 (`) = `0

h`, si �, 1, �·`0������!
⌦
init

�
D(P )

�
, s

↵ [call]
h#, si `

0
, 1, "����! h`0, si

[return]
h#, si �0, 1, �0������! hTerm, si

[terminate]

Figure 3. Rules for defining an operational semantics for pRGCL programs. For sequential composition there is no dedicated rule as the
control flow is encoded via the succ1 and the succ2 functions.

ert [D(P
fact

)](0) = 1+ [x  0] · 1

+ [x > 0] ·

�
5
6 · ert [c1](1) + 1

6 · ert [c2](1)
�
,

our next step is to compute ert [c1](1) (the calculations are identical
for ert [c2](1)). To do so, we rely on assumption ert [callP ](0) =
1+ t

n

and the propagation of constants property of ert.

ert [c1](1) = ert [x :

= x�1; callP
fact

]

�
ert [x :

= x+1](1)
�

= 2+ ert [x :

= x�1; callP
fact

](0)

= 2+ ert [x :

= x�1](1+ t
n

)

= 4+ t
n

[x/x+ 1]

The derivation then concludes by showing that

t
n+1 = 1+ [x  0] · 1

+ [x > 0] ·

⇣
5
6

�
4+ t

n

[x/x+1]

�
+

1
6

�
4+ t

n

[x/x+2]

�⌘
,

which after some term reordering reduces to proving that ↵0 = 1,
↵1 = 7 and ↵

k+2 = 5 +

5
6↵k+1 +

1
6↵k

. 4

We conclude the section establishing the soundness of the rules.

Theorem 5.4 (Soundness of rules [eet-rec], [eet-rec
!

]). Rules [eet-

rec] and [eet-rec

!

] are sound w.r.t. the ert–calculus in Figure 2.

6. Operational Semantics
We provide an operational semantics for pRGCL programs in terms
of pushdown Markov chains with rewards (PRMC) [3] and prove
the transformer wp to be sound with respect to this semantics. Due
to space limitations, this section contains an informal introduction
only. Corresponding formal definitions are found in [28].

For simplicity, we assume a canonical labeling for each com-
mand c 2 C together with auxiliary functions init, succ1, succ2 and
stmt determining the initial location, the first and second successor
of a location and the program statement corresponding to a label.
As an example, the labels attached to each statement of program c
from Example 3 are as follows:

c : {skip

1
} [

1/2]2 {callP3
; callP4

; callP5
} .

The definition of the auxiliary functions is straightforward. For
instance, we have init(c) = 2, succ1(1) = #, succ2(2) = 3, and
stmt (2) = c, where # is a special symbol indicating termination
of a procedure. Moreover, label Term stands for termination of the
whole program.

Our operational semantics of pRGCL programs is given as an
execution relation, where each step is of the form

h`, si
�, p, �

0
����!

⌦
`0, s0

↵
.

Here, `, `0 are program labels, s, s0 2 S are program states, � is
a program label being popped from and �0 a finite sequence of
labels being pushed on the stack, respectively. p 2 [0, 1] denotes
the probability of executing this step.

This execution relation corresponds to the transition relation of
a PRMC, where each pair h`, si is a state and the stack alphabet is
given by the set of all labels of a given pRGCL program. Moreover,
given f 2 E, a reward of f(s) is assigned to each state of the form
hTerm, si. Otherwise, the reward of a state is 0. Figure 3 shows the
rules defining the operational semantics of pRGCL programs. The
rules in Figure 3 are self–explanatory. In case of a procedure call,
the calls successor label is pushed on the stack and execution con-
tinues with the called procedure. Whenever a procedure terminates,
i.e. reaches a state h#, si, and the stack is non–empty, a return ad-
dress is popped from and execution continues at this address.

Figure 4 shows the PRMC of example program c. The initial
state is 2 (the probabilistic choice). Say the right branch is chosen;
we move to 3. The statement at 3 is a call, and the address after the
call is 4; so 4 is pushed and the procedure body is reentered. Say
now the left branch is chosen; we move to 1 (the skip) and then
terminate, i.e. we move to #. Recall that return address 4 is on top
of the stack; 4 is popped, we move to 4 to continue execution.

The expected reward that PRMC P associated to program hc,Di
reaches a set of target states T from initial state h`, si is defined as

ExpRew

Pf
s Jc,DK

(T ) =

X

⇡2⇧(h`, si,T )

Prob

P
(⇡) · rew (⇡) ,

where ⇡ is a path from h`, si to some target state, ProbP (⇡) is the
probability of ⇡ and rew (⇡) is the reward collected along ⇡.

We are now in a position to state the relationship between the
operational model and the denotational semantics:

Theorem 6.1 (Correspondence Theorem). Let c 2 C, f 2 E, and
T = {hTerm, si | s 2 S}

10. Then for each s 2 S , we have

ExpRew

Pf
s Jc,DK

(T ) = wp[c,D](f)(s) .

In the spirit of [11] a similar result can be obtained for wlp.
For that one needs a liberal expected reward being defined as the
expected reward plus the probability of not reaching the target
states at all. One can then show a similar correspondence to wlp.

7. Extensions
Mutual recursion. Both our wp– and ert–calculus can be ex-
tended to handle multiple procedures. Say we want to handle m

10 T denotes the set of states representing successful termination of the
pushdown automaton.
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23 1

#

4

5

Term

�, 1/2, � �, 1/2, � �, 1, �

�, 1, � · 4
4, 1, "

#, 1, "

�0, 1, �0

5, 1, "

�, 1, � · 5

�, 1, � · #

Figure 4. PRMC of program c from Example 3. Since c affects no
variables, the second component of states is omitted.

(possibly mutually recursive) procedures P1, . . . ,Pm

with decla-
ration D 2 C

m. The definition of wp[callP
i

,D] remains the same,
we only need to adapt the definition of the n-inlining call

D
n

P
i

of
procedure P

i

as to inline the calls of all procedures:

call

D
n+1 Pi

= D(P )[callP1/call
D
n

P1, . . . , callPm

/callD
n

P
m

] .

As for the ert–calculus, a runtime environment is now a tuple
⌘ = (⌘1, . . . , ⌘m), where ⌘

i

is meant to provide the behavior of
procedure P

i

in ert [·]

]

⌘

, i.e. ert [callP
i

]

]

⌘

= ⌘
i

. The action of ert
on procedure calls is then defined simultaneously as11

�
ert [callP1,D] , . . . , ert [callPm

,D]
�

=

lfp
⇣
�⌘

•

⇣
1� ert [D(P1)]

]

⌘

, . . . , 1� ert [D(P
m

)]

]

⌘

⌘⌘
.

The proof rules for reasoning about procedure calls in both calculi
are easily adapted. We show only the case of [wp-rec]; the others
admit a similar adaptation.

wp[callP1](f1) � g1, ... ,wp[callPm

](f
m

) � g
m

� wp[D(P1)](f1) � g1...
wp[callP1](f1) � g1, ... ,wp[callPm

](f
m

) � g
m

� wp[D(P
m

)](f
m

) � g
m

wp[callP
i

,D](f
i

) � g
i

for all i = 1 . . .m

The rule reasons about all the procedures simultaneously. Roughly
speaking, the rule premise requires deriving the specification g

i

for the body of each procedure P
i

, assuming the corresponding
specification for each procedure call in it. The rule conclusion
establishes the specification of the set of procedures altogether.

Random samplings. All our results remain valid if the pRGCL

language allows for random samplings (from distributions with dis-
crete support). In a random sampling x :

= µ, µ represents a prob-
ability distribution which is sampled and its outcome is assigned to
program variable x. In Section 8 we exploit this extension to model
a probabilistic variant of the binary search.

Alternative runtime models. The ert–calculus can be easily
adapted to capture alternative runtime models. For instance we
can capture the model where we are interested in counting only
the number of procedure calls and also more fine–grained models
such as that where the time consumed by an assignment (or guard
evaluation) depends on some notion of size of the expression being
assigned (guard being evaluated). Likewise, the ert–calculus can
be easily adapted so as to take into account the costs of flipping the
(possibly biased) coin from probabilistic choices.

Soundness of the ert–calculus. We can also establish the sound-
ness of the ert–calculus w.r.t. the operational semantics based on
PRMC. This only requires changes in the reward function.

11 For determining the least fixed point, environments are compared
component-wise, i.e. (⌘1, . . . , ⌘m) v (⌫1, . . . , ⌫m) iff ⌘

i

v ⌫
i

for all
i = 1 . . .m.

8. Case Study
In this section we show the applicability of our approach analyzing
a probabilistic, so–called Sherwood [21], variant of the binary
search. The main difference w.r.t. the classical version is that in
each recursive call the pivot element is picked uniformly at random
from the remaining array, aligning this way worst–, best– and
average–case of the algorithm runtime.

The algorithm we analyze searches for value val in array
a[left .. right ]. It is encoded by procedure B with declaration
D presented in Figure 5. We use random assignment mid :

=

uniform(left , right) to model the random election of the pivot. For
simplicity, we assume that the random assignment is performed in
constant time 1 if left  right and that it diverges if left > right .

Partial correctness. We verify the following partial correctness
property: When B is invoked in a state where left  right ,
a[left .. right ] is sorted, and val occurs in a[left .. right ], then the
invocation of B stores in mid the index where val lies. Formally,

g � wlp[callB,D](f), with
g = [left  right ] ·

⇥
sorted(left , right)

⇤

·

⇥
9x 2 [left , right ] : a[x] = val

⇤

f =

⇥
a[mid ] = val

⇤
,

where
⇥
sorted(y, z)

⇤
is the indicator function of a[y .. z] being

sorted. In order to prove g � wlp[callB](f) we apply rule [wlp-
rec]. We are then left to prove

g � wlp[callB](f) � g � wlp[D(B)](f) .

The way in which we propagate post–expectation f from the exit
point of the procedure till its entry point, obtaining pre–expectation
g, is fully detailed in Figure 5. To do so we use assumption g �

wlp[callB](f) and monotonicity of wlp.
Dually, we can verify that when val is not in the array, the value

of a[mid ] after termination of B is different from val . A detailed
derivation of this property is provided in [28].

Expected runtime. We perform a runtime analysis of the algo-
rithm for those inputs where val does not occur in the array. Under
this assumption we can distinguish two cases: either val is smaller
than every element in the array or larger than all of them.

For the first case we show that the expected runtime of the
algorithm is upper bounded by 1+ u, with

u = [left > right ] ·1+ 3

+ [left < right ] · (5 ·Hright�left+1 � 5/2) ,

and H
k

being the k-th harmonic number. Formally, we show that

ert [callB](0) � 1+ u

applying rule [eet-rec]. We must then establish

ert [callB](0) � 1+ u � ert [D](0) � u .

The details of this derivation are provided in Figure 6.
Similarly, when val is greater than every element in the array,

the expected runtime is upper bounded by 1+ u, with

u = [left > right ] ·1+ 3

+ [left < right ] · (6 ·Hright�left+1 � 3) .

The verification for this case is analogous therefore omitted.
Combining the two cases we conclude that when the sought–

after value does not occur in the array, the algorithm terminates in
expected time in ⇥

�
log n

�
, where n = right � left +1 is the size

of the array, since H
k

2 ⇥(log k).
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g�
[left<right ]

right�left+1

rightX

i=left

0

@

⇥
a[i ]<val

⇤
·g[left/min(i+ 1, right)]

+
⇥
a[i ]>val

⇤
·g[right/max(i� 1, left)]

+
⇥
a[i ]=val

⇤

1

A

+ [left = right ] ·
⇥
a[left ] = val

⇤

1 : mid := uniform(left, right);
[left < right ] ·

⇣⇥
a[mid ] < val

⇤
· g[left/ · · · ]

+
⇥
a[mid ] > val

⇤
· g[right/ · · · ]

+
⇥
a[mid ] = val

⇤⌘
+ [left � right ] · f

2 : if (left < right){⇥
a[mid ]<val

⇤
·g[left/ · · · ] +

⇥
a[mid ]>val

⇤
·g[right/ · · · ]

+
⇥
a[mid ]=val

⇤
· f

3 : if (a[mid ] < val){
g[left/min(mid + 1, right)]

4 : left := min(mid + 1, right);
g

5 : callB
f

6 : } else {⇥
a[mid ] > val

⇤
· g[right/ · · · ] +

⇥
a[mid ]  val

⇤
· f

7 : if (a[mid ] > val){
g[right/max(mid � 1, left)]

8 : right := max(mid � 1, left);
g

9 : callB
f

10 : } else { f skip f } f

11 : } f

12 : } else { f skip f } f

Figure 5. Declaration D (boldface) of the probabilistic binary
search procedure B together with the proof (lightface) that callB
finds the index of val when started in a sorted array a[left .. right ]
which contains value val . We write j C h for j � wlp[C] (h).

9. Related Work
wp–style reasoning for recursive programs. Recursion has been
treated for non–probabilistic programs. Hesselink [15] provided
several proof rules for recursive procedures, both for total and par-
tial correctness. Our first two proof rules are extensions of his rules
to the probabilistic setting. Predicate transformer semantics for re-
cursive non–deterministic procedures has been provided by Bon-
sangue and Kok [2] and Hesselink [14]. Nipkow [27] provides an
operational semantics and a Hoare logic for recursive (parameter-
less) non–deterministic procedures. Zhang et al. [32] establishes
the equivalence between an operational semantics and a weakest
pre–condition semantics for recursive programs in Coq. To some
extent our transfer theorem between probabilistic pushdown au-
tomata and the wp–semantics can be considered as a probabilistic
extension of this work.

Deductive reasoning for recursive probabilistic programs. Jones
provided several proof rules for recursive probabilistic programs
in her Ph.D. dissertation [16]. One of our proof rules is a gen-
eralisation of Jones’ proof rule to general recursion. McIver and
Morgan [22] also provide a wp–semantics of probabilistic recur-
sive programs. While [22] use fixed point techniques, we fol-
low e.g. Hehner [13] and define the semantics of a recursive proce-
dure as the limit of an approximation sequence. In contrast to our
approach based on procedures, [22] introduced recursion through
the language constructor rec B, where B is a program–semantics
transformer. (Intuitively B encodes how the recursive procedure
defined (and invoked) by rec B transforms the outcome of its re-

u= [left > right ] ·1+ 3+ [left < right ]

·

0

BB@5+
rightX

i=left

0

BB@

[min(i+ 1, right) < right ]

right � left + 1
·
�
5 ·Hright�min(i+1, right)<right+1

� 5/2)

1

CCA

1

CCA

1 : mid := uniform(left, right);
2+ [left < right ] ·

⇣
2+

⇥
a[mid ] < val

⇤
· (3

+ [min(mid + 1, right) < right ]
·
�
5 ·Hright�min(mid+1, right)+1 � 5/2

�

+
⇥
a[mid ] > val

⇤
· (· · · )

⌘

2 : if (left < right){
3+

⇥
a[mid ] < val

⇤
· u[left/min(mid + 1, right)]

+
⇥
a[mid ] > val

⇤
· (· · · )

3 : if (a[mid ] < val){
2+ u[left/min(mid + 1, right)]

4 : left := min(mid + 1, right);
1+ u

5 : callB
0

6 : } else {
2+

⇥
a[mid ] > val

⇤
· (· · · )

7 : if (a[mid ] > val){
2+ u[right/max(mid � 1, left)]

8 : right := max(mid � 1, left);
1+ u

9 : callB
0

10 : } else { 1 skip 0 } 0

11 : } 0

12 : } else { 1 skip 0 } 0

Figure 6. Runtime analysis of the probabilistic binary search pro-
cedure for the case that every value occurring in a[left .. right ] is
smaller than val . We write j C h for j ⌫ ert [C] (h).

cursive calls). Our approach provides a strict separation between
program syntax and semantics. Moreover our approach based on
procedure calls can model mutual recursion in a natural way (see
Section 7), while the approach in [22] approach does not accommo-
date so naturally to such cases. Audebaud and Paulin-Mohring [1]
present a mechanized method for proving properties of randomized
algorithms in the Coq proof assistant. Their approach is based on
higher–order logic, in particular using a monadic interpretation of
programs as probabilistic distributions. Our proof rule for obtain-
ing two–sided bounds on recursive programs is directly adapted
from their work. They however do neither relate their work to an
operational model nor support the analysis of expected runtimes.

Semantics of recursive probabilistic programs. Gupta et al. [12]
consider the interplay between constraints, probabilistic choice,
and recursion in the context of a (concurrent) constraint–based
probabilistic programming language. They provide an operational
semantics using labeled transition systems and (weak) bisimula-
tion as well as a denotational semantics. Recursion is treated op-
erationally by considering the limit of syntactic finite approxima-
tions. In the denotational semantics, the mixture of probabilities
and constraints violates basic monotonicity properties for a stan-
dard treatment of recursion. Their main result is that the transi-
tion system semantics modulo weak bisimulation is fully abstract
with respect to the input–output relation of processes. They do
neither consider non–determinism nor reasoning about recursive
probabilistic programs. Pfeffer and Koller [30] provide a measure–
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theoretic semantics of recursive Bayesian networks and show that
every recursive probabilistic relational database has a probability
measure as model. This is complemented by an inference algo-
rithm that obtains approximations by basically unfolding the re-
cursive Bayesian network. Recently, Toronto et al. [31] provided a
measure–theoretic semantics for a probabilistic programming lan-
guage with recursion. Their interpretation of recursive programs is
however restricted to (almost surely) terminating programs.

Probabilistic pushdown automata. The analysis of probabilis-
tic pushdown automata, which correspond to the model of recur-
sive Markov chains, has been well–investigated. Key computational
problems for analyzing classes of these models can be reduced to
computing the least fixed point solution of corresponding classes
of monotone polynomial systems of non–linear equations. For sub-
classes of these models termination probabilities, !–regular prop-
erties, and expected runtimes can be algorithmically obtained. Re-
cent surveys are provided by Etessami [8] and Brazdil et al. [3].
Our transfer theorem indicates that (some of) these results are trans-
ferable to obtaining weakest pre–expectations for recursive proba-
bilistic programs having a finite–control probabilistic push–down
automata. A detailed study is outside the scope of this paper and
left for future work.

10. Conclusion
We have presented two wp–calculi: one for reasoning about cor-
rectness, and one for analysing expected rum-times of recur-
sive probabilistic programs. The wp–calculi have been related,
equipped with proof rules, and exemplified by analysing a Sher-
wood version of binary search. A relation with a straightforward
operational interpretation using pushdown Markov chains has been
established. We believe that this work provides a good basis for
the automation of the analysis of recursive probabilistic programs.
Future work consists of applying our calculi to other recursive
randomized algorithms (such as quick sort with random pivot se-
lection). Other future work includes investigating a generalisation
of Colussi’s technique [5] to transform a recursive program and
its correctness proof into a non-recursive program with its accom-
panying correctness proof. This would allow to transfer—typically
simpler—correctness proofs of the recursive probabilistic programs
to non-recursive ones.

Acknowledgments
We would like to thank the anonymous reviewers for pointing out
the duality between transformers wp and wlp: wp[c,D](1�f) =

1 � wlp[c,D](f). By exploiting this relationship, we can reduce
the proof effort required to establish all our results about wlp.

References
[1] P. Audebaud and C. Paulin-Mohring. Proofs of randomized algorithms

in Coq. Science of Comp. Progr., 74(8):568 – 589, 2009.
[2] M. Bonsangue and J. Kok. The weakest precondition calculus: Recur-

sion and duality. Formal Aspects of Computing, 6(1):788–800, 1994.
[3] T. Brázdil, J. Esparza, S. Kiefer, and A. Kucera. Analyzing proba-

bilistic pushdown automata. Formal Methods in System Design, 43
(2):124–163, 2013.

[4] M. Carbin, S. Misailovic, and M. C. Rinard. Verifying quantitative
reliability for programs that execute on unreliable hardware. In Proc.
of OOPSLA, pages 33–52. ACM, 2013.

[5] L. Colussi. Recursion as an effective step in program development.
ACM Trans. Program. Lang. Syst., 6(1):55–67, Jan. 1984.

[6] B. C. Dean. A simple expected running time analysis for randomized
“divide and conquer” algorithms. Discrete Appl. Math., 154(1):1–5,
2006.

[7] E. W. Dijkstra. A Discipline of Programming. Prentice Hall, 1976.
[8] K. Etessami. Analysis of probabilistic processes and automata theory.

In Handbook of Automata Theory. 2016. (to appear).
[9] L. M. F. Fioriti and H. Hermanns. Probabilistic termination: Sound-

ness, completeness, and compositionality. In Proc. of POPL, pages
489–501. ACM, 2015.

[10] A. D. Gordon, T. A. Henzinger, A. V. Nori, and S. K. Rajamani. Prob-
abilistic programming. In Future of Software Engineering (FOSE),
pages 167–181. ACM, 2014.

[11] F. Gretz, J.-P. Katoen, and A. McIver. Operational versus weakest
pre-expectation semantics for the probabilistic guarded command lan-
guage. Perform. Eval., 73:110–132, 2014.

[12] V. Gupta, R. Jagadeesan, and P. Panangaden. Stochastic processes as
concurrent constraint programs. In A. W. Appel and A. Aiken, editors,
Proc. of POPL, pages 189–202. ACM, 1999.

[13] E. Hehner. do considered od: A contribution to the programming
calculus. Acta Informatica, 11(4):287–304, 1979. .

[14] W. H. Hesselink. Predicate-transformer semantics of general recur-
sion. Acta Informatica, 26(4):309–332, 1989.

[15] W. H. Hesselink. Proof rules for recursive procedures. Formal Aspects
of Computing, 5(6):554–570, 1993. .

[16] C. Jones. Probabilistic Non-determinism. PhD thesis, University of
Edinburgh, 1989.

[17] B. L. Kaminski and J. Katoen. On the hardness of almost-sure ter-
mination. In Prof. of MFCS, Part I, volume 9234 of LNCS, pages
307–318. Springer, 2015.

[18] B. L. Kaminski, J.-P. Katoen, C. Matheja, and F. Olmedo. Weakest
precondition reasoning for expected run–times of probabilistic pro-
grams. In Proc. of ESOP, LNCS, 2016. To appear.

[19] R. M. Karp. Probabilistic recurrence relations. J. ACM, 41(6):1136–
1150, 1994.

[20] D. Kozen. Semantics of Probabilistic Programs. J. Comput. Syst. Sci.,
22(3):328–350, 1981.

[21] J. McConnell. Analysis of Algorithms – An Active Learning Approach.
Jones and Bartlett Publishers, Inc., 2008.

[22] A. McIver and C. Morgan. Partial correctness for probabilistic de-
monic programs. Theor. Comp. Sc., 266(12):513 – 541, 2001.

[23] A. McIver and C. Morgan. Abstraction, Refinement And Proof For
Probabilistic Systems. Springer, 2004.

[24] M. Mitzenmacher and E. Upfal. Probability and Computing: Ran-
domized Algorithms and Probabilistic Analysis. Cambridge Univer-
sity Press, 2005.

[25] C. Morgan. Proof rules for probabilistic loops. In Proceedings of the
BCS-FACS 7th Refinement Workshop. Springer, 1996.

[26] G. Nelson. A generalization of Dijkstra’s calculus. ACM Trans.
Program. Lang. Syst., 11(4):517–561, Oct. 1989.

[27] T. Nipkow. Hoare logics for recursive procedures and unbounded
nondeterminism. In Proc. of CSL, volume 2471 of LNCS, pages 103–
119. Springer, 2002.

[28] F. Olmedo, B. L. Kaminski, J. Katoen, and C. Matheja. Reasoning
about recursive probabilistic programs. CoRR, abs/1603.02922, 2016.

[29] A. Pfeffer. Practical Probabilistic Programming. Manning Publica-
tions, 2016.

[30] A. Pfeffer and D. Koller. Semantics and inference for recursive
probability models. In Proc. of AAAI, pages 538–544. AAAI Press
/ The MIT Press, 2000.

[31] N. Toronto, J. McCarthy, and D. V. Horn. Running probabilistic
programs backwards. In Proc. of ESOP, volume 9032 of LNCS, pages
53–79. Springer, 2015.

[32] X. Zhang, M. Munro, M. Harman, and L. Hu. Weakest precondition
for general recursive programs formalized in Coq. In Proc. of TPHOL,
volume 2410 of LNCS, pages 332–348. Springer, 2002.

681



Healthiness from Duality

Wataru Hino Hiroki Kobayashi
Ichiro Hasuo

University of Tokyo, Japan
{wataru, hkoba7de, ichiro}@is.s.u-tokyo.ac.jp

Bart Jacobs
Radboud University Nijmegen, the Netherlands

bart@cs.ru.nl

Abstract
Healthiness is a good old question in program logics that dates back
to Dijkstra. It asks for an intrinsic characterization of those predi-
cate transformers which arise as the (backward) interpretation of a
certain class of programs. There are several results known for health-
iness conditions: for deterministic programs, nondeterministic ones,
probabilistic ones, etc. Building upon our previous works on so-
called state-and-effect triangles, we contribute a unified categorical
framework for investigating healthiness conditions. This framework
is based on a dual adjunction induced by a dualizing object and on
our notion of relative Eilenberg-Moore algebra. The latter notion
seems interesting in its own right in the context of monads, Lawvere
theories and enriched categories.

Categories and Subject Descriptors F.3.2 [Semantics of Program-
ming Languages]: Algebraic Approaches to Semantics

Keywords program logic, category theory, duality

1. Introduction
Predicate Transformer Semantics of Computation Program log-
ics are formal systems for reasoning about programs. They come in
different styles: in the Floyd-Hoare logic [14] one derives triples of
a precondition, a program and a postcondition; dynamic logics [10]
are logics that have programs as modal operators; type-theoretic pre-
sentations would have predicates as refinement (or dependent) types,
allowing smooth extension to higher-order programs; and many pro-
gram verification tools for imperative programs have programs rep-
resented as control flow graphs, where predicates are labels to the
edges. Whatever presentation style is taken, the basic idea that un-
derlies these variations of program logics is that of weakest precon-
dition, dating back to Dijkstra [7]. It asks: in order to guarantee a
given postcondition after the execution of a given program, what
precondition does it suffice to assume, before the execution?

Through weakest preconditions a program gives rise to a (back-
ward) predicate transformer that carries a given postcondition to
the corresponding weakest precondition. This way of interpreting
programs—sometimes called axiomatics semantics [34]—is in con-
trast to (forward) state transformer semantics where programs are
understood as functions (possibly with branching or side effects)
that carry input states/values to output ones.
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Predicate Transformer Semantics and Quantum Mechanics The
topic of weakest precondition and predicate transformer semantics
is classic in computer science, in decades of foundational and prac-
tical studies. Recently, fresh light has been shed on their structural
aspects: the same kind of interplay between dynamics and observa-
tions for quantum mechanics and quantum logic appears in predi-
cate transformer semantics, as noted by one of the current authors—
together with his colleagues [17, 19, 20]. This enabled them to single
out a simple categorical scheme—called state-and-effect triangles—
that is shared by program semantics and quantum mechanics.

On the program semantics side, the scheme of state-and-effect
triangles allows the informal “duality” between state and predicate
transformer semantics to be formalized as a categorical duality. In-
terestingly, the quantum counterpart of this duality is the one be-
tween the Schrödinger and Heisenberg pictures of quantum mechan-
ics. In this sense the idea of weakest precondition dates back before
Dijkstra, and before the notion of program.

State-and-effect triangles will be elaborated on in Section 3.1;
we note at this stage that the term “effect” in the name refers to
a notion in quantum mechanics and should be read as predicate
in the programming context. In particular, it has little to do with
computational effect.

In Search of Healthiness The question of healthiness conditions
is one that is as old as the idea of weakest precondition [7]: it
asks for an intrinsic characterization of those predicate transformers
which arise as the (backward) interpretation of programs. One basic
healthiness result is for nondeterministic programs. The result is
stated, in elementary terms, as follows.

Theorem 1.1 (healthiness under the “may”-nondeterminism). 1.
Let R ✓ X ⇥ Y be a binary relation; it is thought of as a
nondeterministic computation from X to Y . This R induces a
predicate transformer (wp for “weakest precondition”)

wp⌃(R) : 2Y �! 2X , defined by
wp⌃(R)(f)(x) = 1 () 9y 2 Y. (xRy ^ f(y) = 1),

for each f : Y ! 2 (thought of as a predicate and more specifi-
cally as a postcondition) and each x 2 X .

2. (Healthiness) Let ' : 2Y ! 2X be a function. The following are
equivalent.
(a) The function ' arises in the way prescribed above. That is,

there exists R ✓ X ⇥ Y such that ' = wp⌃(R).
(b) The map ' is join-preserving, where 2Y and 2X are equipped

with (the pointwise extensions of) the order 0 < 1 in 2.

Here we interpret 0 2 2 as false and 1 2 2 as true, a convention we
adopt throughout the paper.

There are many different instances of healthiness results. For ex-
ample, the works [21, 27] study probabilistic computations in place
of nondeterministic ones; the (alternating) combination of nondeter-
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ministic and probabilistic branching is studied in [31]; and Dijkstra’s
original work [7] deals with the (alternating) combination of nonde-
terminism and divergence. In fact it is implicit in our notation wp⌃
that there is a possible “must” variant of Theorem 1.1. In this variant,
another predicate transformer wp⇤ is defined by

wp⇤(R)(f)(x) = 1 () 8y 2 Y. (xRy ) f(y) = 1), (1)

requiring that every possible poststate must satisfy the postcondition
f . The corresponding healthiness result has it that the resulting
predicate transformers are characterized by meet-preservation.

The goal of the current work is to identify a structural and
categorical principle behind healthiness, and hence to provide a
common ground for the existing body of healthiness results, also
providing a methodology that possibly aids finding new results.

Our Contributions We shall answer to the above question of “cat-
egorical healthiness condition” by unifying two constructions—or
recipes—of state-and-effect triangles.

• One recipe [11, 12] is called the modality one, whose modeling
of situations like in Theorem 1.1 is centered around the notion
of monad. Firstly, the relevant class of computations (nondeter-
ministic, diverging, probabilistic, etc.) is determined by a monad
T , and a computation is then a function of the type X ! TY .
Secondly, the set ⌦ of truth values (such as 2 in Theorem 1.1)
carries a T -algebra ⌧ : T⌦ ! ⌦; it represents a modality such
as ⌃ and ⇤.

• The other recipe [18] is referred to as the dual adjunction one. It
takes a dual adjunction C ))

? Dop

hh as an ingredient; and uses
two comparison functors—from a Kleisli category and to an
Eilenberg-Moore category—to form a state-and-effect triangle,
additionally exploiting D’s completeness assumption. One no-
table feature is that the resulting state-and-effect triangle is au-
tomatically “healthy”—this is because comparison functors are
full and faithful.

Combining the two recipes we take advantages of both: the for-
mer provides a concrete presentation of predicate transformers by a
modality; and the latter establishes healthiness. We demonstrate that
many known healthiness results are instances of this framework.

The key to combining the two recipes is to interpret a monad T
on Set in a category D that is other than Set. For this purpose—
assuming that the dual adjunction in the second recipe is given with
a dualizing object—we introduce the notion of D-relative T -algebra
and develop its basic theory. Notably the structure map of a D-
relative T -algebra is given by a monad map from T to a suitable
continuation-like monad (that arises from the aforementioned dual
adjunction). This notion seems to be more than a tiny side-product
of the current venture: we expect it to play an important role in the
categorical model theory (see e.g. [1, 28, 30]) where the equivalence
between (finitary) monads and Lawvere theories is fundamental. See
below for further discussions.

Related and Future Work We believe the current results allow
rather straightforward generalization (from ordinary, Set-based cat-
egory theory) to enriched category theory [25]. For example, the use
of the |X|-fold product ⌦X can be replaced by the cotensor [X,⌦].
Doing so, and identification of this generalization’s relevance in pro-
gram logics, is left as future work.

The current theoretical developments are heavily influenced by
Lawvere theories, another categorical formalization of algebraic
structures that is (if finitary) equivalent to monads. In particular, our
notion of relative algebra is aimed to be a (partial) answer to the
oft-heard question: A Lawvere theory can be interpreted in different
categories. Why not a monad? We intend to establish formal rela-
tionships in future work, possibly in an enriched setting. There the
line of works on enriched Lawvere theories will be relevant [16, 28].

The first observation in this direction is that: a monad T on Set

gives rise to a (possibly large) “Lawvere theory” K`(T )op; and then
its “algebra” in a category D (with enough products) is a product-
preserving functor K`(T )op ! D.

What is definitely lacking in the current work (and in our pre-
vious work [12, 18]) is syntax for programs/computations and pro-
gram logics. In this direction the work [8] presents a generic set of
inference rules—that is sound and relatively complete—for a certain
class of monadic computations.

We are grateful to a referee who brought our attention to re-
cent [15]. Motivated by the modal logic question of equivalences be-
tween Kripke frames and modal algebras—possibly equipped with
suitable topological structures—they are led to a framework that is
close to ours. Their aim is a dual equivalence between a Kleisli cat-
egory K`(T ) and a category of algebras D, and our goal of health-
iness (i.e. a full and faithful functor K`(T ) ! Dop) comes short
of such only by failure of iso-denseness. Some notable differences
are as follows. Firstly, in [15] principal examples of a monad T is
for nondeterminism, so that a Kleisli arrow is a relation, whereas
we have probability and alternation as other leading examples. Sec-
ondly, in place of relative algebra (that is our novelty), in [15] they
use the notion of algebra that is syntactically presented with opera-
tions. Unifying the results as well as the motivations of the two pa-
pers is an exciting direction of future research. See also Remark 2.2.

Another closely related work [23] studies healthiness from a
domain-theoretic point of view. While it is based on syntactic pre-
sentations of algebras (differently from our monadic presentations),
notable similarity is found in its emphasis on continuation monads.
Its domain-theoretic setting—every construct is DCpo-enriched—
will be relevant when we wish to accommodate recursion in our cur-
rent results, too.

Organization of the Paper We exhibited our leading example in
Theorem 1.1. In Section 2 we describe its proof—in a categorical
language—and this will motivate our general framework. After re-
calling the scheme of state-and-effect triangles in Section 3, in Sec-
tion 4 we unify two known recipes for them to present a new rel-
ative algebra recipe. The basic theory of relative algebras is devel-
oped there, too. Section 5 is devoted to probabilistic instances of
our framework. Finally in Section 6 we further extend the generic
framework to accommodate alternating branching that involve two
players typically with conflicting interests.

Some proofs and details are deferred to the appendix in [13].

Preliminaries and Notations We assume familiarity with basic
category theory, from references like [2, 29]. We list some categories
that we will use, mostly for fixing notations: the category Set of sets
and functions; the category Rel of sets and binary relations; and the
categories CL

W and CL

V of complete join- and meet-semilattices,
and join- and meet-preserving maps between them, respectively.1
Given a monad T , its Eilenberg-Moore and Kleisli categories are
denoted by EM(T ) and K`(T ), respectively. Their definitions are
found e.g. in [2, 29].

We shall be using various “hom-like” entities such as homsets,
exponentials, cotensors and so on; they are denoted by C(X,Y ),
Y X , [X,Y ], etc. For those entities we abuse the notations f⇤ and f⇤
and use them uniformly for the precomposition and postcomposition
morphisms, such as:

f

⇤ = (�) � f : ZY �! Z

X and f⇤ = f � (�) : XZ �! Y

Z
,

1 Here a complete join-semilattice is a poset with arbitrary joins
W

. It is well-
known that in this case arbitrary meets

V
exist, too; we say “join-” to indicate

the notion of homomorphism we are interested in.
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for f : X ! Y . Another generic notation we will use for those
hom-like entities is (�)] for correspondences like

f : B ! AX ��
f ] : X ! AB .

An example of such is via the universality of products:

f : B �! A

X in a category D with arbitrary products

f

] : X �! D(B,A) in Set

where A,B 2 D, X 2 Set and AX is the |X|-fold product of A.
We shall use a somewhat unconventional notation of writing

Xx for an (Eilenberg-Moore) T -algebra x : TX ! X . In our
arguments the monad T is mostly obvious from the context, and
this notional convention turns out to be succinct and informative.

2. Leading Example: Nondeterministic
Computation and Join- (or Meet-) Preservation

In this section, as a leading example, we revisit the well-known
healthiness result in Theorem 1.1 together with its “must” variant.
We shall prove the results in an abstract categorical language, paving
the way to the general and axiomatic modeling in Section 3.

2.1 “May”-Nondeterminism
Regarding Theorem 1.1, one may wonder if the coincidence between
healthiness (join-preservation) and Eilenberg-Moore P-algebras
(complete join-semilattices) plays any role. This coincidence proves
to be a deceptive one—the essence lies rather in a factorization of
the powerset monad P by a dual adjunction, as we shall describe.

Set

2

(�)

,,
? (CL

W)op

[�,2]W
jj (2)

We have a dual adjunction be-
tween Set and the category CL

W

of complete join-semilattices and join-
preserving maps; see (2). It is given by
a dualizing object 2, in the “homming-in” manner:

2(�) : Set �! (CL

W)op; X 7�! 2X ,
[�, 2]W : (CL

W)op �! Set; L 7�! [L, 2]W ;

here 2 is the poset {0 < 1}, the poset 2X is the |X|-fold product
of 2, and [L, 2]W = CL

W(L, 2) is the set of join-preserving maps.
This adjunction yields a monad X 7! [2X , 2]W on Set; the unit ⌘
of the monad [2(�), 2]W is defined by ⌘X(x) = �f. f(x) and the
multiplication µX is µX(⌅) = �f.⌅(�⇠. ⇠(f)).

The following is the first key observation.

Lemma 2.1. The monad [2(�), 2]W is isomorphic to the power-
set monad P , with an isomorphism � : P ⇠

=! [2(�), 2]W given by
�X(S) = �f.

W
x2S f(x).

The isomorphism in Lemma 2.1 puts us in the following situation.

K`(P)
K`(�)

⇠
=

// K`
�
[2(�)

, 2]W
� K //

""

(CL

W)op

rr
Set

cc
55

a a (3)

Here K`(�) is the functor induced by the monad isomorphism � in
Lemma 2.1 (see the appendix of [13] for monad maps); and K is
the comparison functor from the Kleisli adjunction as the “initial”
factorization of a monad. See e.g. [2, 29].

The second key observation is that the top composite K �
K`(�)—its action on arrows, precisely—coincides with the predi-
cate transformer wp⌃ in Theorem 1.1. Indeed, identifying a binary
relation R ✓ X ⇥ Y with a function X ! PY and hence with
a morphism X ! Y in K`(P), the action of K � K`(�) can be
concretely described as follows. The arrows on the second line are

all in Set.

K`(P)
K`(�)

// K`
�
[2(�)

, 2]W
� K // (CL

W)op

(X
R�! PY )

� //
�
X

�
Y

�R����! [2Y , 2]W
� � // (2X

K(�
Y

�R) ������� 2Y )

Unfolding the construction of the comparison functor K, the func-
tion K(�Y � R) : 2Y ! 2X in the end is presented as follows.
Given f : Y ! 2,

K(�Y � R)(f) = �x. (�Y �R)(x)(f) = �x.
_

{ f(y) | x R y } .

This is nothing but the predicate wp⌃(R)(f) : X ! 2 as defined in
Theorem 1.1. Thus we have established, for each X and Y ,

(K � K`(�))X,Y = (wp⌃)X,Y : K`(P)(X,Y ) ! CL

W(2Y , 2X) .

The last key observation is that a comparison functor is full
and faithful in general. The action (K � K`(�))X,Y is therefore
bijective; hence so is (wp⌃)X,Y . This proves Theorem 1.1.

In the arguments above the key observations have been: 1) factor-
ization of a monad via a dual adjunction (Lemma 2.1); 2) a monad
map � giving rise to a predicate transformer wp⌃ = K � K`(�);
and 3) the role of a comparison functor K—in particular that its
fullness entails healthiness. Our general framework will be centered
around these three notions (dual adjunction, monad map and com-
parison), with our notion of relative algebra bonding them together.

Remark 2.2. In the above we obtained a full and faithful functor
K`(P) ! (CL

W)op. Cutting down its codomain, via an isomor-
phism between K`(P) and the category Rel of sets and relations,
yields a dual equivalence Rel ' (CABA

W)op. This dual equiva-
lence is a well-known one, found e.g. in [9, Section II.9] and [22].

In contrast to the current work on healthiness, a dual equivalence
is pursued often in the context of modal logic; see e.g. [15]. Further
investigation on their relationship is future work.

2.2 “Must”-Nondeterminism
We noted after Theorem 1.1 that a “must”-predicate transformer
wp⇤ can be conceived for nondeterministic computations, besides
the “may” one wp⌃. See (1). We shall briefly describe how this
variant is supported by the same line of arguments as in Section 2.1.

Set

2

(�)

,,
? (CL

V)op

[�,2]V
jj (4)

The only difference from Sec-
tion 2.1 is that we replace the dual ad-
junction (2) with the one in (4). The lat-
ter is given, as before, by 2(�) : Set !
(CL

V)op;X 7! 2X , and [�, 2]V : (CL

V)op ! Set; L 7!
[L, 2]V. The new adjunction (4) factorizes the powerset monad P ,
as shown much like Lemma 2.1.

Lemma 2.3. A natural transformation �0 : P ! [2(�), 2]V given
by �0

X(S) = �f.
V

x2S f(x) is an isomorphism of monads.

Now we are in a situation that is analogous to (3); in particular
it gives us a composite K`(P)

�0
�! K`

�
[2(�), 2]V

� K0
��! (CL

V)op,
where K0 is a suitable comparison functor (that is full and faithful).
Working out the concrete definitions we easily observe that

(K0 � �0)X,Y = (wp⇤)X,Y = �R.�f.�x.
V

{ f(y) | x R y }
: K`(P)(X,Y ) �! CL

V(2Y , 2X) .

This leads to the following analogue to Theorem 1.1.

Theorem 2.4 (healthiness under the “must”-nondeterminism). Let
' : 2Y ! 2X be a function. The following are equivalent.

1. There exists R ✓ X ⇥ Y such that ' = wp⇤(R). Here wp⇤ is
from (1).

2. The map ' is meet-preserving.
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3. State-and-Effect Triangles
We continue Section 2 and present a general and categorical frame-
work for establishing (possibly partial) healthiness results. We shall
first recall the scheme of state-and-effect triangles [17–19], and two
of its “recipes” [12, 18] which are relevant here.

3.1 State-and-Effect Triangles
State-and-Effect Triangles, in Quantum Logic and Program Logic
In the previous work [17–19] situations called state-and-effect tri-
angles have been found to be fundamental in various examples of
predicate transformers. More specifically, the triangular scheme dic-
tates how computations, forward state-transformer semantics and
backward predicate-transformer semantics are organized, in terms
of categories, functors and a dual adjunction.

0

@
predicate

transformers
(or “effects”)

1

A
op

..

nn
>

0

@
state

transformers
(or “states”)

1

A

�
computations

� state transformer
semantics

99

predicate transformer
semantics

ff
(5)

The name “state-and-effect triangle” comes from the operational
study of quantum logics; here the term “state” refers to a state
of a quantum system—possibly a mixed state, i.e. a probabilistic
ensemble

P
i2I ci|'iih'i| over pure states—and the term “effect”

refers to the notion in quantum theory, i.e. a convex-linear map
from (quantum) states to the values in the interval [0, 1]. The dual
adjunction at the top of (5), in such quantum settings, represents the
duality between the so-called Schrödinger and Heisenberg pictures
of quantum mechanics.

In our current context of program semantics and program logics,
the term “state” in the state-and-effect triangles is more intuitively
understood as superposed states, and the term “effect” is understood
as predicates. See (5). We emphasize, in particular, that the term
“effect” in the state-and-effect triangles refers to the quantum no-
tion and has nothing to do with computational effects in functional
programs.

It is interesting that the same categorical scheme underlies quan-
tum logics and program logics. This is essentially because they share
the combination of logic and dynamics. For example, in quantum
mechanics predicates (or “effects”) have a distinctively operational
flavor—measurements cause projection of quantum states.

An Example Let us exhibit an example. It is based on the construc-
tions in Section 2.1, although the triangle itself was not explicit.

CLopW

R

,,
> EM(P)

L

ll

K`(P)wp⌃

bb

K

== with wp⌃ ⇠= LK. (6)

The fact that wp⌃ is a contravariant functor means that the (pred-
icate transformer) semantics expressed by it is a backward one.
The comparison functor K from the Kleisli category K`(P) to the
Eilenberg-Moore category EM(P) acts concretely as follows:2

�
X

f�! Y in K`(P)
�
, i.e.

�
X

f�! PY in Set

�

K7�!
�
PX

Kf��! PY, (U ✓ X) 7�!
S
{ f(x) | x 2 U }

�
.

The intuition is that U 2 PX is a “superposed state” that indicates
which states are possibly the current state. The triangle (6) stipulates

2 The comparison functor K : K`(P) ! EM(P) here is different from the
one K : K`(P) ! (CL

W)op in Section 2.1, although they arise from the
same “universality” of K`(P). Using the same notation K will not cause
confusion.

that wp⌃ factors through K. Finally, the healthiness condition—that
the image of wp⌃ is characterized by join-preservation—translates
to the statement that the functor wp⌃ in (6) is full.

Instances of state-and-effect triangles abound, from quantum
mechanics to computations with various notions of branching. See
e.g. [18, 19]; later in this paper there will be further examples, too.

3.2 The Dual Adjunction Recipe
One “recipe” for state-and-effect triangles is introduced in [18]; we
refer to it as the dual adjunction recipe. It works as follows.
• One starts with a monad T on C, and its “factorization”

CT=GF <<

F

**
? Dop .

G

ii (7)

The adjunction is contravariant for the sake of argument.
• As is well-known (see e.g. [2, 29]), there arise two comparison

functors K and R, induced by the “universality” of the Kleisli
and Eilenberg-Moore constructions respectively, as below.

K`(T )

K

++
Dop

R

,,
EM(T )

C

ee

##
a

FF

⌃⌃
a

11

pp

a
(8)

• We organize the three categories on the top in the previous dia-
gram (8) as a triangle. This gives rise to the following situation.

Dop

R // EM(T )

K`(T )
K

``

R�K

;;

• A left adjoint to R will complete a state-and-effect triangle.
For its existence we assume suitable equalizers in D (hence
coequalizers in Dop) and use a variant of Beck’s monadicity
theorem.

Dop

R

,,
> EM(T )

L

kk

K`(T )K

ZZ

R�K

@@
(9)

A formal statement is as follows.

Theorem 3.1 (the dual adjunction
recipe, [18, Theorem 1]). Assume
an adjunction (7) and a monad
T = GF . Assume further that the category D has equalizers of
reflexive pairs. Then we have a situation in (9) with LRK ⇠= K.
Moreover K is full and faithful.

Proof. The constructions have already been sketched in the above;
see [18] for details. That the comparison functor K is full and
faithful is standard; see e.g. [2, 29].

Note that the dual adjunction recipe in Theorem 3.1 automati-
cally derives healthiness (that K is full and faithful). This recipe,
though powerful, is also restrictive: it obviously cannot be used to
derive a non-full predicate transformer semantics. Furthermore, the
example in (6) cannot be directly derived using the dual adjunction
recipe: to do so we would need a slight generalization of the recipe
that accommodates a natural isomorphism T ⇠= GF—in place of
the equality T = GF—in the factorization (7). Our generalized,
“combined” recipe later in Section 4 will address these issues.

3.3 The Modality Recipe
Here we review the other previous recipe that we will be based on;
it is derived from the framework of monadic predicate transformers
from [11, 12].3 It is centered around the notion of modality—given

3 In [11, 12] the framework is Pos-based rather than Set-based. Here for
simplicity we present a Set-based framework; our generalization later will
account for the Pos-based one as an instance.
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as an Eilenberg-Moore T -algebra ⌧ : T⌦ ! ⌦ over the domain ⌦
of truth values—and interprets functions of the type X ! TY , that
is, T -branching computations.

Definition 3.2 (P⌧ ). Let ⌧ : T⌦ ! ⌦ be a T -algebra; it is called a
modality. It induces a functor P⌧ : K`(T ) ! Set

op that is defined
by: P⌧X = ⌦X and

P⌧�X f�! Y (in K`(T ))
�
=

�
⌦Y ⌧]

�! ⌦TY f⇤
��! ⌦X �

.

Recall that f⇤ denotes precomposition of f . Here ⌧ ] is the ex-
tension map that extends h : Y ! ⌦ to a T -algebra morphism
⌧ ](h) : TY ! ⌦, via the bijective “freeness” correspondence

Y �! ⌦ in Set

.. ⇣ TTY

#µ
TY

⌘
�!

⇣ T⌦
#⌧
⌦

⌘
in EM(T ) .

Note that P⌧ (f) can be alternatively described as follows. Given
f : X ! TY (a computation) and h : Y ! ⌦ (a postcondition),
the function P⌧ (f)(h) : X ! ⌦ (the weakest precondition) is the
composite X

f�! TY
Th��! T⌦

⌧�! ⌦.

The functor P⌧ is the backward predicate transformer semantics
induced by the modality ⌧ . It sends a state space X to the set ⌦X of
predicates over X; and a computation f : X ! TY is sent to to the
(backward) predicate transformer P⌧f : ⌦Y ! ⌦X . The definition
of P⌧f requires a T -algebra structure on ⌦; it determines how to
interpret T -effects, and hence is called a modality.

Example 3.3. Consider the set 2 = {0, 1} of the Boolean truth
values. There are two P-algebra structures over 2:

⌧⇤ =
^

: P2 ! 2 and ⌧⌃ =
_

: P2 ! 2 ,

where inf and sup refer to the order 0 < 1. The former is the “must”
modality, whereas the latter is the “may” one.

A modality ⌧ : T⌦ ! ⌦ gives rise to an instance of the state-
and-effect triangle.

Theorem 3.4 (the modality recipe, [11, 12]). Let ⌧ : T⌦ ! ⌦ be
an Eilenberg-Moore algebra. It gives rise to the following situation,
with P⌧ factorized as P⌧ ⇠= [�,⌦⌧ ]T � K.

Set

op

⌦

(�)

⌧

,,
> EM(T )

[�,⌦
⌧

]

T

ll

K`(T )P⌧

^^

K

>>
(10)

Here P⌧ is from Definition 3.2, and K is the comparison functor. The
dual adjunction on the top is induced by the dualizing object ⌦⌧ .4
Specifically, the functor [�,⌦⌧ ]T = EM(T )(�,⌦⌧ ) is the homset
functor; and ⌦X

⌧ for a set X is the X-fold product of the T -algebra
⌦⌧ . The latter is explicitly given by the transpose of

X
id

]

! Set(⌦X ,⌦)
T
⌦

X

,⌦����! Set

�
T (⌦X), T⌦

� ⌧⇤! Set

�
T (⌦X),⌦

�

where id] is the transpose of the identity id : ⌦X ! ⌦X and T
⌦

X ,⌦

is the action of T on homsets.

4. The “Relative Algebra” Recipe for
State-and-Effect Triangles

We unify the two recipes (dual adjunction and modality) to render
a general one. It is called the relative algebra recipe, because of the
role played by our notion of relative Eilenberg-Moore algebra.

4 Recall our notational convention that an Eilenberg-Moore algebra
⌧ : T⌦ ! ⌦ is denoted by ⌦⌧ . See Section 1.

4.1 Relative Eilenberg-Moore Algebra
We shall introduce the notion of relative Eilenberg-Moore algebra
for a monad T on Set and a category D with small products.
Notably its carrier object is an object of D; hence what we do is
arguably to interpret a monad T on Set over a different category D.

Remark 4.1. We expect further generalization is possible. The de-
velopments below bear a strong enriched flavor; and we envisage
a general framework where a V-monad T on an SMCC V is inter-
preted over an arbitrary V-enriched category D. Working out the
precise statements is future work.

Let D be a category with arbitrary products. For each object
A 2 D there is a dual adjunction, with A playing the role of a
dualizing object.

Set

A(�)

++
? Dop

D(�,A)

kk , by B �! AX in D
X �! D(B,A) in Set

. (11)

This is much like in (2); recall that AX denotes the |X|-fold product
of A 2 D (i.e. a cotensor, in the enriched terms).

This adjunction induces a continuation-like monad D(A(�), A).

Definition 4.2 (D-relative T -algebra). Let T be a monad on Set,
and D be a category with small products. A D-relative T -algebra is

a pair
�
A, ↵ : T ! D(A(�), A)

�

of an object A 2 D and a monad map ↵ from T to the continuation-
like monad D(A(�), A) from (11).

A morphism of D-relative T -algebras, say from (A,↵) to
(B,�), is a morphism f : A ! B in D such that the following
diagram commutes for each X 2 Set.

AX
↵
]

X //

f⇤ ✏✏

ATX

f⇤✏✏

BX
�
]

X // BTX

Here ↵]
X is induced canonically from ↵X : TX ! D(AX , A), via

the bijective correspondence in (11) (the universality of products).
D-relative T -algebras, together with their morphisms, form a

category EM(T ;D) that we call the D-relative Eilenberg-Moore
category of T . It comes with an obvious forgetful functor to D:

UD : EM(T ;D) �! D . (12)

There are many questions to be asked about relative algebras, for
example if UD has a left adjoint. These questions are left as future
work: they seem to be best studied in conjunction with Lawvere
theories, and doing so deviates from the current paper’s focus.

We shall still show that relative algebras generalize the usual no-
tion of Eilenberg-Moore algebra. We rely on the following folklore
result on: algebras, and monad maps to continuation-like monads. It
is used e.g. in [24, 26].

Proposition 4.3. Let C be a complete category and T be a monad
on C. For each object A 2 C, there is a canonical bijective corre-
spondence between: 1) T -algebras ↵̂ : TA ! A with A being their
carrier objects; and 2) monad maps ↵ : T ! AC(�,A).

The concrete correspondence is given by: ↵X =
⌦
TX

Tf��!
TA

↵̂�! A
↵
f2C(X,A)

and ↵̂ =
�
TA

↵
A��! AC(A,A)

⇡
id

A���! A
�
.

Moreover, f : A ! B is a T -algebra morphism from (A, ↵̂) to
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(B, �̂) if and only if the following diagram commutes.

C(X,A)
↵
]

X //

f⇤✏✏

C(TX,A)
f⇤✏✏

C(X,B)
�
]

X // C(TX,B)

Here a]
X is defined analogously to Definition 4.2.

This result and Definition 4.2 yields the following. There we also
need the isomorphism Set(AX , A) ⇠= ASet(X,A) that identifies
homsets and cotensors. This is available since Set is self-enriched.

Corollary 4.4. Let T be a monad on Set. We have an isomorphism
EM(T ;Set) ⇠= EM(T ).

Remark 4.5. There is a Lawvere theory-like intuition behind
Proposition 4.3 (from which we came up with Definition 4.2).
Given an algebra ↵̂ : TA ! A, the corresponding monad map
↵X : TX ! AC(X,A) is understood as: “given an algebraic/syntactic
term t 2 TX with variables from X , and a valuation V : X ! A,
the element ↵X(t)(V ) 2 A is how t is interpreted under V (inter-
preting variables) and ↵̂ (interpreting algebraic operations).”

Lawvere theories are interpretation-free—hence “syntactic”—
presentations of algebraic structures. They are therefore subject to
interpretation in any category D with finite products; see e.g. [16].
In contrast, monads—although their equivalence to Lawvere theo-
ries is well-known, see e.g. [28]—are always tied to their base cat-
egory. Our notion of D-relative T -algebra is how to “interpret” the
algebraic structure embodied as a monad T (on Set) on another
category D.5

Example 4.6. Let List denote the list monad on Set, whose
Eilenberg-Moore algebras are monoids. For D = Top, the cat-
egory of topological spaces and continuous maps, the category
EM(List;Top) is exactly the category of topological monoids.
Similarly for D = Pos, the category of posets and monotone maps,
the category EM(List;Pos) is that of ordered monoids. The same
phenomena can be observed for many other monads T and cate-
gories D.

We exhibit a change-of-base result. In the case of Lawvere the-
ories, we can map a D-model of a theory to a D0-model along a
(finite) product-preserving functor H : D ! D0.

Proposition 4.7. Let D, D0 be categories with small products and
H : D ! D0 be a product-preserving functor. Then H canonically
lifts to a functor H : EM(T ;D) ! EM(T ;D0), with

EM(T ;D)
H //

UD ✏✏

EM(T ;D0)
UD0✏✏

D H // D0 .

(13)

The functor H preserves arbitrary products. Moreover, if H is faith-
ful, so is H .

4.2 A State-and-Effect Triangle via Relative Algebras
In the “modality” recipe in Section 3.3, the key to a dual adjunction
between Set and EM(T ) was to use a T -algebra as a dualizing
object. We shall now extend this from Set to a general category D,
using a D-relative T -algebra in place of a T -algebra.

5 We speculate that, when a monad T is bounded, our notion of relative T -
algebra coincides with the models of the Lawvere theory LT induced by T .
We note however that relative T -algebras can be defined even for unbounded
T . We need this feature, too, since we deal with unbounded monad like the
powerset monad P .

Theorem 4.8 (the relative algebra recipe). Let ⌦D 2 D be an object
in a complete category D, and

⌦ =
�
⌦D, ⌧ : T ! D(⌦(�)

D ,⌦D)
�

be a D-relative T -algebra. This yields a state-and-effect triangle:

Dop

[�,⌦]D
,,

> EM(T )

[�,⌦]

T

ll

K`(T )
P⌧

ZZ

K

@@ with P⌧ ⇠= [�,⌦]T � K. (14)

Here K is the comparison functor. The other three functors are
defined as follows.

• ([�,⌦]D) For each D 2 D, the object [D,⌦]D is the set
D(D,⌦D) equipped with a T -algebra structure ⇣D defined by

T
�
D(D,⌦D)

� ⌧! D(⌦D(D,⌦D)

D ,⌦D)
(id

]

)

⇤
! D(D,⌦D) .

(15)
The last arrow precomposes id] : D ! ⌦D(D,⌦D)

D .
For a D-morphism k : D ! E, the T -algebra morphism k⇤ =
[k,⌦]D : [E,⌦]D ! [D,⌦]D is defined by the precomposition
map k⇤ : D(E,⌦D) ! D(D,⌦D) between the carrier sets.

• ([�,⌦]T ) Given a T -algebra Aa = (A, a : TA ! A), the D-
object [Aa,⌦]T is defined as the equalizer of a⇤, ⌧ ]

A : ⌦A
D ◆

⌦TA
D ; see the top row of (16) below. Given a morphism f : Aa !

Bb of T -algebras, a D-morphism f⇤ = [f,⌦]T : [Bb,⌦]T !
[Aa,⌦]T is induced by the universality of an equalizer, as below.

[Aa,⌦]T
eq

// ⌦A
D

a⇤
//

⌧
]

A

// ⌦TA
D

[Bb,⌦]T
eq

//

f⇤
OO

⌦B
D

b⇤ //

⌧
]

B

//

f⇤
OO

⌦TB
D .

(Tf)⇤
OO

(16)

• (P⌧ ) P⌧ : K`(T ) ! Dop is given by: P⌧ (X) = ⌦X
D , and

P⌧�X f�! TY (in K`(T ))
�
=

�
⌦Y

D
⌧]

! ⌦TY
D

f⇤
! ⌦X

D
�
.

Remark 4.9. The notations [Aa,⌦]T and [D,⌦]D are sort of abu-
sive, because ⌦ is not a T -algebra or a D-object. The notations re-
flect the dual nature of a D-relative T -algebra, in the sense that is
precisely described in the above. Later in Section 4.3 we develop
this point (and notations) more systematically.

The third relative algebra recipe in Theorem 4.8 combines the
previous two recipes. Indeed, the modality recipe in Section 3.3 is a
special case, much like usual T -algebras are special cases of relative
T -algebras (Corollary 4.4). The current generalization allows us to
have a category D—possibly other than Set—at the top-left of a
state-and-effect triangle. See (10) and (14).

Regarding the relationship to the dual adjunction recipe in Sec-
tion 3.2—that automatically ensures healthiness, see Theorem 3.1—
we have the following cornerstone result towards analysis of gen-
eral healthiness conditions. Note that the assumption T = GF
in (7) translates, in the context of Theorem 4.8, to the condition that
⌧ : T ! D(⌦(�)

D ,⌦D) is the identity.

Theorem 4.10 (categorical (partial) healthiness condition). Let
X,Y 2 Set. In the setting of Theorem 4.8:

• if ⌧Y : TY ! D(⌦Y
D,⌦D) is injective, the functor P⌧ ’s action

P⌧
XY : K`(T )(X,Y ) ! D(⌦Y

D,⌦X
D ) is injective;

• if ⌧Y is surjective, so is P⌧
XY .

It follows that, if ⌧ : T ! D(⌦(�)

D ,⌦D) is a natural isomorphism,
the functor P⌧ is full and faithful.
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The last corollary accounts for (part of) Theorem 1.1, generalizing
the arguments in Section 2.1. The proof of Theorem 4.10 is like the
proof of [29, Theorem IV.3.1], giving the correspondence between
monic/epic (co)units and fullness/faithfulness of adjoints.

4.3 Relative Algebras over a Concrete Category
We have obtained the third, unified recipe for state-and-effect tri-
angles in Theorem 4.8, together with a general healthiness result
(Theorem 4.10). The remaining piece towards the full coverage of
healthiness results like Theorem 1.1 is: how specific predicate trans-
former semantics—specified by a concrete modality (like wp⌃ via
⌃)—is related to constructs in the general recipe in Theorem 4.8.

To fill this missing piece we shall study a situation where D is
concrete, by which we specifically mean that: 1) we have a faithful
“forgetful” functor V : D ! Set; and 2) the functor V preserves
small limits. Examples are: the Eilenberg-Moore category EM(T )
of a monad T on Set; the categories Top and Pos; and other
categories of “sets with additional structures.”

By Proposition 4.7 and Corollary 4.4, the functor V : D ! Set

lifts to V : EM(T ;D) ! EM(T ). This gives rise to the following.

EM(T ;D)UD
rr

V
--D

V
-- EM(T )

U
qq

Set

Here UD is from (12). (17)

The diagram (17) is skewed (compared to (13)) to convey the in-
tuition that: an object in EM(T ;D) is a set equipped both with a
D-structure and with a T -algebra structure, in a compatible manner.
The developments below are aimed at formalizing this intuition.

Notation 4.11 (A,AD, A↵̂, A). From now on we adopt a notational
convention of writing: A for a set; AD for an object in D such
that V (AD) = A; A↵̂ for a T -algebra ↵̂ : TA ! A (hence
U(A↵̂) = A); and A 2 EM(T ;D) for a relative T -algebra such
that V UDA = UV A = A. See below, and compare it to (17).

A_UV =V UD
✏✏AD ⇢

V
,,

A↵̂
$

U
rrA

(18)

This convention, though admittedly confusing at first sight, follows
some literature on dualities (such as [6]) and allows us to describe
our technical developments in a succinct manner. We emphasize that

fixing A does not fix AD , Aâ or A.

The following characterization of D-relative T -algebras—it as-
sumes that D is concrete—embodies the intuition that they are
“T -algebras whose algebraic structures are compatible with D-
structures.” This is much like a topological monoid is a monoid
whose multiplication is continuous; see Example 4.6.

Proposition 4.12. Let A↵̂ =
�
A, ↵̂ : TA ! A

�
be a T -algebra

and AD 2 D be such that V AD = A. The following are equivalent.

1. There exists a D-relative T -algebra A such that V (A) = A↵̂

and UDA = AD . See below.

A%UD
rr ⇡ V

,,AD ⇡
V
,,

A↵̂
%

U
rrA

(19)

2. The following lifting condition holds: the monad map ↵ : T !
Set(A(�), A) induced by ↵̂ (Proposition 4.3) factors through
V : D(A(�)

D , AD) ! Set(A(�), A), as in

D(AX
D , AD)

V✏✏

TX
↵
X

//

↵
X

55

Set(AX , A) .
(20)

The latter is more concretely stated as follows: for each X 2
Set and t 2 TX , the function (↵X)(t) : AX ! A lifts to a
D-morphism (↵X)(t) : AX

D ! AD .

If the conditions hold, we say that AD and A↵̂ are compatible.

This result means: to render A 2 Set into a D-relative T -
algebra, it suffices to find a T -algebra structure and a D-structure
and then to check the above lifting condition. The lifting condition
in Proposition 4.12 is a direct generalization of the monotonicity
condition (precisely its pointwise version) used in [11, 12]; when
D = Pos we get the original monotonicity condition.

Under a further assumption that T is finitary, we can restrict the
required check to finite sets.

Proposition 4.13. Assume the setting of Proposition 4.12 and T
is finitary. A↵̂ and AD are compatible if and only if the lifting
condition (20) holds for any natural number n in place of X .

It follows that, in case the monad T is induced by some known
algebraic specification (⌃, E), checking the lifting condition can
further be restricted to “basic operations” � 2 ⌃. For instance, a
monoid (⌦, ?, e) and ⌦D 2 D satisfy the lifting condition if and
only if both the multiplication ? : ⌦⇥⌦ ! ⌦ and the unit e : 1 ! ⌦
lift to D-morphisms.

We can exploit the construction in Theorem 4.8 when D is
concrete. Assume we have a functor V : D ! Set that is faithful
and limit-preserving. Given a D-object D, the T -algebra [D,⌦]D
can be understood as a homset D(D,⌦) with the pointwise T -
algebra structure along ⌦⌧ i.e. we regard it as a subalgebra of the
product ⌦V D

⌧ . Similarly we can see [Aa,⌦]T as the D-object whose
“carrier set” is EM(T )(Aa,⌦⌧ ) with the pointwise D-structure. It
is precisely stated as follows.

Proposition 4.14. In the situation of Theorem 4.8 we have U �
[D,⌦]D = D(D,⌦).

Furthermore, assume we have a limit-preserving functor V : D !
Set and let V (⌦) = ⌦⌧ . Then [D,⌦]D is a T -subalgebra of
⌦V D

⌧ —meaning that the algebraic structure of the former is a point-
wise extension of ⌧—and we have V � [�,⌦]T ⇠= EM(T )(�,⌦⌧ ).

In the latter setting of Proposition 4.14 where D is “concrete” with
V : D ! Set, let ⌦ = (⌦D, ⌧) 2 EM(T ;D) and V ⌦ =
⌦⌧ = (⌦, ⌧ : T⌦ ! ⌦) be its underlying T -algebra. These data
give rise to two different predicate transformer semantics: one is
P⌧ : K`(T ) ! Dop from the relative algebra ⌦ via the relative al-
gebra recipe (Theorem 4.8); and the other is P⌧ : K`(T ) ! Set

op

from the (ordinary) T -algebra ⌦⌧ via the modality recipe (Theo-
rem 3.4). Between these we have the following correspondence, as
we announced in the beginning of Section 4.3.

Proposition 4.15. In the situation of Theorem 4.8, additionally
assume that V : D ! Set is a faithful and limit-preserving functor.
Then, in terms of the above notations we have P⌧ ⇠= V � P⌧ .

Dop

V //
Set

op

K`(T )P⌧

aa

P⌧

<< (21)

We have required V : D ! Set to be limit-preserving; in fact it
mostly suffices to assume product-preservation. In that case the only
thing that fails is the isomorphism V � [�,⌦]T ⇠= EM(T )(�,⌦⌧ )
in Proposition 4.14, which is the result that connects the top-right
corner of the two (relative algebra and modality) triangles. Propo-
sition 4.15 is only concerned about the top-left and bottom corners,
and survives under V that preserves only products.
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4.4 Finitary Predicate Transformers
The categorical results so far for healthiness (Theorem 4.8 and 4.10)
are not enough for some instances of healthiness results, as we will
see in the examples of Section 5. Specifically, besides the structural
aspects covered by those results, we need to take account of sizes.

Throughout Section 4.4 we adopt the setting in Proposition 4.15,
i.e. the relative algebra recipe with a faithful and limit-preserving
V : D ! Set. In particular we have a D-relative T -algebra ⌦ =
(⌦D, ⌧), and ⌦⌧̂ = V ⌦ as its underlying T -algebra. Recall the
correspondence between ⌧̂ : T⌦ ! ⌦ and a monad map ⌧ (Propo-
sition 4.3).

The key observation is the following lemma.

Lemma 4.16. Let X be a set and t 2 TX . If T is finitary, the
map (⌧X)(t) : ⌦X ! ⌦ factors through a precomposition map
s⇤ : ⌦X ! ⌦X0

for some finite subset s : X 0 ⇢ X of X i.e. there
exists '0 : ⌦X0

! ⌦ such that (⌧X)(t) = '0 � s⇤.

We formulate a size restriction on predicate transformers.

Definition 4.17 (finitary predicate transformer). A predicate trans-
former ' : ⌦Y ! ⌦X is finitary if for each x 2 X there exists
a finite subset s : Y 0 ⇢ Y such that ⇡x � ' factors through the
precomposition s⇤. See below.

⌦Y 0

9'0

++⌦Y
s⇤
OO

'
// ⌦X

⇡
x

// ⌦
(22)

Corollary 4.18. Let T be finitary. For each f : X ! Y in K`(T ),
the predicate transformer P⌧ (f) : ⌦Y ! ⌦X is finitary.

Theorem 4.19 (healthiness, in a finitary setting). Let T be a monad
and ⌦ =

�
⌦D, ⌧ : T ! D(⌦(�)

D ,⌦D)
�

be a D-relative T -algebra.
Assume T is finitary, and that ⌧X is surjective—much like in Theo-
rem 4.10—but for each finite set X . Then, for each map ' : ⌦Y !
⌦X , the following are equivalent (healthiness).
• There exists f : X ! Y in K`(T ) such that P⌧ (f) = '.
• ' is finitary (Definition 4.17) and lifts to D. The latter means

there exists ' : ⌦Y
D ! ⌦X

D such that ' = '.

In particular, in case a monad T is finitary, every predicate trans-
former P⌧ (f) : ⌦Y ! ⌦X that arises from a “computation”
f : X ! TY is finitary in the sense of Definition 4.17. We will
see that this is indeed the case for the (sub)distribution monads
(Sections 5.2–5.3); these monads are finitary because we restrict to
(sub)distributions with a finite support.

We end with a topological interpretation of Definition 4.17.

Proposition 4.20. Let ⌦ be a finite set with the discrete topology. A
predicate transformer ' : ⌦Y ! ⌦X is finitary if and only if ' is
continuous with respect to the product topology of ⌦Y and ⌦X .

5. (Purely) Probabilistic Examples
The term probabilistic computation in the literature often refers to
one with an alternation of probabilistic and nondeterministic branch-
ing, the latter modeling (totally unknown) environments’ behaviors,
or a (demonic) scheduler. This will be an example of our extended
alternating framework of Section 6. Here we deal with computations
with purely probabilistic branching.

5.1 Monads and Modalities for Probabilistic Branching
One of the following monads replaces P in Section 2. We impose
the restriction of countable supports.

Definition 5.1 (the (sub)distribution monad D
=1

,D1

). The distri-
bution monad D

=1

on Set is such that: D
=1

X = {p : X ! [0, 1] |

P
x2X p(x) = 1, and p(x) = 0 for all but finitely many x 2 X};

D
=1

f(p)(y) =
P

x2f�1

(y) p(x) on arrows; its unit is the Dirac
distribution ⌘D

=1

X (x)(y) = 1 (if y = x) and 0 otherwise; and
µD

=1

X (�)(x) =
P

p2D
=1

X �(p) · p(x).
The subdistribution monad D1

is a variant defined by D1

X =
{p w/ finite supp. |

P
x2X p(x)  1}.

D
=1

-algebras are often called convex spaces, with convex sub-
sets in Rn as typical examples. D

=1

-algebra morphisms are convex
linear maps, accordingly.

A D1

-algebra x : D1

X ! X is in turn called a convex cone,
with the point x(0) 2 X (where 0 is the zero subdistribution) assum-
ing the special role of the apex of a cone. Indeed it is straightforward
to see that a convex cone is a “pointed convex space.”

Let us turn to modalities—i.e. D
=1

- and D1

-algebras—that
would induce predicate transformer semantics by the modality
recipe (Theorem 3.4). We adopt ⌦ = [0, 1], the unit interval, with
the intuition that “probabilistic predicates” are [0, 1]-valued random
variables whose values express the likelihood of truth.

Definition 5.2 (modalities for D
=1

,D1

). For D
=1

we use
⌧ : D

=1

[0, 1] ! [0, 1]; it uses the usual convex structure of [0, 1].
For D1

we have a continuum of modalities: for each real num-
ber r 2 [0, 1] a modality ⌧r : D1

[0, 1] ! [0, 1] is given by
⌧r(p) =

P
x2[0,1] xp(x) + r(1�

P
x p(x)).

We will in particular use ⌧
total

= ⌧
0

and ⌧
partial

= ⌧
1

; they are
called the total and partial modalities for D1

, respectively. In the
latter divergence—whose probability is expressed by 1�

P
x p(x)—

is deemed to yield truth. Hence ⌧
total

and ⌧
partial

are analogues of
⌃ and ⇤ in the nondeterministic setting (Section 2).

5.2 Healthiness for: Possibly Diverging Probabilistic
Computations and the Total Modality

We shall first focus on the subdistribution monad D1

and the to-
tal modality ⌧

total

. These data give rise to predicate transformer
semantics—in the form of a state-and-effect triangle (10)—via the
modality recipe (Theorem 3.4). In particular we obtain a functor
P⌧

total : K`(D1

) ! Set

op for interpreting a function X !
D1

Y ; the latter is identified with a probabilistic computation
from X to Y that is possibly diverging (accounted for by sub-
probabilities).

Our goal is a healthiness result in this setting, towards which we
rely on our relative algebra recipe. As we noted the original The-
orem 4.8 is not enough; we use its finitary variant (Theorem 4.19),
providing its ingredient (a relative algebra ⌦) by means of the lifting
result (Proposition 4.12).

It turns out that the category D in the relative algebra recipe
is given by so-called generalized effect modules. They have been
used in the context of categorical quantum logics [19] and the more
general theory of effectuses [5].

Definition 5.3 (GEMod). A partial commutative monoid (PCM)
is a set M with a partial binary sum > and a zero element 0 2 M that
are subject to: (x>y)>z ' x>(y>z), x>0 ' x and x>y ' y>x,
where ' is the Kleene equality. A generalized effect algebra is a
PCM (M,>, 0) that is positive (x > y = 0 ) x = y = 0) and
cancellative (x > y = x > z ) y = z).

A generalized effect module is a generalized effect algebra M
with a scalar multiplication · : [0, 1] ⇥ M ! M that satisfies
(r > s) · x ' (r · x) > (s · x), r · (x > y) ' (r · x) > (r · y),
1 ·x = x and r · (s ·x) = (r · s) ·x. Here for r, s 2 [0, 1] the partial
sum r > s = r + s is defined when r + s  1.

The category of general effect modules (with a straightforward
notion of their morphism, see [4]) is denoted by GEMod.

An example of a generalized effect module is the set D1

X of sub-
distributions over X . Here p> q 2 D1

X is given by (p> q)(x) =
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p(x) + q(x), which is well-defined clearly only if
P

x2X p(x) +
q(x)  1. The set D1

X comes with an obvious scalar multiplica-
tion, too. The unit interval [0, 1] is another example; so is its prod-
ucts [0, 1]X . See [4] for details.

For our purpose of healthiness conditions, we have to study the
monad map induced by the D1

-algebra ⌧
total

. It shall also be
denoted by ⌧

total

. The following is easy.

Lemma 5.4. The monad map ⌧
total

: D1

! Set([0, 1](�), [0, 1])
is concretely given by: (⌧

total

)X(p)(f) =
P

x2X f(x)p(x).

1. It lifts to ⌧
total

: D1

! GEMod([0, 1](�), [0, 1]), that is, the
map (⌧

total

)X(p) : [0, 1]X ! [0, 1] for each X and p 2 D1

X
preserves 0, > and scalar multiplication.

2. Furthermore (⌧
total

)Y : D1

Y ! GEMod([0, 1]Y , [0, 1]) is
an isomorphism for each finite set Y .

From the last lemma the following healthiness result follows im-
mediately, via our general results. Specifically: Lemma 5.4.1 dis-
charges the condition of Proposition 4.12 and provides the ingredi-
ent for the relative algebra recipe; we then exploit Lemma 5.4.2 and
that D1

is finitary in applying Theorem 4.19.

Theorem 5.5 (healthiness for D1

and ⌧
total

). For a function
' : [0, 1]Y ! [0, 1]X the following are equivalent: 1) there is
f : X ! D1

Y such that ' = P⌧
total(f); 2) ' is finitary (Defini-

tion 4.17) and is a morphism of generalized effect modules, meaning
that 0, > and scalar multiplications are preserved by '.

5.3 Healthiness for Other Variations
For the other two variations of monads and modalities we can use
the same arguments as in Section 5.2.

For the combination of D1

and the other modality ⌧
partial

, we
use the same category GEMod as an ingredient D; the difference
is that the induced monad map ⌧

partial

is “dualized.”

Theorem 5.6 (healthiness for D1

and ⌧
partial

). For a function
' : [0, 1]Y ! [0, 1]X the following are equivalent: 1) there is
f : X ! D1

Y such that ' = P⌧
partial(f); 2) ' is finitary and

is a morphism of generalized effect modules. Here [0, 1] is regarded
as a generalized effect module in the way dual to usual: its zero
element is 1, the partial sum ? is defined by x ? y = x+ y � 1 (if
the right hand side is in [0, 1]) and scalar multiplication � is defined
by r � x = r · x+ (1� r).

For the (not sub-) distribution monad D
=1

and the modality ⌧
in Definition 5.2, we use the category EMod of effect modules in
place of GEMod.

Definition 5.7 (EMod). An effect module M is a generalized
effect module that additionally has a top element 1. It is required
to be the greatest with respect to the canonical order  on M ,
defined by x  y if y = x > z for some z 2 M . Effect modules
and their morphisms—functions that preserve 0, 1,> and scalar
multiplication—form a category denoted by EMod.

Theorem 5.8 (healthiness for D
=1

and ⌧ ). For a predicate trans-
former function ' : [0, 1]Y ! [0, 1]X the following are equivalent:
1) there is f : X ! D

=1

Y such that ' = P⌧ (f); 2) ' is finitary
and is a morphism of effect modules, meaning that 0, 1, > and scalar
multiplication are preserved by '.

6. Alternating Branching
In this last section we further extend our general framework to ac-
commodate alternating branching, in which two players in conflict-
ing interests interplay. Its instances are pervasive in computer sci-
ence, such as: games, i.e. a two-player variant of automata, in which

two players alternate in choosing next states (see e.g. [33]); and vari-
ous modeling of probabilistic systems where it is common to include
additional nondeterministic branching for modeling demonic behav-
iors of the environments (or schedulers). See e.g. [32].

In [12] the modality recipe (Theorem 3.4) is extended to alter-
nating branching; the central observation is a compositional treat-
ment of two branching layers, using a monad T on Set (for one)
and a monad R on EM(T ) (for the other). See (23) later. It turns out
that the same idea works for our current generalized relative algebra
recipe (Theorem 4.8).

Here we lay out a general framework. Examples are deferred
to [13, Section 6.2] for space reasons; notable among them is (a
variant of) probabilistic predicate transformers [31].

6.1 The Relative Algebra Recipe for Alternation
Definition 6.1 (R?T ). Let T be a monad on Set and R be a monad
on EM(T ). Then a monad R ? T is defined by the composite of the
canonical adjunction F a U : EM(T ) ! Set and the monad R.

SetR?T=URF 88

F
,,

? EM(T )

U

kk
R

yy
(23)

Example 6.2. One example is given by T = P on Set and
R = Up, the up-closed powerset monad, on EM(P) ⇠= CL

W. It
is given by Up(L,) = ({ S ✓ L | S is up-closed } ,◆); note that
the inclusion order is reversed. This combination is for alternating
branching where both layers are nondeterministic.

Another is given by T = D
=1

on Set and R = Cv, the
nonempty convex powerset monad, on EM(D

=1

) ⇠= Conv (the
category of convex spaces and convex-linear maps). Here

CvX = {S ✓ X | S is nonempty and convex-closed, i.e.
x
1

, . . . , xn 2 S and �
1

+ · · ·+ �n = 1 implies
P

i �ixi 2 S} .

This is for alternating probabilistic and nondeterministic branching.
It is important that these R are not monads on Set per se; they

involve T -algebra structures.

Remark 6.3. We have comparison functors K : K`(R ? T ) !
K`(R) and L : EM(R) ! EM(R ? T ) as follows.

K`(R ? T )
K // K`(R)

��

EM(R)

tt

L // EM(R ? T )

EM(T )

^^
44

��

a a

Set

KK

R?T 88

a

(24)

We aim at reproducing the relative algebra recipe (Theorem 4.8)
for the current alternating setting. The first ingredient for the recipe
was a dual adjunction Set

,,
? Dop

ll from which we derived a
continuation-like monad D(⌦(�)

D ,⌦D). For the alternating ver-
sion of the recipe, in view of (23) it is natural to use a dual ad-
junction EM(T ) ,,

? Dop

mm (where EM(T ) replaced Set in the
non-alternating counterpart). Interestingly, for such an ingredient
EM(T ) ,,

? Dop

mm we can exploit (the original, non-alternating ver-
sion of) relative algebra recipe itself. See (14) in Theorem 4.8; this
yields a continuation-like monad [[�,⌦]T ,⌦]D over EM(T ).

Then it is clear that the next key ingredient in the original
recipe—namely a monad map ⌧ : T ! D(⌦(�)

D ,⌦D)—has a
monad map ⇢ : R ! [[�,⌦]T ,⌦]D as its alternating counterpart.

Given such data we obtain predicate transformer semantics.

Definition 6.4 (P⇢, P(⌧,⇢)). Let T be a monad on Set, D be a com-
plete category and ⌦ = (⌦D, ⌧) be a D-relative T -algebra. More-
over let R be a monad on EM(T ) and ⇢ : R ! [[�,⌦]T ,⌦]D be a
monad map. Here [[�,⌦]T ,⌦]D is the monad that arises from the
dual adjunction EM(T ) ,,

? Dop

mm induced by ⌦ as in Theorem 4.8.
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We define a functor P⇢ : K`(R) ! Dop by: P⇢Aa = Aa and

P⇢(Aa
f! Bb in K`(R)) =

�
[Bb,⌦]T

⇢]! [RBb,⌦]T
f⇤
! [Aa,⌦]T

�
.

Furthermore, by precomposing the comparison functor K : K`(R ?
T ) ! K`(R), we have another functor:

P(⌧,⇢) = P⇢ � K : K`(R ? T ) �! Dop . (25)

The last functor P(⌧,⇢) is what we want: it interprets a function
X ! (R ? T )Y —a computation from X to Y , with alternation
of T - and R-branching—in the category D, in a backward manner.

The following extends Theorem 4.10.

Theorem 6.5 (alternating healthiness condition). Assume the setting
of Definition 6.4, and let X and Y be sets. If the map

U⇢FY : URFY �! U [[FY,⌦]T ,⌦]D ⇠= D(⌦Y
D,⌦D)

is surjective (injective), then the action P(⌧,⇢)
XY : K`(R ? T )(X, (R ?

T )Y ) ! D(⌦Y ,⌦X) of P(⌧,⇢) is surjective (injective).

Let us now assume that D is concrete, and develop an alternating
counterpart of Section 4.3.

Theorem 6.6. Suppose we have a monad T on Set, a complete cat-
egory D with a faithful and limit-preserving functor V : D ! Set,
and a D-relative T -algebra ⌦ = (⌦D, ⌧). Moreover assume we
have a monad R on EM(T ) and an R-algebra structure ⇢̂ : R⌦⌧ !
⌦⌧ on ⌦⌧ . Then the following are equivalent.

1. The monad map ⇢ : R ! ⌦⌧
EM(T )(�,⌦

⌧

) that corresponds to ⇢̂
(Proposition 4.3) lifts to a monad map ⇢ : R ! [[�,⌦]T ,⌦]D ,
equipped with a suitable D-structure.

2. (Lifting condition) For each T -algebra Aa, the extension map
⇢]A

a

: EM(T )(Aa,⌦⌧ ) ! EM(T )(RAa,⌦⌧ ), which maps a
T -algebra morphism f : Aa ! ⌦⌧ to ⇢̂ � Rf : RAa ! ⌦⌧ ,
lifts (along V ) to a D-morphism ⇢] : [Aa,⌦]T ! [RAa,⌦]T .
That is, there exists ⇢] such that V ⇢] = ⇢].

3. (Pointwise lifting condition) For each Aa and x 2 URAa,
the map (⇢])x = ⇡x � ⇢] : EM(Aa,⌦⌧ ) ! ⌦ lifts to a D-
morphism (⇢])x : [Aa,⌦] ! ⌦D . Here ⇡x is defined by the
following composite:

⇡x =
�
EM(T )(RAa,⌦⌧ )

U! Set(URAa,⌦)
ev

x! ⌦
�

in Set

and evx evaluates a function h : URAa ! ⌦ by x.

In the above we implicitly used the isomorphism V [Aa,⌦]T ⇠=
EM(T )(Aa,⌦) given in Proposition 4.14.
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Abstract

We show that the Kolmogorov extension theorem and the Doob
martingale convergence theorem are two aspects of a common gen-
eralization, namely a colimit-like construction in a category of
Radon spaces and reversible Markov kernels. The construction pro-
vides a compositional denotational semantics for lossless iteration
in probabilistic programming languages, even in the absence of a
natural partial order.

Categories and Subject Descriptors G.3 [Probability and Statis-
tics]: Markov processes, Stochastic processes; F.1.2 [Modes of
Computation]: Probabilistic computation; F.3.2 [Semantics of
Programming Languages]: Algebraic approaches to semantics, De-
notational semantics, Operational semantics

Keywords Markov processes, Kolmogorov extension, martingale
convergence, compositionality, probabilistic computation

1. Introduction

Compositionality is a key desideratum in programming language
semantics. The behavior of a large complex program depends on
the behavior of its constituent parts, and it is essential for effective
reasoning that this dependence be properly understood. This is no
less true of probabilistic programs than deterministic ones.

Classical foundations of probability and measure theory provide
little support for compositional reasoning. Standard formalizations
of iterative processes prefer to construct a single monolithic sample
space from which all random choices are made at once. The central
result in this regard is the Kolmogorov extension theorem [16] (see
[1] or [6, Theorem 3.3.6]), which identifies conditions under which
a family of measures on finite subproducts of an infinite product
space extend to a measure on the whole space. This theorem is
typically used to construct a large sample space for an infinite
iterative process when the behavior of each individual step of the
process is known.

The Kolmogorov extension theorem is normally formulated in
terms of measures alone, but for purposes of compositional rea-
soning, a more general formulation is needed. Probabilistic pro-
grams are commonly interpreted denotationally as Markov kernels
[7, 19, 24, 25]. The chief benefit of this characterization is that it
allows programs to be composed sequentially via Lebesgue integra-
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tion. In [12], this formulation of the theorem was used to provide
a compositional semantics for a lossless iteration operator * in a
probabilistic language for packet switching networks.

Another important classical result that is relevant in this context
is the martingale convergence theorem of Doob [8] (see [20] or
[10, Theorem VII.9.2]). This theorem states that a martingale has
a pointwise limit that is unique up to a nullset. Martingales are
normally presented in introductory texts as a model of betting
strategies, but in fact they are much more general and quite relevant
in the semantics of probabilistic programming languages, as they
characterize the evolution of conditional probabilities as an infinite
process progresses.

Modern presentations of martingales go even further toward the
removal of any compositional aspect. They are typically formulated
in terms of a filtration, a sequence of ever finer �-algebras on a
common set of states S. Intuitively, the states of S are infinite
sequences of intermediate states in an iterative process, but the
formalism does not reflect that intuition.1

Recently, martingales have emerged as a useful tool in the anal-
ysis of probabilistic algorithms. Dubhashi and Panconesi [9] give
a generalization of Chernoff-Hoeffding bounds using martingales.
These bounds exploit the tendency of certain smooth functions of
random variables to concentrate asymptotically in a narrow range.
Dubhashi and Panconesi’s generalization applies to more general
functions than just the sum and applies under weaker independence
conditions. Chakarovand and Sankaranarayanan [3, 4] present gen-
eral techniques based on martingales and supermartingales for the
synthesis of expectation invariants for probabilistic loops and al-
most sure termination. Fioriti and Hermanns [11] also treat almost
sure termination using supermartingales and provide soundness and
completeness results.

In this paper we derive an unexpected connection between Kol-
mogorov extension and martingale convergence: they are different
aspects of a common generalization, namely a colimit-like con-
struction in a category of Radon spaces and reversible Markov ker-
nels. A Markov kernel is reversible if it has a deterministic right2

inverse; this is simply an abstract way of remembering history. We
show that the limit object in the construction of [12], when applied
to reversible kernels, is again reversible. Moreover, the martingale
convergence theorem is essentially the statement of universality; in-
tuitively, given an event in a continuation following an iteration, the
finite approximants to the iteration comprise a martingale, which
converges to the probability of the event conditioned on the final
outcome of the iteration.

1 Dubhashi and Panconesi [9] remark that “the concept of martingales, as
found in probability textbooks, poses quite a barrier to the computer scien-
tist who is unfamiliar with the language of filters, partitions and measurable
sets from measure theory.”
2 in diagrammatic order
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We say the construction is colimit-like because it is not a colimit
or even a weak colimit in the strict sense of the word. The exact
nature of the discrepancy is technical, but it is essentially due to the
fact that certain key properties hold only up to a nullset. Whether
the construction can be characterized as a true colimit or weak
colimit under stronger assumptions or using a point-free approach
is a tantalizing topic for future investigation.

This construction can be used to give a compositional denota-
tional semantics for iteration operators even when iteration is loss-
less. Normally, iteration is lossy in the sense that the probability
of halting may be strictly less than unity [7, 18, 19, 22, 24, 25].
This is usually modeled by allowing the output of a program to be
a subprobability distribution. However, in the system of [12], itera-
tion is lossless: a program is a packet filter that consumes an input
set of packets and produces an output set of packets according to
some probability distribution. “Halting” is not a relevant concept;
with probability one, the program “halts” and produces a set of
packets (which may be the empty set). An important distinction
is that lossy iteration aligns more closely with traditional domain-
theoretic semantics, as there is a natural partial order of approxima-
tion by which the partial executions of a loop approximate the loop.
With lossless iteration, there is no obvious partial order and no no-
tion of least fixpoint. The system of [12] identifies an appropriate
notion of convergence, but it is not order-theoretic.

Kolmogorov’s original formulation of the extension theorem
was in terms of finite subproducts of an infinite product space.
Many authors [2, 5, 13, 21, 23, 26, 27] have observed that this
is essentially a projective limit construction. Our development in-
volves a projective limit as well, but it is important to note that, un-
like projections, the morphisms of our category (reversible Markov
kernels) go in the chronologically positive direction. Connections
between Kolmogorov extension and martingale theory have also
been previously drawn in earlier work [21, 23, 27], although the
relationship presented here seems to have escaped notice.

2. Definitions and Notation

In this section we briefly review some basic definitions and nota-
tion. More comprehensive treatments can be found in [1, 6, 10, 14].

Let (S,B) be a Borel space. A probability measure µ : B !

[0, 1] is said to be inner regular if the measure of any A 2 B can
be approximated arbitrarily closely from below by compact sets.
Formally, µ is inner regular if for all A 2 B and " > 0, there exists
a compact set C such that C ✓ A and µ(A�C) < " (see e.g. [1]).
A Borel space in which every probability measure is inner regular
is called a Radon space.

We will restrict our attention to Radon spaces. This assumption
is quite weak. Most natural spaces in real-life applications, includ-
ing all Polish and Suslin spaces, are Radon. This assumption is
needed for the Kolmogorov extension theorem.

Markov Kernels Let (S,BS) and (T,BT ) be Borel spaces. A
Markov kernel (Markov transition, measurable kernel, stochastic
kernel, stochastic relation) is a function P : S ⇥ BT ! [0, 1] such
that
• for fixed A 2 BT , the map P (�, A) : S ! [0, 1] is a

measurable function; and
• for fixed s 2 S, the map P (s,�) : BT ! [0, 1] is a probability

measure.

Programs will be interpreted as Markov kernels. Some authors
allow subprobability measures in which the universal event may
occur with probability less than one; however, we will allow this
only in the form of guards (see below).

The Markov kernels are the morphisms of a category whose
objects are measurable spaces, the Kleisli category of the Giry

monad; see [7, 24, 25]. In this context, we write P : (S,BS) !

(T,BT ) or just P : S ! T . Sequential composition is given by
Lebesgue integration: for P : S ! T and Q : T ! U ,

(P ; Q)(s,A) =

Z

t2T

P (s, dt) ·Q(t, A).

Associativity of composition is essentially Fubini’s theorem (see
[14, VII.36.C] or [6, p. 59]). The the identity kernels

1(s,A) = �A(s) = �s(A) =

(
1, s 2 A,

0, s 62 A

are left and right identities for composition. Here �A is the char-
acteristic function of A 2 BS and �s is the Dirac (point mass)
measure on s 2 S.

If P : S ! T1 and Q : S ! T2, the kernel P ⇥ Q :
S ! T1 ⇥ T2 on a given s 2 S gives the product measure
P (s,�)⇥Q(s,�) on T1 ⇥ T2. Thus for A 2 BT1 and B 2 BT2 ,

(P ⇥Q)(s,A⇥B) = P (s,A) ·Q(s,B).

Convergence We will have the occasion to consider convergence
of sequences of kernels. A common mode of convergence is point-
wise almost everywhere (a.e.) convergence with respect to an ambi-
ent measure µ. A sequence Pn converges pointwise a.e. to Q with
respect to µ if for all B, the measurable functions Pn(�, B) con-
verge to the measurable function Q(�, B) pointwise outside a µ-
nullset. Note that this does not immediately imply that Q is a ker-
nel, as it may not be countably additive in its second argument; that
has to be established separately. Note also that the µ-nullsets on
which the Pn(�, B) fail to converge may differ for different B.

Deterministic Kernels A Markov kernel S ! T is deterministic
iff there is a measurable function f : S ! T such that the kernel’s
value on s 2 S and A 2 BT is

1T (f(s), A) = 1S(s, f
�1(A)).

Every measurable function f : S ! T gives a deterministic kernel
of this form, thus the deterministic kernels and the measurable
functions are in one-to-one correspondence. We write f for both
the set function and its associated kernel, thus

f(s,A) = 1T (f(s), A) = 1S(s, f
�1(A)).

Deterministic kernels compose on the left and right with arbi-
trary kernels as follows:

(f ; P )(s,A) =

Z

t

1(f(s), dt) · P (t, A) = P (f(s), A)

(P ; f)(s,A) =

Z

t

P (s, dt) · 1(t, f�1(A)) = P (s, f�1(A)).

Guards Every measurable set A 2 BS gives rise to an associated
guard A : S ! S of the same name, a subprobability kernel

A(s,B) = 1S(s,A \B).

Guards can be used in sequential composition expressions to limit
integration:

(P ; A ; Q)(s,B) =

Z

t2A

P (s, dt) ·Q(t, B).

Reversible Kernels A Markov kernel P : S ! T is reversible if
it has a deterministic right inverse f : T ! S; thus P ; f = 1.
If P : S ! T and Q : T ! U are reversible with inverses
f : T ! S and g : U ! T respectively, then P ; Q is reversible
with inverse g ; f . The measurable spaces and reversible kernels
form a subcategory of the Kleisli category of the Giry monad.

Reversibility is simply an abstract way of saying that history is
preserved. Normally this is done with projections as in the usual

693



formulation of the Kolmogorov extension theorem. Any Markov
kernel P : S ! T gives rise to a reversible kernel P 0 : S ! S⇥T
by just remembering the first argument:

P 0(s,A⇥B) =

(
P (s,B), s 2 A,

0, s 62 A.

The inverse is then the projection onto the first component.

Lemma 1.

(i) For any A 2 BS and reversible P : S ! T with right inverse
f : T ! S, we have A ; P = P ; f�1(A).

(ii) For A 2 BS and deterministic f : T ! S, we have
f�1(A) ; f = f ; A.

(iii) The right inverse of any reversible kernel is surjective.

Proof. (i) For any s 2 S and B 2 BT ,

(A ; P )(s,B) =

Z
A(s, dt) · P (t, B)

=

(
P (s,B), s 2 A,

0, s 62 A,

(P ; f�1(A))(s,B) =

Z
P (s, dt) · (f�1(A))(t, B)

= P (s,B \ f�1(A)).

If s 62 A, then

P (s,B \ f�1(A))  P (s, f�1(A))

= (P ; f)(s,A) = 1(s,A) = 0,

thus A ; P and P ; f�1(A) agree in that case. If s 2 A, then
s 62 ⇠A. By the above argument, P (s,B \ f�1(⇠A)) = 0. Then

P (s,B \ f�1(A)) = P (s,B \ f�1(A)) + P (s,B \ f�1(⇠A))

= P (s,B),

therefore A ; P and P ; f�1(A) agree in that case as well.
(ii) For any s 2 S and B 2 BT ,

(f�1(A) ; f)(s,B) = f�1(A)(s, f�1(B))

= 1(s, f�1(A \B)) = (1 ; f)(s,A \B)

= f(s,A \B)) = (f ; A)(s,B).

(iii) Suppose P is reversible with right inverse f . By (i), for any
s 2 S,

(P ; f�1({s}) ; f)(s, S) = ({s} ; P ; f)(s, S)

= {s}(s, S) = 1(s, {s}) = 1,

so it cannot be that f�1({s}) = 0.

Conditional Expectation Let (S,B, µ) be a measure space with
µ a probability measure. The conditional expectation E(X | F) of
a B-measurable function X with respect to a �-subalgebra F of B
is any F -measurable function such that for A 2 F ,

Z

A

E(X | F)(s) · µ(ds) =

Z

A

X(s) · µ(ds).

The conditional expectation exists and is unique up to a µ-nullset.
It can be obtained as a Radon–Nikodým derivative, as the integral
on the right-hand side, as a function of A 2 F , is absolutely
continuous with respect to µ; that is, the integral vanishes whenever
A 2 F and µ(A) = 0.

Applied to characteristic functions of measurable sets B 2

B, conditional expectations are also measures as functions of B.
As such, they are Markov kernels EF : (S,F) ! (S,B) with

EF (s,B) = E(�B | F)(s). This representation affords some
notational advantages:

(2.1) A well-known property is that for F ✓ G ✓ B,

E(E(X | G) | F) = E(X | F).

In our notation, this translates to

EF ; EG = EF .

(2.2) Suppose that F ✓ G and we are given two kernels P :
(S,F) ! T and Q : (S,G) ! T , and we wish to show
that P (�, B) = E(Q(�, B) | F) with respect to an ambient
measure µ. We would need to show that for all A 2 F ,

Z

A

P (s,B) · µ(ds) =

Z

A

Q(s,B) · µ(ds).

Regarding µ as a kernel µ : S0 ! S on a one-point space
S0, it suffices to show

µ ; A ; P = µ ; A ; Q

for all A 2 F . This gives the desired equation for all B 2 BT

uniformly. In particular, if Q(�, B) = �B , so Q = 1, then it
suffices to show

µ ; A ; P = µ ; A.

(2.3) A special case of the martingale convergence theorem is the
Lévy zero-one law, which states that if Fn is a sequence of
�-algebras on S such that Fm ✓ Fn for m  n, and if
F! is the smallest �-algebra containing

S
n Fn, then for any

X : S ! R measurable with respect to F! , E(X | Fn)
converges to E(X | F!) pointwise outside of a µ-nullset. In
our notation, this becomes

EFn ! EF! pointwise a.e.

Martingales Let (S,F!, µ) be a measure space. A sequence of
random variables and �-algebras (Xn,Fn) on S, n � 0, is called
a martingale if

(i) Fm ✓ Fn for m  n,
(ii) F! is the �-algebra generated by

S
n Fn,

(iii) Xn is Fn-measurable,
(iv) Xm = E(Xn | Fm) for all m  n.

The martingale convergence theorem of Doob [8] (see [20] or [10,
Theorem VII.9.2]) states that the sequence Xn has a pointwise limit
X! outside a µ-nullset.

By property (iv) of martingales and the definition of conditional
expectation, for all Am 2 Fm and n � m,

Z

Am

Xm(s) · µ(ds) =

Z

Am

E(Xn | Fm)(s) · µ(ds)

=

Z

Am

Xn(s) · µ(ds),

thus by the martingale convergence theorem,
Z

Am

Xm(s) · µ(ds) =

Z

Am

X!(s) · µ(ds)

=

Z

Am

E(X! | Fm) · µ(ds).

Again by the definition of conditional expectation, we have that

Xm = E(X! | Fm). (2.4)
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3. Main Results

Suppose we have a chain of Radon spaces (Sn,Bn), n 2 ! along
with reversible Markov kernels Pmn : Sm ! Sn for each m  n
such that

Pkn = Pkm ; Pmn, k  m  n Pnn = 1Sn . (3.1)

Since the Pmn are reversible, their deterministic inverses fnm :
Sn ! Sm for m  n satisfy

fnk = fnm ; fmk, k  m  n fnn = 1Sn . (3.2)

The chain Sn has a projective limit S! , where

S! = {(sn | n 2 !) 2
Y

n2!

Sn | 8m  n fnm(sn) = sm}.

Let B! be the weakest �-algebra on S! such that all projections
⇡m : S! ! Sm are measurable. Then (S!,B!) is the limit of the
spaces (Sn,Bn) in the category of Radon spaces and measurable
functions.

The following local consistency condition corresponds to the
premise needed to apply the Kolmogorov extension theorem (see
[6, Theorem 3.3.6]).

Lemma 2. For all k  m  n,

Pkm(s,A) = Pkn(s, f
�1
nm(A)).

Proof. This is equivalent to the assertion that Pkm = Pkn ; fnm.
But

Pkm = Pkm ; 1Sm = Pkm ; Pmn ; fnm = Pkn ; fnm.

Let Fn = {⇡�1
n (An) | An 2 Bn} ✓ B! . Then

S
n Fn is a

Boolean subalgebra of B! . By the monotone class theorem ([14,
Theorem I.6.B] or [6, Theorem 2.1.1]), B! is the smallest class
containing

S
n Fn and closed under unions of countable ascending

chains and intersections of countable descending chains.

Lemma 3.

(i) If m  n, Am 2 Fm, and An 2 Fn, then ⇡�1
n (An) =

⇡�1
m (Am) if and only if An = f�1

nm(Am).
(ii) If m  n, then Fm ✓ Fn.

Proof. Clause (ii) and the reverse implication of clause (i) follow
from the fact that ⇡m = ⇡n ; fnm. Thus

⇡�1
m (Am) = ⇡�1

n (f�1
nm(Am)) 2 Fn.

For the forward implication of clause (i), assume that ⇡n(s) 2 An

iff ⇡m(s) 2 Am. Since ⇡m = ⇡n ; fnm, we have that

⇡n(s) 2 An , fnm(⇡n(s)) 2 Am , ⇡n(s) 2 f�1
nm(Am).

It follows from Lemma 1(ii) that the ⇡n : S! ! Sn are surjective,
thus An = f�1

nm(Am).

We now wish to show that (S!,B!) is the colimiting object
of the chain. We need to define reversible Markov kernels Pm! :
Sm ! S! that commute with the Pmn. As with the Kolmogorov
extension theorem, inner regularity is needed for this part of the
argument; once this is done, the assumption of inner regularity is
no longer needed.

For each ⇡�1
n (An) 2 Fn with m  n, define

Pm!(s,⇡
�1
n (An)) = Pmn(s,An). (3.3)

We must argue that Pm! is well defined. If k  m  n with
⇡�1
m (Am) = ⇡�1

n (An), we have by Lemma 3(i) that An =
f�1
nm(Am). Then

Pkn(s,An) = Pkn(s, f
�1
nm(Am))

= (Pkn ; fnm)(s,Am) = Pkm(s,Am).

Theorem 1. The map Pn! : Sn ⇥

S
n Fn ! [0, 1] extends to a

reversible Markov kernel Pn! : Sn ! S! with right inverse ⇡n.

Proof. We must show:

(i) For fixed s 2 Sn, the map Pn!(s,�) :
S

n Fn ! [0, 1]
extends to a measure Pn!(s,�) : B! ! [0, 1].

(ii) For fixed A 2 B! , the map Pn!(�, A) : Sn ! [0, 1] is a
measurable function.

For (i), using inner regularity one can show that for fixed s 2 Sn,
the map Pn!(s,�) :

S
n Fn ! [0, 1] is countably additive onS

n Fn, therefore by the Carathéodory extension theorem (see [14,
Theorem 13.A] or [17, Theorem 7.27.7]) extends to a measure
Pn!(s,�) : S! ! [0, 1]. This is essentially the Kolmogorov
extension theorem in this setting.

For (ii), the proof is by induction on the stage at which A
becomes an element of B! via the monotone class theorem. The
basis is (3.3). For the induction step, we use the fact that the
pointwise supremum of a countable ascending chain of uniformly
bounded measurable functions is measurable. If A =

S
n An for

a chain A0 ✓ A1 ✓ · · · , we have that the functions Pn!(�, Ai)
are measurable by the inductive hypothesis, and Pn!(�,

S
i Ai) is

the pointwise supremum of the Pn!(�, Ai), therefore measurable.
The argument for intersections of countable descending chains is
similar.

That ⇡n is the right inverse of Pn! , that is, Pn! ; ⇡n = 1Sn , is
just (3.3) with m = n.

The next theorem establishes a universality property of the
space (S!,B!) as a form of colimit of the (Sn,Bn) with copro-
jections Pn! : Sn ! S! in the category of Radon spaces and
reversible Markov kernels. As mentioned, it is not a true colimit or
even a weak colimit; nevertheless, the space (S!,B!) is universal
in a sense to be made precise by part (ii) of the theorem.

Theorem 2.

(i) The kernels Pn! commute with the kernels Pmn in the sense
that for all m  n, Pm! = Pmn ; Pn! .

(ii) Let (T,BT ) be any measurable space with reversible Markov
kernels Qn : Sn ! T , each with a deterministic right inverse
gn : T ! Sn such that Qm = Pmn ; Qn for all m  n.
There exists a reversible Markov kernel

Q! : S! !

bT

such that Qn = Pn! ; Q! , where bT is the completion of T
with respect to the pseudometric

dT (t, t
0) =

8
<

:

2�n, if n is the least number
such that gn(t) 6= gn(t

0),
0, if gn(t) = gn(t

0) for all n.
(3.4)

Proof. (i) We have by (3.3) and Theorem 1 that for k � n,

Pm! ; ⇡k = Pmk = Pmn ; Pnk = Pmn ; Pn! ; ⇡k.

Because of the composition with ⇡k on the right, Pm! and Pmn ;
Pn! agree on the generators of B! , therefore also on all of B! .

(ii) Under the premises of the theorem, gm = gn ; fnm and
Qm ; gn = Pmn for all m  n. Since (S!,B!) is the limit of
the (Sn,Bn) in the category of measurable spaces and measurable
functions, there is a measurable function g : T ! S! such that
gn = g ; ⇡n for all n.

For all n � m, we have

Qm ; g ; ⇡n = Pmn ; Qn ; gn = Pmn = Pm! ; ⇡n.
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Because of the composition with ⇡n on the right, (Qm ; g)(sm,�)
and Pm!(sm,�) agree on the generators

S
n Fn of F! , therefore

also on F! . Thus

Qm ; g = Pm!. (3.5)

We now construct a kernel Q! with right inverse g. Unfortu-
nately, the limit construction does not guarantee that g is surjective,
which by Lemma 1(iii) it must be in order to be the right inverse of
a kernel. However, its image g(T ) = {g(t) | t 2 T} is dense in
S! with respect to a certain metric, and we can form the comple-
tion bT of T without affecting the values of the Qn. This will allow
g to be extended to a surjective function bg : bT ! S! , which will
allow the construction of a kernel S! !

bT . Moreover, the ideal
{A 2 BS! | A \ g(T ) = ;} contains only Pm!-nullsets, since if
A \ g(T ) = ;, then by (3.5),

Pm!(sm, A) = (Qm ; g)(sm, A) = Qm(sm, g�1(A)) = 0,

thus points not in g(T ) can be deleted from S! to give a kernel
g(T ) ! T if desired.

The completion bT of T is taken with respect to the pseudometric
dT , where

dS! (s, s
0) =

8
<

:
2�n, if n is the least number

such that ⇡n(s) 6= ⇡n(s
0),

0, if s = s0

dT (t, t
0) = dS! (g(t), g(t

0)).

Concretely, let bT be the disjoint union of T and S! � g(T ). Define

bg(t) =
(
g(t), t 2 T,

t, t 2 S! � g(T ),

bgn(t) =
(
gn(t), t 2 T,

⇡n(t), t 2 S! � g(T ).

Extend BT to B bT by including all subsets of S! � g(T ). Extend
Qn : S ! T to bQn : S !

bT by taking subsets of S! � g(T )
as nullsets; that is, bQn(sn, B) = Qn(s,B \ T ). Note that g(T )
is dense in S! under the metric dS! . One can show that bQn is
reversible with right inverse bgn and that Pmn ; bQn = bQm.
Moreover, bg : bT ! S! is surjective. Let us therefore assume
henceforth that the original g is surjective and that bT = T .

We now show that the kernels Qn give rise to two collections
of martingales. For the first collection, fix B 2 BT and s0 2 S0.
We show that the measurable functions (⇡n ; Qn)(�, B) form
a martingale with respect to the filtration {Fn | n � 0} and
the ambient measure P0!(s0,�) on S! . Let us check the four
properties of martingales listed in §2.

(i) Fm ✓ Fn for m  n,
(ii) F! is the �-algebra generated by

S
n Fn,

(iii) (⇡n ; Qn)(�, B) is Fn-measurable,
(iv) (⇡m ; Qm)(�, B) = E((⇡n ; Qn)(�, B) | Fm) for m  n.

Properties (i) and (ii) are immediate from Lemma 3. For (iii),
(⇡n ; Pn!)(�, B) is Fn-measurable because ⇡n is. Finally, for
property (iv), by (2.2) it suffices to show that for any Am 2 Bm,

P0! ; ⇡�1
m (Am) ; ⇡m ; Qm = P0! ; ⇡�1

m (Am) ; ⇡n ; Qn.
(3.6)

Let An = f�1
nm(Am). By Lemma 3(i), ⇡�1

m (Am) = ⇡�1
n (An).

Using this, Lemma 1(ii), Theorem 1, and the fact Qm = Pmn ;
Qn, (3.6) reduces to

Am ; Pmn = Pmn ; An.

But this is just Lemma 1(i).
By the martingale convergence theorem, the (⇡n ; Qn)(�, B)

converge pointwise to an F!-measurable function Q!(�, B) out-
side a P0!(s0,�)-nullset, thus the ⇡n ; Qn converge pointwise
a.e. to Q! .

The map Q! will be our desired kernel. However, note that we
have not yet shown that Q! is a measure in its second variable nor
that it is reversible with right inverse g. We will do this below, but
we must be careful not to inadvertently use these properties until
they are established.

The Qk factor through Q! as desired: for k  m  n,

Pk! ; ⇡m ; Qm = Pk! ; ⇡n ; Qn = Qk,

therefore

Pk! ; Q! = lim
n

Pk! ; ⇡n ; Qn = lim
n

Qk = Qk.

The second collection of martingales is defined on T . Define the
filtration

Gn = {g�1
n (A) | A 2 Bn} = {g�1(A) | A 2 Fn} 2 BT

and let G! ✓ BT be the �-algebra generated by
S

n Gn. As
above, fix B 2 BT and s0 2 S0. We claim that the functions
(gn ; Qn)(�, B) form a martingale with respect to the filtration
{Gn | n � 0} and the ambient measure Q0(s0,�) on T . The four
properties of martingales we must check are

(i) Gm ✓ Gn for m  n,
(ii) G! is the �-algebra generated by

S
n Gn,

(iii) (gn ; Qn)(�, B) is Gn-measurable,
(iv) (gm ; Qm)(�, B) = E((gn ; Qn)(�, B) | Gm) for m  n.

As above, properties (i)–(iii) are straightforward: (i) is immediate
from Lemma 3, (ii) is by definition, and (iii) is from the fact that gn
is Gn-measurable. Finally, for (iv), by (2.2) we must show that for
any Am 2 Bm,

Q0 ; g�1
m (Am) ; gm ; Qm = Q0 ; g�1

m (Am) ; gn ; Qn. (3.7)

Let An = f�1
nm(Am). By the fact that gm = gn ; fnm, we have

g�1
m (Am) = g�1

n (An). Using this, Lemma 1(ii), and Theorem 1,
(3.7) reduces to

Qk ; gm ; Am ; Qm = Qk ; gn ; An ; Qn,

which follows by equational reasoning from Lemma 1(i) and the
properties

Qm = Pmn ; Qn Qm ; gm = 1 Pkm ; Pmn = Pkn.

Again using the martingale convergence theorem, the (gn ;
Qn)(�, B) converge pointwise to a G!-measurable function out-
side a Q0(s0,�)-nullset. In this case, the limit is (g ; Q!)(�, B):

lim
n

gn ; Qn = lim
n

g ; ⇡n ; Qn = g ; Q!.

As above, the gn ; Qn converge pointwise a.e. to g ; Q! .
Note that none of these calculations required integration with

respect to the second argument of Q! . As the reader will recall,
we have yet to establish that Q! is countably additive in its second
argument. We do that now.

Lemma 4. gn ; Qn = EGn , the conditional expectation with
respect to the measure Q0(s0,�) on T .

Proof. Using Lemma 1,

Q0 ; g�1
n (An) ; gn ; Qn = Q0 ; gn ; An ; Qn

= P0n ; Qn ; g�1
n (An)

= Q0 ; g�1
n (An).
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By the Lévy zero-one theorem (2.3), EGn converges pointwise
a.e. to EG! . We have already argued that g ; Q! is the a.e. pointwise
limit of the gn ; Qn. Thus by Lemma 4, g ; Q! = EG! a.e. This
says that for all t 2 T ,

Q!(g(t),�) = (g ; Q!)(t,�) = EG! (t,�).

The kernel EG! is a conditional probability, therefore a measure in
its second argument. As g is surjective, Q!(s,�) is also measure
for all s 2 S! , therefore it is a Markov kernel.

It remains to show that Q! is reversible with right inverse g.
Observe that

Pn! ; ⇡n = 1Sn = Qn ; gn = Pn! ; Q! ; gn.

Thus Q! ; gn and ⇡n agree outside a Pn!-nullset, and this is true
for arbitrary n. By the universality of g to the projective limit B!

of the spaces Bn, we have Q! ; g = 1S! .

3.1 Discussion

The kernel Q! constructed in the proof of Theorem 2 is not unique,
as the martingale convergence theorem determines Q! only up to
a nullset for each B 2 BT . Moreover, there is some flexibility in
the formation of the completion bT . Thus the construction is at best
a weak colimit.

If g is not surjective, the kernel Q! does not give a universal
arrow in the strict sense of the word, as it is not necessarily of type
S! ! T . An extension of T to bT may be required to accommodate
the orphans s 2 S! . This can always be done in a straightforward
way as we have done in the proof of Theorem 2, but the type of
the arrow is then S! !

bT , not S! ! T . As we have noted, the
orphans can be omitted, giving a kernel of type S0

! ! T for a
dense subset S0

! ✓ S! , but this is not of the correct type either.
However, under the assumption that T is complete with respect to
the pseudometric (3.4), the construction becomes a genuine weak
colimit.

We made use of inner regularity in the construction of the Pk! .
Moy [23, p. 907] seems to suggest that this assumption is not
necessary. But Moy is working in the space of real sequences,
which is implicitly inner regular. The claim does not hold more
generally, as the following counterexample shows. Let Fn be the
�-algebra on N generated by the sets {0}, {1}, . . . , {n � 1} and
{n, n + 1, n + 2, . . .}. Then Fn is finite and

S
n Fn consists of

all finite and cofinite sets. The �-algebra F! generated by
S

n Fn

is the full powerset of N, as every set is a countable union of
singletons.

Now let U be a nonprinciple ultrafilter and let

µ(A) =

8
>>><

>>>:

1
2
+

X

n2A

2�(n+2), A 2 U,

X

n2A

2�(n+2), A 62 U.

Then µ is nonnegative, finite-valued, and countably additive on
every Fn, but not countably additive on

S
n2N Fn, since

X

n2N
µ({n}) =

1
2

µ(N) = 1.

The space is not inner regular, as any set in U is at least 1/2 heavier
than any compact subset.

3.2 Encoding Kolmogorov Extension

The standard Kolmogorov extension theorem is a special case in-
volving measures on product spaces

Sn =
nY

n=0

S0
n S! =

1Y

n=0

S0
n.

The functions fnm : Sn ! Sm for m  n and ⇡n : S! ! Sn are
simply the projections onto lower-dimensional products:

fnm(s0, . . . , sn) = (s0, . . . , sm), m  n

⇡n(s0, s1, . . . ) = (s0, . . . , sn).

The generalization to projective limits of spaces connected by mea-
surable functions fnm has been observed by several authors [2, 5,
13, 21, 26, 27].

In the classical treatment, we are given component probability
measures µn on the Sn satisfying the consistency condition µm =
µn � f�1

nm for all m  n. The Kolmogorov extension theorem
guarantees the existence of a unique probability measure µ on S!

such that µn = µ � ⇡�1
n for every n.

In our framework, the kernels Pmn : Sm ! Sn are the
conditional expectations Pmn(s,A) = Em(s,A) for s 2 Sm

and A a measurable subset of Sn. The kernels compose properly
by virtue of (2.1). The necessary consistency condition among the
component measures is given by Lemma 2: for k  m  n, s 2

Sk, and A a measurable subset of Sm, Ek(s,A) = Ek(s, f
�1
nm(A)).

3.3 Encoding Martingales

The martingale convergence theorem is also a special case. Given a
[0, 1]-valued martingale (Xn,Fn) on a space (S,F!, µ), we can
encode it as a cocone on a chain of measurable spaces and re-
versible kernels. This can be done in two distinct but equivalent
ways, the first closer in spirit to classical martingale theory on a sin-
gle space with a filtration of �-algebras, the second closer to prob-
abilistic semantics involving a chain of state transition systems.

In the first approach, we define Sn = S, Bn = Fn, and for
m  n, s 2 S, and A 2 Fn,

Pmn(s,A) = Em(s,A) fnm(s) = s.

As observed in §2, the conditional expectation Em(s,A) is a mea-
surable function in s and a measure in A, thus a Markov kernel.
Note that Pmn(s,A) does not depend on n. The standard property
(2.1) of conditional expectations implies that composition works
correctly: for k  m  n and A 2 Fn,

(Pkm ; Pmn)(s,A) =

Z

t2S

Ek(s, dt) · Em(t, A)

= Ek(s,A) = Pkn(s,A).

The function fnm is a measurable function with respect to the
measurable sets Fn on its domain and Fm on its range, since Fm ✓

Fn. Moreover, fnm is the right inverse of Pmn: for Am 2 Fm,

(Pmn ; fnm)(s,Am) =

Z

t2S

Em(s, dt) · 1(t, Am)

= Em(s,Am) = 1(s,Am).

The projective limit S! of the Sn is just S itself, and ⇡n(s) = s.
This gives

Pm!(s,A) = Pm!(s,⇡
�1
n (A))

= Pmn(s,A) = Em(s,A), A 2 Fn.

Since Pm!(s,�) and Em(s,�) agree on
S

n Fn, they agree on all
of F! .

Now to encode the martingale Xn, let X! be the pointwise limit
of the Xn as guaranteed by the martingale convergence theorem.
Let

T = S ⇥ {0, 1} g(s, 0) = g(s, 1) = s

G↵ = {g�1(A) | A 2 F↵}

= {A⇥ {0, 1} | A 2 F↵}, ↵ 2 ! [ {!}

BT = {(A⇥ {1}) [ (B ⇥ {0}) | A,B 2 G!}.

697



The set BT is the �-algebra generated by G! [ {S ⇥ {1}}. Define
the kernel Q : S ! T by

Q(s, (A⇥ {1}) [ (B ⇥ {0}))

= X!(s) · 1(s,A) + (1�X!(s)) · 1(s,B)

for A,B 2 G! . In other words, Q(s,�) is a weighted sum of Dirac
measures on (s, 1) and (s, 0) with weights X!(s) and 1�X!(s),
respectively:

Q(s, S ⇥ {1}) = Q(s, {(s, 1)}) = X!(s)

Q(s, S ⇥ {0}) = Q(s, {(s, 0)}) = 1�X!(s).

Intuitively, from state s, flip an X!(s)-biased coin and enter state
(s, 1) on heads and (s, 0) on tails. This Q will turn out to be
Q! : S! ! T for the sequence Qn : Sn ! T we are about
to define.

For A 2 F! , we have

(Q ; g)(s,A) =

Z

t2T

Q(s, dt) · g(t, A)

=
X

i2{0,1}

Q(s, {(s, i)}) · 1(g(s, i), A)

= X!(s) · 1(s,A) + (1�X!(s)) · 1(s,A)

= 1(s,A),

therefore g is the right inverse of Q.
Now define

Qn = Pn! ; Q gn(s, 0) = gn(s, 1) = s.

Then

Qm = Pm! ; Q = Pmn ; Pn! ; Q = Pmn ; Qn,

and for A 2 Fn,

(Qn ; gn)(s,A) = (Pn! ; Q ; g)(s,A) = Pn!(s,A),

and since Pn! agrees with Pnn on A 2 Fn, this is 1(s,A), thus
gn is the right inverse of Qn.

Finally, to show that Qn encodes the martingale,

Qn(s, S ⇥ {1}) = (Pn! ; Q)(s, S ⇥ {1})

=

Z

t2S

Pn!(s, dt) ·Q(t, S ⇥ {1})

=

Z

t2S

En(s, dt) ·X!(t)

= E(X! | Fn)(s) = Xn(s).

3.4 An Alternative Construction

There is another construction equivalent to the one of §3.3 but
closer in spirit to state transition systems as they arise in program-
ming language semantics. As above, suppose we are given a mar-
tingale (Xn,Fn) on a probability space (S,F!, µ). For s, t 2 S,
define

s ⌘n t , 8A 2 Fn (s 2 A , t 2 A)

[s]n = {t 2 S | s ⌘n t}

A/⌘n = {[s]n | s 2 A}, A 2 Fn

Sn = S/⌘n

Bn = {A/⌘n | A 2 Fn}.

The Boolean operations on Fn respect the equivalence relation ⌘n,
therefore (Sn,Bn) is a measurable space.

For A/⌘n 2 Bn and m  n, we define

Pmn([s]m, A/⌘n) = Em(s,A) fnm([s]n) = [s]m.

The standard definition of conditional expectation as a Radon–
Nikodým derivative ensures that E(An | Fm) is Fm-measurable,
so if s ⌘n t, then E(An | Fm) takes the same value on s and
t, thus Pmn is well defined up to a µ-nullset. Also, fnm is well
defined, since Fm ✓ Fn, therefore ⌘n refines ⌘m.

One can define T , g, BT , Gn, Qn, gn, and Q as in §3.3. The
collection of maps [ · ]↵ : (S,F↵) ! (S↵,B↵) for ↵ 2 ! [ {!}
constitute a natural isomorphism between the two cocones (S,F↵)
and (S↵,B↵). As such, they preserve all relevant measure-theoretic
structure.

4. An Application

In [12], operational and denotational semantics are given for prob-
abilistic NetKAT, a probabilistic language for reasoning about
packet switching networks. In this language, programs are inter-
preted as packet filters that consume an input set of packet histo-
ries (nonnull sequences of packets) and produce an output set of
packet histories according to some probability distribution. There
are atomic actions for querying fields of the packet header, modi-
fying these fields, and duplicating the head packet.

Denotationally, programs p are interpreted as Markov kernels
JpK : 2H ! 2H , where H is the set of packet histories. The
relevant measurable space is (2H ,B) whose points a 2 2H are
sets of packet histories and whose events A 2 B are the Borel sets
of the Cantor space 2H .

Programs can be composed using parallel composition (&), se-
quential composition (;, typically elided in expressions), probabilis-
tic choice (�r), and iteration (⇤). The parallel composition operator
& supplants the choice operator + of Kleene algebra. Operationally,
to determine Jp & qK(a,A), we sample JpK(a,�) and JqK(a,�)
independently, then take the union of the two outcomes and ask
whether it is in A. Denotationally,

Jp & qK = (JpK ⇥ JqK) ;
S

,

Where JpK ⇥ JqK : 2H ! (2H)2 is the product kernel defined
in §2 and

S
: (2H)2 ! 2H is the deterministic union kernelS

(a, b) = a [ b.
Of course, the most interesting part of the language is iteration.

Intuitively, p⇤ says “do p zero or more times.” The while loop is
defined in terms of star as in propositional dynamic logic or Kleene
algebra with tests:

while b do p = (bp)⇤b̄,

where the test b is the deterministic kernel JbK(a,�) = �a\b. As
noted in [12], the usual definition of star as a sum of powers does
not work in the probabilistic case. Instead, we define an operational
semantics in terms of an infinite stochastic process. To determine
Jp⇤K(c0, A), we start with the input set c0 2 2H and create a
sequence c0, c1, c2, . . . inductively. After constructing c0, . . . , cn,
let cn+1 be the outcome obtained by sampling 2H according to
the distribution JpK(cn,�). We continue this process forever to get
an infinite sequence c0, c1, c2, . . . 2 (2H)! . We take the union
of the resulting sequence

S
n cn and ask whether it is in A. The

probability of this event is defined to be Jp⇤K(c0, A).
Unlike KAT and NetKAT, Jp⇤K is not the same as the infinite

sum of powers J&n pnK. The latter fails to capture the sequential
nature of iteration in the presence of probabilistic choice.

This process is shown to satisfy the crucial fixpoint equation

p⇤ = skip & pp⇤, (4.8)

where skip is the identity kernel, although it is by no means the
only solution.

The operational definition of the star operator can be justified
denotationally, but the formal development as given [12] is quite
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involved. Now with Theorem 1, we can give a more streamlined
account.

Let hd : (2H)! ! 2H and tl : (2H)! ! (2H)! be the
deterministic kernels

hd(c0, c1, c2, . . .) = c0 tl(c0, c1, c2, . . .) = c1, c2, . . .

The kernel JpK : 2H ! 2H gives rise to reversible kernels

JpmnK : (2H)m+1
! (2H)n+1, m  n

defined inductively as follows:

Jp0,n+1K = 1⇥ (JpK ; Jp0nK) Jpm+1,n+1K = hd⇥ (tl ; JpmnK)
and Jp00K = 1. One can show that the composition property (3.1)
is satisfied. By Theorem 1, we have kernels Jpm!K : (2H)m+1

!

(2H)! . Moreover,

Jp0!K = Jp01K ; Jp1!K
= (1⇥ JpK) ; (hd⇥ (tl ; Jp0!K))
= 1⇥ (JpK ; Jp0!K).

Composing on the right with the (continuous) union operator
S

:
(2H)! ! 2H gives Jp⇤K by definition:

Jp⇤K = Jp1!K ;
S

: 2H ! 2H .

The fixpoint equation (4.8) is satisfied:

Jp⇤K = Jp0!K ;
S

= (1⇥ (JpK ; Jp0!K)) ;
S

= (1⇥ (JpK ; Jp0!K ;
S
)) ;

S

= (1 & (JpK ; Jp0!K ;
S
))

= Jskip & pp⇤K.

5. Conclusion

We have characterized the Kolmogorov extension theorem as a
colimit-like construction in a category of Radon spaces and re-
versible Markov kernels. The Doob martingale convergence the-
orem is used to establish universality. These results provide a com-
positional denotational semantics for standard iteration operators in
programming languages as a limit of finite approximants, even in
the lossless case in which there is no natural approximation order.
This is the case, for example, with the system reported in [12].

In Theorem 2(ii), the function g would already be surjective and
one would not need to take the completion bT if T were already
complete with respect to the pseudometric (3.4). It would be inter-
esting to identify the weakest possible completeness assumptions
on T that guarantee this. Another intriguing question is whether a
point-free approach as in [15] might yield a true colimit.

We have forgone several possible generalizations: continuous
time, signed measures, and more general colimits. Such matters
present themselves as interesting topics for future investigation.
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Abstract

We develop a quantitative analogue of equational reasoning which
we call quantitative algebra. We define an equality relation indexed
by rationals: a =" b which we think of as saying that “a is ap-
proximately equal to b up to an error of "”. We have 4 interesting
examples where we have a quantitative equational theory whose
free algebras correspond to well known structures. In each case we
have finitary and continuous versions. The four cases are: Haus-
dorff metrics from quantitive semilattices; p-Wasserstein metrics
(hence also the Kantorovich metric) from barycentric algebras and
also from pointed barycentric algebras and the total variation met-
ric from a variant of barycentric algebras.

1. Introduction

One of the exciting themes in research in programming language
theory is the algebraic study of computational phenomena initiated
by Moggi (Moggi 1988, 1991) where he showed how one can view
notions of computation as monads. This allowed the incorporation
of computational effects into a functional core in a compositional
way. This became enormously influential and even led to mon-
ads being directly incorporated into programming languages like
Haskell. It was a decade later that Plotkin and Power (Plotkin and
Power 2001, 2002) began the study of computational effects from
the point of view of equations and operations. From a categorical
perspective one is moving from monads to Lawvere theories; see
the excellent historical survey by Hyland and Power for more de-
tails (Hyland and Power 2007).

One aspect of computational effects that has attracted significant at-
tention is probabilistic computation (Saheb-Djahromi 1978, 1980;
Kozen 1981, 1985; Jones and Plotkin 1989). This is, in fact, grow-
ing significantly with recent work spurred by interest from the ma-
chine learning community; see for example (Borgström et al. 2011;
Gordon et al. 2014) among many other research efforts on the the-
ory and practice of probabilistic programming as it applies to ma-
chine learning applications and (Foster et al. 2015) for a recently
developed probabilistic programming language for network appli-
cations. Early work on lambda-calculi for probabilistic program-
ming is due to Saheb-Djahromi (Saheb-Djahromi 1980). Claire
Jones (Jones 1990) developed a probabilistic �-calculus in her the-
sis, gave an operational semantics and proved adequacy results. The
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fundamental work on probability monads is due to Lawvere (Law-
vere 1964) (before monads were invented!) and Gıry (Giry 1981).
One can develop a probabilistic �-calculus using this monad (Ram-
sey and Pfeffer 2002).

In the present paper we develop an equational approach to reason-
ing about quantitative phenomena. The key new idea is to introduce
equations annotated with rational numbers written =" to capture
the notion of approximate equality. One should think of s =" t
as saying that s and t are “within " of each other.” Essentially we
are working with enriched Lawvere theories; see (Robinson 2002)
for an expository account of this subject. We do not emphasize the
category-theoretic underpinnings here; instead we concentrate on
presenting the notion of quantitative equations as concretely as pos-
sible. The bulk of the paper is spent on some very pleasing exam-
ples and on the general notions developed in the spirit of traditional
universal algebra. In later work we will carefully spell out the cat-
egorical picture.

The examples are all of the following form: we give a simple set of
equations and define the algebras of the resulting theory. We then
induce metrics on the free algebra (our metrics can be extended in
that they can take value 1) and identify them with (extended ver-
sions of) commonly defined metrics. Thus, for example, we show
that the Hausdorff metric arises from a quantitative version of semi-
lattices. We show that the total variation metric arises from an ax-
iomatization of convexity in terms of barycentric axioms. We show
that the famous Kantorovich1 metric (Villani 2008; van Breugel
and Worrell 2001; Panangaden 2009) arises from a variation of the
same axioms. In fact, already the p-Wasserstein metric, which is
a generalization of the Kantorovich metric arises from a variation
of the same axioms. These metrics (especially Kantorovich) play a
fundamental role in the study of probabilistic bisimulation (Panan-
gaden 2009) and transport theory (Villani 2008). We present both
finitary and infinitary versions of these constructions.

Metric ideas have been important in denotational semantics from
the beginning especially in Jaco de Bakker’s school; see (van
Breugel 2001) for a survey. It may seem that for probabilistic rea-
soning one needs to work with measure theory. This is, of course,
true but measure theory works best when there is metric struc-
ture; as witnessed, for example, by the ubiquity of Polish spaces
in discussions of measure theory. The algebraic approach to ef-
fects (Plotkin and Power 2001, 2002, 2003, 2004; Hyland et al.
2006, 2007) has not, until now, been considered in a metric con-
text. Owing to the increasing importance of probability in computer
science it seems worthwhile to investigate this now. The first order
of business then is to see how some familiar and important mon-
ads fit into this approach. In this paper, we only consider monads
related to probabilistic and nondeterministic systems. However the
well-known basic examples (exceptions, states, I/O) also fit into

1 This metric goes by many names: Hutchinson, Wasserstein (with numer-
ous variations in spelling) and Kantorovich-Rubinstein. Perhaps the most
commonly used name is Wasserstein.
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the framework of this paper, albeit with some inessential limita-
tions arising from our working with operations with finite discrete
arities.

2. Quantitative Equational Theories

An algebraic similarity type consists of a finite set of function sym-
bols each with fixed finite arity. Consider an algebraic similarity
type ⌦ and algebras of this type.

Given a countable set X of variables, let TX be the set of terms
constructed over ⌦ from X , this is the term algebra of ⌦ over
X .

A substitution is a function � : X �! TX . It can be canonically
extended to terms � : TX �! TX by:

• for any f : n 2 ⌦, �(f(t1, ..tn)) = f(�(t1), ..�(tn)).

In what follows a substitution is just a function � : TX �! TX
satisfying the conditions stated above and ⌃(X) denotes the set of
substitutions on TX .

If � ✓ TX and � 2 ⌃(X), let �(�) = {�(t) | t 2 �}.

Let V(X) denote the set of indexed equalities of the form x =✏ y
for x, y 2 X and ✏ 2 Q+; similarly, let V(TX) denote the set of
indexed equalities of the form t =✏ s for t, s 2 TX , ✏ 2 Q+. We
call them quantitative equations.

DEFINITION 2.1 (Deducibility Relation). Given an algebraic sim-
ilarity type ⌦ and a set X of variables, a deducibility relation of
type ⌦ over X is a relation `✓ 2

V(TX) ⇥ V(TX) closed under
the following rules stated for arbitrary t, s, u, t1, · · · tn 2 TX ,
✏, ✏0 2 Q+, �,�0 ✓ V(TX) and �, 2 V(TX); where (�,�) 2`
is written as � ` �:

(Refl) ; ` t =0 t

(Symm) {t =✏ s} ` s =✏ t.

(Triang) {t =✏ s, s =✏0 u} ` t =✏+✏0 u.

(Max) For ✏0 > 0, {t =✏ s} ` t =✏+✏0 s.

(Arch) For ✏ � 0, {t =✏0 s | ✏0 > ✏} ` t =✏ s.

(NExp) {t1 =✏ s1, . . . tn =✏ sn} ` f(t1, ..tn) =✏ f(s1, ..sn),
for any f : n 2 ⌦,

(Subst) If � 2 ⌃(X), � ` t =✏ s implies �(�) ` �(t) =✏ �(s).

(Cut) If � ` � for all � 2 �

0 and �

0 `  , then � `  .

(Assumpt) If � 2 �, then � ` �.

Let E(TX) = Pf (V(TX)) ⇥ V(TX), where Pf (A) is the finite
powerset of A; we call its elements quantitative inferences on TX .
If (V,�) 2 E(TX), we refer to the elements of V as the hypothe-
ses of the inference. An unconditional quantitative inference is a
quantitative inference with an empty set of hypotheses.

Of particular interest for us is the subclass E(X) = Pf (V(X)) ⇥
V(TX) of quantitative inferences, hereafter called basic quantita-
tive inferences, where the hypotheses are finite sets of quantitative
equations between variables. The axioms for theories will be basic
quantitative inferences.

Notation: Hereafter in the paper we fix a countable set X of
variables that we use to define quantitative equational theories over
various algebraic similarity types.

DEFINITION 2.2 (Quantitative Equational Theory). Given a set
S ✓ E(X) of basic quantitative inferences on TX , denote by `S

the smallest deducibility relation that contains S. The quantitative
equational theory induced by S is the set

U def
= (`S) \ E(TX).

The elements of S are the axioms of the theory U .

Note that in our current setting a quantitative equational theory
does not contain any conditional equation with infinitely many
hypotheses, nor indeed does the set S. However, in constructing U
from S, we can use the infinitary archimedean rule in derivations.
This setting can be extended to include inferences with a countable
set of hypothesis; and the basic theory developed in what follows
can be easily adapted.

If U is a quantitative equational theory and ; ` s =e t 2 U , we
will abuse notation and also write U ` s =e t.

DEFINITION 2.3 (Consistent theories). A quantitative equational
theory U over TX is inconsistent if U ` x =0 y, where x, y 2 X
are two distinct variables. U is consistent if it is not inconsistent.

3. Quantitative Algebras

DEFINITION 3.1 (Quantitative Algebra). A quantitative algebra is
a tuple A = (A,⌦A, dA), where (A,⌦A

) is an algebra of type
⌦ and dA : A ⇥ A �! R+ [ {1} is a metric on A (possibly
taking infinite values) such that all the operators in the signature
are non-expansive. i.e., for any f : n 2 ⌦

A, any ai, bi 2 A,
i = 1, ..n and any ✏ � 0, dA(ai, bi)  ✏ for all i = 1, ..n implies
dA(f(a1, .., an), f(b1, .., bn))  ✏.

A quantitative algebra is degenerate if its support is empty or it is a
singleton.

As expected, a homomorphism of quantitative algebras of signature
⌦ is just a non-expansive homomorphism of ⌦-universal algebras.
The quantitative algebras of type ⌦ and their homomorphisms form
a category, denoted ⌦-QA.

The quantitative algebra B = (B,⌦, dB) is a subalgebra of the
quantitative algebra A = (A,⌦, dA), denoted by B  A, if B
is a subalgebra of A as universal algebra and, in addition, for any
a, b 2 B, dB(a, b) = dA(a, b).

DEFINITION 3.2 (Universal mapping property). Let K be a sub-
category of quantitative algebras of type ⌦, C an arbitrary cate-
gory, G : K �! C a functor and C an object in C. A universal
morphism from C to G is a pair (A,↵) consisting of a quantita-
tive algebra A 2 K and a morphism ↵ : C �! GA in C, such that
for every pair (B,�) with B 2 K and � : C �! GB a morphism
in C, there exists a unique homomorphism of quantitative algebras
h : A �! B such that Gh � ↵ = �. Diagrammatically

in C in K
C GA A

GB B

�

↵

Gh h

A quantitative algebra A has the universal mapping property for C
to G if there exists a universal morphism (A,↵) from C to G.
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4. Algebraic Semantics

Given a quantitative algebra A = (A,⌦A, dA) of type ⌦ and a set
X of variables, an assignment on A is a function ◆ : X �! A that
is canonically extended to ◆ : TX �! A over ⌦-terms by

• for any f : n 2 ⌦, ◆(f(t1, . . . , tn)) = fA
(◆(t1), . . . ◆(tn)).

We denote by T(X|A) the set of assignments on A.

DEFINITION 4.1 (Satisfiability). Consider a quantitative alge-
bra A = (A,⌦A, dA) and a set X of variables. A satisfies
a quantitative inference � ` s =✏ t 2 E(TX) over TX ,
written � |=A s =✏ t, if for all assignments ◆ 2 T(X|A)

it is the case that dA(◆(t0), ◆(s0))  ✏0 for all s0 =✏0 t0 2
� implies dA(◆(s), ◆(t))  ✏.

In these cases we say that A is a model of the inference. Similarly,
for a set of quantitative inferences �, we say that A is a model of �
if A satisfies each element of �. A quantitative inference (a quanti-
tative equational theory) is satisfiable if it has a model.

Instead of ; |=A s =✏ t we also write A |= s =✏ t.

DEFINITION 4.2 (Equational Class of Quantitative Algebras). For
a quantitative equational theory U over the ⌦-terms TX , the equa-
tional class induced by U is the class of quantitative algebras of
signature ⌦ satisfying U .

We denote this class as well as the full subcategory of ⌦-quantitative
algebras satisfying U by K(⌦,U). It is closed under isomorphic
images, subalgebras and small products.

5. Completeness for Quantitative Algebras

Fix a signature ⌦ and a quantitative equational theory U over ⌦-
terms in TX with variables in the countable set X . We consider
a set M of generators and we construct a quantitative algebra
T[M ] with support a quotient of TM w.r.t. 0-provability induced
by U .

Define the pseudometric dU : TX⇥TX �! R+[{1} by

dU (t, s) = inf{✏ | ; ` t =✏ s 2 U}

It is not difficult to verify that dU is also characterized by

dU (t, s) = inf{✏ | 8V 2 Pf (V(X)), V ` s =✏ t 2 U} .

Let P be the set of all pseudometrics that makes all the assignments
in T(X|TM) non-expansive. We define the following pseudomet-
ric on TM for arbitrary p, q 2 TM :

d(p, q) = sup{�(p, q) | � 2 P} ,
This construction is known as the final pseudometric for a cone of
functions, where in this specific case the cone is T(X|TM).

Let (T[M ], d
⇠=
) be the metric space induced by the pseudometric d

after quotienting TM w.r.t. the equivalence relation ⇠
=

= {(p, q) |
d(p, q) = 0}. Let T[M ] be the set of ⇠

=

-equivalence classes on
TM ; hence, d⇠=(p⇠=, q⇠=) = d(p, q), for any p, q 2 TM .

The fact that the equational theory is axiomatized by basic quan-
titative inferences allows us to prove that ⇠

=

is a congruence w.r.t.
the operators in ⌦, i.e., for any f : n 2 ⌦ and pi, qi 2 TM ,
i = 1, . . . , n,

pi ⇠= qi implies f(p1, . . . , pn) ⇠= f(q1, . . . , qn) .

Due to this property, we can endow T[M ] with the structure of an
⌦-algebra by interpreting f : n 2 ⌦ as follows:

f(p
⇠=
1 , . . . , p

⇠=
n ) = (f(p1, . . . pn))

⇠= .

Thus we get a quantitative algebra T[M ] = (T[M ],⌦, d
⇠=
).

THEOREM 5.1. T[M ] = (T[M ],⌦, d
⇠=
U ) 2 K(⌦,U).

Term Quantitative algebra. In particular, the previous construc-
tion can also be done for the case when M = X and we obtain
the quantitative algebra T[X] = (T[X],⌦, d

⇠=
) of terms modulo

0-provability.

We prove now that when we construct the distance d on TX what
we get is, in fact, exactly dU .

Note that any assignment ◆ 2 T(X|T [X]) is a substitution on TX
and applying (Subst), for any ◆ 2 T(X|T [X]),

; ` s =e t 2 U iff ; ` ◆(s) =e ◆(t) 2 U .
An immediate consequence of this is that for any ◆ 2 T(X|T [X]),

dU (s, t) = dU (◆(s), ◆(t)).

Hence, any ◆ 2 T(X|T [X]) is non-expansive. This means that
dU 2 P, then by definition d � dU .

On the other hand, dU � d, because d must make all the maps
in T(X|TX) non-expansive, and in particular, it must make the
identity on TX non-expansive.

Hence, for M = X we get that d = dU .

This equality allows us to further speak about T[X] = (T[X],⌦, d
⇠=
U )

as the algebra generated by the set X .

Completeness. These results allow us now to prove the following
strong completeness theorem.

THEOREM 5.2 (Completeness). Given a quantitative equational
theory U over the set X of variables and signature ⌦,

[� |=A � for any A 2 K(⌦,U)] iff � ` � 2 U .

Proof. The right-to-left implication (soundness) is a direct conse-
quence of the definition of K(⌦,U).

It remains for us to prove the left-to-right implication:

[� |=A � for any A 2 K(⌦,U)] implies � ` � 2 U .
Suppose that the left-hand side is satisfied. Assume that � is the
quantitative equation s =e t.

Let U [ � be the quantitative equational theory induced by U [
{; `  |  2 �}. Obviously, U [ � is a theory over TX . Applying
Theorem 5.1, we obtain that (T[X],⌦, d

⇠=
U[�

) is a model for U [ �,
hence both for U and for {; `  |  2 �}.

Because (T[X],⌦, d
⇠=
U[�

) 2 K(⌦,U), (T[X],⌦, d
⇠=
U[�

) satisfies
� ` �. And because (T[X],⌦, d

⇠=
U[�

) is a model of �, we obtain
that (T[X],⌦, d

⇠=
U[�

) is also a model for s =e t. Consequently,
inf{✏ | U [ � ` s =✏ t}  e, i.e., dU[�(s, t)  e.

Suppose now that � ` s =e t 62 U .
If ; ` s =e t 2 U , applying (Cut) we get that � ` s =e t 2 U -
contradiction.
Also, ; ` s =e t 62 {; `  |  2 �}, because otherwise s =e t
is derived from the hypothesis in � and the use of some of the
closure conditions in Definition 2.2, i.e., � ` s =e t is guaranteed
by the closure rules in Definition 2.2. But then, we also have
� ` s =e t 2 U - contradiction.
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Since ; ` s =e t 62 U[�, if ; ` s =e t 2 U [ �, then there exists
�

0 ✓ � and � 2 U such that �0 [ � ` s =e t 2 U . Then, using
(Assumpt) and (Cut), we must also have � [� ` s =e t 2 U .

Because ; ` ⇢ 2 U for all ⇢ 2 �, we also have � ` ⇢ 2 U for
all ⇢ 2 � and applying (Assumpt) we get further � ` ⇢ 2 U for
all ⇢ 2 � [�. Since � [� ` s =e t 2 U , applying (Cut) we get
� ` s =e t 2 U - contradiction.

Hence, ; ` s =e t 62 � [ U .

Let i = inf{✏ | � [ U ` s =✏ t} = d�[U (s, t).

If i 2 Q, then using (Arch) we can prove that � [ U ` s =i t and
further (Max) guarantees that i > e, since ; ` s =e t 62 � [ U .

If i 62 Q, from ; ` s =e t 62 � [ U we derive that i � e. But since
e 2 Q, this means that i > e.

Hence, d�[U (s, t) > e, contradicting dU[�(s, t)  e.

The next theorem proves that the construction of T[M ] is universal
(in a categorical sense) with respect to all the quantitative algebras
satisfying the quantitative equational theory U . Specifically, T[M ]

has the universal mapping property for M to the (obvious) forget-
ful functor USet : K(⌦,U) �! Set. Concretely, for any quanti-
tative algebra A = (A,⌦A, dA) 2 K(⌦,U) and any set-map
↵ : M �! A, there exists a unique morphism of quantitative al-
gebras h : T[M ] �! A that makes the following diagram commu-
tative.

in Set in K(⌦,U)

M T[M ] T[M ]

A A

↵

⌘M

h h

where ⌘M : M �! T[M ] is the map given by ⌘M (m) = m
⇠=.

The map h is characterized as follows:

• for m 2 M , h(m⇠=
) = ↵(m);

• for f : n 2 ⌦ and p1, . . . , pn 2 TM ,

h((f(p1, . . . , pn))
⇠=
) = fA

(h(p
⇠=
1 ), . . . , h(p

⇠=
n )).

THEOREM 5.3. (T[M ], ⌘M ) is a universal arrow from M 2 Set
to USet.

Since X and U are arbitrarily chosen, Theorem 5.3 justifies calling
T[X] the free ⌦-quantitative algebra generated over X .

In standard universal algebras, the set of terms gives rise to a
monad, the term monad. As one would expect, this is the case also
for quantitative algebras, with the only difference that now terms
are quotiented w.r.t. 0-provability in U .

The free-construction above provides a functor TU : Set �! Set
that maps objects M 2 Set to the set T[M ] of ⌦-terms. TU is
monadic, with unit and multiplication given by the natural trans-
formations ⌘ : Id ) TU and µ : TUTU ) TU , characterized, for
arbitrary m 2 M , t 2 T[M ], f : n 2 ⌦, C1, .., Cn 2 T[T[M ]]

by:

⌘M (m) = m
⇠= , µM (t) = t ,

µM (f(C1, .., Cn)
⇠=
) = f

�
µM (C1), .., µM (Cn)

�⇠=
.

Note that this monad corresponds to the standard equational term
monad constructed from the equational for universal algebras. In
the next sections we show that quantitative equational theories
are actually stronger then their non-quantitative counterparts, by
allowing the construction of metric term monads.

6. Free Quantitative Algebras over Metric

Spaces

Consider a quantitative equational theory U of type ⌦ over TX ,
where X is the countable set of variables.

There is an obvious forgetful functor UMet : K(⌦,U) �! Met
from the category K(⌦,U) of algebras satisfying U to the cate-
gory of metric spaces and non-expansive maps. Similarly to Theo-
rem 5.3, we aim to show that any metric space (M,d) generates a
free quantitative algebra Td

[M ] in K(⌦,U).

Let ⌦M = ⌦ [ {m : 0 | m 2 M} be the extension of ⌦ with
additional constant symbols taken from M (assume that ⌦ \M =

;); and let UM be the smallest quantitative equational theory of type
⌦M over X , containing U and satisfying, for all m,n 2 M , the
additional axioms ; ` m =✏ n, whenever d(m,n)  ✏ .

The construction of UM guarantees that any algebra in K(⌦M ,UM )

can be turned into an algebra in K(⌦,U) simply by forgetting the
interpretations of the constants in M . Conversely, given a non-
expansive map ↵ : M �! A, any algebra A = (A,⌦A, dA) 2
K(⌦,U) can be turned into an algebra in K(⌦M ,UM ) just by in-
terpreting each constant symbol m : 0 2 M as ↵(m) 2 A.

This relation is functorial, and it gives the (forgetful) functor

U : K(⌦M ,UM ) �! K(⌦,U) .

Consider T[;] 2 K(⌦M ,UM ), the free ⌦M -quantitative algebra
generated over the empty set and define

Td
[M ] = U(T[;]) 2 K(⌦,U)

where Td
[M ] = (Td

[M ],⌦, d
⇠=
M ).

The following theorem states that Td
[M ] is the quantitative algebra

in K(⌦,U) freely generated from the metric space (M,d). Specif-
ically, Td

[M ] has the universal mapping property for (M,d) 2
Met to the forgetful functor UMet : K(⌦,U) �! Met. This is
described by the commutative diagram below:

in Met in K(⌦,U)

(M,d) (Td
[M ], d

⇠=
M ) Td

[M ]

(A, dA) A

↵

⌘M

h h

where ⌘M : M �! Td
[M ] is given by ⌘M (m) = m

⇠=.

THEOREM 6.1. (Td
[M ], ⌘M ) is a universal arrow from (M,d) 2

Met to UMet.

The free-construction described above gives rise to the metric term
monad: given a quantitative equational theory U , one can define
the functor TU : Met �! Met that maps an object (M,d) 2
Met to the metric space (Td

[M ], d
⇠=
M ) of ⌦-terms constructed

over M and quotiented w.r.t. 0-provability in UM , with metric d
⇠=
M

induced by the equational theory UM . TU is monadic, with unit
and multiplication being the natural transformations ⌘ : Id ) TU
and µ : TUTU ) TU , defined for arbitrary m 2 M , t 2 Td

[M ],
f : n 2 ⌦, and C1, .., Cn 2 Td

[Td
[M ]], by

⌘M (m) = m
⇠= , µM (t) = t ,

µM (f(C1, .., Cn)
⇠=
) = f

�
µM (C1), .., µM (Cn)

�⇠=
.
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Unlike the monad described in the previous section, this monad
lives in Met and the metrics associated with the set of terms are
uniquely induced by the quantitative equational theories U .

We conclude this section with a characterization of the consistency
of UM from a metric perspective.

We say that a metric space is degenerate if its support is empty or
a singleton.

THEOREM 6.2. If (M,d) is a non-degenerate metric space, then
UM is consistent iff the map ⌘M : (M,d) �! (Td

[M ], d
⇠=
M ) is an

isometry2.

COROLLARY 6.3. If (M,d) is non-degenerate, then UM is incon-
sistent iff U is inconsistent.

7. Free models over complete metric spaces

A basic result that we will sketch in this section is the following: if
one takes a quantitative theory and forms its free algebra in the cat-
egory of metric spaces and then takes its metric completion (suit-
ably extending the operations) then that is the free algebra in the
category of complete metric spaces. This gives a general character-
ization of the monad on complete metric spaces; though, of course,
for specific examples one can give much better characterizations.
The corresponding result fails for dcpos.

Recall that our metrics take values in the extended positive reals.
The category of such metric spaces and non-expansive maps has
coproducts and products, whereas the usual metric spaces only
have finite products and, in general, no coproducts. One defines
components of a metric space by defining an equivalence relation
x ⇠ y if d(x, y) < 1. The equivalence classes are ordinary metric
spaces, these are the components. A metric space is the coproduct
of its components.

The usual metric completion C(M) of an ordinary metric space
M is universal in the category of extended metric spaces. The
extension of a non-expansive map f : M �! N to f is determined
by the equation:

f(limxi) = lim f(xi).

One can now form the metric completion of any space M in the
usual way. We note that it is exactly the coproduct of the com-
pletions of its components; thus one has a universal completion of
any space. The usual metric completion of a finite product of or-
dinary spaces is the product of their metric completions, so the fi-
nite product of the universal completions is a universal completion.
This argument extends to components. One has then the expected
extensions of n-ary functions to completions.

One can extend this completion to algebras. Given an algebra A
on a metric space M one obtains an algebra A on a complete
metric space by taking the completion of M and then extending
the operations on M to the completion as we described above. One
can readily verify that A is the universal completion of A.

Now we introduce the continuous equation scheme to capture the
idea that equations depend on their variables in a continuous way.

DEFINITION 7.1 (Continuous equation scheme). Let ⌦ be an al-
gebraic similarity type. A set

{{x1 =e1 y1, .., xn =en yn} ` s =f(e1,..,en) t | e1, .., en 2 R+}

2 By isometry in this context we mean a distance-preserving map, since ⌘ is
obviously not a bijection.

of basic quantitative inference over TX such that f is a continuous
function in all variables is called a continuous equation scheme on
TX .

We say that a quantitative algebra satisfies a continuous equation
scheme if it satisfies all the elements of the continuous equation
scheme.

PROPOSITION 7.2. If a quantitative algebra A satisfies a continu-
ous equation scheme, so does its completion A.

From the above, one obtains the following results.

THEOREM 7.3. Consider a quantitative equational theory U ax-
iomatized by continuous equation schemes and a metric space
(M,d). The freely generated quantitative algebra Td

[M ] over
the completion (M,d) of (M,d) is isomorphic to the completion
Td

[M ] of the quantitative algebra Td
[M ].

COROLLARY 7.4. Consider a quantitative equational theory ax-
iomatized by continuous equation schemes, over a signature with
countably many operation symbols. Then the free model over a
complete separable metric space M is separable, with countable
set of generators being the least subalgebra containing any count-
able set of generators of M .

8. Left-Invariant Barycentric Algebras

In this section we present a first example of quantitative univer-
sal algebra, the left-invariant barycentric algebra, and demonstrate
that the freely generated one is, in this case, the algebra of proba-
bility distributions with finite support over the set of generators and
the metric space is induced by the total-variation distance between
distributions.

Consider the algebraic similarity type

B = {+e : 2 | e 2 [0, 1]}
containing, for each e 2 [0, 1], a binary operator +e. We call it the
barycentric signature.

DEFINITION 8.1 (Left-Invariant Barycentric Equational Theory).
This theory is given by the following axiom schemata, where
x, x0, x00 2 X (X is the countable set of variables) and e, e0 2
[0, 1]:

(B1) ` x+1 x
0
=0 x

(B2) ` x+e x =0 x

(SC) ` x+e x
0
=0 x0

+1�e x

(SA) ` (x+e x
0
)+e0 x

00
=0 x+ee0 (x

0
+ e0�ee0

1�ee0
x00

) provided that

e, e0 2 (0, 1)

(LI) ` x0
+e x =✏ x

00
+e x where e  ✏ 2 Q+

(SC) stands for skew commutativity and (SA) for skew associativity.
We call (LI) the left-invariance axiom schema. Observe that if
e 2 Q, (LI) takes the simpler form:

` x0
+e x =e x00

+e x.

The algebras satisfying left-invariant barycentric equational theo-
ries are called left-invariant barycentric algebras or LIB algebras
for short.

Hereafter we focus on the the class K(B,ULI
) defined by the left-

invariant barycentric equational theory ULI .
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8.1 The Freely-Generated Algebra

If (S,⌃) is a measurable space and �[S,⌃] is the class of probabil-
ity measures over (S,⌃), the total variation distance between prob-
ability measures is defined, for arbitrary µ, ⌫ 2 �[S,⌃] by

T (µ, ⌫) = sup

E2⌃
|µ(E)� ⌫(E)| .

Let now M be a set and T[M ] be the LIB algebra in K(B,ULI
)

freely generated from M . By Theorem 5.3, T[M ] has the universal
mapping property for M to USet : K(B,ULI

) �! Set.

Denote by ⇧[M ] the set of finitely-supported discrete probabil-
ity distributions on M . Next we will show that ⇧[M ] endowed
with the total-variation distance can be organized as a LIB alge-
bra in K(B,ULI

) having the universal mapping property for M to
USet : K(B,ULI

) �! Set. From the uniqueness of the universal
arrows, we will get that ⇧[M ] and T[M ] are isomorphic.

We can organize ⇧[M ] as an algebra of type B by interpreting each
operator +e : 2 2 B, for arbitrary µ, ⌫ 2 ⇧[M ], as follows

µ+e ⌫ = eµ+ (1� e)⌫ ,

We can further regard ⇧[M ] as a quantitative algebra by taking the
total-variation distance as a metric on ⇧[M ].

THEOREM 8.2. ⇧[M ] = (⇧[M ],B, T ) 2 K(B,ULI
).

The next theorem shows that ⇧[M ] has the universal mapping
property for M to USet, with universal arrow (⇧[M ], �M ), where
�M : M �! ⇧[M ] maps m 2 M to �m 2 ⇧[M ] —the Dirac
measure with probability mass concentrated at m 2 M .

THEOREM 8.3. (⇧[M ], �M ) is an universal arrow from M 2 Set
to USet.

The next result follows directly by Theorem 5.3 and 8.3.

COROLLARY 8.4. The quantitative B-algebras ⇧[M ] and T[M ]

are isomorphic with bijective isometry h : Td
[M ] �! ⇧[M ] given,

for m 2 M and t, s 2 TM by

h(m
⇠=
) = �m , h((t+e s)

⇠=
) = eh(t

⇠=
) + (1� e)h(s

⇠=
) .

Consequently, the metric induced by the quantitative equational
theory ULI coincides with the total variation distance on ⇧[M ].
Thus we say that ULI axiomatizes the total variation distance.

9. Quantitative Semilattices with a zero

In this section we provide a first example of free quantitative al-
gebra over metric spaces. We discuss the case of the quantitative
semilattices with a zero and show how their axiomatization in-
duces Hausdorff distances both in the finitary and in the continuous
case.

The (extended) Hausdorff metric induced by d on the set of all com-
pact subsets of M , is defined, for arbitrary compact sets A,B ✓ M
by

Hd(A,B) = max

⇢
sup

a2A
d(a,B), sup

b2B
d(b, A)

�
,

where, d(m,N) = infn2N d(m,n) denotes the distance from an
element m 2 M to a set N ✓ M .

Consider the signature of (bounded join-) semilattices with a
zero

S = {+ : 2, 0 : 0}

containing one binary operator + and one constant 0.

DEFINITION 9.1 (Quantitative Semilattice Equational Theory).
This theory is given by the following axiom schemata where
x, x0, x00, y, y0 2 X (X is the countable set of variables) and
✏, ✏0 2 [0, 1]:

(S0) ` x+ 0 =0 x

(S1) ` x+ x =0 x

(S2) ` x+ x0
=0 x0

+ x

(S3) ` (x+ x0
) + x00

=0 x+ (x0
+ x00

)

(S4) {x =✏ y, x0
=✏0 y0} ` x + x0

=� y + y0, where � =

max{✏, ✏0}.

In this section we focus on the algebras satisfying quantitative
semilattice equational theories; we call these quantitative semilat-
tices with a zero.

Hereafter we focus on the class K(S,US
) defined by the quantita-

tive semilattice equational theory US .

9.1 The Finitary Case

Fix a metric space (M,d). Let Td
[M ] be the quantitative semilat-

tice with a zero in K(S,US
) freely generated from (M,d). By The-

orem 6.1, Td
[M ] has the universal mapping property for (M,d) to

UMet : K(S,US
) �! Met.

Denote by F[M ] the set of all finite subsets of M . In what follows
we show that F[M ] can be organized as a quantitative semilattice
with a zero in K(S,US

) where the metric structure is defined
by the Hausdorff metric Hd; moreover, F[M ] has the universal
mapping property for (M,d) to UMet : K(S,US

) �! Met. This
will prove that F[M ] and Td

[M ] are isomorphic S-quantitative
algebras.

We organize F[M ] as an universal algebra of type S by defining, for
arbitrary A,B 2 F[M ], A + B = A [ B, 0 = ;. We can further
organize F[M ] as a quantitative algebra by taking the Hausdorff
metric Hd induced by d.

THEOREM 9.2. F[M ] = (F[M ],S, Hd) 2 K(S,US
).

The next theorem states that F[M ] has the universal mapping prop-
erty for (M,d) to UMet, with universal arrow (F[M ],�M ), where
�M : M �! F[M ] is the map that assigns to arbitrary m 2 M ,
the singleton set �M (m) = {m}. Note that, Hd({m}, {n}) =

d(m,n), hence �M is non-expansive.

THEOREM 9.3. (F[M ],�M ) is an universal arrow from (M,d) 2
Met to UMet.

Theorem 6.1 and Theorem 9.3 prove the following corollary.

COROLLARY 9.4. The quantitative S-algebras F[M ] and Td
[M ]

are isomorphic with bijective isometry h : Td
[M ] �! F[M ] given,

for m 2 M and t, s 2 TM by

h(m
⇠=
) = {m} , h((t+ s)

⇠=
) = h(t

⇠=
) [ h(s

⇠=
) .

Hence, the distance induced by the quantitative equational theory
US extended with the axioms relative to the generator (M,d) is the
Hausdorff metric induced by d. Thus we say that US

M axiomatizes
the Hausdorff distance.
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9.2 The Continuous Case

We now focus on the class of the compact subsets of a complete
separable metric space and prove that it can be organized as a
quantitative semilattice with a zero. It turns out that this is the freely
generated algebra in the category of quantitative semilattices with a
zero over complete separable metric spaces. As might be expected,
the proofs here are more analytic in contrast with the combinatorial
proofs of the previous subsection.

Consider a complete separable metric space (M,d). Let G[M ] be
the set of the compact subsets of M in the open-ball topology of d.
We show that by interpreting + by [, 0 by ; and endowing G[M ]

with the Hausdorff metric Hd, we obtain a quantitative semilattice
with a zero that satisfies US .

As shown in the previous section, we can also construct the
freely generated quantitative semilattice with a zero Td

[M ] =

(Td
[M ],S, d⇠=M ), which is isomorphic to F[M ] = (F[M ],S, Hd).

However, (Td
[M ], d

⇠=
M ) is separable (with countable dense subset

given by Td
[D], where D is the countable dense set in M ) but it is

not a complete metric space.

Consider (Td
[M ], d

⇠=
M ), the completion of (Td

[M ], d
⇠=
M ). Since

Td
[M ] is isomorphic to F[M ], their completions must be isomor-

phic metric spaces.

Let KS be the subcategory of quantitative semilattices with a zero
over complete separable metric spaces. We prove that G[M ] =

(G[M ],S, Hd) and Td
[M ] = (Td

[M ],S, d⇠=M ) are isomorphic
quantitative semilattices with a zero.

THEOREM 9.5. If (M,d) is a complete separable metric space,
then G[M ] 2 KS . Moreover, G[M ] is isomorphic to Td

[M ].

Proof. Verifying the axioms of the quantitative semilattices with a
zero for G[M ] is routine. What we need to prove further is that
(G[M ], Hd) is a complete separable metric space.

Let D ✓ M be a countable dense subset of M (its existence is
guaranteed by the fact that (M,d) is a separable space). F[D] is
countable and we now show that it is dense in G[M ].

Consider an arbitrary compact set C 2 G[M ]. The set S = D \C
is countable and dense in C. Suppose that S = {s1, s2, . . .}. Then,
the sets Si = {s1, . . . , si}, i 2 N are all compact, hence elements
of F[M ], and their sequence converges to C in (G[M ], Hd). Hence,
F[D] is dense in G[M ].

Previously, we have shown that d⇠=M = Hd on F[M ], hence also
on F[D]. Since the completion of F[D] is unique and it gives
us (G[M ], Hd), we obtain the isomorphism between Td

[M ] and
G[M ]; hence also an isomorphism of metric spaces.

Next we state that Td
[M ] is the quantitative algebra in KS

freely generated from the complete separable metric space (M,d).
Specifically, Td

[M ] has the universal mapping property for (M,d) 2
CSMet (the category of complete separable metric spaces with
non-expansive maps) to the forgetful functor

UCSMet : KS �! CSMet .

This situation is described by the commutative diagram below
(cf. Definition 3.2):

in CSMet in KS

(M,d) (Td
[M ], d

⇠=
M ) Td

[M ]

(A, dA) A

↵

⌘M

h h

THEOREM 9.6. (Td
[M ], ⌘M ) is a universal morphism from (M,d) 2

CSMet to UCSMet.

10. Interpolative Barycentric Algebras

In this section we study a variation of quantitative barycentric alge-
bras, which is similar to the left-invariant barycentric algebra dis-
cussed in Section 8 but with one slightly stronger axiom than (LI).
The signature remains the same but the axioms though, superfi-
cially, only slightly different give a very different metric. Instead of
axiomatizing the total variation distance, we get an axiomatization
of the p-Wasserstein metric for p � 1, both in the finitary and the
continuous cases. For p = 1 this reduces to the Kantorovich metric.
We call these algebras interpolative barycentric algebras or p-IB
algebras for short. The new axiom is a kind of interpolation axiom.
In this section we are always assuming the underlying metric takes
values in [0, 1]; they are called one-bounded metrics.

Consider the barycentric signature B = {+e : 2 | e 2 [0, 1]} from
Section 8.

DEFINITION 10.1 (p-IB Equational Theory). This theory is given
by the axiom-schemata (B1), (B2), (SC), (SA) from Definition 8.1)
and the following axiom-scheme (IBp), where ✏1, ✏2 2 [0, 1] and
� 2 Q+ \ [0, 1]:

(IBp) {x =✏1 y, x0
=✏2 y0} ` x +e x0

=� y +e y0, where
(e✏p1 + (1� e)✏p2)

1/p  �.

Note that (IBp) is not an unconditional quantitative inference as are
the previous examples. Moreover, it is stronger than the axiom (LI)
in Definition 8.1 for 1-bounded metrics, in the sense that (LI) is
than just an instantiation of (IBp). Hence, this new proof system
can prove more basic quantitative equations.

If we state (IB1), we get the axiom below.

(IB1) {x =✏1 y, x0
=✏2 y0} ` x +e x0

=� y +e y0, where
e✏1 + (1� e)✏2  �.

In this section we focus on the class K(B,UIB
) defined by the p-IB

barycentric equational theory UIB .

Kantorovich-Wasserstein Duality

Let (M,d) be a one-bounded complete separable metric space and
let p � 1. The p-Wasserstein metric induced by d on the set �[M ]

of Radon3 probability measures over M , is defined, for arbitrary
µ, ⌫ 2 �[M ] as

W p
d (µ, ⌫)

p
= inf

⇢Z
dp d! | ! 2 C(µ, ⌫)

�
.

3 Radon measures are tight. This means that for every ✏ > 0 there is a
compact set K✏ such that the measure of M \K✏ is less than ✏. On complete
separable metric spaces all Borel measures are Radon.
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In particular, for p = 1, one gets the Kantorovich metric induced
by d on �[M ]:

Kd(µ, ⌫) = sup

⇢����
Z

f dµ�
Z

f d⌫

����

�
.

with supremum ranging over the set positive 1-bounded non-
expansive real-valued functions over M .

We will generally work with Polish spaces in this section. A Polish
space is a separable topological space for which can be metrized
so that it is complete. Note that a space like (0, 1) is Polish even,
though it is not complete with the usual metric. However, it is
homeomorphic to (0,1), hence can be given a complete metric
that gives the same topology. In a Polish space all Borel measures
are Radon.

THEOREM 10.2 (Kantorovich Duality - Thm 5.10, (Villani 2008)).
Let (M,d) be a Polish metric space with the metric taking real val-
ues. Then, for arbitrary Borel probability measures4 µ, ⌫ 2 �[M ]

Kd(µ, ⌫) = min

⇢Z
d d! | ! 2 C(µ, ⌫)

�
.

An optimal coupling for W 1
d , i.e., the one that attains the minimum

in the characterization above, always exists. So that, by monotonic-
ity of Lebesgue integral, a minimal coupling exists also for the gen-
eral case p > 1.

Moreover, note that the total variation distance is just a particular
case of the Wassertstein metric, namely, T (µ, ⌫) = K1 6=(µ, ⌫) =
W 1

1 6=(µ, ⌫), where 1 6= is the metric that assigns distance 1 to all
distinct pairs of points.

10.1 The Finitary Case

Fix a metric space (M,d) with the metric taking real values. Let
Td

[M ] be the p-IB algebra in K(B,UIB
) freely generated from

(M,d), as constructed in Section 6. By Theorem 6.1, Td
[M ] has

the universal mapping property for (M,d) to

UMet : K(B,UIB
) �! Met.

THEOREM 10.3. If (M,d) is a non-degenerate metric space then
Td

[M ] is a non-degenerate p-IB algebra. In particular, UIB is a
consistent quantitative theory.

Denote by ⇧[M ] the set of finitely supported Borel probability
measures on M —i.e., those that can be represented as finite convex
combinations of Dirac distributions �m, for m 2 M . Next we will
show that ⇧[M ] can be organized as a p-IB algebra in K(B,UIB

),
with metric given by the p-Wasserstein metric W p

d . Moreover, we
show that this algebra enjoys the universal mapping property for
(M,d) to UMet : K(B,UIB

) �! Met; consequently ⇧[M ] and
Td

[M ] are isomorphic B-algebras.

Similarly to Section 8, we regard ⇧[M ] as a universal algebra of
type B by interpreting each operator +e : 2 2 B, for arbitrary
µ, ⌫ 2 ⇧[M ], as

µ+e ⌫ = eµ+ (1� e)⌫ ,

However, unlike the situation in Section 8, ⇧[M ] will be viewed
as a quantitative algebra by taking as a metric the p-Wasserstein
metric W p

d induced by d, rather then the total variation distance.
Note that finitely supported Borel probability measures are Radon,
so that W p

d is a well defined metric on ⇧[M ].

4 Since the space is Polish, these measures are Radon.

THEOREM 10.4. ⇧[M ] = (⇧[M ],B,W p
d ) 2 K(B,UIB

), i.e.,
⇧[M ] |= UIB .

The next theorem shows that ⇧[M ] has the universal mapping
property for (M,d) to USMet, with universal arrow (⇧[M ], �M ),
where �M : M �! ⇧[M ] maps m 2 M to �m 2 ⇧[M ] —
the Dirac measure with probability mass in m 2 M . Note that,
W p

d (�m, �n) = d(m,n), hence �M is non-expansive.

THEOREM 10.5. (⇧[M ], �M ) is an universal arrow from (M,d) 2
Met to UMet.

The next result follows directly by theorems 6.1 and 10.5.

COROLLARY 10.6. The quantitative B-algebras ⇧[M ] and Td
[M ]

are isomorphic with bijective isometry h : Td
[M ] �! ⇧[M ] char-

acterized, for m 2 M and t, s 2 TM by

h(m
⇠=
) = �m , h((t+e s)

⇠=
) = eh(t

⇠=
) + (1� e)h(s

⇠=
) .

This means that the quantitative equational theory UIB , further ex-
tended with the axioms relative to the space (M,d), axiomatizes
the p-Wasserstein metric induced by d; and for p = 1 it character-
izes the Kantorovich metric.

10.2 The Continuous Case

We now focus on the class of the general Borel probability mea-
sures over a complete separable metric space and prove that it
forms a p-IB algebra. In this case we are not restricting to finitely-
supported distributions. It turns out that this is the freely-generated
algebra in the category of the p-IB algebras defined for complete
separable one-bounded metric spaces.

Consider a complete separable metric space (M,d) with the metric
taking values in [0, 1]. Let �[M ] be the set of all Borel probability
measures on M . Note that since (M,d) is complete and separable,
all the measures in �[M ] are Radon. We endow �[M ] with the
signature B, where we define for arbitrary µ, ⌫ 2 �[M ] and
r 2 [0, 1],

µ+r ⌫ = rµ+ (1� r)⌫.

As shown previously, Td
[M ] = (Td

[M ],B, d⇠=M ) is a barycentric
algebra isomorphic to ⇧[M ] = (⇧[M ],B,Wd). However, we
prove below that (Td

[M ], d
⇠=
M ) is separable but it is not a complete

metric space.

Consider the metric space (Td
[M ], d

⇠=
M ) obtained by the comple-

tion of (Td
[M ], d

⇠=
M ).

We need now to recall a series of definitions and results that re-
lates the concept of weak topology and the p-Wasserstein dis-
tance.

DEFINITION 10.7. The p-weak topology on �[M ] is the topology
such that convergence of the sequence of measures ⌫i to ⌫ means
that for all continuous real-valued functions f such that for arbi-
trary m 2 M , |f(m)|  C(1 + d(m0,m)

p
), for some C 2 R+,

and m0 2 M , Z
f d⌫i �!

Z
f d⌫.

If (M,d) is a Polish space then it is known that p-Wasserstein
W p

d metrizes the p-weak topology on �[M ] (see Theorem 6.9 and
Corollary 6.13 in (Villani 2008)).

The following lemma is well known (see Theorem 6.18 in (Villani
2008)).
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PROPOSITION 10.8. Let M be a Polish space and let {ci}ki=1 be
positive real numbers such that

Pk
i=1 ci = 1. Let {mi}ki=1 be

points in M . Then measures of the form
Pk

i=1 ci�mi are p-weakly
dense in �[M ].

Let KB be the class of IB algebras with complete separable metric
spaces. We prove that �[M ] = (�[M ],B,W p

d ) is isomorphic, as
a barycentric algebra, to Td

[M ] = (Td
[M ],B, d⇠=M ).

THEOREM 10.9. If (M,d) is a complete separable metric space,
then �[M ] 2 KB. Moreover, �[M ] is isomorphic to Td

[M ].

Proof. Verifying the axioms of the barycentric algebras for �[M ]

is routine and follows closely the proof of Theorem 10.4. What we
need to prove further is that �[M ] is a complete separable metric
space.

Let D ✓ M be a countable dense subset of M (its existence is
guaranteed by the fact that (M,d) is a separable space). Now ⇧[D]

is of course not countable but we can take all distributions that
assign only rational measures to points and get a countable set. We
call this P[D] for short. We now show that it is dense in �[M ].

Let ⇢ 2 �[M ]. Since (M,d) is Polish, W p
d metrizes the p-weak-

topology on �[M ], which is also a Polish space (Corollary 6.13
in (Villani 2008)). Moreover, ⇧[M ] is dense in �[M ] with respect
to this topology by Prop. 10.8. Hence, there exists a sequence
(⇢i)i2N ✓ ⇧[M ] of distributions with finite support on M that
converges to ⇢. Since D is dense in M and the rationals are dense
in [0, 1], for any sequence (✏i)i2N 2 [0, 1] that converges to 0, we
can find a sequence (⇢0i)i2N ✓ P[D] such that W p

d (⇢i, ⇢
0
i) < ✏i.

Thus, {⇢i | i 2 N} [ {⇢0i | i 2 N} is a Cauchy sequence in
⇧[M ] and since (⇢i)i2N converges to ⇢ and ⇧[M ] is complete,
also (⇢0i)i2N converges to ⇢. And this proves that P[D] is dense in
�[M ].

In the previous section we have shown that d⇠=M = W p
d on ⇧[M ],

hence also on ⇧[D]. Since the completion of ⇧[D] is unique and it
gives us (�[M ], d

⇠=
M ), we obtain the isomorphism between Td

[M ]

and �[M ]; hence, also the isomorphism of metric spaces.

Next we show that Td
[M ] is the quantitative algebra in KB

freely generated from the complete separable metric space (M,d).
Specifically, Td

[M ] has the universal mapping property for (M,d) 2
CSMet (the category of complete separable metric spaces with
non-expansive maps) to the forgetful functor

UCSMet : KB �! CSMet .

This situation is described by the commutative diagram below
(cf. Definition 3.2):

in CSMet in KB

(M,d) (Td
[M ], d

⇠=
M ) Td

[M ]

(A, dA) A

↵

⌘M

h h

THEOREM 10.10. (Td
[M ], ⌘M ) is a universal morphism from

(M,d) 2 CSMet to UCSMet.

All the results of this section can be readily extended to the case
of subprobability measures by introducing a new constant in the
signature where the “missing mass” can reside. These are called
pointed barycentric algebras. Results similar to those presented in
this section hold for pointed barycentric algebras.

11. Related work

The closest related work is by van Breugel et al. (van Breugel
et al. 2007) and by Adamek et al. (Adámek et al. 2012) both of
which were important precursors to the present work. The first pa-
per really shows why the Hausdorff and Kantorovich metrics are
canonical. The second one shows the finitary natures of these mon-
ads. In the paper by van Breugel et al. (van Breugel et al. 2007)
it was shown that the Kantorovich functor is left adjoint to a for-
getful functor from a suitable algebraic category (mean-value al-
gebras) to complete metric spaces. Similarly they show that a suit-
able Hausdorff functor can be treated in a similar way. Their results
are intended to exhibit the power of an approach to solving recur-
sive equations using the theory of accessible categories. Adamek et
al. (Adámek et al. 2012) have studied the finitary versions of the
same functors and have given equational presentations.

A fairly important difference with the present work is that we use
the barycentric axioms rather than the mean value axioms. The
major difference, however, is our use of quantitative equations that
capture the idea of approximate equality.

The difference between the mean-value axiomatization and the
barycentric axiomatization may seem unimportant but we feel that
barycentric algebras are more fundamental. They allow all binary
choices to be directly available; they are of course all definable
from the mean-value if you allow infinite terms but certainly not
if you want everything to be finitary. The barycentric algebras
are the axioms for abstract convex spaces and arise widely in
mathematics; see the historical remarks in (Keimel and Plotkin
2015). Barycentric algebras work very well in other settings too.
For example, if one takes the free pointed barycentric algebras
in other categories like sets or cpos one gets the structures one
expects: finite probability distributions for the case of sets and the
valuation powerdomain for the case of continuous dcpos.

We do not see as yet how all this fits with the program being
pursued by Bart Jacobs and his group at Nijmegen where they
have a general notion of quantitative logic based on structures that
they call an “effectus.”(Cho et al. 2015). There are many intriguing
possibilities but we must defer a proper comparison until we have
digested effectus theory more deeply. One of the motivating strands
of that work was various dualities involving convex structures so
there certainly should be connections.

12. Future work

There is clearly much more to do both in the general theory and
in specific examples. A fundamental task is to understand how to
combine effects just as in the non-quantitative case; many of the
basic results (Hyland et al. 2006, 2007) apply. It should be possible
to extend the results of Section 10.2 to metrics that take extended
real values by suitable rescalings of the metric.

We are actively looking at Markov processes as an example; this
could benefit from a many-sorted extension of the basic theory or
could alternatively use recursive domain equations. As far as we
know, an equational presentation of Markov processes does not
exist. Other possible examples are general distributions coming
from a suitable axiomatization of cones and also an axiomatization
of Choquet capacities which are of interest in games.
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Abstract
String diagrams are a powerful and intuitive graphical syntax for
terms of symmetric monoidal categories (SMCs). They find many
applications in computer science and are becoming increasingly
relevant in other fields such as physics and control theory.

An important role in many such approaches is played by equa-
tional theories of diagrams, typically oriented and applied as
rewrite rules. This paper lays a comprehensive foundation for this
form of rewriting. We interpret diagrams combinatorially as typed
hypergraphs and establish the precise correspondence between dia-
gram rewriting modulo the laws of SMCs on the one hand and dou-
ble pushout (DPO) rewriting of hypergraphs, subject to a soundness
condition called convexity, on the other. This result rests on a more
general characterisation theorem in which we show that typed hy-
pergraph DPO rewriting amounts to diagram rewriting modulo the
laws of SMCs with a chosen special Frobenius structure.

We illustrate our approach with a proof of termination for the
theory of non-commutative bimonoids.

Categories and Subject Descriptors F.2 [Theory of Computa-
tion]: Semantics and reasoning

1. Introduction
Symmetric monoidal categories (SMCs) are categories where ar-
rows can be composed sequentially ( ; ) and in parallel (�). The
interplay between these two kinds of composition is commonplace,
and indeed SMCs have found many applications in computer sci-
ence, physics and related fields. Focussing on computer science,
they feature in concurrency theory, where they describe the con-
current nature of executions of Petri nets [31] as well as serving
as their compositional algebra [9, 40], quantum information, where
they model quantum circuits [12, 13], and in systems theory, where
they provide a calculus of signal flow graphs [2, 5, 7].

In each case, the algebra of SMCs gives us a syntax to talk
about domain-specific artefacts. However, the two composition op-
erations in an SMC are related by functoriality, and symmetries
are natural: this imposes a non-trivial structural equality relation
on terms from the outset—something that in process algebra is
referred to as structural congruence—that makes using ordinary
tree-like syntax ineffectual. Functoriality means that, given terms
A,B,C,D where A,B and C,D can be composed sequentially:

(A� C) ; (B �D) = (A ; B)� (C ; D). (1)
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As a consequence, this syntax is intrinsically 2-dimensional, and
so diagrams—which in this context are often referred to as string
diagrams—are a more efficient representation for arrows of SMCs.
Indeed, both sides of the equation above are represented diagram-
matically as

A B

C D

and so (1) is built into the representation, along with equational
properties such as associativity of both composition operations.

The history of string diagrams begins with Feynman and Pen-
rose, but they remained just a tool for private calculations, ulti-
mately excluded from papers. This was likely due to a lack of
foundational results that justified their use: the careful mathe-
matician checked each step in a diagrammatic proof using stan-
dard term-based means. This changed with the 1991 paper [23] of
Joyal and Street who formalised diagrams as topological structures
and understood diagrammatic manipulation as homotopy. Their
framework allowed them to show that the resulting diagrams-up-
to-homotopy-equivalence served as a description for the arrows
of free braided monoidal categories, of which SMCs are a special
case. Subsequently, the use of diagrammatic notation exploded, see
e.g. the survey [38]. The results of Joyal and Street mean that we
have a formal description of the nature of 2-dimensional syntax,
and so of the arrows of free braided monoidal categories.

Most applications, however, do not feature free categories but
rather rely on the presence of additional equations: for example,
algebraic structures such as bimonoids and Frobenius monoids are
commonplace. Adding equations to a theory of string diagrams
means that diagrammatic proofs include rewriting: if the left hand
side of an equation can be found in a larger string diagram, it can be
deleted and replaced with its right hand side. From a mathematical
point of view, one can formulate rewrite rules as generator 2-
cells (this data structure is variously called a computad [41] or a
polygraph [10]) and consider the resulting free 2-category, where
the 2-cells witness the possible rewriting trajectories. This does not
solve the problem of how to implement rewriting, and the approach
of Joyal and Street does not offer an immediate solution either, thus
we have no “off-the-shelf” rewriting theory for their diagrams.

One of the fundamental difficulties with working with terms
modulo the laws of SMCs is finding matches. For example, con-
sider the following rewrite rule

U V W�
then, using naturality, we ought to be able to find a match in

VU

U

W

which, viewed as a term, does not contain the l.h.s. as a subterm.
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Our approach is to think of string diagrams neither as terms nor
as topological entities, but rather as combinatorial structures: i.e. as
certain “open” (hyper-)graphs. Roughly speaking—since we focus
on the symmetric case—the geometry of diagrams is discarded,
and only connectivity information remains. We show that rewriting
of diagrams is an instance of graph rewriting, in particular the
double pushout (DPO) approach, a research topic that goes back to
the 1970s [17]. The correspondence between rewriting modulo the
laws of SMCs and DPO is surprisingly tight, as we explain below.

To establish the connection between rewriting of string dia-
grams and graph rewriting, we extend and connect together two
existing research threads. First, the algebraic nature of cospans of
graphical structures was studied in e.g. [35], where the algebra of
special Frobenius monoids was shown to play a crucial role. In a
cospan n ! G  m, the open nature of graphs is exhibited by
the “interfaces” n and m which, like “dangling wires” in string di-
agrams, allow composition on the left and right.
Second, there has been work connecting computads in
cospans [19, 36] and DPO graph rewriting: the key ob-
servation is that DPO rules, which are usually presented
as spans of graphs L  j ! R, correspond to rewrite
rules in the cospan category as displayed on the right,
where 0 is the initial object in the category of graphs.

j

⇣⇣✏✏
L +3 R

0

NN PP

Our starting point is the extension of [35], moving from graphs
to hypergraphs. This is essential to tackle arbitrary symmetric
monoidal signatures ⌃: the category of cospans of hypergraphs
with type ⌃ is isomorphic to the free hypergraph category, that
is the SMC freely generated by ⌃ together with a chosen special
Frobenius structure. Hypergraph categories have previously also
been called well-supported compact closed categories [11].

By connecting this result with the observations in [19, 36],
we are able to show that DPO is just rewriting modulo the laws
of SMCs “plus” Frobenius. More precisely, a DPO system on
hypergraphs of type ⌃ amounts to a rewriting system on the free
SMC generated by ⌃ together with a chosen special Frobenius
structure. Intuitively speaking, the Frobenius equations imply a
self-dual compact closed structure, which in turn allows us to
bend rules around: an arbitrary rewriting rule of cospans, as below
on the left, can always be transformed into the DPO rule on the
right. The presence of a Frobenius structure means that this rule
transformation is also sound in the corresponding SMC.

j
⇣⇣��

L +3 R

i

OO OO

i+ j
⌦⌦

L +3 R

0

SS KK

Next we tackle rewriting modulo the equations of SMCs in isola-
tion. We can still consider DPO, but we must be more careful about
rule application: since we may not have a compact closed struc-
ture on the algebraic side, it may be the case that a graph rewriting
rule is unsound when considered as a rewrite of string diagrams.
Here we introduce a restricted form of DPO rewriting, called con-
vex DPO rewriting, and prove that it is sound and complete with
respect to rewriting modulo symmetric monoidal structure.

Rewriting modulo SMC

Rewriting modulo SMC
+ chosen special 

Frobenius structure

DPO rewriting of hypergraphs

convex
DPO rewriting of 

hypergraphs

We conclude the paper with an illustrative example of our approach
by proving termination for the theory of non-commutative bi-
monoids (a.k.a. bialgebras). As any non-commutative group yields
a bimonoid whose multiplication is non-commutative, these play an
important role in representation theory, and the case where neither
the multiplication nor the comultiplication is commutative forms
the basis of the study of quantum groups [24].

Related work. The correspondence between terms of algebraic
structures with sequential and parallel composition (ultimately rep-
resenting arrows of a free SMC) and flow diagrams (i.e., suitable
hyper-graphs) was recognized early on in computer science, and
studied at least since the work of Stefanescu (see the references
in the survey [38]). After [23], and especially after the paper on
traced monoidal categories by Joyal, Street and Verity [22], there
was a flourishing of interest in string diagrams.

A long tradition, pioneered by the work of Burroni on poly-
graphs [10], generalised term rewriting to higher dimensions, in-
cluding the three-dimensional case of string diagram rewriting —
see e.g. [32] for a survey. Here, the laws of SMCs are usually
considered as explicit rewriting rules, resulting in rather elabo-
rate rewriting systems whose analysis is often challenging (see e.g.
[20, 29]). Abstract higher-dimensional rewriting is far more gen-
eral than our approach, which focusses only on SMCs. However,
the benefit of our graphical representation is that it has the laws of
SMCs built-in, reducing considerably the number of rewriting rules
and simplifying the analysis of the resulting rewriting systems.

In [15], the authors use cospans of string graphs (a.k.a. open
graphs) to encode morphisms in a symmetric monoidal category
and reason equationally via DPO rewriting. There is an evident
encoding of the hypergraphs we use to string graphs, which yields
an equivalence between the category of directed cospans from [15]
and our subcategory of monogamous acyclic cospans in FTerm⌃

(characterised in Theorem 3.12). However, the notion of rewriting
considered in [15] is only sound if there is a trace on the SMC,
whereas our notion of convex DPO rewriting guarantees soundness
for any SMC. Another difference is that we directly work in an
adhesive category [28], while the category of open graphs needs to
inherit the good rewriting properties from an embedding into the
adhesive category of typed graphs.

Structure of the paper. Section 2 provides background on SMCs
and string diagrams. Section 3 introduces the combinatorial struc-
tures for interpreting diagrams and characterises them algebraically
in terms of Frobenius monoids. Section 4 establishes the correspon-
dence between DPO rewriting and rewriting in a free SMC with a
chosen special Frobenius monoid. Section 5 develops a restriction
of DPO rewriting, called convex DPO, that is adequate for rewriting
in any free SMC. Section 6 is devoted to the proof of termination
for the theory of non-commutative bimonoids. Omitted proofs are
available in an extended version [4] of this paper.

2. Background
Notation. The composition of two arrows f : a ! b, g : b !
c in a category C is written f ; g : a ! c. For C symmetric
monoidal (SMC), � is its monoidal product and �

a,b

: a � b !
b � a is the symmetry for a, b 2 C. Given C with pushouts, its
cospan bicategory has the objects of C as 0-cells, cospans of arrows
of C as 1-cells and cospan morphisms as 2-cells; Cospan(C) is
the category obtained by identifying the isomorphic 1-cells and
forgetting the 2-cells.

SMTs and PROPs. A standard way of expressing the alge-
braic structure borne in SMCs is through the notion of symmet-
ric monoidal theory (SMT). A one-sorted SMT is determined by
(⌃, E) where ⌃ is the signature: a set of generators o : n ! m
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(c ; c0) ; d = c ; (c0 ; d) id
n

; c = c = c ; id
m

(c� c0)� d = c� (c0 � d) id0 � c = c = c� id0

(c ; c0)� (d ; d0) = (c� d) ; (c0 � d0)
�1,1 ; �1,1 = id2

(c� id
z

) ; �
m,z

= �
n,z

; (id
z

� c)

Figure 1. Laws of SMCs instantiated to a PROP X.

with arity n and coarity m where m,n 2 N. The set of ⌃-terms is
obtained by combining generators in ⌃, the unit id : 1! 1 and the
symmetry �1,1 : 2 ! 2 with ; and �. This is a purely formal pro-
cess: given ⌃-terms t : k ! l, u : l! m, v : m! n, we construct
new ⌃-terms t ; u : k ! m and t� v : k+m! l+ n. The set E
of equations contains pairs of ⌃-terms of the form (t, t0 : i ! j);
the only requirement is that t and t0 have equal arities and coarities.

Just as ordinary (cartesian) algebraic theories have a categorical
rendition as Lawvere categories [21], the corresponding (linear1)
notion for SMTs is the one of PROP [30] (product and permutation
category). A PROP is a symmetric strict monoidal category with
objects the natural numbers, where � on objects is addition. Mor-
phisms between PROPs are identity-on-objects strict symmetric
monoidal functors. PROPs and their morphisms form a category
PROP. Any SMT (⌃, E) freely generates a PROP by letting the
arrows n ! m be the ⌃-terms n ! m modulo the laws of sym-
metric monoidal categories (in Figure 1) and the (smallest congru-
ence containing the) equations t = t0 for any (t, t0) 2 E.

We write S⌃ to denote the PROP freely generated by (⌃,?).
There is a graphical representation of the arrows of S⌃ as string
diagrams, which we now sketch, referring to [38] for the details. A
⌃-term n! m is pictured as a box with n ports on the left and m
ports on the right, which are ordered and referred to with top-down
enumerations 1, . . . , n and 1, . . . ,m. Compositions via ; and �
are drawn respectively as horizontal and vertical juxtaposition.

t ; s is drawn st t� s is drawn t
s

(2)

There are specific diagrams for the ⌃-terms responsible for the
symmetries: these are id1 : 1 ! 1, represented as , the sym-
metry �1,1 : 1 + 1 ! 1 + 1, represented as , and the unit
object for�, that is, id0 : 0! 0, whose representation is an empty
diagram . Graphical representation for arbitrary identities id

n

and symmetries �
n,m

are generated according to the pasting rules
in (2). Note that, of the equations displayed in Figure 1, the first
five are implicit in the diagrammatic language.

It will be sometimes convenient to represent id
n

with the short-
hand diagram n and, similarly, t : n! m with mn t .

Example 2.1.
(a) A basic example is the theory (⌃

M

, E
M

) of commutative
monoids. The signature ⌃

M

contains two generators: multipli-
cation — which we depict as the string diagram : 2 ! 1

— and unit, represented as : 0 ! 1. Equations in E
M

are
given in the leftmost column of Figure 2: they are built from
id0, �1,1 and the generators, composed with ; and �, and as-
sert commutativity, associativity and unitality. We call M the
PROP freely generated by the SMT (⌃

M

, E
M

). A useful ob-
servation is that we can give a concrete description of M: it is
isomorphic to the PROP F with arrows n ! m the functions
{0, . . . , n� 1}! {0, . . . ,m� 1}, see e.g. [27] for details.

1 In the sense that variables cannot be copied, nor discarded.

=

=

=

=

=

=

=

=

Figure 2. The equations E
F

of special Frobenius monoids.

(b) An SMT that plays a key role in our exposition is the theory
(⌃

F

, E
F

) of special Frobenius monoids. The signature ⌃
F

is
concisely presented below:

{ : 2! 1, : 0! 1, : 1! 2, : 1! 0}.

The equations E
F

are depicted in Figure 2. They include the
theory of commutative monoids in the leftmost column. Dually,
the equations in the middle column assert that and
form a cocommutative comonoid. Finally, the two rightmost
equations describe the laws satisfied by the interaction between
these two structures.
The PROP freely generated by (⌃

F

, E
F

) is called Frob. Just
as M, Frob enjoys a concrete description: it is isomorphic to
the PROP Cospan(F) of cospans in F [27]. The isomorphism
⇠ : Frob! Cospan(F) is the unique PROP morphism defined
as follows on the generators in ⌃

F

.

7�! (2! 1 1) 7�! (0! 1 1)

7�! (1! 1 2) 7�! (1! 1 0)

(c) The theory of non-commutative bimonoids has signature

{ , , , }

and the following equations:

=

=

=

=
= =

=

==

=

(3)

We now call NB the PROP that is freely generated from the
signature. In Section 6 we show that the rewriting system that is
obtained by orienting the equalities from left to right terminates.
For this, it will be convenient to use µ, ⌘, ⌫, ✏, respectively, to
refer to the generators.

Compact-closedness. The SMTs that contain a Frobenius monoid
are going to play a special role in our work. We say that an SMT
(⌃, E) is equipped with a chosen special Frobenius structure if
⌃ = ⌃0 +⌃

F

and E = E0 +E
F

for some signature ⌃0 and set of
equations E0. It is relevant for us that PROPs freely generated by
such SMTs possess a self-dual compact closed structure [25]. This
amounts to the existence, for each n, of “cups” n : n+ n! 0

and “caps” n : 0! n+ n, subject to equations

n

n
n

n
= n = n

n

nn
. (4)
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The equations of a Frobenius monoid imply (4) with cups de-
fined according to the following pattern:

0 :=

2 :=

1 :=

3 :=

and similarly for caps, using and .
This data also yields a contravariant PROP morphism ·? (see

e.g. [37, Rmk 2.1]) that is defined as

cn m 7! c nm � :=
n

cn

m
m .

Rewriting in a PROP. We now fix an arbitrary PROP X. A
rewriting rule is a pair hl, ri where l, r : i ! j are arrows of
X with the same source and target. We say that i ! j is the
rule’s type and sometimes write hl, ri : (i, j). A rewriting system
R is a set of rules. A rewriting step is defined for any two arrows
d, e : n ! m in X as d )R e iff 9hl, ri : (i, j) 2 R, c1 : n !
k + i, c2 : k + j ! n such that d = c1 ; (idk � l) ; c2 and
e = c1 ; (idk � r) ; c2, i.e., diagrammatically:

d
n m

= l
c2c1

n
k

ji
m

n me = c2c1
n

k

ji
m

r .

When the PROP under consideration X is S⌃ for some signa-
ture ⌃, the notion of rewriting step can be reformulated as follows:
in order to apply a rewrite rule hl, ri : (i, j) to a diagram d in S⌃

we need to find a match of l in d. This means finding a context C:
a term in S⌃+{• : i!j} with exactly one occurrence of •, such that
d = C[l/•]. The rewrite then takes d )R e, where e = C[r/•].

With these definitions, diagrammatic reasoning can now be seen
as a special case of rewriting. Given an arbitrary SMT (⌃, E) we
can obtain a rewriting system R

E

as

R
E

= { ht, t0i | (t, t0) 2 E} [ { ht0, ti | (t, t0) 2 E }.
Proposition 2.2. Let c, d be two diagrams in S⌃. Then c = d in
the PROP freely generated by (⌃, E) iff c )⇤

RE
d.

3. Frobenius termgraphs
In order to implement rewriting of string diagrams, we shift our fo-
cus away from viewing them as essentially a shorthand for terms, in
favour of considering them as combinatorial hypergraph-like struc-
tures. In the following let F be the PROP of functions, introduced in
Example 2.1.(a). We start by defining the category of hypergraphs.

Definition 3.1 (Hypergraphs). The category of finite directed hy-
pergraphs Hyp is the functor category FI where I has as objects
pairs of natural numbers (k, l) 2 N ⇥ N together with one extra
object ?. For each k, l 2 N, there are k + l arrows from (k, l) to ?.

An object f of FI is the hypergraph with set of nodes f(?) and,
for each k, l, f(k, l) the set of hyperedges with k (ordered) sources
and l (ordered) targets. We shall visualise hypergraphs as follows:

is a node and is an hyperedge, with ordered tentacles
attached to the left boundary linking to sources and the ones on the
right linking to targets. Here is an example.

In order to serve as an interpretation for string diagrams, we
need to extend such vanilla hypergraphs in two ways, leading to
the notion of Frobenius termgraph (Def. 3.2). The first is to assign
hyperedges to the generators in a given signature. Formally, this is
achieved as follows. Any symmetric monoidal signature ⌃ can be
considered as a hypergraph with a single node, in the obvious way.
We can then express ⌃-typed hypergraphs as the objects of the slice
category Hyp⌃

def
= Hyp/⌃. The typing is represented pictorially

by labeling hyperedges with generators in ⌃.

o2

o1o2

Henceforward we shall only work in the slice, thus referring to its
objects directly as (⌃-)hypergraphs.

The second extension is to identify the “left and right dangling
wires”. A natural solution is to use discrete cospans, that is, the full
subcategory of Cospan(Hyp⌃) (the category of cospans)2 with
objects discrete hypergraphs, i.e. those hypergraphs with no edges.

Such discrete cospans can encode terms, termgraphs [14, 39]
(where variable sharing can occur), but also cyclic structures where,
for example, an output of an operation can be fed back as an input.
As we shall see (Theorem 3.3), there is a deep connection with the
theory of special Frobenius monoids; for this reason, we shall refer
to these discrete cospans as Frobenius termgraphs.

Definition 3.2 (Frobenius termgraphs). The PROP FTerm⌃ of
⌃-Frobenius termgraphs is the full subcategory of Cospan(Hyp⌃)
with objects the discrete hypergraphs. Discrete hypergraphs are in
1-1 correspondence with the objects of F, i.e. the natural numbers,
whence FTerm⌃ is a PROP for the same reasons as Cospan(F).

The terminology Frobenius termgraph is justified by the follow-
ing algebraic characterisation of FTerm⌃.

Theorem 3.3. FTerm⌃
⇠= S⌃ + Frob

Theorem 3.3 is crucial for our exposition as it serves as a bridge
between algebraic and combinatorial structures. Indeed, it provides
a presentation, by means of generators and equations, for the PROP
FTerm⌃: the disjoint union of the SMTs of S⌃ and Frob.

We remark that Theorem 3.3 generalises results already appear-
ing in the literature (see e.g. [35, Proposition 3.2] and [19, Theorem
12], and the references therein) which however dealt only with op-
erations of type 1 ! 1. Here we consider operations with arbitrary
(co)arities, thereby allowing us to deal with arbitrary SMTs.

Proof of Theorem 3.3. It suffices to verify that FTerm⌃ satisfies
the universal property of coproducts in PROP. We begin by
defining morphisms

bb·cc : S⌃ ! FTerm⌃ and  : Frob ! FTerm⌃.

Since S⌃ is the PROP freely generated by an SMT with no equa-
tions, it suffices to define bb·cc on the generators: for each o : n !
m in ⌃, we let bbocc be the following cospan of type n ! m.

o1
0

1
0

n � 1 m � 1

(5)

For the definition of  , recall the iso Frob
⇠=�! Cospan(F) of Ex-

ample 2.1.(b). We let  be its composition with the trivial embed-
ding Cospan(F) ! FTerm⌃ regarding a set as a discrete graph.

Now, given a PROP X and morphisms ↵ : S⌃ ! X, � :
Frob ! X we must show that there exists a unique morphism
� : FTerm⌃ ! X making the following diagram commute.

2 Since F has pushouts, so does Hyp, where they are calculated pointwise.
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S⌃

↵ ''

bb·cc // FTerm⌃

�

✏✏

Frob
 oo

�ww
X

(6)

To do this, we decompose—in an essentially unique way—any
Frobenius termgraph into an expression where all the basic con-
stituents lie in the image of � and  . This is possible because we
are working with discrete cospans: all of the action happens on the
nodes, that intuitively serve as coat-hangers for the edges.

Let n f�! G
g � n be in FTerm⌃. Then G = (N,E, ⌧) where

N is the ordinal of nodes, E =
S

k,l2N Ek,l

is a family of (typed)
hyperedges and ⌧ : E ! ⌃ is the type morphism. Since n,m are
discrete, we actually have a cospan of functions n f�! N

g � m.
Given a hyperedge e 2 E, bb⌧ecc is as illustrated in (5). Define

ñ
i�! Ẽ

o � m̃ :=
M

e2E

bb⌧ecc. (7)

Intuitively, Ẽ is the collection of the hyperedges of G, but dis-
connected, and ñ and m̃ are the finite ordinals of all the inputs
and outputs, concatenated. There are the induced canonical maps
j : ñ ! N and p : m̃ ! N that send a “disconnected” input
or output node to the corresponding node in N . Now consider the
following composition of three arrows in FTerm⌃.

N N � Ẽ N

n

f

@@

N + ñ

[id j]cc

id�i
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N + m̃
id�o

ff [id p] ;;

m

g

^^
(8)

It is straightforward to compute the resulting pushouts in F and
conclude that we obtain n

f�! G
g � m as a result. Since the

constituents of (8) are all in the image of � and  , this means that
we can define � on G. This assignment is well-defined since the
fact that X is symmetric monoidal means the order of the edges in
Ẽ is immaterial. Moreover, it is unique since the decomposition is
unique up-to permutation of Ẽ.

We are interested in FTerm⌃ as a combinatorial universe for
rewriting in S⌃. In the remainder of this section we thus focus on
the coproduct injection bb·cc : S⌃ ! FTerm⌃. Our first obser-
vation is that bb·cc is faithful; the proof of the following relies on
properties of coproducts in PROP.

Proposition 3.4. bb·cc : S⌃ ! FTerm⌃ is faithful.

We conclude this section with a combinatorial characterisation
of the image of bb·cc. A preliminary series of definitions introduces
the relevant hypergraph notions: monogamicity and acyclicity.

Definition 3.5 (Degree of a node). The in-degree of a node v in
hypergraph G is the number of pairs (h, i) where h is an hyperedge
with v as its i-th target. Similarly, the out-degree of v is the number
of pairs (h, j) where h is an hyperedge with v as its j-th source.

Definition 3.6 (Monogamicity). Given m
f�! G

g � n in FTerm⌃,
let in(G) be the image of f and out(G) the image of g. We say that
G is monogamous if f and g are mono and, for all nodes v of G,

the in-degree of v is

(
0 if v 2 in(G)

1 otherwise.

the out-degree of v is

(
0 if v 2 out(G)

1 otherwise

Example 3.7. The following three cospans are not monogamous.

1 �!  � 1 1 �!  � 1 1 �!  � 1.

Remark 3.8. There is a compact characterisation of monogamicity
that uses (8): the factorised cospan is monogamous precisely when

[f p] : n+ m̃! V and [g j] : m+ ñ! V

are bijections.

The notion of directed path from a node v to v0 in a directed
graph generalises to (directed) hypergraphs in the obvious way.

Definition 3.9 (Acyclicity). A hypergraph G is directed acyclic if
there exists no directed path from a node to itself. We also call a
cospan n �! G � m directed acyclic if the property holds for G.

Definition 3.10 (Convex sub-hypergraph). A sub-hypergraph H ✓
G is convex if, for any nodes v, v0 in H and any directed path p from
v to v0 in G, every hyperedge in p must also be in H .

Lemma 3.11. Let m ! G  n be a monogamous directed
acyclic cospan and L a convex sub-hypergraph. Then there exists
k 2 N and a unique cospan i! L j such that G factors as:

(m �! C1  � i+k) ;

⇣
k

id�! k
id � k

⌘

�
(i �! L � j)

; (j+k �! C2  � n) (9)

where all cospans in (9) are monogamous directed acyclic.

Theorem 3.12. n �! G � m in FTerm⌃ is in the image of bb·cc
if and only if n �! G � m is monogamous directed acyclic.

Proof. The only if direction follows by induction on d such that
bbdcc = n �! G  � m. For the converse direction, we can reason
by induction on the number of hyperedges in G. If G does not
contain any, then monogamicity and acyclicity imply that n �! G
and m �! G are bijections, so that n �! G  � m is in the
image of an arrow only consisting of identities and symmetries. If
G consists of a single hyperedge e, it has a ⌃-type ⌧e 2 ⌃. Because
n �! G � m is monogamous directed acyclic, ⌧e : n! m as an
arrow of S⌃ and bbo : n! mcc = n �! G � m.

For the inductive step, pick any hyperedge e of G. By monogam-
icity and acyclicity, bb⌧ecc is a convex sub-hypergraph of G. Hence,
by Lemma 3.11, n �! G � m factors as (9), with L being bb⌧ecc.
The lemma guarantees that all the above cospans are monogamous
directed acyclic. Therefore, by the inductive hypothesis they are in
the image of bb·cc, and so the same holds for n �! G � m.

4. DPO rewriting on Frobenius termgraphs
In this section, we exploit Theorem 3.3 to establish an equivalence
between rewriting in a PROP and DPO rewriting. The definition
below (see [16] for its application to labelled rewriting) extends the
classical DPO approach [17] with the “interface” m.

Definition 4.1 (DPO). A DPO rule is a span L  � j �! R
in Hyp⌃ where j is discrete. A DPO rewriting system R is a
set of DPO rules. Given d, e : 0 ! m in FTerm⌃, namely
d = 0 ! G

p � m and e = 0 ! H
q � m, we write that d  R e

if there exist L  � j �! R in R and cospan j ! C  m such
that the diagram (in Hyp⌃) below commutes and the squares are
pushouts.

L

✏✏

j

✏✏q p

oo // R

✏✏
G Coo // H

m

OO
q

99
p

ee (10)
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The arrow L ! G is called a match of L in G. See Examples 4.8
and 4.10 for illustrations of DPO rewriting.

The first step in relating PROP and DPO rewriting in Hyp⌃ is
observing that the latter coincides with ground PROP rewriting.

Definition 4.2. A ground rewriting system on a PROP X is a
collection of rules hl, ri : (i, j) with i = 0.

Lemma 4.3. Let R be a ground rewriting system on a PROP X
and d, e : 0 ! m be in X. Then d )R e if and only if there are
hl, ri : (0, j) 2 R and c : j ! m such that

d = l ; c and e = r ; c. (11)

Proof. Suppose that d )R e. By definition d is as shown below
left. It is equal to the diagram below right by the equations of
SMCs. We define the context c : j ! m as the dashed diagram.

c1
mc2l

k

j

c1

mc2l

k

j

Similarly, we have e = r ; c. The other direction is immediate.

Observe that there is a 1-1 correspondence between ground
systems and DPO systems in FTerm⌃. Indeed, any DPO rule
L  � j �! R uniquely induces, by initiality of 0 in Hyp⌃, a
ground rule h0! L � j, 0! R � ji, and vice versa. Moreover,
this correspondence lifts to the rewrite relations.

Theorem 4.4. Let R be a ground rewriting system in FTerm⌃.
Then, d)R e iff d R e.

Proof. The conditions in (10) are the same as those on (11): it is
enough to take c in (11) as j ! C  m in (10) and recall that
composition in FTerm⌃ is defined by pushout.

This correspondence can be further extended to arbitrary—
i.e. not necessarily ground—rewriting systems. Indeed, in PROPs
freely generated by an SMT equipped with a chosen Frobenius
structure, for any rewriting system there exists an equivalent ground
one. The idea is to bend a rule hl, ri of type n ! m into a ground
rule of type 0! n+m by exploiting the compact closed structure
introduced in Section 2. To make this intuition formal, for any
morphism d : n! m, we define pdq : 0! n+m as

d
n mn

n

.

Then, for a system R, we define the ground rewrite system pRq as

{hplq, prqi | hl, ri 2 R}

which, as stated in the following, is equivalent to R.

Lemma 4.5. Let R be a rewriting system on a PROP freely gener-
ated by an SMT with a chosen special Frobenius structure. Then

d)R e iff pdq)pRq peq.

Proof. For the left-to-right direction, let hl, ri : i ! j be the
applied rule. That means, for some c1, c2 and k,

d
n m

= l
c2c1

n
k

ji
m

n me = c2c1
n

k

ji
m

r . (12)

Now, using the compact-closed structure and the laws of SMCs we
can transform pdq as

d
n mn

n

=
l c2c1

k

ji
mn

n

n

=
i

c1
� n

j

k

c2
m

l
(13)

= i

c1

c2

�

m

ni

j

k

l
.

There is an analogous computation for peq exploiting (12).

en mn

n

= i

c1

c2

�

m

ni

j

k

r
(14)

To conclude, observe that the outcome of (13) rewrites into the
outcome of (14) with the rule hplq, prqi : i! j.

For the converse direction, suppose that pdq )pRq peq via
hplq, prqi : i! j. By Lemma 4.3 this means that, for some c,

mpdq
n

= l
i

i j mc
n

(15)

m

n

peq =
i

i j mc
n

r . (16)

Now, by (15) we can suitably shape d as follows using the
compact-closed and symmetric monoidal structure.

d
n m

=
n

n

mpdq

=
l

i

i j

n

n

mc (17)

= l
i

i j
n

n

mc
n

We act analogously on e exploiting (16).

n me =
i

i j
n

n

mc
n r (18)

The result of (17) is in the shape d1 ; (id�r) ; d2 and that of (18) is
of the form d1 ; (id�r) ; d2, whence d)R e via rule hl, ri.

We now combine the insights provided by Theorem 4.4 and
Lemma 4.5 into the following theorem, which gives a tight corre-
spondence between rewriting in S⌃ +Frob and DPO rewriting in
FTerm⌃. First, given a rewriting system R on S⌃+Frob, we de-
fine the system �(R) on FTerm⌃ as {h�(l),�(r)i | hl, ri 2 R}
where � : S⌃ + Frob! FTerm⌃ is the iso of Theorem 3.3.

Theorem 4.6. Let R be any rewriting system on S⌃+Frob. Then,

d)R e iff �(pdq) �(pRq) �(peq) .

Proof. Immediate from Lemma 4.5 and Theorems 3.3, 4.4.

A wide corpus of theorems, algorithm and tools has been devel-
oped in the last decade for DPO rewriting on adhesive categories
[28]. These can be reused to deal for rewriting SMTs equipped with
a Frobenius structure because of Theorem 4.6 and the following.

Proposition 4.7. Hyp⌃ is adhesive.
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Proof. The PROP F of functions is adhesive for the same reasons
that Set is. Adhesivity of Hyp⌃ then follows since it is a functor
category over F, see [28, Prop. 3.5].

The theory of adhesive categories says that pushout comple-
ments for a DPO rewriting as in (10) are uniquely defined when
the arrow j ! L is mono. However, this situation is not enforced
by our approach, as shown by the following example.

Example 4.8. Consider ⌃ = {e1 : 0 ! 1, e2 : 1 ! 0, e3 : 1 !
1} and a rewriting system R with the rule h , e3 i : (1, 1).
In FTerm⌃, it is captured by the DPO rule

0, 1 0
1

oo // e3
0 1

The left leg of the span is not mono, and therefore pushout comple-
ments are not necessarily unique for the application of this rule, as
witnessed by the following two DPO rewriting steps.

0, 1

✏✏

0
1

q
g ✏✏

oo //

p

e3
0 1

✏✏
e2e1 e1 e2

0 1oo // e1 e2e3

(19)

0, 1

✏✏

0
1

q
g

0
✏✏

oo //

p

e3
0 1

✏✏

e2e1 e1 e2
01oo //

e3

e2e1

(20)

The different outcome is due to the fact g maps 0 to the leftmost
and 1 to the rightmost node, whereas g0 swaps the assignments.
Note that, as guaranteed by Theorem 4.6, both rewriting steps can
be mimicked at the syntactic level in S⌃ + Frob. In the second
case, one needs to use the compact closed structure.

e1 e2 )R e3e1 e2

e1 e2 =
e1

e2
= e1 e2 )R e1 e2

e3

Example 4.9. A number of theories contain special Frobenius
structures, see e.g. [3, 6, 12]. Our results mean that each theory can
be seen as a smaller collection of DPO rewriting rules (cf. Propo-
sition 2.2) on the associated hypergraphs, since a chosen Frobenius
structure is implicitly handled by the combinatorial representation.

For example, consider the theory of interacting bimonoids
from [6]. In that paper, there are two special Frobenius structure,
one “black” (where the monoid and comonoid structures are drawn
as in Fig. 2) and one “white” where the the generators are drawn as
those in Example 2.1.(c). Let us consider the black special Frobe-
nius structure as the chosen one. Now, seen as hypergraphs, instead
of eight generators, it suffices to consider two hyperedges that serve
as the multiplication/comultiplication and unit/counit:

The two indicative steps below illustrate the translation from SMT
equations to DPO rules.

=  00

11

22 33

22

33

00

11

00
11

33
22

=  1100 11
0000

11

Example 4.10. In a similar fashion we would like to study the
rewriting theory of the SMTs introduced in Example 2.1, in par-
ticular the case of non-commutative bimonoids (Ex.2.1.(c)). First,
we orient the equations (3) from left to right, creating a rewrit-
ing system RNB. We then obtain the ground rewriting system
pRNBq by bending each rule in RNB and, finally, via the trans-
lation � : S⌃ + Frob

⇠=�! FTerm⌃ we obtain the DPO system
�(pRNBq) — see Figure 3. In Section 6, we will show termination
of �(pRNBq). For this to work, however, we first need a rewriting
procedure that is sound and complete for rewriting in SMTs such
as NB that do not have additional special Frobenius structure re-
quired by Theorem 4.6. This is the content of the next section.

5. The general symmetric monoidal case
In the general case, where there is no chosen special Frobenius
structure, we can still use FTerm⌃ for rewriting, but we need to
careful about how we find legal contexts. For instance, the context
in (20) relies on the extra Frobenius structure being present.

The remit of this section is to tailor a suitable restriction of
DPO rewriting that adheres to rewriting for an SMT as closely as
ordinary DPO rewriting corresponds to rewriting in an SMT with a
chosen Frobenius structure (Theorem 4.6).

Before the formal developments, let us sketch the intuition.
Given a rewriting system R, we are interested in the shape of
contexts for pRq-rewriting in S⌃ + Frob ⇠= FTerm⌃ that
“look like” legal contexts for R-rewriting in S⌃. By Lemma 4.5, a
generic context in S⌃ + Frob for a rule hplq, prqi has shape

l j

i

m

n

c

Now, this context corresponds to a legal one in S⌃ only when we
can find c1, c2 in S⌃ such that

m

n

c
i

j
=

c1

c2

�

m

ni

j

k . (21)

Indeed, in that case, we are in presence of the bent version of a legal
context in S⌃ for rule hl, ri (cf. (13)):

i

c1

c2

�

m

ni

j

k

l
=

l c2c1

k

ji
mn

n

n

Our task is to characterise legal contexts like (21). We pro-
ceed in two steps. First, we introduce the notion of boundary com-
plement (Definition 5.1), which rests on monogamicity (Defini-
tion 3.6). It clarifies the role that interfaces i, j,m, n play in the
legal context (21): j, n serve as inputs and i, m serve as outputs of
its un-bent version. Contrary to arbitrary contexts in FTerm⌃ (cf.
Example 4.8), boundary complements are uniquely defined up-to
iso when they exist (Proposition 5.2). The second notion is convex
matching (Definition 5.4), which enforces that the only communi-
cation between c1 and c2 happens along the interface k, cf. (21).

A convex matching implies the existence of a unique boundary
complement as context: we call this situation a convex a DPO
rewriting step (Definition 5.5). The main result is the adequacy of
convex DPO rewriting for rewriting in an SMT (Theorem 5.6).

Definition 5.1 (Boundary complement). For monogamous cospans
i

a1�! L
a2 � j and n

b1�! G
b2 � m, and a mono f : L ! G, a
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pushout complement as (†) below

L

f

✏✏
(†)

i+ j
a:=[a1,a2]oo

c:=[c1,c2]
✏✏q

G L?
g

oo

n+m

[b1,b2]

hh

[d1,d2]

OO

is called a boundary complement if c is mono and there exist
d1 : n ! L? and d2 : m ! L?, making the above triangle
commute, such that

j + n
[c2,d1]����! L? [c1,d2] ���� m+ i (22)

is a monogamous cospan.

Proposition 5.2. Boundary complements in Hyp⌃ are unique,
when they exist.

As mentioned, the notion of boundary complement does not
tell the whole story about which matches in FTerm⌃ are legal
in S⌃. The missing requirement is that c?1 and c2 in (21) can only
communicate through interface k, which connects outputs of c1 to
inputs of c2. The following counterexample shows that, even in
presence of a boundary complement, linking outputs of c2 to inputs
of c1 may still yield an illegal rewriting step in S⌃.

Example 5.3. Consider a ⌃ = {e1 : 1! 2, e2 : 2! 1, e3 : 1! 1,
e4 : 1! 1} and the following rewriting rule in S⌃.

h e1 e2
,

e4

e4
i : (2, 2) (23)

Left and right side are interpreted in FTerm⌃ as cospans

�! e1 e2
 � �!

e4

e4  � .

We introduce another diagram c : 1 ! 1 in S⌃ and its interpreta-
tion in FTerm⌃:

e1 e2
e3 � bb·cc // �! e3 e2e1  � .

Now, the left-hand side of the rule (23) cannot match in c. However,
their interpretation yields a DPO rewriting step in FTerm⌃ as
below, where f maps grey nodes to grey nodes.

e1 e2

0

1

2

3

f ✏✏

2
1

3

0
oo

✏✏

//
e4

e4

0

1

2

3

✏✏
e3e1 e2

1
2 0

3 e3
2 0

1 3
oo // e3e4 e4

1 2 0 3

Observe that the leftmost pushout above is a boundary complement:
the input-output partition is correct. Still, mimicking this rewriting
step in S⌃ fails because the context does not fit the legal shape (21).
This is most evident by showing how matching in bbccc appears
under the isomorphism FTerm⌃

⇠= S⌃ + Frob:

e1 e2

e3 =:
c1

c2

�

l
2

2

2

The diagrams l, c1 and c2 on the right side are defined in terms of
the dotted squares on the right. The difference with the prescription
of (21) is apparent: the topmost output interface of c2 connects to
the bottommost input interface of c1. For this reason, we cannot
un-bend our context to obtain a legal matching in S⌃.

In order to rule out situations (23) and complete the characteri-
sation of legal contexts like (21), we recover the notion of convex-
ity (Def. 3.10) to introduce convex matchings. The intuition is that
a convex matching cannot leave “holes” as f does in Example 5.3.

Definition 5.4 (Convex matching). We call m : L! G in Hyp⌃
a convex matching if it is mono and its image is convex.

Lemma 3.11 and Theorem 3.12 are testimony to the importance
of the convex matchings: given such a match, it is always possible
to recover the appropriate context in S⌃. We now combine the
notions of boundary complement and of convex matching to tailor a
family of DPO rewriting steps which only yield legal S⌃-rewriting.

Definition 5.5 (Convex DPO rewriting step). Let R be a DPO
rewriting system. A convex DPO rewriting step

D
0

44
n+m

[q1,q2]kk VR
E

0
44

n+m

[p1,p2]kk

happens when there is a rule L
[a1,a2] ���� i+ j

[b1,b2]����! R in R such
that the following diagram in Hyp⌃ commutes

L

f

✏✏

i+ j

✏✏q p

[a1,a2]oo [b1,b2] // R

✏✏
D Coo // E

n+m

OO

[p1,p2]

99

[q1,q2]

ee (24)

the two squares are pushouts, and the following conditions hold:

• f : L! G is a convex matching;
• in the leftmost pushout i+ j ! C is a boundary complement.

Note that the relationVR is contained in R (Definition 4.1),
the difference being that the leftmost pushout has to rest on a
convex matching and a boundary complement.

We have now all the ingredients to prove the adequacy of convex
DPO rewriting with respect to rewriting in S⌃.

Theorem 5.6. Let R by any rewriting system on S⌃. Then,

d)R e , �(pdq)V�(pRq) �(peq).

Proof. For the only if direction, by Theorem 4.6 d )R e implies
�(pdq)  �(pRq) �(peq). It is not difficult to check that the
argument actually constructs a convex DPO rewriting step, thus
yielding the desired statement.

We now turn to the converse direction. Let

�(pdq) =:
D

0

AA

n+m

[q1,q2]dd
�(peq) =:

E

0

AA

n+m

[p1,p2]dd
.

Our assumption gives us a diagram as in (24), with application
of a rule h�(plq),�(prq)i in �(pRq). We now want to show
that d )R e with rule hl, ri, say of type (i, j). Now, because
n

q1�! D
q2 � m = bbdcc, it is monogamous directed acyclic by

Theorem 3.12. Since the matching f : L ! D in (24) is convex,
Lemma 3.11 yields a decomposition of n q1�! D

q2 � m in terms
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of monogamous directed acyclic cospans:

(n �! C1  � i+k) ;

⇣
k

id�! k
id � k

⌘

�
(i �! L � j)

; (j+k �! C2  � m) .

Applying again Theorem 3.12 we obtain c1, c2 in S⌃ such that

bbc1cc = n �! C1  � i+ k bbc2cc = j + k �! C2  � m.

By functoriality of bb·cc, bbdcc = bbc1 ; (id� l) ; c2cc and, since
bb·cc is a faithful prop morphism, d = c1 ; (id � l) ; c2. Thus we
can apply the rule hl, ri on e, which yields e = c1 ; (id � r) ; c2
such that d )R e. We can conclude that bbecc = n

p1�! E
p2 � m

because boundary complements are unique (Proposition 5.2).

6. Case study: non-commutative bimonoids
Thanks to Theorem 5.6, we can now return to Example 4.10 and
study the DPO rewriting theory of non-commutative bimonoids
(Example 2.1.(c)), shown in Figure 3. As a proof of concept, we
focus on proving termination for this system. First, we construct a
metric based on two kinds of paths and a weight.

• A U-path is a path p from an input or an ⌘-hyperedge to an
output or an ✏-hyperedge.

• An M-path is a path from a µ-hyperedge to a ⌫-hyperedge.

A µ-tree with root x is a maximal tree of µ-hyperedges with
output x. Similarly, a ⌫-tree with root x is a maximal tree of ⌫-
hyperedges with input x.

For a µ-hyperedge h, let the L-weight `(h) be the size of the µ-
tree whose root is the first input of µ. Similarly, for a ⌫-hyperedge,
let `(h) be the size of the ⌫-tree whose root is the first output of h.
Let `(h) = 0 otherwise and:

G �
L

H ()
X

h2EG

`(h) 
X

h2EH

`(h).

Next, define orders �
U

, �
M

, �
µ

, �
⌫

based on counting the num-
ber of U-paths, M-paths, µ-hyperedges, and ⌫-hyperedges, respec-
tively. Armed with the five orders, we define the following lexico-
graphic ordering that combines them as its components:

� := lex(�
U

,�
M

,�
µ

,�
⌫

,�
L

) (25)

Clearly, � is well-founded, thus we can conclude as follows.

Theorem 6.1. NB is strictly decreasing in �, thus it terminates.

Proof. We argue rule-by-rule, showing that each is strictly decreas-
ing in one of the orders from (25), and non-increasing in every order
that is prior in the lexicographic ordering.

Since every rule NB
j

has a unique path from every input to
every output on the LHS and RHS, applications of these rules have
no effect on paths which start and finish outside of their image.
Hence, for each rule, we only need to consider paths which start or
terminate in the image of the LHS.

NB1 has no effect on ⌘ or ✏ hyperedges, hence on �
U

. No M-
path can terminate in NB1 and any M-path originating on NB1 must
exit through the unique output. Since there are precisely two µ-
hyperedges in the LHS and RHS, there is a 1-to-1 correspondence
between M-paths before and after applying the rule. NB1 leaves the
number of µ and ⌫ hyperedges fixed, so it suffices to show it strictly
decreases �

L

. Applying the rule has no effect on the L-weight of
any µ-hyperedges outside of the image of the LHS. Suppose there
are µ-trees of size a, b, c connected to inputs 0, 1, 2 of the LHS,
respectively. The L-weight of the two µ-hyperedges on the LHS are
thus a and a+ b+ 1, whereas on the LHS they are a and b. Hence
�

L

is strictly decreased. NB2 follows via a symmetric argument.

Since NB3–NB6 and NB10 remove ⌘- and ✏-hyperedges from
the hypergraph, they will strictly decrease the number of U-paths.

For NB7, no U-path can terminate in the LHS, and any U-path
starting in LHS must exit through one of the two outputs. Hence
it corresponds to a unique U-path exiting the RHS. M-paths are
unaffected, as is the number of µ-hyperedges. However, the number
of ⌫-hyperedges is strictly decreased, so NB7 strictly decreases�

⌫

.
The argument for NB8 is again symmetric.

NB9 has no ⌘ or ✏-hyperedges in its LHS or RHS, so it leaves
the number of U-paths fixed. Consider an M-path which enters
the LHS from the left. It enters either from input 0 or input 1,
hence it corresponds to a unique M-path entering the RHS. We
can argue similarly for M-paths exiting on the right. Hence, the
only M-path left to consider is the one from the µ-hyperedge to the
⌫-hyperedge in the LHS, which is eliminated. Thus NB9 strictly
reduces �

M

.

Hence, the combinatorial presentation gives a short and simple
proof of termination. We conjecture that one can construct a simi-
larly simple proof of confluence, via analysis of critical pairs. There
is an existing notion of critical pair in the DPO literature, of which
NB rewrite system has 24 (all of which are ‘joinable’). There are,
however, subtleties arising in critical pair analysis for DPO rewrite
systems [33] and general rewriting for SMCs [29]. We leave devel-
opment of a comprehensive theoretical framework for critical pair
analysis on convex DPO rewrite systems as future work.

7. Conclusions
Our approach rests on the bridge between algebraic and combinato-
rial descriptions of string diagrams, in the form of the isomorphism
S⌃ + Frob ⇠= FTerm⌃. We used it to spell out two fundamen-
tal ways in which rewriting in symmetric monoidal categories and
DPO hypergraph rewriting are compatible.

The first is that we can use DPO to rewrite SMCs generated
by theories containing a special Frobenius structure. Increasingly
theories of that kind are appearing in diverse research threads: they
play a role in the compositional study of Petri nets [9, 34, 40], in
the algebra of concurrent connectors [8], in signal flow diagrams [2,
5, 7, 18] and in the ZX-calculus [12, 13], just to mention a few
examples. Our approach enables the use of the technology that has
been developed for DPO in the last decades in those areas.

The second approach –convex DPO rewriting– allows to rewrite
in categories presented by arbitrary symmetric monoidal theories.
Our results lay the theoretical foundations for the development of
comprehensive tool support for reasoning about rewriting in SMCs.
Emerging tools such as Globular [1] do not factor in the symmet-
ric structure, whereas Quantomatic [26] relies on additional struc-
ture, requiring for example that the ambient category be traced. Our
theory overcomes these limitations. Furthermore, under the encod-
ing of hypergraphs as string graphs (the underlying theory used by
Quantomatic), it is now possible to extend Quantomatic to support
rewriting in a generic SMC. We leave the algorithmic and imple-
mentation details as future work.

Just as in term rewriting, commutative operators pose a interest-
ing problem: naively encoding commutativity in a rule immediately
yields a non-terminating system. We leave this issue as future work,
but preliminary results suggest that the commutativity of some op-
erators can be effectively encoded in the graphical structure.

From a theoretical viewpoint, we intend to build on this work to
investigate the relationship between distributive laws of PROPs [27,
42] and rewriting. Compatibility conditions expressed by a distribu-
tive law come with an orientation, making natural to think of them
as rewriting rules. Just as in our approach, these conditions are de-
fined modulo the laws of SMCs: it thus appears promising to ex-
plore the correspondence between the two perspectives.
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Figure 3. DPO Rewriting system �(pRNBq) — cf. Example 4.10.
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Abstract

Brenier’s theorem is a landmark result in Optimal Transport. It
postulates existence, monotonicity and uniqueness of an optimal
map, with respect to the quadratic cost function, between two given
probability measures (under some weak regularity conditions). We
prove an effective version of Brenier’s theorem: we show that for
any two computable absolutely continuous measures on Rn, µ and
ν, with some restrictions on their support, there exists a computable
convex function φ, whose gradient ∇φ is the optimal transport map
between µ and ν.

The main insight of the paper is the idea that an effective
Brenier’s theorem can be used to construct effective monotone
maps on Rn with desired (non-)differentiability properties. We use
it to solve several problems at the interface of algorithmic random-
ness and computable analysis. In particular, we show that z ∈ Rn

is computably random if and only if every computable monotone
function on Rn is differentiable at z. Furthermore, we prove the
converse of the effective Aleksandrov theorem (Galicki 2015): we
show that if z ∈ Rn is not computably random, there exists a
computable convex function that is not twice differentiable at z.
Finally, we prove several new characterisations of computable ran-
domness in Rn: in terms of differentiability of computable meas-
ures, in terms of a particular Monge-Ampère equation and in terms
of critical values of computable Lipschitz functions.

Categories and Subject Descriptors F.1.1 [Models of Computa-
tion]: Computability theory

General Terms Algorithmic Randomness, Computable Analysis,
Optimal Transport, Differentiability

1. Introduction

This paper studies connections between three established areas
of mathematics: algorithmic randomness, classical analysis and
optimal transport.

Optimal transport is an influential area of research, with history
going back to 1781, related to probability theory, economics and
optimization. One of the most important results in that area is
known as Brenier’s theorem. Very roughly, this theorem asserts
existence, uniqueness and monotonicity of a solution to the so
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called Monge-Kantorovich problem (with respect to the quadratic
cost and under some mild regularity assumptions).

In the Section 4, we will present the following effective version
of Brenier’s theorem:

Theorem 1.1 (The effective Brenier theorem). Let µ, ν be abso-
lutely continuous computable probability measures on Rn such that
supp (µ) = [0, 1]n and the support of ν is bounded. There exists
a computable convex function φ : Rn → R such that ∇φ is the
optimal transport map from µ to ν.

A convex function φ from the above theorem is sometimes
called Kantorovich potential. Our result says that under some spe-
cific conditions on µ and ν, a Kantorovich potential is, in principle,
computable. Since the theory of optimal transport has numerous
practical applications, ranging from economics to image processing
and machine learning, the above result has important practical im-
plications. This paper however, concentrates on applications of the
theorem to problems in computable analysis and algorithmic ran-
domness. A type of questions often arising in those areas is follow-
ing:

(*) “How much algorithmic randomness is necessary and sufficient
for a particular analytical property to hold for effective func-
tions?”

A comprehensive answer to such a question comes in two parts:
an upper bound asserting that a particular type of algorithmic ran-
domness R is sufficient and a sharpness result asserting that R is
necessary as no weaker notion would suffice. In higher dimensions,
that is in Rn for n > 1, sharpness results often are consider-
ably more difficult to demonstrate, as they usually require expli-
cit constructions of objects with prescribed computability and ana-
lytical/geometric properties. In this paper we answer a number of
questions of the form (*), and in every case the more difficult part
of the answer (the sharpness part) comes from using the effective
form of Brenier’s theorem described in this paper.

From the perspective of analysis, sets of (points of) non-
differentiability of continuous functions f : R → R have been
fully characterized by Zahorski in (Zahorski 1946). One crucial
step of Zahorski’s argument was a construction of a monotone
function not differentiable on a given Gδ null-set. This particular
construction allowed to characterize sets of non-differentiability of
monotone and Lipschitz real-valued functions of one variable. For
functions of several variables, the situation is more complicated. It
took more than 30 years and a lot of effort to characterize sets of
non-differentiability of Lipschitz functions on Rn. An analogous
problem for monotone functions has not been studied. One of the
major difficulties related to these questions is the fact that until now
it was unclear how to generalize Zahorski’s construction to higher
dimensions. In this paper we use Brenier’s theorem to generalize
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Zahorski’s construction to higher dimensions and we argue that
ours is the natural generalization.

The aforementioned problems of characterising sets of non-
differentiability have natural counterparts at the interface of com-
putable analysis and algorithmic randomness. From (Brattka et al.
2016), (Freer et al. 2014) and (Galicki 2015), we know that on the
real line, differentiability properties of computable monotone, com-
putable Lipschitz and computable convex functions are related to
the notion of computable randomness. More precisely, the follow-
ing has been proven:

Theorem 1.0.1 ((Brattka et al. 2016), (Freer et al. 2014) and (Galicki
2015)). Let z ∈ R. The following are equivalent:

1. z is computably random,

2. every computable Lipschitz function f : R → R is differenti-
able at z,

3. every computable monotone function f : R → R is differenti-
able at z, and

4. every computable convex function f : R → R is twice-
differentiable at z.

The connection between computable randomness and those
three classes of functions persists in higher dimensions too. An ef-
fective version of Rademacher’s theorem in (Galicki and Turetsky
2014) asserts that computable randomness implies differentiabil-
ity of computable Lipschitz functions on Rn, while an effective
version of the Aleksandrov theorem in (Galicki 2015) states that
computable randomness implies twice-differentiability of comput-
able convex functions of several variables.

With the help of those two results and using an effective version
of Brenier’s theorem, in this paper we will generalize three of the
implications of Theorem 1.0.1 to functions on Rn to prove the
following theorem:

Theorem 1.2. Let z ∈ Rn. The following are equivalent:

1. z is computably random,

2. every computable monotone function f : Rn → Rn is differen-
tiable at z, and

3. every computable convex function f : Rn → R is twice-
differentiable at z.

Moreover, we will show several new characterisations of com-
putable randomness in Rn in terms of other analytical notions.

2. Background, preliminaries and notation

2.1 Optimal transport and Brenier’s theorem

The history of optimal transport history started in 1781 when a
French mathematician Gaspard Monge formulated the problem of
déblais (a hole in the ground) and remblais (a heap of soil). Given
the shapes of déblais and remblais, there are many ways of match-
ing the elements (of soil) from their initial positions in the remblais
to their final positions in the déblais. The cost (for example, in terms
of energy) of moving an element from remblais to déblais depends
on both its initial position and on its final position. The Monge’s
problem is: to find an optimal (with respect to some cost function)
transportation plan of elements from remblais to déblais.

In the 1940s, the Soviet mathematician Leonid Kantorovich
reformulated and extended the original Monge problem. In the
more modern formulation, both déblais and remblais are modeled
as probability measures µ and ν on some topological spaces X
and Y , while the cost of moving is modeled as some function
c : X × Y → R. The Monge-Kantorovich problem is to find a
probability measure π on X × Y with marginals µ and ν minim-
izing the total cost

!

X×Y
c(x, y) dπ(x, y). This is a relaxation of

the original Monge problem, as transportation plan is modeled by
a probability measure, not a map from X to Y . For several decades
the theory of optimal transport has been used in many problems
arising in probability theory, economics and statistical mechanics.

Relatively recently the field of optimal transport gained a new
and enormous popularity, mainly due to numerous (new) discov-
eries of connections to other areas of mathematics. According to
Villani (Villani 2003), this new popularity can be traced to a single
short note by Yann Brenier (Brenier 1987). What is now known
as Brenier’s theorem (a result to which several other persons made
significant contributions) states that for a quadratic cost function
and under some mild assumptions on µ and ν, an optimal transport
map exists, it is, in some specific way, unique and it is monotone.

Since this development, the theory of optimal transport has
found a multitude of applications in many fields, both theoretical
and practical. Our paper contributes to this trend, as we present an
effective version of Brenier’s theorem and show how this theorem
can be used to solve non-trivial problems at the interface of com-
putable analysis and algorithmic randomness. While the main focus
of the paper is on the mentioned applications, it is worth noting that
an effective version of Brenier’s theorem is interesting on its own.
To our knowledge, ours is the first effectivization, in the sense of
computability theory, of Brenier’s theorem. In the case of discrete
measures, finding an optimal transport is an integer programming
problem, for which efficient algorithms exist. But in non–discrete
cases, the closest to effectivization of Brenier’s theorem are (relat-
ively) few papers on numerical solutions to the optimal transport
problem. This will be discussed briefly in the next subsection.

For more information on optimal transport, see two recent books
by Villani (Villani 2003, 2009).

2.2 Effective vs. numerical

In the context of this paper we use the term “effective” in the
usual sense of computability theory. It means that various notions
of computability that we use are rigorously defined and every time
we use the word “effective”, it refers to one (or several) of those
formally defined notions.

While ours is the first paper studying optimal transport from the
perspective of computability theory, there is a growing number of
recent papers which study optimal transport from the point of view
of numerical methods. These are related areas, where computab-
ility theory emphasises rigorous approach to effectiveness while
numerical methods’ focus is on efficiency and applicability. It is
often possible to derive a computability theorem from a numerical
algorithm and vice versa. When both measures are discrete, if there
is an optimal solution to the Monge problem, it can be found using
one of the known optimisation algorithms, for example, using the
auction algorithm. In this paper we are more interested in the case
when at least one of the measures is not discrete. This case is not
as well understood as the “dicrete” one.

In our opinion, two recent companion papers by Benamou,
Froese and Oberman, (Benamou et al. 2014) and (Benamou et al.
2013), describe results in numerical methods which are quite close
to this paper. From our point of view, there are two interesting
results in those papers. Firstly, they describe a numerical method
for approximating solutions to a particular Monge problem. That
is, for a given ϵ, they describe a numerical algorithm for finding
an approximation uϵ of the optimal map u. Secondly, they prove
that the convergence uϵ → u is uniform as ϵ → 0. To get a
computability theorem out of these results, it would be necessary to
show that ϵ $→ uϵ is effective uniformly in ϵ and, more importantly,
to assess effectiveness of the uϵ → u convergence. The authors
remark that “[their result] does not give a rate of convergence,
which is typical of this kind of convergence result, since viscosity
solutions can be singular.”
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2.3 “Almost everywhere” theorems in analysis and in
algorithmic randomness

An almost everywhere theorem in classical analysis is a result of
the following form:

(*) given an object o of class C, the property P (o, x) holds for
almost all x ∈ X with respect to some measure µ on X .

It can be interpreted as saying that objects of class C exhibit a
high degree of regularity with respect to property P : given o ∈ C,
its set of irregularity, {x : ¬P (o, x)}, is negligible. For a result in
such a form, it is natural and often important to study the converse
problem: given a negligible set N , is there an object of class C,
whose set of irregularity contains N? If the answer is positive, we
say, the converse holds. For purposes of the paper, an almost every-
where theorem together with the corresponding converse result will
be referred to as a two-directional theorem.

Algorithmic randomness is an area of mathematics that formal-
izes the intuitive notion of randomness via a combination of com-
putability theory and measure theory. Intuitively, a real number is
random if it does not have any exceptional properties. This ap-
proach can be formalized by identifying exceptional properties with
effective null sets. Different types of effective null sets correspond
to different notions of algorithmic randomness. For an overview of
the field, see (Nies 2009) and (Downey and Hirschfeldt 2010).

Computable analysis (Weihrauch 2000) is an area of mathem-
atics dedicated to studying effective versions of notions and res-
ults from classical analysis. Effective versions of almost every-
where theorems and their respective converses often provide ana-
lytical characterisations of known algorithmic randomness notions
and come in the following (two-directional) form:

x ∈ R(X) ⇐⇒ for all effective o ∈ C, P (o, x) holds (where
R(X) is some algorithmic randomness notion on space X).

Differentiability of functions on Rn is an area with numerous
a.e. theorems that has been extensively studied by both classical
analysts and researchers of algorithmic randomness. However, the
situation is markedly different for functions on the real line and for
functions of several variables: there are many, both effective and
classical, two-directional results about functions of one variable
and very few about functions of several variables. The main reason
for this discrepancy is that in higher dimensions it is very difficult
to construct a function with given geometric properties that is not
differentiable on points of a given null-set and such a construction
is a necessary ingredient for any converse result. On the real line,
the construction of Zahorski (Zahorski 1946) provides a highly
flexible template. Most constructions on the real line, both effective
and classical, are variations of that kind. Untill now there was no
known generalisation of Zahorski’s construction for functions in
higher dimensions. In this paper we argue that Brenier’s theorem
provides the natural generalisation of Zahorski’s construction.

2.4 Classical results on almost everywhere differentiability
and respective converse problems

It has long been known that certain important classes of functions
on Rn, that are well-behaved in terms of geometric properties,
are also well-behaved in terms of differentiability. The notable
examples relevant to this paper are:

1. Lipschitz functions on Rn are almost everywhere differentiable
via Rademacher’s theorem, see (Rademacher 1919),

2. monotone functions on Rn are almost everywhere differentiable
too by the result of Mignot from 1976, see (Mignot 1976); and

3. convex functions are almost everywhere twice differentiable by
the Aleksandrov theorem, see (Aleksandrov 1939).

All of the mentioned above classical results are formulated as a.e.
theorems without converses. In the case of Rademacher’s theorem,

the converse asks whether for a given null-set A ⊆ Rn, there exists
a Lipschitz function f whose set of non-differentiability contains
A. On the real line, the (positive) answer to this question is rel-
atively simple and follows from the result of Zahorski (Zahorski
1946). Since the early work of D. Preiss (Preiss 1990), it has been
known that the straightforward generalization of Zahorski’s result
to higher dimensions does not hold: Preiss showed that for n > 1
there exists a null-set A ⊆ Rn that contains a point of differenti-
ability of every real valued Lipschitz function. This surprising dis-
covery started a 30-years long quest to characterise sets of non-
differentiability of Lipschitz functions in higher dimensions and to
provide a more nuanced converse to Rademacher’s theorem. As of
now, the problem is considered solved, but not all of the papers
contributing to the solution have been published so far. For further
reference see (Preiss and Csörnyei 2011) and (Preiss and Speight
2015). It turns out the converse holds for functions f : Rn → Rm

if and only if m ≥ n. A major technical problem with showing
this result is to construct, for a given null-set A ⊆ Rn, a Lipschitz
function f : Rn → Rn which is not differentiable at every point
of A. On the real line, this construction is very simple, but it does
not generalise to higher dimensions. The construction for higher
dimensions is quite complicated (Giovanni Alberti, personal com-
munication, March 23, 2015) and has still not been published after
more than 10 years since announcement of the result. The converse
problems for the other two theorems (Aleksandrov’s and Mignot’s
ones) have not been studied in analysis.

In the effective setting, the question of characterising sets of
non-differentiability of well-behaved functions can easily be seen
as related to algorithmic randomness. The case of real valued func-
tions of one variable is fairly well understood ((Brattka et al. 2016),
(Freer et al. 2014), (Galicki 2015)). Many natural randomness no-
tions have characterisations in terms of differentiability of effect-
ive functions of one variable. In the case of functions of several
variables, analogous results are much rarer: an effective version
of Rademacher’s theorem (without a converse) has been proven
in (Galicki and Turetsky 2014) and an effective version of the
Aleksandrov theorem (without a converse) has been described in
(Galicki 2015). The main problem with proving converse results in
the effective setting is the same as in classical analysis: no known
generalization of Zahorski’s construction to higher dimensions.

2.5 Monotone, convex and Lipschitz functions

Let f : Rn → Rn be a function. We say f is monotone if

⟨f(x)− f(y), x− y⟩ ≥ 0 for all x, y ∈ R
n.

A function f : Rn → R is convex if the following condition
holds for all x0, x1 ∈ Rn and all t ∈ [0, 1]:

f((1− t)x0 + tx1) ≤ (1− t)f(x0) + tf(x1).

A function f : Rn → Rm is Lipschitz if there exists L ∈ R+

such that

∥f(x)− f(y)∥ ≤ L · ∥x− y∥ for all x, y ∈ R
n.

The least such L is called the Lipschitz constant for f . We denote
it by Lip(f).

2.6 Differentiability of functions and measures

Definition 2.6.1. Let f : Rn → Rm be a function and let x ∈ Rn.
We say f is differentiable at x if for some linear operator T on Rn

the following holds:

lim
h→0

∥f(x+ h)− f(x)− T · h∥
||h|| = 0. (1)
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Then, by definition, the derivative of f at x, Df(x), is equal to
T :

Df(x) = T.

Notation-wise, we use both Df(x) and f ′(x) for the derivative
of f at x.

A separate clarification is needed for what twice-differentiability
means in the statement of the Aleksandrov theorem. Note that the
Definition 2.6.1 is formulated for total functions. Convex functions
on Rn are a.e. differentiable in the usual sense. Hence their derivat-
ives are well defined a.e. and are not, in general, total functions. To
talk about twice-differentiability of convex functions rigorously,
first we need to define differentiability for partial, a.e. defined
functions. Differentiability of f at x in the sense of Aleksandrov
is defined in the same way as in the Definition 2.6.1 with two dif-
ferences:

1. f(x) must be defined, and

2. in the limit (1), only those values of h are considered for which
f(x+ h) is defined.

Subtle differences between the two notions of differentiability
are not relevant for this paper and from now on we will conflate
them and will write about differentiability as if there was only one
notion.

For a function f : Rn → R and x ∈ Rn, its gradient at x, that
is the matrix of partial derivatives of f at x, is denoted by ∇f(x).
To deal with a.e. differentiability of convex functions, we need the
following notion.

Definition 2.6.2. Let f : Rn → R be a function and let x ∈ Rn.
The subdifferential of f at x, ∂f(x), is defined by

∂f(x) = {y : ∀z ∈ R
n f(z) ≥ f(x) + ⟨y, z − x⟩} .

∂f is a set-valued function. Moreover, for a convex f , ∂f(x)
is a singleton if and only if f is differentiable at x and then
∂f(x) = {∇f(x)}.

Somewhat abusing notation we denote Lebesgue measures on
Rn and 2ω by λ. We let λn be the probability measure on Rn whose
density is 1[0,1]n .

Definition 2.6.3. Let µ be a measure on Rn. The (symmetric)
derivative of µ with respect to λ at z ∈ Rn, Dλµ(z), is defined
by

Dλµ(z) = lim
r→0

µ(Br(z))
λ (Br(z))

,

where Br(z) denotes the open ball with radius r and center z.

2.7 Computable functions on Rn

There are multiple ways of formalizing computability of real func-
tions, most of which turned out to be equivalent. For more details,
see (Pour-El and Richards 1988) and (Weihrauch 2000).

In this paper we rely on the Grzegorczyk-Lacombe notion of
computability. The formal details are following.

A sequence (qi)i∈N of elements of Rn is a Cauchy name if all
coordinates of all qi are rational and if ∥qk − qn∥ ≤ 2−n for all
n, k with k ≥ n. If limn→∞ qn = x, then we say that (qi)i∈N is a
Cauchy name for x.

We say x ∈ Rn is computable if there is a computable Cauchy
name for x.

Definition 2.7.1. A function f : Rn → Rm is computable if:

1. f(q) is computable (uniformly in q) where q has all dyadic
rational coordinates; and

2. f is effectively uniformly computable, that is if there is a com-
putable function h : N× N → N such that for all i, j ∈ N all

x, y ∈ Rn,
∥x∥ ≤ j ∧ ∥y∥ ≤ j ∧ ∥x− y∥ ≤ 2−h(i,j) implies
∥f(x)− f(y)∥ ≤ 2−i .

The above definition requires computable functions to be continu-
ous and for this reason it is not well-suited for studying discon-
tinuous functions in the effective setting. Monotone functions can
be discontinuous, but their sets of discontinuity are Lebesgue null-
sets. This suggests the following definition (first used in (Galicki
2015)).

Definition 2.7.2. We say a monotone function f : Rn → Rn is
effectively monotone if f(x) is computable uniformly in x when f
is continuous at x.

It can easily be seen that Definition 2.7.2 is strictly weaker than
Definition 2.7.1. Since monotone functions are almost everywhere
continuous, effectively monotone functions are a.e. computable
(see subsections 7.1 and 7.2 in (Rute)).

The following fact is a simple consequence of results on the real
line from (Galicki 2015).

Fact 2.7.3. Let u : Rn → R be a computable convex function. Its
gradient ∇u is an effectively monotone function.

2.8 Computable randomness

Computable randomness is one of the more natural notions of al-
gorithmic randomness. It is usually defined in terms of success sets
of effective betting strategies: a sequence is said to be computably
random if no computable betting strategy can make an unbounded
profit while betting on this sequence.

Betting strategies are usually formalized as martingales (see
(Nies 2009), Chapter 7).

Definition 2.8.1. We say a function B : 2<ω → Q+ is a martin-
gale if the following condition holds for all σ ∈ 2<ω :

2B(σ) = B(σ0) +B(σ1).

B(σ) can be interpreted as the value of capital after betting on bits
of σ. We say B succeeds on Z ∈ 2ω if lim supn B(Z !n) = ∞.

We say B diverges on Z if

lim inf
n

B(Z !n) < lim sup
n

B(Z !n).

The divergence set of B is defined by

D(B) = {Z : lim inf
n

B(Z !n) < lim sup
n

B(Z !n)}.

Definition 2.8.2. We say Z ∈ 2ω is computably random if no
computable martingale succeeds on Z.

We say z = (0.Z1, . . . , 0.Zn) ∈ [0, 1]n is computably random
if its binary expansion, that is Z = Z1 ⊕ · · ·⊕ Zn, is computably
random. Here 0.A denotes the real number whose binary expansion
is A ∈ 2ω .

It is known that divergence sets of computable martingales
provide an alternative characterization of computable randomness:
Z ∈ 2ω is computably random ⇐⇒ Z does not belong to the
divergence set of a computable martingale.

2.9 Computable measures

In order to write rigorously about computability of measures, we
rely on the approach from (Gács 2005) and (Hoyrup and Rojas
2009). Informally, an atomless probability measure µ on Rn is
computable if there is an algorithm computing the value µ(Q) for
every cube with dyadic endpoints Q.
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2.10 Transfer maps

Let T : Rn → Rn be a map. We say T is a transport map from µ
to ν, or that T transports µ onto ν (in symbols, ν = T#µ), if for
all measurable A, ν(A) = µ(T−1(A)).

3. Computable randomness implies
differentiability of computable monotone
functions from Rn to Rn

In non-effective setting, a.e. differentiability of monotone function
from Rn to Rn has been proven by Mignot (Mignot 1976), who
used Rademacher’s theorem and a fact about monotone functions
discovered by Minty (Minty 1962).

In this section we will prove the (1) =⇒ (2) implic-
ation of Theorem 1.2: that computable randomness implies dif-
ferentiability of computable monotone real functions of several
variables. Our proof follows the path similar to the one taken by
Mignot - we use the effective form of Rademacher’s Theorem from
(Galicki and Turetsky 2014) and the following correspondence ob-
served by Minty.

3.1 Minty parameterization

Minty showed that the so called Cayley transformation

Φ : Rn×R
n → R

n×R
n defined by Φ(x, y) =

1√
2
(y+x, y−x)

transforms the graph of a monotone function into a graph of a
1-Lipschitz function. Note that when n = 1 this is a clockwise
rotation of π/4. In general the graph of a monotone function is a
Lipschitz manifold. We will rely on the following consequences of
Minty’s discovery.

Notation 3.1.1. In the rest of the paper we denote the identity
function on Rn by I .

Proposition 3.1.2 (cf. Proposition 1.2 in (Alberti and Ambrosio
1999)). Let u : Rn → Rn be monotone. Then (u + I) and
(u+ I)−1 are monotone and (u+ I)−1 is 1-Lipschitz.

Proposition 3.1.3 (cf. Theorem 12.65 in (Rockafellar and Wets
1997)). Let u : Rn → Rn be a continuous monotone function.
Let z ∈ Rn and define f = (u + I)−1 and ẑ = u(z) + z. The
following two are equivalent:

1. u is differentiable at z, and

2. f is differentiable at ẑ and f ′(ẑ) is invertible.

This allows to “translate” questions about differentiability
of monotone functions into questions about differentiability of
Lipschitz functions.
Now we are ready to explain our proof of the main result of this
section.

Overview of the proof
Let u : Rn → Rn be a monotone computable function and let
z ∈ Rn be computably random. Then g = u + I is monotone
and computable and f = g−1 is 1-Lipschitz and computable. If we
can show that g(z) is computably random, then f is differentiable
at g(z). By Proposition 3.1.3, if the derivative of f at g(z) is
invertible, then g is differentiable at z.

From the above description, it is clear that we require the fol-
lowing two ingredients to complete the proof:

(preservation property) we need to show that g(z) is comput-
ably random when z is, and that

(singularity property) computable randomness of g(z) implies
that f ′(g(z)) is invertible.

In the following two subsections we will prove both of the above.

3.2 Another preservation property

To prove the preservation property mentioned in the previous sub-
section, we require some terminology and notation from (Rute).

Firstly, we need to extend the notion of computable randomness
to Rn.

Definition 3.2.1. we say z ∈ Rn is computably random if its
binary expansion (or, equivalently, its fractional part) is computably
random.

When z ∈ [0, 1]n, this characterisation is equivalent to the
Definition 2.8.2. Otherwise, when z /∈ [0, 1]n, this characterisa-
tion is equivalent to computable randomness on some computable
translation of the unit cube equipped with the usual Lebesgue meas-
ure.

Notation 3.2.2. For every n ≥ 1, let An be some fixed a.e.
decidable cell decomposition of [0, 1]n. For the sake of simplifying
the notation, in the rest of this paper, for all n ≥ 1 and all σ ∈ 2<ω ,
we denote the cell [σ]An

by [σ].

Definition 3.2.3. A Martin-Löf test is a uniformly computable
sequence (Ui)i∈N of Σ0

1 subsets of [0, 1]n such that λ (Ui) ≤ 2−i

for all i. We say (Ui)i∈N covers z ∈ [0, 1]n if z ∈
!

i Ui.
We say a Martin-Löf test (Ui)i∈N is bounded if there is a comput-
able measure ν : 2<ω → [0,∞) satisfying

λ (Ui ∩ [σ]) ≤ 2−iν(σ)

for all i ∈ N and σ ∈ 2<ω .

We require the following characterisation of computable random-
ness in the unit cube due to Rute:

Proposition 3.2.4 (cf. Theorem 5.3 in (Rute)). Let z ∈ [0, 1]n. The
following two are equivalent:

1. z is not computably random, and

2. either z is an unrepresented point, or there is a bounded Martin-
Löf test (Ui)i∈N that covers z.

Remark 3.2.5. For our considerations it is sufficient to know that if
z is an unrepresented point, then it is not weakly random.

We are now in position to state and to prove the required preserva-
tion property for computable randomness.

Lemma 3.2.6. Let f : Rn → Rn be a computable injective
Lipschitz function and suppose z ∈ Rn is not computably random.
Then f(z) is not computably random either.

Proof. Without loss of generality we assume z ∈ [0, 1]n, f(z) ∈
[0, 1]n and Lip(f) ≤ 1 (otherwise we may consider f̂(x) =
A · f(x) +B for some suitable computable A and B).

Firstly, suppose z is an unrepresented point. Let P ⊂ [0, 1]n be
a Π0

1 null set with z ∈ P . Then f(z) ∈ f(P ) ∩ [0, 1]n and since
f(P ) ∩ [0, 1]n is also a Π0

1 null set, f(z) is not weakly random.
Let (Vi)i∈N be a bounded Martin-Löf test with z ∈

!

i Vi and
let ν be a computable measure such that λ (Vi ∩ [σ]) ≤ 2−iν(σ)
for all i,σ.

Define Ui = f(Vi)∩[0, 1]n for all i. Since λ (Ui) ≤ λ (Vi) (see
Lemma 3.10.12 in (Bogachev 2007)) and f is injective, (Ui)i∈N is
a Martin-Löf test.

Define νf = ν ◦f−1. It is a computable measure and for all i,σ
we have

λ (Ui ∩ [σ]) = λ (f(Vi) ∩ [σ]) =

λ
"

f(Vi ∩ f−1([σ]))
#

≤ 2−iν
"

f−1([σ])
#

= 2−iνf (σ).
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It follows that (Ui)i∈N is a bounded Martin-Löf test that covers
f(z) and thus f(z) is not computably random.

3.3 An effective version of Sard’s theorem for Lipschitz
functions

Let f : Rn → Rm. Recall that z ∈ Rn is said to be a critical point
of f if either f is not differentiable at z, or det f ′(z) = 0. If z is a
critical point of f , then f(z) is said to be a critical value of f .

The main result in this subsection, Theorem 3.3.2, can be seen
as an effective version of Sard’s theorem for Lipschitz function.
Its classical version, proven by Mignot ((Mignot 1976), also see
Theorem 9.65 in (Rockafellar and Wets 1997)), states that for a
Lipschitz function f : Rn → Rn, the set of its critical values is
a null-set.

Lemma 3.3.1. Let f : Rn → Rn be a Lipschitz function. Suppose
z ∈ Rn is such that f ′(z) is singular. Then for every ϵ > 0,
there exists an open neighbourhood of z, Oϵ such that λ (f(Oϵ)) ≤
ϵλ (Oϵ).

Proof. Fix ϵ > 0 and let k = Lip(f).
Define ϵ′ = ϵ

kn−12n(
√
n)n

. Since f is differentiable at z, there

exists δ > 0 such that
!

!f(x)− f(z)− f ′(z)(x− z)
!

! ≤ ϵ′∥x− z∥ (2)

for all x ∈ Rn with |x − z| ≤ δ. There is an open n-cube C with
side length equal to s = δ√

n
such that z ∈ C and (2) holds for all

x ∈ C.
Let L be the mapping defined by L(x) = f(z)+ f ′(z)(x− z).

Since f ′(z) is singular, L is not onto and its range is contained in
some hyperplane H .

As a consequence of (2) we have ∥f(x)− L(x)∥ ≤ ϵ′δ for
all x ∈ C. Thus, f(C) ⊆ L(C) + [−ϵ′δ, ϵ′δ]n. Since L is a k-
Lipschitz mapping, the image of C under L lies in the intersection
of H with a closed ball with radius kδ centered at f(z). Then L(C)
is contained in a rotated (n−1)-dimensional cube of side 2kδ. This
shows that f(C) lies in a rotated box Ĉ with

λ
"

Ĉ
#

= (2kδ)n−12ϵ′δ = 2(2k)n−1ϵ′(
√
n)n

$

δ√
n

%n

= ϵλ (C) .

Theorem 3.3.2 (Effective Sard’s theorem for Lipschitz functions).
Let f : Rn → Rn be a computable Lipschitz function and let
z ∈ Rn. If f(z) is computably random, then it is not a critical
value of f .

Proof. The proof is by contraposition. If f is not differenti-
able at z, then, by the Effective Rademacher Theorem from
(Galicki and Turetsky 2014), z is not computably random.

Suppose f ′(z) is singular. Let Kz ⊂ Rn be the basic dyadic
unit cube containing z and let Kf(z) ⊂ Rn be the basic dyadic unit
cube containing f(z).

Let ν = λ ◦ f−1 and for every i ∈ N, define Vi ⊆ Kf(z) as the
union of all [σ] such that λ (σ) ≤ 2−iν(σ) and f−1([σ]) ⊆ Kz .

Fix i and τ . Let (ηi)i∈N be such that
&

j [ηj ] = [τ ] ∩ Vi and

[ηm] ∩ [ηk] = ∅ for all k ̸= m. Note that λ (Vi) ≤ 2−i and

λ (Vi ∩ [τ ]) =
'

k

λ (ηk) ≤ 2−i
'

k

ν(ηk) ≤ 2−iν(τ).

Thus (Vi)i∈N is a bounded Martin-Löf test and, by Lemma
3.3.1, it covers f(z). Hence f(z) is not computably random.

Later in the paper, using an effective version of Brenier’s the-
orem, we will prove the converse for this result.

3.4 Main result

We are now ready to formulate and prove the main result of this
section.

Theorem 3.4.1. Let f : Rn → Rn be an computable monotone
function and let z ∈ [0, 1]n be computably random. Then f is
differentiable at z.

Proof. Define g = (f + I)−1, so that g is a computable Lipschitz
function with Lip(g) ≤ 1.
Let y = f(z) + z so that g(y) = z. By Lemma 3.2.6, y is
computably random and hence g is differentiable at y and by
Theorem 3.3.2 g′(y) is invertible. Hence, by Proposition 3.1.3, f is
differentiable at z.

4. Zahorski’s construction and the effective
Brenier theorem

4.1 Zahorski’s construction

Generalizing (a part of) Zahorski’s construction was the main ap-
plication we had in mind for Brenier’s theorem. Hence, before dis-
cussing optimal transport and the theorem itself, we briefly review
the said construction and its effectivization.

A modern version of Zahorski’s argument can be seen in
(Fowler and Preiss 2009). Zahorski characterised sets of non-
differentiability of continuous real-valued functions on the real
line. As was mentioned in the Introduction, a crucial part of his
argument was constructing a monotone Lipschitz function not diff-
ferentiable at a given Gδ null set. For the purposes of this paper
we will call this part the Zahorski construction, even if Zahorski’s
argument was more complicated and included other important con-
structions. Note that generalising this part to higher dimensions
would provide a natural converse both for Rademacher’s theorem
and for Mignot’s result on differentiability of monotone functions.

Classical argument Let A ⊂ R be a Gδ null-set. The goal is to
construct a monotone Lipschitz function not differentiable at any
point of A. The very basic idea is to define a bounded measurable
function G : R → R that is not continuous at any point of A and let
F (x) =

( x

a
G(y) dy for some fixed a. Then discontinuity of G at

any point x ∈ R corresponds to non-differentiability of F at x. F
is obviously monotone and boundedness of G makes F Lipschitz.

Remark 4.1.1. It is worth mentioning that the original result was
formulated for monotone functions. The construction is easily
extended to monotone Lipschitz functions by requiring G to be
bounded. This paper, however, is focused on monotone functions.
As will be discussed later, the same approach (bounding the dens-
ity) in higher dimensions guarantees Hölder continuity rather than
Lipschitz continuity.

Now let us overview an effectivization of this idea from (Brattka et al.
2016). The effective construction is virtually the same, but, as we
will see, effectivization forces a very revealing point of view.

Effective Zahorski construction on the real line The starting
point of the effective construction is slightly different. Instead of an
arbitrary Gδ null-set, we have an effective null-set corresponding
to a test of computable randomness. An educated guess, that it has
to be computable randomness, rather than some other randomness
notion, comes from a careful analysis of an effective version of
the “other direction” (that is, the statement “monotone functions
f : R → R are a.e. differentiable”).
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Let M be a martingale and define a computable probability
measure on the unit interval by µM ([σ]) = M(σ) · 2−|σ| and let

f(x) = cdfµM =

! x

0

DλµM dλ.

Then f is not differentiable at any z ∈ [0, 1] whose binary expan-
sion Z belongs to the divergence set of M . In this construction,
the density of µM plays the role of G and f corresponds to F . It
is important to analyze how divergence of M at Z corresponds to
non-differentiability of f at z. It can be seen as a two step process:

(S1) divergence of M forces non-differentiability of µM (and dis-
continuity of DλµM ),

(S2) which, in turn, forces non-differentiability of f (at z).

Two properties of f that are crucial for S2 to work are:

1. λ1 = f#µM (f is a transfer map from µM to λ1) and

2. monotonicity of f (hence f maps intervals to intervals).

For any function f with such properties, “oscillations” of meas-
ure µM around z become oscillations of the slope of f in a neigh-
bourhood of z. More formally, we have

µM (Br(z))
λ (Br(z))

=
λ (f(Br(z)))
λ (Br(z))

=
f(z + r)− f(z − r)

2r
.

Taking the limit with r → 0 makes the left side DλµM (z) and the
right side f ′(z) (when they exist).

Now we can reformulate the idea behind Zahorski’s construc-
tion that will allow us to generalize it to higher dimensions. The
idea is: given a null-set A, find a probability measure µA that is
not differentiable at points of A and a monotone transfer map fA
from µA to λ1. Then fA is not differentiable at any point of A.

Now we are ready to discuss the subject of optimal transfer and
Brenier’s theorem.

4.2 Optimal transportation

Let µ, ν be probability measures on Rn. A probability measure π
on Rn × Rn is said to have marginals µ and ν when the following
holds for all measurable A,B ⊆ Rn:

π [A× R
n] = µ[A], and π [Rn ×B] = ν[B].

Let Π(µ, ν) denote the set of all probability measures on
Rn × Rn whose marginals are µ and ν. Note that this set is al-
ways nonempty. For a given cost function c : Rn × Rn → R and
π ∈ Π(µ, ν), define the total transportation cost Ic[π] as

Ic[π] =

!

Rn×Rn

c(x, y) dπ(x, y).

The optimal transportation cost between µ and ν is the value

Ic(µ, ν) = inf
π∈Π(µ,ν)

Ic[π].

Elements of Π(µ, ν) are called transference plans. We are in-
terested in transference plans induced by measurable maps, that is,
plans of the form πT = (I × T )#µ ∈ Π(µ, ν) where T : Rn →
Rn is a measurable map. The total transportation cost associated
with a transport map T is

Ic[T ] = Ic[πT ] =

!

Rn

c(x, T (x))dµ(x).

A transport map T for which the cost is optimal, that is for which
Ic[πT ] = Ic(µ, ν), is called an optimal transport map. The prob-
lem of minimizing Ic[T ] over the set of all transfer maps is known
as the Monge optimal transportation problem. In general, such a

map is not guaranteed to exist. However, under some assumptions
on µ, ν and c, it does exist.

The following important result is known as Brenier’s theorem
and it lies at the heart of our construction.

Theorem 4.2.1 (A version of Brenier’s theorem, cf. Theorem 2.12
in (Villani 2003)). Let µ, ν be probability measures on Rn. Sup-
pose µ is absolutely continuous (with respect to the Lebesgue meas-
ure) and the following holds:

!

Rn

|x|2

2
dµ(x) +

!

Rn

|y|2

2
dν(y) < ∞.

Then there exists a convex function φ such that ∇φ#µ = ν.
Moreover, ∇φ is the unique (i.e. uniquely determined µ-almost
everywhere) function which pushes µ onto ν that is the gradient
of a convex function.

Now we are ready to review Zahorski’s construction on the real
line in the context of optimal transport theory.

4.3 Interpretation of Zahorski’s construction with respect to
Brenier’s theorem

If µ and ν are two probability measures on R with µ being abso-
lutely continuous, the optimal transfer map (w.r.t. quadratic cost)
from µ onto ν has a known closed form. It is

f = (cdfν)−1 ◦ cdfµ

where cdfµ and cdfν are respective cumulative distribution func-
tions of µ and ν. This fact was already known to Hoeffding and
Fréchet. For a proof and more details, see Section 2.2 in (Villani
2003).

The function f from the effective Zahorski construction de-
scribed in Subsection 4.1 happens to be the optimal transfer map
(with respect to the quadratic cost) from µM onto λ1.

Brenier’s theorem guarantees the existence of an optimal mono-
tone map in higher dimensions too. However, it doesn’t give a
closed form expression for such a map.

4.4 A generalised Zahorski construction for monotone maps

Let A ⊂ [0, 1]n be a Gδ null-set. The goal is to exhibit a monotone
function fA : Rn → Rn which is differentiable at no point of
A. Let µA be an absolutely continuous probability measure on Rn

such that it is differentiable at no point of A.
The main idea is that just like in the case of Zahorski’s construc-

tion on the real line, fA can be defined as the optimal transfer map
from µA onto λn. The following classical result is needed to show
that such fA is differentiable at no point of A.

Theorem 4.4.1 (Jacobian theorem for monotone maps, cf. Theorem
A.2 in (McCann 1997)). Let φ be a convex function on Rn and
suppose it is twice differentiable at x ∈ Rn. Then

lim
r→0

λ (∂φ(Br(x)))
λ (Br(x))

= detD2φ(x).

Remark 4.4.2. Theorem 4.2.1 shows that there exists a unique (that
is, µA almost everywhere unique) monotone function fA = ∇φA,
such that fA#µA = λn, where φA is some convex function. Since
µA is absolutely continuous, by Theorem 2.12 (iv) and Lemma 4.6
from (Villani 2003), λ (∂φA(X)) = λ (∇φA(X)) for all Borel
X ⊆ Rn. Hence

lim
r→0

λ (∂φA(Br(x)))
λ (Br(x))

= lim
r→0

λ (∇φA(Br(x)))
λ (Br(x))

= Dλµ(x)

for all x where the limit exists. By Theorem 4.4.1, ∇φA is not
differentiable at z when DλµA(z) does not exist.
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4.5 An effective version of Brenier’s theorem

Since we want to effectivize the generalized Zahorski construction
described previously, we need to effectivize the most important
part of it: Brenier’s theorem. Given two computable probability
measures, the optimal map between them can not, in general, be
computable. The main reason for this is that an optimal map can be
discontinuous. However, under some conditions on support of both
measures, the optimal map is effectively monotone in the sense
of the Definition 2.7.2. The following is our effective version of
Brenier’s theorem.

Theorem 1.1 (The effective Brenier theorem). Let µ, ν be abso-
lutely continuous computable probability measures on Rn such that
supp (µ) = [0, 1]n and the support of ν is bounded. There exists
a computable convex function φ : Rn → R such that ∇φ is the
optimal transport map from µ to ν.

As it stated, this result, when used in the generalized Zahor-
ski construction, is sufficient to prove the converse for the effective
version of the Aleksandrov theorem from (Galicki 2015). To get
the converse for the Theorem 5.2.1, we need to exhibit a comput-
able map, not just an effectively monotone one. To make sure the
resulting optimal transfer is computable, we will use the so called
regularity theory for the Monge-Ampère equation.

4.6 The Monge-Ampère equation.

The Monge-Ampère equation is a famous fully nonlinear elliptic
partial differential equation of the following form:

detD2φ(x) = F (x,φ(x),∇φ(x)).

It is known that convex functions guaranteed to exist by Bre-
nier’s theorem are generalised solutions of the following particular
case of the Monge-Ampére equation:

detD2φ(x) =
f(x)

g(∇φ(x))
(3)

where g and f correspond to respective densities of target and
source measures.

There is a regularity theory for equations of this type developed
by Caffarelli and Urbas. Naturally, this theory provides regularity
estimates for optimal maps too. For more information see (Urbas
1997). Since optimal maps can be discontinuous, the corresponding
convex functions are not smooth and can be considered as solutions
of (3) only in a specific generalised sense. It is outside of scope
of this paper to discuss different types of generalised solutions.
However, we will rely of the fact that when both measures are
absolutely continuous (which is always the case in this paper), the
optimal map is an Aleksandrov solution of (3).

We will need the following result.

Theorem 4.6.1. [cf. Theorem 4.13 in (Villani 2003)] Let φ be an
Aleksandrov solution of

detD2φ = h

in a bounded set Ω. If h is bounded from above and below by some
positive constants, then φ ∈ C1,α for some universal exponent α.

This means that if we manage to construct µA in such a way
that its density is bounded from above and below, then fA will be
Hölder continuous. Finally, note that a Hölder continuous effect-
ively monotone function is computable.

5. Applications of the effective Brenier theorem

5.1 Converse of the effective Aleksandrov theorem

The following result is the converse to the effective Aleksandrov
theorem (Theorem 20 in (Galicki 2015)).

Theorem 5.1.1. Let z ∈ Rn not be computably random. There
exists a computable convex function φ : Rn → R not twice-
differentiable at z.

Before proceeding to the proof, we need to state the following
simple but useful proposition.

Proposition 5.1.2. Let x ∈ Rn not be computably random. There
is an absolutely continuous computable probability measure ν on
Rn such that Dλν(x) does not exist.

Proof. First, suppose all coordinates of x are computably random.
Then the Theorem 5.3(4) (Rute) shows existence of a computable
absolutely continuous probability measure ν and a sequence of
basic dyadic cubes [σi] containing x such that ν([σj ]) ≥ 2jλ ([σj ])
for all j. Dλν(x) does not exist since every [σi] is contained in an
open ball centered at x with radius less than

√
ndj where dj is the

side length of [σj ].
Now suppose the first coordinate of x, x1 ∈ R, is not comput-

ably random. Let ν1 be a computable absolutely continuous prob-
ability measure not differentiable at x1. Then the product measure
ν1 ⊗ λn−1, where λn−1 is the Lebesgue measure on Rn−1, is a
computable absolutely continuous probability measure not differ-
entiable at x.

Proof of Theorem 5.1.1. Let z ∈ [0, 1]n not be computably ran-
dom. We may assume that every coordinate of z is computably ran-
dom. For suppose zi is not computably random for some i. There
exists a computable convex function u : R → R not differentiable
at zi. Then the function (x1, . . . , xn) '→ u(xi) is a computable
convex function from Rn to R not twice-differentiable at z.

Let µ be an absolutely continuous computable probability meas-
ure on Rn such that Dλµ(z) does not exist. Without loss of gener-
ality we may assume that µ is supported on [0, 1]n.

Let f be the optimal transfer map from µ onto λn. We know it
is not differentiable at z and by the effective Brenier theorem there
is a computable convex function u : Rn → R such that ∇u = f .

5.2 Converse of Theorem 3.4.1

In this subsection we sketch a proof of the following converse to
the Theorem 3.4.1.

Theorem 5.2.1. Suppose z ∈ Rn is not computably random.
There exists a computable monotone function f : Rn → Rn not
differentiable at z.

For a given computable martingale M , we define a computable
probability measure µM on [0, 1]n by

µM ([σ]) = λ([σ]) ·M(σ) for all σ with |σ| = ns for some s.

Lemma 5.2.2. Let M be a computable martingale and let µM be
the corresponding probability measure on [0, 1]n. Let z ∈ [0, 1]n

and let Z be the binary expansion of z. Suppose the following two
conditions hold:

(P1) the measure µM is absolutely continuous, not differentiable at
z, and

(P2) 0 < M(σ) < C for some fixed C and all σ.

Then the optimal transport map from µM to λn is computable.
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Proof. We know that there is a computable convex function φ
such that ∇φ is the optimal transfer map of µ onto λ. Define
h(x) = DλµM (x). Then φ is an Aleksandrov solution of the
following instance of the Monge-Ampère equation:

detD2f = h.

Since h is bounded away from both 0 and ∞, by Theorem 4.6.1, φ
is C1,α for some α > 0. Since ∇φ is a.e. computable and Hölder
continuous, it must be computable.

The last bit needed to complete the proof of Theorem 5.2.1
is the following technical lemma concerned with the existence of
martingale M satisfying the conditions of the previous lemma.

Lemma 5.2.3. Suppose z ∈ [0, 1]n is not computably random.
There does exist a computable martingale M that satisfies both
(P1) and (P2) conditions.

The proof of this lemma is a variation of the corresponding
one-dimensional construction from the proof of Theorem 4.2 in
(Freer et al. 2014).

Theorem 5.2.1 was the last part needed to prove Theorem 1.2
stated in the introduction.

Theorem 1.2. Let z ∈ Rn. The following are equivalent:

1. z is computably random,

2. every computable monotone function f : Rn → Rn is differen-
tiable at z, and

3. every computable convex function f : Rn → R is twice-
differentiable at z.

Proof. (1) =⇒ (2) follows from Theorem 3.4.1. (2) =⇒ (1)
follows from Theorem 5.2.1.

(1) =⇒ (3) follows from the effective version of Aleksandrov
theorem from (Galicki 2015). (3) =⇒ (1) follows from Theorem
5.1.1.

5.3 Differentiability of computable measures

With the results we have proven so far, we can easily get the fol-
lowing characterisation of computable randomness in Rn in terms
of differentiability of absolutely continuous computable probability
measures on [0, 1]n.

Theorem 5.3.1. Let z ∈ [0, 1]n.

z is computably random ⇐⇒
every absolutely continuous computable probability measure on
[0, 1]n is differentiable at z.

Proof ⇒. Let µ be an absolutely continuous computable probabil-
ity measure on [0, 1]n and let z ∈ [0, 1]n. Suppose Dλµ(z) does
not exist.

Define a probability measure on Rn by µ̂ = 1
2 (µ + λn). It is

absolutely continuous and its support is equal to [0, 1]n.
Consider an optimal transport map f : Rn → Rn from µ̂ to

λn, so that λn = f#µ̂. By the effective Brenier theorem, we may
assume f is an effective monotone map. By Theorem 4.4.1, f is
not differentiable at z and by Theorem 3.4.1 and Remark 4.4.2, z
is not computably random.

Proof ⇐. This follows from Proposition 5.1.2.

This theorem can be reformulated as an effective version the
Lebesgue differentiation theorem for functions that are densities

of computable absolutely continuous measures on [0, 1]n. It is not
known if there is a more natural (from computability theory point
of view) characterisation of such functions.

An analogous characterisation of Schnorr randomness has been
proven in (Rute 2012) (for measures) and (Pathak et al. 2014) (for
functions on Rn). In that case the corresponding class of effective
functions is very natural (L1-computability), while the class of
corresponding probability measures is somewhat artificial.

5.4 Critical values of computable Lipschitz functions

Theorem 5.4.1. Let z ∈ Rn. The following are equivalent:

1. z is computably random, and

2. z is not a critical value of any computable Lipschitz function
f : Rn → Rn.

Proof ⇒. Follows from Theorem 3.3.2.

Proof ⇐. Suppose z ∈ Rn is not computably random. By The-
orem 5.2.1, there is some computable monotone function u : Rn → Rn

not differentiable at z. Then

f = (u+ I)−1

is a computable Lipschitz function. Theorem 3.1.3 implies that
f(u(z) + z) = z is a critical value of f .

5.5 Monge-Ampère equation

Robert McCann in (McCann 1997) demonstrated that the Monge-
Ampère equation of the type associated with Optimal Transport
holds true almost everywhere. The following result is an effective
form of a somewhat weaker result (we fix the target measure to be
the Lebesgue one).

Theorem 5.5.1. Let z ∈ Rn. The following are equivalent:

1. z is computably random, and

2. for every computable absolutely continuous probability meas-
ure µ and every computable (Aleksandrov) solution f of

detD2f = Dλµ (4)

the following holds

detD2f(z) = Dλµ(z). (5)

Proof ⇒. Let µ be a computable absolutely continuous probability
measure and let f be a computable weak solution of (4) such that
(5) doesn’t hold. We know f is convex and by Theorem 4.4.1 f is
not twice differentiable at z. Hence, by the effective Aleksandrov
theorem, z is not computably random.

Proof ⇐. Suppose z ∈ Rn is not computably random. Then there
is a computable absolutely continuous probability measure µ on
[0, 1]n not differentiable at z. We may assume supp (µ) = [0, 1]n

so that we can apply Theorem 1.1. It follows that there is a com-
putable f : Rn → R which is an Aleksandrov solution of (4) such
that (5) doesn’t hold.

6. Further directions

This work is only a first step towards an effective theory of Optimal
Transport. The effective version of Brenier’s theorem stated in this
paper is not the last word on the subject of effectivizing Brenier’s
result either, as our result was formulated with specific applications
in mind rather than generality.
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We believe that proving efficient (with explicit bounds on
time/space) versions of Brenier’s theorem is of particular interest,
both theoretical and practical.

The subject of connections between computable randomness
and computable Lipschitz functions on Rn is also not closed. Gen-
eralising Zahorski’s construction to Lipschitz functions on Rn and
proving the converse of the Effective Rademacher’s Theorem are
two important open problems.
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Journal of Computational Physics, 260:107–126, 2014. ISSN 0021-
9991.

V. Bogachev. Measure theory. Vol. I, II. Springer-Verlag, Berlin, 2007.
ISBN 978-3-540-34513-8; 3-540-34513-2.

V. Brattka, J. Miller, and A. Nies. Randomness and differ-
entiability. Transactions of the AMS, 368:581–605, 2016.
http://arxiv.org/abs/1104.4465.

Y. Brenier. Polar decomposition and increasing rearrangement of vector
fields. C.R. Acad. Sci. Paris Sér. I Math., (305):805–808, 1987.

R. Downey and D. Hirschfeldt. Algorithmic randomness and complexity.
Springer-Verlag, Berlin, 2010. 855 pages.

T. Fowler and D. Preiss. A simple proof of Zahorski’s descrip-
tion of non-differentiability sets of Lipschitz functions. Real
Anal. Exchange, 34(1):127–138, 2009. ISSN 0147-1937. URL
http://projecteuclid.org/getRecord?id=euclid.rae/1242738925.

C. Freer, B. Kjos-Hanssen, A. Nies, and F. Stephan. Algorithmic aspects of
Lipschitz functions. Computability, 3(1):45–61, 2014.
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continue. Bull. Soc. Math. France, 74:147–178, 1946. ISSN 0037-9484.

729

http://arxiv.org/abs/1208.4873
http://arxiv.org/abs/1104.4465
http://projecteuclid.org/getRecord?id=euclid.rae/1242738925
http://dx.doi.org/10.1016/j.tcs.2005.03.054
http://dx.doi.org/10.1016/j.ic.2008.12.009
http://dx.doi.org/10.1093/acprof:oso/9780199230761.001.0001
http://dx.doi.org/10.1090/S0002-9939-2013-11710-7


Quantifier Free Definability on Infinite Algebras

Bakh Khoussainov
Department of Computer Science, University of Auckland

bmk@cs.auckland.ac.nz

Abstract
An operation f : A

n ! A on the domain A of an algebra
A is definable if there exists a first order logic formula �(x̄, y)

with parameters from A such that for all ā 2 A

n and b 2 A

we have f(ā) = b iff A |= �(ā, b). The goal of this paper is
to study definability of operations by quantifier-free formulas on
countable infinite algebras from computability and model-theoretic
definability points of view.

Categories and Subject Descriptors Theory of computation
[Models of computation]: computability

General Terms Theory

Keywords Definability, computability, computably enumerable
sets, congruence relations, universal algebra, computable algebra,
⌃

0
n

-algebras, equality relation.

1. Introduction
1.1 Motivation
The simplest definable n-ary relations on the domain of an alge-
braic structure A are relations of the form

{(a1, . . . , an

) 2 A

n | a
i1 = b1 & . . . & a

ik = b

k

},
where b1, . . ., b

k

are fixed elements from the domain A. Each such
relation is defined by a conjunction of formulas of the type x = x

and y = b, where b 2 A. We call these definable sets cylinders. The
trivial cylinders are the entire space A

n and singleton sets. When
n = 1 the only cylinders are the trivial ones. For this paper, our
main definition of definability is the following:

Definition 1.1. A function f : An ! A is term-definable if there
there is a partition A1, . . ., A

s

of An and there are terms t1(x̄), . . .,
t

s

(x̄) with parameters from A such that

1. A1, . . ., A
s�1 are cylinders,

2. A
s

= A

n \ (A1 [ . . . [A

s�1), and
3. For all ā 2 A

n if ā 2 A

i

then f(ā) = t

i

(ā), where i =

1, . . . , k.

If f : A

n ! A is term-definable in A then there exists a
quantifier free formula �(x̄, y), with parameters from A, such that
for all ā 2 A

n and b 2 A we have f(ā) = b iff A |= �(ā, b).
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For instance, let f : A

2 ! A be such that f(x1, x2) = t1(x1, x2)

for (x1, x2) 2 A1, and f(x1, x2) = t2(x1, x2) for (x1, x2) 2 A2,
where A1 is the cylinder defined by x2 = b. Then the formula
defining f is the following:

((x2 = b ! y = t1(x1, b)) & (x2 6= b ! y = t2(x1, x2)).

The functional completeness theorem that we learn in basic logic
and algebra courses gives us many examples:

Example 1.2. Let ({0, 1};_,^,¬, 0, 1) be the 2-element algebra,
where _,^,¬ have their natural Boolean meanings. For any oper-
ation f : {0, 1}n ! {0, 1} there is a term t(x̄) such that f and t

coincide in the algebra.

Functional completeness has been studied extensively. Post
studied functional completeness for 2-valued logic [22]. Graham
built n-valued functionally complete truth functions [6]. Thomas-
son [28] and Jobe [9] studied functional completeness for various
logics. Just like for propositional logic, we can restate the func-
tional completeness in the language of definability and universal
algebra.
Theorem (functional completeness). For each natural number
r > 1 there is a finite algebra A of cardinality r such that for each
operation f : A

n ! A there exists a term t(x̄) in the signature of
A for which f = t in A.

The theorem is simply an existence result. If we fix the signature
(e.g. unary operations) or fix a class of algebras (e.g. groups) then
the theorem in these classes might fail. The following are two
important features of the functional completeness theorems:
1. Finiteness: The domains of algebras are finite.
2. Definability: All operation on the domain of the algebra A (from
the theorem) are term-definable.

Our goal is to investigate term-definability of operations in
infinite countable algebras from view points of computability and
definability. We now present several basic notions and then say
more about our interest in this topic.

A tuple (A; f1, . . . , fn, c1, . . . , cm) is called an algebra A,
where A 6= ; is the domain of A, each f

i

is a total function
A

ki ! A called a atomic operation of arity k

i

, and each c

j

is
a distinguished element (constant) of A. The signature of A is the
sequence f1, . . . , fn, c1, . . . , cm of symbols. All our algebras will
be countably infinite.

Let V be a countable set of variables. The terms are defined
inductively as follows: (a) Each constant symbol and each vari-
able is a term; (b) If t1, . . . , tki are terms, then so is the ex-
pression f

i

(t1, . . . , tki). If all free variables of a term t are
among x1, . . . , xn

then we write t as t(x1, . . . , xn

). Each term
t(x1, . . . , xn

) in the signature of an algebra A determines, in a
standard way, the operation A

n ! A on A that we denote by tA.
Definition 1.1 is a start for addressing quantifier-free definabil-

ity through functional completeness. One might continue on with
the following, in a way, naive definition.
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Definition 1.3 (general setting). Call an algebra A functionally
complete if every operation f in the domain of the algebra is term-
definable.

By cardinality reasons, no infinite algebra is functionally com-
plete. Hence, Definition 1.3 should be refined. A natural refinement
is that the operations f (in Definition 1.3) are computable. By do-
ing so, we remain in computable setting and avoid cardinality based
reasoning. Subsection 1.2 puts natural conditions placed on alge-
bras in our quest to find functionally complete algebras on infinite
algebras.

Our interest in term-definability comes from the following gen-
eral and specific considerations:
1. A common theme in logic in computer science is concerned
with understanding the boundaries between finiteness and infinity.
Examples are infinite versions of Ramsey’s theorem that form a
cornerstone in infinite combinatorics, automata on infinite objects
that extend finite automata [5], and automatic structures that extend
finite structures [1] [14] [15] [18]. The current paper is in this realm
that explores the interplay between finiteness and infinity.
2. Extending results from finite to infinite setting, with computabil-
ity in mind, often sheds light to deeper understanding of the original
results and developing tools that exploit limits of computation. Are
the results true in infinite setting under Turing model of computa-
tion? If not, then one needs to give sharp counter-examples using
the relationship between computation and the original result.
3. D. Scott studied the model P(!) of �-calculus [26]. It turns out
that this model suggests a way functional completeness on infinite
algebras can be addressed. Consider the sub-model RE of P(!)

of all computably enumerable (c.e.) subsets of !. Theorem 3.1 in
[26] defines the operator G. The operator induces all the terms of
language LAMBDA and for every computable operator f on RE
there is a term t built from G such that f and t coincide. Thus, every
computable operator is term-definable.
4. We view RE as an algebra. Let W0,W1, . . . be a standard
enumeration of all c.e. sets [24]. Consider the relation E = {(i, j) |
W

i

= W

j

}. Every E-equivalence class [e] is the set of indices
of W

e

[27]. The operator G mentioned above, as a computable
function on indices, is well-behaved with respect to E. Thus, the
model RE is just the quotient algebra (!/E;G). The equality
predicate E of this algebra is a ⇧

0
2-complete set [24]. Natural

questions arise: Do there exist functionally complete algebras with
equality predicates at the lower level of the arithmetical hierarchy?
Do there exist functionally complete algebras that are, in some
natural ways, simpler than D. Scott’s algebra RE? We answer these
questions in this paper.

Finally, the second part of the last section (conclusion) explains
this work in a different context.

1.2 Effectiveness conditions
We start with two established ways of formalising effectivity for
algebras common in computable model theory [11], numbered sys-
tems [7] [20], and abstract data types [25].
The first way. This goes back to Mal’cev [20] and Rabin [23]. We
assume that the domain of the algebras A are infinite computable
sets, e.g. the sets of all binary strings or natural numbers !. Since all
such infinite computable sets are computably isomorphic to !, we
postulate that all algebras have domain !. We also put the condition
that all atomic operations of the algebras are computable.

Definition 1.4. A computable algebra is one whose domain is !

and whose all atomic operations are computable.

Thus, we can address the functional completeness for com-
putable algebras through the next definition.

Definition 1.5 (computable algebra setting). A computable algebra
is functionally complete if every computable operation on ! is
term-definable.

We identify algebras up to isomorphism; therefore, we abuse
Definition 1.4 and call algebras computable if they are isomorphic
to computable algebras as in the definition. So, computability of
algebras is an isomorphism invariant. Khoussainov and Shore [16]
give a survey of results in the theory of computable structures, with
an emphasis to the study of computable isomorphisms.
The second way. We assume that the domains of the algebras are
infinite quotient sets of the form !/E, where E is an equivalence
relation on !. We represent the equivalence class of n 2 ! by [n]

or [n]
E

. Structures with domains as described arise in algebra and
model theory all the time [10]. D. Scott’s algebra RE mentioned is
an example. Another example is below given by Makanin [19]:

Example 1.6. Consider the semi-group S generated by letters a, b,
and c with the following presentation P :

ccbb = bbcc, bcccbb = cbbbcc, accbb = bba, abcccbb = cbba,
bbccbbbbcc = bbccbbbbcca

Let E be the word problem on {a, b, c}? determined by P ; E is
a c.e. equivalence relation. View {a, b, c}? as !. So, the domain of
S is !/E; the semigroup operation is well behaved with respect to
E, and E is undecidable [19].

Definition 1.7. A function f : !

n ! ! respects E if for all x̄ =

(x1, . . . , xn

), ȳ = (y1, . . . , yn) 2 !

n we have (f(x̄), f(ȳ)) 2 E

whenever (x1, y1) 2 E, . . . , (x

n

, y

n

) 2 E.

If f respects E then f induces the following operation, also de-
noted by f , on !/E: f([x1], . . . , [xn

]) = [f(x1, . . . , xn

)].

Definition 1.8. An E-algebra is an algebra of the form A =

(!/E; f1, . . . , fn, c1, . . . , cm) whose atomic operations f1, . . .,
f

n

are induced by computable operations respecting E. If E is a
⇧

0
n

-set then A is called a ⇧

0
n

-algebra. The ⌃

0
n

and �

0
n

-algebras
are defined similarly. ⌃0

1-algebras are also called computably enu-
merable (c.e.) algebras.

For instance, Scott’s algebra RE, as explained above, is a ⇧

0
2-

algebra. Finitely presented algebras such as semigroups in Example
1.6 are c.e. All computable algebras are c.e. but the converse is not
true. The class of E-algebras captures the class of all countable al-
gebras up to isomorphism. This follows from the existence of the
universal object, namely – the term algebra F , and the homomor-
phism theorem. The homomorphism theorem implies that for any
algebra A there is a congruence relation E of F such that A is
isomorphic to F/E. Hence A is isomorphic to an E-algebra. The
following is easy:

Proposition 1.9. An algebra A is computable iff A is isomorphic
to an E-algebra with computable E.

We define functional completeness for E-algebras.

Definition 1.10 (E-algebra setting). An E-algebra A is function-
ally complete if every computable operation respecting E is term-
definable.

Example 1.11. D. Scot’s algebra RE is a functionally complete
⇧

0
2-algebra.

In Example 1.2 and Example 1.11, the formulas that define the
operations are atomic and have no parameters, that is, are of the
form t(x̄) = y, where t is a term.

Definition 1.12. An E-algebra A is strictly functionally com-
plete if for every computable function f respecting E there is a
parameter-free term t(x̄) such that f = t in A or f is a constant
operation on !/E.
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To clarify this definition, a constant function is one whose value is
a fixed element of the domain for all inputs of the function. We can
weaken the definition above as follows.

Definition 1.13. Call an operation f : A

n ! A in the domain A

of algebra A term-like if there is a finite set F ⇢ A and a term t

such that either for all x̄ outside of F we have f(x̄) = tA(x̄) or for
all x̄ outside of F we have f(x̄) = [m] for some fixed m 2 A.

The following is another way of formulating functional com-
pleteness. We use this proposition for the proof of Theorem 5.1,
See Section 5.2:

Proposition 1.14. An E-algebra A is functionally complete if and
only if all computable operations respecting E are term-like.

Proof. Assume that f is term-definable. Then the desired set F is
the set of all parameters that appear in the terms and the cylinders
defining f . Assume that f is a term-like function. For simplicity,
say f is a binary function. Let F ⇢ A be a finite set and t be a
term such that for all x1, x2 outside of F we have f(x1, x2) =

tA(x1, x2). For each b 2 F there exists a term t

(b) and a finite
set F

b

⇢ A such that for all x 62 F

b

we have f(b, x) = t

(b)
A (x).

This allows us to “unfold” f , and construct the desired cylindrical
partition, thus proving term-definability of f .

1.3 Contributions of this paper
1. Theorem 2.1 proves that no infinite computable algebra is func-
tionally complete. In contrast, Scott’s algebra RE is functionally
complete but has ⇧

0
2-equality predicate. This showcases the need

to study functional completeness for algebras with equality predi-
cates below ⇧

0
2.

2. Theorem 3.1 builds a strictly functionally complete algebra with
�

0
2-equality predicate. Importantly, the algebra is isomorphic to the

successor structure (!;S) on integers. Thus, D. Scott’s model RE,
as long as functional completeness is concerned, is significantly
simplified. Namely, such a simple structure as (!;S) can be made
functionally complete with a �

0
2-equality predicate.

3. In Section 4 we build a c.e. equivalence relation E such that ev-
ery computable function respecting E is either a constant function
or a projection function on !/E. This is an intrinsic property of the
domain !/E even if the domain is given effectively through the
c.e. equivalence relation E. Thus, the only computable functions
that respect E are trivial once. Hence, all functions definable by a
quantifier free formula for any c.e. algebra whose domain is !/E
are trivial functions. Theorem 4.1 is then easily implied that every
E-algebra is functionally complete.
4. Theorem 5.1 is a more technical part of the paper. We build a
finitely generated functionally complete c.e. algebra A. The signif-
icance of this result is manifested in the following. First, the algebra
A is finitely generated, the algebraic property possessed by both D.
Scott’s algebra RE and the �0

2-algebra from Theorem 3.1. Second,
in contrast to Theorem 4.1, functional completeness of A is a prop-
erty of the algebra rather than of its domain. The domain !/E from
Theorem 4.1 does not admit finitely generated algebras. Third, the
domain of A allows countably many computable non-trivial func-
tions. Fourth, the proof of the theorem uses the decidability Lemma
5.5 that involves a non-trivial combinatorics; the algorithmic and
algebraic nature of the lemma is of interest on its own right and
partly connects with the work of Kozen [17].

2. Computable algebra case
The main theorem of this section is the following impossibility
result.

Theorem 2.1. There does not exist a computable algebra which is
functionally complete.

Proof. Let A = (!, f0, f1, . . . fn) be a computable algebra. We
want to show that there exists a computable function f witnessing
that A is not almost functionally complete.

We effectively list all formulas that express term-definable op-
erations in the language of the algebra A: �0(x̄, y),�1(x̄, y), . . ..
These formulas can effectively be listed that follows from the ex-
planation given right after Definition 1.1. We suppressed the param-
eters in this list and we assume that the length of the the variable
tuple x̄ is k. Note that for all n̄ and all formulas �

i

there exists a
natural number x

n̄

such that �
i

(n̄, x

n̄

) is true. We build our com-
putable function f with arity the same as the length of x̄ such that
for each formula �

i

(x̄, y) the following requirement R�i is satis-
fied:

R�i : there is a tuple n̄ of natural numbers and x

n̄

2 ! such that
�

i

(n̄, x

n̄

) is true and f(n̄) 6= x

n̄

.

Constructing such function f will prove the theorem. Construction
of such f is similar to constructing a computable function that
is not primitive recursive. Indeed, consider an effective sequence
n̄1, n̄2, . . . of k-tuples of natural numbers such that the following
properties are satisfied:

1. The set X = {n̄1, n̄2, . . .} is decidable.
2. For all distinct n̄

i

and n̄

j

these tuples have no elements in
common.

For n̄
i

let x
n̄,i

be the natural number such that �
i

(n̄, x

n̄,i

) is
true in the algebra A. Now we define the function f : !

k ! ! as
follows. For all n̄ 2 !

k, if n̄ 62 X then set f(n̄) = 0. If n̄ 2 X

then n̄ = n̄

i

for some i. In this case we set f(n̄
i

) = x

n̄,i

+ 1.
The rest is clear. Namely, we want to show that f is a desired

function. It is clear that f is computable. Assume, for the sake of
contradiction, that there exists a formula �(x̄, y) witnessing that
the function f is term-definable. Then �(x̄, y) is �

i

(x̄, y) for some
i. The construction above ensures that f(n̄

i

) = x

n̄,i

+1. However,
�

i

(n̄

i

, x

n̄,i

) is true in A. We arrived to a contradiction.

Thus, we have an obvious corollary:

Corollary 2.2. No computable algebra is strictly functionally com-
plete.

3. �0
2-algebra case

Fix a computable pairing function [·, ·] : !2 ! !. Write row(n) =

i, colm(n) = j in case [i, j] = n, and say that n belongs to the
i

th-row and j

th-column. If colm(x) 6 colm(y) then say that the
column of y (of x) is the right (the left) of the column of x (of y).
Finally, !2

(s) is the set of all x such that row(x), colm(x) 6 s.
We use these notations in the proof of the next theorem:

Theorem 3.1. There is a strictly functionally complete algebra
A = (!/E; f) such that (1) A is isomorphic to the successor
(!;S), and (2) E is a �

0
2-equality predicate.

Proof. We define the following function f : ! ! !. For all
[i, j] 2 !, we have f([i, j]) = [i, j + 1] . Pictorially, the function
f can be presented as follows:

. . . . . . . . . . . . . . .

[e, 0] ! [e, 1] ! . . . ! [e, j] ! [e, j + 1] ! . . .

. . . . . . . . . . . . . . .

[1, 0] ! [1, 1] ! . . . ! [1, j] ! [1, j + 1] ! . . .

[0, 0] ! [0, 1] ! . . . ! [0, j] ! [0, j + 1] ! . . ..
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Thus, f maps numbers in column j onto numbers in column j+1.
We construct sequences of algebras {A

s

}
s2!

and equivalence
relations {E

s

}
s2!

. We start with the relation

E0 = {(n,m) | colm(n) = colm(m)}.

Thus, n and m are equivalent if both are in the same column.
The equivalence classes of E0 are columns. We start with the
algebra A0 = (!/E0; f). Clearly, this algebra is isomorphic to
the successor structure (!;S).

We build relation E by stages. At stage s > 0 we consider
E

s�1, we might change E
s�1 and build a new equivalence relation

E

s

. The resulting E

s

will be a congruence relation on (!; f). We
will set A

s

= (!/E

s

; f). Our construction will guarantee that
A

s

is isomorphic to (!;S). The desired E will satisfy the limit
equality: E = lim

s

E

s

, where E

s

(n,m) = 1 if (n,m) 2 E

s

, else
E

s

(n,m) = 0.
During the construction we change the columns by shifting

rows to the right by units. For instance, suppose we shift the row
[1, 0], [1, 1], [1, 2], . . . to the right by k units. After this shifting,
[1, j] is placed at column j + k.

Each shift of a row determines the following new equivalence
relation. The equivalence classes of the new equivalence relation
are the new columns. For instance, starting with E0, assume we
shift the row [1, 0], [1, 1], [1, 2], . . . to the right by 1 unit. After the
shift, the old columns (the equivalence classes of E0) are changed
only at row 1. For instance, [1, i] is now equivalent to [0, i + 1].
The shift of the row does not change f , and f still respects the
new equivalence relation. Starting with E0, the desired equivalence
relation E will be the result of infinitely many shifts.

Let �0,�1, . . . be a standard enumeration of all computable
partial functions. Below we write �

i,s

(x) = x

0; this means that
the function �

i

outputs x0 on input x within s steps of computation
of �

i

.
For algebra A = (!/E; f) to be strictly functionally complete

we need to ensure that every computable function respecting E

equals (modulo E) to some term. The terms in our case are of
the form f

n

(x), where n 2 !. Therefore, we want to construct
A = (!/E; f) so that for all e 2 ! we have:

R

e

: If �
e

respects E then there is an n

e

such that �
e

and the
term f

ne are equal, module E, in A.

Satisfying just one R

e

is easy: Wait until x, y appear so that
�

e

(x)=x0, �
e

(y)=y0, (x0
, y

0
) 62 E0, (fn

(x), x

0
) 2 E0, (fm

(y), y

0
) 2

E0, and n 6= m. In this case, if colm(x) 6 colm(y) then shift the
row of x to the right so that x and y are on the same column.
Let E1 be the equivalence relation resulted from the shift. Set
A1 = (!/E1; f). Thus, �

e

does not to respect E1. Hence, either
�

e

does not respect E1, or �
e

is total and (�

e

(x),�

e

(y)) 2 E0 for
all x, y 2 ! (so �

e

is a constant function on !/E0), or �
e

is total
and there is an n

e

such that �
e

= f

ne modulo E0, or �
e

is not
total. In either case R

e

is staffed.
To satisfy all R

e

, we use a finite injury construction borrowed
from computability theory [27]. Prioritise the requirements R

e

: R
i

has higher priority than R

j

if i < j.
Stage 0. At this stage we have the algebra A0, the equivalence rela-
tion E0, and the restraints r

e,0 = e indicating that no requirement
R

e

0 with e < e

0 will shift rows 0, 1, . . ., e. Declare all requirements
R

e

free (that is, the construction is free to act to satisfy R

e

).
Stage s+ 1. Find the first e 6 s+ 1 such that:

1. R
e

is free.

2. There are x, y such that x0=�
e,s+1(x), y0=�

e,s+1(y) are de-
fined, x, y, x0

, y

0 2 !

2
(s+ 1), and (x

0
, y

0
) 62 E

s

.
3. row(x) > r

e

0
,s

for e

0
< e, colm(x) 6 colm(y), and

row(x) > row(y).
4. (fn

(x), x

0
) 2 E

s

, (fm

(y), y

0
) 2 E

s

and n 6= m.

If no such e exists, then set A
s+1 = A

s

, E
s+1 = E

s

, and
r

e,s+1 = r

e,s

. Otherwise, shift the row of x to the right so that x
and y are on the same column. Set E

s+1 to be the new equivalence
relation resulted from the shift. Set A

s+1 = (!/E

s+1; f). Set new
restraint r

e,s+1 = s+ 1. For e0 < e keep old restraints: r
e

0
,s+1 =

r

e

0
,s

. For e

0
> e reset restraints: r

e

0
,s+1 = s + 1 + (e

0 � e).
For e0 > e, declare all R

e

0 free. Declare R

e

booked (that is, the
construction has acted to satisfy R

e

). Move on to the next stage.

Lemma 3.2. The construction satisfies the following:

1. For each e there is stage s

e

after which either R
e

always stays
booked or R

e

always stays free.
2. Each row is shifted finitely many times.
3. The limit lim

s

E

s

(x, y) exists for all x, y 2 !.
4. Each requirement R

e

is satisfied.

Part (1) is proved by induction. Either R0 stays free after stage
0 (in which case s0=0) or there is a stage s0 at which R0 becomes
booked. After stage s0, R0 stays booked as no requirement of lower
priority effects the rows at which R0 acted. Let s

e�1 be such that
Part (1) is true for all R

e

0 with e

0 6 e�1. Either R
e

stays free after
stage s

e�1 (in which case s
e

=s
e�1) or there is a stage s

e

> s

e�1 at
which R

e

is booked. After stage s
e

no requirement of lower priority
can make R

e

free. No requirement of higher priority makes R
e

free
by the choice of s

e�1.
For part (2), consider row e. The only requirements that can shift

the row are R0, . . . , Re

. Hence, by part (1), the row stops shifting
after stage s

e

. Part (3) clearly follows from part (2). Here we note
that E

s

(x, y) = 1 if (x, y) 2 E

s

, and E

s

(x, y) = 0 otherwise.
The values of E

s

(x, y) might change from 0 to 1 or from 1 to 0 as
s increases but the value stabilises after some stage s on.

For the last part, let e be the least such that R
e

is not satisfied.
Consider stage s

e�1. It is not too hard to see that there must be
stage s+1 > s

e�1 such that R
e

satisfies conditions (1)�(4) of the
construction. At this stage R

e

must be booked. No requirement of
lower priority can make R

e

free by the construction. No require-
ment of higher priority makes R

e

free due to the choice of s
e�1.

Hence, R
e

is satisfied. Contradiction. We proved the lemma.
The fact that E is a �

0
2-set is implied by Part (3) of the lemma

above. The only thing that remains to be noted is that (!/E; f) is
isomorphic to the successor structure. This proves the theorem.

4. ⌃0
1-algebras: Case 1

4.1 The theorem
An operation on set A is trivial if it is either a projection function or
constant function. We prove that there is a c.e. equivalence relation
E of infinite index such that every computable operation respecting
E is trivial on !/E. The existence of the domain !/E tells us that
the theory of computable functions on !/E is trivial. In particular,
we derive the following:

Theorem 4.1. All E-algebras A = (!/E; f1, . . . , fn) are strictly
functionally complete.

Proof. Assume, without lost of generality, f1 is a non constant
binary operation. So, f1 is a projection. Say, we have f1([x], [y]) =
[x] for all x, y 2 !. If a computable operation f : !

n ! ! respects
E, then f is either a constant function or a projection function. If
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f is a constant function then we are done. Otherwise, there is an i

such that f([x1], . . . , [xn

]) = [x

i

] for all inputs ([x1], . . . , [xn

]).
Then f([x1], . . . , [xn

]) = f1([xi

], [x1]).

Thus, we need to construct the desired relation E. We follow
constructions and proofs borrowed from [2] [7] [13]. In particular,
the construction in the next subsection is used in [2] and [7] but for
different purposes.

4.2 Intermediate construction
Let W0,W1, . . . be a standard enumeration of all c.e. sets. By W

e,n

denote an approximation to W

e

such that W
e,n

✓ {0, 1 . . . , n},
W

e,0 ✓ W

e,1 ✓ . . ., W
e

= [
n

W

e,n

, and that the set {(x, e, n) |
(x 2 W

e,n

} is computable.
Let S be a non computable c.e. set with 0 62 S. Let s1, s2, . . .

be a listing of S without repetitions. At stage n > 0 we construct
E

n

so that E
n�1 ✓ E

n

. The relation E(S) will then be [
n

E

n

. In
the construction E

n

(x) denotes the E

n

-equivalence class of x.
Stage 0. Set E0 = {(x, x) | x 2 !}.
Stage n + 1. Assume that we have the equivalence relation E

n

such that minE

n

(x) 62 S

n

= {s1, . . . , sn} and E

n

(x) \
{minE

n

(x)} ✓ S

n

for all x 2 !. Search for the first pair
(i, e) with e 6 n + 1 such that (1) s

n+1 2 W

e,n+1, (2)
E

n

(i) \W

e,n+1 = ?, and (3) i < s

n+1 and i /2 S

n+1.
If such i, e exist, then E

n+1 is the smallest equivalence relation
containing E

n

and (i, s

n+1). Otherwise, E

n+1 is the smallest
equivalence relation containing E

n

and (0, s

n+1).
Call a set A closed if A is a union of E(S)-equivalence classes.

Property 4.2. The equivalence relation E(S) has the following
properties:

1. For all x, the least element of [x] is not in S.
2. For all x, we have E

S

(x) \ {minE

S

(x)} ✓ S.
3. Every computable E(S)-closed set is either ; or !.

Proof. The first two follow from the construction. We prove the
third property. Let X be an E

S

-cloosed computable set other than
? and !. Let W

e

be X . Let i = minX . Clearly i /2 S. We claim
that there exists a stage n0 such that for all x > i:

x 2 X \ S () 9n > n0 [x 2 W

e,n

& x /2 S

n

]. (⇤)

Set n0 be such that i < s

n

and no e

0
< e acts on i for all n > n0.

Now, it is not hard to see that (⇤) is true. Indeed, if x 2 X \ S

then obviously x /2 S

n

for all n and x 2 W

e,n

for some n > n0.
Suppose there exists a stage n > n0 such that at that stage we have
(x 2 W

e,n

& x /2 S

n

). Clearly, x 2 X . We now prove that x 2 S.
Assume that x 2 S. Note x > i and x = s

n1 at some later stage
n1 > n. Hence e must act on i on stage n1. At stage n1 we put
(i, x) into E

S

. This is a contradiction.
It follows from (⇤) that X\S is c.e. Since X is c.e. we similarly

have that X \ S is c.e. So, S = (X \ S) [ (X \ S) is c.e.
contradicting our choice of S to be noncomputable.

4.3 Constructing the desired E

We borrow an important notion from computability theory. A set
S ⇢ ! is maximal if S is c.e., co-infinite, and no c.e. set Y splits
the complement !\S into two infinite sets. Here we recall that a set
Y splits a set A if both A\X and ¯

A\X are infinite sets. Maximal
sets exist [27] [21]. For a maximal set S, consider E = E(S). The
next lemma presents is interesting on its own right.

Lemma 4.3. If X is computably enumerable and E-closed then
either X = ; or X = ! or X is a finite union of E-equivalence
classes.

Proof. Suppose X is a computably enumerable E-cloosed set
that is neither a union of finitely many E-equivalence classes
nor !. By the second fact of Property 4.2 and the fact that all
E-equivalence classes are c.e., X consists of infinitely many E-
equivalence classes. This implies that the c.e. set X splits the set S
into two infinite parts. This is a contradiction with the definition of
maximality of S. As a side note, the Boolean algebra generated by
all c.e. and E-closed sets is the Boolean algebra of finite and co-
finite subsets of !. This is dramatically different from the Boolean
algebra generated by the c.e. sets on !.

The next lemma proves Theorem 4.1.

Lemma 4.4. Every computable functions that respect the equiva-
lence relation E is either a projection function or a constant func-
tion on !/E.

5. ⌃0
1-algebras: Case 2

Our goal is to prove the following theorem:

Theorem 5.1. There exists a finitely generated infinite c.e. func-
tionally complete algebra A.

As for the previous two theorems, the proof is a finite injury con-
struction. An important part of the construction is the decidability
lemma from Subsection 5.3.

5.1 Basic terminology
The algebra we construct is generated by one element c, and has
two atomic unary operations L and R. To visualise the construc-
tion, we start with the full binary tree {0, 1}?, the set of all finite
binary words. This tree is viewed as the following algebra denoted
by A0:

1. The domain is {0, 1}? identified with ! under the natural
coding. We interchange strings with their codes.

2. The operations R and L append 1 and 0 to input string x,
respectively; that is, R(x) = x1 and L(x) = x0.

A homomorphism is a map h : A ! B that preserves the
atomic operations. Homomorphisms from algebra A can be identi-
fied with congruence relations on A. A congruence relation on A is
an equivalence relation E on A respected by all atomic operations
of A. If E is a congruence, then the map a ! [a], where [a] is the
equivalence class of a, is a homomorphism from A onto A/E.

For a one-element generated algebra B of signature (L,R) there
is a congruence E of A0 such that B ⇠

=

A0/E. One can view B as
a directed graph. The vertices are elements of B. Given b1, b2 2 B,
put an edge from b1 to b2 if L(b1) = b2 or R(b1) = b2. There is
always a path from the generator c to any element b of B. As B is a
graph, one has the concepts of distances and cycles in B.

For an element b of B, let cl(b) be the sub-algebra of B gen-
erated by b. Call b free if cl(b)

⇠
=

A0. Call elements b1 and b2

independent if cl(b1) \ cl(b2) = ;.
The construction transforms the initial algebra A0 into the

wanted algebra by stages. At stage s > 0, the construction
finds distinct elements a, b in A

s�1, and builds the least congru-
ence relation E(a, b) containing (a, b). This defines the algebra
A

s

= A
s�1/E(a, b). The algebra A

s�1 changes since a = b in
A

s

and a 6= b in A
s�1. Each stage of the construction is a com-

putable process. So, the algebra in the limit will be a c.e. algebra
denoted by A. Our goal is to ensure that A is functionally complete.

Let B be a c.e. algebra. There is a procedure that given n,m 2
! generates the congruence relation E([n], [m]) of B explained
above. Hence, the quotient algebra B/E([n], [m]) is also a c.e.
algebra. A key algebraic and technical tool is the next definition:
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Definition 5.2. Let B be an algebra of the signature (L,R) and
f : B

n ! B be a partial function. Say that f has disparity on
elements b1 and b2 if all total extensions of f do not respect the
congruence relation E(b1, b2).

Lemma 5.3. If f is a term-definable function then f has no dis-
parities.

5.2 Construction’s requirements
List effectively all partial computable functions f0, f1, . . . Just
as for c.e. sets, f

i,s

denotes the finite functions such that x 2
dom(f

i,s

) iff x 6 s and f

i

has an output on input x within s

steps of computation, and f

i,s

(x) = f

i

(x). We must satisfy, by
Proposition 1.14, the requirements R

i

:
R

i

: If f
i

is total, then there is a finite set F
i

and a term t such that
either f

i

is a constant function or t(x̄) = f

i

(x̄) in A on all tuples
x̄ outside of F

i

.
For a simpler presentation, we restrict our discussion to partial

computable unary functions f . For functions of higher arity, the
proof is similar with more notation.

A strategy for one R

i

. The strategy to satisfy R

i

is to find x, y 2
A0 such that

1. f
i

(x) and f

i

(y) are defined,
2. d(x) > 1, d(y) > 1, and
3. The function f

i

has disparity on x and y.

If such x and y exist, then f

i

does not respect E(x, y). Hence, in
A1 = A/E(x, y) the function f

i

is not well-behaved. Thus, if f
i

is
total then either f

i

does not respect E(x, y) or f
i

is term-definable.
Thus, A1 is desired if we are concerned with term-definability of
just one f

i

.

A scenario. Here we show that satisfying just three requirements
might lead to an undesired scenario.

Suppose that we want to satisfy R1, R2 and R3. We try to satisfy
these requirements using the strategy R

i

described above. Say, first
f3 converges on 00 and 0 and creates a disparity. The construction
acts, according to the strategy to satisfy R3, by identifying 0 with
00. Thus, in A0/E(0, 00) the function L becomes identity on [0].
Suppose that in this newly built algebra, the function f2 converges
on 1 and 11 and creates a disparity. The construction again acts,
according to the strategy to satisfy R2, by identifying 1 with 11.
Thus, in A1/E(1, 11) the function R becomes identity on [1]. So,
we have the algebra A2 = A1/E(1, 11). Assume now that the
function f1 converges on 0 and 1 and creates a disparity. We apply
the strategy again and obtain A3 = A2/E(0, 1). The algebra A3

is collapsed into a finite algebra.
Thus, we need to be careful and satisfy all the requirements R

i

without collapsing the algebra into a finite one.

5.3 Decidability Lemma
We need a crucial decidability lemma used at each stage of the
construction. For the lemma we need some notations. Let P =

{(x1, y1), . . . , (xn

, y

n

)}, where all x

i

, y

i

are from {0, 1}?. Let
E(P ) be the least congruence relation of A0 containing P . Con-
sider the algebra A(P ) = A0/E(P ).

Since at stage s of our construction the algebra A
s

is of the form
A(P ), we need to understand properties of A

s

.

Definition 5.4. A connected finite partial algebra is a tuple D =

(D;L,R, c) such that:
1. D is a finite domain.
2. L and R are partial unary functions.

3. c is an element of D, called the generator.
4. For each a 2 D there exists a term w built form L and R such
that w(c) = a.

The last property justifies the term “connected”.
Every connected finite partial algebra can be turned into an

algebra F(D) as follows. If for each a 2 D, L(a) and R(a) are
defined then F(D) is just D. Otherwise, let X be the set of all
a such that either L(a) or R(a) are undefined. For each x 2 X

consider the following set Ext

x

. If L(x) is defined then Ext

x

=

{xRw | w 2 {L,R}?}. If R(x) is defined then Ext

x

= {xLw |
w 2 {L,R}?}. Otherwise, Ext

x

= {xw | w 2 {L,R}?}.
1. The domain F (D) is D [

x2X

Ext

x

.
2. The operations L and R on domain F (D) act in a natural way.
For instance, for a 2 D if a 2 A and L(a) is defined then the value
L(a) stays unchanged. Otherwise, a is of the form xw for some
x 2 X and w 2 {L,R}?. In this case, we set L(xw) = xwL.

Intuitively, we embedded D into F(D) such that in F(D) all
elements in X become free and pairwise independent. Here is our
desired lemma. The proof is in the Appendix.

Lemma 5.5 (Decidability Lemma). There exists an algorithm that,
given any finite set P , produces a connected partial algebra D such
that A(P ) is F(D).

Proof. Before we provide our proof it is important to note that
our set up should not be confused with Tue systems where finite
set of equations might lead to undecidable word problem on the
appropriate monoids (see Example 1.6).

Assume that P consists of the pairs (x1, y1), (x2, y2), . . .,
(x

n

, y

n

). One can view each x

i

and y

i

as a ground term of the
signature (L,R, c). For instance, the word 00101 is viewed as the
ground term RLRLL(c). Thus, R is simply a finite set of equations
between the ground terms.

We prove the lemma by induction on n. For n = 1, we have
P1 = {(x1, y1)}, and our partial algebra D1 is defined as follows.
Let h1 = max{|x1|, |y1|}.

Assume that |x1| = h1. The element x1 is either of the form
x

0
10 or of the form x

0
11. Say, x1 = x

0
11. We construct D1 as

follows:

1. The domain D1 of P1 is {z 2 {0, 1}? | |z| 6 h1 & z 6= x1}.
2. For all z 2 D1 of height h1, L(z) and R(z) are undefined.
3. If z 2 D1 and |z| < h1 and z 6= x

0
1, then L and R act in the

natural way, that is, L(z) = z0 and R(z) = z1.
4. If z = x

0
1 then L(z) = x

0
10 and R(z) = y1.

It is easy to see that the F(D1) coincides with the algebra A(P1).
Call h1 the essential height of A(P1)

Suppose that we have built the partial connected algebra D
n�1

such that F(D
n�1) is isomorphic to F(D

n�1), where P

n�1 is
{(x1, y1), . . . , (xn�1, yn�1)}. We also have the essential height
h

n�1 of F(D
n�1). For the pair (x

n

, y

n

) we have three cases to
consider.
Case 1: Eiher x

n

62 D

n�1 or y

n

62 D

n�1. In this case, let
h

n

= max{|x
n

|, |y
n

|} and say |x
n

| = h

n

. Then x

n

62 D

n�1

and h

n

> h

n�1. Assume x

n

= x

0
n

1. Set D
n

= D

n�1 [ {z 2
{0, 1}? | h

n�1 < |z| 6 h

n

& z 6= x

n

does not represent an
element of D

n�1}. Extend the operations L and R of D
n�1 to this

new domain just as in the base case of the induction. In particular,
R(x

0
n

) = y

n

. Refer to h

n

is the essential height of A(P

n

).
Case 2: Both x

n

and y

n

belong to D

n�1. In this case, it is not too
hard to see that there exists a homomorphic image D0 of D

n�1 such
that A(P

n

) is isomorphic to F(D0
). Moreover, the homomorphic

image D0 satisfies the following properties. (1) The cardinality of
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the set {z | either L(z) or R(z) is undefined} is not larger than
the cardinality of X

n�1 (that is, the set of all the z 2 D

n�1 such
that L(z) or R(z) is undefined); and (2) the maximum distance
d(z), where z 2 D

0, to the generator of D0 does not exceed h

n�1.
Denote this distance by h

n

and refer to it as the essential height of
A(P

n

). Set D
n

to be D0. All these show that D
n

can be constructed
from D

n�1 and the pair (x
n

, y

n

) effectively.
Note: Kozen in [17] shows that the word problem in the algebra
A0(P ) is in P . In fact, one can prove that there is a finite automa-
tion that, given two strings x, y 2 {0, 1}?, recognises if x and y

represent the same element in A(P ).

The lemma above can be deduced from more general results of
Kozen [17] but for our construction we need more:

Corollary 5.6. The following are true:

1. There exists an algorithm that, given a finite set P and an
element x of A(P ), decides if x is free.

2. There exists an algorithm that, given a finite set P and a pair
of elements a and b of the algebra A(P ), decides if a and b are
independent.

3. There exists an algorithm that, given a finite set P and a positive
integer n, computes the number of elements in A(P ) that are
at distance n from the generator of the algebra A(P ).

5.4 Construction
Requirement R

i

has higher priority than R

j

if i < j. In describing
our construction, we put explanations in brackets [like this] for the
reader.

Stage 0. Our initial algebra is A0. Each R

i

has a restraint r
i,0 =

i+3. [The intent is that R
i

considers elements that are at least i+3

distance away from the generator c. In A0 these are binary strings
of length at least i + 3. As we progress these restraints increase
but eventually stabilise. The index 0 indicates the stage.] Select
elements z

i,0 such that all of them are free, pairwise independent,
and the distance d(z

i,0) from the generator to z

i,0 equals i + 3.
Declare them active. [The idea is that no R

j

lower priority than
R

i

identifies any pair of elements in cl(z

i,0). Only R0, . . ., R
i�1

might identify elements in cl(z

i,0).]
Inductive assumptions. Inductive hypotheses for A

s

are:
H-1: A

s

does not have cycles, and hence is infinite.
H-2: Restraints r

i,s

for R
i

are such that r
i,s

< r

i+1,s.
H-3: We have sets Witness(i, s) which are either ; or 3-element
sets {x

i,s

, y

i,s

, z

i,s

}. At Stage 0 these were empty. [The attempt is
to build the congruence relation E(a, b) on the current algebra for
some a, b 2 Witness(i, s), and thus satisfy R

i

by forcing f

i

to
not respect E(a, b).]
H-4: If Witness(i, s) 6= ; then f

i,s

has a disparity on x

i,s

, y
i,s

or x

i,s

, z
j,s

for some j < i, and f

i,s

(z

i,s

) is not defined. [The
goal is to wait for a stage s

0
> s when f

i,s

0
(z

i,s

) is defined. If
Witness(i, s) has not changed by stage s0, then f

i

does not respect
E(x

i,s

, z

i,s

) or E(y

i,s

, z

i,s

) or E(z

i,s

, z

j,s

) for some j < i. So,
we can use the strategy for R

i

.]
H-5: For all i > s, we have Witness(i, s) = ;.
H-6: If z

i,s

is not active then Witness(i, s) = ;.
H-7: The active elements z

i,s

are free and pairwise independent.
H-8: For all i < j we have: r

i,s

6 d(z

i,s

) < d(z

j,s

) and
max{d(x

i,s

), d(y

i,s

)} < min{d(x
j,s

), d(y

j,s

)}. [The idea is to
select x

i,s

, y

i,s

, z

i,s

far away from the generator c distance-wise.]
H-9: All elements x

i,s

and y

i,s

do not belong to the sub-algebras
cl(z

j,s

) for j 6 i. [Intension is that the strategy for R
i

identifies
no pairs of elements in cl(z

j,s

) for j < i.]

Stage s + 1. Search for an i 6 s + 1 such that z
i,s

is active, and
one of the following cases is true:
Case A. Witnesss(i, s) = {x

i,s

, y

i,s

, z

i,s

}, and f

i,s+1(xi,s

),
f

i,s+1(yi,s), and f

i,s+1(zj,s), where j 6 i, are defined.
Case B. Witness(i, s) = ;, there are x

i,s

and y

i,s

on which f

i,s+1

is defined, d(x
i,s

) > r

i,s

, d(y
i,s

) > r

i,s

, x
i,s

, y

i,s

62 cl(z

j,s

) for
all j 6 i, and f

i,s+1 has a disparity on x

i,s

, y

i,s

.
Case C. Witness(i, s) = ;, there are x

i,s

and y

i,s

on which f

i,s+1

is defined, d(x
i,s

) > r

i,s

, d(y
i,s

) > r

i,s

, x
i,s

, y

i,s

do not belong
to cl(z

j,s

) for all j 6 i, and f

i,s+1 does not create a disparity on
x

i,s

, y

i,s

but creates a disparity on either x
i,s

, z

j,s

or y
i,s

, z

j,s

for
some j < i.
If no such i exists then increment all parameters s by one (e.g. set
x

i,s+1 to be x

i,s

), and go on to the next stage. Otherwise, let k be
the smallest such i. Proceed as follows.
Case A: In this case f

k

has a disparity on x

k,s

, z
k,s

or y
k,s

, z

k,s

or z

k,s

, z

j,s

for some j < k. Let a, b be the first such pair. Set
E

s+1 = E

s

(a, b) and A
s+1 = A

s

/E

s+1(a, b). Declare z

k,s

passive. For i > k, set Witness(i, s+1) = ;, cancel all x
i,s

, y

i,s

and z

i,s

[so, these elements will never be used in the construction,
and the elements x

i,s+1 and y

i,s+1 are now undefined.]
We need to define restraint r

k,s+1. Set r
k,s+1 be the max of

r

k,s

+ 1 and the largest height of the elements in the algebra
that have been used so far in the construction. Set r

i,s+1 = r

i,s

and Witness(i, s + 1) = Witness(i, s) for all i < k [that is,
all the parameters related to requirements of higher priority stay
unchanged] and r

i,k+i

= r

k,s+1 + i for all i > 0. Select new
z

i,s+1, i > k, so that they are pairwise independent, free, and
d(z

i,s+1) = r

i,s+1. Declare them active.
Case B or Case C: In this case, we set Witness(k, s + 1) as
{x

k,s+1, y
k,s+1, z

k,s

}. For all i > k, reset the sets Witness(i, s+

1) to empty sets, cancel the elements x

i,s

, y

i,s

and z

i,s

. [Now
the elements x

i,s+1 and y

i,s+1 undefined.] Set r

k,s+1 just like
as in the previous case. Set r

i,s+1 = r

i,s

for all i < k and
r

i,k+i

= r

k,s+1 + i for all i > 0. Select new z

i,s+1, i > k, so that
they pairwise independent, free, and d(z

i,s+1) = r

i,s+1. Declare
them active.

Increment s by 1 in all remaining parameters. This ends Stage
s+ 1 of the construction.

Lemma 5.7. The algebra A
s+1 preserves the inductive hypothe-

ses.

Proof. Hypothesis H-1: The proof that A
s+1 has no cycles is by

induction. When s = 0, the algebra A0 clearly has no cycles and
infinite. Consider stage s + 1 of the construction. The algebra A

s

changes at this stage only in Case A.
Suppose that the congruence relation built at this stage is

E(x

i,s

, z

i,s

). Since z

i,s

is free, and x

i,s

, z

i,s

are independent, in
the algebra A

s+1 = A
s

/E(x

i,s

, z

i,s

) the sub-algebra cl([z

i,s

]) is
isomorphic to the sub-algebra cl(z

i,s

) of A
s

. Hence, there is no
any cycle in the sub-algebra cl([z

i,s

]). If there is a cycle in A
s+1

then the cycle contains [z
i,s

]. However, note that in A
s

there is no
path from x

i,s

to z

is,

and from z

i,s

to x

i,s

by the choice of these
elements. Hence, there could not be a cycle that goes through [z

i,s

].
Thus, A

s+1 has no cycles and hence is infinite.
Hypothesis H-2: Each stage s+ 1 of the construction, independent
of the cases A, B and C, sets up the constraints so that this hy-
pothesis is satisfied. An important thing to note that the constraints
{r

i,s+1}i2!

are strictly increasing due to the fact that the algebra
A

s+1 is infinite.
Hypothesis H-3: If at stage s+1, the required i does not exist then
all the objects (such as x

i,s

, Witness(i, s), etc) do not change
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apart from increasing their parameter s by one. If i exists, the case
A removes several of the non-empty Witness(j, s) sets; the cases
A and B add a new non-empty set of the type Witness(i, s + 1)

and might make several other sets Witness(j, s + 1) empty even
if the sets Witness(j, s) were not empty at the previous stage.
Hypothesis H-4: The only way the set Witnes(i, s + 1) is non-
empty is when f

i,s

creates a disparity either on the elements x
i,s

,
y

i,s

or on the elements x
i,s

, z
j,s

for some j < i, and f

i,s

(z

i,s

) is
not defined.
Hypotheses H-5 and H-6: These easily follow from just reading
stage s+ 1.
Hypothesis H-7: Note that the active elements z

i,s+1 are chosen
to be free and pairwise independent. So, we need to prove that the
algebra A

s+1 allows us to choose such elements. The case when
s = 0 is obviously true. Consider stage s+ 1.

Assume Case A occurs. Say, A
s+1 equals A

s

/E(x

k,s

, z

k,s

).
Since all other z

j,s

are pairwise independent, they still stay in-
dependent in the algebra A

s+1. Moreover, all z
j,s

, where i 6= j

are still free. Hence, it is clear that one can choose z

i,s+1 as
in the construction. The case when the algebra A

s+1 equals
A

s

/E(y

k,s

, z

k,s

) is treated the same way. Now, assume that
A

s+1 = A
s

/E(z

k,s

, z

j,s

) for some j < k. Then in the alge-
bra A

s+1 the elements z

k,s

and z

j,s

represent the element. Just
as above all remaining z

i

0
,s

stay free, including z

j,s

, and pairwise
independent. Again, it is clear that one can choose z

i,s+1 as in the
construction.

Assume that either Case B or Case C occurs. Then A
s+1 = A

s

.
By induction, in the algebra A

s

the active elements z

i,s

are free
and pairwise independent. Since, the algebra does not change, we
can select the elements z

i,s+1, where i > k, as it was required
by the construction. For instance, this can be done by choosing
z

i,s+1, where i > k, inside the sub-algebras cl(z

i,s

) so that they
are sufficiently far away distance-wise from the generator.
Hypothesis H-8 and H-9: These cases are treated in a very similar
way as we reasoned for hypothesis H-7. The important thing to
remember is that the algebra A

s+1 is infinite and provides enough
“room” to find elements x

i,s+1, y
i,s+1, and z

i,s+1 as required.

5.5 Correctness
Set E = [

s2!

E

s

. This relation is a c.e. congruence relation.
Hence, the algebra A = A0/E is c.e. and finitely generated. We
prove that A satisfies all the requirement R

i

by induction on i. This
will prove the theorem.

Consider requirement R0. If there is a stage s at which Case A
occurs then f0 will never respect the equivalence relation E

j

for
all j > s. Hence, f0 does not respect E. Note that after stage s,
the restraint r0,s and the element z0,s will stay stable (that is, their
values will not change anymore). If Case A never occurs but either
Case B or Case C occurs, then the function is not total and again
the restraint r0,s and the element z0,s stay unchanged.

Suppose that f0 is total, respects E, and for any F finite set f0
is not term-definable outside of F . Then there are elements a and
b such that a, b 62 F , d(a) > r0,0, d(b) > r0,0 both not in F such
that f0 creates a disparity. Let s be a stage at which f0 is defined
at both a and b. At this stage the set W (0, s) is created. Since f0 is
total there must be a stage s0 > s such that f0 is defined on z0,s. At
this stage, Case A occurs for requirement R0 and the construction
acts. This ensures that f0 does not respect E

s

0 , and hence E since
no requirement of higher priority exists that can later make f0 to
respect E. Contradiction.

Consider requirement R
i+1. Let s be a stage such that for all

j 6 i all objects x
j,s

, y
j,s

, z
j,s

and r

j,s

stabilise at stage s. Such
stage exists by induction. We now reason in the same way as we did
forR0. If there is a stage t > s at which Case A occurs then f

i+1

will never respect E
j

for all j > t. Hence, f
i+1 does not respect E.

After stage t, both r

i+1,t and z

i+1,t will never change their values.
If Case A never occurs but either Case B or Case C occurs, then

the function is not total and again both r

i+1,t and z

i+1,t will never
change their value.

Suppose that f
i+1 is total and for any finite set F containing

{x | d(x) 6 r

i,s

}, the function f

i+1 is not term-definable outside
of F and yet respects E. The rest of the proof is similar to the
case for R0. There are a and b such that a, b 62 F , d(a) > r

i+1,t,
d(b) > r

i+1,t such that f
i+1 creates a disparity. Let t1 be a stage

at which f

i+1,t1(a) and f

i+1,t1(b) are defined. At this stage the set
W (i + 1, t1) is created. Since f

i+1 is total there must be a stage
t2 > t1 such that f

i+1 is defined on z

i+1,t2 . At this stage, Case A
occurs for R

i+1 and the construction acts. This ensures that f
i+1

does not respect E
t2 , and hence E.

Thus, A satisfies all the requirements R

i

, and hence A is the
algebra wanted. This completes the correctness of the construction.

6. Conclusion
6.1 Open Questions
We answered all the questions posed at the introduction. Two ques-
tions arise naturally. The first is if there exists a ⇧

0
1-algebra which

is functionally complete. The proof of Theorem 3.1 can not be ap-
plied as the proof conflicts with the equality being ⇧

0
1-set. The sec-

ond question is if Theorem 5.1 can be strengthened. Do there ex-
ist finitely generated computably enumerable strictly functionally
complete algebras? For a positive answer the proof of Theorem 5.1
is not applicable due to the nature of finite injury constructions; re-
straints are intrinsic parts of such constructions, and they prohibit
strict functional completeness. A negative answer needs to satisfy
infinitely many requirements as in the proof of Theorem 2.1; it is
not clear, how even one requirement can be satisfied. One can find
sufficient conditions for finitely generated computably enumerable
algebras not to be functionally complete. One natural condition is
the notion of effective infinity.

Definition 6.1. An equivalence relation E is effectively infinite
if there exists an infinite c.e. set X such that (1) for all distinct
i, i 2 X we have (i, j) 62 E and (2) the set [X] = {y | 9x 2
X((x, y) 2 E)} is computable.

The proof of the next result is in line with Theorem 2.1:

Theorem 6.2. If A is c.e. finitely generated algebra with effectively
infinite equality relation E, then A is not functionally complete. In
particular, if A is c.e., finitely generated and is homomorphic onto
a computable algebra, then A is not functionally complete.

6.2 Discussion
We conclude the paper with remarks of philosophical nature. In
a larger context, the paper addresses the following important ques-
tion. How does one introduce effectiveness into the study of infinite
algebraic structures? Traditionally, in the setting of computability,
there are two approaches that introduce effectiveness into the study
of infinite algebraic structures. In the first approach, the first order
theories T are the primary objects, and effectiveness is introduced
by putting various computability-theoretic conditions (e.g. decid-
ability or polynomial time decidability) on T . If T is decidable
then Henkin’s construction builds a model of T such that the sat-
isfaction predicate of the model is decidable. Hence, it is natural
to investigate those models of T that possess decidable satisfaction
predicates. This approach lead to the development of computable
model theory [11], one of the major themes in modern computabil-
ity and logic. In the second approach, algebraic structures (such
as groups and graphs) are the primary objects. In this approach ef-
fectiveness is introduced by requiring that the atomic operations,
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predicates and domains are computable. As we mentioned, Malcev
[20] and Rabin [23] initiated this line of research, and their work
lead to the modern development of the theory of computable struc-
tures [12]. Recently, the third approach has been suggested that in-
troduces effectiveness into the study of infinite algebraic structures
[2] [3] [8]. In this approach the primary objects are domains of the
type !/E, where E is an equivalence relation. The ideas of this
approach are also present in [4]. The gist of the motivation comes
from the following two facts:

1. Every countable algebra is isomorphic to an E-algebra (as we
mentioned in the introduction) thus signifying the importance
of the domains of the type !/E.

2. Hence, one way to tame the classes of structures is to restrict
them to those that are isomorphic to E-algebras, where E is a
fixed equivalence relation.

More formally, say that an algebra A is realised over the domain
D = !/E if it is isomorphic to an E-algebra. This paper shows the
way infinite domains D influence properties of structures realised
over D. For instance, Section 4 shows that there are domains
D = !/E such that every algebra realised over D is trivial yet the
domain D is effective in the sense that it is given by an algorithm
enumerating E. Section 3 and Section 5 build domains D = !/E

that realise non-trivial functionally complete algebras. The model
RE by D. Scott is a similar example but in our results the domains
and the algebras themselves are less complex. For instance, we
managed the equalities to be computably enumerable and �

0
2-sets

as opposed to ⇧

0
2-equality predicate in the model RE. In addition,

the algebra in Section 3 is the successor structure. This structure is
significantly simpler than RE as long as functional completeness is
concerned.

Finally, we mention a sample of recent results in the study of
structures realised over infinite domains D of type !/E. In [2] a
domain D is constructed such that the only linear order realised
over the domain is the dense linear order without end-points; for
instance, D does not realise !. In [3] domains are constructed such
that the undirected graphs realised over the domains are precisely
those with finitely many edges only. For instance, such domains do
not realise infinite complete graphs. In [8], it is proved that there
are domains that realise linear orders of the type ! + 1 + !

? only,
where !

? is the order of negative integers. These all show that
some domains allow us to tame algebraic structures. The present
paper contributes to this line of research devoted to understanding
the relationship between the domains and properties of structures
realised over the domains with computability and definability in
the background.

Finally, the work has partially been supported by Marsden Fund
grant, The Royal Society of New Zealand.
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Abstract
We propose an algebraization of classical and non-classical logics,
based on factor varieties and decomposition operators. In particular,
we provide a new method for determining whether a propositional
formula is a tautology or a contradiction. This method can be autom-
atized by defining a term rewriting system that enjoys confluence
and strong normalization. This also suggests an original notion of
logical gate and circuit, where propositional variables becomes log-
ical gates and logical operations are implemented by substitution.
Concerning formulas with quantifiers, we present a simple algorithm
based on factor varieties for reducing first-order classical logic to
equational logic. We achieve a completeness result for first-order
classical logic without requiring any additional structure.

Categories and Subject Descriptors Theory of computation
[Logic]: Equational logic and rewriting

Keywords universal algebra, equational logic, factor variety, dis-
criminator variety, multi-valued logic, factor circuit.

Introduction
Algebraic logic investigates the connections between a logic and al-
gebraic properties of its corresponding class of algebras. The origin
of modern algebraic logic goes back to Tarski’s 1935 paper [24],
where he introduced the Tarski-Lindenbaum algebra as a tool for es-
tablishing the correspondence between classical propositional logic
and Boolean algebras. In this context the tautologies coincide with
those formulas equivalent to the truth value “true”. Subsequently, a
number of different propositional logics were algebraized in this way,
the most important being the intuitionistic logic and the multi-valued
logics of Post and of Łukasiewicz. The problem of formulating the
notion of an algebraizable logic in full generality has been addressed
by Blok and Pigozzi in [3], where they showed that, if a logic L is
algebraizable, then there exists a unique quasi-variety K of algebras
which coincides with the equivalent algebraic semantics of L. This
means that the consequence relation `L over L and the equational
consequence relation |=K over K are interpretable in one another in
a certain (strong) sense (see [3, Def. 2.8 and Thm 2.15]).

The problem of algebraizing predicate logics is much more
complicated because of the variable binding properties of the

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for components of this work owned by others than ACM
must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior specific permission and/or a
fee. Request permissions from permissions@acm.org.
LICS ’16, July 05-08, 2016, New York, NY, USA.
Copyright c� 2016 ACM. ISBN 978-1-4503-4391-6/16/07. . . $15.00.
DOI: http://dx.doi.org/10.1145/2933575.2933600

quantifiers. On the one hand, the algebraization of classical predicate
logic led Tarski to the definition of cylindric algebras [13] and
Halmos to the notion of polyadic Boolean algebras [12]. In practice
these algebras are difficult to manipulate because they are endowed
with operators representing the quantifiers in the algebraic structure
and this complicates their theory.

On the other hand, much work in computer science has been
focused on reducing first-order logic to equational logic and, more
recently, to term rewriting systems. In [16] McKenzie proved that
for every sentence � in first-order classical logic there is an equa-
tion �0 in a suitable algebraic language such that � has non-trivial
models of a given cardinality  exactly when �0 does. In his 1992
paper [5], Burris made a substantial advance by using discriminator
varieties [27]. A discriminator variety V is characterized by a quater-
nary term s that realizes the switching function on any subdirectly
irreducible member of V [6, Def. 7.3]:

s(a, b, c, d) =

⇢
c if a = b,
d otherwise.

Thanks to this switching function, Burris has shown that discrimina-
tor varieties have unitary unification, which is at the basis of resolu-
tion theorem provers and of the Knuth-Bendix method for finding
rewriting systems. He was also able to combine McKenzie’s analysis
of satisfiability with a standard reduction of  

1

, . . . , 
n

|=� to a
set of unsatisfiable sentences in prenex normal form. Indeed, given a
formula � and a finite set T of formulas, one can prove that T ` �

holds by showing T |= � which is, in turn, equivalent to showing
that ⌃ := T [ {¬�} has no models. In [5], Burris shows how to
define a set E of equations in the equational logic of a given dis-
criminator variety such that ⌃ has no models of cardinality greater
than 1 exactly when E has no non-trivial models. To show that E
has no non-trivial models it is enough to derive the identity x = y
from E. This approach is however not applicable to propositional
logic and the process of deriving x = y is not easily automatable
because of the complexity of the axioms in the system.

In this paper we provide a new method for extracting the logical
content of a formula: in particular, it allows to determine whether a
propositional formula is a tautology or a contradiction. This method
is general enough to be applied to any finite multi-valued matrix
logic, and we feel that it can be extended to infinite logics, like
fuzzy logic [11] and probabilistic logic [19]. In our approach, rather
than using the switching function of discriminator varieties, we
use the decomposition operators characterizing the factor varieties.
Indeed, the very definition of the switching function s suggests a
natural move. One could meaningfully wonder what happens if the
set {t, f} of classical truth values is substituted by an arbitrary set
V = {v

1

, . . . , v
p

} and the role of the equality in the definition of s
is played by a generic (multi-valued) relation R : An

! V .
In other words, we could define an R-factor function on a set A

as a function f
R

: An+p

! A such that:

8b
1

...b
p

.f
R

(a
1

, . . . , a
n

, b
1

, . . . , b
p

) = b
i

iff R(a
1

, . . . , a
n

)=v
i

.
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These R-factor functions are at the core of our definition of factor
variety, which generalizes not only the notion of discriminator
variety, but also the one of factor variety as it was introduced
in [23]. Indeed, in that paper Salibra et al. only consider the R-factor
function corresponding to an arbitrary, but fixed, binary relation R.

Given a relational type ⌫, we define a factor variety as a variety V

having an R-factor term f
R

(x
1

, . . . , x
n

, ⇠
1

, . . . , ⇠
p

) for each n-ary
relation symbol R 2 ⌫, that is a term such that the p-ary function
fA
R

(~a,�
1

, . . . ,�
p

) is a decomposition operation (see Definition 2)
for all A 2 V and all ~a 2 An. The factor variety V is generated by
the class V

fa

of all factor algebras A, that are algebras such that,
for every R 2 ⌫, the decomposition operator fA

R

(~a,�
1

, . . . ,�
p

)

is trivial (i.e. it is an R-factor function on A). The class V

fa

is
in bijective correspondence with the class of (proper) ⌫-structures.
Once associated a factor algebra with every structure, we translate
the formula � into an algebraic term �

⇤. Under this translation,
each truth value v

i

becomes a fresh variable ⇠
i

, each relation R is
sent to the corresponding R-factor term and logical connectives are
translated via suitable substitutions. If v

p

represents the truth value
“true”, we then characterize the logical truth of a universal formula �
through the equation �

⇤
= ⇠

p

in the factor variety.
Concerning formulas with quantifiers, we present a new method,

simplifying Burris-McKenzie’s one, for reducing first-order classical
logic to equational logic. This approach allows to achieve a com-
pleteness result without requiring any additional structure. However,
it cannot be generalized further since it relies on specific properties
of classical logic, namely the fact that all formulas can be written in
prenex normal form, Skolemization and logical completeness.

Since the axioms of a factor variety are very simple, the process
of checking whether �

⇤
= ⇠

p

holds in such a variety can be
automatized in the propositional case by defining a confluent
and terminating term rewriting system. The problem of showing
�

⇤
= ⇠

p

is then reduced to the problem of checking whether
the normal form of �⇤ is ⇠

p

. The analysis of the computational
complexity of this system is left for future works.

Our algebraic framework also suggests a new notion of logic
circuits, that we call factor circuits and are based on components
that we call D-gates. Rather than implementing a logical connective,
a D-gate represents a decomposition operator of some algebra A
belonging to a factor variety. A propositional D-gate has a selector
switch and p input ports. When the selector switch is connected to
a propositional variable P , the D-gate implements the operator f

P

and its input ports correspond to the variables ~⇠ in f
P

(

~⇠). So, the
wires that are used for connecting D-gates do not carry signals
representing truth values, but rather elements of the algebra A.

We believe that these applications are promising as McKenzie’s
and Burris’s works appear to have been largely overlooked by the
communities working on proof assistants. This might be due to the
fact that it is not readily apparent how to manipulate the axioms of a
discriminator variety. In future works, we plan to investigate unitary
unification for factor varieties and extensions of our rewriting system
to relational types. It would be interesting to combine our rewriting
system with the results of Section 7 for reducing first-order logic
inference to a rewriting process. The integration of our methods in
theorem provers also deserves to be investigated.

Outline. Section 1 contains some preliminary notions of uni-
versal algebra and logics. In Section 2 we discuss classical logic
as a motivating example. Factor algebras and factor varieties are
introduced in Section 3. Section 4 is devoted to present our al-
gebraization of multi-valued logics. In Section 5 we show how
this method can be automatized via a suitable term rewriting sys-
tem. In Section 6 we introduce the factor circuits and we com-
pare them with the usual boolean circuits. Finally, in Section 7
we explain the new algorithm for reducing first-order classical logic
to equational logic, and we prove a completeness theorem.

1. Preliminaries
We refer to [6] for universal algebra and to [3] for logics.

1.1 Algebras, Varieties and Factor Congruences
Let ⌫ be a relational type, that is a family of function/relation
symbols with arity. We denote by ⌫

n

the set of symbols in ⌫ having
arity n. Function symbols will be denoted by lower case letters
f, g, h, while relation symbols by capital letters R,R

1

, R
2

, . . .
Relation symbols of arity 0 are called propositional variables and
are denoted by P,Q. We write f 2 ⌫ (resp. R 2 ⌫) to indicate that
f is a function symbol (resp. R is a relation symbol) of type ⌫.

An algebraic type is a relational type without relation symbols.
If ⌧ is an algebraic type, an algebra A of type ⌧ is called a ⌧ -
algebra. Con(A) is the lattice of all congruences on A. The trivial
congruences � = {(x, x) : x 2 A} and r = A ⇥ A constitute
the bottom and the top elements of Con(A), respectively. Given
a, b 2 A, we write #(a, b) for the principal congruence generated
by a and b, that is for the smallest congruence relating them.

Definition 1. A family ('
i

)

i2I

of congruences on A is a family of
complementary factor congruences if the function

f : A !

Q
i2I

(A/'
i

)

defined by f(a) = (a/'
i

)

i2I

is an isomorphism. When |I| = 2, we
say that ('

1

,'
2

) is a pair of complementary factor congruences.

A factor congruence is any congruence which belongs to a family
of complementary factor congruences.

Proposition 1. A family ('
i

)

i2I

of congruences on A is a family
of complementary factor congruences exactly when:

1.
T

i2I

'
i

= �;
2. 8a 2 AI , there is u 2 A such that a

i

'
i

u, for all i 2 I .

Therefore ('
1

,'
2

) is a pair of complementary factor congru-
ences if and only if '

1

\ '
2

= � and '
1

� '
2

= r. The pair
(�,r) corresponds to the product A ⇠

=

A ⇥ 1, where 1 is the
singleton algebra; obviously 1 ⇠

=

A/r and A ⇠

=

A/�. The set of
factor congruences of A is not, in general, a sublattice of Con(A).

We say that an algebra A is: (i) subdirectly irreducible if the
lattice Con(A) has a unique atom; (ii) simple if Con(A) =

{�,r}; (iii) directly indecomposable if it admits only the two trivial
factor congruences. Any simple algebra is subdirectly irreducible
and any subdirectly irreducible algebra is directly indecomposable.

A class V of ⌧ -algebras is a variety if it is closed under subalge-
bras, direct product and homomorphic images. By Birkhoff theorem
a class of algebras is variety if and only if it is an equational class.

Factor congruences can be characterized in terms of certain
algebra homomorphisms called decomposition operators and acting
on sequences (see [17, Def. 4.32] for more details).

Given a set A and a set of indices I we define an I-sequence ~x
on A as a function ~x : I ! A. For every index i 2 I and element
a 2 A we denote by ~x[a/i] the I-sequence which coincides with ~x,
except on i, where it takes the value a. Given a 2 A we let aI

denote the constant sequence taking value a for all indices i 2 I .

Definition 2. A decomposition operator on an algebra A is a
function f : AI

! A satisfying the following conditions:
(D1) f(aI

) = a, for all a 2 A;
(D2) f(f(a

ij

)

j2I

)

i2I

= f(a
ii

)

i2I

;
(D3) f is an algebra homomorphism from AI to A.

If I is finite, the axioms (D1)-(D3) can be equationally expressed.
There is a bijective correspondence between families of comple-

mentary factor congruences and decomposition operators, and thus,
between decomposition operators and factorizations.
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Proposition 2. Any decomposition operator f : AI

! A on an
algebra A induces a family of complementary factor congruences
('

i

)

i2I

where each '
i

✓ A⇥A is defined by:

a '
i

b if and only if f(aI

[b/i]) = a.

Conversely, any family ('
i

)

i2I

of complementary factor congru-
ences induces a decomposition operator f on A:

f(~x) = u if and only if x
i

'
i

u, for all i 2 I.

Indeed, it is possible to prove that such an element u is unique.

1.2 Matrix Logics
A matrix logic L is defined by specifying the logical connectives,
the set of truth values, among which there is a “designated value”
representing the traditional truth value “verum”, and the truth
functions that interpret the logical connectives.

We start by taking an algebraic type ⌧ that represents the set of
logical connectives together with their arity.

Definition 3. A logical ⌧ -matrix is a pair (V, t) where V is a finite
⌧ -algebra and t is an element of V .

When ⌧ is clear from the context, we just speak of a logical matrix.
The elements of the universe V are called truth values and are
denoted by v

1

, . . . , v
p

, while t is called the designated element.
We write Pvar for the set of propositional variables. Proposi-

tional formulas � of type ⌧ are defined by induction as follows:

�, ::= P | o(�
1

, . . . ,�
n

) where P 2 Pvar and o 2 ⌧
n

.

A truth assignment is any function I : Pvar ! V . Given a
propositional formula �, its interpretation in V w.r.t. I is the
element J�KI inductively defined by (for P 2 Pvar, o 2 ⌧

n

):

1. JP KI = I(P );

2. Jo(�
1

, . . . ,�
n

)KI = oV(J�
1

KI , . . . , J�
n

KI).
We say that a propositional formula � is a tautology (resp. a

contradiction) whenever J�KI = t (resp. J�KI 6= t) for all truth
assignments I.

Definition 4. The propositional matrix logic L induced by a logical
⌧ -matrix (V, t) is the logic whose semantics is defined as follows:
 

1

, . . . , 
n

|=L � if and only if, for every truth assignment I,
J�KI = t whenever J 

i

KI = t for all i.

Example 1. We provide some examples of matrix logics.
1. Classical Logic C. The type of logical connectives is ⌧ =

{^,_,¬, f, t}, the logical matrix is (2, t) where 2 is the two
elements boolean algebra of truth values f, t and t is the designated
element. As usual, we consider f < t.

2. The n-valued logics under consideration (Łukasiewicz, Gödel
and Post Logics) have a totally ordered set 0 < 1

n�1

< 2

n�1

<

· · · < n�2

n�1

< 1 of truth values, 1 as designated element, and join
and meet are defined by a_ b = max{a, b} and a^ b = min{a, b}.
These logics only differ for the definition of negation and implication,
which is not present in Post Logic.

•
Łukasiewicz Logic L–

n

:

¬a = 1� a; a ! b = min(1, 1� a+ b).

•
G¨odel Logic G

n

:

a ! b =

(
1 if a  b

b if a > b
¬a =

(
1 if a = 0

0 if a 6= 0.

•
Post Logic P

n

:

¬a =

(
a�

1

n�1

if a 6= 0

1 if a = 0.

The n-valued Gödel logics are superintuitionistic logics, which
means they are logics between intuitionistic and classical logics.
Superintuitionistic logics form a complete lattice whose unique
coatom is the 3-valued Gödel Logic G

3

. As shown by Gödel in [10],
the intuitionistic logic is not definable by a finite logical matrix.

Quantified Matrix Logics. In the rest of the section, we con-
sider fixed a countably infinite set Var of individual variables (that
will be denoted by x, y, z, w), an algebraic type ⌧ of logical connec-
tives, a logical ⌧ -matrix (V, t) and a relational type ⌫ containing
both function and relation symbols with arity.

Terms of type ⌫, or ⌫-terms, are defined as usual from individual
variables in Var and function symbols in ⌫. The set of all ⌫-terms
will be denoted by T

⌫

and its elements by t, t
1

, t
2

, . . .
Well formed formulas are defined by the following grammar,

where R 2 ⌫
m

is a relation symbol, o 2 ⌧
n

is a logical connective
and t

1

, . . . , t
m

are ⌫-terms:

�, ::= R(t
1

, . . . , t
m

) | o(�
1

, . . . ,�
n

) | 8x.� | 9x.�

We say that a formula � is: (i) a sentence if it has no free variables;
(ii) open if it is quantifier-free; (iii) in prenex form if it has the
shape Q

1

x
1

. . . Q
n

x
n

. where Q
i

2 {8, 9} and  is an open
formula (called the matrix of �); (iv) universal if it is in prenex
form and all its quantifiers Q

i

are universal.

Definition 5. A ⌫-structure S on V is given by (S, gS , RS
)

g,R2⌫

where S is a set, gS : Sk

! S is a k-ary operation for any function
symbol g 2 ⌫

k

and RS
: Sn

! V is a function for any relation
symbol R 2 ⌫

n

. We say that S is proper whenever |S| > 1.

We let Str⇤
⌫,V

be the class of all proper ⌫-structures on V .
Given a ⌫-structure S on V as above, an environment is a

function ⇢ : Var ! S. The interpretation JtKS
⇢

of a term t is
defined as usual. To interpret the quantifiers we assume the set V of
truth values to be a finite lattice, whose top element is the designated
element t. The interpretation of a formula � in S w.r.t. ⇢ is then
defined inductively as follows (for R 2 ⌫

m

, ~t 2 Tm

⌫

and o 2 ⌧
n

):

1. JR(t
1

, . . . , t
m

)KS
⇢

= RS
(Jt

1

KS
⇢

, . . . , Jt
m

KS
⇢

);

2. Jo(�
1

, . . . ,�
n

)KS
⇢

= oV(J�
1

KS
⇢

, . . . , J�
n

KS
⇢

);

3. J8x.�KS
⇢

=

V
a2S

J�K
⇢[a/x]

;

4. J9x.�KS
⇢

=

W
a2S

J�K
⇢[a/x]

.

We write S |=

⇢

� whenever J�KS
⇢

= t. We say that a formula � is
a logical truth if S |=

⇢

� for every structure S and environment ⇢.
A class S of ⌫-structures is called universal if it can be axioma-

tized by universal formulas.

Definition 6. The quantified matrix logic QL, induced by a logical
⌧ -matrix (V, t) and a relational type ⌫, is the logic whose semantics
is defined as: 

1

, . . . , 
n

|=QL � if and only if, for every structure
S and environment ⇢, J�KS

⇢

= t whenever J 
k

KS
⇢

= t for all k.

The propositional translation of a formula � is the propositional
formula �p defined as:
� R(t

1

, . . . , t
m

)

p

= P
R

, where P
R

2 Pvar;
� o(�

1

, . . . ,�
n

)

p

=o(�p

1

, . . . ,�p

n

);
� (8x.�)p=(9x.�)p=�p.
In classical logic with equality, there exists an equality symbol
which is propositionally translated by setting (t

1

= t
2

)

p

= t.

Lemma 1. A formula � is true in all singleton structures if and
only if its propositional translation �p is a tautology.

Proof. Let S be a structure over {s}, ⇢ : Var ! {s} be its unique
environment and I : Pvar ! V be a truth assignment such that
I(P

R

) = v
i

if and only if RS
(s, . . . , s) = v

i

. It is possible to prove
that J�KS

⇢

= J�pKI by induction on the complexity of �.
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2. The Motivating Example
In the following sections we provide a new method for extracting the
logical content of a propositional formula � and determine whether
� is a tautology or a contradiction.

As a motivating example, we consider the classical logic C as
defined in Example 1.1. Our approach consists of two steps.

Step 1. The first step consists in defining a translation (·)

⇤

sending propositional formulas into algebraic terms. Under this
translation, the truth values f, t become new algebraic variables ⇠f , ⇠t.
A propositional variable P becomes a binary operator P (�,�). A
propositional formulas � is translated inductively into an algebraic
term �⇤ on the variables ⇠f , ⇠t. To simplify the notation, we will
write �⇤

(t
0

, t
1

) for the substitution �⇤
{t

0

/⇠f , t1/⇠t}.

P ⇤
= P (⇠f , ⇠t);

(¬�)⇤ = �⇤
(⇠¬f , ⇠¬t) = �⇤

(⇠t, ⇠f);
(� ^  )⇤ =  ⇤

(�⇤
(⇠f^f , ⇠f^t),�

⇤
(⇠t^f , ⇠t^t));

=  ⇤
(�⇤

(⇠f , ⇠f),�
⇤
(⇠f , ⇠t));

(� _  )⇤ =  ⇤
(�⇤

(⇠f_f , ⇠f_t),�
⇤
(⇠t_f , ⇠t_t));

=  ⇤
(�⇤

(⇠f , ⇠t),�
⇤
(⇠t, ⇠t));

(�!  )⇤ = (¬� _  )⇤ =  ⇤
(�⇤

(⇠t, ⇠f),�
⇤
(⇠t, ⇠t)).

Connectives are therefore implemented through substitutions and
Boolean operations on the indices of ⇠f , ⇠t. The above translation
determines a congruence ⇠

⇤ on the set of propositional formulas
by setting � ⇠

⇤  if and only if �⇤
=  ⇤. For instance, we

have ¬¬� ⇠

⇤ � and (�
1

_ �
2

) _ �
3

⇠

⇤ �
1

_ (�
2

_ �
3

), but
�
1

_ �
2

6⇠

⇤ �
2

_ �
1

. This defines a non-commutative intermediate
logic C

int

which is strictly weaker than classical logic.
For example, we have (¬P _P )

⇤
= P (P (⇠t, ⇠f), P (⇠t, ⇠t)) and

(P _¬P )

⇤
= P (P (⇠t, ⇠t), P (⇠f , ⇠t)), hence ¬P _P 6⇠

⇤ P _¬P .
Step 2. To retrieve classical logic, we need to give each P the

operational behavior of a binary decomposition operator:
(D1) P (x, x) = x;
(D2) P (P (x, y), P (w, z)) = P (x, z);
(D3) P (Q(x, y), Q(w, z)) = Q(P (x,w), P (y, z)), for every

propositional variable Q 2 Pvar.
Both truth values and propositional variables, that are static objects
in the logic C, become dynamic entities after the translation: indeed
variables ⇠f , ⇠t can receive substitutions and operators P (�,�)

induce decompositions. We prove that the formula � is a tautology
(resp. a contradiction) if and only if �⇤

= ⇠t (resp. �⇤
= ⇠f ) is

provable using the axioms (D1)-(D3) above, see Corollary 1.
For example, the formula ¬P _ P is a tautology since

(¬P _ P )

⇤
= P (P (⇠t, ⇠f), P (⇠t, ⇠t)) =D2

P (⇠t, ⇠t) =D1

⇠t.

In Section 5, we give this process a computational flavor by
showing that, by orienting the equations (D1)-(D3) from left to
right, we obtain a confluent term rewriting system. Moreover, by
well-ordering the propositional variables we can prevent (D3) from
looping and ensure termination. This approach also suggests a
new notion of circuit, described in Section 6, which is based on
components that we call “decomposition gates” and behave like the
decomposition operators of an algebra in a factor variety.

The translation above can be also generalized to first-order
formulas by transforming an n-ary relation symbol R into an
operator R(�

1

, . . . ,�
n+2

) of arity n + 2 (since there are two
truth values), which is a decomposition operator in the last two
coordinates. Open formulas can be therefore inductively translated,
as in Step 1, into algebraic terms on the variables Var [ {⇠f , ⇠t},
assuming the following translation of atomic formulas:

R(t
1

, . . . , t
n

)

⇤
= R(t

1

, . . . , t
n

, ⇠f , ⇠t).

Such a translation provides a bijective correspondence between
first-order theories axiomatized by universal sentences without

equality and varieties of factor algebras axiomatized by identities
such as �

⇤
= ⇠t. In presence of equality, the situation becomes

more subtle. Intuitively, the problem is that factor algebras can only
capture correctly proper structures. In other words, a formula like
8x9y.¬(x = y), which is true in all proper structures, but fails in
any singleton structure, will be seen as a logical truth in any factor
algebra. Hence, to see whether the formula � is actually a logical
truth, one also need to verify that its propositional translation �

p is
a tautology and apply Lemma 1.

3. Factor Algebras and Factor Varieties
In this section we are going to introduce factor algebras and factor
varieties. We consider fixed a relational type ⌫ and a logical ⌧ -
matrix (V, t) where V = {v

1

, . . . , v
p

}. We write ⌫̂ for the smallest
algebraic type containing: a function symbol g 2 ⌫̂

k

for each
function symbol g 2 ⌫

k

; a function symbol f
R

2 ⌫̂
n+p

for each
relation symbol R 2 ⌫

n

. Remark that a relation R of arity n is
transformed into a function f

R

having p additional arguments.

Definition 7. A ⌫̂-factor algebra A = (A, gA, fA
R

)

g,R2⌫

is a ⌫̂-
algebra such that, for all f

R

2 ⌫̂
n+p

and ~a 2 An there exists an
index i 2 [1..p] such that:

8⇠
1

. . . ⇠
p

.f
R

(~a, ⇠
1

, . . . , ⇠
p

) = ⇠
i

. (3.1)

The class FA
⌫̂

of all ⌫̂-factor algebras is a universal class, i.e. it
is closed under subalgebras and ultraproducts. We write FA⇤

⌫̂

for the
class of proper factor algebras (where proper means that |A| > 1).

Given a ⌫̂-factor algebra A, the algebraic reduct of A is the
algebra Alg(A) = (A, gA)

g2⌫

.

Definition 8. We associate with every proper factor algebra A a
proper structure Str(A) having the same algebraic reduct, and
relations defined by (for all f

R

2 ⌫̂
n+p

and ~a 2 An):

RStr(A)

(~a) = v
k

iff 8⇠
1

, . . . , ⇠
p

.fA
R

(~a, ⇠
1

, . . . , ⇠
p

) = ⇠
k

.

Conversely, we associate with every proper structure S a proper
factor algebra Fa(S) having the same algebraic reduct as S and
whose functions f

R

(R 2 ⌫
n

) are defined as follows:

f
Fa(S)

R

(~a, ⇠
1

, . . . , ⇠
p

) = ⇠
k

iff RS
(~a) = v

k

.

In particular, we have Str(Fa(S)) = S and Fa(Str(A)) = A.

Note that the above correspondence fails on singleton structures.
Let S, T be two structures over {⇤} with a relation symbol R such
that RS

(⇤) = t but RT
(⇤) 6= t. The structures S and T are not

isomorphic, but correspond to the same trivial factor algebra.

3.1 Congruences of Factor Algebras
This technical section, that can be skipped on a first reading, is
devoted to analyze some properties of the congruences on factor
algebras. Let us consider a relational type ⌫ and a ⌫̂-factor algebra A.
Remember that p is the cardinality of the set V of truth values.

Definition 9. We say that a pair of elements (b, c) 2 A⇥A splits
A if there exist f

R

2 ⌫̂
n+p

, ~a 2 An and an index i 2 [1..n] such
that (for all ~⇠ 2 Ap):

f
R

(~a[b/i], ~⇠) = ⇠
k

, f
R

(~a[c/i], ~⇠) = ⇠
j

, for k 6= j.

A pair is called unsplitting if it does not split A. We denote by ⌥A

the set of all unsplitting pairs of A.

From the point of view of the structure Str(A), a pair (b, c)
is unsplitting if the elements b and c are indistinguishable, which
means that for all R 2 ⌫

n

, ~a 2 An and index i 2 [1..n] we have:

RStr(A)

(a
1

, . . . , a
i�1

, b, a
i+1

, . . . , a
n

) =

RStr(A)

(a
1

, . . . , a
i�1

, c, a
i+1

, . . . , a
n

).
(3.2)
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Lemma 2. Let f
R

2 ⌫̂
n+p

and ~a,~b 2 An be two sequences. If
there exists ~⇠ 2 Ap such that f

R

(~a, ~⇠) 6= f
R

(

~b, ~⇠), then there exists
an index k 2 [1..n] such that (a

k

, b
k

) splits A.

Proof. The proof is by induction over the cardinality of the set
{j : a

j

6= b
j

}. Let i be the least index such that a
i

6= b
i

. If the
pair (a

i

, b
i

) splits A then we have the conclusion. Otherwise, by
defining ~c = a[b

i

/i], we have f
R

(~c, ~⇠) = f
R

(~a, ~⇠) 6= f
R

(

~b, ~⇠).
Now, if ~c = ~b we have a contradiction. If ~c 6= ~b then the conclusion
follows by the induction hypothesis.

Definition 9 extends to sets S ✓ A⇥A by saying that S splits
A if there exists a pair (c, d) 2 S splitting A (i.e. S 6✓ ⌥A).

Lemma 3. Let b, c be two distinct elements of A and B = Alg(A)

be the algebraic reduct of A. The principal congruence #A
(b, c) 2

Con(A) generated by b, c satisfies the following conditions:

• #B
(b, c) ✓ #A

(b, c);

• #A
(b, c) =

(
r

A if #B
(b, c) splits A;

#B
(b, c) otherwise.

Proof. If (d, e) 2 #B
(b, c) splits A, then for some f

R

,~a and i,
f
R

(~a[d/i]) and f
R

(~a[e/i]) project on different coordinates, say
j and k. Thus ⇠

j

= f
R

(~a[d/i], ~⇠) #A
(b, c) f

R

(~a[e/i], ~⇠) = ⇠
k

,
so (⇠

j

, ⇠
k

) 2 #A
(b, c). As ⇠

j

, ⇠
k

are arbitrary #A
(b, c) = r

A.
Otherwise, since the operations f

R

(~a,�, . . . ,�) are projections,
the relation #B

(b, c) is a congruence on A.

By Lemmas 2 and 3, any proper congruence is contained in ⌥A.

Definition 10. A factor algebra A is rigid whenever ⌥A = A⇥A.

In other words, the factor algebra A is rigid exactly when the
interpretation RStr(A) of a relation symbol R is a constant function.

Proposition 3. If A is directly decomposable then A is rigid.

Proof. Let A be directly decomposable. Then there is a pair (', '̄)
of non-trivial complementary factor congruences. By Lemma 3 and
the fact that ', '̄ 6= r, we have ' [ '̄ ✓ ⌥A. Since ⌥A is an
equivalence relation, we have r = ' � '̄ = ⌥A, so A is rigid.

We now characterize simple and directly indecomposable factor
algebras in terms of properties of their congruences.

Proposition 4. Let A be a proper factor algebra.

1) A is simple iff every proper congruence #Alg(A)

(b, c) splits A.
2) A is directly indecomposable iff one of the following conditions

is satisfied: (i) A is not rigid; (ii) A is rigid and the algebraic
reduct Alg(A) of A is directly indecomposable.

Proof. Trivial by Lemma 3 and Proposition 3.

3.2 Factor Varieties
A variety V generated by a class of ⌫̂-factor algebras is called a
factor variety. If V is a factor variety then V

fa

denotes the class of
⌫̂-factor algebras belonging to V.

Proposition 5. The variety V
⌫̂

generated by the class of all ⌫̂-factor
algebras is axiomatized by (for f

R

2 ⌫̂
n+p

):
(F1) f

R

(~x, ⇠, . . . , ⇠) = ⇠;
(F2) f

R

(~x, f
R

(~x, ⇠
11

, . . . , ⇠
1p

), . . . , f
R

(~x, ⇠
p1

, . . . , ⇠
pp

)) =

f
R

(~x, ⇠
11

, . . . , ⇠
pp

);
(F3) f

R

(~x, h(⇠
11

, . . . , ⇠
1k

), . . . , h(⇠
p1

, . . . , ⇠
pk

)) =

h(f
R

(~x, ⇠
11

, . . . , ⇠
p1

), . . . , f
R

(~x, ⇠
1k

, . . . , ⇠
pk

)), where h 2 ⌫̂
k

is an arbitrary element of ⌫̂.

Let A 2 V

⌫̂

. For every f
R

2 ⌫̂
n+p

and ~a 2 An, the p-ary map
f
R

(~a,�, . . . ,�) is a decomposition operator on A. By (F3), the
decomposition operators f

R

(R 2 ⌫) are closed under composition.
By Definition 7 and by [6, Ch. 5, Thm. 2.20], the following

proposition holds.

Proposition 6. Given a factor variety V, the class V
fa

is a universal
class, so that it is closed under subalgebras and ultraproducts.

Proposition 7. Given a factor variety V, every directly indecom-
posable algebra A 2 V is a factor algebra.

Proof. In any directly indecomposable algebra A 2 V, every map
f
R

(~a,�, . . . ,�) is a trivial decomposition operator. So there must
be i 2 [1..p] such that A |= 8⇠

1

...⇠
n

.f
R

(~a, ⇠
1

, . . . , ⇠
n

) = ⇠
i

.

Example 2. Let P,Q,R be propositional variables.
In this example we will write: (i) x · y, or just xy, for f

P

(x, y);
(ii) x+ y for f

Q

(x, y); (iii) hx, y, zi for f
R

(x, y, z).
• Two-valued logic with a unique propositional variable. The fac-
tor variety of all algebras A = (A, ·A), where the binary operation
·

A is a decomposition operator on A, is the variety of rectangular
bands (see [14]), i.e., idempotent semigroups satisfying xyz = xz.
The factor algebras in this variety are the left-zero bands (satisfying
xy = x) and the right-zero bands (satisfying xy = y).
• Two-valued logic with two propositional variables. The factor
variety of all algebras A = (A, ·A,+A

), where the binary opera-
tions ·A and +

A are commuting decomposition operators on A, is
the variety of distributive rectangular double bands. Every algebra
A in this variety is such that (A, ·A) and (A,+A

) are rectangular
bands, where the operations ·A and +

A distribute over each other.
We have four kinds of factor algebras: (1) ll-zero double bands:
xy = x = x+ y; (2) rr-zero double bands: xy = y = x+ y; (3)
lr-zero double bands: xy = x = y + x; (4) rl-zero double bands:
xy = y = y + x.
• Two-valued logic with two propositional variables P,Q such

that P $ ¬Q. The factor subvariety of the variety of distributive
rectangular double bands generated by the rl-zero and lr-zero dou-
ble bands constitutes the variety of rectangular skew lattices. Skew
lattices, whose study began with the 1989 paper of Leech [15],
represent the most studied class of non-commutative lattices. The
importance of skew lattices lies in the structural role they play in
the study of discriminator varieties.
• Three-valued logic with a unique propositional variable corre-
sponds to the factor variety axiomatized by: (i) hx, x, xi = x;
(ii) hhx, y, zi, ha, b, ci, hm,n, pii = hx, b, pi.

4. Algebraization of Multi-Valued Logics
In this section we consider fixed a relational type ⌫ and a logical ⌧ -
matrix (V, t), where V = {v

1

, . . . , v
p

}. As announced in Section 2,
we define a translation (·)

⇤ from open ⌫-formulas into suitable terms
of type ⌫̂, that we call logical terms.

4.1 Logical terms
First, let us fix a set ⌅ = {⇠

1

, . . . , ⇠
p

} of fresh algebraic variables
(one for each truth value), called logical variables. Recall that T

⌫

stands for the set of all ⌫-terms (denoted by t, t
i

) over the set Var.
The set LT

⌫̂

of logical terms of type ⌫̂ (denoted by s, u) is generated
by this grammar (for ⇠

i

2 ⌅, f
R

2 ⌫̂ and ~t 2 T n

⌫

):

s, u ::= ⇠
i

| f
R

(

~t, u
1

, . . . , u
p

)

Note that LT
⌫̂

6✓ T
⌫

since ⌫ 6= ⌫̂ and neither the logical variables ⇠
i

nor the function symbols f
R

can occur in t. Let s, u
1

, ..., u
p

2 LT
⌫̂

,
we write s{u

1

/⇠
1

, . . . , u
p

/⇠
p

} for the logical term obtained by
substituting simultaneously u

i

for each occurrence of ⇠
i

in s.
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Lemma 4. Given a factor algebra A, an environment ⇢ : Var ! A
and a logical term u, there exists a k 2 [1..p] such that A |=

⇢

8⇠
1

. . . ⇠
p

.u = ⇠
k

.

Proof. By induction on the size of the logical term u.

4.2 From Open Formulas to Logical Terms through
Substitutions

The translation (·)

⇤ given in Section 2 for classical logic, can be
easily generalized to an arbitrary p-valued matrix logic L. Since
the result of the translation is very verbose, we first introduce some
clever notation based on (hyper)matrices.

Tabular notation. We consider hypermatrices of dimension
n
1

⇥ · · ·⇥ n
k

over the set LT
⌫̂

of logical terms, that is functions
M : n

1

⇥ · · ·⇥ n
k

! LT
⌫̂

. Given a hypermatrix M as above, we
write M

i1...ik for the logical term M(i
1

, . . . , i
k

). A hypermatrix
M of dimension pk is called cubical. A vector v is any hypermatrix
of dimension p⇥ 1 (or 1⇥ p) and its transpose is denoted by v

T .
Given a logical term s, we write v(s) for the constant vector

[s, . . . , s]T , thus of dimension p⇥ 1.
Let M be a cubical hypermatrix of dimension pk such that

M
i1...ik 2 LT

⌫̂

and let s be a logical term possibly containing
⇠
1

, . . . , ⇠
p

as variables. The matrix multiplication Mv(s) is a
hypermatrix of dimension pk�1 defined as follows:

(Mv(s))
i1...ik�1 = s{M

i1...ik�1,1/⇠1, . . . ,Mi1...ik�1,p/⇠p}.

As an example, the product between a p⇥p-matrix and v(s) is:
2

64
u
11

· · · u
1p

...
. . .

...
u
p1

· · · u
pp

3

75

2

64
s
...
s

3

75 =

2

64
s{u

11

/⇠
1

, . . . , u
1p

/⇠
p

}

...
s{u

p1

/⇠
1

, . . . , u
pp

/⇠
p

}

3

75

Hereafter, we will write Mv

1

· · · v

k

for ((· · · (Mv

1

) · · · )v

k

).
The translation. We translate inductively an open formula � of

a matrix logic L into a logical term �⇤ as follows:
• v⇤

i

= ⇠
i

;
• R(

~t )⇤ = f
R

(

~t, ⇠
1

, . . . , ⇠
p

);

• o( 
1

, . . . , 
n

)

⇤
=

�
Mo

v( 

⇤
1

) · · · v( 

⇤
n�1

)

�
T

v( 

⇤
n

), where
Mo is the cubical hypermatrix of dimension pn defined by:
Mo

i1i2...in
= ⇠

k

if and only if oV(v
in , . . . , vi2 , vi1) = v

k

.

In particular, the translation of P 2 Pvar is P ⇤
= f

P

(⇠
1

, . . . , ⇠
p

).
Note that, in the definition above, Mo has dimension pn and each

v( ⇤
i

) has dimension p ⇥1. So Mo

v( 

⇤
1

) · · · v( 

⇤
n�1

) is a p⇥1-
matrix and its transposed a 1⇥p-matrix [u

1

, . . . , u
p

]. By multiplying
it by v( 

⇤
n

) we get a 1⇥1-matrix, that is a term. Moreover, we have:

o( 
1

, . . . , 
n

)

⇤
=  

⇤
n

{u
1

/⇠
1

, . . . , u
p

/⇠
p

}. (4.1)

It is easy to check by a straightforward induction on the open
formula� that its translation�⇤ is actually a logical term. Note that,
in the propositional case, such a translation induces a congruence ⇠⇤

on the set of formulas: two formulas � and  are ⇠

⇤-equivalent
whenever they have the same translation �⇤

=  ⇤. Interestingly
enough, this defines a non-commutative logic L

0 which is strictly
weaker than the logic L we started from. The precise relationship
between the logics L and L

0 will be investigated in further works.

Theorem 1. Let S be a proper structure and ⇢ : Var ! S be an
environment. Then J�KS

⇢

= v
k

iff Fa(S) |=
⇢

8⇠
1

. . . ⇠
p

.�⇤
= ⇠

k

.

Proof. The proof is by induction over the complexity of the open
formula �, using equation (4.1) and Lemma 4.

Recall that �p denotes the propositional translation of � (see
Section 1). From Theorem 1 and Lemma 1, we obtain this corollary.

Corollary 1. A universal ⌫-sentence � is a logical truth if and only
if V

⌫̂

|= 8⇠
1

. . . ⇠
p

.�⇤
= ⇠t and �p is a tautology.

When the logic under consideration is without equality, a sen-
tence � fails in a singleton structure if and only if it fails in some
proper structure. Therefore, in this case it is possible to omit “and
�

p is a tautology” in the statement of Corollary 1.

4.3 The algebraization of propositional logics
Propositional logic is a particular instance of quantified logic.
Indeed, the set Pvar of propositional variables can be considered
as a relational type, where every P 2 Pvar is a relation symbol
of arity 0. According to Definition 5, a structure S of type Pvar,
hereafter called a propositional structure, is a pair (S, PS

)

P2Pvar

such that PS
2 V for every P 2 Pvar. The propositional

structure S determines the truth assignment IS : Pvar ! V
defined by IS(P ) = PS . Conversely, every truth assignment
I : Pvar ! V determines, for each set S, a propositional structure
SI = (S, PSI

)

P2Pvar

where PSI
= I(P ). The interpretation of

a propositional formula � in a propositional structure S coincides
with its propositional interpretation w.r.t. the truth assignment IS :
in other words, J�KS

⇢

= J�KIS for every environment ⇢ : Var ! S.
We call p-factor algebra every factor algebra associated with

a propositional structure according to Definition 8. Every p-factor
algebra A is rigid and Con(A) coincides with the lattice of equiva-
lence relations on A. So, a p-factor algebra A is directly indecom-
posable exactly when A is finite of prime cardinality. We denote by
V

prop

the factor variety generated by all p-factor algebras.

Corollary 2. Let Pvar be the type of propositional variables. A pro-
positional formula � is a tautology iff V

prop

|= 8⇠
1

. . . ⇠
p

.�⇤
= ⇠t.

We now apply our translation to propositional formulas of the
logics in Example 1. To simplify the notations we confuse P with
f
P

, and i with ⇠
i

. We also perform some on-the-flight application
of (F1) and directly write u rather than s{u/⇠

1

, . . . , u/⇠
p

}.

Example 3. (3-valued Logics with 0 < 1

2

< 1) The translation of
some basic formulas:

•
L–

3

G

3

P

3

: (P ^Q)

⇤
= Q(0, P (0, 1

2

, 1

2

), P (0, 1

2

, 1))

•
L–

3

G

3

P

3

: (P _Q)

⇤
= Q(P (0, 1

2

, 1), P (

1

2

, 1

2

, 1), 1)

•
L–

3

: (¬P )

⇤
= P (1, 1

2

, 0)
•
G

3

: (¬P )

⇤
= P (1, 0, 0)

•
P

3

: (¬P )

⇤
= P (1, 0, 1

2

)

•
L–

3

: (P ! Q)

⇤
= Q(P (1, 1

2

, 0), P (1, 1, 1

2

), 1)

•
G

3

: (P ! Q)

⇤
= Q(P (1, 0, 0), P (1, 1, 1

2

), 1).

Example 4. The translation of P _ ¬P in three-valued logics:

•
L–

3

: P (1, P (

1

2

, 1

2

, 1), P (0, 1

2

, 1))

•
G

3

: P (1, P (0, 1

2

, 1), P (0, 1

2

, 1))

•
P

3

: P (1, P (0, 1

2

, 1), P (

1

2

, 1

2

, 1)).

Example 5. The Pierce law ((P ! Q) ! P ) ! P translated in
classical logic and in some three-valued logics:

•
C: P (P (Q(P (t, f), t), f), t)

•
L–

3

: P (P (↵
1

,↵
2

, 0), P (�
1

,�
2

, 1

2

), 1) where
↵
1

= Q(P (1, 1

2

, 0), P (1, 1, 1

2

), 1)

↵
2

= Q(P (

1

2

, 0, 0), P (

1

2

, 1

2

, 0), 1

2

)

�
1

= Q(P (1, 1, 1

2

), 1, 1)

�
2

= Q(P (1, 1

2

, 1

2

), P (1, 1, 1

2

), 1)

•
G

3

: P (P (�
1

, 0, 0), P (�
1

, �
2

, 1

2

), 1) where
�
1

= Q(P (1, 0, 0), 1, 1)

�
1

= Q(P (1, 1

2

, 1

2

), 1, 1)

�
2

= Q(P (1, 1

2

, 1

2

), P (1, 1, 1

2

), 1).
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4.4 The Treatment of Equality in Classical Logic
Classical logic with equality has a binary relation symbol E as a
primitive logical symbol which is always interpreted as the actual
equality relation between members of the domain of discourse.

If S is a structure with equality on V = {⇠f , ⇠t}, then the factor
algebra Fa(S) has the following switching function fE defined on S:

fE(x, y, w, z) =

(
z if x = y;
w if x 6= y.

As mentioned in the introduction, a variety of algebras generated
by a class of algebras with a common switching term operation is
called a discriminator variety [6, §9]. Discriminator varieties [27]
are referred by Burris and Sankappanavar in [6, p. 186] as “the most
successful generalization of Boolean algebras to date, successful
because we obtain Boolean product representations (which can be
used to provide a deep insight into algebraic and logical properties)”.

If ⌫
eq

is a relational type with equality, then the factor variety
V

E
⌫eq generated by all ⌫̂

eq

-factor algebras, where fE is the switching
function, is a discriminator variety. Notice that VE

⌫eq is a proper
subvariety of the variety generated by all ⌫̂

eq

-factor algebras.
Following Vaggione [26], we have that VE

⌫eq is axiomatized by
the axioms (F1)-(F3) and the identities fE(x, x, ⇠f , ⇠t) = ⇠t (the
reflexive property of E) and fE(x, y, x, y) = x. This last identity
expresses the implication E(x, y) ! x = y.

We now introduce a general method to express some properties
of relations involving equality, such as the anti-symmetric property
of a binary relation, without introducing an operation symbol fE for
equality in the algebraic type. Let � be a formula without equality,
whose free variables include x and y, and let � ! x = y be
an implication. The logical term �

⇤, which is the translation of
the formula �, depends on ⇠f , ⇠t. If S is a proper structure and
⇢ : Var ! S is an environment, then by Theorem 1 we have
S |=

⇢

� if and only if Fa(S) |=
⇢

8⇠f⇠t.�
⇤
= ⇠t.

Lemma 5. Given a proper structure S and a formula � without
equality, we have that S |= � ! x = y holds if and only if
Fa(S) |= 8⇠f .�

⇤
{x/⇠t} = �

⇤
{y/⇠t} holds.

Notice that Vaggione’s axiom fE(x, y, x, y) = x (that ex-
presses the implication E(x, y) ! x = y) can be rewrit-
ten as follows fE(x, y, ⇠f , x) = fE(x, y, ⇠f , y), while the anti-
symmetric property (xRy ^ yRx ! x = y) can be translated by
f
R

(y, x, ⇠f , fR(x, y, ⇠f , x)) = f
R

(y, x, ⇠f , fR(x, y, ⇠f , y)).
In the next example we explain how ordered algebras, introduced

by Bloom in [4], can be developed as pure algebraic structures.

Example 6. (Ordered Algebras = Classical logic with a binary
relation defining a compatible partial ordering) An ordered algebra
is an algebra endowed with a compatible partial order . The factor
variety corresponding to ordered algebras is the variety axiomatized
by (F1)-(F3) and the following identities:

(O
1

) f(x, x, ⇠f , ⇠t) = ⇠t (Reflexivity);
(O

2

) f(x, z, f(y, z, ⇠t, f(x, y, ⇠t, ⇠f)), ⇠t) = ⇠t (Transitivity);
(O

3

) f(y, x, ⇠f , f(x, y, ⇠f , x))) = f(y, x, ⇠f , f(x, y, ⇠f , y))
(Antisymmetry);

(O
4

) f(g(~z [x/z
i

]), g(~z [y/z
i

]), f(x, y, ⇠t, ⇠f), ⇠t) = ⇠t for
every function symbol g (Monotonicity wrt coordinate i).

Every factor algebra A in this variety is a simple algebra, because
every pair (a, b) (with a 6= b) splits A (see Section 3.1).

The remaining examples are devoted to show that some universal
theories can be represented by well-known varieties of algebras.

Example 7. (Right-handed Skew Boolean Algebras = Classical
logic with a unary relation R satisfying R(0)^8x(R(x) ! x = 0))

Let R be a unary relation and 0 be a constant. Following Cvetko-Vah
and Salibra [8], the factor variety axiomatized by f

R

(0, ⇠f , ⇠t)=⇠t
and f

R

(x, ⇠f , 0) = f
R

(x, ⇠f , x), is term equivalent to the variety
of right-handed skew Boolean algebras. A factor algebra A in
this variety satisfies f

R

(0, ⇠f , ⇠t) = ⇠t and f
R

(x, ⇠f , ⇠t) = ⇠f for
all x 2 A \ {0}. Skew Boolean algebras, introduced by Cornish
in [7], are non-commutative one-pointed generalizations of Boolean
algebras, and occur naturally in rings, where they can be defined
on certain sets of idempotents, and in particular in rings whose full
set of idempotents is closed under multiplication.

Example 8. (Boolean Algebras = Classical logic with a unary re-
lation R satisfying ¬R(0) ^ R(1) ^ 8x(¬R(x) ! x = 0) ^

8x(R(x) ! x = 1)) Following Salibra et al. [22], the fac-
tor variety axiomatized by f

R

(0, ⇠f , ⇠t) = ⇠f , fR(1, ⇠f , ⇠t) = ⇠t,
f
R

(x, ⇠f , 1) = f
R

(x, ⇠f , x) and f
R

(x, 0, ⇠t) = f
R

(x, x, ⇠t), is
term equivalent to the variety of Boolean algebras. Up to isomor-
phism, we have only one factor algebra which corresponds to the
Boolean algebra of truth values 2.

5. Term Rewriting System for Factor Axioms
We now show how to turn the equations (F1)-(F3) axiomatizing
the factor variety V

⌫̂

into rewriting rules. The term rewriting
system (TRS, for short) that we obtain enjoys confluence and strong
normalization. Therefore, in order to check whether V

⌫̂

|= �

⇤
= ⇠

k

holds it is enough to see whether the normal form of �⇤ is ⇠
k

.
For the sake of simplicity, we consider a propositional matrix

logic L with two truth values t, f (so ⌅ = {⇠t, ⇠f}). All definitions
and results extend easily to all p-valued propositional matrix logics.
We feel that this method is generalizable to arbitrary quantified
matrix logics, but the actual generalization is left for future works.

We then consider a relational type ⌫ only containing (countably
many) propositional variables. Let us fix an enumeration (P

i

)

i2N
of all the propositional variables in ⌫. Intuitively, this associates
a priority i 2 N with each propositional variable. To simplify the
notation, we will still denote by P

i

the binary operator f
Pi 2 ⌫̂.

Definition 11. The rewriting rules R on LT
⌫̂

are (for i 2 N):

(F
1

) P
i

(x, x) ⇢ x;
(F `

2

) P
i

(P
i

(x, y), z) ⇢ P
i

(x, z);
(F r

2

) P
i

(x, P
i

(y, z)) ⇢ P
i

(x, z);
(F

3

) P
i

(P
j

(x, y), P
j

(w, z)) ⇢ P
j

(P
i

(x,w), P
i

(y, z));
(F `

3

) P
i

(P
j

(x, y), z) ⇢ P
j

(P
i

(x, z), P
i

(y, z));
(F r

3

) P
i

(x, P
j

(y, z)) ⇢ P
j

(P
i

(x, y), P
i

(x, z));

where the rules (F
3

), (F `

3

) and (F r

3

) only apply when i > j.

The TRS R is rather standard, except for the fact that it has
infinitely many function symbols, a property that we need to handle
carefully when proving termination. Note that equation (F2) of
Proposition 5 is recovered in two steps: P

i

(P
i

(x, y), P
i

(w, z)) ⇢
F

`
2

P
i

(x, P
i

(w, z)) ⇢
F

r
2
P
i

(x, z). Analogously, (F3) corresponds to
(F `

3

) and (F r

3

), but we keep the redundant rule (F
3

) to avoid an
unnecessary growth of the size of the terms during the reduction.

We prove that R is locally confluent and terminating, so we
conclude that it is confluent by Newman’s lemma [2, Thm. 1.2.1].

Proposition 8. The TRS R is locally confluent.

Proof. By [2, Lemma 2.7.15], as all critical pairs are convergent.

The fact that R is terminating is non-trivial because the duplica-
tion in the rules (F ⇤

3

) may increase substantially the size of the term.
Thanks to the condition “i > j” these rules push the symbols with
small indices towards the root and those with big indices toward
the leaves. Thus, two terms should be compared by first comparing
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their root symbols, and then recursively comparing their immediate
subterms. In other words, we need a lexicographic path order (lpo).

Definition 12. The lexicographic path order >
lpo

on terms is
defined as follows: s >

lpo

u if and only if

(LPO
1

) u 2 Var [ ⌅ , u occurs in s and s 6= u, or
(LPO

2

) s = P
i

(s
1

, s
2

), u = P
j

(u
1

, u
2

) and one of the following
conditions holds:
(a) 9k 2 [1, 2], s

k

�

lpo

u,
(b) i > j, and 8k 2 [1, 2], s >

lpo

u
k

,
(c) i = j, (s

1

, s
2

)>lex

lpo

(u
1

, u
2

) and 8k2 [1, 2], s>
lpo

u
k

,

where >lex

lpo

stands for the lexicographic lpo-order on pairs.

By [2, Prop. 6.4.25], the relation >
lpo

is a simplification order,
which means that it is an order closed under contexts, under
substitutions, and possesses the subterm property.

Let us denote by Fun(u) the set of function symbols occurring
in u. The TRS R satisfies the following properties:

Lemma 6. For all rewriting rules s ⇢ u 2 R we have:
(i) s >

lpo

u,
(ii) Fun(u) \ Fun(s) = ;.

Proof. By a straightforward case analysis.

Condition (i) amounts to saying that the TRS is simplifying, that
is compatible with a simplification order. In the case of finite TRS,
this is enough to conclude termination. As shown in [20], for infinite
TRS one also need to check that the rules only introduce finitely
many function symbols (in our case none, see condition (ii)).

Theorem 2. The TRS R is confluent and terminating.

Proof. By Lemma 6 and [20, Thm. 4.13] R is terminating, therefore
by Proposition 8 and Newman’s lemma it is confluent.

We denote by nf(u) the (unique) normal form of u w.r.t. R.

Corollary 3. A propositional formula � is a tautology iff nf(�⇤
) = ⇠t.

As an example, we apply the TRS to show that the law of Peirce
((P ! Q) ! P ) ! P holds in classical logic C, but not in Gödel’s
logic G

3

. We recall that both translations are given in Example 5.
Without loss of generality, we assume that the priority of P is smaller
than the priority of Q. As in Example 5, we will just write i for ⇠

i

.
In C we have the following reduction:

P (P (Q(P (t, f), t), f), t) ⇢
F

`
2
P (Q(P (t, f), t), t) ⇢

F

`
3

P (P (Q(t, t), Q(f, t)), t) ⇢
F

`
2
P (Q(t, t), t) ⇢

F1

P (t, t) ⇢
F1 t.

Since t is designated, the formula is a classical tautology.
To compute the reduction in G

3

, we will use the notations �
1

, �
1

,
�
2

introduced in Example 5, and the following facts:
1. �

1

F3
! �0

1

, for �0
1

= P (Q(1, 1, 1), Q(0, 1, 1), Q(0, 1, 1));
2. �

2

F3
! �0

2

, for �0
2

= P (Q(1, 1, 1), Q(

1

2

, 1, 1), Q(

1

2

, 1

2

, 1)).
Therefore, in G

3

we have the following reduction:

P (P (�
1

, 0, 0), P (�
1

, �
2

, 1

2

), 1) ⇢
F2 P (�

1

, �
2

, 1) ⇢
F3

P (�0
1

, �
2

, 1) ⇢
F3 P (�0

1

, �0
2

, 1) ⇢
F2 P (Q(1, 1, 1), �0

2

, 1) ⇢
F2

P (Q(1, 1, 1), Q(

1

2

, 1, 1), 1) ⇢
F1 P (1, Q(

1

2

, 1, 1), 1)

Since P (1, Q(

1

2

, 1, 1), 1) is in normal form, we conclude that Peirce
law is neither a tautology nor a contradiction in G

3

.
We end this section by remarking that the logical terms that

appear during the reduction are not necessarily the translation of
a logical formula. Henceforth, this process of calculus cannot be
simulated within the logic under consideration.

6. Factor Circuits and Applications to Hardware
Design

Classical propositional logic is used as a technical tool for the
analysis and the synthesis of electrical circuits built up from switches
with two stable states: the voltage levels. Analogously, p-valued
logics correspond to circuits built from similar switches with p stable
states, each representing a different truth value. This whole field of
application of logic is called many-valued (or fuzzy) switching.

We refer the reader to [9] for a good introduction on this subject.
Our algebraic approach to multi-valued logics suggests a new

notion of circuit, based on components that we call “decomposition
gates” and behave as decomposition operators of an algebra A
belonging to a factor variety V

⌫̂

. In this section we consider A fixed.
We start by presenting the p-valued propositional case, then we

instantiate it to propositional classical logic and compare it with the
usual boolean circuits, finally we discuss the most general case.

A propositional decomposition gate (D-gate, for short) has:

- p input ports i
1

, . . . , i
p

(one for each truth value);
- a switch s, called the selector switch;
- an output port o.

The graphical representation of a D-gate is the following:
P

s

i

1

i

p

o

The selector switch has a particular status since it specifies which
decomposition operator f

P

is implemented by the gate. For instance,
when A is a factor algebra then f

P

is a projection ⇡p

k

(that is a trivial
decomposition operator) and the selector switch transforms the D-
gate into a multiplexer selecting its k-th input (thus o := i

k

).
D-gates can be composed using wires by connecting the output

port o of a D-gate with one (or more) input port(s) i
k

of other
D-gates. Therefore the wires transport the values of the algebraic
variables ⇠

1

, . . . , ⇠
p

, in other words elements of A.
The circuit obtained by composing several D-gates is called

factor circuit. Since each D-gate implements a decomposition
operator of the algebra A and by (F3) decomposition operators of
A commute, by [17, Ex. 4.38.15 p. 167] a factor circuit represents
itself a decomposition operator on A.

Every logical term u can be easily represented as a factor circuit
by following its syntactic tree and drawing a D-gate with selector
switch P

i

for each function symbol f
Pi . A formula � is then

transformed into the factor circuit corresponding to the term �⇤.
D-gates for propositional classical logic C are shown in Fig-

ure 1(a): to simplify the picture, we omit the selector switch and
directly label the gate with the propositional variable P

i

, where i
represents the priority of P (as in Section 5). A quick comparison
between the usual boolean circuits and factor circuits shows the
novelty of this approach (cf. Figure 1(b)).

In the boolean circuits, each logical gate implements a logical
connective o 2 ⌧ of arity n, so it has n input ports i

1

, . . . , i
n

,
and its output is obtained by applying such a connective to the
inputs: o(i

1

, . . . , i
n

). The logical gates are connected with each
others through wires that transport truth values. The remaining input
wires are connected with propositional variables that can be seen
as switches allowing to choose their truth values. The circuit as a
whole corresponds to a boolean expression and can be simplified ac-
cordingly. Popular techniques are based, for instance, on Karnaugh
maps and the result is a circuit in sum-of-products form.

On the contrary, in factor circuits there is a unique kind of gate,
the D-gate, whose behavior depend on its selector switch. Every D-
gate implements a decomposition operator f

Pi , possesses two input
ports because there are two truth values, and its output is f

Pi(i1, i2).
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D-gates are connected through wires transporting elements of
the ⌫̂-algebra A. The remaining input wires are connected with
switches representing algebraic variables ⇠

i

. Globally, a factor
circuit represents a decomposition operator built up from basic
decomposition operators (namely, those in ⌫̂). Factor circuits can be
simplified by calculating their normal form using the term rewriting
system defined in Section 5 (see Figure 1(c)). Note that a factor
circuit in normal form has a particular shape (see Figure 1(d)): it is
a binary tree such that all the D-gates P

i1 , . . . , Pik encountered in
a root-to-leaf path have strictly increasing priority.

An interesting feature of factor circuits is that it is possible to
exclude a sub-circuit by exploiting the algebraic properties of its
components. Consider, for instance, the circuit in Figure 1(d) and
suppose that we want to give ⇠f as first input of P

2

(rather than the
result of P

3

(P
4

(x, y), P
4

(w, z))). Then it is enough to connect the
variable ⇠f to all input ports of the gates labelled with P

4

and the
dashed subgraph trivializes thanks to axiom (D1).

The D-gates for quantified matrix logics are a straightforward
generalization of the propositional ones. Since an arbitrary D-gate
represents a decomposition operator of shape f

R

2 ⌫̂
n+p

, it has n
additional input parameters corresponding to the arguments of the
relation R(x

1

, . . . , x
n

), that can be drawn as follows:

R
s

x
1

, . . . , x
n

i

1

, . . . , i
p

{

o

When composing arbitrary D-gates with each other, the new ar-
guments do not play any role. In other words, it is forbidden to
connect the output o with an input x

k

. In a factor circuit the wires
corresponding to x

1

, . . . , x
n

will remain as pending input lines.

7. Symbolic Computation
Much work in computer science has been focused on reducing first-
order logic to equational logic and term rewriting systems. In Tarski-
Givant [25] one has a reduction of first-order Zermelo-Fraenkel
set theory to traditional equational logic by using a sophisticated
encoding into the equational logic of relation algebras. Burris-
McKenzie’s reduction of first-order logic with equality to equational
logic through discriminator varieties uses a technique which is
described in [5]. The new technique of reduction introduced in this
section is based on factor varieties and can be applied to first-order
logic with or without equality.

Let ⌫ be a relational type and let T [ {�} be a finite set of
first-order ⌫-sentences. One of the fundamental achievements of
Gödel was to show that the semantic notion T |= � can be captured
by a syntactic notion T ` �. The usual procedure to avoid the
manipulation of quantifiers consists in observing that T |= � holds
iff T [ {¬�} is not satisfiable iff the set of sentences in T [ {¬�}

Skolemized is not satisfiable. This reduces the syntactic level to
universally quantified sentences. Such sentences are easily expressed
as conjunctions of clauses (i.e., universally quantified disjunctions
of atomic and/or negated atomic formulas), so we have T |= �

iff a suitable set of clauses is not satisfiable. Robinson’s resolution
rule [21] is complete for unsatisfiable sets of clauses, provided that
the equality is not present in the language. In presence of equality,
other rules must be introduced like paramodulation [18].

Burris and McKenzie replaces all atomic subformulas of the
form R(t

1

, . . . , t
n

) in the universally quantified sentences obtained
after Skolemization, by f

R

(t
1

, . . . , t
n

) = t
1

, where f
R

is a new
function symbol corresponding to R (This approach to encoding
relations as functions can be found in [1, p. 98]). The switching
function of a suitable discriminator variety is used to remove the
logical connectives and to derive a set of equations axiomatizing
a new discriminator variety, which can be used to analyze T |= �

when we are working with a first-order language with equality.

gate AND

P
Q

P ^Q P

D-gate

⇠f
⇠t P

Q

factor circuit
⇠f

⇠t

(a) A logic gate AND, a decomposition gate P and a factor circuit implement-
ing the classical logic formula P ^Q.

logic gate AND D-gate
operation connective ^ decomposition operator f

P

meaning static (AND) dynamic (depends on P )
no. inputs arity of ^ |V |

input values prop. variables P,Q algebraic variables ⇠f , ⇠t
signals carried truth values elements of
by the wires the algebra A

output P ^Q f
P

(⇠f , ⇠t)

(b) Comparison between a logic gate AND and a D-gate.

F1⇢

Rewriting Rules

P
i

x x

F

`
2⇢P

i

x

y
P
iz

P
i

x

z

F

r
2�

P
i

P
i

x
y

z

F

`
3⇢

i>j

P
j

x

y
P
iz

P
i

P
i

P
j

x

y

z

P
j

P
i

x
y

z

F

r
3⇢

i>j

P
i

P
i

P
j

x
y

z

F3⇢
i>j

P
j

P
j

P
i

x
y
w
z

P
i

P
i

P
j

x
y
w
z

(c) Rewriting System for Factor Circuits.

A Factor Circuit in Normal Form

P
1

P
2

P
3

P
3

P
5

P
5

P
4

P
4

P
8

P
7

P
6

⇠f

⇠t
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Figure 1. Factor circuits and decomposition gates.
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7.1 Reduction to Equations through Factor Varieties
Let T = { 

1

, . . . , 
n

} be a set of first-order sentences in classical
logic and � be a sentence. Our goal is to reduce the semantical
problem of checking whether T |= � holds to an equational problem
in factor varieties. This will be achieved by executing the following
reduction procedure, and then applying Theorem 3 below.

Reduction procedure. Consider the set ⌃ = { 

1

, . . . , 
n

,¬�}.

1. Convert all sentences in ⌃ into prenex normal form.
2. Compute the set ⌃�

= { 

�

1

, . . . , �

n

, (¬�)�} by Skolemizing
the sentences obtained in Step 1. As it is customary, we omit the
universal quantifiers in the Skolemized sentences.

3. Add to the relational type ⌫ the new function symbols introduced
by the Skolemization to obtain the new relational type µ.

4. Consider the µ̂-factor variety V

⌃

axiomatized by:
(i) the axioms (F1)-(F3);

(ii) ( 

�

1

)

⇤
= ⇠t, . . . , ( 

�

n

)

⇤
= ⇠t and ((¬�)

�

)

⇤
= ⇠t;

(iii) fE(x, x, ⇠f , ⇠t) = ⇠t and fE(x, y, x, y) = x only if the
equality symbol E is present in the language.

Let us denote by Ax(V

⌃

) the set of these axioms.

We denote by `

eq

the deducibility in the equational calculus. We
have the following completeness theorem.

Theorem 3 (Completeness Theorem). Let �, 
1

, . . . , 
n

be first-
order sentences in classical logic. Then we have  

1

, . . . , 
n

|= �

if and only if Ax(V

⌃

) `

eq

8xy(x = y) and the propositional
formula ( 

1

^ · · · ^ 

n

! �)

p is a tautology.

Proof. ()) The factor variety V

⌃

is generated by the class (V
⌃

)

fa

of factor algebras. From the hypothesis it follows that (V

⌃

)

fa

is constituted by the trivial factor algebra. By Lemma 1 and by
hypothesis we conclude that ( 

1

^ · · · ^ 

n

! �)

p is a tautology.
(() If  

1

, . . . , 
n

6|= � then there exist a ⌫-structure S and
a µ-structure W such that S |= ⌃, |S| = |W | and W |= ⌃

� . If
|W | > 1, then by Theorem 1 we have Fa(W) |= ( 

�

)

⇤
= ⇠t for

every  2 ⌃, so that Fa(W) 2 V

⌃

and V

⌃

6|= 8xy(x = y). If
|W | = 1, then by Lemma 1 and the hypothesis on W the formula
( 

1

^ · · · ^ 

n

! �)

p is not a tautology.

The following examples are described in [5, pp. 198-199]. The
reader can compare the simplicity of our method with respect to
Burris’s and McKenzie’s reduction procedure.

Example 9. Let T be empty and� = 8x(R(x)_¬R(x)). Then ¬�
is logically equivalent to 9x(¬R(x) ^R(x)). After Skolemization
we obtain the formula ¬R(c)^R(c). We consider the factor variety
axiomatized by the identity f

R

(c, ⇠f , fR(c, ⇠t, ⇠f)) = ⇠t, that implies
⇠f = ⇠t. Then by Theorem 3 it follows that ; |= �.

Example 10. Let T be the theory axiomatized by:

a 6= b,
8x(x = a _ x = b), 8xyz(R(x, y) ^R(x, z) ! y = z),
8x9yR(x, y), 8xyz(R(x, z) ^R(y, z) ! x = y).

Let � = 8y9xR(x, y) and ⌃ = T [ {¬�}.
After Skolemization of ⌃ we get the following ⌃�:

a 6= b, x = a _ x = b, R(x, y) ^R(x, z) ! y = z,
R(x, g(x)), ¬R(x, c), R(x, z) ^R(y, z) ! x = y.

The factor variety V

⌃

is axiomatized by:

fE(x, x, ⇠f , ⇠t) = ⇠t, fE(x, y, x, y) = x,
fE(a, b, ⇠t, ⇠f) = ⇠t, fE(x, b, fE(x, a, ⇠f , ⇠t), ⇠t) = ⇠t,
f
R

(x, z, ⇠f , fR(x, y, ⇠f , y)) = f
R

(x, z, ⇠f , fR(x, y, ⇠f , z)),
f
R

(x, z, ⇠f , fR(y, z, ⇠f , x)) = f
R

(x, z, ⇠f , fR(y, z, ⇠f , y)),

f
R

(x, g(x), ⇠f , ⇠t) = ⇠t, f
R

(x, c, ⇠t, ⇠f) = ⇠t.

Since T has no singleton models, by Theorem 3 we have that T |= �

iff we can equationally prove Ax(V

⌃

) `

eq

a = b.
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cae, 25:503–526, 1935.

[25] A. Tarski and S. Givant. A formalization of set theory without variables.
AMS Colloquium Publications, 41, 1987.

[26] D. Vaggione. Equational characterization of the quaternary discrimina-
tor. Algebra Universalis, 43(1):99–100, 2000.

[27] H. Werner. Discriminator Algebras. Studien zur Algebra und ihre
Anwendungen, Band 6, Akademie-Verlag, Berlin, 1978.

748



Proving Differential Privacy via Probabilistic Couplings

Gilles Barthe? Marco Gaboardi‡ Benjamin Grégoire$ Justin Hsu# Pierre-Yves Strub?
? IMDEA Software ‡ University at Buffalo, SUNY $ Inria # University of Pennsylvania

Abstract

Over the last decade, differential privacy has achieved widespread
adoption within the privacy community. Moreover, it has attracted
significant attention from the verification community, resulting in
several successful tools for formally proving differential privacy.
Although their technical approaches vary greatly, all existing tools
rely on reasoning principles derived from the composition theorem
of differential privacy. While this suffices to verify most common
private algorithms, there are several important algorithms whose
privacy analysis does not rely solely on the composition theorem.
Their proofs are significantly more complex, and are currently
beyond the reach of verification tools.

In this paper, we develop compositional methods for formally
verifying differential privacy for algorithms whose analysis goes
beyond the composition theorem. Our methods are based on deep
connections between differential privacy and probabilistic couplings,
an established mathematical tool for reasoning about stochastic
processes. Even when the composition theorem is not helpful, we
can often prove privacy by a coupling argument.

We demonstrate our methods on two algorithms: the Exponential
mechanism and the Above Threshold algorithm, the critical com-
ponent of the famous Sparse Vector algorithm. We verify these
examples in a relational program logic apRHL+, which can con-
struct approximate couplings. This logic extends the existing apRHL
logic with more general rules for the Laplace mechanism and the
one-sided Laplace mechanism, and new structural rules enabling
pointwise reasoning about privacy; all the rules are inspired by the
connection with coupling. While our paper is presented from a for-
mal verification perspective, we believe that its main insight is of
independent interest for the differential privacy community.

Categories and Subject Descriptors F.3.1 [Specifying and Verify-
ing and Reasoning about Programs]

General Terms Differential privacy, probabilistic couplings

1. Introduction

Differential privacy is a rigorous definition of statistical privacy pro-
posed by Dwork, McSherry, Nissim and Smith (Dwork et al. 2006b),
and considered to be the gold standard for privacy-preserving com-
putations. Most differentially private computations are built from
two fundamental tools: private primitives and composition theorems

Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted without fee
provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and
the full citation on the first page. Copyrights for components of this work owned by others than ACM must be honored.
Abstracting with credit is permitted. To copy otherwise, to republish, to post on servers, or to redistribute to lists, contact
the Owner/Author(s). Request permissions from permissions@acm.org or Publications Dept., ACM, Inc., fax +1 (212)
869-0481.

LICS ’16 July 5–8, 2016, New York, New York, USA
Copyright c� 2016 held by owner/author(s). Publication rights licensed to ACM.
ACM 978-1-4503-4391-6/16/07. . . $15.00
DOI: http://dx.doi.org/10.1145/2933575.2934554

(see § 2). However, there are several important examples whose
privacy proofs go beyond these tools, for instance:

• The Above Threshold algorithm, which takes a list of numerical
queries as input and outputs the first query whose answer
is above a certain threshold. Above Threshold is the critical
component of the Sparse Vector technique. (See, e.g., Dwork
and Roth (2014).)

• The Report-noisy-max algorithm, which takes a list of numerical
queries as input and privately selects the query with the highest
answer. (See, e.g., Dwork and Roth (2014).)

• The Exponential mechanism (McSherry and Talwar 2007),
which privately returns the element of a (possibly non-numeric)
range with the highest score; this algorithm can be implemented
as a variant of the Report-noisy-max algorithm with a different
noise distribution.

Unfortunately, existing pen-and-paper proofs of these algorithms
use ad hoc manipulations of probabilities, and as a consequence are
difficult to understand and error-prone.

This raises a natural question: can we develop compositional
proof methods for verifying differential privacy of these algorithms,
even though their proofs appear non-compositional? Surprisingly,
the answer is yes. Our method builds on two key insights.

1. A connection between probabilistic liftings and probabilistic
couplings (Barthe et al. 2015a).

2. A connection between differential privacy and approximate lift-
ings (Barthe et al. 2013; Barthe and Olmedo 2013), a gener-
alization of probabilistic liftings used in probabilistic process
algebra (Jonsson et al. 2001).

Probabilistic liftings and couplings

Relation lifting is a well-studied construction in mathematics and
computer science. Abstractly, relation lifting transforms relations
R ✓ A⇥ B into relations R] ✓ TA⇥ TB, where T is a functor
over sets (Barr 1970). Relation lifting satisfies a type of composition,
so it is a natural foundation for compositional proof methods.

Relation lifting has historically been an important tool for
analyzing of probabilistic systems. For example, probabilistic lifting
specializes the notion of relation lifting for the probability monad,
and appears in standard definitions of probabilistic bisimulation.
Over the last 25 years, researchers have developed a wide variety of
tools for reasoning about probabilistic liftings, explored applications
in numerous areas including security and biology, and uncovered
deep connections with the Kantorovich metric and the theory of
optimal transport (for a survey, see Deng and Du (2011)).

While research has traditionally considers probabilistic lift-
ings for partial equivalence relations, recent works investigate lift-
ings for more general relations. Applications include formalizing
reduction-based cryptographic proofs (Barthe et al. 2009) and mod-
eling stochastic dominance and convergence of probabilistic pro-
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cesses (Barthe et al. 2015a). Seeking to explain the power of liftings,
Barthe et al. (2015a) establish a tight connection between probabilis-
tic liftings and probabilistic couplings, a basic tool in probability
theory (Lindvall 2002; Thorisson 2000). Roughly, a probabilistic
coupling places two distributions in the same probabilistic space by
exhibiting a suitable witness distribution over pairs. Not only does
this observation open new uses for probabilistic liftings, it offers an
opportunity to revisit existing applications from a fresh perspective.

Differential privacy via approximate probabilistic liftings

Relational program logics (Barthe et al. 2013; Barthe and Olmedo
2013) and relational refinement type systems (Barthe et al. 2015c)
are currently the most flexible techniques for reasoning formally
about differentially private computations. Their expressive power
stems from approximate probabilistic liftings, a generalization
of probabilistic liftings involving a metric on distributions. In
particular, differential privacy is a consequence of a particular form
of approximate lifting.

These approaches have successfully verified differential privacy
for many algorithms. However, they are unsuccessful when privacy
does not follow from standard tools and composition properties. In
fact, the present authors had long believed that the verification of
such examples was beyond the capabilities of lifting-based methods.

Contributions

In this paper, we propose the first formal analysis of differentially
private algorithms whose proof does not exclusively rely on the basic
tools of differential privacy. We make three broad contributions.

New proof principles for approximate liftings We take inspira-
tion from the connection between liftings and coupling to develop
new proof principles for approximate liftings.

First, we introduce a principle for decomposing proofs of differ-
ential privacy pointwise, supporting a common pattern of proving
privacy separately for each possible output value. This principle is
used in pen-and-paper proofs, but is new to formal approaches.

Second, we provide new proof principles for the Laplace mech-
anism. Informally speaking, existing proof principles capture the
intuition that different inputs can be made to look equal by the
Laplace mechanism in exchange for paying some privacy cost. Our
first new proof principle for the Laplace mechanism is dual, and
captures the idea that equal inputs can be made to look arbitrarily dif-
ferent by the Laplace mechanism, provided that one pays sufficient
privacy. Our second new proof principle for the Laplace mechanism
states that if we add the same noise in two runs of the Laplace mech-
anism, the distance between the two values is preserved and there is
no privacy cost. As far as we know, these proof principles are new
to the differential privacy literature. They are the key ingredients to
proving examples such as Sparse Vector using compositional proof
methods.

We also propose approximate probabilistic liftings for the one-
sided Laplace mechanism, which can be used to implement the
Exponential mechanism. The one-sided Laplace mechanism nicely
illustrates the benefits of our approach: although it is not differen-
tially private, its properties can be formally captured by approximate
probabilistic liftings. These properties can be combined to show pri-
vacy for a larger program.

An extended probabilistic relational program logic To demon-
strate our techniques, we work with the relational program logic
apRHL (Barthe et al. 2013). Conceived as a probabilistic variant
of Benton’s relational Hoare logic (Benton 2004), apRHL has been
used to verify differential privacy for examples using the standard
composition theorems. Most importantly, the semantics of apRHL
uses approximate liftings. We introduce new proof rules representing
our new proof principles, and call the resulting logic apRHL+.

New privacy proofs While the extensions amount to just a handful
of rules, they significantly increase the power of apRHL: We provide
the first formal verification of two algorithms whose privacy proofs
use tools beyond the composition theorems.

• The Exponential mechanism. The standard private algorithm
when the output is non-numeric, this construction is typically
taken as a primitive in systems verifying privacy. In contrast, we
prove its privacy within our logic.

• The Sparse Vector algorithm. Perhaps the most famous example
not covered by existing techniques, the proof of this mechanism
is quite involved; some of its variants are not provably private.
We also prove the privacy of its core subroutine in our logic.

The proofs are based on coupling ideas, which avoid reasoning about
probabilities explicitly. As a consequence, proofs are clean, concise,
and, we believe, appealing to researchers from both the differential
privacy and the formal verification communities.

We have formalized the proofs of these algorithms in an experi-
mental branch of the EasyCrypt proof assistant supporting approxi-
mate probabilistic liftings.

2. Differential privacy

In this section, we review the basic tools of differential privacy, and
we present the algorithm Above Threshold, which forms the main
subroutine of the Sparse Vector algorithm.

2.1 Basics

The basic definition of differential privacy is due to Dwork et al.
(2006b).

Definition 1 (Differential privacy). A probabilistic computation
M : A ! Distr(B) satisfies (✏, �)-differential privacy w.r.t. an
adjacency relation � ✓ A⇥A if for every pair of inputs a, a0 2 A

such that a � a

0 and every subset of outputs E ✓ B, we have

Pr

y Ma

[y 2 E]  exp(✏) Pr

y Ma

0
[y 2 E] + �.

When � = 0, we say that M is ✏-differentially private.

Intuitively, the probabilistic condition ensures that any two inputs
satisfying the adjacency relation � result in similar distributions
over outputs. The relation � models which pairs of databases should
be protected, i.e., what data should be nearly indistinguishable.
While it may not be obvious from the definition, differential privacy
has a number of features that allow simple construction of private
algorithms with straightforward proofs of privacy. Specifically, the
vast majority of differential privacy proofs use two basic tools:
private primitives and composition theorems.

Private primitives These components form the building blocks of
private algorithms. The most basic example is the Laplace mech-
anism, which achieves differential privacy for numerical computa-
tions by adding probabilistic noise to the output. We will work with
the discrete version of this mechanism throughout the paper.

Definition 2 (Laplace mechanism (Dwork et al. 2006b)). Let ✏ > 0.
The (discrete) Laplace mechanism L

✏

: Z ! SDistr(Z) is defined
by L

✏

(t) = t + ⌫, where ⌫ 2 Z is drawn from the Laplace
distribution Laplace(1/✏), i.e. with probabilities proportional to

Pr[⌫] / exp (�✏ · |⌫|).

The level of privacy depends on the sensitivity of the query.

Definition 3 (Sensitivity). Let k 2 N. A function F : A ! Z is
k-sensitive with respect to � ✓ A⇥A if |F (a1)�F (a2)|  k for
every a1, a2 2 A such that a1 � a2.
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i 1; r  |Q|+ 1;

T

$ L
✏/2(t);

while i < |Q| do
S

$ L
✏/4(evalQ(Q[i], d));

if (T  S ^ r = |Q|+ 1) then r  i;

i i+ 1;

return r

Figure 1. The Above Threshold algorithm

The following theorem shows that k-sensitive functions can be
made differentially private through the Laplace mechanism (Dwork
et al. 2006b).

Theorem 1. Assume that F : A! Z is k-sensitive with respect to
�. Let M : A! Distr(Z) be the probabilistic function that maps
a to L

✏

(F (a)). Then M is k · ✏-differentially private with respect
to �.

Another private primitive is the Exponential mechanism, which
is the tool of choice when the desired output is non-numeric. While
this mechanism is often taken as a primitive construct, we will see
in § 5 how to verify its privacy.

Composition theorems These tools prove the privacy of a combi-
nation of private components, significantly simplifying the privacy
analysis. The most commonly instance, by far, is the powerful se-
quential composition theorem.

Theorem 2 (Sequential composition (Dwork et al. 2006a)). Let
M : D ! Distr(R) be an (✏, �)-private computation, and let
M

0
: D ! R! Distr(R0

) be an (✏

0
, �

0
)-private computation in

the first argument for any fixed value of the second argument. Then,
the function

d 7! bind M(d) M

0
(d)

is (✏+ ✏

0
, � + �

0
)-private.

One specific form of composition is post-processing. Informally,
the post-processing theorem states that the output of a differentially
private computation can be transformed while remaining private,
so long as the transformation does not depend on the private
data directly; such a transformation can be thought of as (0, 0)-
differentially private.

2.2 Above Threshold

While most private algorithms can be analyzed using composition
theorems and proofs of private primitives, some algorithms require
more intricate proofs. To give an example, we consider the Above
Threshold algorithm, which is the core of the Sparse Vector tech-
nique.1 The Sparse Vector algorithm takes as input a database d,
a list of numerical queries Q, a threshold t, and a natural number
k, and privately selects the first k queries from Q whose output
on d are approximately above the threshold. The Above Threshold
algorithm corresponds to the case k = 1.

The code of the algorithm is given in Figure 1. In words, AboveT
computes a noisy version T of the threshold t, computes for every
query q in the list Q a noisy version S of q(d), and returns the index
of the first query q such that T  S or a default value if there is
no such query. It is easy to see that (✏, 0)-differential privacy of
AboveT directly implies (k · ✏, 0)-differential privacy of Sparse
Vector, since we can simply run AboveT k times in sequence and
apply the sequential composition theorem.

1 As this algorithm was not formally proposed in a canonical work, there
exist different variants of the algorithm. Some variants take as input a stream
rather than a list of queries, and/or output the result of a noisy query, rather
than its index; see the final remark in § 6 for further discussion.

If we try applying the sequential composition theorem (with
the privacy of the Laplace mechanism) to AboveT we can show
(|Q| · ✏, 0)-differential privacy when all queries in Q are 1-sensitive,
where |Q| denotes the length of the list Q. However, a sophisticated
analysis gives a more precise privacy guarantee.

Theorem 3 (see, e.g., Dwork and Roth (2014)). Assuming all
queries in Q are 1-sensitive, AboveT is (✏, 0)-differentially private.

In other words, AboveT is provably ✏-differentially private,
independent of the number of queries. This is a remarkable feature
of the Above Threshold algorithm.

3. Generalized probabilistic liftings

To verify advanced algorithms like AboveT, we will leverage
the power of approximate probabilistic liftings. In a nuthsell, our
proofs will replace the sequential composition theorem of differen-
tial privacy—which we’ve seen is not enough to verify our target
examples—with the more general composition principle of liftings.
This section reviews existing notions of (approximate) probabilis-
tic liftings and introduces proof principles for establishing their
existence. Most of these proof principles are new, including those
for equality (Proposition 2), differential privacy (Proposition 6),
the Laplace mechanism (Propositions 8 and 9), and the one-sided
Laplace mechanism (Propositions 10 and 11).

To avoid measure-theoretic issues, we base our technical de-
velopment on sub-distributions over discrete sets (discrete sub-
distributions). For simplicity, we will work with distributions over
the integers when considering distributions over numeric values.

We start by reviewing the standard definition of sub-distributions.
Let B be a countable set. A function µ : B ! R�0 is
• a sub-distribution over B if

P
b2supp(µ) µ(b)  1; and

• a distribution over B if
P

b2supp(µ) µ(b) = 1.

As usual, the support supp(µ) is the subset of B with non-zero
weight under µ. Let Distr(B) and SDistr(B) denote the sets
of discrete sub-distributions and distributions respectively over
B. Equality of distributions is defined as pointwise equality of
functions.

Probabilistic liftings and couplings are defined in terms of a
distribution over products, and its marginal distributions. Formally,
the first and second marginals of a sub-distribution µ 2 Distr(B1⇥
B2) are simply the projections: the sub-distributions ⇡1(µ) 2
Distr(B1) and ⇡2(µ) 2 Distr(B2) given by

⇡1(µ)(b1) =

X

b22B2

µ(b1, b2) ⇡2(µ)(b2) =

X

b12B1

µ(b1, b2).

3.1 Probabilistic couplings and liftings

Probabilistic couplings and liftings are standard tools in probability
theory, and semantics and verification, respectively. We present their
definitions to highlight their similarities before discussing some
useful consequences.

Definition 4 (Coupling). There is a coupling between two sub-
distributions µ1 2 Distr(B1) and µ2 2 Distr(B2) if there exists
a sub-distribution (called the witness) µ 2 Distr(B1 ⇥ B2) s.t.
⇡1(µ) = µ1 and ⇡2(µ) = µ2.

Probabilistic liftings are a special class of couplings.

Definition 5 (Lifting). Two sub-distributions µ1 2 Distr(B1)

and µ2 2 Distr(B2) are related by the (probabilistic) lifting
of  ✓ B1 ⇥ B2, written µ1 

]

µ2, if there exists a coupling
µ 2 Distr(B1 ⇥B2) of µ1 and µ2 such that supp(µ) ✓  .

Probabilistic liftings have many useful consequences. For exam-
ple, µ1 =

]

µ2 holds exactly when the sub-distributions µ1 and µ2
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are equal. Less trivially, liftings can bound the probability of one
event by the probability of another event. This observation is useful
for formalizing reduction-based cryptographic proofs.

Proposition 1 (Barthe et al. (2009)). Let E1 ✓ B1, E2 ✓ B2,
µ1 2 Distr(B1) and µ2 2 Distr(B2). Define

 = {(x1, x2) 2 B1 ⇥B2 | x1 2 E1 ) x2 2 E2}.

If µ1 
]

µ2, then

Pr

x1 µ1
[x1 2 E1]  Pr

x2 µ2
[x2 2 E2].

One key observation for our approach is that this result can also
be used to prove equality between distributions in a pointwise style.

Proposition 2 (Equality by pointwise lifting).
• Let µ1, µ2 2 SDistr(B). For every b 2 B, define

 

b

= {(x1, x2) 2 B ⇥B | x1 = b ) x2 = b}.

If µ1  
]

b

µ2 for all b 2 B, then µ1 = µ2.
• Let µ1, µ2 2 Distr(B). For every b 2 B, define

 

b

= {(x1, x2) 2 B ⇥B | x1 = b , x2 = b}.

If µ1  
]

b

µ2 for all b 2 B, then µ1 = µ2.

Proof. We prove the first item; the second item follows similarly.
First, a simple observation: two distributions µ1 and µ2 are

equal iff µ1(b)  µ2(b) for every b 2 B. Indeed, suppose that
µ1(

¯

b) 6= µ2(
¯

b) for some ¯b 2 B. Then, µ1(
¯

b) < µ2(
¯

b), so
X

b2B

µ1(b) <

X

b2B

µ2(b),

contradicting the fact that µ1 and µ2 are distributions:
X

b2B

µ1(b) =

X

b2B

µ2(b) = 1.

Thus, in order to show µ1 = µ2, it is sufficient to prove
Pr

x µ1 [x = b]  Pr

x µ2 [x = b] for every b 2 B. These in-
equalities follow from Proposition 1.

3.2 Approximate liftings

It has previously been shown that differential privacy follows
from an approximate version of liftings (Barthe et al. 2013). Our
presentation follows subsequent refinements by Barthe and Olmedo
(2013). We start by defining a notion of distance between sub-
distributions.

Definition 6 (Barthe et al. (2013)). Let ✏ � 0. The ✏-DP divergence
�

✏

(µ1, µ2) between two sub-distributions µ1 2 Distr(B) and
µ2 2 Distr(B) is defined as

sup

E✓B

✓
Pr

x µ1
[x 2 E]� exp(✏) Pr

x µ2
[x 2 E]

◆

The following proposition relates ✏-DP divergence with (✏, �)-
differential privacy.

Proposition 3 (Barthe et al. (2013)). A probabilistic computation
M : A ! Distr(B) is (✏, �)-differentially private w.r.t. an
adjacency relation � iff

�

✏

(M(a),M(a

0
))  �

for every two adjacent inputs a and a

0 (i.e. such that a � a

0).

We can use DP-divergence to define an approximate version of
probabilistic lifting, called (✏, �)-lifting. We adopt the definition
by Barthe and Olmedo (2013), which extends to a general class of
distances called f -divergences.

Definition 7 ((✏, �)-lifting). Two sub-distributions µ1 2 Distr(B1)

and µ2 2 Distr(B2) are related by the (✏, �)-lifting of  ✓
B1 ⇥ B2, written µ1 

](✏,�)
µ2, if there exist two witness sub-

distributions µ
L

2 Distr(B1 ⇥B2) and µ

R

2 Distr(B1 ⇥B2)

such that

1. ⇡1(µL

) = µ1 and ⇡2(µR

) = µ2;
2. supp(µ

L

) ✓  and supp(µ

R

) ✓  ; and
3. �

✏

(µ

L

, µ

R

)  �.

It is relatively easy to see that two sub-distributions µ1 and µ2

are related by =

](✏,�) iff�
✏

(µ1, µ2)  �. Therefore, a probabilistic
computation M : A ! Distr(B) is (✏, �)-differentially private
w.r.t. an adjacency relation � iff

M(a) =

](✏,�)
M(a

0
)

for every two adjacent inputs a and a

0 (i.e. such that a � a

0).
This fact forms the basis of previous lifting-based approaches for
differential privacy (Barthe et al. 2013; Barthe and Olmedo 2013;
Barthe et al. 2015c, 2014).

A useful preliminary fact is that approximate liftings generalize
probabilistic liftings (which we will sometimes call exact liftings).

Proposition 4. Suppose we are given distributions µ1 2 SDistr(B1)

and µ2 2 SDistr(B2) and a relation  ✓ B1 ⇥ B2. Then,
µ1 

]

µ2 if and only if µ1 
](0,0)

µ2.

Proof. The forward direction is easy: simply define µ

L

= µ

R

to be
the witness of the exact lift. The reverse direction follows from
the observations that the witnesses µ

L

and µ

R

are necessarily
distributions, and that �0 is the total variation distance (a.k.a.
statistical distance) on distributions, in particular�0(µL

, µ

R

) = 0

iff µ
L

= µ

R

. To see this last point,�0(µL

, µ

R

) = 0 entails

µ

L

(b1, b2)  µ

R

(b1, b2)

for every (b1, b2) 2 B1 ⇥B2. So µ

L

= µ

R

by Proposition 2.

The previous results for exact liftings generalize smoothly to
approximate liftings. First, we can generalize Proposition 1.

Proposition 5 (Barthe and Olmedo (2013)). Let E1 ✓ B1, E2 ✓
B2, µ1 2 Distr(B1) and µ2 2 Distr(B2). Let

 = {(x1, x2) 2 B1 ⇥B2 | x1 2 E1 ) x2 2 E2}.

If µ1 
](✏,�)

µ2, then

Pr

x1 µ1
[x1 2 E1]  exp(✏) Pr

x2 µ2
[x2 2 E2] + �.

We can use this proposition to generalize Proposition 2, which
provides a way to prove that two distributions µ1 and µ2 are equal—
equivalently, µ1 =

]

µ2. Generalizing this lifting from exact to
approximate yields the following pointwise characterization of
differential privacy, a staple technique of pen-and-paper proofs.

Proposition 6 (Differential privacy from pointwise lifting). A prob-
abilistic computation M : A ! Distr(B) is (✏, �)-differentially
private w.r.t. an adjacency relation� iff there exists (�

b

)

b2B 2 R�0

such that
P

b2B �

b

 �, and M(a) 

](✏,�b)
b

M(a

0
) for every b 2 B

and every two adjacent inputs a and a

0, where

 

b

= {(x1, x2) 2 B ⇥B | x1 = b ) x2 = b}.

Proof. First note that �
✏

(µ1, µ2)  � iff there exists (�

b

)

b2B 2
R�0 s.t. µ1(b)  exp(✏)µ2(b) + �

b

for every b 2 B, andP
b2B �

b

 �. So, it is sufficient to show that for every b 2 B

and every two adjacent inputs a and a

0, we have

Pr

x M(a)
[x = b]  exp(✏) Pr

x M(a0)
[x = b] + �

b

with
P

b2B �

b

 �. This follows from Proposition 5.
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3.3 Probabilistic liftings for the Laplace mechanism

So far, we have seen general properties about approximate liftings
and differential privacy. Now, we turn to more specific liftings
relevant to typical distributions in differential privacy. In terms
of approximate liftings, we can state the privacy of the Laplace
mechanism (Theorem 1)in the following form.

Proposition 7. Let v1, v2 2 Z and k 2 N s.t. |v1 � v2|  k. Then
L

✏

(v1) =

](k·✏,0) L
✏

(v2).

Proposition 7 is sufficiently general to capture most examples
from the literature, but not for the examples of this paper; informally,
applying Proposition 7 only allows us to prove privacy using the
standard composition theorems. To see how we might generalize the
principle, note that privacy from pointwise liftings (Proposition 6)
involves liftings of an asymmetric relation, rather than equality. This
suggests that it could be profitable to consider asymmetric liftings.
Indeed, we propose the following generalization of Proposition 7.

Proposition 8. Let v1, v2, k 2 Z. Then

L
✏

(v1)  
](|k+v1�v2|·✏,0) L

✏

(v2),

where
 = {(x1, x2) 2 Z⇥ Z | x1 + k = x2}.

Proof. It suffices to prove µ1  
](|k+v1�v2|·✏,0)

µ2, where µ1 is the
distribution of v1+⌘1+k and µ2 is the distribution of v2+⌘2, with
⌘1, ⌘2 draws from the discrete Laplace distribution Laplace(1/✏).
By the definition of the Laplace mechanism, µ1 = L

✏

(v1 + k) and
µ2 = L

✏

(v2). Now, we can conclude by Proposition 7.

Proposition 8 has several useful consequences. For instance,
when |v1 � v2|  k we have L

✏

(v1)  
](2k·✏,0) L

✏

(v2) with

 = {(x1, x2) 2 Z⇥ Z | x1 + k = x2}, (1)

following from Proposition 8 and the triangle inequality

|v1 � v2|  k ) |k + (v1 � v2)|  k + k = 2k.

Informally, this instance of Proposition 8 shows that by “paying”
privacy cost ✏, we can ensure that the samples are a certain distance
apart. This stands in contrast to Proposition 7, which ensures that
the samples are equal.

Another useful consequence is that adding identical noise to both
v1 and v2 incurs no privacy cost, and we can assume the difference
between the samples is the difference between v1 and v2.

Proposition 9. Let v1, v2 2 Z. Then L
✏

(v1) 
](0,0) L

✏

(v2), where

 = {(x1, x2) 2 Z⇥ Z | x1 � x2 = v1 � v2}.

Proof. Immediate by Proposition 8 with k = v2 � v1.

3.4 Probabilistic liftings for one-sided Laplace mechanism

While the Laplace mechanism is already sufficient to implement
a wide variety of private algorithms, a few algorithms use other
distributions. In particular, the Exponential mechanism can be
implemented in terms of the one-sided Laplace mechanism. This
algorithm is the same as the Laplace mechanism except noise is
drawn from the one-sided Laplace distribution (also called the
exponential distribution), which outputs non-negative integers.

Definition 8 (One-sided Laplace mechanism). Let ✏ > 0. The
discrete one-sided Laplace mechanism Los

✏

: Z ! SDistr(Z) is
defined by

Los

✏

(t) = t+ ⌫,

where ⌫ non-negative integer drawn from the Laplace distribution
Laplace

+
(1/✏), i.e. with probabilities proportional to

Pr[⌫] / exp (�✏ · ⌫).

While this mechanism is not ✏-differentially private for any ✏, we
can still consider probabilistic liftings for the samples. We have the
following two results, analogous to Propositions 8 and 9.

Proposition 10. Let v1, v2, k 2 Z such that k � v2 � v1. Then

Los

✏

(v1)  
]((k+v1�v2)·✏,0) Los

✏

(v2),

where
 = {(x1, x2) 2 Z⇥ Z | x1 + k = x2}.

Proof. It suffices to consider the case where v1 = v2 = 0: Los

✏

(v)

is the same distribution as sampling from Los

✏

(0) and adding v, so
the desired conclusion follows from

Los

✏

(0)  

0]((k+v1�v2)·✏,0) Los

✏

(0),

where

 

0
= {(x1, x2) 2 Z⇥ Z | (x1 + v1) + k = (x2 + v2)}
= {(x1, x2) 2 Z⇥ Z | x1 + (k + v1 � v2) = x2},

which follows from the v1 = v2 = 0 case since k + v1 � v2 � 0

by assumption.
So, we assume v1 = v2 = 0 and k � 0. We will directly define

the two witnesses of the approximate lifting. Let

G(v) = Pr

x Los

✏ (0)
[x = v].

Define the left witness µ
L

on its support by

µ

L

(i� k, i) = G(i)

for i � k, and the right witness µ
R

on its support by

µ

R

(j, j + k) = G(j)

for j � �k. Evidently the marginals are correct—⇡1(µL

) =

⇡2(µR

) = Los

✏

(0)—so it remains to check that�
k✏

(µ

L

, µ

R

)  0:

max

E✓Z⇥Z

✓
Pr

x µL

[x 2 E]� exp(k✏) Pr

x µR

[x 2 E]

◆
 0.

It suffices to prove this pointwise over the union of the supports of
µ

L

and µ

R

: for each j � �k, we need

Pr

x µL

[x = (j, j + k)]� exp(k✏) Pr

x µR

[x = (j, j + k)]  0.

This is evident for j < 0, when the first term is zero and the second
term is non-negative. For j � 0 we need to show

G(j)� exp(k✏)G(j + k)  0,

which follows by direct calculation (or, the privacy of the standard
Laplace distribution).

Proposition 11. Let v1, v2 2 Z. Then Los

✏

(v1)  
](0,0) Los

✏

(v2),
where

 = {(x1, x2) 2 Z⇥ Z | x1 � x2 = v1 � v2}.

Proof. It suffices to prove

Los

✏

(v1)  
0](0,0) Los

✏

(v2),

where

 

0
= {(x1, x2) 2 Z⇥ Z | x1 � v1 = x2 � v2}.

This is equivalent to

Los

✏

(v1 � v1) =

](0,0) Los

✏

(v2 � v2),

which is obvious by Proposition 4 since both sides are the same
distribution.
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` x1  e1 ⇠h0,0i x2  e2 :  {e1h1i, e2h2i/x1h1i, x2h2i} =)  [ASSN]

` c1 ⇠h✏,�i c2 : � ^ b1h1i =)  ` d1 ⇠h✏,�i d2 : � ^ ¬b1h1i =)  

` if b1 then c1 else d1 ⇠h✏,�i if b2 then c2 else d2 : � ^ b1h1i = b2h2i =)  

[COND]

` c1 ⇠h✏k,�ki c2 : ⇥ ^ b1h1i ^ b2h2i ^ k = eh1i ^ eh1i  n =) ⇥ ^ b1h1i = b2h2i ^ k < eh1i ⇥ ^ eh1i  0) ¬b1h1i
` while b1 do c1 ⇠hPn

k=1 ✏k,
Pn

k=1 �ki while b2 do c2 : ⇥ ^ b1h1i = b2h2i ^ eh1i  n =) ⇥ ^ ¬b1h1i ^ ¬b2h2i
[WHILE]

` c1 ⇠h✏,�i c2 : � =)  

0 ` c

0
1 ⇠h✏0,�0i c02 :  

0
=)  

` c1; c
0
1 ⇠h✏+✏

0
,�+�

0i c2; c
0
2 : � =)  

[SEQ]

` c1 ⇠h✏0,�0i c2 : �

0
=)  

0
�) �

0
 

0 )  ✏

0  ✏ �

0  �

` c1 ⇠h✏,�i c2 : � =)  

[CONSEQ]

Figure 2. Proof rules from apRHL

4. Formalization in a program logic

In this section we present a new program logic called apRHL+ for
reasoning about differential privacy of programs written in a core
programming language with samplings from the Laplace mechanism
and the one-sided Laplace Mechanism. Our program logic apRHL+

extends apRHL, a relational Hoare logic that has been used to verify
many examples of differentially private algorithms (Barthe et al.
2013). The main result of this section is a proof of soundness of the
logic (Theorem 4).

Programs We consider a simple imperative language with random
sampling. The set of commands is defined inductively:

C ::= skip noop
| C; C sequencing
| X  E deterministic assignment
| X $ L

✏

(E) Laplace mechanism
| X $ Los

✏

(E) one-sided Laplace mechanism
| if E then C else C conditional
| while E do C while loop

where X is a set of variables and E is a set of expressions. Vari-
ables and expressions are typed, and range over boolean, integers,
databases, queries, and lists.

The semantics of programs is standard (Kozen 1979; Barthe
et al. 2013). We first define the set Mem of memories to contain
all well-typed functions from variables to values. Expressions and
distribution expressions map memories to values and distributions
over values, respectively: an expression e of type T is interpreted
as a function [[e]] : Mem! T , whereas a distribution expression g

is interpreted as a function [[g]] : Mem ! SDistr(Z). Finally,
commands are interpreted as functions from memories to sub-
distributions over memories, i.e. the interpretation of c is a function
[[c]] : Mem ! Distr(Mem). We refer to Kozen (1979); Barthe
et al. (2013) for an account of the semantics.

Assertions and judgments Assertions in the logic are first-order
formulae over generalized expressions. The latter are expressions
built from tagged variables xh1i and xh2i, where the tag is used to
determine whether the interpretation of the variable is taken in the
first memory or in the second memory. For instance, xh1i = xh2i+1

is the assertion which states that the interpretation of the variable x

in the first memory is equal to the interpretation of the variable x in
the second memory plus 1. More formally, assertions are interpreted
as predicates over pairs of memories. We let [[�]] denote the set of
memories (m1,m2) that satisfy �. The interpretation is standard
(besides the use of tagged variables) and is omitted. By abuse of

notation, we write eh1i or eh2i, where e is a program expression, to
denote the generalized expression built according to e, but in which
all variables are tagged with a h1i or h2i, respectively.

Judgments in both apRHL and apRHL+ are of the form

` c1 ⇠h✏,�i c2 : � =)  

where c1 and c2 are statements, the precondition � and postcon-
dition  are relational assertions, and ✏ and � are non-negative
reals.2Informally, a judgment of the above form is valid if the two
distributions produced by the executions of c1 and c2 on any two
initial memories satisfying the precondition � are related by the
(✏, �)-lifting of the postcondition  . Formally, the judgment

` c1 ⇠h✏,�i c2 : � =)  

is valid iff for every two memories m1 and m2, such that
m1 [[�]] m2, we have

([[c1]]m1) [[ ]]
](✏,�)

([[c2]]m2).

Proof system Figure 2 presents the main rules from apRHL
excluding the sampling rule, which we generalize in apRHL+. We
briefly comment on some of these rules.

The rule [SEQ] for sequential composition generalizes the se-
quential composition theorem of differential privacy, which intu-
itively corresponds to the case where the postcondition of the com-
posed commands is equality. This generalization allows apRHL to
prove differential privacy using the coupling composition principle
when the standard composition theorem is insufficient.

The rule [WHILE] for while loops can be seen as a generalization
of a k-fold composition theorem for differential privacy. Again, it
allows to consider arbitrary postconditions, whereas the composition
theorem would correspond to the case where the postcondition of
the loop is equality (in conjunction with negation of the guards). We
often use two simpler instances of the rule. The first one corresponds
to the case where the values of ✏

k

and �

k

are independent of k, i.e.
✏

k

= ✏ and �

k

= �, yielding a bound of hn · ✏, n · �i. The second
one corresponds to the case where a single iteration carries a privacy
cost, as shown in the rule [WHILEEXT] in Figure 4. This weaker rule
is in fact sufficient for proving privacy of several of our examples,
including the Above Threshold algorithm (but not the Sparse Vector
algorithm, which also uses the aforementioned instance of the while
rule), the Exponential mechanism, and Report-noisy-max.

2 The original apRHL rules are based on a multiplicative privacy budget. We
adapt the rules to an additive privacy parameter for consistency with the rest
of the article and the broader privacy literature.
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8i. ` c1 ⇠h✏,�ii c2 : � =) xh1i = i) xh2i = i

P
i2I

�

i

 �

` c1 ⇠h✏,�i c2 : � =) xh1i = xh2i [FORALL-EQ]

` y1 $ L
✏

(e1) ⇠hk0·✏,0i y2 $ L
✏

(e2) : |k + e1h1i � e2h2i|  k

0
=) y1h1i+ k = y2h2i

[LAPGEN]

y1 /2 FV (e1) y2 /2 FV (e2)

` y1 $ L
✏

(e1) ⇠h0,0i y2 $ L
✏

(e2) : > =) y1h1i � y2h2i = e1h1i � e2h2i
[LAPNULL]

` y1 $ Los

✏

(e1) ⇠hk0·✏,0i y2 $ Los

✏

(e2) : 0  k + e1h1i � e2h2i  k

0
=) y1h1i+ k = y2h2i

[ONELAPGEN]

y1 /2 FV (e1) y2 /2 FV (e2)

` y1 $ Los

✏

(e1) ⇠h0,0i y2 $ Los

✏

(e2) : > =) y1h1i � y2h2i = e1h1i � e2h2i
[ONELAPNULL]

` c1 ⇠h✏,�i c : � ^ b1h1i =)  ` d1 ⇠h✏,�i c : � ^ ¬b1h1i =)  

` if b1 then c1 else d1 ⇠h✏,�i c : � =)  

[COND-L]

` c ⇠h✏,�i c2 : � ^ b2h2i =)  ` c ⇠h✏,�i d2 : � ^ ¬b2h2i =)  

` c ⇠h✏,�i if b2 then c2 else d2 : � =)  

[COND-R]

Figure 3. Proof rules from apRHL+

Figure 3 collects the new rules in apRHL+, which are all derived
from the new proof principles we saw in the previous section.
The first rule [FORALL-EQ] allows proving differential privacy
via pointwise privacy; this rule reflects Proposition 6.

The next pair of rules, [LAPGEN] and [LAPNULL], reflect the
liftings of the distributions of the Laplace mechanism presented in
Propositions 8 and 9 respectively. Note that we need a side-condition
on the free variables in [LAPNULL]—otherwise, the sample may
change e1 and e2.The following pair of rules, [ONELAPGEN] and
[ONELAPNULL], give similar liftings for the one-sided Laplace
mechanism following Propositions 10 and 11 respectively.

Finally, the last pair of rules allows reasoning about a conditional
while treating the other command abstractly. These so-called one-
sided rules were already present in the logic pRHL, a predecessor
of apRHL based on exact liftings (Barthe et al. 2009), but they were
never needed in apRHL. In apRHL+ the one-sided rules are quite
useful, in conjunction with our richer sampling rules, for reasoning
about two conditionals that may take different branches.

Soundness The soundness of the new rules immediately follows
from the results of the previous section, while soundness for the
apRHL rules was established previously (Barthe et al. 2013).

Theorem 4. All judgments derivable in apRHL+ are valid.

5. Exponential mechanism

In this section, we provide a formal proof of the Exponential
mechanism of McSherry and Talwar (2007). While there is existing
work that proves differential privacy of this mechanism (Barthe
et al. 2013), the proofs operate on the raw denotational semantics.
In contrast, we work entirely within our program logic.

The Exponential mechanism is designed to privately compute
the best response from a set R of possible response, according
to some integer-valued quality score function qscore that takes
as input an element in R and a database d. Given a database d

and a k-sensitive quality score function qscore, the Exponential
mechanism ExpM(d, qscore) outputs an element r of the range R

with probability proportional to

Pr[r] / exp

✓
✏ · qscore(r, d)

2k

◆
.

The shape of the distribution ensures that the Exponential mecha-
nism favors elements with higher quality scores.

The seminal result of McSherry and Talwar (2007) establishes
differential privacy for this mechanism.

Theorem 5. Assume that the quality score is 1-sensitive, i.e. for
every output r and adjacent databases d, d0,

|qscore(r, d)� qscore(r, d

0
)|  1.

Then the probabilistic computation that maps d to ExpM(d, qscore)

is (✏, 0)-differentially private.

While there does not seem to be much of a program to verify, it
is known that the Exponential mechanism can be implemented more
explicitly in terms of the one-sided Laplace mechanism (Dwork
and Roth 2014). Informally, the code loops through all the possible
output values, adding one-sided Laplace noise to the quality score
for the value/database pair. Throughout the computation, the code
tracks the current highest noisy score and the corresponding element.
Finally, it returns the top element. For the sake of simplicity we
assume that R = {1, . . . , R} for some R 2 N; generalizing to an
arbitrary finite set poses little difficulty for the verification. Figure 5
shows the code of the implementation.

Informal proof The privacy proof for the Exponential mecha-
nism cannot follow from the composition theorems of differential
privacy—the one-sided Laplace noise does not satisfy differential
privacy, so there is nothing to compose. Nonetheless, we can still
show (✏, 0)-differential privacy using our lifting-based techniques.
By Proposition 6, it suffices to show that for every integer i and
quality score qscore, the output of ExpM on two adjacent databases
yields sub-distributions on memories that are related by the (✏, 0)-
lifting of the interpretation of the assertion

max h1i = i) max h2i = i.

We outline a coupling argument. First, we consider iterations of the
loop body in which the loop counter r satisfies r < i. In this case,
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` c1 ⇠h0,0i c2 : � ^ i < eh1i =)  ` c1 ⇠h✏,�i c2 : � ^ eh1i = i =)  ` c1 ⇠h0,0i c2 : � ^ eh1i < i =)  

⇥ ^ eh1i  0) ¬b1h1i � , ⇥ ^ b1h1i ^ b2h2i ^ k = eh1i  , ⇥ ^ b1h1i = b2h2i ^ k < eh1i
` while b1 do c1 ⇠h✏,�i while b2 do c2 : ⇥ ^ b1h1i = b2h2i ^ eh1i  n =) ⇥ ^ ¬b1h1i ^ ¬b2h2i

[WHILEEXT]

(Note that the two premises for i < eh1i and i > eh1i can be combined. However, we often use different reasoning for these cases, so we
prefer to present the rule with 3 premises.)

Figure 4. Specialized proof rule for while loops

r  1; bq  0;

while r  R do

cq

$ Los

✏/2(qscore(d, r));

if (cq > bq _ r = 1) then max  r; bq  cq;

r  r + 1;

return max

Figure 5. Implementation of the Exponential mechanism

we couple the two samplings using the rule [ONELAPNULL], using
adjacency of the two databases and 1-sensitivity of the quality score
function to establish the (0, 0)-lifting:

max h1i < i ^ max h2i < i ^ |bqh1i � bqh2i|  1.

The interesting case is r = i. In this case, we use the rule
[ONELAPGEN] to couple the random samplings so that

cqh1i+ 1 = cqh2i.

This coupling has privacy cost (✏, 0) and ensures that the following
(✏, 0)-lifting holds at the end of the ith iteration:

(max h1i = max h2i = i ^ bqh1i+ 1 = bqh2i) _max h1i 6= i

Using the rule [ONELAPNULL] repeatedly, we couple the random
samplings from the remaining iterations to prove that the above
(✏, 0)-lifting remains valid through subsequent iterations—note that
couplings for iterations beyond i incur no privacy cost. Finally, we
apply the rule of consequence to conclude the desired (✏, 0)-lifting:

max h1i = i) max h2i = i

Formal proof We prove the following apRHL+ judgment, which
entails (✏, 0)-differential privacy:

` ExpM ⇠h✏,0i ExpM : � =) max h1i = max h2i

where � denotes the precondition

adj(dh1i, dh2i)
^ qscoreh1i = qscoreh2i
^ 8r 2 R. |qscoreh1i(dh1i, r)� qscoreh1i(dh2i, r)|  1.

The conjuncts of the precondition are self-explanatory: the first
states that the two databases are adjacent, the second states that the
two score functions are equal, and the last states that the quality
score function is 1-sensitive.

By the rule [FORALL-EQ], it suffices to prove

` ExpM ⇠h✏,0i ExpM : � =) (max h1i = i)) (max h2i = i).

for every i 2 Z. The main step is to apply the [WHILEEXT] rule
with a suitably chosen loop invariant ⇥. We set ⇥ to be

(rh1i < i) ⇥

<

) ^ (rh1i � i) ⇥�) ^ rh1i = rh2i,

where ⇥
<

stands for

max h1i < i ^ max h2i < i ^ |bqh1i � bqh2i|  1

and ⇥� stands for

(max h1i = max h2i = i ^ bqh1i+ 1 = bqh2i) _max h1i 6= i.

Omitting the assertions required for proving termination and syn-
chronization of the loop iterations (which follows from the conjunct
rh1i = rh2i), we have to prove three different judgments:
• case r < i: ` c ⇠h0,0i c : rh1i < i ^⇥

<

=) ⇥

<

• case r = i: ` c ⇠h✏,0i c : rh1i = i ^⇥
<

=) ⇥�

• case r > i: ` c ⇠h✏,0i c : rh1i > i ^⇥� =) ⇥�

where c denotes the loop body of ExpM:

cq

$ Los

✏/2(qscore(d, r));

if (cq > bq _ r = 1) then max  r; bq  cq;

r  r + 1

Corresponding conditional statements may take the different
branches, so we apply one sided-rules [COND-L] and [COND-R].

Report-noisy-max A closely-related mechanism is Report-noisy-
max (see, e.g., Dwork and Roth (2014)). This algorithm has the
exact same code except that it samples from the standard (two-sided)
Laplace distribution rather than the one-sided Laplace distribution.
It is straightforward to prove privacy for this modification with
the axiom [LAPGEN] (resp. [LAPNULL]) for the standard Laplace
distribution in place of [ONELAPGEN] (resp. [ONELAPNULL]).

6. Above Threshold algorithm

The Sparse Vector algorithm is the canonical example of a program
whose privacy proof goes beyond proofs of privacy primitives
and composition theorem. The core of the algorithm is the Above
Threshold algorithm. In this section, we prove that the latter (as
modeled by the program AboveT) is (✏, 0)-differentially private;
privacy for the full mechanism follows by sequential composition.

Informal proof By Proposition 6, it suffices to show that for every
integer i, the output of AboveT on two adjacent databases yields
two sub-distributions over Mem that are related by the (✏, 0)-lifting
of the interpretation of the assertion

rh1i = i) rh2i = i.

The coupling proof goes as follows. We start by coupling the
samplings of the noisy thresholds so that T h1i+1 = T h2i; the cost
of this coupling is (✏/2, 0). For the first i � 1 queries, we couple
the samplings of the noisy query outputs using the rule [LAPNULL].
By 1-sensitivity of the queries and adjacency of the two databases,
we know evalQ(Q[j], d)h2i � evalQ(Q[j], d)h1i  1, so

Sh1i < T h1i ) Sh2i < T h2i.
Thus, if side h1i does not change the value of r, neither does side
h2i. In fact, we have the stronger invariant

rh1i = |Q|+1) rh2i = |Q|+1^ (rh1i = |Q|+1_ rh1i < i),

where r = |Q| + 1 means that the loop has not exceeded the
threshold yet.
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When we reach the ith iteration and i < |Q|+ 1, we couple the
samplings of S so that Sh1i+ 1 = Sh2i; the cost of this coupling
is (✏/2, 0). Because T h1i + 1 = T h2i and Sh1i + 1 = Sh2i, we
enter the conditional in the second execution as soon as we enter the
conditional in the first execution. For the remaining iterations r > i,
it is easy to prove

rh1i = i) rh2i = i.

Formal proof We prove the following apRHL+ judgment, which
entails (✏, 0)-differential privacy:

` AboveT ⇠h✏,0i AboveT : � =) rh1i = rh2i,

where � denotes the precondition

adj(dh1i, dh2i)
^ th1i = th2i
^ Qh1i = Qh2i
^ 8j. |evalQ(Qh1i[j], dh1i)� evalQ(Qh2i[j], dh2i)|  1.

The conjuncts of the precondition are straightforward: the first states
that the two databases are adjacent, the second and third state that
Q and t coincide in both runs, and the last states that all queries are
1-sensitive. By the rule [FORALL-EQ], it suffices to prove

` AboveT ⇠h✏,0i AboveT : � =) (rh1i = i)) (rh2i = i).

for every i 2 Z.
We begin with the three initializations:

j  1;

r  |Q|+ 1;

T

$ L
✏

(t);

This command c0 computes a noisy version of the threshold t. We
use the rule [LAPGEN] with ✏ = ✏/2, k = 1 and k

0
= k, noticing

that t is the same value in both sides. This proves the judgment

` c0 ⇠
✏/2 c0 : � =) T h1i+ 1 = T h2i.

Notice that the ✏/2 we are paying here is not for the privacy of
the threshold—which is not private information!—but rather for
ensuring that the noisy thresholds are one apart in the two runs.

Next, we consider the main loop c1:

while j < |Q| do
S

$ L
✏/4(evalQ(Q[j], d));

if (T  S ^ r = |Q|+ 1) then r  j;

j  j + 1;

and prove the judgment

` c1 ⇠
✏/2 c1 : �^T h1i+1 = T h2i =) (rh1i = i)) (rh2i = i)

with the [WHILEEXT] rule. The proof is similar to the one for the
Exponential mechanism, using invariants from the informal proof.

Other versions of Above Threshold As noted in the introduction,
different versions of Above Threshold have been considered in the
literature. One variant returns the first noisy value above threshold;
see Figure 6 for the code. While this was thought to be private,
errors in the proof were later uncovered. Under our coupling proof,
the error is obvious: we need to prove vh1i = vh2i for the result
to be private, so we need evalQ(Q[i], dh1i) = evalQ(Q[i], dh2i)
after the critical iteration r = i. But we have already coupled
evalQ(Q[i], dh1i) + 1 = evalQ(Q[i], dh2i) during this iteration.
Lyu et al. (2016) provide further discussion of this, and other,
incorrect implementations of the Sparse Vector technique.

On the other hand, it is possible to prove (2✏, 0)-differential
privacy for a modified version of the algorithm, where the returned
value uses fresh noise (e.g. by adding after the loop has completed
the sampling v

$ L
✏

(evalQ(Q[r], d))).

i 1; v  0; r  |Q|+ 1;

T

$ L
✏/2(t);

while i < |Q| do
S

$ L
✏/4(evalQ(Q[i], d));

if (T  S ^ r = |Q|+ 1) then r  i; v  S

i i+ 1;

return v

Figure 6. Buggy Above Threshold algorithm

Another interesting variant of the algorithm deals with streams of
queries. If the output of the queries is uniformly bounded below, then
the program terminates with probability 1 and the proof proceeds as
usual. However, if the answers to the stream of queries are below
the threshold and falling, the probability of non-termination can be
positive. The interaction of non-termination and differential privacy
is unusual; most works assume that algorithms always terminate.

The Sparse Vector technique has also been studied by the
database community. Recent work by Chen and Machanavajjhala
(2015) shows that many proposed generalizations of the Sparse
Vector algorithm are not differentially private.

7. Related work

Coupling is an established tool in probability theory, but it seems
less familiar to computer science. It was only quite recently that
couplings have been used in cryptography; according to Hoang and
Rogaway (2010), who use couplings to reason about generalized
Feistel networks, Mironov (2002) first used this technique in his
analysis of RC4. Similarly, we are not aware of couplings in dif-
ferential privacy, though there seems to be an implicit coupling
argument by Dwork et al. (2015b). There are seemingly few ap-
plications of coupling in formal verification, despite considerable
research on probabilistic bisimulation (first introduced by Larsen
and Skou (1989)) and probabilistic relational program logics (first
introduced by Barthe et al. (2009)). The connection between liftings
and couplings was recently noted by Barthe et al. (2015a).

There are many language-based techniques for proving differen-
tial privacy for programs, including dynamic checking (McSherry
2009; Ebadi et al. 2015), the already mentioned relational program
logic (Barthe et al. 2013; Barthe and Olmedo 2013) and relational
refinement type systems (Barthe et al. 2015c), linear (dependent)
type systems (Reed and Pierce 2010; Gaboardi et al. 2013), product
programs (Barthe et al. 2014), and methods based on computing
bisimulations families for probabilistic automata (Tschantz et al.
2011; Xu et al. 2014). None of these techniques can deal with the
examples in this paper.

8. Conclusion

We show new methods for proving differential privacy with ap-
proximate couplings. We take advantage of the full generality of
approximate couplings, showing that the composition principle for
couplings generalizes the standard composition principle for differ-
ential privacy. Our principles support concise and compositional
proofs that are arguably more elegant than existing pen-and-paper
proofs. Although our results are presented from the perspective
of formal verification, we believe that our contributions are also
relevant to the differential privacy communities.

In the future, we plan to use our methods also for the verification
adaptive data analysis algorithms used to prevent false discoveries,
such as the one proposed by Dwork et al. (2015a), and for the formal
verification of mechanism design (Barthe et al. 2015b). Beyond
these examples, the pointwise characterization of equality can be
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adapted to stochastic dominance, and provides a useful tool to further
investigate machine-checked verification of coupling arguments.

It could also be interesting to use the pointwise characterization
of differential privacy to simplify existing formal proofs. For exam-
ple, Barthe et al. (2013) prove differential privacy of the vertex cover
algorithm (Gupta et al. 2010). This algorithm does not use standard
primitives; instead, it samples from a custom distribution specific to
the graph. The existing formal proof uses a custom rule for loops,
reasoning by case analysis on the output of the random samplings.
Pointwise differential privacy could handle this reasoning more
elegantly.

Acknowledgments We warmly thank Aaron Roth for challenging
us with the problem of verifying Sparse Vector. We also thank him
and Jonathan Ullman for good discussions about challenges and
subtleties of the proof of Sparse Vector. This work was partially
supported by NSF grants TWC-1513694, CNS-1065060 and CNS-
1237235, by EPSRC grant EP/M022358/1 and by a grant from the
Simons Foundation (#360368 to Justin Hsu).

References

M. Barr. Relational algebras. In S. Mac Lane, editor, Reports of the Midwest
Category Seminar, IV, volume 137 of Lecture Notes in Mathematics, page
39–55. Springer-Verlag, 1970.

G. Barthe and F. Olmedo. Beyond differential privacy: Composition
theorems and relational logic for f -divergences between probabilistic
programs. In International Colloquium on Automata, Languages and
Programming (ICALP), Riga, Latvia, volume 7966 of Lecture Notes in
Computer Science, pages 49–60. Springer, 2013.

G. Barthe, B. Grégoire, and S. Zanella-Béguelin. Formal certification of code-
based cryptographic proofs. In ACM SIGPLAN–SIGACT Symposium
on Principles of Programming Languages (POPL), Savannah, Georgia,
pages 90–101, New York, 2009.

G. Barthe, B. Köpf, F. Olmedo, and S. Zanella-Béguelin. Probabilistic
relational reasoning for differential privacy. ACM Transactions on
Programming Languages and Systems, 35(3):9, 2013.

G. Barthe, M. Gaboardi, E. J. Gallego Arias, J. Hsu, C. Kunz, and P.-Y. Strub.
Proving differential privacy in Hoare logic. In IEEE Computer Security
Foundations Symposium (CSF), Vienna, Austria, 2014.

G. Barthe, T. Espitau, B. Grégoire, J. Hsu, L. Stefanesco, and P.-Y. Strub.
Relational reasoning via probabilistic coupling. In International Confer-
ence on Logic for Programming, Artificial Intelligence and Reasoning
(LPAR), Suva, Fiji, volume 9450, pages 387–401, 2015a.

G. Barthe, M. Gaboardi, E. J. G. Arias, J. Hsu, A. Roth, and
P. Strub. Computer-aided verification in mechanism design. CoRR,
abs/1502.04052, 2015b.

G. Barthe, M. Gaboardi, E. J. Gallego Arias, J. Hsu, A. Roth, and P.-
Y. Strub. Higher-order approximate relational refinement types for
mechanism design and differential privacy. In ACM SIGPLAN–SIGACT
Symposium on Principles of Programming Languages (POPL), Mumbai,
India, 2015c.

N. Benton. Simple relational correctness proofs for static analyses and
program transformations. In ACM SIGPLAN–SIGACT Symposium on
Principles of Programming Languages (POPL), Venice, Italy, pages 14–
25, 2004.

Y. Chen and A. Machanavajjhala. On the privacy properties of variants on
the sparse vector technique. CoRR, abs/1508.07306, 2015.

Y. Deng and W. Du. Logical, metric, and algorithmic characterisations of
probabilistic bisimulation. Technical Report CMU-CS-11-110, Carnegie
Mellon University, March 2011.

C. Dwork and A. Roth. The algorithmic foundations of differential privacy.
Foundations and Trends in Theoretical Computer Science, 9(3-4):211–
407, 2014.

C. Dwork, K. Kenthapadi, F. McSherry, I. Mironov, and M. Naor. Our data,
ourselves: Privacy via distributed noise generation. In IACR International
Conference on the Theory and Applications of Cryptographic Techniques
(EUROCRYPT), Saint Petersburg, Russia, pages 486–503. Springer,
2006a.

C. Dwork, F. McSherry, K. Nissim, and A. Smith. Calibrating noise to
sensitivity in private data analysis. In IACR Theory of Cryptography
Conference (TCC), New York, New York, pages 265–284, 2006b.

C. Dwork, V. Feldman, M. Hardt, T. Pitassi, O. Reingold, and A. Roth.
Preserving statistical validity in adaptive data analysis. In ACM SIGACT
Symposium on Theory of Computing (STOC), Portland, Oregon, pages
117–126, 2015a.

C. Dwork, M. Naor, O. Reingold, and G. N. Rothblum. Pure differential
privacy for rectangle queries via private partitions. In International
Conference on the Theory and Application of Cryptology and Information
Security (ASIACRYPT), Auckland, New Zealand, pages 735–751. Springer
Berlin Heidelberg, 2015b. ISBN 978-3-662-48799-0.

H. Ebadi, D. Sands, and G. Schneider. Differential privacy: Now it’s getting
personal. In ACM SIGPLAN–SIGACT Symposium on Principles of
Programming Languages (POPL), Mumbai, India, pages 69–81, 2015.
ISBN 978-1-4503-3300-9.

M. Gaboardi, A. Haeberlen, J. Hsu, A. Narayan, and B. C. Pierce. Linear
dependent types for differential privacy. In ACM SIGPLAN–SIGACT
Symposium on Principles of Programming Languages (POPL), Rome,
Italy, pages 357–370, 2013.

A. Gupta, K. Ligett, F. McSherry, A. Roth, and K. Talwar. Differentially
private combinatorial optimization. In ACM–SIAM Symposium on
Discrete Algorithms (SODA), Austin, Texas, pages 1106–1125, 2010.

V. T. Hoang and P. Rogaway. On generalized Feistel networks. In
IACR International Cryptology Conference (CRYPTO), Santa Barbara,
California, volume 6223 of Lecture Notes in Computer Science, pages
613–630. Springer, 2010.

B. Jonsson, W. Yi, and K. G. Larsen. Probabilistic extensions of process
algebras. In Handbook of Process Algebra, pages 685–710. Elsevier,
Amsterdam, 2001.

D. Kozen. Semantics of probabilistic programs. In IEEE Symposium on
Foundations of Computer Science (FOCS), San Juan, Puerto Rico, pages
101–114, 1979.

K. G. Larsen and A. Skou. Bisimulation through probabilistic testing. In
ACM Symposium on Principles of Programming Languages (POPL),
Austin, Texas, pages 344–352. ACM Press, 1989.

T. Lindvall. Lectures on the coupling method. Courier Corporation, 2002.
M. Lyu, D. Su, and N. Li. Understanding the sparse vector technique for

differential privacy. 2016.
F. McSherry. Privacy integrated queries. In ACM SIGMOD International

Conference on Management of Data (SIGMOD), Providence, Rhode
Island, 2009.

F. McSherry and K. Talwar. Mechanism design via differential privacy.
In IEEE Symposium on Foundations of Computer Science (FOCS),
Providence, Rhode Island, pages 94–103, 2007.

I. Mironov. (Not so) random shuffles of RC4. In IACR International
Cryptology Conference (CRYPTO), Santa Barbara, California, volume
2442 of Lecture Notes in Computer Science, pages 304–319. Springer,
2002.

J. Reed and B. C. Pierce. Distance makes the types grow stronger: A calculus
for differential privacy. In ACM SIGPLAN International Conference on
Functional Programming (ICFP), Baltimore, Maryland, 2010.

H. Thorisson. Coupling, Stationarity, and Regeneration. Springer, 2000.
M. C. Tschantz, D. Kaynar, and A. Datta. Formal verification of differential

privacy for interactive systems (extended abstract). Electronic Notes in
Theoretical Computer Science, 276(0):61–79, 2011.

L. Xu, K. Chatzikokolakis, and H. Lin. Metrics for differential privacy
in concurrent systems. In IFIP International Conference on Formal
Techniques for Distributed Objects, Components and Systems (FORTE),
Berlin, Germany, volume 8461 of Lecture Notes in Computer Science,
pages 199–215, June 2014.

758

http://www.math.mcgill.ca/barr/papers/relalgs.pdf
http://certicrypt.gforge.inria.fr/2013.ICALP.pdf
http://certicrypt.gforge.inria.fr/2013.ICALP.pdf
http://certicrypt.gforge.inria.fr/2013.ICALP.pdf
http://research.microsoft.com/pubs/185309/Zanella.2009.POPL.pdf
http://research.microsoft.com/pubs/185309/Zanella.2009.POPL.pdf
http://software.imdea.org/~bkoepf/papers/toplas13.pdf
http://software.imdea.org/~bkoepf/papers/toplas13.pdf
http://arxiv.org/abs/1407.2988
http://arxiv.org/abs/1509.03476
http://arxiv.org/abs/1502.04052
http://arxiv.org/abs/1407.6845
http://arxiv.org/abs/1407.6845
http://research.microsoft.com/en-us/um/people/nick/correctnessfull.pdf
http://research.microsoft.com/en-us/um/people/nick/correctnessfull.pdf
http://arxiv.org/abs/1508.07306
http://arxiv.org/abs/1508.07306
http://arxiv.org/abs/1103.4577
http://arxiv.org/abs/1103.4577
http://dx.doi.org/10.1561/0400000042
http://dx.doi.org/10.1007/11681878_14
http://dx.doi.org/10.1007/11681878_14
http://doi.acm.org/10.1145/2746539.2746580
http://dx.doi.org/10.1007/978-3-662-48800-3_30
http://dx.doi.org/10.1007/978-3-662-48800-3_30
http://dl.acm.org/citation.cfm?id=2676726
http://dl.acm.org/citation.cfm?id=2676726
http://dl.acm.org/citation.cfm?id=2429113
http://dl.acm.org/citation.cfm?id=2429113
http://arxiv.org/pdf/0903.4510v2
http://arxiv.org/pdf/0903.4510v2
https://eprint.iacr.org/2010/301.pdf
citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.22.7376
citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.22.7376
http://doi.acm.org/10.1145/75277.75307
http://arxiv.org/abs/1603.01699
http://arxiv.org/abs/1603.01699
http://research.microsoft.com/pubs/80218/sigmod115-mcsherry.pdf
http://doi.ieeecomputersociety.org/10.1109/FOCS.2007.41
https://eprint.iacr.org/2002/067.pdf
http://dl.acm.org/citation.cfm?id=1863568
http://dl.acm.org/citation.cfm?id=1863568
http://arxiv.org/pdf/1101.2819v1
http://arxiv.org/pdf/1101.2819v1
https://hal.inria.fr/hal-00879140
https://hal.inria.fr/hal-00879140


On Thin Air Reads
Towards an Event Structures Model of Relaxed Memory

Alan Jeffrey
Bell Labs and Mozilla Research

James Riely
DePaul University

Abstract
This is the first paper to propose a pure event structures model of
relaxed memory. We propose confusion-free event structures over
an alphabet with a justification relation as a model. Executions
are modeled by justified configurations, where every read event
has a justifying write event. Justification alone is too weak a cri-
terion, since it allows cycles of the kind that result in so-called
thin-air reads. Acyclic justification forbids such cycles, but also in-
validates event reorderings that result from compiler optimizations
and dynamic instruction scheduling. We propose a notion well-
justification, based on a game-like model, which strikes a middle
ground.

We show that well-justified configurations satisfy the DRF the-
orem: in any data-race free program, all well-justified configura-
tions are sequentially consistent. We also show that rely-guarantee
reasoning is sound for well-justified configurations, but not for jus-
tified configurations. For example, well-justified configurations are
type-safe.

Well-justification allows many, but not all reorderings per-
formed by relaxed memory. In particular, it fails to validate the
commutation of independent reads. We discuss variations that may
address these shortcomings.

Categories and Subject Descriptors F.1.2 [Computation by Ab-
stract Devices]: Modes of Computation—parallelism and concur-
rency; B.3.2 [Arithmetic and Logic Structures]: Memory Struc-
tures—Shared memory

General Terms Languages, Theory

Keywords Shared-memory concurrency, memory consistency
models, relaxed consistency, weak ordering, thin-air reads, event
structures

1. Introduction
The last few decades have seen several attempts to define a suitable
semantics for shared-memory concurrency under relaxed assump-
tions; see Batty et al. [2015] for a recent summary. Event structures
[Winskel 1986] provide a way to visualize all of the conflicting ex-
ecutions of a program as a single semantic object. In this paper,
we exploit the visual nature of event structures to provide a fresh
approach to relaxed memory models.
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Consider a simple programming language where all values are
booleans, registers (ranged over by r) are thread-local and variables
(ranged over by x and y) are global. In order to define the semantics
compositionally, variable read is defined as a choice among the
possible values that might be read. For example, the event structure
for (r=x; y=r;) is as follows.

init

Rx 0 Rx 1

Wy 0 Wy 1

Register values are resolved via substitution and therefore do not
appear in the event structure. The arrows represent program order,
and the zigzag represents a primitive conflict. If two events are in
conflict, then all following events are also in conflict.

This structure has two maximal conflict-free configurations,
which represent a possible execution of the program:

init Rx 0 Wy 0 and init Rx 1 Wy 1 .

If we suppose that this code fragment is embedded in a larger
program, the two configurations are equally sensible: x could be
anything. However, if we take init to be the top-level initialization
of the program and suppose that variables are initialized to 0, then
the first configuration above seems sensible, whereas the second
does not: x must be 0.

A read event is justified by a matching visible write, drawn
with a dashed arrow in the above configurations. Writes are hidden
if they occur later or are blocked by an intervening write. When
modeling executions of whole programs, one expects that all reads
in a configuration must be justified.

In a happens-before model [Manson et al. 2005], all concurrent
writes are visible, making this notion of justification quite permis-
sive. Consider a program with two threads and the corresponding
event structure, with events numbered for reference.

(r1=x; y=r1;) || (r2=y; x=r2;) (P1)

init
10

Rx 1
12

Rx 0
11

Wy 0
15

Wy 1
16

Ry 0
13

Ry 1
14

Wx 0
17

Wx 1
18

Here, the events that are neither ordered nor in conflict are concur-
rent. The event structure for P1 has the following configuration, in
which every read event is justified by a matching write that is either
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before it, or concurrent:

init
10

Rx 0
11

Wy 0
15

Ry 0
13

Wx 0
17

(C0)

Unfortunately, the event structure also has a configuration in which
there is a cycle in justification-and-program-order:

init
10

Rx 1
12

Wy 1
16

Ry 1
14

Wx 1
18

(C1)

Due to the cycle, any available value can be so justified, thus
arising “out of thin air”. Some memory models have undefined
semantics in the presence of such data races [Batty et al. 2011].
In the absence of such undefined behaviour, however, languages
that claim memory safety must disallow thin-air values in order to
preserve type safety.

Unfortunately, cycles such as that in configuration C1 cannot
be banned outright without also banning useful program transfor-
mations, such as instruction reordering. For example, consider the
following program.

(r1=x; y=1;) || (r2=y; x=1;) (P2)

The event structure for P2 is the same as that for P1 except that all
writes have value 1. Thus, P2 also allows configuration C1. Clearly,
if the order of the two instructions is swapped in either thread of
P2, then it is possible for both threads to read 1. Since program
transformations may not introduce new behaviors, C1 must also be
considered a valid configuration of the original program.

There are several models in the literature designed to allow
configuration C1 for P2, yet deny it for P1. Roughly these can
be divided into two approaches: working with multiple executions
[Manson et al. 2005; Jagadeesan et al. 2010] or working with
axioms and rewrite rules [Cenciarelli et al. 2007; Saraswat et al.
2007; Pichon-Pharabod and Sewell 2016].

We propose a new approach, based on two-player games. The
game is as follows: we start in configuration C , and the player’s
goal is to extend it to configuration D . The opponent picks a
configuration C

0 which includes C , and whose new events are
acyclically justified. The player then picks a configuration C

00

which includes C

0, and whose new events are also acyclically
justified. If C 00 justifies D then the player has won, otherwise the
opponent has won. If the player has a winning strategy for this
game, we say that C AE-justifies D .

From this game, we can define the well-justified configurations
inductively: /0 is well-justified; if C is well-justified and C AE-
justifies D then D is well-justified.

Consider the following program, P3.

(r1=x; y=1;) || (r2=y; x=r2;) (P3)

init
30

Rx 1
32

Rx 0
31

Wy 1
35

Wy 1
36

Ry 0
33

Ry 1
34

Wx 0
37

Wx 1
38

We show that both reads may be resolved to 1 in the well-justified
configuration {30, 32, 34, 36, 38}. In this case the cyclic justifier
models a valid execution, caused by a compiler or hardware opti-
mization reordering (r1=x; y=1;) as (y=1; r1=x;).

We first show that /0 AE-justifies {30, 34, 38}. The opponent
may choose any configuration acyclically justified from /0; the in-
teresting choices are the maximal configurations {30, 31, 33, 35,
37} and {30, 31, 34, 35, 38}. Since both of these include 35, which
justifies 34, the player does not have to add any events to justify
{30, 34, 38}. Note that /0 does not AE-justify {30, 32}, since the
opponent can choose the configuration {30, 31, 35, 33, 37}.

We now show that the configuration {30, 34, 38} AE-justifies
{30, 32, 34, 36, 38}. The opponent may choose any configuration
acyclically justified from {30, 34, 38}; since any choice includes
38, which justifies 32, the player does not have to add any events to
justify {30, 32, 34, 36, 38}. We have thus shown a cyclic configu-
ration similar to C1 is well-justified for P3.

init
30

Rx 1
32

Wy 1
36

Ry 1
34

Wx 1
38

This reasoning fails for configuration C1 of P1. In this case, the
player is unable to establish that /0 AE-justifies {10, 14, 18}. We
provide a proof in §6. Intuitively, the only maximal configuration
available to the opponent is {10, 11, 13, 15, 17}, and this fails to
justify 14 since there is no write of 1 to y .

We review the literature on confusion-free event structures in
§3. In §4 we define well-justification and provide further exam-
ples. We give the definition for a Java-like happens-before model
[Manson et al. 2005]. We discuss synchronization actions, such as
locks, in §7.

Perhaps the most important property of a relaxed memory
model is DRF: that programs without data races behave as they
would with strong memory—that is, as they would with sequen-
tially consistent memory [Lamport 1979]. In §5, we describe our
proof of the DRF theorem, which we have verified in Agda.

In §6, we show that invariant reasoning is possible using our
definition. We state a general theorem—also verified in Agda—
which is sufficient to establish type safety for static allocation.

We describe some of the limitations of our definition in §8.
While the definition presented here is a step in the right direction,
it fails to validate common reorderings, such as the reordering of
reads on different variables. We give an alternative definition that
is better behaved on the Java Memory Model causality test cases
[Pugh 2004]. The induction principle used in our proof of DRF
fails for this alternative definition.

The paper ends with a discussion of open problems.
The Agda development underlying this paper is available at

http://asaj.org/papers/lics16.tgz.

2. Related work
Batty et al. [2015] describe the problem of thin-air executions
and provide a detailed review of the literature. Lochbihler [2013]
provides an encyclopedic survey and history of the Java Memory
Model, in particular.

Event structures have appeared in previous attempts to formal-
ized relaxed memory semantics. Cenciarelli et al. [2007] define a
semantics for Java using ideas from event structures to describe the
states of an operational transition relation. Pichon-Pharabod and
Sewell [2016] define a semantics for C/C++ relaxed atomics using
event structures as states used to define rewrite rules. In contrast, we
define the semantics of programs using event structures alone, with-
out requiring a additional layer of rewrite rules. Castellan [2016]
presents an interleaving semantics for memory using event struc-
tures. In contrast, our semantics uses the standard non-interleaving
interpretation of parallel composition.
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The use of universal quantification over configurations in the
definition of AE-justification is novel in this work. Other definitions
of valid execution for weak memory, such as the JMM [Manson
et al. 2005; Ševčík 2008; Lochbihler 2013], are purely existential
in their quantification over possible executions.

3. Event Structures
Event structures were introduced by Winskel [1989] as a non-
interleaving model of concurrency. They are notable for providing
a compact model of concurrent systems, for example an event
structure model for n concurrent processes will often have only
O(n) events, compared to the O(2n) states in a labelled transition
system.

In this section, we review the definitions associated with conflict-
free labelled event structures, and their visualization as graphs.
Readers familiar with event structures can skip to §4, where the
new material begins.

A partial order (E,) is a set E (the event set) equipped with a
reflexive, transitive, antisymmetric relation  (the causal order). A
well order is a partial order that has no
infinite decreasing sequence.

We visualize partial orders as directed
acyclic graphs where edges denote order. For ex-
ample the order on {0,1,2,3} where 0  1  2
and 0  3 is visualized on the right.

A prime event structure (E,,#) is a well
order together with a symmetric relation # on E
(the conflict relation), such that if c # d  e then c # e.

For any prime event structure, define the primitive conflict rela-
tion #µ on E as d #µ e whenever d # e, and for any d � b # c  e we
have d = b and c = e. Primitive conflict is also known as minimal
conflict. A prime event structure is confusion-free [Nielsen et al.
1979] whenever #µ is transitive, and if c  d #µ e then c  e.

For any confusion-free event structure, define the primitive con-
flict equivalence d ⇠ e whenever d = e or d #µ e. It is routine to
show that primitive conflict equivalence is symmetric and transi-
tive, and hence forms an equivalence on E.

We visualize confusion-free event structures
by including the primitive conflict equivalence
in the visualization. For example the event struc-
ture which extends the previous partial order
with 1 # 3 and 2 # 3 has 1 ⇠ 3, so is visualized
as on the right.

A labelled event structure (E,,#,l ) over
a label set S is a prime event structure together with a function
l : E !S.

We visualize labelled event structures as node-labelled graphs.
For example the labelled event structure which extends the previous
event structure with labelling l (0) = init, l (1) = (Rx 0), l (2) =
(Wy 1) and l (3) = (Rx 1) is visualized as follows.

init

Rx 0

Wy 1

Rx 1

For any prime event structure, a set C ✓ E is conflict-free
whenever there is no d,e 2 C such that d # e. C is down-closed
whenever d  e 2C implies d 2C . A configuration is a set which
is conflict-free and down-closed.

Since configurations are conflict-free, they can be visualized as
node-labelled directed acyclic graphs, for example the two largest

configurations for the previous labelled event structure are

init Rx 0 Wy 1 and init Rx 1 .

Given labelled event structures ES1 and ES2 (without loss of
generality, we assume event sets ES1 and ES2 are disjoint) define
the product event structure ES1 ⇥ES2 as having:

• event set E is E1 [E2,
• causal order  is 1 [2,
• conflict # is #1 [#2, and
• labelling l is l1 [l2.

The sum event structure ES1 +ES2 is the same except:

• conflict # is #1 [#2 [ (E1 ⇥E2)[ (E2 ⇥E1).

We write 0 for the empty event structure with event set /0.
For a label s 2 S, the prefix s •ES0 introduces a new s -labeled

event ordered before all the events of ES0. It is defined as having:

• event set E is E0 [{?},
• causal order  is 0 [ ({?}⇥E),
• conflict # is #0, and
• labelling l is l0 [{(?,s)}.

Using an appropriate alphabet (discussed in more detail in §4),
we can give the semantics of a simple shared-memory concurrent
language. The construction uses sum, product, prefix and the empty
event structure.

Let r range over registers. A store maps registers to values. Let
r range over stores and r0 be the initial store, which maps all
registers to 0. We write r[r 7! v] for store update:

r[r 7! v](r0) =

(
v if r = r0

r(r0) otherwise

Let M range over expressions, which may include registers, but not
variables. Let V be a set of values. Let M J·K be an interpretation
that maps expressions and stores to values.

We give the semantics of a single-threaded program, featuring
reads, writes and conditionals as an event structure:

T Jr=x; T Kr M
= Âv2V (Rx v)•T JT K(r[r 7! v])

T Jx =M; T Kr M
= (Wx M JMKr)•T JT Kr

T JdoneKr M
= 0

T Jif M T1 else T0Kr M
=

(
T JT0Kr if M JMKr = 0
T JT1Kr otherwise

A program is an collection of threads T1 k · · · k Tn, interpreted as
product of event structures with an initial event:

PJT1 k · · ·kTnK M
= init• (T JT1Kr0 ⇥ · · ·⇥T JTnKr0)

We use standard abbreviations. For example, the program

if (x==0) {y=1;}

desugars to the following.

r=x; if (r==0) {y=1; done} else {done}

If we take V = {0, 1}, then this has semantics

init• (((Rx 0)• (Wy 1)•0)+((Rx 1)•0))
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visualized as follows.

init

Rx 0

Wy 1

Rx 1

Note that in this semantics, conflict is only introduced by reads.
Each conflicting event represents the read of a distinct value; since
only one value can be read, the events are in primitive conflict.

4. Memory Event Structures
A memory alphabet (S,R,W,J,K) consists of

• a set S (the actions),
• set R ✓ S (the read actions)
• set W ✓ S (the write actions),
• binary relation J ✓ (W ⇥R) (justification), and
• binary relation K ✓ J (synchronized justification).

When (a,b) 2 J, we say that a justifies b. Synchronization does not
play a role in this section; we return to it in §7.

A memory event structure over such a memory alphabet is a
confusion-free labelled event structure over S.

The prototypical memory alphabet consists of an initial action,
and read and write actions over some set of variables X , and some
set of values V :

S = R[W

R = {(Rx v) | x 2 X ,v 2V}
W = {(Wx v) | x 2 X ,v 2V}[{init}

In §3 we saw that such an alphabet can be used to give the semantics
for a simple shared-memory concurrent language. The justification
relation for this alphabet is that init justifies a read of 0, and that a
write of v justifies a read of v to the same variable:

J = {(init,(Rx 0)) | x 2 X}
[{((Wx v),(Rx v)) | x 2 X ,v 2V}

In a memory event structure, an event e is a read event whenever
l (e) 2 R, and a write event whenever l (e) 2 W . The sets R and
W need not be disjoint; thus, a memory alphabet may include
read-modify-write actions such as exchange, compare-and-set or
increment. The semantics of these operators as event structures is
straightforward, following the style given in §3.

In a memory event structure, we can lift justification from labels
to events, but this is not just a matter of looking at the labelling,
since events should not be justified by later events, by events in
conflict, or by events with an intervening event in read-write con-
flict. For example, in the program

if (y) { x=0; } else { x=1; x=x; }

with event structure semantics

init

Ry 0 Ry 1

Wx 0Wx 1

Rx 0 Rx 1

Wx 0 Wx 1

the only justified read of x is 1, not 0, and the only justified read of
y is 0, not 1. We visualize justification as a dashed edge.

In a memory event structure, we say write event d justifies read
event e whenever:

(1) (l (d),l (e)) 2 J,
(2) we do not have e < d,
(3) we do not have d # e, and
(4) there is no d < b < e ⇠ c such that l (b) justifies l (c).
The following statement is equivalent to item (4): “there is no
d < b < e ⇠ c such that b justifies c.” However, we cannot use this
as the definition without worrying about circularity.

Visually these conditions are that d cannot justify e when:

d

e
or

d e
or

d

b

c e

Definition 4.1 (Justified). A configuration C is justified whenever
every read event in C is justified by an event in C . 2

For example, the program y=x; has two maximal configura-
tions, but only one of them is justified:

init

Rx 0

Wy 0

and

init

Rx 1

Wy 1

Unfortunately, justified configurations, although necessary, are
not a sufficient condition for modeling valid executions, as they
allow cycles in the union of causal order and justification, which
cause thin air reads. For example, the program P1 from the in-
troduction includes the justified configurations {10, 11, 13, 15, 17}
and {10, 12, 14, 16, 18} :

init
10

Rx 0
11

Wy 0
15

Ry 0
13

Wx 0
17

init
10

Rx 1
12

Wy 1
16

Ry 1
14

Wx 1
18

In the latter, there is a cycle in causal+justification order. It is
straightforward to ban such cycles.

Definition 4.2 (Acyclically justified). On configurations, define C

justifies D whenever for any read event d 2 D there exists a write
event c 2 C such that c justifies d.

Write C .D whenever C ✓D and C justifies D .
Write .⇤ for the reflexive, transitive closure of ..
Define C is acyclically justified whenever /0 .⇤

C . 2
Any acyclically justified configuration is also justified. In ad-

dition, any justified configuration with acyclic causal+justification
order is acyclically justified.

For example, for P1, we have that /0 . {10}, since 10 is not a
read. In addition, we have {10} . {10, 11} and {10} . {10, 13}
since 10 justifies both 11 and 13. Taking a maximal configuration
at each step, we have:

/0 . {10}. {10, 11, 13, 15, 17}
However, there is no such chain leading from /0 to {10, 12, 14, 16,
18}.

Consider the following program.
(y=x; || x=1 || r=y;) (P4)
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init
40

Rx 1
42

Rx 0
41

Wy 0
45

Wy 1
46

Ry 0
43

Ry 1
44

Wx 1
47

init
40

Rx 1
42

Rx 0
41

Wy 0
45

Wy 1
46

Ry 0
43

Ry 1
44

Wx 1
47

init
40

Rx 1
42

Rx 0
41

Wy 0
45

Wy 1
46

Ry 0
43

Ry 1
44

Wx 1
47

Figure 1: Acyclic- and AE-justification for P4

init
40

Rx 1
42

Rx 0
41

Wy 0
45

Wy 1
46

Ry 0
43

Ry 1
44

Wx 1
47

In this case the write to x is immediately available, since it is not
causally dependent on any read. Thus:

/0 . {40, 47}. {40, 47, 41, 45}. {40, 47, 41, 45, 43}
/0 . {40, 47}. {40, 47, 42, 46}. {40, 47, 42, 46, 44}

Here the read of x is a coin-toss, which determines whether it is
possible to read (Ry 1): A configuration that contains 41 cannot
also contain 44.

The second of these sequences can be seen in Figure 1, read
from top to bottom. The events included in each successive config-
uration are highlighted using a darker, blue background. Events that
are in conflict with an included event are covered in white. Thus in
a maximal configuration, such as the last configuration in Figure 1,
all events are either highlighted or covered.

Acyclic justification rules out cycles, since in any acyclically
justified C , there must be configurations /0 = C0 . · · · . Cn = C ,
and for any read event e 2 C there must be a j such that e 2 C j+1
and a d 2 C j which justifies e. Since configurations are -closed,
this means that there is no infinite sequence d1  e1,d2  e2, . . . ,
where di justifies ei+1, and in particular there are no cycles.

Unfortunately, acyclic justification is too strong a requirement,
as it rules out some valid executions in the presence of optimiza-
tions which reorder memory accesses. For example, the program
P3 = (r=x; y=1; || x=y;) has event structure given the intro-
duction. In this case the cyclic justifier models a valid execution,
caused by a compiler or hardware optimization reordering (r=x;

y=1;) as (y=1; r=x;). If we are going to admit such reorderings,
we cannot model valid executions by a property of configurations,
and must look at the entire event structure (this observation was
made, in a different model, by Batty et al. [2015]).

Definition 4.3 (Well-justified). On configurations, define C always
eventually justifies (AE-justifies) D whenever for any C .⇤

C

0

there exists a C

0 .⇤
C

00 such that C 00 justifies D .
Write C vD whenever C ✓D and C AE-justifies D .
Write v⇤ for the reflexive, transitive closure of v.

Define C is well-justified whenever C is justified and /0v⇤
C .2

A well-justified configuration must be both justified and AE-
justified. The notion of AE-justification describes when a read
event is justified by some write event no matter which execution
path is chosen. AE-justification has the flavor of a two-player game:
in a configuration Ci, the opponent chooses a Ci .C

0
i , after which

the player chooses a C 0
i .C

00
i which justifies Ci+1. If the player can

justify Ci+1 regardless of the opponent move, then the player wins
the round. The player well-justifies C if they can repeat this game
to move from the initial configuration /0 to the final configuration
C .

Any acyclically justified configuration is AE-justified.

Example 4.4. Consider the proof of acyclic justification given in
Figure 1. Starting from C0 = /0, the player follows the proof of
acyclic justification to select C1 = {40, 47}, then C2 = {40, 47,
42, 46} and finally C3 = {40, 47, 42, 46, 44}. In each case, the
events in Ci are justified by an extension C

00
i�1 of Ci�1, regardless

of the opponent’s choice of C 0
i�1.

For any opponent move /0 .⇤
C

0
0, the player must choose C 0

0 .⇤

C

00
0 so that C 00

0 justifies C1. In this case, the player can always
choose C

00
0 ◆ {40, 47}, since 40 and 47 conflict with no event and

do not require justification. The first two moves of the player can
be collapsed, choosing C1 to be {40, 47, 42, 46}, since 42 can be
justified regardless of the opponent move. However, the last two
moves cannot be collapsed. The player cannot initially select 44; in
this case the opponent would win by choosing C

0
0 = {40, 41, 43,

45}. 2

Example 4.5. We now consider the proof that P3 is well-justified
to read all ones, given in Figure 2. The previous strategy does not
work, since the goal configuration is not acyclically justified.

The player chooses C1 = {30}, C2 = {30, 34, 38} and finally
C3 = {30, 34, 38, 32, 36}. As in the previous example, the first two
player moves can be collapsed, but not the last two. We show the
first two player moves separately to make the opponent choices
clear. The opponent can choose C

0
1 to include any events except

32 (and therefore 36); there is no acyclically justified configuration
that includes 32. For this reason events 32 and 36 are gray in the top
configuration of Figure 2. The opponent option to include 33 2 C

0
1

prevents the player from selecting 32 2 C1. The (Rx 1) cannot be
justified in this case. However, (Ry 1) can be justified regardless of
the opponent’s choice. Thus 34 can be included in C1 (or C2, as
shown).

Once the player has won the round including 34, the opponent
is no longer at liberty to include 33—the choice has been made.
Thus the player may include 32 in the next round. 2

Example 4.6. As noted in the introduction, configuration C1 of P1
fails to be well-justified. We provide a proof in §6. Intuitively, the
player is unable to select 142C1, because the opponent can choose
11 2 C

0
0. 2

In the process of revising the Java Memory Model, Pugh [2004]
developed a set of twenty causality test cases. Using hand calcula-
tion, we tested our semantics against nineteen of these cases. (TC9
is based on the idea that an execution should be allowed if there ex-
ists an augmentation, such as thread inlining, that allows it. This is
a non-goal for our semantics; therefore, we do not consider TC9.)

Our semantics agrees with sixteen of the test cases and disagrees
with three: TC3, TC7 and TC11. In §8, we discuss TC7, which best
elucidates the issues.

Also by hand calculation, we found that our semantics gives
the desired results for all examples in Batty et al. [2015, §4] and
all but one in Ševčík [2008, §5.3]: redundant-write-after-read-
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init
30

Rx 1
32

Rx 0
31

Wy 1
35

Wy 1
36

Ry 0
33

Ry 1
34

Wx 0
37

Wx 1
38

init
30

Rx 1
32

Rx 0
31

Wy 1
35

Wy 1
36

Ry 0
33

Ry 1
34

Wx 0
37

Wx 1
38

init
30

Rx 1
32

Rx 0
31

Wy 1
35

Wy 1
36

Ry 0
33

Ry 1
34

Wx 0
37

Wx 1
38

Figure 2: AE-order for P3

elimination—this counterexample applies to any sensible non-
coherent semantics.

5. Data-race-free event structures
We say that ES0 is an augmentation of ES if it has same events,
conflict and labels, and possibly more order. Formally, (E,0,#,l )
is an augmentation of (E,,#,l ) if ✓0.

It is straightforward to show that justification, acyclic justifi-
cation and well-justification are all reflected by augmentation. For
example, if ES0 augments ES and C is a well-justified configuration
of ES0 then C is a well-justified configuration of ES.

A sequential memory event structure is one where, for any
events d and e, either d  e, e d or d # e. A sequentially consistent
configuration of a memory event structure is a justified configura-
tion of a sequential augmentation of it. That is, a configuration C

of ES is sequentially consistent if there exists an augmentation ES0
of ES such that ES0 is sequential and C is a justified configuration
of ES0.

Note that in a sequential memory event structure, if d justifies e
then d  e. It follows that any justified configuration of a sequen-
tial memory event structure is well-justified, and hence that any
sequentially consistent configuration of a memory event structure
is well-justified.

The converse is not true. There are well-justified configura-
tions that are not sequentially consistent, due to data races. For
example, the program (w=1; || y=(w<=x); || z=(x<=w); ||

x=1;) has semantics with configuration:

init

Rw1 Rx 1

Rx 0 Rw0

Ww1 Wx 1

Wy 0 Wz 0

This is acyclically justified, and hence well-justified, but not se-
quentially consistent. In this section, we shall show that such data
races are the only source of configurations which are well-justified
but not sequentially consistent.

d

c e

d e

b c

In a memory event structure, define con-
current events d and e to be a read-write
race whenever there is some c ⇠ e such that
d justifies c, as shown on the right.

Define concurrent events d and e to be
a write-write race whenever there is some
b ⇠ c such that d justifies b and e justifies c,
as shown on the right.

Define a configuration to be data-race-
free when it contains no read-write or write-write races.

We state the theorem generally for any memory event structure
that is read-enabled and commutative. The prototypical example,
given in §4, satisfies both these criteria.

c

d e

A memory event structure is read-
enabled whenever, for any read event e there
exists some c  e ⇠ d such that c justifies d,
as shown on the right. Any event structure
that is the semantics of a program is read
enabled. For example, if e is (Rx 1), then it suffices to take c to be
init, since init justifies (Rx 0), which is in primitive conflict with
(Rx 1).

A memory event structure is commutative whenever c ⇠ d and
d justifies e implies there exists b ⇠ e where c justifies b, that is:

c d

e
implies

c d

eb

If read and write actions are disjoint, then it follows immedi-
ately that the resulting event structure will be commutative. Read-
modify-write operators such as swap and fetch-and-add are com-
mutative. Compare-and-set (CAS) is commutative if we interpret a
failed CAS as both read and write (of the old value), but not if we
consider a failed CAS only as a read. Under this interpretation, for
example, CAS(x ,0,1) generates the following event structure for bit
register x .

init

RMWx 01 Rx 1

The (RMWx 01) event may justify some other read of x ; however,
the minimal conflicting event (Rx 1) is a plain read. We leave
weakening commutativity as future work.

Theorem 5.1 (DRF). In any commutative read-enabled memory
event structure, if all sequentially consistent configurations are
data-race-free, then all well-justified configurations are sequen-
tially consistent.

PROOF. Define a configuration C to be pre-justified if every read
action e 2 C is justified by a write action d 2 C where d  e. It is
routine to show that any pre-justified configuration is sequentially
consistent. The core lemma of the proof follows [Lochbihler 2013],
which is that if C is pre-justified, and C justifies D , then D is pre-
justified. After this, the proof is routine: we first show that if C is
pre-justified and C .⇤

D then D is pre-justified; then that if C is
pre-justified and C v⇤

D then D is pre-justified. The result follows,
since /0 is trivially pre-justified. This proof has been mechanized in
Agda. 2

6. Invariants
While there is no formal definition of “thin-air read” [Batty et al.
2015], the examples point to a failure of inductive reasoning, typi-
cally due to a cycle in the union of the causal and data dependency
orders. In order to establish that these forms of thin-air read are
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impossible, it is sufficient to show that is possible to reason in-
ductively. In this section, we show that well-justification enables
inductive reasoning.

We consider a limited form of invariant reasoning, which is
strong enough to capture non-temporal safety properties, such as
type safety. Given a suitable notion of formula, f , we show that
if, in every configuration of ES, the read events satisfy f , then, in
every configuration of ES, all events satisfy f . Significantly, the
result can be applied without reasoning about well-justification.

To keep the setting as simple as possible, we consider logics
over labels rather than events. In order to establish the result, we
must restrict attention to logics that are subset closed. This allows
the expression of certain safety properties such as x 6=1, but not
liveness properties such as x=1. For a label set S, a program logic
(F,✏) consists of:

• a set F (the formulae), and
• a binary relation ✏ between P(S) and F (satisfaction).

A formula f is subset closed whenever A✓ B ✏ f implies A ✏ f .
It is satisfiable whenever A ✏ f for some A. It respects justification
whenever A justifies B and A ✏ f implies B ✏ f .

For any configuration C , let S(C ) be the labels of C :

S(C ) = {l (e) | e 2 C}

A formula f is an invariant of a memory event structure whenever
S(C )\R ✏ f implies S(C ) ✏ f for any configuration C (recalling
that R is the set of all read actions).

A formula f is a tautology of a memory event structure when-
ever S(C ) ✏ f for any well-justified configuration C .

Theorem 6.1. For any satisfiable, subset-closed f which respects
justification, if f is an invariant of ES then f is a tautology of ES.2

PROOF. Mechanized in Agda. 2

In the remainder of this section, we consider an example logic.
Let T be a set of type names, ranged over by t . The set F of
formulae is generated by the following BNF.

f , y ::= x 6=v | x :t | true | false | f ^y | f _y

Given a semantics Vt ✓ V for each type t , let ✏ be the obvious
satisfaction relation generated by the following rules for the atoms.

•
A ✏ x 6=v when for any a 2 A, if a = (Rx w) or a = (Wx w),
then w 6= v.

•
A ✏ x :t when for any a 2A, if a = (Rx v) or a = (Wx v), then
v 2Vt .

Note that the logic is satisfiable and subset closed and thus satisfies
the criteria of Theorem 6.1.

Suppose that we attempt to show that f1 = (x 6=1^ y 6=1) is a
tautology for P1 = (y=x; || x=y;). Recall the event structure for
this program, given in the introduction.

init
10

Rx 1
12

Rx 0
11

Wy 0
15

Wy 1
16

Ry 0
13

Ry 1
14

Wx 0
17

Wx 1
18

Note that any configuration which includes write events 16 or 18,
must also include read events 12 or 14. Thus, if the read events
satisfy f1 then the write events satisfy f1, and so f1 is invariant for
P1. Thus, by Theorem 6.1, f1 is a tautology for P1.

For P3=(r=x; y=1; || x=y;), instead, f1 fails. Recall the
event structure for this program, also given in the introduction.

init
30

Rx 1
32

Rx 0
31

Wy 1
35

Wy 1
36

Ry 0
33

Ry 1
34

Wx 0
37

Wx 1
38

The configuration {30, 31, 35} fails to satisfy f1 even though its
only read event 31 satisfies f1.

These examples can be adapted to show reasoning using types.
Let 0 be the unique value of type Unit. Then P1 satisfies the typing
x :Unit^y :Unit, but P2 does not.

7. Fencing
In §4, we noted that a memory alphabet includes synchronized
justification, such as lock release and acquire; however, we have
not made any use of synchronization up to now. In this section, we
develop a notion of fencing, in which synchronized justifications
contribute to causal order.

We model lock-based synchronization, in a very simple setting.
We assume that there is only one, statically allocated lock and
that lock release always occurs in the same thread as the previous
acquire. The latter assumption ensures that each release causally
follows the corresponding acquire.

The memory alphabet from §4 is modified to include acquire
and release actions, which are considered both read and write
actions. (We comment on this design in §9.)

S = R[W

R = {(Rx v),Aq,Rl | x 2 X ,v 2V}
W = {(Wx v),Aq,Rl | x 2 X ,v 2V}[{init}

The semantics of locking actions are as follows.

T Jacq;T Kr M
= Aq•T JT Kr

T Jrel;T Kr M
= Rl•T JT Kr

The justification relation, J, now includes lock actions:

J = {(init,(Rx 0)),((Wx v),(Rx v)) | x 2 X ,v 2V}
[{(init,Aq),(Aq,Rl),(Rl,Aq)}

The synchronized justification relation, K, is restricted to lock
actions.

K = {(init,Aq),(Aq,Rl),(Rl,Aq)}
Recall from §4 that event d justifies event e whenever (1) (l (d),

l (e)) 2 J, (2) d does not follow e, (3) d is not in conflict with e,
and (4) there is no intervening b between d and e that justifies an
event in primitive conflict with e.

We say event d synchronously justifies event e whenever d
justifies e and (l (d),l (e)) 2 K.

A fenced memory event structure is one where, for any events d
and e, if d synchronously justifies e then d  e.

A well-fenced configuration of a memory event structure is a
well-justified configuration of a fenced augmentation of it. That is,
a configuration C of ES is well-fenced if there exists a augmenta-
tion ES0 of ES such that ES0 is fenced and C is a justified configu-
ration of ES0.

To show that a configuration is well-fenced, the player must first
choose a fencing. Then the inductive argument for well-justification
proceeds as before.

For example, consider the following program, P5.
(acq; x=1; x=0; rel;)

|| (acq; r=x; rel;)

(P5)
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init
50

Aq
51

Wx 1
53

Wx 0
56

Rl
57

Aq
52

Rx 0
54

Rx 1
55

Rl
58

Rl
59

Whereas the second thread can read 1 in a well-justified configura-
tion, this is not possible in a well-fenced configuration. There are
two possible fencings. One includes the augmentation 57  52, and
the other includes 58  51 and 59  51. In either case, 54 can be
justified, but 55 cannot. Therefore, there is no well-fenced configu-
ration that includes 55.

Note that any sequential memory event structure is fenced. It
follows that any sequential augmentation of a memory event struc-
ture is a fenced augmentation of it, and hence that any sequentially
consistent configuration is a well-fenced configuration.

Now, if every justification is synchronized (that is J = K) we
have that every well-fenced configuration is sequentially consis-
tent, but in general this is not true. In particular, if there is no syn-
chronization (that is K = /0) then every well-justified configuration
is well-fenced.

Fortunately, the proof of the DRF Theorem for well-fenced
configurations follows directly from the DRF theorem for well-
justified configurations: we just use DRF on each fencing.

Theorem 7.1 (DRF). In any commutative read-enabled memory
event structure, if all sequentially consistent configurations are
data-race-free, then all well-fenced configurations are sequentially
consistent.

PROOF. Follows directly from Theorem 5.1. 2

8. Limitations
As noted at the end of §4, our semantics agrees with sixteen test
cases from [Pugh 2004] and disagrees with three: TC3, TC7 and
TC11. We now discuss TC7, which best elucidates the issues.

(r=z; y=x;) || (z=y; x=1;) (TC7)

init
a

Rz 1
c

Rz 0
b

Rx 1
g

Rx 0
f

Wy 0
l

Wy 1
m

Rx 1
i

Rx 0
h

Wy 0
n

Wy 1
o

Ry 0
d

Ry 1
e

Wz 0
j

Wz 1
k

Wx 1
p

Wx 1
q

The question is whether all of the reads can be resolved to 1. This
fails under our semantics: there is no well-justified configuration
that includes events c, e and i, all of which read 1. In order to well-
justify such a configuration, one must first resolve the conflict on
x , then y and finally z . But this strategy fails immediately after
resolving x .

Starting from the empty configuration, all acyclically justified
configurations can be extended to include either p or q, and thus the
player can select a configuration that includes either g or i. Suppose
the player selects i. Since configurations are downclosed, the player
must also select c; however c is not acyclically justified when the
opponent selects p. Symmetrically, b is not acyclically justified
when the opponent selects q. Thus the player cannot resolve the
conflict on y .

The failure of TC7 indicates a failure to validate the reordering
of independent reads. To see this, consider the program in which

the first thread is rewritten.
(y=x; r=z;) || (z=y; x=1;)

init
a0

Rx 1
c0

Rx 0
b0

Wy 1
h 0

Wy 0
f 0

Rz 1
m0

Rz 0
l0

Rz 1
o0

Rz 0
n0

Ry 0
d0

Ry 1
e0

Wz 0
j0

Wz 1
k0

Wx 1
p0

Wx 1
q0

In this case, the player can choose c0, then e0, then o0, as required.
We now sketch a proposal to address this issue. On sets of

events, define C is compatible with D whenever there is no c 2 C

and d 2D such that c #µ d. Define C is consistent whenever C is
compatible with C .

Proposal. Modify Definition 4.2 and Definition 4.3 to range over
consistent sets, rather than configurations.

A configuration C is alt-well-justified whenever C is justified
and there exists a consistent set D such that /0 v⇤

D ◆ C . 2

By this proposal, the definition of alt-AE-justifies is as follows:
On consistent sets, C alt-AE-justifies D whenever for any C .⇤

C

0

there exists a C

0 .⇤
C

00 such that C 00 justifies D .
The configuration of TC7 that always reads 1 is alt-well-

justified. Starting from the empty set, C1 = {a,g , i} is alt-AE-justi-
fied, since every consistent set that extends /0 (via .⇤) can be further
extended to include either p or q, both labeled (Wx 1). Although g

and i are in conflict, they are not in primitive conflict, and therefore
may both be included in a consistent set—this is the key difference
between well- and alt-well-justification. From C1, C2 = {a,g , i,e}
is alt-AE-justified, since we can always extend to include either m
or o, both labeled (Wy 1). From C2, C3 = {a,g , i,e,c} is alt-AE-
justified, since we can always extend to include k, labeled (Wz 1).
Thus /0 v⇤

C3 and therefore, since writes do not require justifica-
tion, /0 v⇤ {a,g ,m, i,o,e,k,q,c}◆ {a, i,o,e,k,q,c}, as required.

By hand calculation, alt-well-justification agrees with all nine-
teen test cases; therefore, the definition looks quite promising. The
question of whether DRF holds for alt-well-justification remains
open. The inductive structure of the proof of DRF relies on the fact
that configurations are down closed. Since consistent sets are not
necessarily down closed, the proof strategy fails.

9. Open problems
This paper has introduced the first model for relaxed memory based
event structures. This fresh approach creates many opportunities for
future work.

Our model does not enforce coherence: that writes on a sin-
gle variable appear to occur in some global order. For example, in
a coherent semantics for (x=1;) || (x=2;) || (r1=x; r2=x;
r3=x;) it is not possible to have r1 = r3 6= r2, whereas our seman-
tics allows this. To enforce coherence, it appears to be necessary
to distinguish the causal order from the order used to determine
visibility.

We have modeled synchronization using a restricted form of
locks. A coherent semantics is required to model Java’s volatile
variables, and would also allow a more satisfactory treatment of
locks. In the formalization of §7, release and acquire are both
read/write actions. This guarantees that, for example, a single re-
lease does not enable two parallel acquires. In the standard treat-
ment of locks, assuming coherence, release is a write, and acquire
is a read; thus, release justifies acquire, but acquire does not jus-
tify release. The order between acquire and release is usually guar-
anteed by thread order, which we have assumed. This assumption
guarantees that the order we have required from acquire to release
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is redundant. With a coherent semantics for locks, the causal order
from acquire to release can be dropped.

Separate from the concerns of §8, variations on the definition of
well-justification may be worth exploring. For example, we define
of v⇤ in terms of .⇤: when exploring extensions of the current con-
figuration, both player and opponent are restricted to using acyclic
justification. It is natural to ask about a further definition, which
uses v⇤ in place of .⇤. If we let v⇤

0 = .⇤ and v⇤
1 = v⇤, we can

see this as hierarchy where each v⇤
i uses v⇤

i�1. It is not the case
that v⇤

i contains v⇤
i�1, since the definition uses v⇤

i�1 in both posi-
tive and negative position: positive for the player, and negative for
the opponent. The redundant-read-elimination counterexample of
[Ševčík 2008, §5.3.2] and TC18 of [Pugh 2004] are both interest-
ing in this regard. If the opponent is allowed to pick out of thin
air, then the player is unable to well-justify the desired configura-
tion. Well-justification becomes possible, however, if the opponent
is restricted to acyclically chosen configurations.

We have investigated a very simple program logic, which es-
tablishes a restricted form of safety. It would be interesting to in-
vestigate more powerful logics, such as that of Turon et al. [2014].
One of the primary purposes of a memory model is to support pro-
gram transformation. To this end, it would be useful to have a re-
finement relation over memory event structures that preserves well-
justification.

Our approach to type safety is novel, in that we have not re-
quired a static association between variables and types as in prior
work [Lochbihler 2013; Goto et al. 2012]. It would be interesting to
extend our approach to model dynamic allocation and deallocation.
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Towards Compositional Feedback in
Non-Deterministic and Non-Input-Receptive Systems ⇤
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Abstract
Feedback is an essential composition operator in many classes of
reactive and other systems. This paper studies feedback in the con-
text of compositional theories with refinement. Such theories al-
low to reason about systems on a component-by-component ba-
sis, and to characterize substitutability as a refinement relation. Al-
though compositional theories of feedback do exist, they are lim-
ited either to deterministic systems (functions) or input-receptive
systems (total relations). In this work we propose a compositional
theory of feedback which applies to non-deterministic and non-
input-receptive systems (e.g., partial relations). To achieve this, we
use the semantic frameworks of predicate and property transform-
ers, and relations with fail and unknown values. We show how to
define instantaneous feedback for stateless systems and feedback
with unit delay for stateful systems. Both operations preserve the
refinement relation, and both can be applied to non-deterministic
and non-input-receptive systems.

CCS Concepts
• Software and its engineering⇠Semantics • Theory of com-
putation⇠Automated reasoning

1. Introduction
Large and complex systems are best designed using component-
based rather than monolithic methodologies. In the component-
based paradigm a system is an assembly of interacting components.
Each component can itself be a subsystem composed from other
components. Arbitrary component hierarchies can be built in this
manner, allowing to decompose a complex system into simpler and
further simpler subsystems.

Systems constantly evolve, and a key concern in a component-
based setting is substitutability: when can we replace some com-
ponent A with a new component A0? The issue is property preser-
vation: the replacement must not result in breaking essential prop-
erties of the existing system. Moreover, we would like to avoid as
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A

Figure 1: Composition operators: serial composition (left); parallel
composition (middle); feedback composition (right).

much as possible having to re-verify the new system from scratch,
since verification is an expensive process. Ideally, a simple check
should suffice to guarantee that the new system is correct, assuming
that the old system was correct.

Compositional theories with refinement provide an elegant
framework for reasoning about these problems. In such theories
the following notions are central: (a) the notion of component; (b)
composition operators, which create new components by compos-
ing existing ones; (c) the notion of refinement, which is a binary
relation between components. Typically two main theorems are
provided by such a theory:

1. Preservation of refinement by composition, which can be
roughly stated as: if A

0 refines A and B

0 refines B, then the
composition of A0 and B

0 refines the composition of A and B.
2. Preservation of properties by refinement, which can be roughly

stated as: if A0 refines A and A satisfies property �, then A

0

also satisfies �.

To see how the above two theorems can be used, consider again
the scenario above where A is replaced by A

0. We can avoid re-
verifying the new system by trying instead to show that A0 refines
A. If this is true, then by preservation of refinement by composition
it follows that the new system (with A

0) refines the old system
(with A). (Here we also implicitly use that refinement is reflexive,
which is typically true.) Moreover, by preservation of properties
by refinement it follows that if property � holds in the old system
then it will also hold in the new system. In this way, we can avoid
checking � directly on the new system, which can be expensive
when the system is large. Instead, we must show that A0 refines A,
which is an easier verification problem, as it deals with only two
components.

In this paper we look at components as blocks with inputs
and outputs. In such a setting, there are three basic composition
operators (see Figure 1):

• Serial composition, where the output of one component is con-
nected to the input of another component.

• Parallel composition, where two components are “stacked on
top of each other” without any connections, but encapsulated
into a single component.
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• Feedback composition, where the output of a component is
connected into one of its inputs.

Semantically, we want our components to be able to model systems
which are both non-deterministic and non-input-receptive. Non-
determinism means that the system may produce more than one
output for a given input. Non-determinism is well established as
a powerful modeling mechanism which allows abstracting from
unnecessary details among other things. Non-input-receptiveness
means that the system may declare some input values to be illegal
(always, or at certain times). For example, a component computing
the square root of a real number may declare that negative inputs
are illegal. Note that this is different from stating that if the input
is negative then the output can be arbitrary. The latter corresponds
logically to an implication: x � 0 ) y =

p
x (here x denotes

the input and y the output); whereas the former corresponds to a
conjunction: x � 0 ^ y =

p
x. Although less common in the

domains of formal methods and verification, non-input-receptive
systems are common in programming languages and type theory,
where they provide the basis for type checking. Type checking is a
key feature of many languages and can be seen as a “lightweight”
verification mechanism as the programmer does not have to provide
a formal specification of her program (the program only needs
to type check). In our setting, non-input-receptiveness is essential
in order to be able to model compatibility of components during
composition. For an extensive discussion of this point, see [7, 28].

In this setting, parallel composition is relatively straightforward
to define and can be logically seen as taking the conjunction of
the specifications of the two components. Serial composition is a
bit trickier and logically involves 8-9 quantification, which essen-
tially states that any output of the upstream component is a legal
input for the downstream component (i.e., there exists for it an out-
put of the downstream component). This game theoretic semantics
is necessary when the components are both non-deterministic and
non-input-receptive, while it collapses to the standard semantics
(composition of functions or relations, or logical conjunction) when
components are either deterministic or input-receptive [7, 8, 28].
Both parallel and serial composition as defined above are composi-
tional in the sense that they preserve refinement.

Compositional theories of feedback do exist, but they are lim-
ited to either deterministic systems, or to input-receptive sys-
tems. To our knowledge, compositional feedback for both non-
deterministic and non-input-receptive systems has so far remained
elusive. The main difficulty has been to come up with a defini-
tion of feedback which preserves refinement. That is, if A0 refines
A, then (A0) refines (A), where (·) is the feedback composi-
tion operator. An extensive account of some of the difficulties and
failed attempts is given in [27], for the framework of relational
interfaces [28].

To illustrate some of the earlier problems and how they are
handled in the new framework, consider the following example,
first given in [9]. Let A be a component with two input variables
u, x, one output variable v, and input-output relation true, which
means that A accepts any input value, and given an input value,
it can return any output (because true is satisfied by any (u, x, v)
triple). Now let A0 be another component with inputs u, x, output
v, and relation u 6= v. This means that A0 accepts any input (u, x),
and given such u, returns some v different from u. In the relational
interface framework (as well as in our framework), A0 refines A.
This is because A

0 has the same legal inputs as A (in fact, every
input is legal for both) and A

0 is “more deterministic” than A.
Now, suppose we apply feedback to both A and A

0, in particular,
we connect output v to input u. Denote the resulting components
by B and B

0, respectively. Both B and B

0 have a single input,
x (u is no longer a free input, since it has been connected to
v). What should the relations of B and B

0 be? Note that we

want B

0 to refine B, otherwise refinement is not preserved by
feedback. The straightforward way to define feedback is to add the
constraint u = v, since v is connected to u, essentially becoming
the same “wire”. Doing so, we obtain true ^ u = v, i.e., u = v,
as the relation of B, and u 6= v ^ u = v, i.e., false, as the
relation of B0. This is problematic, since false does not refine u =
v. Indeed, according to the game-theoretic semantics, refinement
is not implication, because inputs and outputs must be treated
differently. In our example, any input x is legal for B, whereas
no input x is legal for B0, which means that B0 cannot replace B,
i.e., does not refine it.

In this paper, we attack the problem of feedback afresh. We
adopt the frameworks of refinement calculus (RC) [3] and refine-
ment calculus of reactive systems (RCRS) [24]. RC is a classic
compositional framework for reasoning about sequential programs,
while RCRS is an extension of RC to reason about reactive systems.
In RC, programs are modeled as (monotonic) predicate transform-
ers, i.e., functions from sets of post-states to sets of pre-states. In
RCRS, systems are modeled as (monotonic) property transformers,
which are functions that transform sets of output infinite sequences
into sets of input infinite sequences. Both predicate and property
transformers are powerful mathematical tools, able to capture both
non-deterministic and non-input-receptive systems. In fact, they are
more powerful than partial relations, which is the semantic basis of
relational interfaces [28]. Therefore one can hope that some of the
difficulties in obtaining a compositional definition of feedback in
the relational framework can be overcome in the refinement calculi
frameworks.

We first consider stateless systems and instantaneous feedback,
i.e., feedback in a single step (Section 5). We model stateless sys-
tems using predicate transformers, where instead of a post/pre-state
interpretation, we use an output/input interpretation. We often em-
ploy strictly conjunctive predicate transformers, which correspond
to input-output relations over a domain extended with a special
value fail (denoted •), used to model illegal inputs (those return
• as output). We further extend these relations with an additional
unknown value (denoted ?). The unknown value is used to de-
fine feedback by means of a fix-point iteration, starting with un-
known and potentially converging to known values. The idea to use
unknown values and fix-points comes from methods for dealing
with instantaneous feedback in deterministic and input-receptive
systems (i.e., total functions) [4, 10, 17]. In our case systems are
non-deterministic and also may reject some inputs. We therefore
need to generalize the fix-point method to relations with fail and
unknown. The precise definition is involved (Def. 2), but roughly
speaking, for a given input we explore all possible computation
paths, including those in which the feedback input stabilizes to a
known or unknown value, as well as those in which either the rela-
tion returns • or the path does not stabilize. We can then consider
an input to the post-feedback system as legal if no execution path
fails, and those which stabilize reach a known value.

This instantaneous feedback operator preserves refinement. In
the example discussed above, the new definition results in both B

and B

0 being the component Fail which rejects all inputs, since
the above procedure does not stabilize in neither the case of A

nor A0. This indicates that the two feedback operations are illegal,
which is similar to discovering an incompatibility during, say, serial
composition.

Relations with fail and unknown have the same modeling power
as strictly conjunctive predicate transformers over input/output val-
ues with unknowns. We use the two models alternatively, as each
is best suited to obtain certain results. In particular, we define the
instantaneus feedback operator using relations with fail and un-
knowns, but we prove that the operator preserves refinement using
their predicate transformer representation.
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We next turn to the case of stateful systems. Syntactically, we
model these as symbolic transition systems, i.e., relations on input,
output, current state, and next state variables. For instance, a simple
counter can be modeled by the relation u

0 = u + 1, where u

denotes the current state and u

0 the next state. Semantically, we use
predicate transformers on the same variables [24]. We then define
feedback with unit-delay for such predicate transformers, which
corresponds to connecting u

0 to u via a unit-delay component. A
unit-delay outputs at step k its input at the previous step k�1. Thus,
feedback with unit-delay ensures that the next state u

0 becomes
the current state in the next step. The feedback with unit-delay
operator is defined in Section 7. That definition is aided by iteration
operators over property transformers defined in Section 6.

Combining the two feedback operators generalizes block-
diagram languages like Simulink, which are not able to handle
non-deterministic and non-input-receptive components.

Our treatment in this paper is mostly semantic. However, fol-
lowing [24], we can use syntactic objects such as symbolic transi-
tion systems to represent predicate and property transformers. For
example, the formula u

0 = u + 1 represents a counter, as men-
tioned above; the formula x � 0^ y =

p
x, where x is input and y

is output, represents a relation with fail and also a predicate trans-
former. We can also use temporal logic (e.g., LTL [22]) to express
properties over infinite sequences of input-output values, including
liveness properties. For example, a system specified by the LTL
formula 2 (x ) 3 y) ensures that if the input x is infinitely often
true, so will be the output y. Using these representations, most of
the constructs presented in this paper can actually be computed as
first-order formulas, or as quantified LTL formulas.

All the results presented in this paper have been formalized and
proved in the Isabelle theorem prover [20]. The Isabelle code is
available from http://rcrs.cs.aalto.fi. An extended version
of this paper is also available [25].

2. Related Work
Our idea to use relations with an unknown value is inspired from
fix-point based methods such as constructive semantics, which are
used to reason about instantaneous feedback in cyclic combina-
tional circuits and synchronous languages [4, 10, 17]. These meth-
ods deal with monotonic functions over the flat CPO with unknown
as the least element. Because they assume total functions, they are
limited to deterministic and input-receptive systems. Refinement is
also absent from these frameworks.

Fix-point based methods have also been used to reason about
non-instantaneous feedback, in systems such as Kahn Process Net-
works [15], where processes are modeled as continuous functions
on streams. Again, these are total functions, and therefore deter-
ministic and input-receptive. Non-deterministic extensions of pro-
cess networks exist [14] but they do not include a notion of refine-
ment.

Frameworks which allow non-determinism and also include re-
finement are I/O automata [16], reactive modules [1], and Fo-
cus [5]. All three frameworks assume that components are input-
receptive. Note that in the example given in the introduction, al-
though components A and A

0 are input-receptive, and so is B, B0

is not. This shows that the straightforward definition of feedback
does not preserve input-receptiveness. It is unclear how this exam-
ple could be handled in the above frameworks.

Interface automata [8] allow non-deterministic as well as non-
input-receptive specifications. Composition in this framework is
asynchronous parallel composition with input-output label syn-
chronization, and therefore difficult to directly compare with feed-
back composition in our framework. Also, interface automata are
limited to safety whereas our framework can also express liveness
properties.

Checking compatibility within the framework of functional pro-
graming languages, can be done using type-checking as in the Stan-
dard ML language [19], or using more advanced techniques as Re-
finement Types for ML [11], Dependent Types [29], and Liquid
Types [26]. These are techniques based on subtypes and dependent-
types that allow checking at compile time of invariants about the
computed values of the program. These techniques are in general
automated, therefore they are applicable only to certain classes
of decidable problems. Our compatibility check for system com-
positions is more general, and not necessarily decidable. In our
case checking compatibility of system compositions is reduced to
checking satisfiability of formulas. If the underlying logic of these
formulas is decidable, then we can have an automatic compatibility
test.

In [18] a model for synchronous nondeterministic systems is
used for studying preservation of security properties by composi-
tion of systems, including delayed feedback. However this model
does not treat non-input receptive systems.

3. Background
We use higher order logic as implemented by the Isabelle theo-
rem prover. Capital letters X,Y, . . . denote types and small letters
denote elements of these types x 2 X . Bool denotes the type of
Boolean values true and false, Nat the natural numbers, and Real
the reals. We use ^, _, ), and ¬ for the Boolean operations.

If X and Y are types, then X ! Y denotes the type of
function from X to Y . For function application we use f.x instead
of f(x). The function type constructor associates to right, and
correspondingly the function application associates to left. That is
X ! Y ! Z is the same as X ! (Y ! Z) and f.x.y is
the same as (f.x).y. We also use lambda abstraction to construct
functions. For example if x + 2 · y 2 Nat is natural expression,
then (�x, y : x + 2 · y) : Nat ! Nat ! Nat is the function that
maps x and y into x+ 2 · y. X ⇥ Y denotes the Cartesian product
of X and Y .

Predicates are functions with one or more arguments return-
ing Booleans (e.g., a predicate with two arguments has signature
X ! Y ! Bool), and relations are predicates with at least two
arguments. For a relation r : X ! Y ! Bool we denote by
in.r : X ! Bool the predicate given by in.r.x = (9y : r.x.y). If
r is a relation with more than two arguments, then in.r is defined
similarly by quantifying over the last argument: in.r.x.y.z = (9u :
r.x.y.z.u).

We extend point-wise all operations on Booleans to operations
on predicates and relations. For example if r, r0 : X ! Y ! Bool
are two relations then r ^ r

0 and r _ r

0 are the relations given by
(r ^ r

0).x.y = r.x.y ^ r

0
.x.y and (r _ r

0).x.y = r.x.y _ r.x.y,
and (r  r

0) = (8x, y : r.x.y ) r

0
.x.y). We use ? and > as

the smallest and greatest predicates (relations): ?.x = false and
>.x = true.

For relations r : X ! Y ! Bool and r

0 : Y ! Z !
Bool, we denote by r � r

0 the relational composition given by
(r � r

0).x.z = (9y : r.x.y ^ r

0
.y.z). For a relation r : X !

Y ! Bool we denote by r

�1 : Y ! X ! Bool the inverse
of r (r�1

.y.x , r.x.y). A relation r is total (sometimes called
left-total) if for all x there is y such that r.x.y.

For reactive systems we need infinite sequences (or traces) of
values. Formally, if X is a type of values, then a trace from X is an
element x 2 X

! = (Nat ! X). To make the reading easier, we
denote infinite sequences by bold face letters x,y, . . . and values
by normal italic small letters x, y, . . .. When, for example, both
x and x occur in some formula, we use the convention that the
elements of x have the same type as x. For x 2 X

! , xi = x.i, and
x

i 2 X

! is given by x

i
j = x

i
.j = xi+j . We consider a pair of

traces (x,y) as being the same as the trace of pairs (�i : (xi,yi)).
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3.1 Linear temporal logic
Linear temporal logic (LTL) [22] is a logic used for specifying
properties of reactive systems. In this paper we use a semantic
(algebraic) version of LTL as in [24]. This logic is formalized in
Isabelle, and the details of this formalization are available in [23].
An LTL formula is a predicate on traces and the temporal operators
are functions mapping predicates to predicates. We call predicates
over traces (i.e., sets of traces) properties.

If p, q 2 X

! ! Bool are properties, then always p, next p, and
p until q are also properties and they are denoted by 2 p, # p, and
p U q respectively. The property 2 p is true in x if p is true at all
time points in x, # p is true in x if p is true at the next time point in
x, and p U q is true in x if there is some time in x when q is true,
and until then p is true. Formally we have:

(2 p).x = (8n : p.xn), (# p).x = p.x

1

(p U q).x = (9n : (8i < n : p.xi) ^ q.x

n)

In addition we define the operator p L q = ¬(p U ¬q). Intuitively,
p L q holds if, whenever p holds continuously up to step n�1, then
q must hold at step n.

If r is a relation on traces we define the temporal operators
similarly. For example (2 r).x.y.z = (8n : r.x

n
.y

n
.z

n). If r

is a relation on values, then we extend it to traces by r.x.y.z =
r.x0.y0.z0.

3.2 Refinement calculus of reactive systems
In refinement calculus programs are modeled as monotonic predi-
cate transformers [3]. A program S with input type X and output
type Y is modeled as a function from (Y ! Bool) ! (X !
Bool) with a weakest precondition interpretation. If q : Y ! Bool
is a post-condition (set of final states), then S.q is the set of all
initial states from which the program always terminates and it ter-
minates in a state from q. We model reactive systems as mono-
tonic property transformers, also with a weakest precondition in-
terpretation [24]. A reactive system S with input type X and out-
put type Y is formally modeled as a monotonic function from
(Y ! ! Bool) ! (X! ! Bool). If q : Y ! ! Bool is a post-
property (a set of output traces), then S.q is the set of input traces
for which the execution of S does not fail and it produces an out-
put trace in q. The remaining of this section applies equally to both
monotonic predicate transformers and monotonic property trans-
formers, and we will call them simply monotonic transformers.

The point-wise extension of the Boolean operations to predi-
cates, and then to monotonic transformers gives us a complete lat-
tice with the operations v, u, t, ?, > (observe that u and t
preserve monotonicity). All these lattice operations are also mean-
ingful as operations on programs and reactive systems. The order
of this lattice (S v T , (8q : S.q  T.q)) is the refinement
relation. If S v T , then we say that T refines S (or S is refined by
T ). If T refines S then T can replace S in any context.

The operations u and t model demonic and angelic non-
determinism or choice. The interpretation of u is that the system
S u T is correct (i.e., satisfies its specification) if both S and T are
correct. On the other hand S t T is correct if one of S and T are
correct. Thus, u and t represent uncontrollable and controllable
non-determinism, respectively.

We denote the bottom and the top of the lattice of monotonic
transformers by Fail and Magic respectively. Fail is refined by any
monotonic transformer and Magic refines every monotonic trans-
former. Fail does not guarantee any property. For any q, Fail.q = ?,
i.e., there is no input (sequence) for which Fail will produce an out-
put (sequence) from q. On the other hand Magic can establish any
property q (Magic.q = >). The problem with Magic is that it can-
not be implemented.

Serial composition of two systems modeled as transformers S

and T is simply the functional composition of S and T (S � T ).
For monotonic transformers we denote this composition by S ; T
((S ; T ).q = S.(T.q)). To be able to compose S and T , the type
of the output of S must be the same as the type of the input of T .

The system Skip defined by (8q : Skip.q = q) is the neutral
element for serial composition:

Skip ; S = S ; Skip = S.

We now define two special types of monotonic transformers
which will be used to form more general property transformers
by composition. For predicate p : X ! Bool and relation r :
X ! Y ! Bool we define the assert transformer {p} : (X !
Bool) ! (X ! Bool), and the demonic update transformer
[r] : (Y ! Bool) ! (X ! Bool) as follows:

{p}.q = (p ^ q), [r].q.x = (8y : r.x.y ) q.y)

The assert system {p} when executed from a sequence x, behaves
as skip when p.x is true, and it fails otherwise. The demonic update
statement [r] establishes a post condition q when starting in x if all
y with r.x.y are in q. If r = ?, then [r] = [?] = Magic.

If R is an expression in x and y, then [x ; y | R] = [�x, y :
R]. For example if R is z = x+y, then [x, y ; z | z = x+y] =
[�(x, y), z : z = x + y] is the system which produces in the
output z the value x + y where x and y are the inputs. If e is an
expression in x, then [x ; e] = [x ; y | y = e], where y

is a new variable different of x and which does not occur free in
e. For assert statements we introduce similar notation. If P is an
expression in x then {x | P} = {�x : P}. If P is x  y, then
{x, y | x  y} = {�(x, y) : x  y}. The variables x and y are
bounded in [x ; y | R] and {x | P}.

The havoc monotonic transformer is the most non-deterministic
statement Havoc = [x ; y | true] and it assigns some arbitrary
value to the output y.

In RCRS we can model (global) specifications of reactive sys-
tems, e.g., using LTL as a specification language, as well as con-
crete implementations, e.g., using symbolic transition systems (re-
lations on input, output, state, and next-state variables) [24]. A
global specification may define what the output of a system is when
the input is an entire sequence x. A global specification may also
impose conditions on the entire input sequence x, including live-
ness conditions. For example, the formula 2 3x asserts that the
input must be true infinitely often. An implementation describes
how the system works step-by-step. For instance, an implementa-
tion may start with input x0 and some initial internal state u0, com-
pute the output y0 and a new internal state u1, and then use x1 and
u1 to compute y1 and u2, and so on.

Example 1 (System modeling with property and predicate trans-
formers). We can model a global reactive system Sum that for
every input sequence x 2 Nat! computes the sequence sum.x 2
Nat! , where sum.x.n = x0 + x1 + . . .+ xn�1. We model Sum
as a monotonic property transformer:

Sum = [x ; sum.x]

We can also model a step of an implementation of Sum as a
predicate transformer:

StepSum = [u, x ; u

0
, y | u0 = u+ x ^ y = u] (1)

The relation u

0 = u + x ^ y = u describes a symbolic transition
system: u is the current state, u0 the next state, x is the input, and
y the output. StepSum works iteratively starting at initial state u0,
and the first element of the input x, and assuming that u0 = 0, it
computes u1 = u0+x0 = x0 and y0 = u0 = 0 = sum.x.0, then
using u1 and second element x1 of x, it computes u2 = u1+x1 =
x0 + x1 and y1 = u1 = x0 = sum.x.1, and so on. We will show
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later in Example 11 how to obtain the Sum property transformer
by connecting in StepSum the output u0 to the input u in feedback
with a unit delay.

The assert and demonic choice predicate transformers satisfy
the following properties [3]:

Theorem 1. For p, p0 and r, r

0 of appropriate types we have

1. {p} ; [r] ; {p0} ; [r0] = {x | p.x^8y : r.x.y ) p

0
.y} ; [r�r0]

2. {p} ; [r] v {p0} ; [r0] , (8x : (p.x ) p

0
.x) ^

(8y : p.x ^ r

0
.x.y ) r.x.y))

3.3 Product and fusion of monotonic transformers
For two predicates p and q their product is denoted p ⇥ q and is
given by

(p⇥ q).(s, s0) = p.s ^ q.s

0

The product (parallel composition) of two monotonic transformers
S and T is denoted by S ⇥ T and is given by

(S ⇥ T ).q.(s, s0) = (9p, r : p⇥ r  q ^ S.p.s ^ T.r.s

0)

If S = {Si}i2I , is a collection of monotonic transformers, then the
fusion of S, denoted Fusion.S, is a monotonic transformer given by

Fusion.S.q.s =
�
9p : (

^

i2I

pi)  q ^ (8i : Si.pi.s)
�

When S contains just two transformers S and T , we write Fusion(S, T )
instead of Fusion({S, T}).

Note that product and fusion are similar, but not the same. The
result of the product A⇥B is a component with separate inputs and
outputs for A and B (see Figure 1, parallel composition), whereas
the result of Fusion(A,B) is a component with “shared” input and
output.

Theorem 2. Fusion and product satisfy the following [2]

1. Fusion.({{pi} ; [ri]}i2I) = {
V

i pi2I} ; [
V

i2I ri]

2. S v S

0 and T v T ’ implies S ⇥ T v S

0 ⇥ T

0

3. (8i : Si v Ti) implies Fusion.S v Fusion.T
4. ({p} ; [r])⇥ ({p0} ; [r0]) = {x, y | p.x ^ p

0
.y} ;

[x, y ; x

0
, y

0 | r.x.x0 ^ r

0
.y.y

0]

4. Relations with Fail and Unknown
In this section we formally introduce relations with fail and un-
known values. As mentioned in the introduction, relations with fail
and unknown and strictly conjunctive predicate transformers have
the same expressive power, but each is better suited in defining,
explaining, or proving certain results.

4.1 Relations with fail
First we introduce relations augmented with a special element •
which we call “fail”. Relations with fail are used in the semantics
of imperative programming languages to model non-termination
in the context of non-determinism [21]. In this paper • is used to
model non-input-receptive systems: when the output is •, it means
that the input is illegal.

We assume that • is a new element that does not belong to
ordinary types. We define the type A

• = A [ {•}. An element
x 2 (A ⇥ B)• is either • or it is a pair (a, b), with a 2 A

and b 2 B. A relation with fail from A to B is an element from
A

• ! B

• ! Bool. We assume that relations with fail map • only
to •, i.e., R. • .• is true, and R. • .x is false for all x 6= •. If R is a
relation with fail, and R.x.•, then x is an illegal input for R.

^? ? false true
? ? false ?

false false false false
true ? false true

Table 1: AND gate with unknown

Example 2 (Division). Div : (Real2)• ! Real• ! Bool is a
relation with fail modeling division:

Div.(x, y).• = (y = 0) and Div.(x, y).z = (y 6= 0 ^ z = x/y).

Because Div.(x, 0).• is true, we have that (x, 0) is an illegal input
for Div, for any x.

If x is an illegal input for R, then it is not important if R also
maps x to some proper output y (R.x.y = true, with y 6= •). If R0

is a relation almost identical to R except that R0
.x.y = false, then

we consider R and R

0 as modeling the same system. We do not
restrict relations with fail to relations that map illegal inputs only
to • because we want to model the demonic choice of relations by
union. If R and R

0 are of the same type, then R _ R

0 models the
demonic choice of R and R

0. If x is illegal for R, then x is illegal
also for R _R

0, even if x is legal for R0.
The relation fail is defined by (8x, y : fail.x.y = (y = •)).

All inputs are illegal for fail. Similarly to predicate transformers
we use the syntax (x ; e) for the relation R that satisfies R. • .•
and (8x 6= • : R.x.e), where e is an expression containing x.

Relations with fail are closed under relation composition (serial
composition), and union (demonic choice).

Definition 1. For R,R

0 : A

• ! B

• ! Bool two relations
with fail of the same type, we define the refinement R v R

0 by
(8x : R.x. • _(R0

.x  R.x)).

4.2 Unknown values
We denote by ? a special element called unknown which is not
part of ordinary types: Nat, Bool, Real, .... For a set A we define a
partial order on A? = A [ {?} so that, for a, b 2 A?:

a  b , a = ? _ a = b

This order is the flat complete partial order (flat CPO) [6].
We extend two partial orders on A and B to a partial order on

the Cartesian product A⇥B by

(a, b)  (a0
, b

0) , a  a

0 ^ b  b

0

? is the smallest element of A?, and for the Cartesian product A =
A1? ⇥ . . .⇥An?we denote also by ? the tuple (?, . . . ,?) 2 A.
For simplicity, we call the Cartesian product of a collection of flat
CPOs also a flat CPO.

For partial order (A,), an element m 2 A is maximal if there
is no element in A greater than m:

maximal.m = (8x 2 A : m 6 x)

The context will distinguish the cases when ? is an element of
A?, or the smallest predicate or relation. However, in all cases ?
denotes the smallest element of some partially ordered set.

Example 3 (AND gate with unknown). Consider the function
^? : Bool? ! Bool? ! Bool? defined in Table 1. It models
a logical AND gate which returns false if at least one of its inputs
is false, even when the other input is unknown. We will return to
this example in Example 8.

4.3 Relations with fail and unknown (RFUs)
We use unknown values (?) as the starting value of the feedback
variable in an iterative computation of the feedback, and we use • to
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x

y

y 6= 0 ^
z = (x /? y)

z

u

x

v = u

^ y = v

v

y

Figure 2: Examples of RFUs: Div (left), and ID (right)

represent “failure” (e.g. illegal inputs). To see why we distinguish
the two, suppose we used the same value (say ?) to represent both
these concepts. Suppose R.1.? is true for some relation R. This
could mean that 1 is an illegal input for R, or that given 1 as input,
the output is unknown. Now, suppose we have another relation R

0

that maps unknown inputs to 0, and we compose R and R

0 in series.
What should the composition R � R

0 produce given input 1? Is 1
illegal for R � R

0, or does R � R

0 map 1 to 0, or both? To avoid
such ambiguities, we separate the two concepts and values.

Example 4 (Division with fail and unknown). Continuing Exam-
ple 2, we extend relation Div with unknown. If the input y is zero,
then Div.(x, y) fails, otherwise if x is zero, then the result z is zero,
even if y is unknown. The complete definition of Div is:

Div.(x, y).• = (y = 0)

Div.(x, y).z = (y 6= 0) ^
�
(x = 0 ^ z = 0)

_ (x 6= 0 ^ y = ? ^ z = ?) _ (x = ? ^ z = ?)
_ (x 6= ? ^ y 6= ? ^ z = x/y)

�
.

Div is illustrated in Figure 2, where we use /? for the division
operator / extended to unknown values as defined above.

5. Instantaneous Feedback
In this section we introduce the definition of instantaneous feed-
back for an RFU R : (A ⇥ B)• ! (A ⇥ C)• ! Bool, as shown
in Figure 3(a), where A = A1? ⇥ . . . ⇥ An?. The intention is to
feed output v back into input u, as shown in Figure 3(b). The fact
that we require R to have an extra input x and an extra output y is
without loss of generality, as we can model absence of these wires
by having their type (B or C) be the unit type, i.e., the type that has
the empty tuple () as its only element.

u

x

R

(a)

v

y

x

R

(b)

v

y x

R

(c)

y

Figure 3: (a) RFU R, (b) InstFeedback.R, (c) fb_hide.R

The idea of the instantaneous feedback calculation is outlined
next. We start with ? = (?, . . . ,?) 2 A, and a given x 2 B, and
we construct the following tree: The nodes of the tree are labeled
with elements in (A⇥ (C [ {?}))•. The root of the tree is (?, ?),
and for every node of the tree of the form (u, ?) we create new
children nodes as follows:

1. If R.(u, x).• then we create the child •.
2. If there exists v, y such that u < v and R.(u, x).(v, y), then we

create the child (v, ?).
3. If there exists y such that R.(u, x).(u, y), then we create the

child node (u, y).

We thus obtain a tree with leaves of the form •, (u, ?), or (u, y).
Note that the depth of this tree is finite, because whenever we create
a child (v, ?) of (u, ?) we require u < v, and we cannot have a
strictly increasing infinite sequence of A elements (because A is a
product of flat CPOs). That is, if all u values become known (non-
?), then all children of (u, ?) are leaves.

Let us illustrate this tree construction with some examples.

Example 5 (The trees of the relations true and u 6= v discussed
in Section 1). Consider the RFUs TRUE and NEQ, having inputs
u, x 2 {0, 1}? and outputs v, y 2 {0, 1}?, defined by:

TRUE.(u, x).(v, y) = (v = y)

NEQ.(u, x).(v, y) = (v = y) ^ (u = ? ) v = ?)
^ (u 6= ? ) (v 6= u ^ v 6= ?)).

TRUE is the RFU corresponding to the relation true dis-
cussed in the introduction (this system is also sometimes called
havoc). TRUE accepts any input (i.e., is input-receptive) and non-
deterministically returns any output. Note that its two outputs v and
y can be anything, but are always equal due to the constraint v = y.
NEQ is the RFU corresponding to the relation u 6= v discussed in
the introduction (component A0). NEQ accepts any input x and
returns any output v different from that input (again, y is always
equal to v). Since NEQ is an RFU, we also define how the relation
behaves with unknown values.

The trees of TRUE and NEQ are shown in Figure 4. Both trees
are independent of the value of input x. In the tree of TRUE we
start with u = ? and according to the tree construction rule 2
we create the children with v = 0 and v = 1, since v > ?
in both these cases. According to rule 3, we also create the child
(?,?), because TRUE.(?, x).(?,?) is true for any x. From node
(0, ?) the only possible child is (0, 0), according to rule 3, because
TRUE.(0, x).(0, 0) is true for any x. Note that, even though TRUE
allows v to be arbitrary when u = 0, for all such v, the ordering
u < v does not hold due to the flat CPO property. Therefore, (0, 0)
is the only possible child of (0, ?). Similarly for (1, ?) and (1, 1).
In the tree of NEQ, when starting with u = ?, we can only choose
v = ?.

(?, ?)

(1, ?)(0, ?) (?,?)

(0, 0) (1, 1)

(?, ?)

(?,?)

Figure 4: Tree for TRUE (left); Tree for NEQ (right)

Given the above tree construction, the instantaneous feedback
of an RFU R, denoted InstFeedback.R, will be a relation from B

•

to (A⇥C)• such that: InstFeedback.R.x.(u, y) is true if (u, y) is
a leaf in the tree; and InstFeedback.R.x.• is true if • is a leaf in
the tree. The type of InstFeedback.R is shown in Figure 3(b).

Next we define InstFeedback.R formally. In addition we define
another version of the feedback (fb_hide.R : B• ! C

•) in which
we remove the output component u if u is maximal (i.e., if it
contains no unknowns), or we make the feedback fail otherwise.
The type of fb_hide.R is shown in Figure 3(c).

Definition 2. For an RFU R : (A ⇥ B)• ! (A ⇥ C)• ! Bool
we define InstFeedback.R : B• ! (A ⇥ C)• ! Bool, fb_end :
(A⇥ C)• ! C

• ! Bool, and fb_hide.R : B• ! C

•:

InstFeedback.R.x.(u, y)
= 9n, u0, . . . , un : u0 = ? ^ un = u ^R.(u, x).(u, y)

^
�
8i < n : ui < ui+1 ^ (9z : R.(ui, x).(ui+1, z))

�

InstFeedback.R.x.•
= 9n, u0, . . . , un : u0 = ? ^R.(un, x).•

^
�
8i < n : ui < ui+1 ^ (9z : R.(ui, x).(ui+1, z))

�

fb_end.(u, y).z = maximal.u ^ z = y

fb_end.(u, y).• = ¬maximal.u
fb_hide.R = InstFeedback.R � fb_end
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Example 6 (Instantaneous feedback of TRUE and NEQ). Contin-
uing Example 5, let us compute the instantaneous feedback opera-
tors defined above on the RFUs TRUE and NEQ. We get:

InstFeedback.TRUE.x.(v, y) = (v = y)

InstFeedback.NEQ.x.(v, y) = (v = y = ?)

fb_hide.TRUE = fail

fb_hide.NEQ = fail

As we should expect, the result of our instantaneous feedback def-
inition is fail, for both relations. This is very different from the
straightforward definition discussed in the introduction, and elim-
inates the problems presented there. Specifically, the refinement
TRUE v NEQ is preserved by feedback, solving the problem iden-
tified in the introduction. The result of applying fb_hide to TRUE
and NEQ is fail because as can be seen from the trees of Figure 4,
the feedback variable u can be assigned any value, including the
unknown value ?.

We next provide more examples that illustrate our instantaneous
feedback operator. We also prove an important result which shows
that the operator reduces to standard operators for the special case
of deterministic and input-receptive systems.

a

x

y

Bus
u2 + u3

Scope

u

Figure 5: Bus followed by function block in feedback

Example 7 (A seemingly algebraic loop in a Simulink diagram).
The diagram shown in Figure 5 is inspired from real-world Simulink
models. This particular pattern is found in an automotive fuel con-
trol system benchmark by Toyota [12, 13]. In the picture, a, x, and
y are inputs to a Bus block which outputs them as a tuple. This
tuple is then fed into a function block which performs addition on
the 2nd and 3rd elements of the tuple (u2 and u3). The output of the
function is fed back into the bus. But there is no algebraic loop be-
cause the function does not depend on the 1st element of the tuple,
i.e., a. The output of the bus is fed also into a Scope block which is
supposed to print all three elements of the tuple on the screen. We
can model the bus and the scope as the identity function, and we
have:
Bus.(a, x, y).(u1, u2, u3) = (a = u1 ^ x = u2 ^ y = u3)

Scope.(u1, u2, u3).(a, x, y) = (a = u1 ^ x = u2 ^ y = u3)

Fun.(u1, u2, u3).v = (v = u2 + u3)

Sys = Bus � (u ; u, u) � (Fun⇥ Scope)

where Sys is the system without the feedback connection. If we
apply the feedback we obtain, as could be expected:

InstFeedback.Sys = (x, y ; x+ y, x, y)

Example 8 (Instantaneous feedback of AND gate). Suppose we
connect in feedback the AND gate function from Table 1. To apply
feedback, we again add an extra output y = v (see Figure 6), and
we get:

AND.(u, x).(v, y) = (v = y = u ^? x)

InstFeedback.AND.x.(v, y) =
(v = y) ^ (x = false ) y = false) ^ (x 6= false ) y = ?)

fb_hide.AND.x.y = (x = false ) y = false)
^ (x = true ) y = •).

u

x

v = (u ^? x)
^ y = v

v

y

Figure 6: AND gate

The result of the feedback is a component which outputs false when
its free input x is false. On the other hand, if x is true or unknown,
then the component fails.

The result above is consistent with the result obtained using
classic theories of instantaneous feedback for total functions (or
constructive semantics) [4, 10, 17]. This will generally be the case
for deterministic systems, as the tree described in the instantaneous
feedback calculation above, becomes a single path in those cases.
Therefore, for the special case of total functions, our semantics
specializes to the constructive semantics.

Let us state this formally. Let A be a flat CPO, and let R :
(A⇥B)• ! (A⇥C)• ! Bool be a relation such that there exist
total functions f : B ! A ! A and g : B ! A ! C such that
for all x, f.x is monotonic on A and 8u, x, z : R.(u, x).z , z =
(f.x.u, g.x.u). Then:

Theorem 3. If A is a flat CPO and R is as above then

InstFeedback.R.x.(u, y) () u = µ (f.x) ^ y = g.x.u

where µ (f.x) is the least fixpoint of f.x, which exists because of
the assumption that f.x is monotonic on A.

Example 9 (Instantaneous feedback of ID). One might wonder
what might happen if we connect the identity function in feedback.
Since our feedback operator takes relations with two input and two
output wires, we define the identity operator

ID.(u, x).(v, y) = (u = v = y)

which ignores input x, and assigns both outputs v and y to its other
input u (see Figure 2). Output y allows to record the result of the
feedback when we hide the feedback variables (u and v). As might
be expected, the result of applying feedback is fail:

InstFeedback.ID.x.(v, y) = (v = y = ?)

fb_hide.ID = fail

The result is fail because the feedback variable is assigned the value
unknown. Again, this is consistent with the result obtained using
constructive semantics.

The power of our framework is that it applies not just to deter-
ministic and input-receptive systems, as in Examples 7, 8, and 9, or
to non-deterministic but still input-receptive systems, as in Exam-
ples 5 and 6, but also to non-deterministic and non-input-receptive
systems, as in the example below.

Example 10 (Instantaneous feedback of a non-deterministic and
non-input-receptive system). Consider the RFU NonDet, having
inputs u 2 Nat? and x 2 Nat and outputs v 2 Nat? and y 2 Nat.
NonDet is defined as:

NonDet.(u, x).• = (u = 2)

NonDet.(u, x).(v, y) = (u 6= 2) ^ (y = v _ y = v + 1) ^�
v = x+ 1 _ v = x+ 2 _
(u = ? ^ v = 6) _ (u 6= ? ^ v = 7)

�
.

That is, all inputs where u = 2 are illegal, and if u 6= 2 then the
output v is non-deterministically x+1, or x+2, or 6 if u = ?, or
7 if u 6= ?. Note that if u = ? then u 6= 2. Output y is either v or
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v + 1. Then, we have:
InstFeedback.NonDet.x.• = (x = 0 _ x = 1)
InstFeedback.NonDet.x.(v, y) =

(x 6= 1 ^ v = x+ 1 ^ (y = x+ 1 _ y = x+ 2)) _
(x 6= 0 ^ v = x+ 2 ^ (y = x+ 2 _ y = x+ 3))

and because v has always a known value after feedback, fb_hide is
the same, but without the output component v. We can also observe
that in the feedback of NonDet the cases v = 6 and v = 7 do not
occur. This is because the feedback does not stabilize in these cases.

One of the main results of this paper is that the feedback opera-
tion preserves refinement:

Theorem 4. If R,R

0 : (A? ⇥B)• ! (A? ⇥ C)• ! Bool, then

R v R

0 ) InstFeedback.R v InstFeedback.R0
.

Another main result of this paper is that serial composition can
be expressed as parallel composition followed by feedback. To state
this, we first define the cross product of two relations, which is es-
sentially their parallel composition, but with their outputs swapped,
as shown in Figure 7a. The swapping is done so that we can apply
feedback to the right “wires”, as shown in Figure 7b.

R

0

R

u

x

(a)

v

y

R

0

R

x

(b)

v

y

Figure 7: (a) cross product, (b) feedback of cross product

Definition 3. The cross product of two relations with fail R :
A

• ! B

• ! Bool and R : C

• ! D

• ! Bool is a relation
with fail R⌦R

0 : (C ⇥A)• ! (B ⇥D)• ! Bool, given by

R⌦R

0
.(u, x).• = R.x. • _R0

.u.•
R⌦R

0
.(u, x).(v, y) = R.x.v ^R

0
.u.y

We can now prove that the feedback of the cross product of two
relations is the same as their serial composition:

Theorem 5. If R : A•
? ! B

•
? ! Bool, R0 : B•

? ! C

•
? ! Bool,

R

0 is total and ¬R0
.?.• then

InstFeedback.(R⌦R

0).x.• = (R �R0).x.•
InstFeedback.(R⌦R

0).x.(u, y) = R.x.u ^R

0
.u.y

fb_hide.(R⌦R

0).x.• = (R �R0).x. • _R.x.?
fb_hide.(R⌦R

0).x.y = (9u : u 6= ? ^R.x.u ^R

0
.u.y)

The condition ¬R0
.?.• is needed because if R0 maps unknown

(?) to fail (•), then the feedback iteration stops and the whole left
term maps some external input x to fail. On the other hand, if R
maps x only to a 62 {?, •}, and R

0 maps a only to b 6= •, then, the
serial composition does not fail for the same x. This assumption
is reasonable, since all it states is that the unknown value must be
legal, at least in contexts when we want to use a component in
feedback.

6. Iteration Operators
In Section 7 we will define feedback with unit delay for arbitrary
predicate transformers. In this section we introduce some auxiliary
operators to aid that definition.

For a property transformer S with input and output of the
same type we want to construct another property transformer
IterateNextOmega.S which works in the following way. It starts
by executing S on the input sequence x to obtain the output y, then

it executes S on the suffix y

1 (y starting from position 1 instead
of 0) to obtain z, then it executes S on z

1, and so on. The output
of IterateOmega.S is the sequence y0, z0, · · · . The operator
IterateNextOmega is illustrated in Figure 8. In the figure, we use
multiple incoming arrows to represent sequences of values, and not
separate input “wires”.

x0
x1

...
xn

...

S ...

y

S

...

z

S

...

u

y0
z0
u0

Figure 8: IterateNextOmega.S

The first step in defining IterateNextOmega.S is to define a
property transformer SkipNext.S which for some input x, executes
S on x

1and leaves the first component x0 of x unchanged.

Definition 4. If S is a property transformer and n 2 Nat, then
SkipNext.S and SkipTop.n are property transformers given by

SkipNext.S = [x ; x0,x
1] ; (Skip⇥ S) ; [z,w ; z ·w]

SkipTop.n = [x ; y | eqtop.n.x.y]
where eqtop.n.x.y = (8i < n : xi = yi) and z · w denotes
the new sequence obtained by prepending element z at the head of
sequence w.

Figure 9 gives a graphical illustration of these transformers. In
the figure we use double arrows to represent sequences.

Intuitively, SkipNext.S takes the sequence x, removes its
“head” x0, applies S, and then propends to the output the head
x0. SkipTop.n takes some sequence x and outputs a sequence y

which has the same first n elements as x, and is arbitrary after that.

x0

x

1
S

y0

y

1

(a)

x0...
xn�1

x

n

y0...
yn�1

y

n

(b)

Figure 9: (a) SkipNext.S, (b) SkipTop.n

Then, IterateNextOmega.S would intuitively be the infinite
serial composition

IterateNextOmega.S = S ; SkipNext.S ; . . . ; SkipNextn.S ; . . .

Formally, however, we cannot define an infinite serial composition.
In order to solve this problem, we construct the finite compositions

S ; SkipNext.S ; . . . ; SkipNextn.S ; SkipTop.n

for all n, and then we take the infinite fusion of all these property
transformers. The details are omitted due to lack of space, and can
be found in the extended version of this paper [25]. In [25] we
also show how to calculate IterateNextOmega.S for the special
case when the property transformer S is of the form {p} ; [r]. This
result is used to prove Theorem 7 in the section that follows.

7. Feedback with Unit Delay
In Section 5 we defined an instantaneous feedback operator, for
stateless systems. In this section we turn our attention to feedback
for systems with state. We model a stateful system as a predicate
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transformer S with inputs u and x and outputs v and y, such that
u models the current state, and v the next state (thus, u and v must
have the same type). We will connect v to u in feedback via a unit
delay. By doing so, the next state becomes the current state in the
next step.

The result of the feedback-with-unit-delay operator applied to
a predicate transformer as above is a property transformer that
takes as input an infinite sequence x and produces an infinite
output sequence y, for a given initial state u0. The system starts
by executing S on the first component x0 of x, and on u0. This
results in the values u1 and y0. In the next step, the second value
x1of x and u1 are used as input for S resulting in u2 and y1, and
so on. This computation is depicted in Figure 10a.

We achieve this computation by lifting S to a special property
transformer and then applying the IterateNextOmega operator.

Definition 5. For a predicate transformer S as described earlier,
we define the property transformer AddDelay.S with input a tuple
of infinite sequences u,x,y and output of the same type:
AddDelay.S = [u,x,y ; (u0,x0), (u0,x)] ; (S ⇥ Skip) ;
[(a, b), (u,x) ; u

0
,x

0
,y

0|u0
0=u ^ u

0
1=a ^ y

0
0=b ^ x

0=x]

The property transformer AddDelay.S takes as input the se-
quences u,x,y, executes S on input u0 and x0 producing the
values a, and b, and then sets the output u0

,x

0
,y

0 where u

0
0 = u0,

u

0
1 = a, y

0
0 = b, and x

0 = x. The components u

0
2,u

0
3, . . .

and y

0
1,y

0
2, . . . are assigned arbitrary values. The transformer

AddDelay.S returns the value of the second output component
y at time zero, but adds a unit delay to the first output compo-
nent v. AddDelay.S also adapts the input and the output of S to
be of the same type such that we can apply IterateNextOmega
to AddDelay.S. Figure 10b gives a graphical representation of
AddDelay.S. In this figure the input x is split in two components
x0 and x

1 = (x1,x2, . . .), input u is split similarly in u0 and u

1,
output u0 is split in u

0
0, u0

1, and u

02, output x0 is equal to input x,
and output y0 is split in y0 and y

1. From this figure we can also
see that the input components u1 and y are not used (they are not
connected inside AddDelay.S), and the output components u02 and
y

01 are assigned arbitrary values (they are not connected).
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x2...
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02
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Figure 10: (a) Unit delay feedback of S, (b) AddDelay.S

Finally we can introduce the transformer DelayFeedback.init.S:

Definition 6. If init is a predicate on the initial value of the
feedback variable u and S is a predicate transformer as described
above, then unit delay feedback is given by

DelayFeedback.init.S = [x ; u,x,y | init.u0] ;
IterateNextOmega(AddDelay.S) ; [u,x,y ; y]

The intuition behind the above definition is that if we plug
AddDelay.S (Figure 10b) into Figure 8, using the tuple (u,x,y)
instead of x, then we obtain the desired system of Figure 10a.

A major result of this section is that the operators AddDelay and
DelayFeedback preserve refinement:

Theorem 6. If S is a predicate transformer as above then

1. S v S

0 ) AddDelay.S v AddDelay.S0

2. S v S

0 ) DelayFeedback.S v DelayFeedback.S0

The results presented so far in this section apply to any predicate
transformer S with the structure described above (inputs u, x and
outputs v, y). In practice, we often describe transformers as sym-
bolic transition systems, that is, using a predicate init specifying
the set of initial states, a predicate p specifying the set of legal in-
puts, and a relation r specifying the transition and output relations.
If S is obtained from a symbolic transition system, that is, if S has
the form {u, x | p.u.x} ; [u, x ; u

0
, y | r.u.u0

.x.y], then we can
prove the following:

Theorem 7. We have
DelayFeedback.init.({u, x | p.u.x}; [u, x ; u

0
, y | r.u.u0

.x.y])
= {x | 8u : init.u0 ) (in.r L p).u.u1

.x}
; [x ; y | 9u : init.u0 ^ 2 r.u.u

1
.x.y]

This theorem shows that the unit delay feedback of such a
predicate transformer is identical to the property transformer se-
mantics of the corresponding symbolic transition system [24],
which provides a sanity check of our construction. The condi-
tion (8u : init.u0 ) (in.r L p).u.u1

.x) is false on input x, if
there exists u0, . . . ,un and y0, . . . ,yn�1 such that (8i < n :
r.ui.ui+1,xi,yi) is true and p.un.xn is false. That is, if with x it
is possible to reach a false assertion, then the system will fail from
x, even if non-failing choices are possible.

The intuitive behavior of a system as in Theorem 7 was ex-
plained in the beginning of this section. Here we elaborate on this
intuition further, explaining in particular how it works for non-
deterministic and non-input-receptive systems. The system starts
with some initial state u0 and input x0 (the first element of x) and
it checks the input condition p.u0.x0. If the condition is false, then
x0 is an illegal input at state u0, and execution fails. Otherwise, the
system computes non-deterministically the output y0 and the next
state u1, such that r.u0.u1.x0.y0 is true. This ends the first exe-
cution step. The system then proceeds with the next step, where it
uses u1 and x1 to test again the input condition p, and so on. At any
point during execution, if p.ui.xi becomes false then the system
fails. Otherwise the system outputs non-deterministically the infi-
nite sequence y0,y1, · · · . We note that if r is deterministic, i.e., if
there exists function f such that r.u.u0

.x.y , (u0
, y) = f.(u, x),

then this process yields the standard execution runs.

Example 11. [Stateful systems in feedback] Consider the follow-
ing relations modeling systems with state (u and u

0 represent cur-
rent and next state variables, respectively):

R1 = [u, x ; u

0
, y | u0 = u ^ y = u] (2)

R2 = [u, x ; u

0
, y | u0 = u+ 1 ^ y = u] (3)

In R1, the next state is equal to the current state. In R2, the next
state increments the current state by 1. We will also use the relation
StepSum defined in (1). In all three cases the output y is equal to
the state. Let Zero be the predicate given by Zero.u = (u = 0). We
compose the above systems by connecting u

0 to u in feedback with
unit delay. In all three cases we use the predicate Zero as init, and
in all three cases we use input-receptive components, i.e., where
p = >. We get:

1. DelayFeedback.Zero.R1 = [x ; y | 8i : yi = 0]. Since the
initial state is 0, the output is always 0.

2. DelayFeedback.Zero.R2 = [x ; y | 8i : yi = i]. The output
at the i-th step equals i.

3. DelayFeedback.Zero.StepSum = [x ; sum.x]. The output
is the summation of the sequence of inputs seen so far.

The three examples above are all input-receptive and determin-
istic. Our framework can also handle non-input-receptive and non-
deterministic systems, as illustrated next:
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Example 12 (A deterministic but non-input-receptive system). Let
R3 = {u, x | u  a} ; [u, x ; u

0
, y | u0 = u + x ^ y = u]. R3

is similar to StepSum , but imposes the condition that at each step
the state u is bounded by some constant a. Applying feedback we
get:

DelayFeedback.Zero.R3 = {x|8i : sum.x.i  a} ; [x ; sum.x]

Note that the local (i.e., at each step) condition u  a becomes
(after feedback) the global condition that the sum of all elements
xi of every prefix of the input x must be less or equal to a.

Example 13 (A non-deterministic and non-input-receptive sys-
tem). We can also weaken the relation u

0 = u + x ^ y = u and
make the previous system non-deterministic. For example at each
step we can choose to compute u

0 = u + x or u0 = x. Let R4 =
{u, x | u  a} ; [u, x ; u

0
, y|(u0 = u+ x _ u

0 = x) ^ y = u].
Then we get:

DelayFeedback.Zero.R4 = {x | 8i : sum.x.i  a} ;
[x ; y | y0 = 0 ^ (8i : yi+1 = yi + xi _ yi+1 = xi)]

Observe that the global condition on x remains the same. This
is because in the worst case the non-deterministic choice could
always pick the alternative u

0 = u + x, which leads to higher
numbers stored in u compared to the alternative u

0 = x.

8. Implementation in Isabelle
We have stated and proven all results presented in this paper, as
well as in the extended version [25], in the Isabelle/HOL theorem
prover. Our theory is built on top of theories for refinement calculus
and a semantic formalization of LTL. Proofs omitted from this
paper can be found in the Isabelle code, available from http:

//rcrs.cs.aalto.fi. At the time of this writing our Isabelle
theories comprise a total of about 5k lines of code.

9. Conclusions
Feedback composition is challenging to define for non-deterministic
and non-input-receptive systems, so that refinement is preserved. In
this paper we make progress toward this goal. First, we propose an
instantaneous feedback composition operator for partial relations
with fail and unknown (Section 5). This operator generalizes con-
structive semantics which are limited to total functions [4, 10, 17].
Second, we propose a feedback-with-unit-delay operator for sys-
tems with state (Section 7). Both operators preserve refinement
(Theorems 4 and 6).

Our framework can be applied to arbitrary Simulink diagrams
by first translating them into predicate transformers that handle cur-
rent and next state variables as inputs and outputs, respectively, and
then applying feedback with unit delay on these variables. Con-
trary to Simulink, our construction allows instantaneous feedback
as well as non-deterministic and non-input-receptive components.

Open problems remain. Seeking a generalization of the feed-
back operators directly to property transformers, at the semantic
level, is a worthwhile albeit difficult goal. With this generalization,
we will be able to treat Simulink basic blocks as property trans-
formers, and apply serial and feedback compositions directly.
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Abstract

Earlier we presented a method to decompose modal formulas
for processes with the internal action ⌧ ; congruence formats for
branching and ⌘-bisimilarity were derived on the basis of this de-
composition method. The idea is that a congruence format for a se-
mantics must ensure that formulas in the modal characterisation of
this semantics are always decomposed into formulas in this modal
characterisation. Here the decomposition method is enhanced to
deal with modal characterisations that contain a modality h✏ihai',
to derive congruence formats for delay and weak bisimilarity.

1. Introduction

In [2] a method was developed to generate congruence for-
mats for (concrete) process semantics from their modal char-
acterisation. It crosses the borders between process alge-
bra, structural operational semantics, process semantics, and
modal logic. Cornerstone is the work in [18] to decompose
formulas from Hennessy-Milner logic [17] with respect to
a structural operational semantics in the De Simone format
[21]. It was extended to the ntyft format [15] without looka-
head in [2], and to the tyft format [16] in [8].

An equivalence is a congruence for a term algebra if the
equivalence class of any term f(p1, . . . , pn) is determined
by the equivalence classes of p1, . . . , pn. Being a congru-
ence is an important property, e.g. to fit a process semantics
into an axiomatic framework. Syntactic formats for struc-
tural operational semantics have been developed for several
process semantics, to ensure that such a semantics is a con-
gruence; notably for unrooted and rooted weak bisimilarity
in [1] and for unrooted and rooted delay bisimilarity in [14].

Key idea in [2] is that a congruence format for a pro-
cess semantics must ensure that the formulas in a modal
characterisation of this semantics are always decomposed
into formulas that are again in this modal characterisation.
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This yielded liberal and elegant congruence formats for all
known concrete process semantics in a convenient way. In
[9] this method was extended to weak process semantics,
which take into account the internal action ⌧ . As a result,
congruence formats for rooted branching and ⌘-bisimilarity
were derived. Two predicates @ and ⇤ on arguments of func-
tion symbols are used: @ marks processes that can execute
immediately, and ⇤ processes that have started executing.
Formats for unrooted branching and ⌘-bisimilarity are ob-
tained by imposing one restriction on top of the format for
the corresponding rooted semantics: ⇤ holds universally.

The framework from [9] covers only a small part of the
spectrum of weak semantics [12]. In particular, it does not
readily extend to delay and weak bisimilarity [19, 20]. The
reason is that in these semantics, in contrast to branching and
⌘-bisimilarity, a process q that mimics an a-transition from a
process p, does not need to be related to p at the moment that
q performs the a-transition. This implies that in the modal
characterisation of delay and weak bisimilarity, a modality
hai' stating that an a-transition to a process where ' holds,
is always preceded by a modality h✏i allowing any number
of ⌧ -transitions. As a consequence, devising congruence for-
mats for delay and weak bisimilarity is notoriously difficult,
see e.g. [1, 14]. Here we show how this technical obstacle
can be overcome by the semantic notion delay resistance,
which ensures that modalities h✏ihai' are decomposed into
formulas that again have this form. Thus congruence formats
can be derived for semantics with a modal characterisation
containing such modalities. We derive congruence formats
for rooted delay and weak bisimilarity. Congruence formats
for the unrooted counterparts of these semantics are again
obtained by the extra requirement that ⇤ is universal.

We moreover provide syntactic restrictions which imply
delay resistance, leading to the first entirely syntactic con-
gruence formats for rooted delay and weak bisimilarity. The
congruence formats we obtain are more liberal and elegant
than existing congruence formats for these semantics. In par-
ticular, in [1] it is stated that the RWB format put forward
in that paper has a “horrible definition”, and that “negative
rules seem incompatible with weak process equivalences.”
Here we show how negative premises can be included in
congruence formats for rooted delay and weak bisimilarity.
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2. Preliminaries

2.1 Equivalences on labelled transition systems

A labelled transition system (LTS) is a pair (P,!), with P a
set of processes and ! ✓ P⇥ (A[ {⌧})⇥ P, where ⌧ is an
internal action and A a set of concrete actions not containing
⌧ . We use p, q to denote processes, ↵,�, � for elements of
A [ {⌧}, and a, b for elements of A. We write p

↵�! q for
(p,↵, q) 2 ! and p 6↵�! for ¬(9q 2 P : p

↵�! q). The
transitive-reflexive closure of ⌧�! is denoted by ✏

=).
Processes can be distinguished by a wide range of seman-

tics, based on e.g. branching structure or decorated execution
sequences. Weak semantics, classified in [12], abstract away
from ⌧ ’s to different degrees. Here we focus on the two weak
semantics that are employed most often: delay bisimilarity
[19] and weak bisimilarity [20].

Definition 1 Let B ✓ P⇥ P be a symmetric relation.

• B is a delay bisimulation if pBq and p
↵�! p0 implies

that either ↵ = ⌧ and p0 B q, or q ✏
=) ↵�! q00 for some q00

with p0Bq00. Processes p, q are delay bisimilar, denoted
p$d q, if there exists a delay bisimulation B with pBq.

• B is a weak bisimulation if pBq and p
↵�! p0 implies that

either ↵ = ⌧ and p0 B q, or q ✏
=) ↵�! ✏

=) q00 for some q00
with p0Bq00. Processes p, q are weakly bisimilar, denoted
p$w q, if there exists a weak bisimulation B with pBq.

$d and $w are equivalence relations. However, they are
not congruences for most process algebras. Rooted variants
of these semantics, which require for the pair of initial states
that a ⌧ -transition needs to be matched by at least one ⌧ -
transition, are congruences for basic process algebras, no-
tably for the alternative composition operator.

Definition 2 Let R ✓ P⇥ P be a symmetric relation.

• R is a rooted delay bisimulation if pRq and p
↵�! p0

implies that q ✏
=) ↵�! q0 for some q0 with p0 $d q

0.
Processes p, q are rooted delay bisimilar, p$rd q, if
there exists a rooted delay bisimulation R with pRq.

• R is a rooted weak bisimulation if pRq and p
↵�! p0

implies that q ✏
=) ↵�! ✏

=)q0 for some q0 with p0 $w q0.
Processes p, q are rooted weakly bisimilar, p$rw q, if
there exists a rooted weak bisimulation R with pRq.

Example 1 Processes p0 and p1 in the LTS below are rooted
delay bisimilar but not ⌘-bisimilar. In an ⌘-bisimulation the
transition p0

b�! 0 cannot be mimicked by p1; the only
candidate p1

⌧�! q
b�! 0 fails because q cannot be related

to p0, while this would be required for an ⌘-bisimulation.

b

a

a

b

q

⌧

p0 p1

0

⌧

2.2 Modal logic

Hennessy-Milner logic [17] is extended with the modal con-
nective h✏i', expressing that a process can perform zero or
more ⌧ -transitions to a state where ' holds.

Definition 3 [12] The class O of modal formulas is defined
as follows, where I ranges over all index sets:

O ' ::=
V

i2I'i | ¬' | h↵i' | h✏i' .

p |= ' denotes that p satisfies '. By definition, p |= h↵i' if
p

↵�! p0 for some p0 with p0 |= ', and p |= h✏i' if p ✏
=) p0

for some p0 with p0 |= '. We use abbreviations > for the
empty conjunction and '1 ^ '2 for

V
i2{1,2} 'i. We write

' ⌘ '0 if p |= ' , p |= '0 for any process p in any LTS.
A modal characterisation of an equivalence on processes

consists of a class C of modal formulas such that two pro-
cesses are equivalent if and only if they satisfy the same for-
mulas in C. Hennessy-Milner logic is a modal characterisa-
tion of bisimilarity. We now introduce modal characterisa-
tions for (unrooted and rooted) delay and weak bisimilarity.

Definition 4 Let a range over A and ↵ over A [ {⌧}. The
subclasses Oe and Ore of O, for e 2 {d, w}, are defined by:

Od ' ::=
V

i2I'i | ¬' | h✏i' | h✏ihai'
Ord ' ::=

V
i2I'i | ¬' | h✏ih↵i'̂ | '̂ ('̂ 2 Od)

Ow ' ::=
V

i2I'i | ¬' | h✏i' | h✏ihaih✏i'
Orw ' ::=

V
i2I'i | ¬' | h✏ih↵ih✏i'̂ | '̂ ('̂ 2 Ow).

For L ✓ O, we write p ⇠L q if p and q satisfy the same
formulas in L. The class L⌘ denotes the closure of L under
⌘. Trivially, p ⇠L q , p ⇠L⌘ q.

Theorem 1 p$e q , p ⇠Oe
q and p$re q , p ⇠Ore

q,
for all p, q 2 P, where e 2 {d, w}.

2.3 Structural operational semantics

A signature is a set ⌃ of function symbols f with arity
ar(f). Let V be an infinite set of variables x, y, z, with
|⌃|, |A|  |V |. A syntactic object is closed if it does not
contain any variables. The set T(⌃) of terms over ⌃ and V
is defined as usual; t, u, v, w denote terms and var(t) is the
set of variables that occur in term t. A term is univariate if
it is without multiple occurrences of the same variable. A
substitution � is a partial function from V to T(⌃). A closed
substitution is a total function from V to closed terms.

Structural operational semantics provides process alge-
bras and specification languages with an interpretation. It
generates an LTS, in which processes are the closed terms
over a (single-sorted, first-order) signature, and transitions
between processes may be supplied with labels. The tran-
sitions are obtained from a transition system specification,
which consists of a set of proof rules called transition rules.
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Definition 5 A (positive or negative) literal is an expression
t

↵�! u or t 6↵�!. A (transition) rule is of the form H
� with

H a set of literals called the premises, and � a literal called
the conclusion; the term at the left-hand side of � is called
the source. H+ denotes the positive premises and Hs� the
stable negative premises in H: those t 6↵�! for which also
t 6⌧�! is in H . A rule ;

� is also written �. A rule is standard if
it has a positive conclusion. A transition system specification
(TSS) consists of a signature ⌃ and a set R of rules over ⌃.
A TSS is standard if all its rules are.

Definition 6 Let P = (⌃, R) be a TSS. An irredundant
proof from P of a rule H

� is a well-founded tree with the
nodes labelled by literals and some of the leaves marked
“hypothesis”, such that the root has label �, H is the set of
labels of the hypotheses, and if µ is the label of a node that
is not a hypothesis and K is the set of labels of the children
of this node then K

µ is a substitution instance of a rule in R.

The proof of H
� is called irredundant [2] because H must

equal (instead of include) the set of labels of the hypotheses.
Irredundancy is crucial for the preservation under provability
of our congruence formats. Namely, in a ‘redundant’ proof
one can freely add any premises to the derived rule.

Literals t ↵�! u and t 6↵�! are said to deny each other.

Definition 7 [13] Let P = (⌃, R) be standard TSS. A well-
supported proof from P of a closed literal � is a well-
founded tree with the nodes labelled by closed literals, such
that the root is labelled by �, and if µ is the label of a node
and K is the set of labels of the children of this node, then:
either µ is positive and K

µ is a closed substitution instance
of a rule in R; or µ is negative and for each set N of closed
negative literals with N

⌫ irredundantly provable from P and
⌫ a closed positive literal that denies µ, a literal in K denies
one in N . P `

ws

� denotes that a well-supported proof from
P of � exists. A standard TSS P is complete if for each p
and ↵, either P `

ws

p 6↵�! or P `
ws

p
↵�! p0 for some p0.

In [13] it was shown that `
ws

is consistent, in the sense
that no standard TSS admits well-supported proofs of two
literals that deny each other. A complete TSS specifies an
LTS, consisting of the ws-provable closed positive literals.

2.4 Syntactic restrictions on transition rules

We present terminology for syntactic restrictions on rules
from [2, 15, 16]. An ntytt rule is a rule in which the right-
hand sides of positive premises are variables that are all
distinct, and that do not occur in the source. An ntytt rule
is an ntyxt rule if its source is a variable, an ntyft rule if its
source contains exactly one function symbol and no multiple
occurrences of variables, and an nxytt rule if the left-hand
sides of its premises are variables. An xynft rule is ntyft and
the left-hand sides of its positive premises are variables.

A variable in a rule is free if it occurs neither in the source
nor in right-hand sides of premises. A rule has lookahead
if some variable occurs in the right-hand side of a premise
and in the left-hand side of a premise. A decent rule has no
lookahead and no free variables. A TSS in ready simulation
format consists of ntyft and ntyxt rules without lookahead.

2.5 Patience rules

Let � be a unary predicate on arguments of function sym-
bols. If �(f, i), then argument i of f is �-liquid; otherwise
it is �-frozen. An occurrence of x in t is �-liquid if t = x
or t = f(t1, . . . , t

ar(f)) and the occurrence is �-liquid in ti
with �(f, i); otherwise the occurrence is �-frozen.

Sect. 2.8 presents a method for decomposing modal for-
mulas that gives a special treatment to arguments of function
symbols that are deemed patient; we will use a predicate �
to mark the arguments that get this special treatment.

Definition 8 [1, 5] A standard ntyft rule is a patience rule
for argument i of f if it is of the form

xi
⌧�! y

f(x1, . . . , x
ar(f))

⌧�! f(x1, . . . , xi�1, y, xi+1, . . . , x
ar(f))

Given a predicate �, the rule above is a �-patience rule
if �(f, i). A TSS is �-patient if it contains all �-patience
rules. A standard ntytt rule is �-patient if it is irredundantly
provable from the �-patience rules; else it is �-impatient.

Typically, in process algebra, there are patience rules for
both arguments of the merge operator and for the first argu-
ment of sequential composition, as they can contain running
processes, but not for the arguments of alternative composi-
tion or for the second argument of sequential composition.

2.6 Ruloids

To decompose modal formulas, we use a result from [2],
where for any standard TSS P in ready simulation format
a collection of decent nxytt rules, called P -ruloids, is con-
structed. We explain this construction at a rather superficial
level; the precise transformation can be found in [2].

First P is converted to a standard TSS P † in decent
ntyft format. In this conversion from [16], free variables
in a rule are replaced by arbitrary closed terms, and if the
source is of the form x, then this variable is replaced by a
term f(x1, . . . , x

ar(f)) for each function symbol f in the
signature of P , where the variables x1, . . . , x

ar(f) are fresh.
Next, using a construction from [6], left-hand sides of

positive premises are reduced to variables. Roughly the idea
is, given a premise f(t1, . . . , tn)

↵�! y in a rule r, and
another rule H

f(x1,...,xn)
↵�!t

, to transform r by replacing the
aforementioned premise by H , y by t, and the xi by the ti;
this is repeated (transfinitely) until all positive premises with
a non-variable term as left-hand side have disappeared. This
yields an intermediate standard TSS P ‡ in xynft format, of
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which all the rules are irredundantly provable from P . In
fact, the rules of P ‡ are exactly the xynft rules irredundantly
provable from P †. The motivation for this transformation
step is that for TSSs in xynft format the semantic phrase “for
each set N of closed negative literals with N

⌫ irredundantly
provable from P ” in the second clause of Def. 7 of a well-
supported proof can be replaced by a syntactic phrase: “for
each closed substitution instance N

⌫ of a rule in R”.
Finally, non-standard rules with a negative conclusion

t 6↵�! are introduced. The motivation is that instead of the
notion of well-founded provability of Def. 7, we want a more
constructive notion like Def. 6, by making it possible that a
negative premise is matched with a negative conclusion. A
non-standard rule H

f(x1,...,xn) 6↵�!
is obtained by picking one

premise from each xynft rule in P ‡ with a conclusion of the
form f(x1, . . . , xn)

↵�! t, and including the denial of each
of the selected premises as a premise in H .

The resulting TSS, which is in decent ntyft format, is de-
noted by P+. The above construction implies that if P is
�-patient, then so is P+. In [2] it was established, for all
closed literals µ, that P `

ws

µ if and only if µ is irredun-
dantly provable from P+. By definition, the P -ruloids are
the (decent) nxytt rules irredundantly provable from P+.

There is a well-supported proof from a TSS P of a tran-
sition ⇢(t) a�! q if and only if there is a derivation of this
transition that uses at the root a P -ruloid with source t. This
result underlies the decomposition method in Sect. 2.8.

Proposition 1 [2] Let P = (⌃, R) be a standard TSS in
ready simulation format, t 2 T(⌃) and ⇢ : V ! T(⌃) a
closed substitution. Then P `

ws

⇢(t)
↵�! q if and only if

there are a P -ruloid H

t
↵�!u

and a closed substitution ⇢0 such
that P `

ws

⇢0(µ) for all µ 2 H , ⇢0(t) = ⇢(t) and ⇢0(u) = q.

2.7 Linear proofs

Definition 9 An irredundant proof of a rule H
� is called

linear if no two hypotheses in the proof tree of Def 6 are
labelled with the same positive premise.

Clearly, each ntytt rule provable from a TSS is a substitution
instance of an ntytt rule that has a linear proof. In Def. 7
it does not make any difference whether in clause 2 we
quantify over rules N

⌫ that are provable (as in [13, 2, 8]),
irredundantly provable (as in [9]), or linearly provable.

In Sect. 2.6 a non-standard TSS P+ is constructed out of
a given TSS P in ready simulation format, via the interme-
diate stages P † and P ‡. Here P ‡ consists of all xynft rules
irredundantly provable from P †. With P̂ ‡ we denote the TSS
consisting of all xynft rules linearly provable from P †. The
TSS P+ is obtained by augmenting P ‡ with non-standard
rules; with P̂+ we denote the corresponding augmentation
of P̂ ‡. For the construction of the non-standard rules in
the augmentation, it makes no difference whether we start
from P ‡ or P̂ ‡, since the difference disappears when ab-
stracting from the right-hand sides of positive literals. Thus,

P̂+ ✓ P+ and each rule in P+ is a substitution instance of
a rule in P̂+. Hence, an ntytt rule is irredundantly provably
from P̂+ iff it is irredundantly provable from P+.

A linear P -ruloid has a linear proof from P̂+. Clearly,
each P -ruloid is a substitution instance of a linear P -ruloid.
So Prop. 1 still holds if we only consider linear ruloids.

2.8 Decomposition of modal formulas

In [9] it was shown how one can decompose formulas from
O. To each term t and formula ' 2 O, a set t�1(') of
decomposition mappings  : V ! O is assigned. Each
 2 t�1(') guarantees that for any closed substitution ⇢,
⇢(t) |= ' if ⇢(x) |=  (x) for all x 2 var(t). Vice versa,
whenever ⇢(t) |= ', there is a decomposition mapping
 2 t�1(') with ⇢(x) |=  (x) for all x 2 var(t).

Definition 10 [9] Let P = (⌃, R) be a �-patient standard
TSS in ready simulation format. We define ·�1 : T(⌃) ⇥
O ! P(V ! O) as the function that for each t 2 T(⌃) and
' 2 O returns the set t�1(') 2 P(V !O) of decomposition
mappings  : V !O generated by following five conditions.
In the remainder of this definition, t is a univariate term.

1.  2 t�1(
V

i2I 'i) iff there are  i 2 t�1('i) for each
i 2 I such that  (x) =

V
i2I  i(x) for all x 2 V .

2.  2 t�1(¬') iff there is a function h : t�1(') ! var(t)
such that  (x) equals either

V
�2h�1(x) ¬�(x) if x 2

var(t), or > if x /2 var(t).
3.  2 t�1(h↵i') iff there is a P -ruloid H

t
↵�!u

and a
� 2 u�1(') such that  (x) equals either

�(x) ^
^

x
��!y2H

h�i�(y) ^
^

x 6��!2H

¬h�i>

if x 2 var(t), or > if x /2 var(t).
4.  2 t�1(h✏i') iff one of the following holds.

(a) There is a � 2 t�1(') such that  (x) equals either
h✏i�(x) if x occurs �-liquid in t, or �(x) otherwise.

(b) There is a �-impatient P -ruloid H

t
⌧�!u

and a � 2
u�1(h✏i') such that  (x) equals either

h✏i
⇣
�(x) ^

^

x
��!y2H

h�i�(y) ^
^

x 6��!2H

¬h�i>
⌘

if x occurs �-liquid in t, or

�(x) ^
^

x
��!y2H

h�i�(y) ^
^

x 6��!2H

¬h�i>

if x occurs �-frozen in t, or > if x /2 var(t).
5.  2 �(t)�1(') for a non-injective substitution � :

var(t) ! V iff there is a � 2 t�1(') such that
 (x) =

V
z2��1(x) �(z) for all x 2 V .
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Theorem 2 [9] Let P = (⌃, R) be a �-patient complete
standard TSS in ready simulation format. For any term t 2
T(⌃), closed substitution ⇢, and ' 2 O:
⇢(t) |= ' , 9 2 t�1(') 8x 2 var(t) : ⇢(x) |=  (x) .

3. Delay resistant TSSs

In the next section the decomposition method from Sec. 2.8
is applied to obtain congruence formats for (rooted) delay
and weak bisimilarity. However, Def. 10 needs to be refined
in the case t�1(h✏i'), because in the modal logics for delay
and weak bisimilarity, occurrences of subformulas h�i'0 are
always preceded by h✏i, while in Def. 10 this is not always
the case. The refinement of Def. 10, which is presented in
Def. 15, is only valid for so-called delay resistant TSSs.

Def. 14 of delay resistance is inspired by a requirement
in the RDB and RWB cool formats, see [14, Def. 15(3)]. It
is crafted in such a way that Prop. 2 holds: if for a premise
x

��! y in a ruloid r = H

t
↵�!u

the execution of � is delayed
by a ⌧ -step, i.e. for some � we have �(x) ⌧�! ��! �(y),
then the conclusion �(t) ↵�! �(u) of the �-instance of r is
unaffected, or merely delayed by a ⌧ -step as well.

Example 2 Consider the rooted delay bisimilar processes p0
and p1 from Ex. 1. The ruloid r may apply when substituting
p0 for x and b for �, given that p0

b�! 0. If instead of
p0 we substitute p1 for x, to safeguard congruence, it is
necessary that the (possibly delayed) conclusion of r can still
be derived, even though we only have p1

⌧�! q
b�! 0.

In Def. 12 we allow two possible implementations of this
idea. Each premise x ��!y of r is either delayable (Def. 11),
in which case �(x) ⌧�! ��!�(y) induces �(t) ⌧�! ↵�!�(u)
by two ruloids that can be used in place of r; or ⌧ -pollable,
meaning that r remains valid if this premise is replaced by
x

⌧�! z for a fresh variable z, so that the premise �(x) ⌧�!
�(z) takes over the role of �(x) ��! �(y). Def. 12 and
Prop. 2 allow only finitely many delayable positive premises,
but infinitely many ⌧ -pollable ones.

Definition 11 A premise w ��! y of an ntytt rule r = H

t
↵�!u

is delayable in a TSS P if there are ntytt rules H1

t
⌧�!v

and
H2

v
↵�!u

, linearly provable from P , with H1 ✓ (H\{w ��!y})

[ {w ⌧�! z} and H2 ✓ (H \ {w ��! y}) [ {z ��! y} for
some term v and fresh variable z.

Suppose that H

t
↵�!u

in Def. 11 is a ruloid, so that w is a
variable x. The intuition behind this definition is that the
argument x of t may not be able to perform a �-transition
to a term y immediately, but only after a ⌧ -transition to z.
The ruloid H1

t
⌧�!v

then allows t to postpone its ↵-transition to
u, by first performing a ⌧ -transition to v. The ruloid H2

v
↵�!u

guarantees that the postponed �-transition from z to y still
gives rise to an ↵-transition from v to u.

Linearity is needed to make sure that in the construction
of ruloids, distinct delayable positive premises are never
collapsed to a single non-delayable premise.

Def. 12 requires that each positive premise is delayable
(i.e., in the finite set Hd), ⌧ -pollable, or redundant.

Definition 12 An ntytt rule H

t
↵�!u

is positive delay resistant
w.r.t. a TSS P if there exists a finite set Hd ✓ H+ of
delayable positive premises such that for each set M ✓
H+ \Hd there is a rule rM = HM

t
↵�!u

, linearly provable from
P , where HM ✓ (H \ M) [ M⌧ with M⌧ = {w ⌧�! zy |
(w

��! y) 2M, zy fresh}.

The intuition behind Def. 13 is closely related to Def. 11. If a
ruloid H

t
↵�!u

has a premise x 6��!, we want it not to apply in

case �(x) ⌧�! ��!, even if �(x) 6��!. We therefore require
that for each premise x 6��! there must also be a premise
x 6⌧�!. We make an exception for redundant premises x 6��!.

Definition 13 A rule H

t
↵�!u

is negative delay resistant w.r.t.
a TSS P if there is a rule H0

t
↵�!u

, linearly provable from P ,
with H 0 ✓ H+ [Hs�.

Definition 14 An ntytt rule H

t
↵�!u

is delay resistant w.r.t. a
TSS P if it is positive delay resistant as well as negative
delay resistant. A standard TSS P in ready simulation format
is delay resistant if all its linear ruloids with a positive
conclusion are delay resistant w.r.t. P̂+.

The following proposition is key to the notion of delay re-
sistance. It will allow us to adapt the definition of modal
decomposition for delay resistant TSSs, so that it becomes
applicable for generating congruence formats for weak se-
mantics, like delay and weak bisimilarity, with a modal char-
acterisation in which h�i' is always preceded by h✏i.

Proposition 2 Let P be a delay resistant standard TSS in
ready simulation format. Let H

t
↵�!u

be a P -ruloid and ⇢ a
closed substitution with P `

ws

⇢(x)
✏

=) ��! ⇢(y) for each
premise x

��! y in H+ and P `
ws

⇢(x) 6��! for each
premise x 6��! in Hs�. Then P `

ws

⇢(t)
✏

=) ↵�! ⇢(u).

For delay resistant TSSs case 4b of Def. 10, t�1(h✏i'),
needs to be adapted, to ensure that in the modal logics
for delay and weak bisimilarity, occurrences of subformulas
h�i'00 are always preceded by h✏i. Moreover, case 4a is
provided with the restriction that ' is not of the form h↵i'0.
Else decompositions of formulas h✏ih↵i'0 in Od would be
defined in terms of formulas � 2 t�1(h↵i'0), while h↵i'0

is not in Od. Instead, if ' is of the form h↵i'0, cases 3 and 4
of Def. 10 are combined, as can be seen in case 4b(ii) below.

Definition 15 Let P be a delay resistant �-patient standard
TSS in ready simulation format. We define ·�1

dr : T(⌃) ⇥
O ! P(V ! O) exactly as ·�1 in Def. 10, except for case
4: t�1

dr (h✏i') (with t univariate).
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4.  2 t�1
dr (h✏i') iff one of the following holds.

(a) ' is not of the form h↵i'0, and there is a � 2 t�1
dr (')

such that  (x) equals either h✏i�(x) if x occurs �-
liquid in t, or �(x) otherwise.

(b) (i) There is a �-impatient P -ruloid H

t
⌧�!u

and a � 2
u�1
dr (h✏i'),

(ii) or ' is of the form h↵i'0, and there is a P -ruloid
H

t
↵�!u

and a � 2 u�1
dr ('

0),

such that  (x) equals either

h✏i
⇣
�(x) ^

^

x
��!y2H+

h✏ih�i�(y) ^
^

x 6��!2Hs�

¬h�i>
⌘

if x occurs �-liquid in t, or

�(x) ^
^

x
��!y2H+

h✏ih�i�(y) ^
^

x 6��!2Hs�

¬h�i>

if x occurs �-frozen in t, or > if x /2 var(t).

The counterpart of Thm. 2 for delay resistant TSSs is:

Theorem 3 Let P = (⌃, R) be a delay resistant �-patient
complete standard TSS in ready simulation format. For any
t 2 T(⌃), closed substitution ⇢, and ' 2O:

⇢(t) |= ' , 9 2 t�1
dr (') 8x 2 var(t) : ⇢(x) |=  (x) .

4. Congruence results

A behavioural equivalence ⇠ is a congruence for a function
symbol f if pi ⇠ qi for all i 2 {1, . . . , ar(f)} implies
that f(p1, . . . , p

ar(f)) ⇠ f(q1, . . . , q
ar(f)). We apply the

decomposition method from the previous section to derive
congruence formats for delay bisimulation and rooted delay
bisimulation semantics. The idea behind the construction
of these formats is that a formula from the characterising
logic of the equivalence under consideration must always
be decomposed into formulas from this same logic. The
delay bisimulation format guarantees that a formula from
Od is always decomposed into formulas from O⌘

d (Prop. 4).
Likewise, the rooted delay bisimulation format guarantees
that a formula from Ord is always decomposed into formulas
from O⌘

rd (Prop. 5). This implies the desired congruence
results (Thm. 4 resp. Thm. 5). These results are transposed
to (rooted) weak bisimilarity by adding one condition to the
congruence format for (rooted) delay bisimilarity.

4.1 Congruence format for rooted delay bisimilarity

We recall the notion of a rooted branching bisimulation safe
rule, which underlies the rooted branching bisimulation for-
mat from [9]. The congruence format for rooted delay bisim-
ilarity is obtained by additionally requiring delay resistance.

We assume two predicates on arguments of function sym-
bols from [5, 9]. The predicate ⇤ marks arguments that con-
tain processes that have started executing (but may currently

be unable to execute). The predicate @ marks arguments that
contain processes that can execute immediately. For exam-
ple, in process algebra, ⇤ and @ hold for the arguments of the
merge t1kt2, and for the first argument of sequential compo-
sition t1·t2; they can contain processes that started to execute
in the past, and these processes can continue their execution
immediately. On the other hand, ⇤ and @ typically do not
hold for the second argument of sequential composition; it
contains a process that did not yet start to execute, and can-
not execute immediately (in absence of the empty process).
⇤ does not hold and @ holds for the arguments of alternative
composition t1 + t2; they contain processes that did not yet
start to execute, but that can start executing immediately.

Definition 16 [9] An ntytt rule r = H

t
↵�!u

is rooted branch-
ing bisimulation safe w.r.t. @ and ⇤ if it satisfies the follow-
ing conditions. Let x 2 var(t).

1. Right-hand sides of positive premises occur only ⇤-
liquid in u.

2. If x occurs only ⇤-liquid in t, then x occurs only ⇤-liquid
in r.

3. If x occurs only @-frozen in t, then x occurs only @-
frozen in H .

4. If x has exactly one @-liquid occurrence in t, which is
also ⇤-liquid, then x has at most one @-liquid occurrence
in H , which must be in a positive premise. If moreover
this premise is labelled ⌧ , then r must be @\⇤-patient.

Definition 17 A standard TSS P is in rooted delay bisim-
ulation format if it is in ready simulation format and delay
resistant, and, for some @ and ⇤, it is @\⇤-patient and all its
rules are rooted branching bisimulation safe w.r.t. @ and ⇤.

This TSS is in delay bisimulation format if ⇤ is universal.

Proposition 3 [9] Let P be a standard TSS in ready simula-
tion format, in which each transition rule is rooted branch-
ing bisimulation safe w.r.t. @ and ⇤. Then each P -ruloid is
rooted branching bisimulation safe w.r.t. @ and ⇤.

4.2 Congruence for rooted delay bisimilarity

Consider a standard TSS that is in rooted delay bisimulation
format, w.r.t. some @ and ⇤. Def. 15 yields decomposition
mappings  2 t�1dr('), with � = @\⇤. If ' 2 Od, then
 (x) 2 O⌘

d if x occurs only ⇤-liquid in t. (That is why in the
delay bisimulation format, ⇤ must be universal.) If ' 2 Ord,
then  (x) 2 O⌘

rd for all variables x. These preservation
results induce the promised congruence results for delay
bisimilarity and rooted delay bisimilarity, respectively.

Proposition 4 Let P be a delay resistant, @\⇤-patient stan-
dard TSS in ready simulation format, in which each rule is
rooted branching bisimulation safe w.r.t. @ and ⇤. For any
term t and variable x that occurs only ⇤-liquid in t:

' 2 Od ) 8 2 t�1
dr (') :  (x) 2 O⌘

d .
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Proposition 5 Let P be a delay resistant, @\⇤-patient stan-
dard TSS in ready simulation format, in which each rule is
branching delay bisimulation safe w.r.t. @ and ⇤. For any
term t and variable x:

' 2 Ord ) 8 2 t�1
dr (') :  (x) 2 O⌘

rd .

Theorem 4 If P is a complete TSS in delay bisimulation
format, then $d is a congruence for P .

Proof By Def. 17 each rule of P is rooted branching bisim-
ulation safe w.r.t some @ and the universal predicate ⇤, and
P is delay resistant, @\⇤-patient and in ready simulation
format. Let ⇢, ⇢0 be closed substitutions and t a term with
⇢(x)$d ⇢

0(x) for all x 2 var(t).
Let ⇢(t) |= ' 2 Od. By Thm. 3, taking � = @\⇤, there

is a  2 t�1
dr (') with ⇢(x) |=  (x) for all x 2 var(t).

Since x occurs ⇤-liquid in t (because ⇤ is universal), by
Prop. 4,  (x) 2 O⌘

d for all x 2 var(t). By Thm. 1,
⇢(x)$d ⇢

0(x) implies ⇢(x) ⇠O⌘
d
⇢0(x) for all x 2 var(t).

So ⇢0(x) |=  (x) for all x 2 var(t). Therefore, by Thm. 3,
⇢0(t) |= '. Likewise, ⇢0(t) |= ' 2 Od implies ⇢(t) |= '. So
⇢(t) ⇠Od

⇢0(t). Hence, by Thm. 1, ⇢(t)$d ⇢
0(t).

Theorem 5 If P is a complete TSS in rooted delay bisimu-
lation format, then $rd is a congruence for P .

The proof of Thm. 5 is similar to the one of Thm. 4, except
that Prop. 5 is applied instead of Prop. 4; therefore x need not
occur ⇤-liquid in t, so that universality of ⇤ can be dropped.

4.3 Rooted weak bisimilarity as a congruence

We now proceed to derive a congruence format for rooted
weak bisimilarity. It is obtained from the congruence format
from [9] for rooted ⌘-bisimilarity by additionally requiring
delay resistance. The format for rooted ⌘-bisimilarity in turn
is obtained by strengthening condition 1 in the definition of
rooted branching bisimulation safeness.

Definition 18 [9] An ntytt rule H

t
↵�!u

is rooted ⌘-bisimu-
lation safe w.r.t. @ and ⇤ if it satisfies conditions 2–4 of
Def. 16, together with:

10. Right-hand sides of positive premises occur only @\⇤-
liquid in u.

Definition 19 A standard TSS is in rooted weak bisimula-
tion format if it is in ready simulation format and delay resis-
tant, and, for some @ and ⇤, it is @\⇤-patient and contains
only rules that are rooted ⌘-bisimulation safe w.r.t. @ and ⇤.

This TSS is in weak bisimulation format if ⇤ is universal.

Proposition 6 [9] Let P be a TSS in ready simulation for-
mat, in which each rule is rooted ⌘-bisimulation safe w.r.t.
@ and ⇤. Then each P -ruloid is rooted ⌘-bisimulation safe
w.r.t. @ and ⇤.

Proposition 7 Let P be a delay resistant, @\⇤-patient stan-
dard TSS in ready simulation format, in which each rule is
rooted ⌘-bisimulation safe w.r.t. @ and ⇤. For any term t and
variable x that occurs only ⇤-liquid in t:

' 2 Ow ) 8 2 t�1
dr (') :  (x) 2 O⌘

w .

Proposition 8 Let P be a delay resistant, @\⇤-patient stan-
dard TSS in ready simulation format, in which each rule is
rooted ⌘-bisimulation safe w.r.t. @ and ⇤. For any term t and
variable x:

' 2 Orw ) 8 2 t�1
dr (') :  (x) 2 O⌘

rw .

Theorem 6 If P is a complete TSS in weak bisimulation
format, then $w is a congruence for P .

Theorem 7 If P is a complete TSS in rooted weak bisimu-
lation format, then $rw is a congruence for P .

4.4 Counterexamples

In [9] it was shown that none of the syntactic requirements
of the rooted branching bisimulation format in Def. 16 can
be omitted, and that the presence of @\⇤-patience rules is
crucial. Here we present examples to show that none of the
requirements that make up delay resistance is redundant.

All TSSs in this section are standard, complete, in ready-
simulation format and @\⇤-patient, and their rules are
rooted ⌘-bisimulation safe.

Example 3 Let f be a unary function with an @-liquid, ⇤-
frozen argument, defined by x 6a�!

f(x)
b�!0

. This rule is positive
delay resistant, but not negative delay resistant.

p0, p1, q, 0 are constants with p0
⌧�! p0, p0

a�! 0,
p1

⌧�! q and q
a�! 0. Note that p0 $rd p1. However, f(p0)

exhibits no transitions, while f(p1)
b�! 0. So f(p0) 6$rd

f(p1). Hence $rd is not a congruence.

Example 4 Let f be a unary function with an @-liquid, ⇤-
frozen argument, defined by x

a�!y

f(x)
b�!0

. This TSS is negative
delay resistant, but not positive delay resistant.

Consider the LTS from Ex. 3. We have f(p0)
b�! 0,

while f(p1) does not exhibit any transitions. So f(p0) 6$rd

f(p1). Hence $rd is not a congruence.

The following example shows that the requirement that Hd

is finite in Def. 12 of positive delay resistance is essential.

Example 5 A = {ak | k 2 Z>0} [ {b}. Binary functions
fk for k 2 Z>0, with both arguments @-liquid and only the
second argument ⇤-liquid, are defined by

x1
⌧�! y

fk(x1, x2)
⌧�! f`(x1, y)

(for all ` > k)

x2
⌧�! y

fk(x1, x2)
⌧�! fk(x1, y)

{x1
a`�! y` | ` > k} [ {x2

ak�! yk}
fk(x1, x2)

b�! 0
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!1, !2, !3 are constants with !2
ak�! 0 and !3

ak�! 0 for
all k � 1, !1

⌧�! !3 and !2
⌧�! !3. Clearly, !1 $rd !2.

The last rule is not delay resistant. With regard to Def. 12 it
violates the requirement that Hd needs to be chosen finite.

Prop. 2 is violated: although !1
✏

=) a`�! for ` � 1, there
is no sequence fk(!1,!1)

✏
=) b�! for any k � 1. Since

fk(!2,!2)
b�! 0 for all k � 1, $rd is not a congruence.

5. Semi-syntactic criteria for delay resistance

Delay resistance of a TSS P means that each P -ruloid has to
satisfy a property, and a non-trivial TSS has infinitely many
ruloids. We now introduce requirements on the rules of P
that imply delay resistance. This yields semi-syntactic con-
gruence formats. They are not purely syntactic, as one of the
conditions requires the existence of linearly provable rules.

Definition 20 A rule H

t
↵�!u

is negative-stable if for every
premise w 6↵�! in H, also w 6⌧�! is in H.

The difference with Def. 13 is that here the requirement also
applies to redundant premises w 6↵�!.

Definition 21 An ntytt rule is manifestly delay resistant
w.r.t. a TSS P if it is negative-stable, as well as positive
delay resistant w.r.t. P where the rules rM from Def. 12 and
H1

t
⌧�!v

from Def. 11 are, up to bijective renaming of variables,
rules of P, rather than just linearly provable from P.

Theorem 8 Let P be a standard TSS in decent ntyft format,
in which each rule is manifestly delay resistant w.r.t. P . Then
P is delay resistant.

6. Delay resistance w.r.t. ⇤

The notion “delay resistant w.r.t. ⇤” relaxes the notion of de-
lay resistance: the conditions of Defs. 11, 12 and 13 need to
be checked only for (sets of) premises that contain a variable
that occurs only ⇤-frozen in the source. This relaxation is
possible if the following condition is added to our formats.
Definition 22 Given a standard ntytt rule r = H

t
↵�!u

, we
define the following syntactic condition:

5. If x has exactly one occurrence in t, which is ⇤-liquid,
and an @-liquid occurrence in H , then these are the only
two occurrences of x in r.

Proposition 9 Let P be a standard TSS in ready simulation
format, in which each rule is rooted branching bisimulation
safe and satisfies condition 5 of Def. 22 w.r.t. @ and ⇤. Then
any P -ruloid satisfies condition 5 of Def. 22 w.r.t. @ and ⇤.

Theorem 9 Let P be a standard TSS in ready simulation
format, in which each transition rule is rooted branching
bisimulation safe and satisfies condition 5 of Def. 22 w.r.t. @
and ⇤. Let moreover P be @\⇤-patient and delay resistant
w.r.t. ⇤. Then P is delay resistant.1

1 Using a notion of manifest delay resistance w.r.t. ⇤ and P , Thms. 8 and 9
can be combined in the obvious way.

Hence, by adding condition 5 of Def. 22, the delay and weak
bisimulation formats do not require delay resistance at all,
since with ⇤ universal there are no ⇤-frozen occurrences.

7. Syntactic criteria for delay resistance

We show how delay resistance can be replaced by additional
syntactic requirements.

Definition 23 A standard TSS P = (⌃, R) is in syntactic
rooted delay bisimulation format if, for some @ and ⇤ and
predicates �↵ ✓ @\⇤ where ↵ ranges over A [ {⌧}:

1. P is in decent nxytt format and @\⇤-patient.
2. Each rule in R is rooted branching bisimulation safe and

negative-stable, satisfies condition 5 of Def. 22 w.r.t. @
and ⇤, and has finitely many positive premises.

3. If R contains H]{xi
��!y}

f(x1,...,x
ar(f))

↵�!u
where ¬⇤(f, i), then:

(a) � = ↵;
(b) R contains H0[{xi

⌧�!y}
f(x1,...,x

ar(f))
⌧�!u

for some H 0 ✓ H; and

(c) y has exactly one, �↵-liquid occurrence in u.
4. R contains xi

↵�!y

f(x1,...,xi,...,x
ar(f))

↵�!f(x1,...,y,...,x
ar(f))

for all

�↵(f, i).

P is in syntactic rooted weak bisimulation format if its rules
moreover satisfy condition 10 of Def. 22.

Theorem 10 If a standard TSS is in syntactic rooted delay
bisimulation format, then it is delay resistant.

Proof Consider a rule H]{xi
��!y}

f(x1,...,xn)
↵�!u

of P with ¬⇤(f, i).
By condition 3a of Def. 23, � = ↵. And by condition 3c
of Def. 23, y has exactly one, �↵-liquid occurrence in u.
By the combination of Thms. 8 and 9, it suffices to show
that, for some term v and fresh variable z, there is a rule

H1

f(x1,...,xn)
⌧�!v

in R with H1 ✓ H [ {xi
⌧�! z} and a rule

H2

v
↵�!u

linearly provable from P with H2 ✓ H [ {z ��! y}.
Let v be obtained by substituting z for y in u. The first of
these rules exists by condition 3b of Def. 23, substituting z

for y. The second is the rule z
��!y

v
↵�!u

, which can be derived by
condition 4 of Def. 23. Here we use that � = ↵ and y has
exactly one, �↵-liquid occurrence in u.

The introduction of predicates �↵ ✓ @\⇤ is of practical
importance. If in Def. 23 one would replace the occurrences
of �↵ by @\⇤, then for instance the encapsulation operator
@H , which blocks all actions in the set H , would violate
condition 4 of Def. 23. Namely, the argument of @H is @\⇤-
liquid, but there is no rule x

a�!y

@H(x)
a�!@H(y)

if a 2 H . Actually,
in many applications �↵ can be empty, as a rule that tests an
@-liquid, ⇤-frozen argument of the source in practice tends
to have a single y as right-hand side of the conclusion, so
that condition 3c of Def. 23 is trivially satisfied; a notable
example is the rule x1

↵�!y

x1+x2
↵�!y

for alternative composition.
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Corollary 1 If a complete standard TSS P is in syntactic
rooted delay (resp. weak) bisimulation format, then $rd

(resp. $rw ) is a congruence for P .

8. Applications

We revisit some applications of our congruence formats that
were considered in [9]: the basic process algebra BPA"�⌧ ,
extended with binary Kleene star as an example where the
predicates �↵ from Def. 23 are non-empty, and initial pri-
ority which includes negative premises. We also consider a
deadlock test outside the syntactic rooted delay bisimulation
format. In all these cases our formats yield congruence re-
sults for $rd and $rw , while they are outside the con-
gruence formats for these semantics from [1, 14] (which are
within the positive GSOS format [3]). The TSSs in this sec-
tion are @\⇤-patient and in decent xynft format.

Basic process algebra BPA"�⌧ consists of: actions from an
alphabet Act [{⌧}; empty process "; deadlock �; alternative
composition t1 + t2; sequential composition t1 · t2. Let `
range over Act [ {⌧} and ↵ over Act [ {⌧,

p
}. Rules are:

`

`�! "

"

p
�! �

x1
↵�! y

x1 + x2
↵�! y

x2
↵�! y

x1 + x2
↵�! y

x1
`�! y

x1 · x2
`�! y · x2

x1

p
�! y1 x2

↵�! y2

x1 · x2
↵�! y2

To show that $rd and $rw are congruences, we argue
that this TSS satisfies the conditions of Def. 23. In [9] it
was shown that it is in rooted ⌘-bisimulation format, with @
and ⇤ defined as follows. Since the arguments of alternative
and sequential composition can all execute immediately, @
holds for all these arguments. Since only the first argument
of sequential composition can contain running processes,
it is the only argument for which ⇤ holds. With regard to
condition 2 of Def. 23, we need to check that the rules satisfy
condition 5 of Def. 22: only the two rules for sequential
composition contain a ⇤-liquid occurrence of a variable, x1,
in their source; and in both cases x1 has only one other
occurrence in the rule, in the left-hand side of a premise.
Condition 3 of Def. 23 needs to be verified with regard to
the two rules for alternative composition and the second rule
for sequential composition, since in these rules a ⇤-frozen
argument of the source is tested in a premise. Condition 3
is satisfied for these rules, where we can take �� = ; for
all �. Hence condition 4 is trivially satisfied. Concluding, by
Cor. 1 $rd and $rw are congruences for BPA"�⌧ .

Binary Kleene star t1
⇤t2 repeatedly executes t1 until it

executes t2. This operational behaviour is captured by the
following rules, which are added to the rules for BPA"�⌧ .

x1
`�! y

x1
⇤
x2

`�! y·(x1
⇤
x2)

x2
↵�! y

x1
⇤
x2

↵�! y

Again, to show that $rd and $rw are congruences, we ar-
gue that the resulting TSS satisfies the conditions of Def. 23.

In [9] it was shown that it is in rooted ⌘-bisimulation for-
mat, if we take the arguments of binary Kleene star to be
⇤-frozen and @-liquid. Since these arguments are ⇤-frozen,
condition condition 5 of Def. 22 is trivially satisfied. Con-
ditions 3(a,b) of Def. 23 are satisfied by both rules, and the
second rule for binary Kleene star trivially satisfies condi-
tion 3(c). In view of this condition with regard to the first
rule for binary Kleene star, we mark the first argument of se-
quential composition by �` for all ` 2 Act [ {⌧}. No other
arguments are marked by the �� . Condition 4 of Def. 23 is
satisfied with respect to the �� . (For this last condition it is
essential that the first argument of sequential composition is
not marked by �p.) Concluding, by Cor. 1 $rd and $rw

are congruences for BPA"�⌧ with binary Kleene star.

Initial priority Assume an ordering on actions. ✓(t) ex-
ecutes the transitions of t, except that an initial transition
t

`�! t1 only gives rise to an initial transition ✓(t)
`�! t1 if

there does not exist an initial transition t
`0�! t2 with ` < `0.

x

`�! y x 6`
0

�! for all `0 > `

✓(x)
`�! y

x

p
�! y

✓(x)
p
�! y

The argument of initial priority is ⇤-frozen and @-liquid. In
[9] it was observed that this TSS is in rooted ⌘-bisimulation
format, irrespective of the ordering on actions. If ⌧ is greater
than all actions in Act , then both rules are negative-stable,
because instances of the first rule with a premise x 6a�! for
some a 2 Act are guaranteed to also contain x 6⌧�!. In fact
it is sufficient to require 8` : (9`0 : `0 > `) ) ⌧ > `.

To show that $rd and $rw are congruences, we argue
that the TSS satisfies the conditions of Def. 23. Condition
5 of Def. 22 is trivially satisfied by the rules for initial
priority, because its argument is ⇤-frozen. Condition 3 of
Def. 23 is satisfied by both rules for initial priority, where
we can take �� = ; for all �. In particular, condition 3(b)
is satisfied by the first rule for initial priority, because this
rule with ` = ⌧ contains no negative premises. Since the
�� are empty, condition 4 of Def. 23 is trivially satisfied.
Concluding, if ⌧ is greater than all actions in Act , $rd and
$rw are congruences for BPA✏�⌧ with initial priority.

If ⌧ is smaller than some a in Act , then $rd and $rw

are not congruences for BPA✏�⌧ with initial priority. For
example, ⌧ ·a$rd (⌧ ·a)+a. However, ✓(⌧ ·a) ⌧�! a cannot
be mimicked by ✓((⌧ · a) + a), as the latter term can only
perform an a-transition to ". So ✓(⌧ · a) 6$rw ✓((⌧ · a) + a).

Deadlock testing Finally we give an example outside the
format from Def. 23, but within the more general format of
Thm. 5. The operator f tests if its argument is a deadlock.

x

↵�! y

f(x)
no�! �

x 6↵�! y for all ↵
f(x)

yes�! �

The argument of f is ⇤-frozen and @-liquid. Clearly the first
rule violates condition 3 of Def. 23.
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The TSS is in rooted ⌘-bisimulation format. For both
rules, we can take Hd := ;, while r; is the rule itself. Fur-
thermore, for the first rule, r{x ↵�!y} is x

⌧�!y

f(x)
no�!�

. By Thm. 8
this suffices to conclude that the TSS is delay resistant.
Hence, by Thms. 5 and 7 $rd and $rw are congruences
for BPA✏�⌧ extended with f .

9. Conclusions

In [14, 9] a method was presented to generalise any congru-
ence format within ntyft format into a two-tiered variant. The
two-tiered versions of the congruence formats we presented
generalise the formats in [1, 14]. Ulidowski [22, 23, 24] pro-
posed congruence formats for weak semantics with a differ-
ent treatment of divergence; these formats cover the (non-
initial) priority operator, for which $rw is not a congru-
ence. The TSSs of BPA✏�⌧ , binary Kleene star and deadlock
testing in Sect. 8 are however outside those formats.

This research shows that it is worthwhile to study the in-
terplay of structural operational semantics and modal logic.
The modal characterisation of a process semantics turns
out to be fundamental for its congruence properties. Admit-
tedly, the whole story is quite technical and intricate. Partly
this is because we build on a rich body of earlier work in
the realm of structural operational semantics: the notions
of well-supported proofs and complete TSSs from [13] (or
actually [11] in logic programming); the ntyft format from
[15, 4]; the transformation to ruloids, which for the main
part goes back to [6]; and the work on modal decomposi-
tion and congruence formats from [2] and [9]. Moreover, the
proofs underlying the technical developments, which have
been omitted from this extended abstract, are quite intricate.
They are included in the full version of this paper [7].

However, the bulk of this work can be reused in the con-
text of other weak process semantics. This is witnessed by
the fact that the congruence results for rooted delay and weak
bisimilarity are obtained in an almost identical fashion, and
build upon the congruence proof for rooted branching bisim-
ilarity in [9]. The door is now open to derive congruence
formats for a wide range of weak semantics. Further work is
needed to cover the entire spectrum in [12]. Specifically, it
would be interesting to extend the framework to divergence-
sensitive semantics. For future research, it would also be in-
teresting to see whether the bridge between modal logic and
congruence formats could be employed in the realm of log-
ics and semantics for e.g. probabilities and security. As a first
step in this direction, in [10] the decomposition method for
Hennessy-Milner logic was lifted to probabilistic systems.
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Abstract
We study the strength of set-theoretic axioms needed to prove Ra-
bin’s theorem on the decidability of the MSO theory of the infinite
binary tree. We first show that over the second-order arithmetic the-
ory ACA0, the complementation theorem for nondeterministic tree
automata is equivalent to a statement expressing the determinacy
of all Gale-Stewart games given by Bool(⌃0

2) sets. It follows that
the complementation theorem is provable from ⇧

1
3- but not �1

3-
comprehension.

We then use results due to MedSalem-Tanaka, Möllerfeld and
Heinatsch-Möllerfeld to prove that

• the complementation theorem for non-deterministic tree au-
tomata,

• the decidability of the ⇧

1
3 fragment of MSO on the infinite

binary tree,
• the positional determinacy of parity games, and
• the determinacy of Bool(⌃0

2) Gale-Stewart games

are all equivalent over ⇧

1
2-comprehension. It follows in particu-

lar that Rabin’s decidability theorem is not provable from �

1
3-

comprehension.

Categories and Subject Descriptors F.1.1 [Computations by ab-
stract devices]: Models of computations; F.4.3 [Mathematical
logic and formal languages]: Mathematical logic

Keywords Rabin’s decidability theorem, automata on infinite
trees, monadic second order logic, determinacy of infinite games,
reverse mathematics

1. Introduction
Rabin’s decidability theorem (Rabin 1969) says that the monadic
second order (MSO) theory of the infinite binary tree {0, 1}⇤ with
the left and right successor relations is decidable. In the words of
the book “The Classical Decision Problem” (Börger et al. 1997,
Chapter 7), Rabin’s result “is one of the most important decidability
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theorems for mathematical theories and has numerous applications
in several areas of mathematics and computer science”.

Unlike other prominent decidability results, such as the ones
for Presburger arithmetic, real-closed fields or even the MSO the-
ory of (N,), Rabin’s theorem appears likely to involve significant
logical strength, in the sense of being unprovable without axioms
asserting the existence of very abstract and complicated sets. This
is suggested by the fact that MSO on {0, 1}⇤ is able to express
the determinacy of certain infinite games with Borel winning con-
ditions, and such determinacy is used in typical modern proofs of
Rabin’s theorem, dating back to (Gurevich and Harrington 1982).
Determinacy principles are notorious for requiring very large logi-
cal strength.

Since Rabin’s theorem is so ubiquitous in computer science, and
since its proofs are still perceived as “difficult”, it seems to us worth
asking whether all proofs of the theorem must necessarily involve
strong set existence axioms. A natural follow-up challenge is to
measure the strength of the required axioms in more precise terms.

The framework of reverse mathematics (see (Simpson 2009))
offers a natural way of measuring the logical strength of a theorem.
The idea is that many mathematical theorems can be formalized in
the language of second-order arithmetic, a foundational axiomatic
theory used already by Hilbert and Bernays. The most important
axiom of second-order arithmetic is the comprehension scheme,
stating the existence of any set of natural numbers defined by first-
and second-order quantification over N. Reverse mathematics pro-
ceeds by analyzing various mathematical statements and proving
their equivalence, over a suitable weak base theory, to some rather
limited form of comprehension. Most mathematical theorems an-
alyzed in this fashion have turned out to require no more than the
theory ACA0 allowing only arithmetical comprehension, that is,
the existence of sets defined without any second-order quantifiers.
Theorems requiring strictly more than ⇧

1
1-comprehension, or the

existence of sets defined in terms of one second-order quantifier,
are quite exceptional. One such exception is the famous graph mi-
nor theorem, cf. (Friedman et al.). A less known example is pro-
vided in (Mummert and Simpson 2005), where a theorem in gen-
eral topology is proved equivalent to ⇧

1
2-comprehension.

Determinacy theorems are a more extreme exception. ⇧

1
1-

comprehension is barely enough to prove the determinacy of games
in which the winning condition is the intersection of an open set
and a closed set. ⇧1

2-comprehension proves that F� games are de-
termined (Tanaka 1991), but can no longer prove the determinacy
of games given by arbitrary boolean combinations of F� sets (es-
sentially1 (MedSalem and Tanaka 2007)). For arbitrary boolean
combinations of F�� sets, proving determinacy requires going be-
yond second-order arithmetic, an immensely strong theory in most
other respects (Montalbán and Shore 2012).

1 The original reasoning presented in (MedSalem and Tanaka 2007) applies
to �0

3 sets, but it is easily adaptable to the case of boolean combinations of
F� sets. We present this argument in Section 4.

1
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1.1 Summary of results
The aim of this paper is to analyze, reverse mathematics–style, the
logical strength of Rabin’s theorem. We first focus our attention on
the complementation theorem for nondeterministic automata on in-
finite trees, which is the key ingredient in typical proofs of Rabin’s
theorem. We prove that the complementation theorem is equivalent
over ACA0 to the determinacy of Gale-Stewart games given by ar-
bitrary boolean combinations of ⌃0

2 (i.e., F�) sets. Using earlier
work on determinacy, we conclude that the complementation theo-
rem is provable in ⇧

1
3-, but not ⇧1

2- or even �

1
3-comprehension.

We then consider Rabin’s decidability result itself. Using the
work of (MedSalem and Tanaka 2007), we prove that over ⇧

1
2-

comprehension, already the statement “the ⇧

1
3 fragment of the

MSO theory of {0, 1}⇤ is decidable” is equivalent to the determi-
nacy of arbitrary Bool(⌃0

2) games, which makes it unprovable in
�

1
3-comprehension. On the other hand, any version of the decid-

ability theorem that can be stated in second-order arithmetic fol-
lows from ⇧

1
3-comprehension.

The final part of our work relies on techniques developed in
Michael Möllerfeld’s PhD thesis (Möllerfeld 2002), which links
⇧

1
2-comprehension with an arithmetical version of the µ-calculus.

Using a slight strengthening of Möllerfeld’s results, we show that
over ⇧1

2-comprehension the following conditions are equivalent:

• the complementation theorem for nondeterministic tree au-
tomata,

• Rabin’s decidability theorem,
• the determinacy of all Bool(⌃0

2) games,
• the positional determinacy of all parity games and
• a purely logical reflection principle: “all ⇧1

3 sentences provable
using ⇧

1
2-comprehension are true”.

Note that the unprovablity of this reflection principle in ⇧

1
2-

comprehension follows from Gödel’s second incompleteness theo-
rem.

1.2 Related work
To the best of our knowledge, the axiomatic strength needed to
prove Rabin’s theorem has not yet been explicitly studied. How-
ever, a closely related topic was recently considered in (Das and
Riba 2015). The authors propose a complete axiomatization of
MSO on the binary tree. The main component of their axiomati-
zation is the comprehension scheme for all MSO formulas (in the
language of S0, S1, as opposed to the richer language of second or-
der arithmetic with the coding power provided by + and ·). How-
ever, they also raise the question whether a more restricted form
of comprehension would suffice, and even express a “suspicion”
on this topic — about which reverse-mathematical methods have
something to say (cf. (Das and Riba 2015, Section VII A) and see
the remark after Theorem 4.2 in the present paper.)

More broadly speaking, our work connects two strands of re-
search which have until now been largely separated. One of these
consists of various efforts to improve or clarify the determinacy-
based approach to proving Rabin’s theorem, originally introduced
in (Gurevich and Harrington 1982). The list of such efforts is quite
long, though most of the time we can rely on the streamlined pre-
sentation of (Thomas 1997). Two specific ideas directly connected
to our paper are the parity games of (Emerson and Jutla 1991) and
the method of “positionalizing” winning strategies developed in
(Klarlund and Kozen 1995) and (Klarlund 1994).

The second research area we draw upon concerns the reverse
mathematics of determinacy principles. Results on determinacy at
the level of open and closed sets are classical and reported in (Simp-
son 2009, Chapters V.8 and VI.5). However, the understanding of

determinacy for games given by ⌃0
2 or ⌃0

3 sets and their boolean
combinations has progressed greatly in the last 15 years. Our focus
is on the determinacy of Bool(⌃0

2) games, which has been studied
e.g. in (Tanaka 1991; Möllerfeld 2002; Nemoto et al. 2007; Med-
Salem and Tanaka 2007, 2008; Heinatsch and Möllerfeld 2010).
An extensive discussion of the results relevant to our work can be
found in Section 4.

In the present paper we do not introduce thoroughly new tech-
niques in automata theory or in the reverse mathematics of deter-
minacy. Our aim is rather to point out how automata theory and
reverse mathematics can interact with one another, leading to re-
sults that seem interesting from the perspective of both areas.

1.3 Structure of the paper
Section 2 presents the necessary background in reverse mathemat-
ics, automata theory and games. In Section 3, we give a first approx-
imation of the logical strength of the complementation theorem for
tree automata, proving that it implies Bool(⌃0

2) determinacy and
is implied by the positional determinacy of all parity games. We
review some known results on the reverse mathematics of deter-
minacy principles in Section 4. We then use those results to get a
more exact characterization of the strength of the complementation
theorem for automata (Section 5), and to analyze the strength of
Rabin’s decidability theorem (Section 6). Our final result linking
complementation for automata, decidability of MSO, and determi-
nacy statements with a reflection principle for ⇧1

2-comprehension
is discussed in Section 7.

2. Basic notions
2.1 Second-order arithmetic
Second-order arithmetic is a natural framework for studying the
strength of axioms needed to prove theorems of countable math-
ematics, that is, the part of mathematics concerned with objects
that can be represented using no more than countably many bits
of information. In particular, this encompasses the vast majority of
the mathematics needed in computer science. The two-sorted lan-
guage of second-order arithmetic, L2, contains first-order variables
x, y, z, . . ., intended to range over natural numbers, and second-
order variables X,Y, Z, . . ., intended to range over sets of natural
numbers. L2 includes the usual arithmetic functions and relations
+, ·,, 0, 1 on the first-order sort, and the 2 relation which has one
first-order and one second-order argument.

Full second-order arithmetic, Z2, has axioms of three types: (i)
axioms stating that the first-order sort is the non-negative part of a
discretely ordered ring; (ii) comprehension axioms, or sentences of
the form

8 ¯Y 8ȳ 9X 8x (x 2 X , '(x, ¯Y , ȳ)),

where ' is an arbitrary formula of L2 not containing the variable
X; (iii) the induction axiom,

8X [0 2 X ^ 8x (x 2 X ) x+ 1 2 X) ) 8x (x 2 X)] .

The language L2 is surprisingly expressive, as the first-order
sort can be used to encode arbitrary finite objects and the second-
order sort can encode even such objects as complete separable
metric spaces, continuous functions between them, and Borel sets
within them (cf. (Simpson 2009, Chapters II.5, II.6, V.3)). More-
over, the theory Z2 is very strong: almost all theorems from a typ-
ical undergraduate course that are expressible in L2 can be proved
in Z2. In fact, the basic observation underlying the programme of
reverse mathematics (Simpson 2009) is that many important theo-
rems are equivalent to various fragments of Z2, where the equiva-
lence is proved in some specific weaker fragment, referred to as the
base theory.

2
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The most commonly used base theory is RCA0, which guar-
antees only the existence of decidable sets. For relatively strong
theorems such as the ones studied in this paper, a reasonable base
theory is ACA0, the fragment of Z2 obtained by restricting the com-
prehension scheme to instances where the formula ' is arithmeti-
cal, that is, does not contain second-order quantifiers (second-order
free variables are allowed). Yet stronger fragments of Z2 can be
obtained by allowing comprehension for ' with a fixed number of
second-order quantifiers. A formula is ⇧1

n if it has the form

8X1 9X2 . . .QXn  

with  arithmetical; it is ⌃1
n if it is the negation of a ⇧1

n formula; it
is �1

n if it is equivalent to both a ⇧1
n and a ⌃1

n formula. The theory
⇧

1
n-CA0 is obtained by restricting the comprehension scheme to

instances where ' is ⇧

1
n. In the subtheory �

1
n-CA0 of ⇧1

n-CA0,
the comprehension scheme takes the form

8 ¯Y 8ȳ [8x ('(x, ¯Y , ȳ) , ¬ (x, ¯Y , ȳ))

) 9X 8x (x 2 X , '(x, ¯Y , ȳ))],

where both ' and  are ⇧

1
n.

The induction scheme ⌃

1
n-IND consists of the sentences

8 ¯Y 8ȳ ['(0, ¯Y , ȳ) ^ 8x ('(x, ¯Y , ȳ) ) '(x+ 1, ¯Y , ȳ))

) 8x'(x, ¯Y , ȳ)],

where ' is ⇧1
n or ⌃1

n. By the induction and comprehension axioms,
⇧

1
n-CA0 proves ⌃

1
n-IND. On the other hand, ⇧1

n-CA0 does not
prove ⌃

1
n+1-IND, while

S
n2! ⌃

1
n-IND does not prove ⇧

1
n-CA0

even assuming ⇧

1
n�1-CA0 (cf. (Simpson 2009)).

In this paper, the most prominent theory is ⇧1
2-CA0. We present

some important principles provable in ⇧

1
2-CA0. The first two prin-

ciples are related to countable sequences of sets. Such a sequence
hXiii2N can be represented by a single set X if we let

x 2 Xi , hi, xi 2 X,

where h·, ·i is some standard pairing function. We can then write
X 2 hXiii2N if there is some i such that X = Xi.

Definition 2.1. The ⌃

1
2 axiom of choice, ⌃1

2-AC, is the axiom
scheme consisting of sentences of the form

8 ¯Z 8z̄ [8x 9Y '(x, Y, ¯Z, z̄) ) 9hYxix2N 8x'(x, Yx, ¯Z, z̄)],

where ' is ⌃1
2.

Theorem 2.2. (see (Simpson 2009, Theorem VII.6.9)) ⇧

1
2-CA0

proves ⌃1
2-AC.

A sequence hXiii2N can be regarded as a countable model for
the language L2, with N as the first-order universe and {Xi}i2N
as the second-order universe. Such a model is called a countable
coded model and typically denoted M .

Definition 2.3. A countable coded model M is a �2-model if for
all x̄ 2 N, ¯X 2 M, and each ⇧

1
2 formula '(x̄, ¯X),

M |= '(x̄, ¯X) iff '(x̄, ¯X) is true.

(A completely formal version of this definition involves truth defi-
nitions for ⇧1

2 sentences and can be found for instance in (Simpson
2009, Definition VII.7.2)). Note that any true ⇧

1
3 sentence remains

true in each �2 model.

Theorem 2.4. (see (Simpson 2009, Theorem VII.6.9 and VII.7.4))
⇧

1
2-CA0 proves:

8X 9M (M is a �2-model and X 2 M).

The final principle we have to discuss concerns fixpoints of
iterations of certain operators on sets. A �

1
2 operator is given by a

pair of ⇧1
2 formulas '(x,X), (x,X) (possibly with parameters)

such that
8x 8X ('(x,X) , ¬ (x,X)).

We think of ' and  as defining an operator �', on sets that maps
a set X to {x 2 N : '(x,X)}.

Definition 2.5. The axiom scheme asserts the following for every
�

1
2 operator given by formulas ', : there exists a prewellordering

(reflexive transitive relation connected on its field) 4 with field P
such that

8x 8z [x 4 z , x � z _ x 2 �', ({y : y � z})]
and

�', (P ) ✓ P.

If 4, P are as in Definition 2.5, then P can be regarded as a fixed
point of the operator X 7! �', (X) [X generated inductively in
the usual way. If ' is a ⌃1

1 formula, then  can of course be simply
¬'; the scheme consisting of the instances of �1

2-ID for '2⌃

1
1 is

known as ⌃1
1-ID.

Theorem 2.6. (MedSalem and Tanaka 2007, Theorem 5.1) ⇧1
2-CA0

proves �1
2-ID.

Notational convention. As above, we will use the letter N to de-
note the natural numbers as formalized in second-order arithmetic,
that is, the domain of the first-order sort. On the other hand, the
symbol ! will stand for the concrete, or standard, natural numbers.
For instance, given a theory T and a formula '(x), “T proves '(n)
for all n 2 !” will mean “T ` '(0),T ` '(1), . . .”, which does
not have to imply T ` 8x2N'(x)”.

The letter n will be used exclusively to denote elements of !.
As formal variables of the first-order sort, we will typically use
x, y, z, . . ., but sometimes also i, j, k, ` or other lowercase letters
different from n.

2.2 Automata and MSO
The study of monadic second order logic on the infinite binary
tree relies heavily on the theory of automata on infinite words
and infinite trees. Our presentation of automata theory and MSO
is based on (Thomas 1997), with some modifications.

Given a finite set ⌃ (the so-called alphabet), a word over al-
phabet ⌃ is simply a mapping f : N ! ⌃. A tree (or more pre-
cisely, labelled binary tree) over ⌃ is a mapping T : {0, 1}⇤ ! ⌃,
where {0, 1}⇤ stands for the set of all finite binary strings2. Note
that words and trees over ⌃ have another natural representation as
structures with universe N resp. {0, 1}⇤ and card(⌃) disjoint unary
relations whose union is the universe.

Definition 2.7 (Nondeterministic Parity Word Automaton). A non-
deterministic parity word automaton over a finite alphabet ⌃ is a
tuple A=h⌃, Q, qI ,�, rki where Q is a finite set of states, qI 2Q
is the initial state, � ✓ Q ⇥ ⌃ ⇥ Q is the transition relation, and
rk : Q ! N is the rank function.

We use the letter � to denote individual transitions of A, i.e.
elements of �.

A run of a nondeterministic parity word automaton A on a word
f over ⌃ is a labelling ⇢ : N ! � which is consistent, that is for
every position i 2 N in f , if ⇢(i) = (qi, ai, qi+1), then

1. f(i) = ai,
2. ⇢(i+ 1) = (qi+1, ai+1, qi+2),

2 In automata theory, a more typical choice of symbols would be w and
t instead of, respectively, f and T . Our choice of letters is intended to
emphasize that these are objects of the second-order sort.
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and q0 = qI , that is the first state in the run is the initial state of the
automaton. Intuitively, the transitions in a run have to be such that
after moving from a position i to the successor position i + 1, the
run continues from the state qi+1 indicated by the transition ⇢(i).

A run ⇢ on a word f is accepting if the states q0, q1, . . . along
this run satisfy the parity acceptance condition:

lim inf

i2N
rk(qi) is even.

A word f is accepted by the automaton A if there exists an
accepting run of A on f .

Definition 2.8 (Nondeterministic Parity Tree Automaton). A non-
deterministic parity tree automaton over a finite alphabet ⌃ is a
tuple A=h⌃, Q, qI ,�, rki where Q is a finite set of states, qI 2Q
is the initial state, � ✓ Q⇥ ⌃⇥Q⇥Q is the transition relation,
and rk : Q ! N is the rank function.

If a transition � 3 � has the form (q, a, q0, q1), we may write
q0 = �(a, q, 0) and q1 = �(a, q, 1). The idea is that if the
automaton is in some vertex of the tree and reads the letter a while
in state q, it may use � to move simultaneously to the left son of the
vertex in state q0 and to the right son in state q1.

A run of a nondeterministic parity tree automaton A on a tree
T over ⌃ is a labelling ⇢ : {0, 1}⇤ ! � which is consistent, that is
for every vertex v 2 {0, 1}⇤ if ⇢(v) = (qv, av, qv0, qv1), then

1. T (v) = av ,
2. ⇢(vi) = (qvi, avi, qvi0, qvi1) for i = 0, 1,

and q✏ = qI where ✏ denotes the empty string. Intuitively, the
transitions in a run have to be chosen so that after moving from
a vertex v in the tree to its sons v0, v1, the run continues from the
states qv0, qv1 indicated by the transition ⇢(v).

A run ⇢ on a tree T is accepting if for each branch ⇡ of the tree,
⇡2{0, 1}N, the states along this branch, q⇡�0 , q⇡�1 , . . . satisfy the
parity acceptance condition: lim infi2N rk(q⇡�i) is even.

A tree T is accepted by the automaton A if there exists an
accepting run of A on T .

Definition 2.9 (Deterministic automaton). We call a nondetermin-
istic parity word automaton A= h⌃, Q, qI ,�, rki a deterministic
word automaton if the transition relation � is a graph of a func-
tion Q⇥ ⌃ ! Q. Similarly, we call a nondeterministic parity tree
automaton A= h⌃, Q, qI ,�, rki a deterministic tree automaton if
the transition relation � is a graph of a function Q⇥⌃ ! Q⇥Q.

Note that a deterministic word (resp. tree) automaton has ex-
actly one run on each word (resp. tree). We consider monadic sec-
ond order logic MSO over the structure ({0, 1}⇤, S0, S1), where
S0 and S1 are the left and right two successor relations, respec-
tively (S0(v, w) holds iff w = v0 and S1(v, w) holds iff w = v1).
The language of MSO over ({0, 1}⇤, S0, S1) contains first-order
variables x, y, . . . ranging over elements of {0, 1}⇤ and second-
order variables X,Y, . . . ranging over subsets of {0, 1}⇤. Atomic
formulas have the form x = y, S0(x, y), S1(x, y) and x 2 X .
The language of MSO has the usual boolean connectives and the
quantifiers 9x, 9X .

2.3 Games
We will be concerned with games in which winning conditions take
the form of boolean combinations of ⌃0

2 properties. To talk about
arbitrary boolean combinations of ⌃0

2 statements, we formalize a
version of the so-called difference hierarchy over ⌃0

2.
Let f be a distinguished second-order variable which is as-

sumed to represent (the graph of) a function from N to N. A (⌃

0
2)x

formula '(f) is given by a number x and a ⇧

0
2 formula  (y, f),

possibly with other parameters, such that for all f ,  (x, f) always

holds, and for all z < y < x, if  (z, f), then  (y, f). We say that
'(f) holds if  (0, f)_ (2, f)_ . . ._ (2bx/2c, f); or formally,
if the smallest yx such that y = x _  (y, f) is even.

Note that in ACA0 a (⌃

0
2)1 formula is the same thing as a ⇧

0
2

formula, in the sense that for every (⌃

0
2)1 formula '(f) there is

a ⇧

0
2 formula ⇠(f) such that ACA0 ` 8f ('(f) , ⇠(f)), and

vice versa. Similarly, a (⌃

0
2)x+1 formula is the same thing as the

disjunction of a ⇧

0
2 formula and a negated (⌃

0
2)x formula. So,

our class (⌃

0
2)x is dual to the usual x-th level of the difference

hierarchy over ⌃0
2. It is a matter of routine if tedious verification

that every concrete boolean combination of ⌃0
2 properties can be

expressed by a (⌃

0
2)n formula for some n 2 !.

A (⌃0
2)x Gale-Stewart game (briefly, a (⌃0

2)x game) is given
by a (⌃

0
2)x formula '(f), again, possibly with other parameters

(in accordance with the conventions from descriptive set theory,
the boldface font serves precisely to indicate the possible presence
of parameters). The game is played by two players, 0 and 1, who
alternately choose natural numbers f(0), f(1), . . ., building an in-
finite sequence f 2 NN. Player 0 wins the game if '(f) holds,
and player 1 wins otherwise. The notions of a strategy and winning
strategy for each player are defined as usual. The game given by
'(f) is determined if one of the players has a winning strategy.
For precise definitions, see e.g. (Kechris 1995).

Definition 2.10. (⌃0
2)x-Det is the ⇧

1
3 statement “all (⌃0

2)x

games are determined”.
(⌃0

2)x-Det

⇤ is the same statement restricted to games in the
Cantor space {0, 1}N instead of the Baire space NN, that is to
games where the players are required to choose only numbers from
{0, 1} in each move.

Obviously, (⌃0
2)x-Det implies (⌃0

2)x-Det

⇤. On the other
hand, it easily follows from (Nemoto et al. 2007, Lemma 4.2)
that, provably in ACA0, (⌃0

2)x+1-Det

⇤ implies (⌃0
2)x-Det. So,

we have:

Proposition 2.11. 8x[(⌃0
2)x-Det] and 8x[(⌃0

2)x-Det

⇤
] are equiv-

alent in ACA0.

A parity game of index (0, x) is a tuple G = hV9, V8, vI , E, rki,
where: V9 and V8 are disjoint sets with union V := V9 [ V8; vI
is an element of V ; E ✓ V 2 is such that for every v 2 V there is
some w with (v, w) 2 E; and the rank function rk is a function
from V to {0, . . . , x}. The game is played on the arena V by the
two players 9 and 8. The game starts in the initial position vI ; and
if it reaches position v 2 Vp, p 2 {9, 8}, then player p moves to
some w such that (v, w) 2 E. Formally, a play of G is a sequence
hviii2N such that v0 = vI and (vi, vi+1) 2 E for all i. Player 9
wins the play exactly if lim infi2N rk(vi) is even.

(⌃0
2)x-Det implies that all parity games of index (0, x) are de-

termined. However, we also need a stronger notion of determinacy.
A positional strategy (also known as a memoryless strategy) for 9
(resp. 8) is a function � from V9 (resp. V8) into V such that for all
v in the domain, (v,�(v)) 2 E. A positional strategy � is winning
if the player using � wins every play consistent with �. The game
G is positionally determined if one of the two players has a posi-
tional winning strategy. Basic notions related to parity games come
originally from (Emerson and Jutla 1991).

Definition 2.12 (treelike parity games). A parity game G is treelike
if V = {0, 1}⇤, V9 =

S
i2N{0, 1}

2i, and (v, w) 2 E iff w = v0
or w = v1.

Our notion of (⌃

0
2)x formula was chosen to make the proof

of the following lemma rather straightforward. A proof will be
contained in the full version of the paper, cf. (Kołodziejczyk and
Michalewski 2016).
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Lemma 2.13. ACA0 proves that for every x, (⌃0
2)x-Det

⇤ holds if
and only if all treelike parity games of index (0, x) are positionally
determined.

3. Complementation: first take
In this section, we begin to study the logical strength of the comple-
mentation theorem for nondeterministic tree automata. We prove
that the theorem implies 8x[(⌃0

2)x-Det] and is in turn implied by
the positional determinacy of all parity games.

The proofs of our implications work in ACA0 and, unlike the
proofs in later sections of this paper, do not rely on any earlier
results related to the logical strength of determinacy principles.

Theorem 3.1. ACA0 proves the implications (1) ) (2) and
(2) ) (3) for:

(1) all parity games are positionally determined,
(2) for every nondeterministic tree automaton A there exists a

nondeterministic tree automaton B such that for any tree T ,
B accepts T iff A does not accept T ,

(3) 8x[(⌃0
2)x-Det], or equivalently, all treelike parity games are

positionally determined.

Remark. It would be possible to give a somewhat technical def-
inition of a class of games whose positional determinacy can be
proved equivalent to the complementation theorem by the argu-
ments used to prove Theorem 3.1. However, we refrain from do-
ing that since we are later able to improve Theorem 3.1 to a nicer
equivalence result, namely Theorem 5.1.

Proof of Theorem 3.1. (1) ) (2). We formalize a standard proof
of the complementation theorem for tree automata, similar e.g. to
the one in (Thomas 1997). Let A = {⌃A, QA, qIA,�A, rkA} be
a nondeterministic parity tree automaton. We may assume w.l.o.g.
that for each a 2 ⌃A, q 2 QA, there is at least one transition in �A
of the form (q, a, ·, ·). This is because A can be easily modified so
as to satisfy this condition without changing the class of accepted
trees.

Given a labelled binary tree T , consider the following game
GA,T between two players, Automaton and Pathfinder. The set of
Automaton’s positions is {0, 1}⇤ ⇥ QA, with (;, qIA) the starting
position. The set of Pathfinder’s positions is {0, 1}⇤ ⇥�A. Given
a position (w, q), Automaton can choose a transition from q, that
is, move to the position (w, �), where �A3� = (q, T (w), q0, q1).
Pathfinder responds by deciding which direction to take from w,
that is, by moving either to position (w0, q0) or to (w1, q1). A play
of the game induces a sequence of states hqiii2N 2 (QA)

N, and
Automaton wins if and only if

lim inf

i2N
rkA(qi) is even.

Because of the assumption that A has at least one transition from
every letter and state, GA,T can easily be formalized as a parity
game.

GA,T is defined in such a way that A accepts T if and only if
Automaton has a positional winning strategy. Thus, by positional
determinacy, A does not accept T if and only if Pathfinder has a
positional winning strategy in GA,T .

Let S be the (finite) set of all maps from �A into {0, 1}. Note
that a positional strategy for Pathfinder can be represented as a
labelled binary tree S such that S(w) 2 S for all w2{0, 1}⇤. The
strategy is winning if for any choice of transitions h�wiw2{0,1}⇤
consistent with the labelling of T , the ranks of states of A appearing
on the path determined by S and h�wiw2{0,1}⇤ do not satisfy the
parity condition.

We will construct an automaton B which accepts a tree T if and
only Pathfinder has a positional winning strategy in GA,T . The con-

struction of B proceeds in four standard steps, of which three are
elementary and one invokes McNaughton’s determinization theo-
rem for word automata (McNaughton 1966), discussed separately
below.

In the first step of the construction we build a deterministic word
automaton A1 which accepts all infinite words h(si, ai, �i,⇡i)ii2N
in (S ⇥ ⌃A ⇥�A ⇥ {0, 1})N such that if

8i2N (si(�i) = ⇡i) (?)

and if we define q0 = qIA and

qi+1 = �i(ai, qi,⇡i),

then either at some point qi+1 cannot be defined (i.e. �i is not a
transition from state qi and letter ai) or

lim inf

i2N
rkA(qi) is odd.

The set of states of A1 is QA[{>}, where rkA1(q) = rkA(q)+1

for q 2 QA1 and > is an additional accepting state (i.e. with
rank 0). The transitions are defined in the natural way, except that
whenever the rule (?) is violated or qi+1 cannot be defined, we
redirect the computation to state >.

In the second step we consider the following property of in-
finite words h(si, ai,⇡i)ii2N 2 (S ⇥ ⌃A ⇥ {0, 1})N: for every
sequence h�iii2N 2 (�A)

N, the word h(si, ai, �i,⇡i)ii2N is ac-
cepted by A1. Note that thanks to the fact that A1 is deterministic,
the complement of this property is recognized by a nondetermin-
istic word automaton. By determinization of word automata (Mc-
Naughton 1966, see below) we can find a deterministic parity word
automaton A2 recognizing this property.

In the third step we define a tree automaton A3 over the alphabet
S ⇥ A such that a tree (S, T ) is accepted if for every infinite path
⇡2{0, 1}N, if h(si, ai)ii2N is the sequence of labels appearing on
this path, then the infinite word h(si, ai,⇡i)ii2N is accepted by the
automaton A2. So, A3 accepts (S, T ) iff S encodes a positional
winning strategy for Pathfinder in GA,T . The states of A3 are
the same as those of A2, and defining the transition function is
unproblematic thanks to the fact that A2 is deterministic.

Finally, in the fourth step we define the nondeterministic tree
automaton B as accepting a given tree T over ⌃A if there exists
a labelling S : {0, 1}⇤ ! S such that the tree (S, T ) is accepted
by A3. During its computation on T , B uses nondeterminism to
“guess” the labels S(w) for w2{0, 1}⇤. By construction B accepts
T iff Pathfinder has a positional winning strategy in GA,T .

Determinization of word automata. To complete the proof of
(1) ) (2), we need to make sure that ACA0 + (1) is able to prove
McNaughton’s result (McNaughton 1966) that every nondetermin-
istic word automaton is equivalent to a deterministic automaton. In
fact, this is provable in ACA0 and does not require the full power
of ACA0.

The determinization of a nondeterministic word automaton with
a parity condition proceeds in two steps. The first is to replace
the original automaton by a nondeterministic Büchi automaton (i.e.
with index (0, 1)). This is straightforward: assume that the original
automaton, say A, has index (0, x), so that A accepts a word if it
has a computation in which the lim inf of ranks of states is some
odd number y  x. The Büchi automaton B behaves like A, except
that it additionally uses nondeterminism to do two things. Firstly,
in the very first transition it guesses the value of y. Secondly, at
some point in the computation it guesses that states with rank > y
will no longer appear; from that point onwards, it assigns rank 0 to
states with rank y in A, rank 1 to states with rank < y in A, and
aborts the computation if A wants to enter a state with rank > y.

It remains to build a deterministic parity word automation sim-
ulating a nondeterministic Büchi word automaton B. This can be
carried out by means of the Safra construction, originally due to
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(Safra 1988). In the Safra construction, the states of the new de-
terministic automaton D are certain (bounded-size) trees with ver-
tices labelled by letters from a fixed finite alphabet. The combina-
torial details of the construction are a bit involved, but the logical
strength engaged is quite modest. The construction of D from B is
completely elementary, the proof that acceptance of B implies ac-
ceptance of D requires nothing beyond defining number sequences
by recursion with an arithmetical condition in the recursion step,
and the other direction additionally makes use of König’s Lemma
in the form known as weak König’s Lemma, WKL; all this is well-
known to be readily formalizable in ACA0. (For details of the Safra
construction, see e.g. (Piterman 2006; Thomas 1997)3.)
Remark. We have not attempted a careful verification, but we
believe that the proof of determinization for word automata goes
through in the fragment of ACA0 known as WKL0 extended by the
induction scheme for ⌃0

2 formulas. Without ⌃0
2 induction, the basic

notions of automata theory on infinite structures make little sense,
in particular the lim inf of ranks appearing in a computation might
not exist.

(2) ) (3). By Proposition 2.11 and Lemma 2.13, it is enough
to show that for every x 2 N, all treelike parity games of index
(0, x) are positionally determined. Given fixed x, we can represent
treelike parity games with index (0, x) by labelled binary trees over
a suitable alphabet ⌃x. The label of a node v in such a tree should
encode the rank of of v in the game, so the alphabet ⌃x has to
contain at least x+ 1 symbols.

Fix x 2 N. A tree over ⌃x representing a treelike game G of
index (0, x) has the property W 9

0,x (resp. W 8
0,x) if 9 (resp. 8) has

a positional winning strategy in G. Note that both W 9
0,x and W 8

0,x

can be expressed by MSO sentences with 4 blocks of quantifiers.
For instance, the sentence expressing W 9

0,x is the prenex normal
form of

9S 8P

2

4↵(S, P ) _
_

0ybx/2c

�2y(S, P )

3

5 ,

where S represents a positional strategy for player 9, P represents
a potential play of the game, ↵ is a purely existential first-order
formula stating that the play P is inconsistent with the strategy S,
and each �2y is an 89^98 first-order formula stating that 2y is the
lim inf of ranks appearing in the play P . The sentence expressing
W 8

0,x is defined analogously.
Now assume (2). It is routine to verify in ACA0 that any

quantifier-free expressible property of labelled trees is recognized
by a nondeterministic tree automaton. The usual argument by in-
duction on formula complexity (see e.g. (Thomas 1997, Theorem
6.7, cf. Theorem 3.1)), using (2) in the step for ¬ and the nonde-
terminism of automata in the step for a block of second-order 9’s,
proves that every property of labelled trees expressible by an MSO
sentence with at most 5 quantifier blocks can be recognized by a
tree automaton. Hence, for any fixed x there is an automaton Ax

recognizing ¬W 9
0,x ^ ¬W 8

0,x. It remains to show that this implies
(3).

A labelled tree T is regular if there is some bound d 2N with
the following property: for every vertex v 2 {0, 1}⇤ there exists
w2{0, 1}<d such that the subtree of T under w is the same as the
subtree under v, that is, for all u2 {0, 1}⇤, T (vu) = T (wu). We
complete the argument by proving two lemmas about regular trees

3 The proof presented in (Thomas 1997) yields a deterministic automaton
with the so-called Rabin acceptance condition, which can be simulated by
a parity condition without difficulty but at exponential cost; the modified
construction of (Piterman 2006) leads directly to a deterministic parity
automaton.

which together immediately imply that Ax cannot accept any tree,
and therefore (3) holds. The first lemma expresses a completely
standard fact, whereas the second is interesting only in a context
where positional determinacy of treelike parity games is not known
in advance.

Lemma 3.2. ACA0 proves that any tree automaton which accepts
some tree also accepts a regular tree.

Proof. Let A be a tree automaton of index (0, x). Consider the
following parity game GA. The game arena is split into V9 = QA
and V8 = �A with qIA as the initial position. When the game is
in position q 2 QA, player 9 moves to some � 2 �A of the form
(q, a, q0, q00) for some a 2 ⌃A, q0, q00 2 QA. Now the game is in
position �, and player 8 decides whether to go left or right, that is,
moves to either q0 or q00. Player 9 wins if the lim inf of ranks of
states visited during the play is even (formally this is achieved by
setting the ranks of all �2�A to x).

The positional determinacy of parity games on finite arenas is
known to be provable even in S2

2 , a very weak subtheory of ACA0

(Beckmann and Moller 2008). Moreover, if A accepts some tree
T , then player 9 clearly has a winning strategy in GA, and thus
also a positional winning strategy, say �. Now construct a labelled
tree T� in the following way: to determine the label T (w) for
w 2 {0, 1}⇤, simulate a play of GA in which 9 plays according
to �, 8 chooses directions so as to reach w, and for each i lh(w),
if � = (q, a, q0, q00) is the transition chosen by 9, then the label
T (w�i) equals a. T� is accepted by A because � is a winning
strategy. Additionally, T� is a regular tree because GA has a finite
arena and � is positional.

Lemma 3.3. ACA0 proves that for each x, the treelike parity game
represented by a regular tree T over ⌃x is determined.

Proof of Lemma 3.3. Let T be a regular tree over ⌃x encoding
a treelike parity game G. Define U to be the set consisting of
those v2 {0, 1}⇤ for which there is no w length-lexicographically
smaller than v such that the lengths of v and w are congruent mod 2

and T (vu) = T (wu) for all u (the additional congruence condition
is needed to distinguish between moves of different players). The
formula defining U is arithmetical, so U is indeed a set. Moreover,
since T is regular, the set U is finite.

Consider the following parity game H with arena U : the assign-
ment of positions to players and the ranks of positions are inherited
from G, and a move from v to w is possible in H if and only if
the subtree of T under w is identical to the subtree under a son vb
of v. The game H exists by arithmetical comprehension. By posi-
tional determinacy of parity games on finite arenas, H is position-
ally determined provably in ACA0. Let �H be a positional winning
strategy for one of the players, say 9.

We can use �H to define a positional strategy �G in the game G
represented by T : at position v, player 9 finds the unique vertex
w 2 U such that the lengths of w and v are congruent mod 2

and T under v is the same as T under w, and then moves from
v analogously to the move �H would make at w. The strategy
�G exists by arithmetical comprehension, and since any play of
G consistent with �G corresponds to a play of H consistent with
�H , �G is in fact a winning strategy for 9 in G.

The proofs of the Lemmas conclude the proof of Theorem 3.1.

4. Determinacy vs comprehension
We now turn our attention to the question which set-theoretic exis-
tence axioms are needed to prove the determinacy statements con-
sidered in Theorem 3.1. For the statement 8x[(⌃0

2)x-Det], sharp
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upper and lower bounds on the requisite amount of comprehen-
sion follow from earlier work on determinacy statements in second-
order arithmetic, most importantly (Möllerfeld 2002; Heinatsch
and Möllerfeld 2010; MedSalem and Tanaka 2007).

We begin with the upper bound. The following result is a direct
corollary of the proof of Theorem 4.3 in (MedSalem and Tanaka
2007):

Theorem 4.1 ((MedSalem and Tanaka 2007)). ACA0 +�

1
2-ID+

⌃

1
3-IND ` 8x[(⌃0

2)x-Det].

By Theorem 2.6, it follows that 8x[(⌃0
2)x-Det] is provable

from ⇧

1
2-CA0 + ⌃

1
3-IND, and hence also from ⇧

1
3-CA0. In fact,

it is known that ⇧1
3-CA0 already suffices to formalize Davis’ proof

of ⌃0
3 determinacy (Davis 1964).

On the other hand, ⇧1
2-CA0 by itself can only prove a smaller

amount of determinacy:

Theorem 4.2 ((Heinatsch and Möllerfeld 2010), relying heavily on
(Möllerfeld 2002)). Over ACA0, the theory

{(⌃0
2)n-Det : n2!}

implies all the ⇧

1
1 consequences of ⇧1

2-CA0.

In fact, the methods of (Möllerfeld 2002) can be used to prove
a strengthening of Theorem 4.2. We state the stronger version,
accompanied by a proof sketch, as Theorem 7.1 below.
Remark. In (Das and Riba 2015, Section VII A), the authors state
that they “suspect” that �

1
2 comprehension in the language of

S0, S1 suffices to axiomatize the MSO theory of ({0, 1}⇤, S0, S1).
However, Theorem 4.2 shows that this cannot be the case. The

MSO theory of ({0, 1}⇤, S0, S1) contains, in particular, sentences
expressing the determinacy of (⌃0

2)n games for each n 2 !.
By Theorem 4.2 and known relationships between �

1
2-CA0 and

⇧

1
2-CA0, not all these sentences can be provable in �

1
2-CA0 (in

fact, all of them are unprovable). The reduct of any (possibly
nonstandard) model of �1

2-CA0 to the language of S0, S1 satisfies
�

1
2 comprehension in that language — however, by the reasoning

above, the reduct may have a different MSO theory than the true
theory of ({0, 1}⇤, S0, S1).

Theorem 4.2 and a standard argument imply the following
corollary, which is proved exactly as the formally slightly weaker
Theorem 5.6 in (MedSalem and Tanaka 2007):

Corollary 4.3 (essentially in (MedSalem and Tanaka 2007)).
�

1
3-CA0 does not prove 8x[(⌃0

2)x-Det].

Proof sketch. �1
3-CA0 is ⇧1

4-conservative over ⇧1
2-CA0, so it suf-

fices to show that 8x[(⌃0
2)x-Det] is unprovable in ⇧

1
2-CA0.

By Theorem 2.4, ⇧1
2-CA0 proves the existence of a �2-model.

Since every true ⇧1
3 sentence remains true in a �2-model, for every

⇧

1
3 sentence ' we have:

⇧

1
2-CA0 ` ' ) Con('),

where Con is a formalized consistency statement (cf. (Simpson
2009, Corollary VII.7.8.2)).

Now apply this to ACA0 ^8x[(⌃0
2)x-Det] as ' (ACA0 is well-

known to be axiomatizable by a single ⇧

1
2 sentence). If ' were

provable in ⇧

1
2-CA0, then also Con(') would be provable. But

Con(') is ⇧

0
1, so by Theorem 4.2 it would follow from ACA0 +

(⌃0
2)n-Det for some n 2 !, and hence from ' itself. The theory

ACA0 + 8x[(⌃0
2)x-Det] would then contradict Gödel’s second

incompleteness theorem.

Therefore, 8x[(⌃0
2)x-Det], and by Theorem 3.1 also the com-

plementation theorem for tree automata, is provable from ⇧

1
3- but

not �1
3-comprehension. On the other hand, the argument used to

prove Theorem 4.2 in (MedSalem and Tanaka 2007) gives:

Theorem 4.4 ((MedSalem and Tanaka 2007)). ACA0 + �

1
2-ID,

and thus also ⇧

1
2-CA0, proves (⌃0

2)n-Det for all n2!, as well as

8x ((⌃0
2)x-Det ) (⌃0

2)x+1-Det).

Corollary 4.5 ((MedSalem and Tanaka 2007)). ACA0 + �

1
2-ID,

and thus also ⇧

1
2-CA0, proves (⌃0

2)n-Det

⇤ for all n 2 !, as well
as

8x ((⌃0
2)x-Det

⇤ ) (⌃0
2)x+1-Det

⇤
).

Proof. This follows immediately from Theorem 4.4, (⌃0
2)x-Det )

(⌃0
2)x-Det

⇤, and (⌃0
2)x+1-Det

⇤ ) (⌃0
2)x-Det.

It is worth pointing out that implications between existence of
fixpoints and determinacy run also in the other direction. In this
context we only mention the following result, which is more than
we need in Section 5.

Theorem 4.6 ((MedSalem and Tanaka 2008)). Over ACA0, ⌃0
2-Det

implies ⌃1
1-ID.

We now turn to the positional determinacy of parity games. Of
course, by Proposition 2.11 and Lemma 2.13, 8x[(⌃0

2)x-Det] is
equivalent to a special case of the positional determinacy of parity
games, so the lower bounds on provability of 8x[(⌃0

2)x-Det] re-
main valid also here: the positional determinacy of all parity games
is not provable in �

1
3-CA0. The lemma below shows that also the

upper bound of ⇧1
2-CA0+⌃

1
3-IND, and a fortiori ⇧1

3-CA0, remains
valid.

Lemma 4.7. For each n2!, ⇧1
2-CA0 proves that parity games of

index (0, n) are positionally determined. Moreover, ⇧1
2-CA0 proves

that for every x, if parity games of index (0, x) are positionally
determined, then so are parity games of index (0, x+ 1).

Remark. Our proof of Lemma 4.7 is again the formalization of a
standard argument in the spirit of the one presented in (Thomas
1997). We strongly believe that the MedSalem-Tanaka argument
showing Theorem 4.4 can be adapted to give a proof of the step
from (0, x) to (0, x + 1) in ACA0 + �

1
2-ID, but we have not

attempted to do it.

Proof. Since parity games of index (0, 0) are trivially positionally
determined, it is enough to prove the second part of the statement.
So, assume that all parity games of index (0, x) are positionally
determined and let G = hV9, V8, vI , E, rki be a game of index
(0, x + 1). For each v 2 V , we will write Gv to denote a game
defined just like G but with starting position v instead of vI . ⇧1

2-
comprehension guarantees the existence of the set

W8 = {v : player 8 has a positional winning strategy in Gv}.
Let U be V \W8. Our aim is to prove that player 9 has a positional
winning strategy in Gv for each v 2 U . Of course, this will in
particular imply the positional determinacy of G. We first prove a
useful claim.
Claim. Player 8 has a single positional strategy �8 which is win-
ning in each Gv for v 2W8. Moreover, each play of Gv , v 2W8,
consistent with �8 never leaves W8.

To see that the claim is true, note that by Theorem 2.2 we can
apply ⌃

1
2-AC to conclude that there exists a sequence of positional

strategies h�viv2W8 such that �v is winning for p in Gv . ⇧1
1-

comprehension implies the existence of a sequence hUviv2W8 such
that for each v,

Uv = {w 2 W8 : �w is winning for 8 in Gv}.
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Observe that Uv is nonempty for each v 2 W8. Now define �8(v),
v 2 W8 \ V8, to be �w(v) for w = min(Uv); for v /2W8, define
�8(v) arbitrarily. Given a play hviii2N consistent with �8 and such
that v0 2 W8, we can prove by induction on i that vi 2 W8
and that the sequence hmin(Uvi)ii2N is nonincreasing. Thus, from
some round i onwards the play is actually consistent with some
fixed strategy �w which is winning for 8 in Gvi . This proves the
Claim.

Note that for v 2 U \V8, all edges from v must lead to vertices
in U . The Claim also implies that for v 2 U \V9, at least one edge
from v must lead to a vertex in U .

Let N be the set U \ rk

�1
[{0}]. Consider the following �

1
2 (in

fact, arithmetical) formula '(x,X):

x 2 U ^ [x 2 N _ x 2 X

_ (x 2 V9 and there exists an edge from x into X)

_ (x 2 V8 and all edges from x lead into X).]

Theorem 2.6 implies the existence of an inductively generated fixed
point P of the operation X 7! {x 2 N : '(x,X)} [ X and
the corresponding prewellordering 4. Since X appears in ' only
positively, it is easily checked that P is in fact the least fixed point
of X 7! {x 2 N : '(x,X)} and x 2 P , '(x, {y : y � x}).
Note that 9 has a positional strategy ⇡ on P \ N such that ⇡
guarantees reaching a vertex in N in finitely many steps and staying
inside P until that happens. The strategy is defined by: ⇡(v) = the
-smallest w such that (v, w) 2 E and w � v (this is well-defined
on P \N unless N = ;, in which case P = ; as well).

Now let R be U \ P . Note that for v 2 R \ V9, all edges
from v must lead to vertices in W8 [ R, while for v 2 R \ V8,
at least one edge from v must lead to a vertex in R. So, it makes
sense to consider the parity game G�R obtained by restricting G
to the induced subgraph on R. All vertices in R have ranks from
{1, . . . , x+1}, so by the inductive assumption each game (G�R)v
for v 2 R is positionally determined. It is not hard to check, using
the Claim, that a positional winning strategy for 8 in (G�R)v would
also give a positional winning strategy for 8 in Gv , so in fact it is
player 9 who wins each (G�R)v . By an obvious analogue of our
Claim for (G�R)v , this means that 9 has a single positional strategy
⇢ which wins (G�R)v for each v 2 R.

Define a positional strategy �9 for 9 as follows:

�9(v) =

8
><

>:

⇡(v) v 2 P \N,
⇢(v) v 2 R,
arbitrary outside W8 v 2 N,
arbitrary v 2 W8.

It is easy to verify that for each v 2 U , �9 is winning for 9 in
Gv .

5. Complementation: full result
It turns out that implications from determinacy to set existence
axioms (for instance in the form of Theorem 4.6), along with
“positionalization of winning strategies” techniques developed in
automata theory, make it possible to reverse implication (2) ) (3)

of Theorem 3.1. In other words, we can prove:

Theorem 5.1. The following are equivalent over ACA0:

(1) 8x[(⌃0
2)x-Det],

(2) for every nondeterministic tree automaton A there exists a
nondeterministic tree automaton B such that for any tree T ,
B accepts T iff A does not accept T .

Our proof of Theorem 5.1 is essentially an just analysis of the
arguments in (Klarlund 1994; Klarlund and Kozen 1995). Here we
provide only a very brief sketch; a more detailed analysis will be

presented in the full version of the paper, cf. (Kołodziejczyk and
Michalewski 2016).

Proof sketch. Clearly, it is enough to show that in the Automaton-
Pathfinder games described in the proof of Theorem 3.1, a winning
strategy for Pathfinder can be improved by a positional winning
strategy provably in ACA0 + 8x[(⌃0

2)x-Det]. To prove this, we
analyze the technique developed by Klarlund and Kozen in (Klar-
lund 1994; Klarlund and Kozen 1995).

(Klarlund 1994; Klarlund and Kozen 1995) work with automata
equipped not with a parity condition but the more general Streett
condition: given a finite set {(R�, I�) : �2C} of pairs of subsets
of Q, the automaton accepts if for every path ⇡ and every � such
that the states along ⇡ are in R� infinitely often, the states along
⇡ are also in I� infinitely often. Pathfinder’s winning condition in
GA,T is then the dual Rabin condition: there is some � 2C such
that states in R� appear infinitely often but states in I� do not.
Pathfinder’s strategy � is winning if the graph GA,T �� of possible
plays in GA,T consistent with � satisfies the same Rabin condition,
in the sense that the condition holds on each infinite path through
the graph.

The main result of Klarlund and Kozen (Klarlund and Kozen
1995, Theorem 1) is that a graph satisfies a Rabin condition if and
only if it admits a Rabin measure: a well-behaved mapping into a
certain kind of tree with no infinite branches and with a well-order
on the set of sons of each node. Analysis of the proof reveals that
while the straightforward (() direction goes through smoothly
in ACA0, the more subtle ()) direction apparently goes beyond
ACA0 but requires only ⌃

1
1-ID (in fact, much less: the existence of

a fixed point of a single arithmetical operator), and so, by Theorem
4.6, goes through in ACA0 + 8x[(⌃0

2)x-Det].
The paper (Klarlund and Kozen 1995) applies Rabin measures

to the specific problem of positionalizing strategies. For a game
GA,T in which Pathfinder has a winning strategy �, (Klarlund and
Kozen 1995, Theorem 1) guarantees the existence of a Rabin mea-
sure on GA,T �� . An ingenious modification of GA,T �� produces
a graph which corresponds to a positional strategy for Pathfinder,
but still retains a Rabin measure; so by (Klarlund and Kozen 1995,
Theorem 1) again, the strategy is winning. Nothing in this argument
goes beyond ACA0.

Remark. The fixed point construction needed in (Klarlund and
Kozen 1995) can actually be carried out in ⇧

1
1-CA0, which is

equivalent to (⌃0
1)2-Det. Of course, we still need 8x[(⌃0

2)x-Det]

to know that there is a winning strategy to positionalize.

6. Decidability
Theorem 5.1, combined with the results discussed in Section 4,
leads to an easy argument showing that �1

3-CA0 is not only unable
to prove the complementation theorem for tree automata, but also
unable to prove the decidability of the MSO theory of the infinite
binary tree by any other method.

Theorem 6.1. ACA0 proves the implications (1) ) (2n), for
all n 2 !, and ACA0 + �

1
2-ID (thus also ⇧

1
2-CA0) proves the

implications (2n) ) (1) for all 3n2!, where:

(1) 8x[(⌃0
2)x-Det],

(2n) there is a Turing machine t which halts on every input and ac-
cepts exactly the ⇧1

n sentences of MSO true in ({0, 1}⇤, S0, S1).

Remark. In an “ideal version” of Theorem 6.1, the statements
(2n) would be replaced by a single statement (2): “there is a
Turing machine t which halts on every input and accepts exactly
the sentences of MSO true in ({0, 1}⇤, S0, S1)”. However, by
Tarski’s theorem on the undefinability of truth, the natural way of
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expressing “sentence ' is true in ({0, 1}⇤, S0, S1)” as a property
of the variable ' cannot be formalized in the language of second-
order arithmetic. On the other hand, it is possible to formulate a
truth definition for ⇧1

n sentences, in particular for ⇧1
n sentences of

MSO; as Theorem 6.1 shows, the case n = 3 is crucial here.

Proof. Both directions of the proof rely on ideas similar to those in
the proof of (2) ) (3) in Theorem 3.1.

(1) ) (2n). By Theorem 5.1, (1) implies the complementation
theorem for nondeterministic tree automata. Moreover, the impli-
cation goes through in ACA0.

Just like in the proof of (2) ) (3) in Theorem 3.1, complemen-
tation for tree automata makes it possible to formalize the usual al-
gorithm constructing an automaton equivalent to an MSO formula
' on all labelled binary trees. Given a fixed n2!, the correctness
of this algorithm restricted to ' 2 ⇧

1
n is easily verified in ACA0.

It remains to have a procedure to deciding whether a given
tree automaton A accepts any tree at all. This is equivalent to the
problem whether player 9 wins the game GA described in the proof
of Lemma 3.2, and determining the winner of a parity game on
a finite arena is a decidable problem provably well within ACA0

(Beckmann and Moller 2008).
(23) ) (1) As discussed in the proof of Theorem 3.1, for each

x 2 N there is a ⇧

1
3 MSO sentence  x expressing the positional

determinacy of treelike parity games of index (0, x). By Lemma
2.13,  x is true in {0, 1}⇤ exactly if (⌃0

2)x-Det

⇤ holds.
Let t be given by (23). For each x, t( x) = yes exactly if

(⌃0
2)x-Det

⇤ holds. Therefore, by Corollary 4.4, t( 0) = yes and
for every x, t( x) = yes implies t( x+1) = yes.

By arithmetical comprehension, X = {x : t( x) = yes} exists
as a set. Since X contains 0 and is closed under successor, we
conclude that X = N. Therefore each  x is true in {0, 1}⇤ and
so we have 8x[(⌃0

2)x-Det].

7. Rabin’s theorem as a reflection principle
Our aim now is to prove that over ⇧

1
2-CA0, Rabin’s decidability

theorem, the complementation for nondeterministic tree automata,
and the determinacy statements appearing in Theorem 3.1 are all
equivalent to a logical reflection principle stating that all ⇧1

3 sen-
tences provable in ⇧

1
2-CA0 are true.

Our proofs in this section rely in an essential way on both the
results and the techniques of Möllerfeld’s thesis (Möllerfeld 2002).
At present we see no way of avoiding reliance on these advanced
techniques.

We first notice that slight changes to the argument of (Möller-
feld 2002) yield a strengthening of Theorem 4.2.

Theorem 7.1. Over ACA0, the theory {(⌃0
2)n-Det : n 2 !}

axiomatizes the ⇧

1
3 consequences of ⇧1

2-CA0.

Proof sketch. There is a well-known correspondence between suffi-
ciently strong fragments of second-order arithmetic and weak sys-
tems of set theory formulated in the usual set-theoretic language
L2 (cf. for instance (Simpson 2009, Chapter VII.3)). L2 is trans-
lated into L2 by letting the 2-structure of sets be represented by
well-founded trees contained in N?. The inverse translation is the
obvious one: 9x becomes 9x 2 !set, and 9X becomes 9x✓ !set.
(Here we use the symbol !set for the usual set-theoretic definition
of the natural numbers as formalized in L2. This should not be
confused with our use of ! in the earlier sections.)

⇧

1
2-CA0 corresponds to the set theory Lim(�1), which consists

of the basic axioms known as BTr (extensionality, pair, union, �0-
separation, and set foundation) and the axiom 8x 9y [x 2 y^y �1

V], where y �1 V means: “y is a transitive set, and for all ā 2 y
and ⌃1 formulas ' (of L2), '(ā) iff y |= '(ā)”.

Now assume that ⇧1
2-CA0 proves the ⇧

1
3 sentence ⇡. It follows

that Lim(�1) implies the set-theoretic translation ⇡⇤ of ⇡. As
written, ⇡⇤ is a ⇧3 sentence of L2:

8x✓!set9y✓!set8z✓!set�(x, y, z),

with � a bounded formula of L2. However, Lim(�1) proves the
so-called Axiom �, which is a variant of the Mostowski collapse
lemma: it states that any transitive relation r on a set a can be ho-
momorphically mapped onto the set membership relation on some
set b. (A statement of Axiom �, and a sketch of a proof in a subthe-
ory of Lim(�1), can be found for instance in (Pohlers 2009, Chap-
ter 11.6).) Using Axiom �, the ⇧

1
1 formula 8z ✓ !set�(x, y, z),

which is equivalent to the statement that a certain relation rx,y
parametrized by x, y is well-founded, can provably in Lim(�1)

be rewritten in a ⌃1 way: “there exists a Mostowski collapse of
rx,y”. Furthermore, the existence of a Mostowski collapse of rx,y
implies the well-foundedness of rx,y already in the weaker theory
BTr (thanks to the set foundation axiom). What this means is that
there is a ⇧2 sentence f⇡⇤ such that

Lim(�1) ` f⇡⇤ , ⇡⇤

BTr ` f⇡⇤ ) ⇡⇤.

By (Möllerfeld 2002, Theorem 10.4), every ⇧2 sentence of L2
provable in Lim(�1) is also provable in a certain extension BT�r

of BTr . In particular, BT�r proves f⇡⇤ and therefore also ⇡⇤.
However, by (Möllerfeld 2002, Theorem 8.15), every L2 sen-
tence whose translation is provable in a theory Ref ◆ BT�r is
itself provable in an arithmetic version of the µ-calculus, which
by (Heinatsch and Möllerfeld 2010) is in turn conservative over
ACA0 + {(⌃0

2)n-Det : n2!}.

Even though Theorem 7.1 concerns relatively strong theories,
the work in (Heinatsch and Möllerfeld 2010; Möllerfeld 2002) in-
volved in its proof relies only on (sketches of) explicit primitive
recursive constructions of proofs in various formal theories and, at
one point, the cut elimination theorem for first-order logic. There-
fore, we have the following corollary of the proof.

Corollary 7.2. Primitive recursive arithmetic, and thus a fortiori
⇧

1
2-CA0, proves that the theory ACA0 + {(⌃0

2)x-Det : x 2 N}
axiomatizes the ⇧

1
3 consequences of ⇧1

2-CA0.

The reflection principle RFN⇧1
3
(⇧

1
2-CA0) is the formalized

statement “every ⇧

1
3 sentence provable in ⇧

1
2-CA0 is true”, or

8'2⇧

1
3 [Pr⇧1

2-CA0
(') ) Tr(')],

where Pr is a standard formalized provability predicate and Tr is a
truth definition for ⇧1

3 sentences.
Remark. Note that RFN⇧1

3
(⇧

1
2-CA0) implies Con(⇧1

2-CA0). It is
therefore unprovable in ⇧

1
2-CA0, and by ⇧

1
4-conservativity also in

�

1
3-CA0.

Theorem 7.3. The following are equivalent over ⇧1
2-CA0:

(1) all parity games are positionally determined,
(2) 8x[(⌃0

2)x-Det],
(3) for every nondeterministic tree automaton A there exists a

nondeterministic tree automaton B such that for any tree T ,
B accepts T iff A does not accept T ,

(4n) there is a Turing machine t which halts on every input and ac-
cepts exactly the ⇧1

3 sentences of MSO true in ({0, 1}<N, S0, S1)

(3n2!),
(5) RFN⇧1

3
(⇧

1
2-CA0).

Proof. Given Theorems 3.1 and 6.1, it is enough to prove the
implications (5) ) (1) and (2) ) (5). We reason in ⇧

1
2-CA0.
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The implication from (5) to (1) is essentially immediate. Let
'(v) be a ⇧

1
3 formula with free variable v stating that all par-

ity games of index (0, x) are positionally determined. For each
x 2 N, let 'x be the ⇧1

3 sentence obtained by substituting a canon-
ical name (numeral) for x into '(v). By Lemma 4.7, we have
Pr⇧1

2-CA0
('0) and Pr⇧1

2-CA0
(p8v ('(v) ) '(v + 1))q), so also

Pr⇧1
2-CA0

('x) for each x 2 N. By (5), we obtain Tr('x) for each
x, so indeed all parity games are positonally determined.

Now assume (2) and consider a ⇧

1
3 sentence ' of the form

8X 9Y 8Z  (X,Y, Z),

with  arithmetical, such that Pr⇧1
2-CA0

('0). By Corollary 7.2,
there is some x 2 N such that 8X 9Y 8Z  (X,Y, Z) is provable
from ACA0 + (⌃0

2)x-Det.
Assume that ' is false. This means that there is some set S such

that 8Y 9Z ¬ (S, Y, Z). By Theorem 2.4, there is a countable
coded �2-model M such that S 2 M . Since M is a �2-model,
we have M |= 8Y 9Z ¬ (S, Y, Z). However, since both ACA0

and (⌃0
2)x-Det are true and have complexity no higher than ⇧

1
3,

we also have M |= ACA0 ^ (⌃0
2)x-Det. Now, take the proof ⇡

of 8X 9Y 8Z  (X,Y, Z) from ACA0 + (⌃0
2)x-Det. Since M is

countable, we can express the statement “the y-th formula in ⇡
is true in M” as an arithmetical formula ⌧(y). By induction on
y, ⌧(y) holds for all y smaller than the length of ⇡. But the last
formula in ⇡ is 8X 9Y 8Z  (X,Y, Z), so

M |= 8X 9Y 8Z  (X,Y, Z),

a contradiction. This proves (5).

Corollary 7.4. The statements (1)-(5) of Theorem 7.3 are all prov-
able in ⇧

1
2-CA0+⌃

1
3-IND (hence also in ⇧

1
3-CA0) and unprovable

in �

1
3-CA0.

Proof. From Theorem 7.3, Theorem 4.1, and Corollary 4.3.

8. Further work
Positionalization in ACA0 Our proof of Theorem 5.1 relies on the

Klarlund-Kozen method of building positional strategies, which
does not formalize in ACA0. Is it possible to positionalize
strategies (without assuming determinacy) in ACA0, perhaps
using the approach of (Jutla 1997)?

Büchi’s theorem Büchi’s Theorem states that nondeterministic
word automata are closed under complementation (this implies
the decidability of the MSO theory of (N,)). Because ACA0

proves that word automata can be determinized (cf. the proof of
Theorem 3.1), also Büchi’s Theorem is provable within ACA0.
However, what is the exact reverse-mathematical strength of
the theorem?

Weak MSO over the binary tree Can statements related to the
decidability of the weak MSO theory of the infinite binary tree
be characterized as determinacy principles, for instance as the
determinacy of Boolean combinations of open games?

MSO over R In (Shelah 1975) it shown that the MSO theory of
the real line with the natural ordering is undecidable. However,
once the quantification is restricted to F� sets, the theory is
decidable (Rabin 1969). Is there a proof of this decidability
result not relying on the full strength of Rabin’s theorem?
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Abstract
We consider a continuous analogue of (Babai et al. 1996)’s and
(Cai et al. 2000)’s problem of solving multiplicative matrix equa-
tions. Given k + 1 square matrices A

1

, . . . , Ak, C, all of the same
dimension, whose entries are real algebraic, we examine the prob-
lem of deciding whether there exist non-negative reals t

1

, . . . , tk
such that

kY

i=1

exp(Aiti) = C.

We show that this problem is undecidable in general, but decidable
under the assumption that the matrices A

1

, . . . , Ak commute. Our
results have applications to reachability problems for linear hybrid
automata.

Our decidability proof relies on a number of theorems from
algebraic and transcendental number theory, most notably those of
Baker, Kronecker, Lindemann, and Masser, as well as some useful
geometric and linear-algebraic results, including the Minkowski-
Weyl theorem and a new (to the best of our knowledge) result about
the uniqueness of strictly upper triangular matrix logarithms of
upper unitriangular matrices. On the other hand, our undecidability
result is shown by reduction from Hilbert’s Tenth Problem.

Keywords exponential matrices, matrix reachability, matrix loga-
rithms, commuting matrices, hybrid automata
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1. Introduction
Reachability problems are a fundamental staple of theoretical com-
puter science and verification, one of the best-known examples be-
ing the Halting Problem for Turing machines. In this paper, our mo-
tivation originates from systems that evolve continuously subject
to linear differential equations; such objects arise in the analysis of
a range of models, including linear hybrid automata, continuous-
time Markov chains, linear dynamical systems and cyber-physical
systems as they are used in the physical sciences and engineering—
see, e.g., (Alur 2015).

More precisely, consider a system consisting of a finite number
of discrete locations (or control states), having the property that the
continuous variables of interest evolve in each location according
to some linear differential equation of the form ˙

x = Ax; here x is a
vector of continuous variables, and A is a square ‘rate’ matrix of ap-
propriate dimension. As is well-known, in each location the closed
form solution x(t) to the differential equation admits a matrix-
exponential representation of the form x(t) = exp(At)x(0). Thus
if a system evolves through a series of k locations, each with rate
matrix Ai, and spending time ti � 0 in each location, the overall
effect on the initial continuous configuration is given by the matrix

kY

i=1

exp(Aiti) ,

viewed as a linear transformation on x(0).1
A particularly interesting situation arises when the matrices Ai

commute; in such cases, one can show that the order in which the
locations are visited (or indeed whether they are visited only once
or several times) is immaterial, the only relevant data being the
total time spent in each location. Natural questions then arise as to
what kinds of linear transformations can thus be achieved by such
systems.

1.1 Related Work
Consider the following problems, which can be seen as discrete
analogues of the question we deal with in this paper.

DEFINITION 1 (Matrix Semigroup Membership Problem). Given
k + 1 square matrices A

1

, . . . , Ak, C, all of the same dimension,
whose entries are algebraic, does the matrix C belong to the mul-
tiplicative semigroup generated by A

1

, . . . , Ak?

1 In this motivating example, we are assuming that there are no discrete
resets of the continuous variables when transitioning between locations.
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DEFINITION 2 (Solvability of Multiplicative Matrix Equations).
Given k + 1 square matrices A

1

, . . . , Ak, C, all of the same di-
mension, whose entries are algebraic, does the equation

kY

i=1

Ani
i = C

admit any solution n
1

, . . . , nk 2 N?

In general, both problems have been shown to be undecid-
able, in (Paterson 1970) and (Bell et al. 2008), by reductions from
Post’s Correspondence Problem and Hilbert’s Tenth Problem, re-
spectively.

When the matrices A
1

, . . . , Ak commute, these problems are
identical, and known to be decidable, as shown in (Babai et al.
1996), generalising the solution of the matrix powering problem,
shown to be decidable in (Kannan and Lipton 1986), and the case
with two commuting matrices, shown to be decidable in (Cai et al.
2000).

See (Halava 1997) for a relevant survey, and (Choffrut and
Karhumäki 2005) for some interesting related problems.

The following continuous analogue of (Kannan and Lipton
1986)’s Orbit Problem was shown to be decidable in (Hainry 2008):

DEFINITION 3 (Continuous Orbit Problem). Given an n ⇥ n ma-
trix A with algebraic entries and two n-dimensional vectors x,y
with algebraic coordinates, does there exist a non-negative real t
such that exp(At)x = y?

The paper (Chen et al. 2015) simplifies the argument of (Hainry
2008) and shows polynomial-time decidability. Moreover, a contin-
uous version of the Skolem-Pisot problem was dealt with in (Bell
et al. 2010), where a decidability result is presented for some in-
stances of the problem.

As mentioned earlier, an important motivation for our work
comes from the analysis of hybrid automata. In addition to (Alur
2015), excellent background references on the topic are (Henzinger
et al. 1995; Henzinger 1996).

1.2 Decision Problems
We start by defining three decision problems that will be the main
object of study in this paper: the Matrix-Exponential Problem,
the Linear-Exponential Problem, and the Algebraic-Logarithmic
Integer Programming problem.

DEFINITION 4. An instance of the Matrix-Exponential Problem
(MEP) consists of square matrices A

1

, . . . , Ak and C, all of
the same dimension, whose entries are real algebraic numbers.
The problem asks to determine whether there exist real numbers
t
1

, . . . , tk � 0 such that
kY

i=1

exp(Aiti) = C . (1)

We will also consider a generalised version of this problem,
called the Generalised MEP, in which the matrices A

1

, . . . , Ak

and C are allowed to have complex algebraic entries and in which
the input to the problem also mentions a polyhedron P ✓ R2k that
is specified by linear inequalities with real algebraic coefficients. In
the generalised problem we seek t

1

, . . . , tk 2 C that satisfy (1) and
such that the vector (Re(t

1

), . . . ,Re(tk), Im(t
1

), . . . , Im(tk))
lies in P .

In the case of commuting matrices, the Generalised Matrix-
Exponential Problem can be analysed block-wise, which leads us
to the following problem:

DEFINITION 5. An instance of the Linear-Exponential Problem
(LEP) consists of a system of equations

exp

 
X

i2I

�
(j)
i ti

!
= cj exp(dj) (j 2 J), (2)

where I and J are finite index sets, the �(j)
i , cj and dj are complex

algebraic constants, and the ti are complex variables, together
with a polyhedron P ✓ R2k that is specified by a system of
linear inequalities with algebraic coefficients. The problem asks to
determine whether there exist t

1

, . . . , tk 2 C that satisfy the system
(2) and such that (Re(t

1

), . . . ,Re(tk), Im(t
1

), . . . , Im(tk)) lies
in P .

To establish decidability of the Linear-Exponential Problem, we
reduce it to the following Algebraic-Logarithmic Integer Program-
ming problem. Here a linear form in logarithms of algebraic num-
bers is a number of the form �

0

+�
1

log(↵
1

)+ · · ·+�m log(↵m),
where �

0

,↵
1

,�
1

, . . . ,↵m,�m are algebraic numbers and log de-
notes a fixed branch of the complex logarithm function.

DEFINITION 6. An instance of the Algebraic-Logarithmic Integer
Programming Problem (ALIP) consists of a finite system of equa-
tions of the form

Ax  1

⇡
b

where A is an m⇥ n matrix with real algebraic entries and where
the coordinates of b are real linear forms in logarithms of algebraic
numbers. The problem asks to determine whether such a system
admits a solution x 2 Zn.

1.3 Paper Outline
After introducing the main mathematical techniques that are used
in the paper, we present a reduction from the Generalised Ma-
trix Exponential Problem with commuting matrices to the Linear-
Exponential Problem, as well as a reduction from the Linear-
Exponential Problem to the Algebraic-Logarithmic Integer Pro-
gramming Problem, before finally showing that the Algebraic-
Logarithmic Integer Programming Problem is decidable. By way
of hardness, we will prove that the Matrix-Exponential Problem
is undecidable (in the non-commutative case), by reduction from
Hilbert’s Tenth Problem.

2. Mathematical Background
2.1 Number Theory and Diophantine Approximation
A number ↵ 2 C is said to be algebraic if there exists a non-zero
polynomial p 2 Q[x] for which p(↵) = 0. A complex number that
is not algebraic is said to be transcendental. The monic polynomial
p 2 Q[x] of smallest degree for which p(↵) = 0 is said to
be the minimal polynomial of ↵. The set of algebraic numbers,
denoted by Q, forms a field. Note that the complex conjugate
of an algebraic number is also algebraic, with the same minimal
polynomial. It is possible to represent and manipulate algebraic
numbers effectively, by storing their minimal polynomial and a
sufficiently precise numerical approximation. An excellent course
(and reference) in computational algebraic number theory can be
found in (Cohen 1993). Efficient algorithms for approximating
algebraic numbers were presented in (Pan 1996).

Given a vector � 2 Qm, its group of multiplicative relations is
defined as

L(�) = {v 2 Zm
: �

v
= 1}.

Moreover, letting log represent a fixed branch of the complex
logarithm function, note that log(↵

1

), . . . , log(↵m) are linearly
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independent over Q if and only if

L(↵
1

, . . . ,↵m) = {0}.
Being a subgroup of the free finitely generated abelian group

Zm, the group L(�) is also free and admits a finite basis.
The following theorem, due to David Masser, allows us to

effectively determine L(�), and in particular decide whether it is
equal to {0}. This result can be found in (Masser 1988).

THEOREM 1 (Masser). The free abelian group L(�) has a basis
v

1

, . . . ,vl 2 Zm for which

max

1il,1jm
|vi,j |  (D logH)

O(m2
)

where H and D bound respectively the heights and degrees of all
the �i.

Together with the following result, due to Alan Baker, Masser’s
theorem allows us to eliminate all algebraic relations in the descrip-
tion of linear forms in logarithms of algebraic numbers. In partic-
ular, it also yields a method for comparing linear forms in loga-
rithms of algebraic numbers: test whether their difference is zero
and, if not, approximate it numerically to sufficient precision, so as
to infer its sign. Note that the set of linear forms in logarithms of
algebraic numbers is closed under addition and under multiplica-
tion by algebraic numbers, as well as under complex conjugation.
See (Baker 1975) and (Baker and Wüstholz 1993).

THEOREM 2 (Baker). Let ↵
1

, . . . ,↵m 2 Q \ {0}. If

log(↵
1

), . . . , log(↵m)

are linearly independent over Q, then

1, log(↵
1

), . . . , log(↵m)

are linearly independent over Q.

The theorem below was proved by Ferdinand von Lindemann
in 1882, and later generalised by Karl Weierstrass in what is now
known as the Lindemann-Weierstrass theorem. As a historical note,
this result was behind the first proof of transcendence of ⇡, which
immediately follows from it.

THEOREM 3 (Lindemann). If ↵ 2 Q \ {0}, then e↵ is transcen-
dental.

We will also need the following result, due to Leopold Kro-
necker, on simultaneous Diophantine approximation, which gener-
alises Dirichlet’s Approximation Theorem. We denote the group of
additive relations of v by

A(v) = {z 2 Zd
: z · v 2 Z}.

Throughout this paper, dist refers to the l
1

distance.

THEOREM 4 (Kronecker). Let ↵
1

, . . . ,↵k 2 Rd and � 2 Rd.
The following are equivalent:

1. For any " > 0, there exists n 2 Nk such that

dist(� +

kX

i=1

ni↵i,Zd
)  ".

2. It holds that
k\

i=1

A(↵i) ✓ A(�).

Many of these results, or slight variations thereof, can be found
in (Hardy and Wright 1938) and (Cassels 1965).

2.2 Lattices
Consider a non-zero matrix K 2 Qr⇥d and vector k 2 Qr . The
following proposition shows how to compute a representation of
the affine lattice {x 2 Zd

: Kx = k}. Further information about
lattices can be found in (Micciancio and Goldwasser 2002) and
(Cohen 1993).

PROPOSITION 1. There exist x
0

2 Zd and M 2 Zd⇥s, where
s < r, such that

{x 2 Zd
: Kx = k} = x

0

+ {My : y 2 Zs} .
Proof. Let ✓ denote a primitive element of the number field gen-
erated by the entries of K and k. Let the degree of this extension,
which equals the degree of ✓, be D. Then for x 2 Zd one can write

Kx = k ,
 

D�1X

i=0

Ni✓
i

!
x =

D�1X

i=0

ki✓
i

, Nix = ki, 8i 2 {0, . . . , D � 1},
for some integer matrices N

0

, . . . , ND�1

2 Zr⇥d and integer vec-
tors k

0

, . . . ,kD�1

2 Zr . The solution of each of these equations
is clearly an affine lattice, and therefore so is their intersection. ⇤
2.3 Matrix exponentials
Given a matrix A 2 Cn⇥n, its exponential is defined as

exp(A) =

1X

i=0

Ai

i!
.

The series above always converges, and so the exponential of a
matrix is always well defined. The standard way of computing
exp(A) is by finding P 2 GLn(C) such that J = P�1AP is
in Jordan Canonical Form, and by using the fact that exp(A) =

P exp(J)P�1, where exp(J) is easy to compute. When A 2
Qn⇥n, P can be taken to be in GLn(Q); note that

if J =

0

BBBB@

� 1 0 · · · 0

0 � 1 · · · 0

...
...

. . .
. . .

...
0 0 · · · � 1

0 0 · · · 0 �

1

CCCCA
then

exp(Jt) = exp(�t)

0

BBBBBB@

1 t t2

2

· · · tk�1

(k�1)!

0 1 t · · · tk�2

(k�2)!

...
...

. . .
. . .

...
0 0 · · · 1 t
0 0 · · · 0 1

1

CCCCCCA
.

Then exp(J) can be obtained by setting t = 1, in particular
exp(J)ij =

exp(�)
(j�i)!

if j � i and 0 otherwise.
When A and B commute, so must exp(A) and exp(B). More-

over, when A and B have algebraic entries, the converse also holds,
as shown in (Wermuth 1989). Also, when A and B commute, it
holds that exp(A) exp(B) = exp(A+B).

2.4 Matrix logarithms
The matrix B is said to be a logarithm of the matrix A if exp(B) =

A. It is well known that a logarithm of a matrix A exists if and
only if A is invertible. However, matrix logarithms need not be
unique. In fact, there exist matrices admitting uncountably many
logarithms. See, for example, (Culver 1966) and (Helton 1968).

A matrix is said to be unitriangular if it is triangular and all its
diagonal entries equal 1. Crucially, the following uniqueness result
holds:
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THEOREM 5. Given an upper unitriangular matrix M 2 Cn⇥n,
there exists a unique strictly upper triangular matrix L such that
exp(L) = M . Moreover, the entries of L lie in the number field
Q(Mi,j : 1  i, j  n).

Proof. Firstly, we show that, for any strictly upper triangular
matrix T and for any 1 < m < n and i < j, the term (Tm

)i,j

is polynomial on the elements of the set {Tr,s : s � r < j � i}.
This can be seen by induction on m, as each Tm is strictly upper
triangular, and so

(Tm
)i,j =

nX

l=1

(Tm�1

)i,lTl,j =

j�1X

l=i+1

(Tm�1

)i,lTl,j .

Finally, we show, by induction on j � i, that each Li,j is
polynomial on the elements of the set

{Mi,j} [ {Mr,s : s� r < j � i}.
If j � i  0, then Li,j = 0, so the claim holds. When j � i > 0,
as L is nilpotent,

Mi,j = exp(L)i,j = Li,j +

n�1X

m=2

1

m!

(Lm
)i,j

) Li,j = Mi,j �
n�1X

m=2

1

m!

(Lm
)i,j .

The result now follows from the induction hypothesis and from our
previous claim, as this argument can be used to both construct such
a matrix L and to prove that it is uniquely determined. ⇤

2.5 Properties of commuting matrices
We will now present a useful decomposition of Cn induced by the
commuting matrices A

1

, . . . , Ak 2 Cn⇥n. Let �(Ai) denote the
spectrum of the matrix Ai. In what follows, let

� = (�
1

, . . . ,�k) 2 �(A
1

)⇥ · · ·⇥ �(Ak).

We remind the reader that ker(Ai � �i)
n corresponds to the gen-

eralised eigenspace of �i of Ai. Moreover, we define the following
subspaces:

V� =

k\

i=1

ker(Ai � �iI)
n.

Also, let ⌃ = {� 2 �(A
1

)⇥ · · ·⇥ �(Ak) : V� 6= {0}}.

THEOREM 6. For all � = (�
1

, . . . ,�k) 2 ⌃ and for all i 2
{1, . . . , k}, the following properties hold:

1. V� is invariant under Ai.
2. �(Ai �V�) = {�i}.
3. Cn

=

L
�2⌃

V�.

Proof. We show, by induction on k, that the subspaces V� satisfy
the properties above.

When k = 1, the result follows from the existence of Jor-
dan Canonical Forms. When k > 1, suppose that �(Ak) =

{µ
1

, . . . , µm}, and let Uj = ker(Ak�µjI)
n, for j 2 {1, . . . ,m}.

Again, it follows from the existence of Jordan Canonical Forms that

Cn
=

mM

j=1

Um.

In what follows, i 2 {1, . . . , k � 1} and j 2 {1, . . . ,m}. Now, as
Ak and Ai commute, so do (Ak � µjI) and Ai. Therefore, for all
v 2 Uj , (Ak � µjI)

nAiv = Ai(A� µjI)
n
v = 0, so Aiv 2 Uj ,

that is, Uj is invariant under Ai. The result follows from applying
the induction hypothesis to the commuting operators Ai �Uj . ⇤

We will also make use of the following well-known result on
simultaneous triangularisation of commuting matrices. See, for ex-
ample, (Newman 1967).

THEOREM 7. Given k commuting matrices A
1

, . . . , Ak 2 Qn⇥n,
there exists a matrix P 2 GLn(Q) such that P�1AiP is upper
triangular for all i 2 {1, . . . , k}.

2.6 Convex Polyhedra and Semi-Algebraic Sets
A convex polyhedron is a subset of Rn of the form P = {x 2 Rn

:

Ax  b}, where A is a d ⇥ n matrix and b 2 Rd. When all the
entries of A and coordinates of b are algebraic numbers, the convex
polyhedron P is said to have an algebraic description.

A set S ✓ Rn is said to be semi-algebraic if it is a Boolean
combination of sets of the form {x 2 Rn

: p(x) � 0}, where
p is a polynomial with integer coefficients. Equivalently, the semi-
algebraic sets are those definable by the quantifier-free first-order
formulas over the structure (R, <,+, ·, 0, 1).

It was shown by Alfred Tarski in (Tarski 1951) that the first-
order theory of reals admits quantifier elimination. Therefore, the
semi-algebraic sets are precisely the first-order definable sets.

THEOREM 8 (Tarski). The first-order theory of reals is decidable.

See (Renegar 1992) and (Basu et al. 2006) for more efficient
decision procedures for the first-order theory of reals.

DEFINITION 7 (Hilbert’s Tenth Problem). Given a polynomial p 2
Z[x

1

, . . . , xk], decide whether p(x) = 0 admits a solution
x 2 Nk. Equivalently, given a semi-algebraic set S ✓ Rk, de-
cide whether it intersects Zk.

The following celebrated theorem, due to Yuri Matiyasevich,
will be used in our undecidability proof; see (Matiyasevich 1993)
for a self-contained proof.

THEOREM 9 (Matiyasevich). Hilbert’s Tenth Problem is undecid-
able.

On the other hand, our proof of decidability of ALIP makes
use of some techniques present in the proof of the following result,
shown in (Khachiyan and Porkolab 1997):

THEOREM 10 (Khachiyan and Porkolab). It is decidable whether
a given convex semi-algebraic set S ✓ Rk intersects Zk.

2.7 Fourier-Motzkin Elimination
Fourier-Motzkin elimination is a simple method for solving sys-
tems of inequalities. Historically, it was the first algorithm used in
solving linear programming, before more efficient procedures such
as the simplex algorithm were discovered. The procedure consists
in isolating one variable at a time and matching all its lower and
upper bounds. Note that this method preserves the set of solutions
on the remaining variables, so a solution of the reduced system can
always be extended to a solution of the original one.

THEOREM 11. By using Fourier-Motzkin elimination, it is decid-
able whether a given convex polyhedron P = {x 2 Rn

: ⇡Ax <
b}, where the entries of A are all real algebraic numbers and those
of b are real linear forms in logarithms of algebraic numbers, is
empty. Moreover, if P is non-empty one can effectively find a ratio-
nal vector q 2 P .

Proof. When using Fourier-Motzkin elimination, isolate each
term ⇡xi, instead of just isolating the variable xi. Note that the
coefficients of the terms ⇡xi will always be algebraic, and the
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loose constants will always be linear forms in logarithms of alge-
braic numbers, which are closed under multiplication by algebraic
numbers, and which can be effectively compared by using Baker’s
Theorem. ⇤

3. Example
Let �

1

,�
2

2 R \ ¯Q such that �
1

> �
2

and consider the following
commuting matrices A

1

, A
2

2 (R \ ¯Q)

2⇥2:

Ai =

✓
�i 1

0 �i

◆
, i 2 {1, 2}.

One can easily see that

exp(Aiti) = exp(�itiI) exp(ti(Ai � �iI))

= exp(�iti) exp

✓
0 ti
0 0

◆

= exp(�iti)

✓
1 ti
0 1

◆
, i 2 {1, 2}.

Let c
1

, c
2

2 R \ ¯Q such that c
1

, c
2

> 0, and let

C =

✓
c
1

c
2

0 c
1

◆
.

We would like to determine whether there exists a solution
t
1

, t
2

2 R, t
1

, t
2

� 0 to

exp(A
1

t
1

) exp(A
2

t
2

) = C

This amounts to solving the following system of equations:
(
exp(�

1

t
1

+ �
2

t
2

) = c
1

(t
1

+ t
2

) exp(�
1

t
1

+ �
2

t
2

) = c
2

,
(
exp(t

1

(�
1

� �
2

) +

c2
c1
�
2

) = c
1

t
2

=

c2
c1

� t
1

,
8
<

:
t
1

=

log(c1)�
c2
c1

�2

�1��2

t
2

=

c2
c1

�1�log(c1)

�1��2

Then t
1

, t
2

� 0 holds if and only if

�
2

 c
1

c
2

log(c
1

)  �
1

.

Whether these inequalities hold amounts to comparing linear
forms in logarithms of algebraic numbers.

4. Decidability in the Commutative Case
We start this section by reducing the Generalised MEP with com-
muting matrices to LEP. The intuition behind it is quite simple:
perform a change of basis so that the matrices A

1

, . . . , Ak, as well
as C, become block-diagonal matrices, with each block being up-
per triangular; we can then separate the problem into several sub-
instances, corresponding to the diagonal blocks, and finally make
use of our uniqueness result concerning strictly upper triangular
logarithms of upper unitriangular matrices.

THEOREM 12. The Generalised MEP with commuting matrices
reduces to LEP.

Proof. Consider an instance of the generalised MEP, as given in
Definition 4, with commuting n⇥n matrices A

1

, . . . , Ak and target
matrix C.

We first show how to define a matrix P such that each matrix
P�1AiP is block diagonal, i = 1, . . . , k, with each block being
moreover upper triangular.

By Theorem 6 we can write Cn as a direct sum of subspaces
Cn

= �b
j=1

Vj such that for every subspace Vj and matrix Ai, Vj

is an invariant subspace of Ai on which Ai has a single eigenvalue
�
(j)
i .

Define a matrix Q by picking an algebraic basis for each Vj and
successively taking the vectors of each basis to be the columns of
Q. Then, each matrix Q�1AiQ is block-diagonal, where the j-th
block is a matrix B

(j)
i that represents Ai � Vj , j = 1, . . . , b.

Fixing j 2 {1, . . . , b}, note that the matrices B
(j)
1

, . . . , B
(j)
k

all commute. Thus we may apply Theorem 7 to obtain an algebraic
matrix Mj such that each matrix M�1

j B
(j)
i Mj is upper triangular,

i = 1, . . . , k. Thus we can write

M�1

j B
(j)
i Mj = �

(j)
i I +N

(j)
i

for some strictly upper triangular matrix N
(j)
i .

We define M to be the block-diagonal matrix with blocks
M

1

, . . . ,Mb. Letting P = QM , it is then the case that P�1AiP

is block-diagonal, with the j-th block being �
(j)
i I + N

(j)
i for

j = 1, . . . , b. Now
kY

i=1

exp(Aiti) = C ,
kY

i=1

exp(P�1AiPti) = P�1CP. (3)

If P�1CP is not block-diagonal, with each block being up-
per triangular and with the same entries along the diagonal, then
Equation (3) has no solution and the problem instance must be
negative. Otherwise, denoting the blocks P�1CP by D(j) for
j 2 {1, . . . , b}, our problem amounts to simultaneously solving
the system of matrix equations

kY

i=1

exp

��
�
(j)
i I +N

(j)
i

�
ti
�
= D(j), j 2 {1, . . . , b} (4)

with one equation for each block.
For each fixed j, the matrices N (j)

i inherit commutativity from
the matrices B(j)

i , so we have
kY

i=1

exp((�
(j)
i I +N

(j)
i )ti) = exp

� kX

i=1

(�
(j)
i I +N

(j)
i )ti

�

= exp

� kX

i=1

�
(j)
i ti

� · exp �
kX

i=1

N
(j)
i ti

�
.

Hence the system (4) is equivalent to

exp

� kX

i=1

�
(j)
i ti

� · exp �
kX

i=1

N
(j)
i ti

�
= D(j) (5)

for j = 1, . . . , b.
By assumption, the diagonal entries of each matrix D(j) are

equal to a unique value, say c(j). Since the diagonal entries of
exp

⇣Pk
i=1

N (j)ti
⌘

are all 1, the equation system (5) is equivalent
to:

exp

� kX

i=1

�
(j)
i ti

�
= c(j) and exp

� kX

i=1

N
(j)
i ti

�
=

1

c(j)
D(j)

for j = 1, . . . , b.
Applying Theorem 5, the above system can equivalently be

written

exp

� kX

i=1

�
(j)
i ti

�
= c(j) and

kX

i=1

N
(j)
i ti = S(j)
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for some effectively computable matrix S(j) with algebraic entries,
j = 1, . . . , b.

Except for the additional linear equations, this has the form of
an instance of LEP. However we can eliminate the linear equations
by performing a linear change of variables, i.e., by computing the
solution of the system in parametric form. Thus we finally arrive at
an instance of LEP. ⇤

In the following result, we essentially solve the system of equa-
tions 2, reducing it to the simpler problem that really lies at its
heart.

THEOREM 13. LEP reduces to ALIP.

Proof. Consider an instance of LEP, comprising a system of
equations

exp

 
kX

`=1

�
(j)
` t`

!
= cj exp(dj) j = 1, . . . , b, (6)

and polyhedron P ✓ R2k, as described in Definition 5.
Throughout this proof, let log denote a fixed logarithm branch

that is defined on all the numbers cj , exp(dj) appearing above, and
for which log(�1) = i⇡. Note that if any cj = 0 for some j then
(6) has no solution. Otherwise, by applying log to each equation in
(6), we get:

kX

`=1

�
(j)
` t` = dj + log(cj) + 2i⇡nj j = 1, . . . , b, (7)

where nj 2 Z.
The system of equations (7) can be written in matrix form as

At 2 d+ log(c) + 2i⇡Zb ,

where A is the b ⇥ k matrix with Aj,` = �
(j)
` and log is applied

pointwise to vectors. Now, defining the convex polyhedron Q ✓
R2b by

Q = {(Re(Ay), Im(Ay)) : y 2 Ck, (Re(y), Im(y)) 2 P} ,
it suffices to decide whether the affine lattice d + log(c) + 2i⇡Zb

intersects {x 2 Cb
: (Re(x), Im(x)) 2 Q}.

Define f : Rb ! Cb by f(v) = d+log(c)+2i⇡v, and define
a convex polyhedron T ✓ Rb by

T = {v 2 Rb
: (Re(f(v)), Im(f(v))) 2 Q} .

The problem then amounts to deciding whether the convex
polyhedron T intersects contains an integer point. Crucially, the
description of the convex polyhedron T is of the form ⇡Bx  b,
for some matrix B and vector b such that the entries of B are
real algebraic and the components of b are real linear forms in
logarithms of algebraic numbers. But this is the form of an instance
of ALIP. ⇤

We are left with the task of showing that ALIP is decidable. The
argument essentially consists of reducing to a lower-dimensional
instance whenever possible, and eventually either using the fact that
the polyhedron is bounded to test whether it intersects the integer
lattice or using Kronecker’s theorem to show that, by a density
argument, it must intersect the integer lattice.

THEOREM 14. ALIP is decidable.

Proof. We are given a convex polyhedron P = {x 2 Rd
:

⇡Ax  b}, where the coordinates b are linear forms in logarithms
of algebraic numbers, and need to decide whether this polyhedron
intersects Zd. Throughout this proof, log denotes the logarithm
branch picked at the beginning of the proof of Theorem 13. We
start by eliminating linear dependencies between the logarithms

appearing therein, using Masser’s Theorem. For example, suppose
that

bi = r
0

+ r
1

log(s
1

) + · · ·+ rk log(sk), r0, r1, s1, . . . , rk, sk 2 Q.

Due to Baker’s theorem, there exists a non-trivial linear relation
with algebraic coefficients amongs log(�1), log(s

1

), . . . , log(sk)
if and only if there is one with integer coefficients. But such rela-
tions can be computed, since

n
0

log(�1) + n
1

log(s
1

) + · · ·+ nk log(sk) = 0 ,
(�1)

n0sn1
1

· · · snk
k = 1

and since the group of multiplicative relations L(�1, s
1

, . . . , sk)
can be effectively computed. Whenever it contains a non-zero vec-
tor, we use it to eliminate an unnecessary log(si) term, although
never eliminating log(�1). When this process is over, we can see
whether each term bi/⇡ is algebraic or transcendental: it is alge-
braic if bi = ↵ log(�1),↵ 2 Q, and transcendental otherwise.

Now, when x 2 Zd, Ax is a vector with algebraic coefficients,
so whenever bi/⇡ is transcendental we may alter P by replacing 
by < in the i-th inequality, preserving its intersection with Zd. On
the other hand, whenever bi/⇡ is algebraic, we split our problem
into two: in the first one, P is altered to force equality on the i-th
constraint (that is, replacing  by =), and in the second we force
strict inequality (that is, replacing  by <). We do this for all i, so
that no  is left in any problem instance, leaving us with finitely
many polyhedra, each defined by equations of the form

Kx = k (k 2 Qd1
)

Mx < m (m 2 Qd2
)

Fx < f (f 2 R \Qd3
)

where K,M,F are matrices with algebraic entries. Before pro-
ceeding, we eliminate all such empty polyhedra; note that empti-
ness can be decided via Fourier-Motzkin elimination, as shown in
Theorem 11.

The idea of the next step is to reduce the dimension of all
the problem instances at hand until we are left with a number
of new instances with full-dimensional open convex polyhedra,
of the same form as the original one, apart from the fact that all
inequalities in their definitions will be strict. To do that, we use
the equations Kx = k to eliminate variables: note that, whenever
there is an integer solution,

Kx = k,x 2 Zd , x = x

0

+Mz,

where M is a matrix with integer entries, x
0

is an integer vector
and z ranges over integer vectors over a smaller dimension space,
wherein we also define the polyhedron

Q = {y : x

0

+My 2 P}.
Having now eliminated all equality constraints, we are left with

a finite set of polyhedra of the form P = {x 2 Rd
: ⇡Ax < b}

that are either empty or full-dimensional and open, and wish to de-
cide whether they intersect the integer lattice of the corresponding
space (different instances may lie in spaces of different dimensions,
of course). Note that, when P is non-empty, we can use Fourier-
Motzkin elimination to find a vector q 2 Qd in its interior, and
" > 0 such that the l

1

closed ball of radius " and centre q, which
we call B, is contained in P .

The next step is to consider the Minkowski-Weyl decomposition
of P , namely P = H + C, where H is the convex hull of finitely
many points of P (which we need not compute) and C = {x 2
Rd

: Ax  0} is a cone with an algebraic description. Note that
P is bounded if and only if C = {0}, in which case the problem
at hand is simple: consider the polyhedron Q with an algebraic
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description obtained by rounding up each coordinate of b/⇡, which
has the same conic part as P and which contains P , and therefore
is bounded; finally, compute a bound on Q (such a bound can be
defined in the first-order theory of reals), which is also a bound on
P , and test the integer points within that bound for membership in
P . Otherwise,

C = {�
1

c

1

+ · · ·+ �kck : �
1

, . . . ,�k � 0},
where c

1

, . . . , ck 2 Qd are the extremal rays of C. Note that
q + C ✓ P and that B + C ✓ P .

Now we consider a variation of an argument which appears in
(Khachiyan and Porkolab 1997). Consider the computable set

L = C? \ Zd
=

k\

i=1

A(ci),

where A(v) denotes the group of additive relations of v.
If L = {0} then due to Kronecker’s theorem on simultaneous

Diophantine approximation it must be the case that there exists a
vector (n

1

, . . . , nk) 2 Nk such that

dist

 
q +

kX

i=1

nici,Zd

!
 ",

and we know that P \ Zd 6= ; from the fact that the l
1

closed ball
B of radius " and centre q is contained in P .

On the other hand, if L 6= {0}, let z 2 L \ {0}. Since H is a
bounded subset of Rn, the set

{zT
x : x 2 P} = {zT

x : x 2 H}
is a bounded subset of R. Therefore there exist a, b 2 Z such that

8x 2 P, a  z

T
x  b,

so we can reduce our problem to b � a + 1 smaller-dimensional
instances by finding the integer points of {x 2 P : z

T
x = i}, for

i 2 {a, . . . , b}. Note that we have seen earlier in the proof how to
reduce the dimension of the ambient space when the polyhedron P
is contained in an affine hyperplane. ⇤

5. Undecidability of the Non-Commutative Case
In this section we show that the Matrix-Exponential Problem is
undecidable in the case of non-commuting matrices. We show
undecidability for the most fundamental variant of the problem, as
given in Definition 4, in which the matrices have real entries and
the variables ti range over the non-negative reals. Recall that this
problem is decidable in the commutative case by the results of the
previous section.

5.1 Matrix-Exponential Problem with Constraints
The proof of undecidability in the non-commutative case is by
reduction from Hilbert’s Tenth Problem. The reduction proceeds
via several intermediate problems. These problems are obtained by
augmenting MEP with various classes of arithmetic constraints on
the real variables that appear in the statement of the problem.

DEFINITION 8. We consider the following three classes of arith-
metic constraints over real variables t

1

, t
2

, . . .:

• E⇡Z comprises constraints of the form ti 2 ↵+ �⇡Z, where ↵
and � 6= 0 are real-valued constants such that cos(2↵��1

), �
are both algebraic numbers.

• E
+

comprises linear equations of the form ↵
1

t
1

+. . .+↵ntn =

↵
0

, for ↵
0

, . . . ,↵n real algebraic constants.
• E⇥ comprises equations of the form t` = titj .

A class of constraints E ✓ E⇡Z [ E
+

[ E⇥ induces a generali-
sation of the MEP problem as follows:

DEFINITION 9 (MEP with Constraints). Given a class of con-
straints E ✓ E⇡Z [ E

+

[ E⇥, the problem MEP(E) is as follows.
An instance consists of real algebraic matrices A

1

, . . . , Ak, C and
a finite set of constraints E ✓ E on real variables t

1

, . . . , tk.
The question is whether there exist non-negative real values for
t
1

, . . . , tk such that
Qk

i=1

eAiti
= C and the constraints E are all

satisfied.

Note that in the above definition of MEP(E) the set of con-
straints E only mentions real variables t

1

, . . . , tk appearing in the
matrix equation

Qk
i=1

eAiti
= C. However, without loss of gen-

erality, we can allow constraints to mention fresh variables ti, for
i > k, since we can always define a corresponding matrix Ai = 0

for such variables for then eAiti
= I has no effect on the matrix

product. In other words, we effectively have constraints in E with
existentially quantified variables. In particular, we have the follow-
ing useful observations:

• We can express inequality constraints of the form ti 6= ↵ in
E
+

[ E⇥ by using fresh variables tj , t`. Indeed ti 6= ↵ is
satisfied whenever there exist values of tj and t` such that
ti = tj + ↵ and tjt` = 1.

• By using fresh variables, E
+

[ E⇥ can express polynomial
constraints of the form P (t

1

, . . . , tn) = t for P a polynomial
with integer coefficients.

We illustrate the above two observations in an example.

EXAMPLE 1. Consider the problem, given matrices A
1

, A
2

and C,
to decide whether there exist t

1

, t
2

� 0 such that

eA1t1eA2t2
= C and t2

1

� 1 = t
2

, t
2

6= 0 .

This is equivalent to the following instance of MEP(E
+

[ E⇥):
decide whether there exist t

1

, . . . , t
5

� 0 such that
5Y

i=1

eAiti
= C and t

1

t
1

= t
3

, t
3

� 1 = t
2

, t
2

t
4

= t
5

, t
5

= 1

where A
1

, A
2

and C are as above and A
3

= A
4

= A
5

= 0.

We will make heavy use of the following proposition to combine
several instances of the constrained MEP into a single instance by
combining matrices block-wise.

PROPOSITION 2. Given real algebraic matrices A
1

, . . . , Ak, C
and A0

1

, . . . , A0
k, C

0, there exist real algebraic matrices A00
1

, . . . , A00
k ,

C00 such that for all t
1

, . . . , tk:
kY

i=1

eA
00
i ti

= C00 ,
kY

i=1

eAiti
= C ^

kY

i=1

eA
0
iti

= C0.

Proof. Define for any i 2 {1, . . . , k}:

A00
i =


Ai 0

0 A0
i

�
, C00

=


C 0

0 C0

�
.

The result follows because the matrix exponential can be computed
block-wise (as is clear from its power series definition):
kY

i=1

eA
00
i ti

=

kY

i=1


eAiti

0

0 eA
0
iti

�
=

Qk
i=1

eAiti
0

0

Qk
i=1

eA
0
iti

�
.

⇤
We remark that in the statement of Proposition 2 the two ma-

trix equations that are combined are over the same set of variables.
However, we can clearly combine any two matrix equations for
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which the common variables appear in the same order in the re-
spective products.

The core of the reduction is to show that the constraints in
E⇡Z, E+

and E⇥ do not make the MEP problem harder: one can
always encode them using the matrix product equation.

PROPOSITION 3. MEP(E⇡Z[E
+

[E⇥) reduces to MEP(E
+

[E⇥).

Proof. Let A
1

, . . . , Ak, C be real algebraic matrices and E ✓
E⇡Z [ E

+

[ E⇥ a finite set of constraints on t
1

, . . . , tk. Since E is
finite it suffices to show how to eliminate from E each constraint
in E⇡Z.

Let tj 2 ↵+�⇡Z be a constraint in E. By definition of E⇡Z we
have that cos(2↵��1

), sin(2↵��1

) and � 6= 0 are real algebraic.
Now define the following extra matrices:

A0
j =


0 2��1

�2��1

0

�
, C0

=


cos(2↵��1

) sin(2↵��1

)

� sin(2↵��1

) cos(2↵��1

)

�
.

Our assumptions ensure that A0
j and C0 are both real algebraic.

We now have the following chain of equivalences:

eA
0
jtj

= C0 ,

cos(2tj�

�1

) sin(2tj�
�1

)

� sin(2tj�
�1

) cos(2tj�
�1

)

�
= C0

, cos(2tj�
�1

) = cos(2↵��1

)

^ sin(2tj�
�1

) = sin(2↵��1

)

, 2��1tj = 2↵��1

mod 2⇡

, tj 2 ↵+ �⇡Z.

Thus the additional matrix equation eA
0
jtj

= C0 is equivalent to
the constraint tj 2 ↵ + �⇡Z. Applying Proposition 2 we can thus
eliminate this constraint. ⇤
PROPOSITION 4. MEP(E

+

[ E⇥) reduces to MEP(E
+

).

Proof. Let A
1

, . . . , Ak, C be real algebraic matrices and E ✓
E
+

[ E⇥ a finite set of constraints on variables t
1

, . . . , tk. We pro-
ceed as above, showing how to remove from E each constraint from
E⇥. In so doing we potentially increase the number of matrices and
add new constraints from E

+

.
Let tl = titj be an equation in E. To eliminate this equation

the first step is to introduce fresh variables x, x0, y, y0, z and add
the constraints

ti = x, tj = y, t` = z,
which are all in E

+

. We now add a new matrix equation over
the fresh variables x, x0, y, y0, z that is equivalent to the constraint
xy = z. Since this matrix equation involves a new set of variables
we are free to the set the order of the matrix products, which is
crucial to express the desired constraint.

The key gadget is the following matrix product equation, which
holds for any x, x0, y, y0, z > 0:
2

4
1 0 �z
0 1 0

0 0 1

3

5

2

4
1 0 0

0 1 �y0

0 0 1

3

5

2

4
1 x 0

0 1 0

0 0 1

3

5

⇥
2

4
1 0 0

0 1 y
0 0 1

3

5

2

4
1 �x0

0

0 1 0

0 0 1

3

5
=

2

4
1 x� x0 z � xy
0 1 y � y0

0 0 1

3

5 .

Notice that each of the matrices on the left-hand side of the
above equation has a single non-zero off-diagonal entry. Crucially
each matrix of this form can be expressed as an exponential. Indeed
we can write the above equation as a matrix-exponential product

eB1zeB2y
0
eB3xeB4yeB5x

0
=

2

4
1 x� x0 z � xy
0 1 y � y0

0 0 1

3

5

for matrices

B
1

=

2

4
0 0 �1

0 0 0

0 0 0

3

5 B
2

=

2

4
0 0 0

0 0 �1

0 0 0

3

5

B
3

=

2

4
0 1 0

0 0 0

0 0 0

3

5 B
4

=

2

4
0 0 0

0 0 1

0 0 0

3

5

B
5

=

2

4
0 �1 0

0 0 0

0 0 0

3

5

Thus the constraint xy = z can be expressed as

eB1zeB2y
0
eB3xeB4yeB5z

0
= I . (8)

Again, we can apply Proposition 2 to combine the equation (8)
with the matrix equation from the original problem instance and
thus encode the constraint x = yz.

⇤

PROPOSITION 5. MEP(E
+

) reduces to MEP.

Proof. Let A
1

, . . . , Ak, C be real algebraic matrices and E ✓
E
+

a set of constraints. We proceed as above, showing how to
eliminate each constraint from E that lies in E

+

, while preserving
the set of solutions of the instance.

Let � +

Pk
i=1

↵iti = 0 be an equation in E. Recall that
�,↵

1

, . . . ,↵k are real algebraic. Define the extra matrices A0
1

, . . . , A0
k

and C0 as follows:

A0
i =


0 ↵i

0 0

�
, C0

=


1 ��
0 1

�
.

Our assumptions ensure that A0
1

, . . . , A0
k and C0 are all real alge-

braic. Furthermore, the following extra product equation becomes:
kY

i=1

eA
0
iti

= C ,
kY

i=1


1 ↵iti
0 1

�
=


1 ��
0 1

�

,
kX

i=1

↵iti = �� .

⇤
Combining Propositions 3, 4, and 5 we have:

PROPOSITION 6. MEP(E⇡Z [ E
+

[ E⇥) reduces to MEP.

5.2 Reduction from Hilbert’s Tenth Problem
THEOREM 15. MEP is undecidable in the non-commutative case.

Proof. We have seen in the previous section that the problem
MEP(E⇡Z [ E

+

[ E⇥) reduces to MEP without constraints. Thus it
suffices to reduce Hilbert’s Tenth Problem to MEP(E⇡Z[E

+

[E⇥).
In fact the matrix equation will not play a role in the target of this
reduction, only the additional constraints.

Let P be a polynomial of total degree d in k variables with
integer coefficients. From P we build a homogeneous polynomial
Q, by adding a new variable �:

Q(x,�) = �dP
⇣x

1

�
, . . . ,

xk

�

⌘
.

Note that Q still has integer coefficients. Furthermore, we have the
relationship

Q(x, 1) = P (x).

As we have seen previously, it is easy to encode Q with con-
straints, in the sense that we can compute a finite set of constraints
EQ ✓ E

+

[ E⇥ mentioning variables t
0

, . . . , tm,� such that E
is satisfied if and only if t

0

= Q(t
1

, . . . , tk,�). Note that EQ
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may need to mention variables other than t
1

, . . . , tk to do that. An-
other finite set of equations E⇡Z ✓ E⇡Z is used to encode that
t
1

, . . . , tk,� 2 ⇡Z. Finally, E
=

✓ E
+

[ E⇥ is used to encode
t
0

= 0 and 1 6 � 6 4. The latter is done by adding the polynomial
equations � = 1 + ↵2 and � = 4 � �2 for some ↵ and �. Finally
we have the following chain of equivalences:

9t
0

, . . . ,� > 0 s.t. EQ [ E⇡Z [ E
=

is satisfied
, 9t

1

, . . . ,� > 0 s.t. 0 = Q(t
1

, . . . , tk,�)

^ t
1

, . . . , tk,� 2 ⇡Z ^ 1 6 � 6 4

, 9n
1

, . . . , nk 2 N s.t. 0 = Q(⇡n
1

, . . . ,⇡nk,⇡)

, 9n
1

, . . . , nk 2 N s.t. 0 = ⇡dQ(n
1

, . . . , nk, 1)

, 9n
1

, . . . , nk 2 N s.t. 0 = P (n
1

, . . . , nk).

⇤

6. Conclusion
We have shown that the Matrix-Exponential Problem is undecid-
able in general, but decidable when the matrices A

1

, . . . , Ak com-
mute. This is analogous to what was known for the discrete version
of this problem, in which the matrix exponentials eAt are replaced
by matrix powers An.

A natural variant of this problem is the following:

DEFINITION 10 (Matrix-Exponential Semigroup Problem). Given
square matrices A

1

, . . . , Ak and C, all of the same dimension and
all with real algebraic entries, is C a member of the matrix semi-
group generated by

{exp(Aiti) : ti � 0, i = 1, . . . , k}?
When the matrices A

1

, . . . , Ak all commute, the above problem
is equivalent to the Matrix-Exponential Problem, and therefore
decidable. In the non-commutative case, the following result holds:

THEOREM 16. The Matrix-Exponential Semigroup Problem is un-
decidable.

A proof will appear in a future journal version of this paper. This
can be done by reduction from the Matrix-Exponential Problem,
using a set of gadgets to force a desired order in the multiplication
of the matrix exponentials.

It would also be interesting to look at possibly decidable restric-
tions of the MEP/MESP, for example the case where k = 2 with
a non-commuting pair of matrices, which was shown to be decid-
able for the discrete analogue of this problem in (Bell et al. 2008).
Bounding the dimension of the ambient vector space could also
yield decidability, which has been partly accomplished in the dis-
crete case in (Choffrut and Karhumäki 2005). Finally, upper bound-
ing the complexity of our decision procedure for the commutative
case would also be a worthwhile task.
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Abstract
It is shown that order-invariance of two-variable first-logic is decid-
able in the finite. This is an immediate consequence of a decision
procedure obtained for the finite satisfiability problem for existen-
tial second-order logic with two first-order variables (ESO2) on
structures with two linear orders and one induced successor. We
also show that finite satisfiability is decidable on structures with
two successors and one induced linear order. In both cases, so far
only decidability for monadic ESO2 has been known. In addition,
the finite satisfiability problem for ESO2 on structures with one
linear order and its induced successor relation is shown to be de-
cidable in non-deterministic exponential time.

Keywords Order invariance, two-variable logic, finite satisfiabil-
ity, linear order, successor relation

1. Introduction
Order-invariance plays a crucial role in several areas of finite model
theory. In descriptive complexity theory, for example, various well-
known results establish that a logic captures a complexity class on
structures that are equipped with a linear order. Usually, in such
results, the particular order on a given structure is not important.
That is, the formulas constructed in the proofs are order-invariant,
i.e. they do not distinguish different linear orders on a given struc-
ture (see Section 6 for a precise definition).

First-order logic (FO) is a logic of great importance in model
theory and, consequently, order-invariant FO-sentences have been
studied in the literature before, see e.g. [1, 5, 11], and the sur-
vey [23].

It is well-known that the question whether an FO-sentence is
order-invariant is undecidable. Two possible remedies are to restrict
either the class of structures or the logic. For the former case,
it is known that order-invariance remains undecidable for colored
directed paths [1] and colored star graphs [5].

In this article we study the decidability of invariance for the two-
variable fragment of first-order logic (two-variable logic or FO2

for short). This fragment is reasonably expressive and yet its sat-
isfiability and finite satisfiability problems are decidable [20, 26].
As a query language, it has a strong connection to the XML query
language XPATH on trees [19]. Furthermore, many modal logics
can be translated to FO2 and inherit its good algorithmic proper-
ties. Those applications as well as the inability of FO2 to express
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fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice
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transitivity of a relation has led to an exhaustive study of the com-
plexity of the (finite) satisfiability problem of the logic where some
relation symbols are interpreted by transitive relations, equivalence
relations, linear orders, successor relations and preorders (see e.g.
[2, 13–15, 17, 18, 21, 25, 27]).

We establish the decidability of order-invariance for two-
variable logic.

Main Result. Order-invariance of FO2 is decidable.

The key to our main result is a simple observation which re-
lates the problem to a satisfiability problem on ordered structures.
A FO2-sentence ' is not order-invariant if and only if there are
a structure and two linear orders on its domain which are distin-
guished by '. More precisely, ' is not order-invariant if and only if
there are two linear orders <

1

and <
2

on a finite set D and a tuple
of relations R̄ on D that interprets all relation symbols in ' except
for < such that (D, R̄,<

1

) |= ' and (D, R̄,<
2

) 6|= '. The latter
statement can be seen as a satisfiability question for a sentence of
the two-variable fragment of existential second-order logic (ESO2)
on finite ordered (<

1

, <
2

)-structures. Here, a (<
1

, <
2

)-structure is
ordered if <

1

, <
2

are interpreted by linear orders. Thus, if the finite
satisfiability problem for ESO2 is decidable on ordered (<

1

, <
2

)-
structures, then so is order-invariance.

We take a slightly more comprehensive approach and study
the finite satisfiability problem for ESO2 on structures that are
equipped with linear orders and successor relations; henceforth
called ordered structures.

Some prior work on decidability of ESO2 and its monadic
fragment EMSO2 (where only quantification of unary relations
is allowed) on ordered structures has been done under the guise
of the finite satisfiability problem for FO2. An almost complete
characterization of the classes of finite ordered structures for which
EMSO2 is decidable was obtained in a sequence of articles [12, 17,
18, 24, 25]. Only the case of finite ordered structures with at least
three successor relations remains open. For ESO2 it is only known
that it is decidable on the class of finite ordered (<,S)-structures
[4, 9, 21] and NEXPTIME-complete for (S

1

, S
2

)-structures [3]. We
note that the latter result combined with the observation from above
establishes the decidability of successor-invariance. Here and in
general, if both a symbol < (or <i) and S (or Si) occur in the
signature of a structure, we assume that S (or Si) is interpreted by
the induced successor of < (or <i).

Our main technical contribution implies the decidability of
order-invariance for FO2.

Main Technical Result. The satisfiability problem for ESO2 is
decidable on the class of finite ordered (S

1

, <
1

, <
2

)-structures and
on the class of finite ordered (S

1

, S
2

, <
2

)-structures.

The first part in particular closes the gap between the decidabil-
ity of ESO2 on ordered <-structures [21] and the undecidability of
EMSO2 on ordered (<

1

, <
2

, <
3

)-structures [12]. More precisely
we show that the decision problem can be solved in 2-NEXPTIME
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Class of ordered structures EMSO2 ESO2

One linear order/successor
S-structures NEXPTIME-complete [7] NEXPTIME-complete F
<-structures NEXPTIME-complete [7] NEXPTIME-complete [21]
(S,<)-structures NEXPTIME-complete [7] NEXPTIME-complete F

Two linear orders/successors
(S

1

, S
2

)-structures NEXPTIME-complete [3] NEXPTIME-complete [3]
(<

1

, <
2

)-structures in EXPSPACE [24] in 2-NEXPTIME F
(S

1

, S
2

, <
2

)-structures in MULTICOUNTER-EMPTINESS [18] in MULTICOUNTER-EMPTINESS F
(S

1

, <
1

, <
2

)-structures in EXPSPACE [25] in 2-NEXPTIME F
(S

1

, <
1

, S
2

, <
2

)-structures Undecidable [17] Undecidable [17]
Many linear orders/successors

(<
1

, <
2

, <
3

)-structures Undecidable [12] Undecidable [12]
(S

1

, S
2

, S
3

)-structures ? ?
(S

1

, S
2

, S
3

, . . .)-structures ? ?

Figure 1. Summary of results on satisfiability of ESO2 and EMSO2 on finite ordered structures. Results contained in this article are marked
by F.

on (S
1

, <
1

, <
2

)-structures and as fast as the emptiness problem
for multicounter automata on (S

1

, S
2

, <
2

)-structures. We conjec-
ture that there is an EXPSPACE-algorithm for the former problem.
For proving our results we generalize techniques used in [17], [24]
and [18]. In the course of this, a technique developed by Otto [21]
for ESO2 on ordered <-structures turns out to be very valuable
also for the more general structures considered here. We empha-
size that while the basic techniques used for proving the results in
this article are inspired by previous work, they are employed in a
technically more demanding context.

As an introduction to the methods used for proving the technical
main result, we show that ESO2 is NEXPTIME-complete on finite
(<,S)-structures. This is also of some independent interest. Previ-
ously, only the satisfiability problem for EMSO2 was known to be
NEXPTIME-complete on this class of structures. The extension of
ESO2 with counting quantifiers was recently shown to be decid-
able on such structures, but only with very high complexity [4].

Discussion
Our results on satisfiability of ESO2 on finite ordered structures
also help to make known results more robust, and therefore less
vulnerable for confusion.

In work on two-variable first-logic originating from applications
in verification and database theory often only unary relation sym-
bols are allowed in formulas besides the linear orders and succes-
sors (see e.g. [2, 7]). In most articles this restriction is stated clearly,
or, at least the intended meaning is clear from the context. Yet ab-
breviations like FO2(<) do not reflect this restriction. The arising
ambiguity can lead to confusions for non-experts and readers only
skimming an article. We definitely have been confused a couple of
times, and we seem not be alone.

The second-order perspective taken in this article resolves this
confusion. Furthermore, our results obviate the necessity to distin-
guish the two variants in the context of decidability of the finite
satisfiability problem to some extent.

Outline
We introduce our notation and basic tool set in Section 2. In Sec-
tion 3 we present two different ideas for deciding ESO2 on fi-
nite (<,S)-structures. These ideas are generalized to finite ordered
(S

1

, <
1

, <
2

)-structures and finite ordered (S
1

, S
2

, <
2

)-structures
in Sections 4 and 5. We discuss order-invariance in Section 6. We
conclude in Section 7. Due to space restrictions some proofs are
only contained in the long version of this article [28].

2. Preliminaries
In this section we introduce ordered structures and two-variable
logic.

2.1 Ordered Structures
In this article we consider logical formulas that are interpreted over
ordered structures, i.e. relational structures where some relation
symbols are interpreted by linear orders and their corresponding
successor relations. We assume that all structures are finite struc-
tures with a non-empty domain.

A linear order < is a transitive, total and antisymmetric relation,
that is, a < b and b < c implies a < c ; a < b or b < a holds;
and not both a < b and b < a are satisfied at the same time for all
elements a, b and c. The induced successor relation S of a linear
order < contains a tuple (a, b) if a < b and there is no element c
such that a < c < b.

Let O ✓ {<
1

, <
2

, . . . , } [ {S
1

, S
2

, . . . , } where the <i and
Si are binary relation symbols. An O-structure A is ordered if each
relation <A

i is a linear order and each relation SA
i is the induced

successor relation of a linear order. Furthermore, if Si 2 O and
<i2 O, then SA

i is the induced successor relation of <A
i . For con-

venience we often identify relation symbols with their respective
interpretations. We use the symbols S and < if an ordered struc-
ture only has one linear order.

We say that two distinct elements a and b of A are <i-close if
Si(a, b) or Si(b, a). Otherwise, a and b are <i-remote. We say that
a and b are close if they are <i-close for some Si 2 O. Otherwise,
a and b are remote. If the signature O contains Si but not <i we
also say Si-close and so on.

For an ordered structure A with two underlying linear orders <
1

and <
2

it will often be convenient to think of A as a point set in the
two-dimensional plane where <

1

orders points along the x-axis
and <

2

orders points along the y-axis (see Figure 2). Following
this conception, we say that an element a is to the left or right of an
element b if a <

1

b or b <
1

a, respectively, and that it is below or
above b if a <

2

b or b <
2

a. Accordingly, we will speak of leftmost
and rightmost elements.

2.2 Two-Variable Logic
The two-variable fragment of first-order logic (short: FO2) is the
restriction of first-order logic where only two variables can be
used, though those two variables can be quantified multiple times.
The two-variable fragment of existential second-order logic (short:
ESO2) consists of all formulas of the form 9R̄' where R̄ is a tuple
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of relation variables and ' is a FO2-sentence. Since each FO2-
atom can contain at most two variables we assume, in the entire
article and without loss of generality, that all relation symbols are
of arity at most two; see [10, page 5] for a justification.

Two ESO2-sentences  and  0 are K-equivalent for a class of
structures K, if A |=  if and only if A |=  0 for all structures
A 2 K. An ESO2-sentence is satisfiable on a class of structures
K if it has a model A 2 K. We will also say that a sentence is
K-satisfiable.

Every ESO2-formula can be translated into a formula of a very
simple shape which is K-equivalent (see e.g. [26] and [8, page 17]).
In this article K will always be a class of ordered O-structures.

Lemma 1 (Scott Normal Form). For every ESO2-formula ' =
9R̄ ⇠ there is a K-equivalent ESO2-formula '0 = 9R̄0 ⇠0 such that
the formula ⇠0 is of the form

8x8y (x, y) ^
^

i

8x9y i(x, y)

where  and all  i are quantifier-free formulas. Moreover, '0 can
be computed in polynomial time.

In this work it will be convenient to use an even stronger normal
form. Our plan is to rephrase the satisfiability problem for ESO2

into the satisfiability of a set of existential and universal constraints.
This is a simple generalization of the approach taken in [25].

We need the following notions. Let T be a signature. A unary
T -type is a maximally consistent conjunction of unary T -literals
using variable x only. A (strictly) binary T -type is a maximally
consistent conjunction of binary T -literals using variables x and y,
where the conjunction includes the conjunct x 6= y. Each element
of a structure has a unique unary T -type and each pair of elements
has a unique binary T -type. If � is the binary type of (a, b), then we
denote the type of (b, a) by �̄. The set of unary and binary T -types
are denoted by ⌃T and �T .

A constraint problem over T is a tuple C = (C9, C8) where
C9 is a set of existential constraints and C8 is a set of universal
constraints. An existential constraint c9 is a tuple (�, E) where
� 2 ⌃T and E ✓ �T ⇥ ⌃T . A structure with domain D satisfies
c9 if for every element a 2 D of unary type � there is a (�, ⌧) 2 E
and an element b 2 D of unary type ⌧ such that (a, b) has
binary type �. A universal constraint c8 is a tuple (�, �, ⌧) where
�, ⌧ 2 ⌃T and � 2 �T . A structure with domain D satisfies c8 if
no tuple (a, b) 2 D2 has binary type � if a and b have unary types
� and ⌧ . A structure is a solution of C if it satisfies all constraints
in C9 and C8. The problem C is solvable if it has a finite solution.
The size |C| of C is |⌃T |+ |�T |+ |C8|+ |C9|. We emphasize
that C9 specifies required patterns whereas C8 specifies forbidden
patterns.

Let K be class of structures over a signature T 0 ✓ T . The
problem C is solvable on the class of structures K if it has a
solution A such that the restriction of A to T 0 belongs to K. Such a
solution will also be called K-solution.

The following lemma shows that ESO2-sentences can be trans-
lated into existential second-order constraint problems preserving
satisfiability.

Lemma 2. For every ESO2-sentence ' there is a constraint prob-
lem C such that ' is K-satisfiable if and only if C has a K-solution.
The constraint problem C can be computed in exponential time
in |'|.

The following notion will be used frequently. If an element has
a unary type � we also say that it is �-labeled. Consider a constraint
problem C over T , a T -structure A, a �-labeled element a and an
existential constraint (�, E). An element b is a (�, E)-witness of a
if there is a (�, ⌧) 2 E, the element b has unary type ⌧ and (a, b)

has T -type �. A witness of a is an element that is a (�, E)-witness
for some existential constraint.

The following notations will be convenient for studying finite
satisfiability of ESO2 on ordered structures. A constraint problem
has a (finite) (<

1

, <
2

)-solution if it is solvable on the class of
finite ordered (<

1

, <
2

)-structures. We use similar definitions for
ESO2(S

1

, S
2

) and so on.
For a constraint problem over O [ T where O is a subset

of the symbols <,<
1

, <
2

, . . . and S, S
1

, S
2

, . . . we will denote
existential and universal constraints in a slightly different fashion.
To this end observe that all unary O-types are trivial (e.g. x <
x^¬S(x, x)) and can, without loss of generality, be omitted. Each
binary T [ O-type is a conjunction of a binary O-type and binary
T -type. Therefore we can write existential constraints of constraint
problems over T [ O as tuples (�, E) where � 2 ⌃T and E is
a set of tuples (d, �, ⌧) with d 2 �O , � 2 �T and ⌧ 2 ⌃T .
Similarly universal constraints are written as tuples (�, d, �, ⌧)
where �, ⌧ 2 ⌃T , � 2 �T and d 2 �O .

3. Warm-Up: One Linear Order and One
Successor

Before proving the main results we study the complexity of the
ESO2-satisfiability problem on ordered (S,<)-structures. Decid-
ability has been established in [9]. Combining Lemma 2.4 in [9]
and a construction from [6, Corollary 9.2] yields at best a non-
deterministic double-exponential upper bound. In this section we
obtain an optimal non-deterministic exponential upper bound.

Theorem 3. ESO2-satisfiability on finite ordered (S,<)-structures
is NEXPTIME-complete.

This result should be compared with the known results that
deciding EMSO2 on ordered (S,<)-structure and deciding ESO2

on ordered <-structures are NEXPTIME-complete [7, 21].
We present two different approaches for proving Theorem 3;

a small model property based approach and an automata-based
approach. Only the former approach leads to a non-deterministic
exponential time algorithm. Later both approaches will be gen-
eralized in different directions to obtain decidability for larger
fragments. The small model approach, combined with a tech-
nique from [24, 25], is used to obtain a decision algorithm for
ESO2 on (S

1

, <
1

, <
2

)-structures in Section 4. The automata-
based approach is used to solve the ESO2-satisfiability problem
on (S

1

, S
2

, <
2

)-structures in Section 5.
To decide whether an ESO2-sentence ' has a model which is a

finite (S,<)-structure, ' is converted into a satisfiability equivalent
constraint problem C whose size is exponential in the size of '
using Lemma 2. We show, in Lemma 5, that if C has a finite (S,<)-
solution then it has a (S,<)-solution of size at most N where N is
polynomial in the size of C. Hence, a non-deterministic exponential
time algorithm can guess a structure of size at most N and verify
that it is indeed a solution of C. This proves Theorem 3. In the
automata-based approach the satisfiability of C is checked by a
finite state automaton, see Lemma 6.

The following notion will be useful in both approaches. Let w
be a word. A position a of w is called (�, ⌧, k)-rich if there are
at least k �-labeled positions (strictly) before a and at least k ⌧ -
labeled positions (strictly) after a. A position a of w is (�, ⌧, k)-
poor if there are at most k �-labeled positions (strictly) before a
and at most k ⌧ labeled positions (strictly) after a. We stress that
if a position is not (�, ⌧, k)-rich than it is not necessarily (�, ⌧, k)-
poor, and vice versa.

Lemma 4. If a word has no (�, ⌧, k)-rich position then it has a
(�, ⌧, k + 1)-poor position.
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As outlined above, the proof of Theorem 3 follows immediately
from the following small model property and Lemma 2. The proof
of the small model property is in the same spirit as the proof of
Lemma 2.3 in [9].

Lemma 5. If a constraint problem C has a finite (S,<)-solution
then it has such a solution of size polynomial in |C|.

Proof. Assume that C def
= (C9, C8) is a constraint problem over a

signature T [ {S,<}. Let ⌃ def
= ⌃T and �

def
= �T . Let k def

= 3|�|.
We show that if C has a finite (S,<)-solution A with at least N

elements then it also has a (S,<)-solution B with |B| < N . The
number N is polynomial in |C| and will be specified later.

For each element a of A denote by W (a) a set containing
witnesses for a for each existential constraint. An element b 2
W (a) is a local witness if S(a, b), a = b, or S(b, a). Otherwise
it is a non-local witness.

We first construct, from A, a solution A0 of C whose domain
and unary types coincide with the domain and unary types of A but
whose set of non-local witnesses is small. Afterwards we argue that
a smaller solution B can be obtained from A0 by removing some
elements.

Towards constructing A0 let Z
1

be the set that contains, for
every � 2 ⌃, the first k + 1 �-positions and the last k + 1 �-
positions of A (if these exist). Further let Z

2

be a set that contains a
witness for each position in Z

1

and each existential constraint, and
let Z def

= Z
1

[ Z
2

. Observe that Z
1

and Z
2

are of size polynomial
in |⌃||�|.

We reassign some of the binary T -types of A in order to ob-
tain A0. The goal is that every element a in A0 has a set W 0(a) of
witnesses for C9 such that (1) W (a) and W 0(a) coincide with re-
spect to local witnesses, and (2) all non-local witnesses in W 0(a)
are from Z. To this end let �, ⌧ 2 ⌃ and d

def
= x < y ^ ¬S(x, y).

Denote d̄
def
= y < x ^ ¬S(y, x).

If there is a (�, ⌧, k)-rich position u in A then we reassign
the binary types of all �- and ⌧ -positions a and b satisfying d by
using a technique employed by Otto for constructing small models
for satisfiable FO2(<)-sentences [21]. For completeness we recall
the construction. Let A = A

1

[ A
2

[ A
3

with disjoint Ai and
|Ai| = |�| contain the first k �-labeled elements. Similarly let
B = B

1

[ B
2

[ B
3

with disjoint Bi and |Bi| = |�| contain the
last k ⌧ -labeled elements. Assume that � def

= {�
1

, . . . , �m}. Then:

(A1) Witnesses for elements in A [B are assigned as follows:
(a) If a 2 Ai is a �-labeled element that has a (d, �`, ⌧)-witness

b 2 W (a) in A then the binary T -type of (a, b0) is set to
�` where b0 is the `th element of Bi. The element b0 is the
intended (d, �`, ⌧)-witness of a in A0.

(b) If b 2 Bi is a ⌧ -labeled element that has a (d̄, �`,�)-
witness a 2 W (b) in A then the binary T -type of (b, a0)
is set to �` where a0 is the `th element of Ai+1

(where
i+1 is calculated modulo 3). The element a0 is the intended
(d̄, �`, ⌧)-witness of b in A0.

(A2) Witnesses for all other tuples of �- and ⌧ -labeled elements are
assigned as follows:
(a) If a /2 A is a �-labeled element that has a (d, �`, ⌧)-witness

b 2 W (a) in A then the binary T -type of (a, b0) in A0 is
�` where b0 is the `th element of B

1

. The element b0 is the
(d, �`, ⌧)-witness of a in A0.

(b) If b /2 B is a ⌧ -labeled element that has a (d̄, �`,�)-witness
a 2 W (b) in A then the binary T -type of (b, a0) in A0 is
�` where a0 is the `th element of A

1

. The element a0 is the
(d, �`, ⌧)-witness of b in A0.

(A3) If a tuple (a, b) with �-labeled a, ⌧ -labeled b and satisfying
d has not been assigned a binary T -type in A0 so far, then it
inherits its type from A.

Observe that no conflicts arise from (A1) and (A2). Further-
more, for all �- and ⌧ -labeled elements a there is a set W 0(a)
satisfying (1) and (2). Moreover, no conflicts with universal con-
straints arise since no new types have been created. This concludes
the case when there is a (�, ⌧, k)-rich position in A.

If there is no (�, ⌧, k)-rich position u in A then Conditions (1)
and (2) are already satisfied for all �- and ⌧ -labeled positions a and
b satisfying d = x < y ^ S(x, y). To see this we argue as follows.
By Lemma 4 there is a (�, ⌧, k+1)-poor position v. Now let a be a
�-labeled position. If a  v then all (d, �, ⌧)-witnesses b 2 W (a)
are contained in Z by construction (as a is one of the k+1 leftmost
�-labeled positions). If a > v then all (d, �, ⌧)-witnesses of a are
among the last k + 1 ⌧ -labeled positions which are also contained
in Z. The argument for ⌧ -labeled positions is symmetric.

The structure A0 thus constructed satisfies (1) and (2).
It remains to construct B. If |A0| > N for N � c(|⌃||�|)4

for an appropriate constant c then there are positions a
1

, a
2

/2 Z
with successors b

1

and b
2

such that (i) there is no position z 2 Z
with a

1

< z < a
2

, (ii) a
1

and a
2

have the same unary T -type,
and (iii) (a

1

, b
1

) and (a
2

, b
2

) have the same binary T -type. The
solution B is obtained from A0 by removing all elements between
a
1

and a
2

(including a
2

), and assigning to (a
1

, b
2

) the binary
type of (a

1

, b
1

) in A0. Then B satisfies all universal constraints
of C since no new types have been created. Further B satisfies all
existential constraints of C since elements inherit their local and
non-local witnesses from A0, and A0 only uses elements from Z as
non-local witnesses.

Now we present the automata-based approach. As discussed
above, this approach only yields an exponential space algorithm,
yet it will later be used as the basis for a decision algorithm for a
larger fragment.

Lemma 6. For every constraint problem C there is a non-
deterministic finite state automaton A such that C has a finite
(S,<)-solution if and only if L(A) is non-empty.

Here L(A) denotes the language recognized by A.

Proof. Assume that C def
= (C9, C8) is a constraint problem over a

signature T [ {S,<}. Let ⌃ def
= ⌃T and �

def
= �T .

Without loss of generality we assume that the witnesses re-
quested by the existential constraints of C do not contradict univer-
sal constraints. More precisely, for an existential constraint (�, E)
and every (d, �, ⌧) 2 E we assume that there is no universal con-
straint (�, d, �, ⌧).

We construct a finite state automaton A such that A accepts
a word over ⌃ if and only if C has a solution. Intuitively the
automaton A interprets words as (S,<)-structures with no binary
relations from T . In order to accept a word w, it has to verify
that binary types can be assigned to all pairs of positions in a way
consistent with C.

The main difficulty in verifying the existence of an assignment
of binary types is to ensure that the types of tuples (a, b) and (b, a)
are consistent. More precisely, if (a, b) has to be typed � 2 � due
to some existential constraint and if (b, a) has to be typed �0 2 �
due to some other existential constraint, then � and �0 have to be
compatible, that is �0 = �̄.

In the following we describe the construction of A, afterwards
we argue that the construction is correct. For an easier exposition
of the automaton A, we often assume that positions are labeled
with some extra information. It can be easily verified that those
labels could also be guessed by the automaton (or, alternatively,
they could be contained in an extended alphabet).

(E) We assume that for every existential constraint (�, E), all �-
labeled positions a are labeled with a fresh label (�, d, �, ⌧)
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such that (d, �, ⌧) 2 E. The intention is that the (�, E)-witness
of a satisfies (d, �, ⌧).

The automaton has to verify that binary T -types can be assigned
such that the witnesses declared in (E) exist and all pairs of posi-
tions satisfy the universal constraints. To this end the automaton
handles positions that are <-close to each other and positions that
are <-remote from each other in a different way.

Dealing with positions that are close to each other is simple.
Each position a has at most two positions that are <-close to
it: there might be a position b

1

with S(a, b
1

) and a position b
2

with S(b
2

, a). The positions b
1

and b
2

might not exist (if a is the
first or last position with respect to <). For all a the automaton can
guess and verify the binary types for (a, b

1

) and (a, b
2

).

(L1) (Local types) We assume that each position a is labeled by up
to two labels �

1

, �
2

2 �. The intention is that �
1

is the binary
T -type of (a, b

1

) (if the position b
1

exists), and likewise for �
2

.
(L2) (Consistency of local types) The automaton verifies that the

labels are consistent, that is, e.g., if a and b are positions with
S(a, b) then the label �

1

of a (i.e. the type guessed for (a, b))
is compatible with the type �

2

of b (i.e. the type guessed
for (b, a)).

(L3) (Local witnesses) For every �-labeled position a that is la-
beled by (�, d, �, ⌧) due to (E), the automaton verifies that if
d = S(x, y) then the label �

1

of a is � and that its successor is
labeled with ⌧ . Likewise for d = S(y, x).

(L4) (Local universal constraints) For all �- and ⌧ -labeled positions
a and b with S(a, b) the automaton verifies that if a is labeled �

1

then there is no universal constraint (�, S(x, y), �
1

, ⌧). Like-
wise for S(b, a).

Verifying the existence of a type assignment for positions that
are remote from each other is more intricate. The automaton A has
to check that there is at least one binary T -type consistent with the
universal constraints that can be assigned to every pair of far-away
positions and that witnesses for the existential constraints can be
assigned consistently according to (E).

The former condition can be verified easily (and analogously
to (L4)):

(U) For all �- and ⌧ -labeled positions a and b satisfying d = x <
y ^ ¬S(x, y) the automaton verifies that there is a � such that
there is no universal constraint (�, d, �, ⌧). Similarly for d̄.

Testing that existential witnesses can be assigned to remote
positions is more involved. We discuss how A verifies that bi-
nary types for all �- and ⌧ -labeled positions a and b satisfying
d

def
= x < y ^ ¬S(x, y) can be assigned; the other case is symmet-

ric. Let d̄ def
= d(y, x). To verify that binary types can be assigned to

such �- and ⌧ -labeled positions, the automaton A guesses whether
there is a (�, ⌧, k)-rich position u with k

def
= 3(|�|+ 3).

If such a position u exists then the automaton tests that every
�-labeled position has as many ⌧ -labeled positions to its right as is
required by (E), and that every ⌧ -labeled position has sufficiently
many �-labeled positions to its left. If this is the case then binary
types can be assigned using an assignment technique similar to
Otto’s technique [21] for reducing the size of models for FO2(<)
sentences (see the correctness proof below).

If there is no (�, ⌧, k)-rich position u then, by Lemma 4 there
is a (�, ⌧, k + 1)-poor position v. The automaton exploits this
structure to guess and verify the binary types in this case.

More precisely, for all � and ⌧ the automaton does the follow-
ing:

(E1) It guesses whether there is a (�, ⌧, k)-rich position u. The
correctness of the guess can be easily verified by A.

(E2) If there is such a position u then A verifies the following:
(a) If a �-labeled position a is labeled by (�, d, �

1

, ⌧), . . . ,
(�, d, �m, ⌧) in (E) then there are m ⌧ -labeled positions to
the right of a.

(b) Symmetrically, if a ⌧ -labeled position a is labeled by
(⌧, d̄, �

1

,�), . . . , (⌧, d, �m,�) in (E) then there are m �-
labeled positions to the right of a.

(E3) If there is no (�, ⌧, k)-rich position then A guesses a (�, ⌧, k+
1)-poor position v. Then:
(a) We assume that positions are labeled by the following extra

information (using fresh labels depending on � and ⌧ ):
• The ith �-labeled position a to the left of v is labeled

by �i. The ith ⌧ -labeled position a to the right of v is
labeled by ⌧i. (As v is (�, ⌧, k + 1)-poor, there are at
most k + 1 such �i and ⌧i.)

• The intended witnesses for �i- and ⌧i-labeled positions
are labeled as follows:

If the �i-labeled position a is labeled by (�, �, d, ⌧)
in (E), then there is a ⌧ -labeled position b which is
also labeled with (�i, �, d, ⌧) such that (a, b) satis-
fies d.
Likewise, if the ⌧i-labeled position a is labeled by
(⌧, �, d̄,�) in (E), then there is a �-labeled position
b which is also labeled with (⌧i, �, d̄,�) such that
(a, b) satisfies d̄.

• Positions with intended witnesses from �i- and ⌧i-
labeled positions are labeled as follows:

Each position a to the left of v that is labeled by
(⌧, �, d̄,�) in (E) is also labeled with (⌧, �, d̄,�i)
for some i such that the tuple (a, b) satisfies d̄ where
b is the �i-labeled position b .
Likewise, each (�, �, d, ⌧)-labeled position a to the
right of v is labeled with (�, �, d, ⌧i) for some i such
that the tuple (a, b) satisfies d where b is the �i-
labeled position b.

(b) The automaton verifies that the labels are consistent, that is:
• No ⌧ -labeled position to the left of v is labeled with
(�i, �, d, ⌧) and with (⌧, �0, d̄,�i) where � and �0 are
not reverse types.

• Likewise, no �-labeled position to the right of v is la-
beled with (⌧i, �̄

0, d,�) and with (�, �, d, ⌧i) where �
and �0 are not reverse types.

We emphasize again that all labels assigned in (E3) can also be
guessed by A.

We argue that the construction of A is correct. Clearly, if the
set C of constraints is satisfiable by a (S,<)-structure then the
corresponding word is accepted by A (the labels in (E), (L1), (E2)
and (E3a) are assigned according to the solution of C).

Now, assume that A accepts a word w and let ⇢ be an accepting
run. We argue that a (S,<)-structure A that satisfies C can be
obtained from w. The elements of A are the positions of w ordered
as in w and the unary type of an element v is its label in w.

We describe how to assign binary types. To this end we first
assign, for every position a, types witnessing the existential con-
straints. Afterwards all so far non-typed pairs are typed by some
type admissible by the universal constraints.

For each pair (a, b) of nodes with S(a, b), the edge (a, b) in T is
typed with the type guessed in (L1). No binary type conflicts arise
from this due to (L2).

For non-local pairs of nodes, binary types of witnesses are
assigned simultaneously for all �- and ⌧ -labeled nodes. In the
following assume that a and b are �- and ⌧ -labeled nodes and that
(a, b) satisfies d def

= x < y ^ ¬S(x, y),
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If there is a position u as in (E1) then the witnesses can be
assigned as in [21]. For the sake of completeness we recall the
assignment strategy. Let A be the first k �-labeled nodes and
assume that A = A

1

[ A
2

[ A
3

with disjoint Ai and |Ai| =
|�|. Likewise let B = B

1

[ B
2

[ B
3

be the last k ⌧ -labeled
nodes with disjoint Bi and |Bi| = |�|. Further assume that � def

=
{�

1

, . . . , �m}.
Then the witness types are assigned as follows:

(A1) The witnesses for elements A and B are assigned as follows:
(a) If a position a 2 Ai is labeled by (�, d, �`, ⌧) in ⇢ then its

�`-witness is the `th element b of Bi \ N(a) where N(a)
contains a and all elements that are close to a.

(b) If a position b 2 Bi is labeled by (⌧, d, �`,�) in ⇢ then its
�`-witness is the `th element of Ai+1

\N(b) where i+1 is
calculated modulo 3.

(A2) The witnesses for elements not in A and B are assigned as
follows:
(a) If a �-labeled element a /2 A is also labeled with (�, d, �`, ⌧)

then its �`-witness is the `-last element of B \N(a) (which
is to the right of a due to (E2)).

(b) If a ⌧ -labeled element a /2 B is also labeled with (⌧, d, �`,�)
then its �`-witness is the `th element in A \N(a).

The type assignments from (A1) ensure that all elements in A
and B have their witnesses. The type assignments from (A2) ensure
that all other elements have their witnesses. Observe that for a 6= b
at most one of the pairs (a, b) and (b, a) is assigned a type in (A1)
and (A2); this determines the type of the other pair.

If there is no position u as in (E1) then the automaton guessed
a position v in run ⇢. The witness types are assigned according to
the labels assumed in (E3a), that is:

(A’1) The witnesses for the at most k + 1 �-labeled elements to the
left of v and the at most k + 1 ⌧ -labeled elements to the right
of v are assigned as follows:
• If a is a �-labeled position to the left of v that is labeled

with (�, d, �, ⌧) and �i in ⇢ and if b is the position labeled
with (�i, d, �, ⌧) in ⇢ then (a, b) is labeled �.

• Likewise, if a is a ⌧ -labeled position to the right of v
that is also labeled with (⌧, d̄, �,�) and ⌧i in ⇢ and if b
is the position labeled with (⌧i, d, �̄, ⌧) in ⇢ then (a, b) is
labeled �̄.

(A’2) The witnesses for the other elements are assigned as follows:
• If a is a ⌧ -labeled position to the left of v that is labeled with
(⌧, d̄, �,�i) in ⇢ then (a, b) is labeled with � where b is the
position labeled with �i in ⇢.

• Likewise, if a is a �-labeled position to the right of v that is
labeled with (�, d̄, �, ⌧i) in ⇢ then (x, y) is labeled with �̄
where b is the position labeled with ⌧i in ⇢.

Note that the assignments are consistent due to (E3c).
Thus, so far types have been assigned such that all elements

have witnesses, ensuring that the existential constraints are satis-
fied. All remaining so far non-typed edges are typed by some type
admissible by the universal constraints. Such types exist due to con-
dition (U).

4. Two Linear Orders and One Successor
In this section we will show that ESO2-satisfiability problem on
finite (S

1

, <
1

, <
2

)-structures is decidable. It is known that ESO2

is decidable on <-structures [21] and that EMSO2 is decidable
on finite (<

1

, <
2

)-structures. We combine the approaches used for
those two results as well as the technique introduced in Lemma 5
to obtain a nondeterministic double-exponential upper bound. We

conjecture that this bound can be improved to exponential space by
generalizing the methods from [25].

Theorem 7. ESO2-Satisfiability on finite ordered (S
1

, <
1

, <
2

)-
structures is in 2-NEXPTIME.

The result immediately follows from the following small solu-
tion property and Lemma 2.

Lemma 8. If a constraint problem C has a finite (S
1

, <
1

, <
2

)-
solution then it has such a solution of size exponential in |C|.

Proof. We follow the proof outline employed for EMSO2 in [24];
yet for dealing with binary relations the individual steps have to be
generalized. For consistency with the proofs in [24] we prove the
statement of the lemma for (<

1

, S
2

, <
2

)-constraint problems. For
the description below, recall that structures with two linear orders
can be viewed as point sets in the plane (cf. Section 2.1).

In order to establish the exponential solution property for
(<

1

, S
2

, <
2

)-constraint problems, we show that smaller solutions
can be constructed from large solutions. To this end we assign a
profile Pro(c) to each element c of a solution A in such a way
that if the profiles Pro(c

1

) and Pro(c
2

) of two elements c
1

and
c
2

of A with c
1

<A
2

c
2

coincide then a solution B with fewer el-
ements can be constructed from A by deleting all elements a with
c
1

<A
2

a A
2

c
2

and shifting the elements b with c
2

<A
2

b along the
<A

1

-dimension. Deleting elements might, of course, also eliminate
some witnesses of remaining elements. The profiles of elements
will be defined such that new witnesses can be assigned.

We make this more precise now. Assume that C is a (<
1

, S
2

, <
2

)-
constraint problem with signature T [ {<

1

, S
2

, <
2

} and let
⌃

def
= ⌃T and �

def
= �T . Let k def

= 3|�|. Further let A be a solution
of C with domain D. For every element a of A, we also fix a set
W (a) of elements witnessing that the existential constraints of C
are satisfied for a.

We extend the notion of profiles introduced in [24] to structures
with arbitrary binary relations. The profile of an element c shall
capture all relevant information about elements below c that have
witnesses above c, and vice versa. Storing information for all such
witnesses in the profiles is not possible, yet it turns out that less in-
formation is sufficient for being able to construct smaller solutions.

For defining the profile of c, we first specify a set P (c) of
elements that are important for c. Then, roughly speaking, the
profile will be defined as the substructure of A induced by P (c).
The set P (c) contains c, its <A

2

-successor, a set of special elements
A(c) as well as some of the witnesses AW (c) of elements in A(c).
The last two sets will be defined next. The set A(c) is the union of
the sets A�,min,#(c), A�,max,#(c), A�,min,"(c), and A�,max,"(c),
for all � 2 ⌃, defined as follows:

1. The set A�,min,#(c) contains the k+1 leftmost �-labeled points
that are below c (if they exist).

2. The set A�,min,"(c) contains the k+1 leftmost �-labeled points
that are above c (if they exist), but excluding the <A

2

-successor
of c.

3. The set A�,max,#(c) contains the k + 1 rightmost �-labeled
points that are below c (if they exist).

4. The set A�,max,"(c) contains the k + 1 rightmost �-labeled
points that are above c (if they exist), but excluding the <A

2

-
successor of c.

Intuitively AW (c) contains the relevant witnesses of elements
in A(c). It is the union of the sets W ⌧

�,min,#(c), W ⌧
�,min,"(c),

W ⌧
�,max,#(c), and W ⌧

�,max,"(c), for all unary types �, ⌧ 2 ⌃,
defined as follows:
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1. The set W ⌧
�,min,#(c) contains, for all a 2 A�,min,#(c), all

witnesses b 2 W (a) that are to the right of a and above c.
2. The set W ⌧

�,min,"(c) contains, for all a 2 A�,min,"(c), all
witnesses b 2 W (a) that are to the right of a and below c.

3. The set W ⌧
�,max,#(c) contains, for all a 2 A�,min,#(c), all

witnesses b 2 W (a) that are to the left of a and above c.
4. The set W ⌧

�,max,"(c) contains, for all a 2 A�,min,"(c), all
witnesses b 2 W (a) that are to the left of a and below c.

The set of important points for c is P (c)
def
= {c, s(c)}[A(c)[

AW (c) where s(c) is the unique element satisfying SA
2

(c, s(c)).
The profile Pro(c) of c is the structure (P(c), c) where P(c) is
the substructure of A induced by P (c). Observe that relation S

P(c)
2

is not necessarily a successor relation. Now we show that if two
profiles Pro(c

1

) and Pro(c
2

) of elements c
1

6= c
2

are isomorphic
then a solution B with fewer elements can be constructed from A.
The domain of B is the set D0 ✓ D which contains all elements
a with a A

2

c
1

or c
2

<A
2

a (assuming without loss of generality
that c

1

<A
2

c
2

). We now describe how the relations <B
1

, <B
2

and
SB
2

as well as the interpretations of symbols from T are constructed
for B.

Towards defining <B
1

, <B
2

and SB
2

in B, we fix an embedding ✓
that maps every element u of A to a point ✓(u) 2 Q ⇥ Q such
that ✓(u

1

).x < ✓(u
2

).x if and only if u
1

<A
1

u
2

, and ✓(u
1

).y <
✓(u

2

).y if and only if u
1

<A
2

u
2

. Here < is the usual linear
order on the rational numbers, and p.x and p.y denote the x- and
y-component of a point p 2 Q⇥Q.

From ✓ we define an embedding ✓0 of the elements of B
into Q ⇥ Q which will be used to obtain the order relations on B.
Intuitively ✓0 keeps the positions of elements below c

1

but shifts
elements above c

2

along the x-direction in order to make those
points consistent with the profile of c

1

. The embedding is defined
as follows:

(P1) For all elements u 2 D0 with u A
2

c
1

, define ✓0(u)
def
= ✓(u).

(P2) For all elements u 2 D0 with c
2

<A
2

u the embedding ✓0(u) is
defined as follows. Assume that c1

1

, . . . , cn
1

are the elements of
P (c

1

) ordered by <A
1

and c1
2

, . . . , cn
2

are the elements of P (c
2

)
ordered by <A

1

. Observe that c1
2

 u  cn
2

by the definition
of P (c

2

). Assume that ✓(ci
2

).x  ✓(u).x  ✓(ci+1

2

).x. Then
the position of u in the new orders is obtained by shifting the el-
ement u such that its x-coordinate is between the x-coordinates
of the elements ci

1

and ci+1

1

. More precisely ✓0(u).y
def
= ✓(u).y

and ✓0(u).x is defined as follows. If u = ci
2

for some i then
✓0(u).x = ✓(ci

1

).x. Otherwise,

✓(ci
1

).x+
✓(u).x� ✓(ci

2

).x

✓(ci+1

2

).x� ✓(ci
2

).x)
(✓(ci+1

1

).x� ✓(ci
1

).x)

It might happen, that the embedding ✓0 maps an element u to a
point in Q⇥Q whose x-coordinate is already used by another ele-
ment v. This can be dealt with in the same way as in [24, Lemma 8].
The x-coordinates are assigned sequentially: first the ones for (P1),
then the remaining elements of c1

2

, . . . , cn
2

, and finally all remain-
ing elements for (P2). No conflicts can arise for the first two cases.
If the designated x-coordinate of an element u assigned in the third
case is already used by an element v then the x-coordinate of u is
shifted by a very small distance. Namely, if w is the element whose
x-coordinate is the largest with ✓0(w).x < ✓0(v).x assigned so far
then the new x-coordinate of u is shifted in between ✓0(w).x and
✓0(v).x. Note that such a w always exists due to the first two cases.

In B, the symbol <
1

is interpreted by the linear order <B
1

such
that a <B

1

b if and only if ✓0(a).x < ✓0(b).x. The interpretation of
SB
1

is induced by <B
1

. The interpretations of <
2

and S
2

are defined
accordingly, but with respect to the y-coordinates. Observe that <B

2

is induced by <A
2

and that for all tuples (a, b) with either a A
2

c
1

and b A
2

c
1

, or c
1

<A
2

a and c
1

<A
2

b, the relative order of the
elements in B is the same.

The unary type of an element a in B is the same as in A. It
remains to assign binary T -types for tuples of elements of B. The
binary type of tuples (a, b) with either a B

2

c
1

and b B
2

c
1

or c
1

<B
2

a and c
1

<B
2

b is inherited from A. The tuple (c
1

, b)
with (c

1

, b) 2 SB
2

inherits the type of the tuple (c
1

, u) with
(c

1

, u) 2 SA
2

in A.
We now explain how the binary types of all tuples (a, b) with

a B
2

c
1

<B
2

b and (a, b) /2 SB
2

are assigned. Our focus is on the
case when a <B

1

b; the case b <B
1

a is symmetric. In the following
let d def

= x <
1

y ^ x <
2

y ^ ¬S
2

(x, y). We simultaneously assign
all binary T -types to all �-labeled a and ⌧ -labeled b such that (a, b)
satisfies d.

Depending on the structure of the points in A(c
1

) we distinguish
two cases. To this end let a

1

, . . . , an be the elements of A(c
1

) or-
dered by <A

1

. Denote by w(c
1

) the sequence (�
1

, d
1

), . . . , (�n, dn)
where �i is the unary type of ai and di =" if c

1

<A
2

ai, di = S if
S(c

1

, ai), di = · if c
1

= ai and di =# if ai <
A
2

c
1

.
If there is a ((�, #), (⌧, "), k)-rich position u in w(c

1

) then we
assign the binary T -types of all tuples (a, b) satisfying d in B using
the technique employed by Otto and also used in Lemma 5. Let
A = A

1

[A
2

[A
3

with disjoint Ai and |Ai| = |�| be the set that
contains the first k elements of A�,min,#(c1) in B. Similarly let
B = B

1

[ B
2

[ B
3

with disjoint Bi and |Bi| = |�| contain the
last k elements of A⌧,max,"(c2) in B. Then the binary types are
assigned as in Lemma 5:

(A1) Witnesses for elements in A [B are assigned as follows:
(a) If, in A, an element a 2 Ai is �-labeled and has a (d, �`, ⌧)-

witness b 2 W (a) then the binary T -type of (a, b) in B is
�` where b is the `th element of Bi. The element b is the
(d, �`, ⌧)-witness of a in B.

(b) If, in A, an element b 2 Bi is ⌧ -labeled and has (d̄, �`,�)-
witness a 2 W (b) then the binary T -type of (b, a) in B
is �` where a is the `th element of Ai+1

(where i + 1
is calculated modulo 3). The element a is the (d, �`, ⌧)-
witness of b in B.

(A2) Witnesses for all other tuples of �- and ⌧ -labeled elements are
assigned as follows:
(a) If, in A, an element b /2 B is �-labeled and has a (d, �`, ⌧)-

witness b 2 W (a) then the binary T -type of (a, b) in B is
�` where b is the `th element of B

1

. The element b is the
(d, �`, ⌧)-witness of a in B.

(b) If, in A, an element b /2 B is a ⌧ -labeled and has a
(d̄, �`,�)-witness a 2 W (b) then the binary type of (b, a)
in B is �` where a is the `th element of A

1

. The element a
is the (d, �`, ⌧)-witness of b in B.

(A3) If a tuple (a, b) 2 D0 ⇥ D0 such that, in A, the element a
is �-labeled, b is ⌧ -labeled and (a, b) satisfies d, and if (a, b)
has not been assigned a binary T -type so far, then a type is
assigned as follows. Since Pro(c

1

) ⇠= Pro(c
2

), there is a ⌧ -
labeled element b0 2 D such that (a, b0) satisfies d in A. The
tuple (a, b) inherits its binary type from (a, b0) in B.

This concludes the binary type assignments in the case when
there is a ((�, #), (⌧, "), k)-rich position u in w(c). Note that this
case is settled without using the fact that the profiles contain the
elements added by AW .

If there is no ((�, #), (⌧, "), k)-rich position u in w(c
1

) then we
assign the binary T -types to �-labeled a and ⌧ -labeled b satisfying
d as explained below.
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We observe that in A the (d, ·, ⌧)-witnesses for all �-labeled el-
ements a <A

2

c
1

are in W ⌧
�,min,#(c1)[A⌧,max,"(c1). To see this we

argue as in Lemma 5. By Lemma 4 there is a ((�, #), (⌧, "), k + 1)-
poor position in w(c

1

). Let v be the minimal such position. Now
let a <A

2

c
1

be a �-labeled position. If a A
1

v then all (d, ·, ⌧)-
witnesses b 2 W (a) are contained in W ⌧

�,min,#(c1) by con-
struction (as a is one of the k + 1 <A

1

-smallest �-labeled el-
ements below c

1

). If a >A
1

v then all (d, ·, ⌧)-witnesses of a
are among the elements A⌧,max,"(c1) (as there are only at most
k + 1 ⌧ -labeled elements above c

1

and to the right of a). Simi-
larly all (d̄, ·,�)-witnesses for all ⌧ -labeled elements b >A

2

c
2

are
in A�,min,#(c2) [W⌧,max,"(c2).

Let ⇡ be an isomorphism of (P(c
1

), c
1

) and (P(c
2

), c
2

). We
use the above observation to assign binary T -types as follows:

(B1) Witnesses for �-labeled a with a <B
2

c
1

are assigned as fol-
lows. If b 2 W (a) is a (d, �, ⌧)-witness of a in A then ⇡(b)
is the (d, �, ⌧)-witness of a in B. That is, the binary type of
(a,⇡(b)) in B is �.

(B2) Witnesses for ⌧ -labeled b with b >B
2

c
2

are assigned as follows.
If a 2 W (b) is a (d̄, �,�)-witness of b in A then ⇡(a) is the
(d, �, ⌧)-witness of b in B. That is, the binary type of (b,⇡(a))
in B is �.

(B3) If (a, b) 2 D0⇥D0 has not been assigned a binary T -type so far,
then a type is assigned as follows. Since Pro(c

1

) ⇠= Pro(c
2

),
there is a ⌧ -labeled element b0 2 D such that (a, b0) satisfies d
in A. The tuple (a, b) inherits its binary type in B from (a, b).

This concludes the binary type assignments in the case when
there is no ((�, #), (⌧, "), k)-rich position u in w(c).

We shortly argue why the construction is correct. The assign-
ments in (A1) and (A2) as well as (B1) and (B2) ensure that no
conflicting types are assigned to (a, b) and (b, a). No conflicts with
universal constraints arise by the assignments from (A1)-(A3) and
(B1)-(B3), as no new types are introduced due to the choice of ✓0.
Finally, after the assignments (A1)-(A2) and (B1)-(B2), each ele-
ment a has a (d, �, ⌧)-witness in B if it has a (d, �, ⌧)-witness in
A. Similarly for (d̄, �,�)-witnesses.

5. Two Successors and One Linear Order
In this section we show that ESO2 is decidable on finite (S

1

, S
2

, <
2

)-
structures. This has only been known for EMSO2 so far [18].

Theorem 9. ESO2-satisfiability on finite ordered (S
1

, S
2

, <
2

)-
structures is decidable.

More precisely it is decidable as fast as emptiness for multi-
counter automata.

The theorem is proved using the automata-based approach along
the same lines as in Lemma 6. To this end we first define linearly
ordered data automata (short: LODA), a restriction of ordered data
automata which were introduced in [18]. Then we show that each
constraint problem can be translated into a LODA such that the
constraint problem has a finite (S

1

, S
2

, <
2

)-solution if and only if
the automaton accepts some linearly ordered data word. Theorem 9
then follows from Lemma 2 and the decidability of the emptiness
problem for LODA (see Theorem 10).

Ordered data automata have been introduced for studying
EMSO2 on (S

1

, S
2

,�
2

)-structures where �
2

is a preorder re-
lation. For convenience we simplify the automaton model in order
to study ESO2 on plain (S

1

, S
2

, <
2

)-structures.
A linearly ordered data word is a word w = (�

1

, d
1

) . . . (�n, dn)
with (�i, di) from ⌃ ⇥ N such that {d

1

, . . . , dn} is a contiguous
interval in N and di 6= dj for all i 6= j. Each linearly ordered data

S
1

, <
1

S
2

, <
2

⌧
�

�

�

⌧

⌧

�

Figure 2. A (S
1

, <
1

, S
2

, <
2

)-structure represented as a point set
in the two-dimensional plane. Here all other binary relations are
disregarded. A linearly ordered data word corresponding to the
structure is ((⌧, 5), (�, 6), (�, 3), (�, 7), (⌧, 1), (⌧, 4), (�, 2)).

word represents a (S
1

, <
1

, S
2

, <
2

)-structures extended by unary
relations interpreting symbols from a signature T in a canonical
way. The linear order <

1

and its successor are represented by the
positional order, while <

2

and S
2

are encoded by the order of
the data values d

1

, . . . , dn. The unary symbols are encoded by the
unary types ⌃ over T . See Figure 2 for an illustration.

The resorting of w is the string �i1 . . .�in such that the data
values di1 , . . . , din are sorted in ascending order. The string pro-
jection of w is the string �

1

. . .�n. The marked string projection
of w is its string projection annotated by information about the re-
lationship of data values of adjacent positions. We make this more
precise. The marking mi = (m,m0) of position i is a tuple from
⌃M = {�1,�1,+1,1,�}2 and is defined as follows. If i = 1
(or i = n) then m = � (or m0 = �), otherwise:

m =

8
>>><

>>>:

�1 if di�1

< di � 1

�1 if di�1

= di � 1

+1 if di�1

= di + 1

1 if di�1

> di + 1

Similarly m0 is defined using di+1

instead of di�1

. The marked
string projection of w is the string (�

1

,m
1

) . . . (�n,mn) over
the alphabet ⌃⇥ ⌃M .The string projection of the linearly ordered
data word (⌧, 5) (�, 6) (�, 3) (�, 7) (⌧, 1) (⌧, 4) (�, 2) from Fig-
ure 2 is ⌧���⌧⌧�. Its marked string projection is (⌧, (�,+1))
(�, (�1,�1)) (�, (+1,+1)) (�, (�1,�1)) (⌧, (+1,+1))
(⌧, (�1,�1)) (�, (+1,�)), and its resorting is ⌧��⌧⌧��.

A linearly ordered data automaton (short: LODA) A over al-
phabet ⌃ is a tuple (B, C) where B is a (non-deterministic) finite
state string transducer with input alphabet ⌃ ⇥ ⌃M (where ⌃M is
the set of markings) and some output alphabet ⌃0; and C is a finite
state automaton over ⌃0.

A LODA A = (B, C) works as follows. First, for a given
linearly ordered data word w, the transducer B reads the marked
string projection of w. A run ⇢B of the transducer defines a unique
new labeling of each position. Let w0 be the linearly ordered data
word thus obtained from w. The finite state automaton C runs over
the resorting of w0 yielding a run ⇢C . The run ⇢A = (⇢B , ⇢C) of
A is accepting, if both ⇢B and ⇢C are accepting. The automaton A
accepts w if there is an accepting run of A on w. The set of linearly
ordered data words accepted by A is denoted by L(A). We refer
to [18] for more details.

Example 1. Consider the data language L over ⌃ = {�, ⌧, ⇢} that
contains all linearly ordered data words with a unique �-position x
with a ⌧ -position y to its right such that the data value of y is
the successor of the data value of x (see Figure 2 for a linearly
ordered data word in L). A LODA A = (B, C) can recognize L as
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S
1

S
2

, <
2

a

b

S
1

S
2

, <
2

a

b

Figure 3. Illustration of remote elements in Lemma 11. On the left,
the element a and all potential elements b in the highlighted area
satisfy d(x, y)

def
= ¬S

1

(x, y)^¬S
1

(y, x)^x <
2

y^¬S
2

(x, y). On
the right, the symmetric constraint ¬S

1

(x, y) ^ ¬S
1

(y, x) ^ y <
2

x ^ ¬S
2

(y, x) is illustrated.

follows. For a linearly ordered data word, the automaton B checks
that there is a unique �-position x, guesses the ⌧ -position y to the
right of x and colors this position y with a fresh label ⌧ 0 (using the
transduction). The automaton C checks that the ⌧ 0-position is the
data successor of the �-position.

The following theorem follows from Theorem 7 and Corollary
11 in [18].

Theorem 10. Emptiness of LODA is decidable.

More precisely it is decidable as fast as emptiness for multi-
counter automata.

Next we show that the satisfiability problem for ESO2 on finite
(S

1

, S
2

, <
2

)-structures reduces to the non-emptiness problem for
LODAs.

Lemma 11. For every constraint problem C there is a LODA A
such that C has a finite (S

1

, S
2

, <
2

)-solution if and only if L(A)
is non-empty.

Proof sketch. Assume that C def
= (C9, C8) is a constraint prob-

lem over a signature T [ {S
1

, S
2

, <
2

} and let ⌃ def
= ⌃T and

�
def
= �T . As in the proof of Lemma 5 we assume that non of

the possible witnesses requested by an existential constraint con-
tradicts a universal constraint.

We construct a LODA A = (B, C) such that A accepts an
ordered data word over ⌃ if and only if C has a finite (S

1

, S
2

, <
2

)-
solution. Intuitively the automaton A interprets linearly ordered
data words as extensions of ordered (S

1

, S
2

, <
2

)-structures by
unary relations but with no binary relations. In order to accept a
word, it has to verify that binary T -types can be assigned to all
pairs of positions in a way consistent with C.

The LODA A is very similar to the finite state automaton
constructed in Lemma 6. Like the automaton in Lemma 6, the
LODA A assumes that every position is labeled with its required
witnesses (E).

Dealing with positions that are close to each other can be done
in a similar same way as in Lemma 6, except that now close means
either close with respect to S

1

or close with respect to S
2

(or both).
The existence of an assignment of binary T -types for positions that
are close with respect to S

1

is verified by B, and it is verified by C
for positions close with respect to S

2

.
For verifying the existence of an assignment of binary types

for positions that are remote from each other, the LODA A has
to do slightly more than the finite state automaton from Lemma 6.
There is, essentially, only one (S

1

, S
2

, <
2

)-type of remote posi-
tions which we will denote by d

def
= ¬S

1

(x, y)^¬S
1

(y, x)^x <
2

y ^ ¬S
2

(x, y) (see Figure 3).
Checking that for all positions a and b at least one binary T -type

is consistent with the universal constraints can be done as follows:

(U1) Assume that each position a is labeled by a set L<2(a) con-
taining all ⌧ 2 ⌃ such that there is a ⌧ -labeled position b

1

such
that (a, b

1

) satisfies d and by a set L>2(a) containing all ⌧ 2 ⌃
such that there is a ⌧ -labeled position b

2

such that (b
2

, a) sat-
isfies d. Those labels can be easily verified by B and C. (E.g.
if ⌧ 2 L<2(a) for a position a and there are i 2 {0, 1, 2}
many ⌧ -labeled S

1

-close elements b such that (a, b) satisfies
x <

2

y^¬S
2

(x, y) then C verifies that there are i+1 ⌧ -labeled
elements b0 such that (a, b0) satisfies x <

2

y^¬S
2

(x, y). Then
(a, b0) satisfies d for one of those b0. Similarly for ⌧ /2 L<2(a)
and L>2(a).)

(U2) For all �-labeled a the automaton verifies that for every ⌧ 2
L<2(a) there is a � such that there is no universal constraint
(�, d, �, ⌧) in C. Similarly for L>2(a).

Testing that existential witnesses can be assigned to far-away
positions is analogous to Lemma 6. The intuition is that pairs
(a, b) of elements satisfying d behave like pairs (a0, b0) satisfying
x < y ^¬S(x, y) in Lemma 6. A little care is needed for ensuring
that elements are indeed remote from each other.

We shortly discuss some details of how A verifies that binary
T -types for all �- and ⌧ -labeled elements a and b satisfying d can
be assigned. To this end, the automaton A guesses whether there is
an element u such that � occurs more than k

def
= 3(|�| + 5) times

above u and ⌧ occurs more than k times below u. (Recall that a
position a is above u if a >

2

u.)
If such a position u exists then the automaton tests that every �-

labeled element a has as many ⌧ -labeled elements b such that (a, b)
satisfies d as is required by (E), and that every ⌧ -labeled element
a0 has sufficiently many �-labeled positions b0 such that (a0, b0)
satisfies d̄. If this is the case then binary types can be assigned as in
Lemma 6 using Otto’s assignment technique.

For testing that there are, say m many, ⌧ -labeled elements b
such that (a, b) satisfies d the automaton B labels a with the number
i 2 {0, 1, 2} of ⌧ -labeled positions that are S

1

-close to a and
S
2

-remote from a. The automaton C then tests that there are at
least m + i many ⌧ -labeled elements b such that (a, b) satisfies
x <

2

y ^ S
2

(x, y).
If there is no such position u then there is a position v such that

there are at most k + 1 �-labeled positions below v and at most
k + 1 ⌧ -labeled positions above v by Lemma 4. The automaton A
exploits this structure exactly as in Lemma 6 by labeling those up
to k+ 1 many positions distinctly and guessing and verifying their
witnesses.

The correctness is proved completely analogous to Lemma 6.

6. Order- and Successor-invariance
In this Section we discuss order-invariance for two-variable formu-
las. A first-order sentence ' over a signature T [ {<} is order-
invariant (<-invariant for short) if for each T -structure A and all
linear orders <

1

and <
2

on the domain of A,

(A, <
1

) |= ' () (A, <
2

) |= '.

A class of finite T -structures A is <-invariantly first-order defin-
able if there is an <-invariant T [ {<}-sentence ' such that, for
each finite T -structure A,

A 2 C if and only (A, <) |= '

for each linear order < on the domain of A.
It is not immediately obvious that allowing this restricted use

of an order extends the expressive power of FO. A well-known
example due to Gurevich (cf. eg. [16]) shows that there is indeed
a <-invariantly definable class of structures which is not FO-
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definable without an order. The example of Gurevich indicates
that order-invariance is, at least potentially, useful in formulating
queries. For using invariance in this context, it is essential to be able
to verify that an FO-sentence is indeed invariant. Unfortunately, a
simple reduction of the finite satisfiability problem shows that <-
invariance of FO-sentences is undecidable.

The results from the previous sections as well as the discussion
in the introduction imply that <-invariance of FO2-sentences is
decidable.

Theorem 12. Order-invariance of FO2 is in 2-NEXPTIME.

Successor-invariance (S-invariance, for short) is defined anal-
ogously to order-invariance where instead of the linear order the
formulas may use a successor relation (see e.g. [22]). By combin-
ing the approach discussed in the introduction with Theorem 2 of
[3], one obtains the following result.

Theorem 13. Successor-invariance of FO2 is in NEXPTIME.

Our approach for deciding <-invariance and S-invariance does
not immediately transfer to (S,<)-invariance where both the order
and its induced successor can be used in formulas, since even
EMSO2 is undecidable on finite (S

1

, <
1

, S
2

, <
2

)-structures [17]
The following example shows that invariance is useful even for

two-variable logic.

Example 2. FO2 is often extended by counting quantifiers of the
shape 9�k, where 9�kx' states that there are at least k satisfying
assignments to x. We define monadic counting quantifiers which
are defined in the same way but ' is restricted to use at most one
free variable x. We observe that these quantifiers are <-invariantly
definable by two-variable formulas, since

9�0x'(x) ⌘ x = x,

9�k+1x'(x) ⌘ 9x'(x) ^ 9�ky y < x ^ '(y).

It is easy to see using a pebble game argument that the monadic
counting quantifier 9k is not two-variable definable for each k � 3.

7. Conclusion and Future Work
We have shown that <-invariance and S-invariance of FO2-
sentences is decidable by establishing decidability of ESO2-
satisfiability on finite (S

1

, <
1

, <
2

)- and (S
1

, S
2

, <
2

)-structures.
Several interesting questions remain open:

1. Is ESO2 decidable on (S
1

, S
2

, S
3

)-structures?

2. Where is the border of decidability of ESO2 on general, not
necessarily finite, ordered structures?

3. Is (S,<)-invariance of FO2 decidable?

4. Is every <-invariantly FO2-definable property also FO-definable
without the use of a linear order?

For the second question preliminary results have been obtained for
certain order types.
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Abstract
Guardedness restrictions are one of the principal means to obtain
decidable logics — operators such as negation are restricted so
that the free variables are contained in an atom. While guardedness
has been applied fruitfully in the setting of first-order logic, the
ability to add fixpoints while retaining decidability has been very
limited. Here we show that one of the main restrictions imposed in
the past can be lifted, getting a richer decidable logic by allowing
fixpoints in which the parameters of the fixpoint can be unguarded.
Using automata, we show that the resulting logics have a decidable
satisfiability problem, and provide a fine study of the complexity
of satisfiability. We show that similar methods apply to decide
questions concerning the elimination of fixpoints within formulas
of the logic.

Categories and Subject Descriptors Theory of computation
[Logic]

1. Introduction
We are interested in expressive logics for which static analysis
problems such as satisfiability are decidable. One way to achieve
decidability is via guardedness restrictions. The Guarded Fragment
(GF) [2] is a fragment of first-order logic obtained by requiring in
existential quantification 9x.�(x) that � be of the form R(x)^�0(x),
where R(x) is an atom containing all free variables of �0, and requir-
ing in universal quantification that � be of the form R(x) ! �0(x),
where R is as above. The Guarded Negation Fragment (GNF) [5] is
an even more expressive decidable language, allowing unrestricted
existential quantification but restricting negation to be of the form
R(x) ^ ¬�0(x), with R as above.

Of course, there are other paradigms for decidability within
first-order logic, such as restricting to two variables [27]. A par-
ticularly attractive feature of guarded logics is that, unlike with the
two variable fragment [20], decidability can be extended to give
decidable fragments of least fixpoint logic (LFP). LFP is the natu-
ral extension of first-order logic with a fixpoint constructor. Given
a formula �(x1 . . . xm, y1 . . . yn) over some signature � in which an
m-ary second-order variable X occurs freely and positively in �,
and given a �-structure A and some fixed valuation ⇢ for y, we can
define a new m-ary relation: the relation is defined as the limit of
a monotone sequence X0 . . ., starting with X0 = ; and then setting
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Xi+1 to be the set of a such that � holds when extending ⇢ with the
interpretation of X as Xi and x as a. Emphasizing the distinction
between x and y, we call x the fixpoint variables and y the param-
eter variables. Informally, during the fixpoint process, the fixpoint
variables change in each iteration, while the parameter variables
stay the same. Formulas in LFP can use relations defined using a
fixpoint constructor like this, in addition to relations in �.

Guarded Fixpoint Logic (denoted GFP or µGF) [19] extends GF
with a fixpoint operator while maintaining decidability. The fix-
point constructor is restricted in two ways: the parameter variables
y must be empty, and the fixpoint relation itself cannot be used as a
guard. Guarded Negation Fixpoint Logic (GNFP) [5] adds fixpoint
constructors to GNF with similar restrictions.

It is known that the second restriction on these fixpoint logics is
essential for decidability [19]. But what about the first? It certainly
seemed important to the proofs of decidability; [21] states

It should be stressed that the presence of extra first-order
parameters in fixed-point operations as well as the use of
second-order variables and fixed points as guards is disal-
lowed in µGF. These restrictions are essential for keeping
the semantics invariant under guarded bisimulation. For in-
stance, with the use of a first-order parameter ... one can
define the transitive closure of a binary relation ... However,
the transitive closure query is not invariant under guarded
bisimulation and it is known that adding transitive closure
to GF produces an undecidable logic [17].

In this paper we show that the parameter restriction can indeed
be loosened. We introduce a variation of GNFP, denoted GNFP-UP,
where the fixpoint variables of any fixpoint need to be guarded,
but the fixpoint can carry additional unguarded parameters. One
can write a GNFP-UP formula holding on the transitive closure of
a binary relation. But such a formula cannot be used as a guard,
and thus assertions that a binary relation is transitive (the key to
undecidability in [17]) cannot be expressed. GNFP-UP can express
many properties related to transitivity, such as assertions of paths
with certain properties (see the discussion of conjunctive regular
path queries with inverse in Section 3).

The decidability of GFP is proven using an elegant high-level
argument [18]: one shows that satisfiable formulas must have tree-
like models, and thus satisfiability can be reduced to satisfiability
of a Monadic Second Order Logic sentence over trees, decidable
via Rabin’s theorem [25]. A finer argument shows that from a GFP
formula � one can e↵ectively create a tree automaton A� which is
non-empty exactly when � is satisfiable. By analyzing the complex-
ity of this automaton construction, Grädel and Walukiewicz derived
a 2-ExpTime bound on satisfiability [19].

We begin by showing that the high-level argument easily ex-
tends to give decidability of GNFP-UP. The finer analysis of the
complexity of GNFP-UP satisfiability requires more work. Because
of negation and quantification in our logic, one might expect that
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the complexity would be a tower of exponentials based on the quan-
tifier alternation. However, we show that the complexity is con-
trolled by the parameter depth of the formula: informally, this is a
number that measures the number of times we change parameters
while passing from a formula to a subformula. We give elemen-
tary bounds for each parameter depth, while proving that the com-
plexity is non-elementary (but still primitive recursive) when the
depth is not restricted. Each parameter depth includes formulas of
arbitrary quantifier alternation; we avoid unnecessary exponential
blowups by identifying pieces of the GNFP-UP formulas that behave
like GNFP. We also show that some interesting logics fit within low
parameter depth.

Finally, we describe how our translation to automata can be
modified to show decidability of the boundedness problem, a quan-
titative analog of satisfiability that asks if a fixpoint can be replaced
by a fixed number of unfoldings. Our solution to the bounded-
ness problem can be applied to decide whether certain GNFP-UP-
expressible formulas can be rewritten in first-order logic.

2. Preliminaries
We consider signatures�with a finite set of relations and constants.
We write const(�) for the set of constants in the signature �.

Least fixed point logic (LFP) over � is the extension of first-
order logic over � with the following formation rule: if �(y, z,Y, Z)
is a formula in which Y is a free second-order variable of arity
|y| that appears only positively, and t is a tuple of variables and
constants of length |y|, then [lfpY,y . �](t) is also a formula. Infor-
mally, it asserts that t is in the least fixpoint induced by �. The
parameter variables of this formula are z — the free variables of �
other than y. In this paper, we emphasize the parameters by writing
[lfpz

Y,y . �], and reserve [lfpY,y . �] for the case when there are no
parameters.

The semantics are standard: since �(y, z,Y, Z) is positive in Y , it
induces a monotone operator

U 7! OA,v,V� (U) := {u : A,u, v,U,V |= �(y, z,Y, Z)}
on every structure A with valuation v for z and V for Z. Hence, this
operator has a unique least fixpoint, denoted �1(A, v,V), and this
can be obtained as the union of its fixpoint approximants ��(A, v,V)
over all ordinals �, where

�0(A, v,V) := ;
��+1(A, v,V) := OA,v,V� (��(A, v,V))

��(A, v,V) :=
S
�0<� �

�0 (A, v,V) where � is a limit ordinal.

The semantics of the least fixpoint formulas is defined such that
A, v,V |= [lfpz

Y,y . �](t) i↵ t 2 �1(A, v,V) =
S
�2Ord �

�(A, v,V).

Free and bound variables The notion of free vs. bound second-
order variables is standard. In particular, Y is free in �(y, z,Y, Z)
but bound in [lfpz

Y,y . �](t). We assume no second-order variable
Y is bound by more than one fixpoint operator, so each bound
second-order variable Y identifies a unique fixpoint. If Y identifies
a fixpoint with parameters z, then params(Y) := z, the parameters
associated with the second-order variable Y .

We use free(�) to denote the free first-order variables in �. It
is defined recursively. For atoms Rt with R 2 � and t a tuple
consisting of constants and variables, the free first-order variables
are just the variables in t. For Y t with Y a second-order variable,
free(Y t) is the union of the variables in t and params(Y). For
boolean connectives, free(�1 ^ �2) = free(�1 _ �2) = free(�1) [
free(�2), and free(¬�) = free(�). For quantification, free(9x.�) =
free(�) \ {x}. Finally, for [lfpz

Y,y . �](t), the free first-order variables
consist of the parameter variables z together with the variables in t.

The parameters in � consists of the union of params(Y) for all
second-order variables Y occurring in �; we let params(�) denote
the subset of these parameters that occur free in �.

GNFP-UP Guarded negation fixpoint logic with unguarded pa-
rameters (GNFP-UP) is the fragment of LFP that allows unguarded
parameter variables in fixpoint definitions, but requires fixpoint
variables and negation to be guarded. Formally, a GNFP-UP[�] for-
mula � is generated recursively from the following grammar:

� ::= R t | Y t | � ^ � | � _ � | 9y.� |
↵ ^ ¬� where free(�) ✓ free(↵) |
[lfpz

Y,y . gdd(y) ^ �(y, z,Y, Z)](t) for � positive in Y

where t is a tuple of variables or constants, Rt and ↵ are atoms
using a relation in � or =, and gdd(y) is defined below.

Guardedness The guardedness predicate gdd(y) asserts y is
guarded by an atom in � or =. It can be understood as an ab-
breviation for the disjunction of existentially quantified atoms that
use a relation from � or = and involve all of the variables in y. Be-
cause of this, only guarded relations can be defined using fixpoints
in GNFP-UP: i.e. any tuple of elements in the relation defined by
the fixpoint formula must already be guarded by an atom in the
base signature �. Note that the relations defined using a fixpoint
operator cannot be used as guards.

The parameters z are not required to be guarded in the fixpoint
definition. However, for the purposes of negation, parameters are
treated like other variables and must be guarded. For example, if
↵(x) is an atomic formula over �, and Y identifies a fixpoint with
parameters z, then ↵(x) ^ ¬Y x is not permitted since Y implicitly
uses parameters z and these parameters are not guarded by ↵ (since
the free variables in Y x are really x and z).

A formula � that includes free first-order variables x is x-
guarded if it is logically equivalent to gdd(x) ^ �. If free(�) = x
and � is x-guarded, then we say it is answer-guarded. Sentences or
formulas with one free variable are always answer-guarded since
we can use a trivial guard like x = x. For readability purposes, we
often omit such trivial guards.

Simultaneous fixpoints We will also allow simultaneous fix-
points [lfpz

Yi ,yi
.S ](t) where

S =

8>><
>>:

Y1, y1 := gdd(y1) ^ �1(y1, z,Y1, . . . ,Yj, Z)...Yj, y j := gdd(y j) ^ � j(y j, z,Y1, . . . ,Yj, Z)

is a system of mutually defined equations Yi, yi := �i such that
�i 2 GNFP-UP, and Y1, . . . ,Yj occur only positively in �i. Each �i
utilizes the same parameters z, but di↵erent fixpoint variables yi.
Such a system defines a monotone operation on vectors of relations,
and [lfpz

Yi ,yi
.S ](t) expresses that t is a tuple in the i-th component of

the least fixpoint defined by this operation; Yi is the distinguished
goal predicate in [lfpz

Yi ,yi
.S ](t). Allowing simultaneous fixpoints

does not change the expressivity of the logic, since they can be
eliminated in favor of traditional fixpoints [3], with a possible
exponential blow-up in size. However, it is often more convenient
to work directly with these simultaneous fixpoints (see Example 4).

GNFP-UP vs. GNFP A good example to keep in mind is that
GNFP-UP can express the transitive closure of a binary relation R.

Example 1. Suppose R is a binary relation in �. Consider the
following GNFP-UP[�]-formula:

�(x, z) := [lfpz
Y,y . R yz _ 9y0.(Ryy0 ^ Yy0)](x) .

Observe that � has two free variables, the variable x being tested
in the fixpoint and the parameter variable z. The formula �(x, z)

818



expresses that there is some R-path from element x to z, i.e. (x, z) is
in the transitive closure of R.

We can express that x participates in an R-cycle by using the
formula �(x, x).

We cannot express that the structure is strongly R-connected,
since this would require unguarded negation, but we can say ev-
ery pair of guarded elements is R-connected: ¬9xz.(gdd(x, z) ^
¬�(x, z)) 2 GNFP-UP.

The sentence ¬9xz.(�(x, z)^ ¬Rxz)_ (Rxz^ ¬�(x, z)) that says
R is transitively closed is not in GNFP-UP, since we cannot use the
fixpoint relation defined by � as a guard for ¬Rxz.

In LFP, it is always possible to eliminate the use of parame-
ters by increasing the arity of the defined fixpoint predicates and
passing the parameters explicitly in the fixpoint. This is not usually
possible in our context, because the fixpoint variables are required
to be guarded. Indeed, it can be shown that the transitive closure of
a binary relation R cannot be expressed in GNFP (the fragment of
GNFP-UP in which fixpoints do not use any parameters).

Proposition 2. GNFP-UP is strictly more expressive than GNFP,
even over finite structures.

Normal form A conjunctive query (CQ) is 9y. for  a conjunc-
tion of atoms. A union of conjunctive queries (UCQ) is a disjunc-
tion of CQs. Such queries are expressible in GNF. It is helpful to
work with GNFP-UP in a normal form that highlights the fact that
GNFP-UP formulas can be built up from UCQ-shaped formulas us-
ing guarded negation and guarded fixpoints with parameters.

Formally, A normal form GNFP-UP[�] formula � or  is gener-
ated recursively from the following grammars:

� ::=
W

i 9yi.
V

j  i j

 ::= R t | Y t | ↵ ^ ¬� where free(�) ✓ free(↵) |
[lfpz

Ym ,ym
.S ](t)

where t is a tuple of variables or constants, Rt and ↵ are atoms
using a relation in � or =, and S is a system with equations of the
form Y, y := gdd(y) ^ �(y, z,Y, Z), as described earlier.

Any GNFP-UP formula can be converted into normal form in a
canonical way. The width of a GNFP-UP formula is the maximum
number of free variables used in any subformula after the formula is
converted into normal form. We write (GNFP-UP)k[�] for GNFP-UP
formulas of width k.

Other guarded logics with parameters We could consider vari-
ants of other guarded logics with parameters. The unary nega-
tion fixpoint logic with unguarded parameters (UNFP-UP) is the
fragment of GNFP-UP where only formulas with at most one free
variable are negated, and the fixpoint predicates are monadic but
may still carry any number of unguarded parameters. The formula
�(x, z) in Example 1 is in UNFP-UP.

We could also consider GFP-UP, the variant of GFP with param-
eters in the fixpoints, but where these parameters still need to be
guarded if appearing under a quantification (this mimics the way we
have added parameters to GNFP). The formula � in Example 1 is not
in GFP-UP since the quantification in 9y0.(Ryy0^Yy0) is not correctly
guarded: GFP-UP would require something like 9y0.(Gzy0 ^ Yy0),
which includes a guard that covers not only y0 but also the parame-
ter z implicit in the fixpoint predicate Y . However, adding parame-
ters to GFP in this way does not increase expressivity:

Proposition 3. For every answer-guarded GFP-UP formula �, we
can construct in linear time an equivalent GFP formula �0 using
fixpoint predicates of higher arity.

This may explain why parameters were not considered further
in [19, 21]: when they are introduced to GFP in their full power,
it leads to undecidability, and when they are introduced in this

more restrictive way, they do not add any expressive power. This
is in contrast to GNFP, where we can add parameters in a way that
strictly increases expressivity while still retaining decidability.

Organization In Section 3, we give some examples illustrating
the expressive power of GNFP-UP. We also define the parameter
depth, a key measure of how complicated a GNFP-UP formula is.
We then argue in Section 4 that GNFP-UP has tree-like models,
which makes satisfiability and boundedness amenable to tree au-
tomata techniques. The main technical work is described in Sec-
tions 5 and 6 where we describe the automata tools needed for
GNFP-UP. Finally, in Sections 7 and 8, we use this automata ma-
chinery to study static analysis problems like satisfiability and
boundedness.

3. Expressivity examples
In this section, we give some examples showing that GNFP-UP sub-
sumes and extends a wide range of logics. This provides evidence
of its power, and explains some of the good properties of these
previously-studied logics.

In order to help study the power of GNFP-UP, we first define a
way to measure how the parameters are used. Roughly speaking,
the parameter depth is the maximum number of nested parameter
changes. We define pdepthz(⌘) inductively as follows:

pdepthz(R t) = pdepthz(Y t) := 0
pdepthz(↵ ^ ¬�) := pdepthz\free(�)(�)
pdepthz(

W
i 9xi.

V
j  i j) := maxi pi s.t.

pi :=

8>><
>>:

1 +max j pdepthparams( i j)( i j) if 9 j. params( i j) * z
max j pdepthz( i j) otherwise

pdepthz([lfp
z0
Xm ,xm

.S ](t)) :=
8>><
>>:

1 +max� j2S pdepthparams(� j)(� j) if 9 j. params(� j) * z
max� j2S pdepthz(� j) otherwise

.

The parameter depth pdepth(�) for normal form � 2 GNFP-UP is
just pdepthfree(�)(�). For � not necessarily in normal form, we define
it to be the pdepth after converting to normal form.

Observe that a formula that does not use any parameters has
pdepth 0. Even a formula that does use parameters can have pdepth
0 if all of its parameters actually come from free variables of the
formula. This is because parameters like this can be viewed as
constants, since they have a fixed interpretation in any structure.
Because of this, if � 2 GNFP-UP[�] with pdepth(�) = 0 and
params(�) = z, then we can view � as a GNFP formula without
parameters, over the signature � extended with extra constants z.

In general, the pdepth increases when we pass through a sub-
formula that introduces more parameters. This can happen when
passing through existential quantification that introduces a variable
that is later used as a parameter (see the third case in the pdepth def-
inition), or it can happen when passing through a fixpoint definition
that introduces a fixpoint variable that is later used as a parameter
(see the fourth case).

Later, we will see that the parameter depth is the major factor
impacting the complexity of satisfiability testing.

We now give some examples to illustrate the expressivity of
GNFP-UP, and this notion of parameter depth. These examples
are drawn mostly from query languages used in databases and
knowledge representation. Understanding these di↵erent logics and
query languages is not important for understanding the main results
about GNFP-UP (e.g., Theorem 20 and Theorem 24). However,
for readers familiar with some of these previously-studied logics,
they may give some insight into the sort of properties that can be
expressed in GNFP-UP. Indeed, it is interesting to note that many
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of the previously-studied logics described below are low in this
parameter depth hierarchy.

Traditional guarded logics GNFP-UP subsumes all of the previ-
ously mentioned guarded logics (and their fixpoint extensions), in-
cluding GFP sentences, UNFP formulas, and GNFP formulas. Unsur-
prisingly, these traditional guarded logics without parameters can
be expressed as GNFP-UP formulas of pdepth 0.

Navigational queries There are a number of languages for navi-
gational queries in graph databases, where the signature � consists
only of binary and unary relations. For these languages, a regu-
lar expression E over symbols R,R� coming from binary relations
R 2 � can be seen as defining a navigation relation that holds for
(x, y) exactly when there is some path between x and y matching E.
A conjunctive 2-way regular path query (C2RPQ) [13] is just a CQ
over such expressions.

Example 4. Consider some C2RPQ over signature �. Let ⌃ :=
{R,R� : R is a binary relation in �}.

Given a regular expression E over ⌃, we can capture the
navigation relation defined by it using a GNFP-UP formula E0.
We start with a finite state automaton A = h⌃,Q, q0,�, Fi for
E and write a GNFP-UP[�] formula with simultaneous fixpoints
E0(x, y) := [lfpy

X0 ,x
. S ](x) which has a second-order variable Xi

for each state qi 2 Q, and the equation for the i-th component Xi, xi
in S captures the possible transitions from state qi:

_

(qi ,T,q j)2�
9z.(�T (xi, z) ^ Xj z) _

(
xi = y if i 2 F
? if i < F

where �T (xi, z) is Rxiz if T = R and Rzxi if T = R�.
Once we have E0 in GNFP-UP for each regular expression E

appearing in the C2RPQ, it is easy to translate into GNFP-UP by
replacing each E(x, y) in the C2RPQ by E0(x, y). These GNFP-UP
formulas have parameter depth 1: the GNFP-UP formula E0(x, y)
for each regular expression predicate E(x, y) has pdepth 0; when
these are substituted in the CQ, the resulting formula has pdepth
at most 1 since the existential quantification may be introducing
variables that are used as parameters in the inner formulas. GNFP-
UP can also express unions of C2RPQs.

We can in fact replace regular expressions in C2RPQs by a vari-
ant of propositional dynamic logic (PDL). PDL consists of programs
(defining binary relations within a labeled graph) and tests (defin-
ing unary relations within a graph) defined by mutual recursion.
Programs contain all binary relation symbols and are closed under
concatenation, union, and Kleene star. Tests contain all unary rela-
tion symbols and are closed under boolean operations. Given a test
t, we can define a program t? that returns pairs (x, x) such that x is
in the unary relation defined by t, and given a program P we can
form a test hPi, defining a relation consisting of pairs (u, u) such
that there exists v with (u, v) in the language described by P. We let
CQPDL denote the language of conjunctive queries where binary re-
lations can be PDL programs. Clearly this subsumes C2RPQs, and it
also subsumes extensions defined in the description logic literature
[9]. If P is restricted to be a traditional regular expression, then the
corresponding GNFP-UP formula for hPi has pdepth at most 1. By
writing expressions with more complicated nesting of these tests,
however, these formulas can reach higher parameter depth levels.

Fragments of Datalog Datalog is a syntax for expressing the
negation-free fragment of least fixpoint logic. It is heavily used to
express database queries that involve some form of recursion. We
argue that all the previously-defined fragments of Datalog that have
decidable static analysis problems are contained in GNFP-UP.

Formally, a Datalog query is specified by

⇧ = hEDB⇧, IDB⇧,Rules⇧, goali

where the extensional predicates EDB⇧ and intensional predicates
IDB⇧ are disjoint sets, Rules⇧ consists of formulas of the form
R(x1 . . . xn)   (xy) where R is an IDB predicate and  is a con-
junction of atoms, and goal is a distinguished member of IDB⇧.
Given some structure A we can evaluate goal in the structure ob-
tained from A by firing the rules of ⇧ until a fixpoint has been
reached. For a structure A and query ⇧ we let ⇧(A) be the value
of the predicate goal so obtained. A boolean Datalog query is one
where the goal predicate is 0-ary, and hence the query defines a
boolean function on input structures.

Monadic Datalog restricts the IDBs to have arity 1. In this
case, it is possible to express the query using a UNFP formula
with simultaneous fixpoints without parameters. Frontier-guarded
Datalog allows the use of intensional predicates with unrestricted
arities, but for each rule R(x1 . . . xn)  (xy), the variables x1 . . . xn
in the head of the rule, must appear in a single EDB atom appearing
in the body  . This subsumes monadic Datalog, since the single
head variable in the monadic Datalog rules can be trivially guarded.
Frontier-guarded Datalog can be expressed in GNFP. No parameters
are necessary, so the parameter depth is 0.

The flag and check queries introduced in [12, 26] are based
on fragments of Datalog queries that have been shown to have
decidable analysis problems.

One family consists of the monadically defined queries (MQs).
These are of the form 9y.⇧ where ⇧ is a Monadic Datalog query,
the goal predicate is nullary, and the rules use special symbols z.
The answers to the query are (projections of) assignments to the
special symbols for which the corresponding Monadic Datalog
query evaluates to true. The idea is that the special symbols serve
as flags for potential answers to the query, and the Datalog query
checks if the flags mark actual answers.

Example 5 (based on [12]). The transitive closure of a binary
relation R can be expressed by the MQ⇧ with special symbols z1, z2
where ⇧ is

U(y) R z1y U(y) Ux ^ R xy hit() Uz2 .

The answer to the query would consist of all pairs (a1, a2) for which
the rules imply hit under the standard Datalog semantics, when
interpreting z1 as a1 and z2 as a2.

In UNFP-UP, this is  (z1, z2) := [lfpz1 ,z2
hit,; .S ]() where

S :=
(

U, y := R z1y _ 9x.(Ux ^ R xy)
hit, ; := Uz2

Notice that the special symbols become parameters. Because hit
is a nullary predicate, the fixpoint is nullary too. It expresses the
same property as the formula in Example 1, but is written in an
alternative way that mimics the MQ. It has parameter depth 0.

We can translate an arbitrary MQ 9y.⇧ with special symbols z
using a similar method: the monadic Datalog query becomes a si-
multaneous fixpoint  0 in GNFP-UP, with the special symbols z as
parameters, and the special nullary hit predicate as the goal pred-
icate. The MQ itself can then be written in GNFP-UP as 9y. 0(z).
The resulting formula has pdepth at most 1, since  0(z) has pdepth
0, and 9y. 0(z) may project some of the parameters (the previous
example only has pdepth 0 because there is no such projection).

In [26], they also consider a nested version of these flag and
check queries. An m-nested MQ is one where the monadic Datalog
query is allowed to use predicates defined by (m � 1)-nested MQs
in the rule bodies (but these predicates cannot be used as guards);
a 1-nested MQ is just the MQ defined above. In general, we can
translate an m-nested MQ query into a GNFP-UP formula of pdepth
at most m. [12] defines other variants of flag and check queries; all
of them can be similarly captured in GNFP-UP.
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A Datalog query ⇧1 is contained in a Datalog query ⇧2 if for all
input structures A, ⇧1(A) ✓ ⇧2(A). Similarly given a sentence � in
some logic, we say Datalog query ⇧1 is contained in ⇧2 relative to
� if ⇧1(A) ✓ ⇧2(A) for all A satisfying �. GNFP-UP can express the
Datalog queries in the fragments above. Moreover, since it is closed
under boolean combinations for sentences, it can also express con-
tainment of two boolean queries within each fragment, and contain-
ment relative to sentences � that are expressible in GNFP-UP.

Transitive closure logic The extension of FO with a transitive clo-
sure operator (rather than a full fixpoint operator) was introduced
in [23] and has been studied extensively. In a similar vein, we can
consider GNF extended with a (guarded) transitive closure operator
which we denote GNF(TC). The idea is to add to GNF the following
formula building rule: if �(x, y) 2 GNF(TC) for m-tuples x and y,
then [TCx,y . gdd(x) ^ �(x, y)](u, v) is a formula in GNF(TC). The
intended meaning is that u and v are guarded (in the original sig-
nature) and (u, v) is in the reflexive transitive closure of the binary
relation on m-tuples defined by gdd(x) ^ �(x, y).

Example 1 is 9x0.(Rxx0 ^ [TCy,y0 . Ryy0](x0, z)) (the guardedness
predicate is omitted since singletons are trivially guarded). CQPDL,
and hence C2RPQs, can also be expressed in GNF(TC).

It is straightforward to check that every GNF(TC) formula can be
translated in polynomial time to an equivalent GNFP-UP formula,
and that such formulas can reach arbitrary pdepth levels.

Why GNFP-UP? The previous examples serve to illustrate the va-
riety of logics that GNFP-UP subsumes. GNFP-UP is useful because
it serves as a unifying logic for all of these di↵erent formalisms that
have some recursive nature.

A major advantage of GNFP-UP over the Datalog-based lan-
guages is that the logic has some form of negation. Not only does
the presence of negation increase the expressivity of the queries that
can be written in this language, but it also means that we can ex-
press directly query containment problems in this language, which
was not possible in many of these earlier formalisms.

Despite the increased expressivity, we will show that GNFP-UP
still has many useful model theoretic and computational properties,
including decidable satisfiability and boundedness.

4. Tree-like models and tree encodings
Although GNFP-UP fails to have the finite model property (since
it embeds the 2-way µ-calculus), it does have the tree-like model
property. This says that if there is a model, then there is a model
with a tree decomposition of some bounded tree width. A tree
decomposition of a structure A is a tree labelled with atomic facts
of A such that every atom is present in some label, and for each
a 2 dom(A), the set of nodes (often called bags) that mention a
form a connected part of the tree. The decomposition has tree-width
w�1 if the number of elements represented in each bag is at most w.

Proposition 6. Every satisfiable (GNFP-UP)k[�] sentence has a
model of tree-width at most k + |const(�)| � 1.

The proof uses a standard technique, involving an unravelling
based on a notion of guarded negation bisimulation.

The first route to deciding satisfiability relies on the tree-like
model property of Proposition 6 along with the fact that GNFP-
UP can be expressed in a fragment of second-order logic called
guarded second-order logic (GSO) in which second-order quan-
tification is interpreted only over guarded relations, i.e. relations
where every tuple is guarded by some atom in the base signature.

Proposition 7. Given � 2 GNFP-UP[�], we can construct an
equivalent �0 2 GSO[�] in linear time.

Corollary 8. Satisfiability for GNFP-UP is decidable.

Proof. GNFP-UP embeds in GSO by Proposition 7 and has bounded
tree-width by Proposition 6. Using [21], GSO can be translated into
an equivalent MSO formula (over encodings of the tree-like models)
which is decidable by [25]. ⇤

This is the easiest route to showing decidability of GNFP-UP, but
it is not good for extracting complexity bounds. We next show how
to make direct use of the tree-like model property and a translation
taking a formula in the logic to tree automata that represent tree-like
models of the formula, to determine more precisely the complexity
of satisfiability and boundedness for GNFP-UP.

Coding structures Structures of bounded tree-width can be en-
coded as trees over a finite alphabet that depends only on the sig-
nature and the tree-width. Fix some signature � and some width
k 2 N. Let Uk be a set of size 2(k + |const(�)|). We refer to these as
“names”, as they name elements coded in a node. The signature �̃k
for the encodings is defined as follows.
• For all a 2 Uk, there is a unary relation Da 2 �̃k which indicates

that a is a name for an element in the bag.
• For every relation R 2 � of arity n and every n-tuple a 2 Un

k ,
there is a unary relation Ra 2 �̃k, which indicates that R holds
for the tuple of elements indexed by a.
• For every constant z 2 � and c 2 Uk, there are unary relations

Vc/z which indicate that z is interpreted by the element named
by c in the given bag.
Tree decompositions and the corresponding encodings can gen-

erally have unbounded (possibly infinite) degree. We apply the first-
child, next-sibling transformation (based on an arbitrary ordering
of the children) to the standard encoding, so that we can use binary
trees for our encodings. This transformation takes a tree with ar-
bitrary branching degree and constructs a binary tree as follows: it
maps the root of the original tree to the root of a new binary tree;
then, starting from the root, each node’s leftmost child in the orig-
inal tree is mapped to its left child in the binary tree, and its next
sibling to the right in the original tree is mapped to its right child.

Hence, for our binary tree encodings, a node u can be identified
by a word in {0, 1}⇤, and the biological children of u are the nodes
u01⇤ (these are the nodes that would have been children of u in
the tree decomposition before the first-child next-sibling transfor-
mation). The biological parent of v , ✏ is the unique u such that
v 2 u01⇤. A biological neighbor is a biological child or biological
parent. For these binary tree encodings, we also add to �̃k unary
predicates Pi for i 2 {0, 1} which indicate the node is the i-th child
of its parent.

This transformation to a binary tree encoding is essential in cer-
tain automaton constructions (e.g. Theorem 13) when the automa-
ton needs to record in its state the direction it came from. From now
on, we use �̃k-tree to refer to an infinite full binary tree over �̃k.

Decoding structures If a �̃k-tree satisfies certain consistency
properties, then it can be decoded into a �-structure that has tree-
width k + |const(�)| � 1.

Let names(v) := {a 2 Uk : Da v} denote the set of names used
for elements in bag v.

A consistent �̃k-tree is a �̃k-tree such that every node v satisfies
• |names(v)|  k + |const(�)|;
• for all Ra 2 �̃k, if Ra v then a ✓ names(v);
• Piv holds i↵ v is the i-th child of its parent;
• for all constants z 2 �, there is exactly one node w and one

c 2 names(w) such that Vc/z w.
Given a consistent tree T , we say nodes u and v are a-connected

if there is a sequence of nodes u = w0,w1, . . . ,wj = v such
that wi+1 is a biological neighbor of wi, and a 2 names(wi) for
all i 2 {0, . . . , j}. We write [v, a] for the equivalence class of a-
connected nodes of v. For a = a1 . . . an, we often abuse notation
and write [v, a] for the tuple [v, a1], . . . , [v, an]
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The decoding of T is the �-structure D(T ) with universe
{[v, a] : v 2 dom(T ) and a 2 names(v)} such that for each constant
z, we have zD(T ) := [v, c] for the unique v, c such that Vc/z v holds,
and for each relation R, we have RD(T )([v1, a1], . . . , [v j, aj]) i↵ there
is w 2 dom(T ) such that Raw holds and [w, ai] = [vi, ai] for all i.

Free variables For formulas with free variables, the trees are
extended with additional information about the valuations for these
free variables. These trees use an extended signature where for
each free first-order variable z and each c 2 Uk, we introduce a
predicate Vc/z, and for each second-order variable Z of arity n and
each a 2 Un

k , we introduce a predicate Za. We refer to these as free
variable markers or encodings of valuations for free variables.

We write z! for the sets of predicates associated with z. For a
set of free variables z = {z1 . . . zn}, we write z! for z1

! [ · · ·[ zn
!.

We sometimes abuse notation and write z! for both the predicates
and the valuation of those predicates. Similar conventions apply to
the free second-order variables.

Given a �̃k-tree T , we write (T , z!, Z!) for a tree over the sig-
nature �̃k[z![Z!. We abuse the terminology and say (T , z!, Z!)
is a consistent �̃k-tree if T is a consistent �̃k-tree, and for each
z 2 z!, there is exactly one v and one c 2 names(v) such that Vc/z v
holds, and for each Za 2 Z!, if Zav then a ✓ names(v).

5. Automata tools
We make use of automata running on infinite binary trees. In this
section, we briefly recall some definitions and properties (please
consult, e.g., [24, 29] for more information). We will need to use
2-way automata that can move both up and down as they process
the tree, so we highlight some less familiar properties about the
relationship between 2-way and 1-way versions of these automata.

Trees The input structures are infinite full binary trees T over
a finite set of propositions ⌃. In other words, these are structures
over a signature with binary relations for the left and right child
relation, and unary relations for the propositions. We also assume
there are propositions indicating whether each node is a left child,
right child, or the root. We write T (v) for the set of propositions
that hold at node v.

Tree automata An alternating parity tree automatonA is a tuple
h⌃,Q, q0, �,⌦i where ⌃ is a finite set of propositions, Q is a finite
set of states, q0 2 Q is the initial state, � : Q⇥P(⌃)! B+(Dir⇥Q)
is the transition function with directions Dir ✓ {l, r, "}, and ⌦ :
Q! P is the priority function with a finite set of priorities P ✓ N.

The transition function maps a state and input letter to a positive
boolean formula over propositions Dir ⇥ Q, denoted B+(Dir ⇥ Q).
This formula indicates possible next moves for the automaton. We
can assume that these formulas are written in disjunctive normal
form. Running the automaton A on some input tree T is best
thought of in terms of an acceptance game. Positions in the game
are of the form (q, v) 2 Q⇥ dom(T ). In position (q, v), Eve chooses
a disjunct ✓ in �(q,T (v)). Then Adam chooses a conjunct (d, q0)
in ✓ and the game continues from position (q0, v0), where v0 is the
node in direction d from v. In other words, the disjunct ✓ chosen
by Eve specifies the possible copies of the automaton that could be
launched by Adam from v or a neighbor of v.

A play (q0, v0)(q1, v1) . . . in the game is winning for Eve if
it satisfies the parity condition: the maximum priority occurring
infinitely often in ⌦(q0)⌦(q1) . . . is even. A strategy for Eve is a
function that given the history of the play and the current position
in the game, determines Eve’s choice in the game. Note that we
allow the automaton to be started from arbitrary positions v0 in the
tree, rather than just the root; we will often indicate this by saying
that the automaton is launched from v0. We say that A accepts T
starting from v0 if Eve has a strategy such that all plays consistent

with the strategy starting from (q0, v0) are winning. L(A) denotes
the language of trees accepted byA starting from the root.

A 1-way alternating automaton is an automaton that uses only
directions l and r. A (1-way) nondeterministic automaton is a
1-way alternating automaton such that every transition function
formula is of the form

W
i (l, qi

l) ^ (r, qi
r).

Closure properties We recall some closure properties of these
automata (omitting the standard proofs).

First, the automata that we are using are closed under union and
intersection (of their languages).

Proposition 9. 2-way alternating parity tree automata and 1-way
nondeterministic parity tree automata are closed under union and
intersection, with only a polynomial blow-up in the number of
states and overall size.

For example, this means that if we are given 2-way alternating
parity tree automata A1 and A2, then we can construct in PTime
a 2-way alternating parity tree automaton A such that L(A) =
L(A1) \ L(A2). In automaton constructions, when we say, e.g.,
“take the intersection ofA1 andA2”, we mean take this automaton
A such that L(A) = L(A1) \ L(A2).

Another important language operation is projection. Let L0 be a
language of trees over propositions ⌃ [ {P}. The projection of L0
with respect to P is the language of trees T over ⌃ such that there
is some T 0 2 L0 such that T and T 0 agree on all propositions in ⌃.
Projection is easy for nondeterministic automata since the valuation
for the projected proposition can be guessed by Eve.

Proposition 10. 1-way nondeterministic parity tree automata are
closed under projection, with no change in the number of states and
overall size.

Finally, complementation is easy for alternating automata by
taking the dual automaton, obtained by switching conjunctions and
disjunctions in the transition function, and incrementing all of the
priorities by one.

Proposition 11. 2-way alternating parity tree automata are closed
under complementation, with no change in the number of states and
overall size.

Connections between 2-way and 1-way automata It was shown
by Vardi [30] that 2-way alternating parity tree automata can be
converted to equivalent 1-way nondeterministic automata, with an
exponential blow-up.

Theorem 12 ([30]). Let A be a 2-way alternating parity tree
automaton. We can construct a 1-way nondeterministic parity tree
automaton A0 such that L(A) = L(A0). The number of states of
A0 is exponential in the number of states of A, but the number of
priorities ofA0 is linear in the number of priorities ofA.

1-way nondeterministic tree automata can be seen as a special
case of 2-way alternating automata, so the previous theorem shows
that 1-way nondeterministic and 2-way alternating parity automata
are equivalent, in terms of their ability to recognize trees starting
from the root.

We need another conversion from 1-way nondeterministic to 2-
way alternating automata that we call localization. This is the pro-
cess by which a 1-way nondeterministic automaton that is running
on trees with extra information about some predicate annotated on
the tree is converted to an equivalent 2-way alternating automaton
that operates on trees without these annotations, but under the as-
sumption that these predicates hold only locally at the position the
2-way automaton is launched from. A similar localization idea is
present in prior work (see, e.g., [10, 12]).

Theorem 13. Let ⌃0 := ⌃ [ {P1, . . . , Pj}. Let A0 be a 1-way
nondeterministic parity automaton on ⌃0-trees. We can construct
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a 2-way alternating parity automaton A on ⌃-trees such that for
all ⌃-trees T and v 2 dom(T ),

A0 accepts T 0 from the root i↵ A accepts T from v,

where T 0 is the ⌃0-tree obtained from T by setting PT 01 = · · · =
PT 0j = {v}. The number of states of A is linear in the number of
states ofA0, and the overall size is linear in the size ofA0.
Proof sketch. A simulates A0 by guessing in a backwards fashion
an initial part of a run ofA0 on the path from v to the root and then
processing the rest of the tree in a normal downwards fashion. The
subtlety is that the automatonA is reading a tree without valuations
for P1, . . . , Pj so once the automaton leaves node v, if it were to
cross this position again, it would be unable to correctly simulate
A0. To avoid this, we only send downwards copies of the automaton
in directions that are not on the path from the root to v. ⇤

We remark that this construction can be adapted for an alternat-
ing parity automaton as input, but A is exponential in the size of
the input automatonA0, rather than linear.

Emptiness testing Finally, we make use of the well-known fact
that language emptiness of tree automata is decidable.

Theorem 14 ([16],[30]). For 1-way nondeterministic parity tree
automata, emptiness is decidable in time polynomial in the number
of states and exponential in the number of priorities. For 2-way
alternating parity automata, it is decidable in time exponential in
the number of states and priorities.

6. Automata for GNFP-UP
In this section, we construct automata for ✓ in GNFP-UP[�]. Before
we give some details of the construction, it is helpful to consider
how automata can be used to analyze fixpoints.

Using localized automata for fixpoints Testing whether some
tuple t is in the least fixpoint [lfpz

Y,y . �] in some structure A and
for some fixed valuation of the parameters (and any other free
variables) can be viewed as a game. Positions in this game consist
of the current tuple y being tested in the fixpoint, with the initial
position being t. In general, in position y, one round of the game
consists of the following:
• Eve chooses some valuation for Y such that �(y,Y) holds (if it

is not possible, she loses), then
• Adam chooses tuple y0 2 Y (if it is not possible, he loses), and

the game proceeds to the next round in position y0.
Adam wins if the game continues forever.

The idea is that if t is really in the least fixpoint, then it must
be added in some fixpoint approximant. This gives Eve a strategy
for choosing Y at each stage in the game, in such a way that after
finitely many challenges by Adam, she should be able to guess the
empty valuation.

When the fixpoint can consist of only guarded tuples, there
is a version of this game on a tree encoding T of a structure,
that can be implemented using tree automata. We start with an
automaton A� for the body � of the fixpoint. In fact, we start with
localized versions of this automaton because we need to launch
di↵erent versions based on Adam’s challenges. A local assignment
b/y for b = b1 . . . bn 2 Un

k and y = y1 . . . yn is a mapping such
that yi 7! bi. A node v in T with b ✓ names(v) and a local
assignment b/y, specifies a valuation for y!. We say it is local
since the free variable markers for y would all appear locally in
v. If we have an automaton A running on trees with free variable
markers for y, we say that we localize A to b/y if we apply the
localization theorem (Theorem 13) to the predicates Vbi/yi , and then
eliminate the dependence on any other Vc/yi for c , bi by always

assuming these predicates do not hold. This results in an automaton
that simulates A under the assumption that the free variables y
correspond to the elements [v, b], but it no longer relies on free
variable markers for y. These localized automata are important
because they can be launched to test that a tuple of elements that
appear together in a node satisfy some property — without having
the markers for this tuple explicitly written on the tree.

We now describe the version of the fixpoint game using local-
ized automata. Initially, Eve navigates to a node in T carrying t,
and launches the appropriate localized A� from there. In general,
the game proceeds as follows:
• Eve and Adam simulate some localized version of A�. During

the simulation Eve can guess a valuation for Y (recall that A�
runs on trees with an annotation describing the valuation for the
second-order variable Y , and that information is missing from
T ). Because Y can only contain guarded tuples, this amounts to
guessing an annotation of the tree with this valuation.
• When Eve guesses some y0 2 Y , Adam can either continue

the simulation, or challenge her on this assertion. A challenge
corresponds to launching a new localized copy of A� from the
node carrying y0 (again, we know that y0 must be present locally
in a node, since any tuple in the fixpoint must be guarded).

After each challenge, the game continues as before (with the new
copy of A� being simulated, Eve guessing a new valuation for Y ,
etc.). Adam wins if he challenges infinitely often, or if the game
stabilizes in some simulation ofA� where he wins.

Assuming we have localized automata for �, we can implement
this game using a 2-way alternating parity automaton. We assign
a large odd priority (larger than the priorities in A�) to the states
where Adam challenges, so that he wins if he is able to challenge
infinitely many times; the other priorities are just inherited from
A�. Simultaneous fixpoints can be handled in a similar way.

In order to analyze the fixpoints like this, our inductive automa-
ton construction must produce 2-way localized automata at each
stage — if we did not, then each time we reached a fixpoint and
needed localized automata for the body of the fixpoint, we would
get an exponential blow-up. For GFP and GNFP, we can define di-
rectly the localized versions of the automata using a state set of
size at most singly exponential in the size of the input formula.
However, by adding parameters in GNFP-UP, this direct definition
of a localized version becomes more challenging. We are forced
to construct non-localized automata at some points — namely, for
subformulas that introduce new parameters — and then apply The-
orems 12 and 13, resulting in an exponential blow-up. The param-
eter depth is a measure of how many of these blow-ups occur.

Construction We now describe more details of the construction
of an automaton for normal form ✓ 2 GNFP-UP[�]. First, it is
straightforward to construct an automaton that checks consistency:

Proposition 15. There is a 2-way alternating parity tree automa-
ton C that checks whether or not a �̃k-tree (possibly extended with
additional free variable markers for z and Z) is consistent. The size
of C is at most exponential in (|�| + |z| + |Z|) · |Uk |k.

Hence, we can concentrate on defining an automaton for ✓
that runs on consistent trees and accepts i↵ the decoding of the
consistent input tree actually satisfies ✓.

The main theorem states that the size of the automaton for ✓ is a
tower of exponentials whose height depends on the pdepth. Given a
function f , we write expn

f (m) for a tower of exponentials of height n

based on f , i.e. exp0
f (m) = m and expn

f (m) = 2 f (expn�1
f (m)).

Theorem 16. For normal form ✓ 2 (GNFP-UP)k[�] with
pdepth(✓) � 1, we can construct a 2-way alternating parity tree
automatonA✓ such that for all consistent �̃k-trees T ,D(T ) |= ✓ i↵
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T 2 L(A✓), and the size ofA✓ is at most (pdepth(✓)+1)-exponential
in |✓|.

More precisely, there is a polynomial function f independent of
✓ such that the size is at most exppdepth(✓)

f ( f (m) ·2 f (klr)) where m = |✓|,
l = |const(�)|, and r = rankCQ(�) (see definitions below).

For brevity, in this theorem and in the remainder of the paper, we
usually give only bounds on the output size, not the running time
of the algorithms. However the proofs will show that the worst-
case running time is bounded by a polynomial in the output size,
i.e. the running time of Theorem 16 is (pdepth(✓)+1)-ExpTime. We
emphasize that this means that for fixed pdepth, the construction
can be done in elementary time.

The main factor a↵ecting the output size is the pdepth, since this
determines the height of the tower of exponentials. However, for
more precise bounds, the other factors a↵ecting the size are the size
of the formula ✓, the width k, the number of constants in �, and the
CQ-rank (the maximum number of conjuncts  i in any CQ-shaped
subformula 9x.

V
i  i for non-empty x).

The proof of Theorem 16 is by induction on |✓|, and constructs
localized 2-way automata for subformulas of ✓. For GNFP subfor-
mulas, it is known from [8] how to construct 2-way automata:1

Lemma 17 ([8]). Let  (y, Z) 2 GNFPk[�0] in normal form. Then
for every local assignment b/y, we can construct a 2-way alternat-
ing parity tree automatonAb/y

 such that for all consistent �̃0k-trees
(T , Z!) and for all nodes w 2 dom(T ) with b ✓ names(w),

D(T ), [w, b], Z |=  i↵ Ab/y
 accepts (T , Z!) from w.

There is a polynomial function f independent of  such that the
number of states for all such localized automata is at most N :=
f (m) · 2 f (klr) where m = | |, l = |const(�0)|, and r = rankCQ( ). The
number of priorities in each automaton is linear in | |. The overall
size is at most exponential in |�0| · N.

We use these automata for GNFP as building blocks for our
GNFP-UP construction. Recall that pdepth 0 formulas can always
be viewed as GNFP formulas. We can also transform parts of the
formula into GNFP formulas over a slightly di↵erent signature.

For this purpose, given  2 (GNFP-UP)k[�] with params( ) ✓ z,
define the augmented signature �z, to be the signature � together
with additional constants z 2 z and subformula predicates F⌘ for
subformulas ⌘ with params(⌘) ✓ z. For such ⌘, the arity of F⌘ is
usually |free(⌘) \ params(⌘)|; in the special case that ⌘ is a fixpoint
formula, then the arity of F⌘ is the arity of this fixpoint predicate.
Then we can transform the outer part of a GNFP-UP formula to a
GNFP formula over this augmented signature. We can only perform
this transformation on the outer part of the formula that uses the
same set of parameters. Consider ⌘ 2 (GNFP-UP)k[�] with free(⌘) ✓
yz and params(⌘) ✓ z. We define transformz(⌘) 2 GNFPk[�z,⌘]
inductively as follows:

transformz(R t) := R t transformz(Y t) := Y t
transformz(↵ ^ ¬�) := ↵ ^ ¬transformz\free(�)(�)

transformz([lfpz0
X,x .S ](t)) :=

8>><
>>:

F[lfpz0
X,x .S ](t) t if there is � j 2 S with params(� j) * z

[lfpX,x .S 0](t) o.w.
where S 0 is the result of applying transformz to each � j 2 S

transformz(
W

i 9xi.
V

j  i j) :=
(

FWi 9xi .
V

j  i j y if there is i, j such that params( i j) * zW
i 9xi.

V
j transformz\free( i j)( i j) o.w.

1 [8] used a di↵erent encoding of the tree-like models, but the adaptation to
the encoding here requires only minor technical changes.

The GNFP formula obtained using this transformation is “equiv-
alent” to the GNFP-UP formula, under the assumption that the addi-
tional predicates in the augmented signature are interpreted in the
expected way. It does not increase the width, CQ-rank, or the size
of the formula.

If the transformation applied to ⌘ only introduces F⌘0 for strict
subformulas ⌘0 of ⌘, then we say the transformation is helpful. In
a helpful transformation, all occurrences of these new predicates
F⌘0 appear under a guard of free(⌘0) \ params(⌘0). Another way to
understand the parameter depth is to say that the parameter depth
measures the number of unhelpful breakpoints we reach as we try
to transform the entire formula using this operation.

The main idea in the construction, described in Lemma 18 be-
low, is to transform the outer part of the formula into a GNFP for-
mula. If the transformation is helpful, we can then use the GNFP
automaton for the outer part of the formula, and plug in inductively
defined automata checking the subformulas. When this is not possi-
ble, we must use di↵erent techniques which result in an exponential
blow-up at these stages.

Lemma 18. Let �(y, z, Z) be a subformula of ✓ 2 (GNFP-UP)k[�]
with params(�) ✓ z. For each local assignment b/y, we can con-
struct a 2-way alternating parity tree automaton Bb/y

� such that for
all consistent �̃k-trees (T , z!, Z!) and for all nodes w 2 dom(T )
with b ✓ names(w),

D(T ), [w, b], z, Z |= � i↵ Bb/y
� accepts (T , z!, Z!) from w.

For pdepthz(�) � 1, there is a polynomial function f independent
of � such that the size of all such localized automata is at most
exppdepthz(�)

f ( f (mn) · 2 f (klr)) where m = |�|, n = |�|, l = |const(�)|,
and r = rankCQ(�). The number of priorities is linear in |�|. For
pdepthz(�) = 0, the bounds match Lemma 17.

Proof sketch. The proof is by induction on |�|.
Assume �0 := transformz(�) is helpful. This always holds for

the smallest (atomic) formulas, so this covers the base of the in-
duction. We construct Bb/y

� to simulate the automaton Ab/y
�0 from

Lemma 17, while allowing Eve to guess valuations for the F⌘ re-
lations from �0. Since �0 is helpful, we know that every F⌘ rela-
tion in �0 is for some formula ⌘ that is strictly smaller than �, and
hence the inductive hypothesis ensures there is a corresponding au-
tomaton for every suitable local assignment. During the simulation
of Ab/y

�0 , if Eve asserts F⌘(x) a at w for some a ✓ names(w), then
Adam can challenge this by launching the localized automaton for
the intersection of Ba/x

⌘(x) and Ba/x
gdd(x) from w; likewise, if Eve does

not assert F⌘(x) a at w for some a ✓ names(w), then Adam can chal-
lenge this by launching the localized automaton for the dual of the
intersection of Ba/x

⌘(x) and Ba/x
gdd(x) from w. Correctness follows from

Lemma 17, and the fact that the inductive hypothesis ensures the
subautomata for F⌘ in �0 are correct. There is no exponential blow-
up in this case.

Next, assume that �0 := transformz(�) is unhelpful. There are
two possible cases.

The first case is when � is a UCQ-shaped formula
W

i 9xi.
V

j  i j
where variables from some xi are used as parameters in

V
j  i j. To

start, we consider each CQ-shaped formula separately, so fix some
9xi.
V

j  i j. We use the inductive hypothesis to obtain 2-way alter-
nating automata for each conjunct  i j, using the empty local as-
signment. This is possible since the size of these conjuncts must be
strictly less than the size of �. Because we are using the empty local
assignment, these automata operate on trees with markers for all of
the free variables: xi[ y[ z. Take the intersection of these automata
using Proposition 9. Then take the intersection with the automaton
from Proposition 15 checking consistency. This yields a 2-way al-
ternating automaton corresponding to

V
j  i j. We then convert this
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automaton to a nondeterministic version using Theorem 12 and
project away the information about xi using Proposition 10. This
yields an equivalent (1-way) nondeterministic parity automaton for
the CQ. Next, we localize this automaton to the desired variables
y using Theorem 13. Finally, to construct the automaton Bb/y

� , we
take the union of the individual CQ automata using Proposition 9.
The conversion from a 2-way alternating automaton to a nondeter-
ministic automaton is the costly step in this process, resulting in an
exponential blow-up. This matches the claimed size bound since
pdepth( i j) < pdepthz(�).

The second case is when � is a fixpoint formula where fix-
point variables are used as parameters in the body of the fixpoint.
Suppose it is of the form [lfpz0

X,x . gdd(x) ^ �(xz0, XZ)](t) where
params(�)\x , ;, so params(�) * z; the construction is similar for
a simultaneous fixpoint. The formula � in the body of the fixpoint
is strictly smaller, so we can apply the inductive hypothesis to get
an automaton for this part. We want this automaton to be localized
to x so we can test for tuples in the fixpoint by launching copies
of the automaton for some local assignment. However, the induc-
tive hypothesis does not directly yield this, since some variables
from x are used as parameters. Hence, we must use the inductive
hypothesis to get a 2-way automaton for B;/;�0 , apply Theorem 12
to get an equivalent 1-way nondeterministic automaton (resulting
in an exponential blow-up), and then localize to some a/x using
Theorem 13. Once we have these localized automata Ba/x

� for the
body of the fixpoint, we can construct an automaton that captures
the fixpoint game described at the beginning of this section. ⇤

Theorem 16 easily follows from this lemma.
Using exactly the same conversion rules from [5], it can be

shown that an arbitrary GNFP-UP sentence ✓0 can be converted to
an equivalent normal form ✓ with size exponential in |✓|, but width
and CQ-rank linear in |✓|. Hence, we have the following corollary.

Corollary 19. For ✓0 2 GNFP-UP[�] (not necessarily in normal
form), we can construct an automaton A✓0 of (pdepth(✓0) + 1)-
exponential size.

7. Satisfiability and containment
Because of the tree-like model property for GNFP-UP, we can use
the automaton construction and ExpTime emptiness testing (Theo-
rem 14) to decide satisfiability of GNFP-UP.

Theorem 20. Satisfiability for ✓ 2 GNFP-UP is decidable in
(pdepth(✓) + 2)-ExpTime.

Applications We can apply Theorem 20 to obtain results about
the query languages described in Section 3: e.g., containment of m-
nested MQs is in (m + 2)-ExpTime. This result was known already
from [12]. However, an advantage of this GNFP-UP framework is
that we can introduce additional features such as relativizing the
results to sentences in our logics, without a↵ecting the complexity.

Corollary 21. Containment of m-nested MQs relative to boolean
frontier-guarded Datalog queries (or any boolean queries translat-
able to GNFP in PTime) is decidable in (m + 2)-ExpTime.

We can extend our approach to even allow some unguarded
logics on the left-hand side of the containment (as is done in [12],
which considers only unrelativized containment).

Corollary 22. Containment of a Datalog query in an m-nested MQ
is in (m + 2)-ExpTime, even relative to a boolean frontier-guarded
Datalog query or a GNFP sentence.

We can also derive results about satisfiability of CQPDL with
respect to GNFP sentences. Although CQPDL can reach arbitrary
pdepth levels, we can construct an equi-satisfiable formula of low

pdepth. This yields the following new result, extending results
about (nested) C2RPQs from [9].

Corollary 23. Satisfiability of CQPDL sentences (or boolean com-
binations of CQPDL sentences and GNFP sentences) is decidable in
2-ExpTime.

Lower bounds This connection with flag and check queries also
demonstrates that our general (m + 2)-ExpTime bound on satisfi-
ability for GNFP-UP formulas of pdepth m is optimal, since con-
tainment of boolean Datalog queries in m-nested MQs is actually
(m + 2)-ExpTime hard [12].

8. Extending to boundedness
Thus far, we have concentrated on showing that satisfiability is
decidable for GNFP-UP, using techniques based on automata. In this
section, we point out that we can extend this automata machinery
to help answer additional questions like boundedness.

The boundedness problem for a logic L over � asks:

Given a formula �(x, X) 2 L[�] positive in some second-
order variable X of arity |x|, is there a natural number n such
that for all �-structures A, �n(A) = �n+1(A)?

In other words, the boundedness problem asks whether there is
a uniform natural number bound on the number of iterations
needed to reach the least fixpoint induced by �(x, X). For formu-
las �(x, z, X) with some designated set of parameters z, it is also
natural to ask the following variant of the boundedness problem: is
there a natural number n such that for all �-structures A and for all
valuations z 7! c, does �n(A, c) = �n+1(A, c)?

There is a large body of work studying boundedness for various
logics, particularly Datalog queries (see [1, 15, 22]). Boundedness
is undecidable when � is a negation-free first-order formula. How-
ever, for many guarded logics, boundedness has been shown to be
decidable [6, 8, 11] (some of the decidability results rely on unpub-
lished work due to Colcombet, referred to as ILT in [6]).

Using similar techniques, we can analyze boundedness for
GNFP-UP. As was the case for our analysis of satisfiability, the
key is to take advantage of the fact that we can restrict to structures
of bounded tree-width, and then use tree automata to help solve
the problem. For boundedness a variant of the prior construction
(with the same bounds) can generate a special type of tree automa-
ton with counters called a cost automaton (see [8, 14] for more
information). This cost automaton defines a function that maps a
consistent tree T to the least n 2 N [ {1} such that every tuple
in �1(D(T )) is in �n(D(T )) — there is a single counter that is
incremented each time the fixpoint is unfolded. The range of the
function defined by this cost automaton is bounded by a natural
number across all consistent trees i↵ � is bounded.

In general, it is not known how to decide if the range of the
function defined by a cost automaton over infinite trees is bounded.
However, for special types of cost automata — like the automata
that come from analyzing boundedness for guarded logics — this
is known to be decidable [8] (in cases where there is a reliance on
cost automaton results that have been claimed before but not pub-
lished, we mark this with ILT as in [6]).2 Hence, by combining our
automaton construction with results from [8] and ILT, we can show:

Theorem 24. Assuming ILT, the boundedness problem is decid-
able for x-guarded �(x, X) 2 GNFP-UP[�] in non-elementary time
(elementary time for fixed pdepth).

In the special case of x-guarded �(x, z, X) 2 GNF[�], bounded-
ness is decidable in elementary time (without assuming ILT).

2 ILT stands for “infinite limitedness theorem”, a statement about cost
automata on infinite trees. More details can be found in [8].
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FO definability For certain logics, boundedness coincides with
FO definability; e.g., we have the following corollary of Theo-
rem 24.

Corollary 25. It is decidable whether [lfpz
X,x .�] can be written in

FO for x-guarded �(x, z, X) 2 GNF[�].
Furthermore, whenever this holds the fixpoint [lfpz

X,x .�] can in
fact be written in GNF.

Proof. If � 2 GNF is bounded, then the fixpoint is equivalent to the
n-th approximant, for some n 2 N. We can write out the formula �n

for this approximant, where �0 := ?, and �n := �[�n�1(y)/Xy]. This
is in GNF, and witnesses the FO definability of [lfpz

X,x .�]. The other
direction follows from the Barwise-Moschovakis theorem [7]. ⇤

A similar result is not known for � 2 GNFP-UP[�], because
of the presence of additional fixpoints in � — the boundedness
problem only concerns the elimination of the outermost fixpoint.

As another application, we can combine automata techniques
from this paper with other cost automata results in [8, 10] to prove
the following result about negation-free CQPDL and FO definability.

Theorem 26. It is decidable whether or not a negation-free CQPDL
sentence relative to a GNF sentence can be expressed in FO.

In particular, we can decide whether a conjunctive regular path
query can be expressed in FO, and similarly for their nested and
two-way variants (e.g. C2RPQs).

The ability to reduce C2RPQ querying to first-order querying is
interesting, since when this occurs we can use standard database
techniques to evaluate graph queries with recursion.

9. Conclusion
We have explained how fixpoint logics can be increased in expres-
sivity while retaining decidability, by allowing unguarded param-
eters. We have also undertaken a fine-grained analysis of the com-
plexity of static analysis problems for the resulting logics.

A limitation of our analysis is that it restricts to reasoning over
all structures, both finite and infinite. In contrast, [4, 28] have
shown that unparameterized guarded fixpoint logics have decidable
satisfiability problems over finite structures. It is not clear if the
technique of [4] extends to deal with unguarded parameters.

The results about testing first-order definability of fixpoint log-
ics and recursive queries (e.g. Theorem 26) do not include com-
plexity bounds. We conjecture that the cost automaton results could
be analyzed and refined further (as was done in [8]) to extract
at least an elementary bound (and, ideally, a 2-ExpTime bound).
For cases without negation, like FO definability of C2RPQs, it may
well be possible to extend the more elementary automata-theoretic
approach used to decide boundedness for monadic Datalog [15],
avoiding the use of cost automata altogether.
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Abstract

The Cook-Levin theorem (the statement that SAT is NP-complete)
is a central result in structural complexity theory. Is it possible to
prove it using the lambda-calculus instead of Turing machines? We
address this question via the notion of affine approximation, which
offers the possibility of using order-theoretic arguments, in con-
trast to the machine-level arguments employed in standard proofs.
However, due to the size explosion problem in the lambda-calculus
(a linear number of reduction steps may generate exponentially
big terms), a naive transliteration of the proof of the Cook-Levin
theorem fails. We propose to fix this mismatch using the author’s
recently introduced parsimonious lambda-calculus, reproving the
Cook-Levin theorem and several related results in this higher-order
framework. We also present an interesting relationship between ap-
proximations and intersection types, and discuss potential applica-
tions.

Categories and Subject Descriptors F.4.1 [Mathematical logic
and formal languages]: Mathematical logic—Lambda calculus and
related systems; F.1.3 [Computation by abstract devices]: Com-
plexity measures and classes—Reducibility and completeness

1. Introduction

The Cook-Levin theorem and its avatars. The Cook-Levin theo-
rem is the statement that SAT (the satisfiability problem for propo-
sitional formulas) is NP-complete. The key to its proof is a sim-
ple and yet deep observation which complexity theorists usually
describe with the slogan “computation is local” (Arora and Barak
2009). In fact, the core of the proof of the Cook-Levin theorem may
be reused almost identically to show that:
1. CIRCUIT SAT is NP-complete;1

2. CIRCUIT VALUE is P-complete;2

3. P has polysize circuits.3

1 CIRCUIT SAT is the following problem: given a Boolean circuit C with k
inputs, does there exist x 2 {0, 1}k such that C(x) = 1? The complexity
parameter is the size of C.
2 CIRCUIT VALUE is the following problem: given a Boolean circuit C
whose inputs are all fixed, is its output 1?
3 Formally: for every L 2 P, there exists a family (C

n

)
n2N of Boolean

circuits and a polynomial p s.t. the size of C
n

is O(p(n)) and C
n

(x) = 1
iff x 2 L, for all x 2 {0, 1}n, n 2 N (i.e., the family decides L).
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If we take the locality of computation to be the essence of the NP-
completeness of SAT, then any one of the above results could be
called “the Cook-Levin theorem”.

Let us look more closely at the proof of these results. A de-
terministic Turing machine whose runtime is bounded by p(n) in-
duces, on inputs of size n, a square array a

i,j

of size p(n)2 con-
sisting of the “space-time” of the execution of the machine, the i-th
line representing the contents of the tape at step i, plus information
about the position of the head and the state. The key observation
now is that line i+ 1 is induced by line i by means of purely local
rules: a

i+1,j is entirely determined by a
i,j�1, a

i,j

and a
i,j+1. This

dependency is implementable by a constant-size Boolean circuit
(depending on the machine). Therefore, each n 2 N induces a cir-
cuit C of size O(p(n)2) with n inputs and 1 output (which isolates
the answer of the machine), such that, given x 2 {0, 1}n, comput-
ing the value of C with its inputs set to the bits of x is tantamount
to deciding acceptance/rejection of x.

Now, if p is a polynomial, the size of C is also polynomial,
hence P has polysize circuits. Furthermore, the description of C
may be given in logarithmic space (or even less), which shows the
P-hardness of CIRCUIT VALUE. From here, it is not difficult to infer
the NP-hardness of CIRCUIT SAT. Finally, the NP-hardness of SAT
follows from a simple reduction from CIRCUIT SAT.
Church meets Cook and Levin (and they don’t get along). Let us
try to look at the Cook-Levin theorem from a higher-order perspec-
tive. The first thing we need to do is to find an adequate notion of
“higher-order Boolean circuit”. We believe that this should be taken
to coincide with linear �-terms (multiplicative proof nets would be
even better, but let us stick to �-calculus). There are several reasons
for this choice: like Boolean circuits, linear �-terms may only com-
pute finite functions; like Boolean circuits, the (sequential) runtime
of a linear �-term coincides with its size; finally, Boolean circuits
may be seen as morphisms of a free symmetric monoidal category
(in fact, a PROP), while (normal) linear �-terms are morphisms in
a free closed symmetric monoidal category.

In fact, for technical reasons it is better to consider affine
�-terms (erasing is permitted, not duplication), which are a mi-
nor variant still adhering to the above picture. Let us therefore take
the following “equation” as our starting point:

affine �-terms
�-terms

=
Boolean circuits
Turing machines

The relationship between affine �-terms and general �-terms
may be refined by formalizing the intuition (already present in
(Girard 1987)) that the affine �-calculus is “dense” in the full
�-calculus. This is the object of (Mazza 2012), which may be
informally summarized as follows:
• there is a notion of affine approximation t @ M of a �-term by

affine terms t, such that M may be seen as the limit of its affine
approximations;

• reduction is continuous: if M !⇤ N , then for all u @ N there
exists t @ M such that t !⇤ u.
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Therefore, in perfect analogy with the fact that a Turing machine
induces a family of circuits, we have that a higher-order program
induces a family of higher-order circuits. The upshot is that this
family is the result of a formal notion of continuous approximation,
replacing the intuitive notion available with Turing machines.

Can we go further? Can we prove the Cook-Levin theorem or
one of its avatars? First of all, it is fair to replace CIRCUIT VALUE
with its higher-order version, let us call it AFFINE NORMAL FORM:
given an affine �-term, does it reduce to the Church Boolean 1? We
could obtain a higher-order version of CIRCUIT SAT in a similar
way, but let us stop and state already two higher-order avatars of
the Cook-Levin theorem which we would like to prove:
1. AFFINE NORMAL FORM is P-complete;
2. polystep �-terms induce polysize higher-order circuits.

Here is where we run into trouble. Indeed, (2) is just false in
general: approximating �-calculus computations of linear length
may require exponentially big terms. Retrospectively, this was to
be expected: computation in the �-calculus is not local, the size
of terms may grow exponentially with reduction, as in the reducts
of DDA where D := �d.�a.dd(aa). For what concerns (1), it
is formally true: AFFINE NORMAL FORM is obviously in P and
(Mairson 2004) showed how to logspace-reduce CIRCUIT VALUE
to AFFINE NORMAL FORM (morally, this is because higher-order
circuits subsume usual, first-order circuits). However, the failure of
(2) makes it impossible to prove a P-hardness result in the style
of the Cook-Levin theorem, i.e., we do not know how to prove the
P-completeness of AFFINE NORMAL FORM without knowing the
existence of another non-trivial P-complete problem.

Enter parsimony. As stated above, �-terms are limits of affine
terms. In (Mazza 2014), we found a condition on such limits ensur-
ing their good behavior with respect to approximating reductions.
This led to the parsimonious �-calculus, or p⇤, recently developed
in (Mazza and Terui 2015; Mazza 2015). In logical terms, p⇤ corre-
sponds to a variant of (affine) linear logic in which the exponential
modality verifies the isomorphism !A ⇠

=

A ⌦ !A. Its untyped ver-
sion is Turing-complete and may be taken as the ground model in
our higher-order analysis of the Cook-Levin theorem.

The main achievement of this paper is to reconcile, so to speak,
Church with Cook and Levin. Indeed, we reprove the Cook-Levin
theorem and all of its avatars mentioned above within the higher-
order framework provided by p⇤. With respect to Turing machines,
�-calculi have a superior algebraic structure and our proofs fully
exploit it, relying on standard order-theoretic properties such as
bounded completeness and Scott-continuity.

For example, let us sketch the proof that P has polysize higher-
order circuits (i.e., item (2) above, corresponding to Theorem 13
below). We denote by (`⇤,v) the poset of affine �-terms under
the approximation ordering, which extends to the approximation
relation @ on `⇤ ⇥ p⇤ (remember that the terms of p⇤ may
be regarded as suprema of certain directed sets of `⇤). The key
elements are:
1. monotonicity of reduction in `⇤ (Lemma 3.1): given t 2 `⇤ s.t.

t !⇤ u, for all t0 2 `⇤ s.t. t v t0, we have t0 !⇤ u0 s.t. u v u0

(i.e., over-approximations do not lose information);
2. bounded completeness (Lemma 10): if t, t0 @ M , then their

supremum t t t0 exists;
3. rank and size bounds: there is a structural parameter of terms of

`⇤, called rank, which verifies the following:
•
rk(t t t0) = max(rk(t), rk(t0)) (Lemma 1);

• for fixed M , the size |t| of t @ M is polynomial in rk(t)
(Lemma 8);

4. (quantitative) Scott-continuity of reduction in p⇤ (Proposi-
tion 7): given M 2 p⇤ s.t. M ! N , for all u @ N there
exists t @ M s.t. t ! u and rk(t)  rk(u) + 1 (i.e., to know

an affine approximation of the result, an affine approximation
of the initial term suffices, whose rank increases by a constant);

5. discreteness of data: Church encodings of binary strings and
Booleans in p⇤ are actually terms of `⇤ and admit themselves
as their only approximation. Moreover, their rank is 0.
Let now M 2 p⇤ decide a language in polynomially many

reduction steps, that is, for all w 2 {0, 1}⇤, Mw !l b
w

with
l = O(|w|c) for some constant c (w is the Church encoding of w
and b

w

is a Church Boolean). By continuity (4) and discreteness
(5), there exists v

w

@ Mw s.t. v
w

!l b
w

and rk(v
w

) = O(|w|c).
The definition of approximation (Fig. 5) implies that v

w

= t
w

w
with t

w

@ M ; the definition of rank (Definition 1) and discreteness
(5) give us rk(t

w

) = rk(v
w

). For n 2 N, let t
n

:=

F
|w|=2n t

w

,
which exists by bounded completeness (2). Moreover, by the rank
bound (3), rk(t

n

) = O(nc

). Observe now that, since t
n

is a least
upper bound, we have t

w

v t
n

@ M for all w 2 {0, 1}n. The
first relation, by monotonicity (1), assures us that t

n

w !⇤ b
w

for all w 2 {0, 1}n, i.e., t
n

decides the same language as M on
strings of length n; the second relation combined with the size
bound (3) gives us that |t

n

| = O(nk

) for some constant k. Hence,
a language decided by a polystep parsimonious term is also decided
by a family of affine terms of polynomial size, as desired.

We hope that the above proof conveys the conceptual improve-
ment offered by the �-calculus approach: the low-level simulation
of a Turing machine by a Boolean circuit is replaced by a high-
level argument based on continuity and compatible suprema. Fur-
thermore, it turns out that approximations are related to a certain
system of intersection types, where Scott-continuity corresponds to
subject expansion. This is an interesting perspective that we men-
tion at the end of the paper (Sect. 6).

Why the Cook-Levin theorem? The present work is motivated
by research in implicit computational complexity (ICC), which
is about replacing clocks with certificates: instead of defining a
complexity class C by means of explicit resource bounds, one
seeks a (decidable) property �C of programs such that �C(P )

certifies that the program P decides a language in C (soundness)
and, conversely, given L 2 C there exists at least one P deciding
L such that �C(P ) holds (completeness, which makes ICC non-
trivial). Seminal examples of this methodology are (Bellantoni and
Cook 1992; Leivant and Marion 1993; Girard 1998; Jones 1999).

Note that the soundness and completeness of �C with respect
to C morally correspond to membership to C and C-hardness of a
C-complete problem, so ICC may also be understood as offering an
alternative to the notion of complete problem, which is one of the
hinges of traditional structural complexity theory. However, in this
respect ICC has not been nearly as successful as complete prob-
lems: despite its fruitful applications to static analysis, from the
standpoint of computational complexity ICC is virtually useless.
This paper may be seen as a first attempt at uplifting the proof-
theoretic roots of ICC beyond the mere characterization of com-
plexity classes, towards an understanding of fundamental complex-
ity phenomena which is complementary (and, hopefully, equally in-
teresting) to that offered by traditional structural complexity. Given
the connection between implicit characterizations and complete
problems, it seemed natural to turn our attention to the primordial
completeness result.

Outline. The rest of the paper is articulated as follows. In Sect. 2
we introduce the calculus `⇤ of affine terms, as well as the notion of
approximation for usual �-terms, concluding that the Cook-Levin
theorem cannot be reformulated in this context. Sect. 3 is where we
introduce the parsimonious �-calculus and prove the main approx-
imation properties, which are used in Sect. 4 to prove the higher-
order version of all the avatars of the Cook-Levin theorem men-
tioned above. In Sect. 5 we go back to the first-order world and
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prove the actual Cook-Levin theorem, i.e., we show how the results
of Sect. 4 may be used to infer that CIRCUIT SAT is NP-complete.
It is known since the work of Terui (Terui 2004) that proof nets
offer a convenient bridge between Boolean circuits and the higher-
order setting, so we follow the same path. The heart of Sect. 5 is
a compilation of higher-order circuits, under the guise of Boolean
proof nets, into usual circuits, which serves as the reduction needed
to show NP-hardness of CIRCUIT SAT. This compilation is of in-
dependent interest because it avoids the non-standard reachability
gate employed by Terui (although his results provide a finer analy-
sis of parallelism). Unsurprisingly, it is a “machine-level” construc-
tion, employing no order-theoretic property. Therefore, to be fair,
our �-calculus-based proof of the Cook-Levin theorem still con-
tains low-level arguments; however, they are only used in building
a reduction, i.e., the conceptual part of the theorem (the existence
of a non-trivial NP-complete problem) is entirely abstract.

2. The Polyadic Affine Calculus

Terms. We fix two disjoint, countably infinite sets of affine vari-
ables, ranged over by a, b, c, and exponential variables, ranged over
by x, y, z. The terms of the polyadic affine calculus belong to the
following grammar:

t, u ::= a | �a.t | tu | x
i

| !? | t :: u | t[!x := u]

There are two binders: the usual �a and t[!x := u], which binds x
in t. This is indeed a compact form of the more traditional notation
let !x = u in t. The set of free variables of t is denoted by fv(t). The
notion of ↵-equivalence is defined as usual and terms are always
considered up to it. We also sometimes appeal to Barendregt’s
convention, under which fv(t) and the set of bound variables of
t are disjoint and distinct binders of t bind distinct variables.

A proper term must meet the following linearity restriction:
modulo Barendregt’s convention, every affine variable appears at
most once and each occurrence of exponential variable appears
with a distinct index. We will only ever consider proper terms, the
set of which we denote by `⇤. When putting together two proper
terms t, u, forming e.g. tu, we will always tacitly assume the result
to be proper.

The affine part of `⇤ is standard: it is a term language for the
proofs of intuitionistic multiplicative affine logic with the connec-
tive ( only (i.e., without ⌦). The exponential part essentially cor-
responds to adding a ⌦ connective of arbitrary arity. We use the no-
tation hu1, . . . , un

i for the term u1 :: (u2 :: · · · :: (u
n

:: !?) · · · ),
which we call a sequence of length n.

DEFINITION 1 (Size, depth, rank, homogeneity). The size of t 2
`⇤, denoted by |t|, is the number of nodes in its syntactic tree,
counting leaves of the form x

i

as of size i+ 1.
The depth of t, denoted by d(t), is the maximum nesting level of

the sequences it contains, e.g. d(hx1, hy0ii) = 2.
The rank of t, denoted by rk(t), is the length of the longest

sequence appearing in t. We say that t is homogeneous if all of
its sequences have the same length. If t contains no sequence, it is
homogeneous of every rank.

Reduction. A context, generically denoted by C, is a term with
exactly one occurrence of a special constant called hole, denoted
by h·i. We write Chti for the term obtained by replacing h·i with t
in C. We will also employ a kind of generalized context, in which
the hole appears at most once (instead of exactly once). We call
such contexts affine and denote them by A. Thus, when we write
t = Ahx0i, we mean that x0 may or may not appear (once) in t.

A special class of contexts is that of substitution contexts,
ranged over by the symbol [�] and generated as follows:

[�] ::= h·i | [�][!x := t]

Because of their particular shape, for substitution contexts we use
the notation t[�] instead of [�]hti.

Given k 2 Z, we write tx+k to denote the term obtained from t
by replacing every free occurrence x

i

with x
i+k

. When k = 1 or
k = �1, we write tx++ and tx��, respectively. The notations t±k,
t++ and t�� are defined similarly, except that all free occurrences
of exponential variables are re-indexed. The same notations also
apply to contexts.

The (one step) reduction relation on `⇤ is defined in Fig. 1,
where Barendregt’s convention is assumed. Reduction in `⇤ triv-
ially confluent, because of affinity: the absence of duplication im-
mediately implies that != (the reflexive closure of reduction) has
the diamond property, from which confluence of !⇤ (the reflexive-
transitive closure of reduction) follows by standard diagram chas-
ing. Also observe that the size of terms strictly decreases by reduc-
tion, so every term of `⇤ (strongly) normalizes in a number of steps
bounded by its size.

Ordering. We introduce a binary relation v on `⇤ by means of
the derivation system of Fig. 2. Intuitively, t v t0 iff t is obtained
from t0 by replacing some subterms of the form u :: v with !?.

LEMMA 1. (`⇤,v) is a finitely bounded-complete poset, i.e., if
F ✓ `⇤ is finite, non-empty and has an upper bound, then its
supremum

F
F exists. Moreover, rk(

F
F ) = max

t2F

rk(t).

PROOF. Reflexivity, transitivity and antisymmetry of v are readily
proved by induction on derivations. The bounded completeness
property follows from the case in which which F has cardinality
2, so let t, t0 2 `⇤. We define t t t0 by induction on t:
• t = a or t = x

i

: then t t t0 := t if t0 = t, otherwise it is
undefined;

• t = �a.t1: then t t t0 = �a.(t1 t t01) if t0 = �a.t01, otherwise
it is undefined;

• t = t1t2: then t t t0 := (t1 t t01)(t2 t t02) if t0 = t01t
0
2, or

undefined otherwise;
• t = !?: then ttt0 := t0 if t0 = !? or t0 = t01 :: t02, or undefined

otherwise;
• t = t1 :: t2: then t t t0 = t if t0 = !?, or t t t0 = (t1 t t01) ::
(t2 t t02) if t0 = t01 :: t02, or undefined otherwise;

• t = t1[!x := t2]: then t t t0 := t1 t t01[!x := t2 t t02] if
t0 = t01[!x := t02], or undefined otherwise.

An easy induction on t establishes that, if t t t0 is defined, then
rk(tt t0) = max{rk(t), rk(t0)}. It is also straightforward to show,
by induction on u, that whenever t, t0 v u, tt t0 and t0t t are both
defined and equal and t, t0 v t t t0 v u, proving that it is indeed
the supremum. ⇤

The ordering relation may be extended to contexts by adding to
Fig. 2 a nullary rule deriving h·i v h·i. In the following, we use
⇠, ⇠0 to denote objects which may be either terms or contexts of `⇤.

LEMMA 2. 1. ⇠ v ⇠0 implies fv(⇠) = fv(⇠0);
2. ⇠ v ⇠0 iff ⇠x+i v (⇠0)x+i for every x and i 2 N;
3. t v C

0hu0i iff t = Chui for some u v u0 and C v C

0;
4. Chui v t0 iff t0 = C

0hu0i for some u v u0 and C v C

0.

PROOF. A straightforward induction on derivations (points 1 and
2), on C

0 (point 3) and on C (point 4). ⇤

LEMMA 3 (Monotonicity and continuity). Let t 2 `⇤ and t ! u.
1. for all t0 s.t. t v t0, there exists u0 s.t. u v u0 and t0 ! u0;
2. for all u0 s.t. u0 v u, there exists t0 s.t. t0 v t and t0 ! u0.

PROOF. By definition, t = Cht0i and u = Chu0i with t0 and u0

matching the left and right hand side of one of the rules of Fig. 1.
Both points are proved by induction on C. The only interesting case
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(�a.Ahai)[�]u !
b

Ahui[�]

Ahx0i[!x := (u :: v)[�]] !! A
x��hui[!x := v][�]

t[!x := (!?)[�]] !
w

t[�] if x 62 fv(t)

Figure 1. Reduction rules for the polyadic affine calculus. Reduction is the closure of these rules under arbitrary contexts.

a v a

t v t0

�a.t v �a.t0
t v t0 u v u0

tu v t0u0 x
i

v x
i

!? v !? !? v t :: u

t v t0 u v u0

t :: u v t0 :: u0
t v t0 u v u0

t[!x := u] v t0[!x := u0
]

Figure 2. The ordering on `⇤. In the nullary rule deriving !? v t :: u, t and u are arbitrary.

is C = h·i, the rest is straightforward (using Lemma 2). Moreover,
we only prove point 1, because we never need point 2 and, actually,
we prove a very similar result with essentially the same proof in the
context of the parsimonious �-calculus (Proposition 7).

The first case is t0 = (�a.Ahai)[�]v and u0 = Ahvi[�].
Then, Lemma 2.4 gives us t0 = (�a.A0hai)[�]

0v0 with A v A

0,
[�] v [�]

0 and v v v0, so we conclude by setting u0
:= A

0hv0i[�]

0

(using again Lemma 2.4).
The second case is t0 = Ahx0i[!x := (v :: w)[�]] and u0 =

A

x��hvi[!x := w][�]. Lemma 2.4 gives us t0 = A

0hx0i[!x :=

(v0 :: w0
)[�]

0
] with v v v0, w v w0, [�] v [�]

0 and A v
A

0. From this, we get Ax++ v (A

0
)

x++ (Lemma 2.2) whence
A

x++hvi v (A

0
)

x++hv0i (Lemma 2.4 again), so we concluding
by letting u0

:= (A

0
)

x��hv0i[!x := w0
][�]

0.
The third (and last) case is t0 = v[!x := (!?)[�]] with x 62

fv(v) and u0 = v[�]. Lemma 2.4 gives us t0 = v0[!x := (!?)[�]

0
]

with [�] v [�]

0, v v v0 and x 62 fv(v0) by Lemma 2.1, so it is
enough to set u0

:= v0[�]

0 to conclude. ⇤
The proofs of the two parts of Lemma 3 look a lot like those

of the subject reduction (point 1) and subject expansion (point 2)
property of a type system. In fact, approximations and type systems
are related, as we will see in Sect. 6.

Approximating lambda-terms. Observe that the poset (`⇤,v)

is not a dcpo: typically, the chain !? v hx0i v hx0, x1i v
hx0, x1, x2i v · · · has no supremum. Suprema of directed sets of
polyadic affine terms may be presented as infinitary affine �-terms,
in which usual (non-affine) �-terms may be faithfully embedded.
This idea was developed in (Mazza 2012); here, we avoid infinitary
calculi and define approximations directly.

Let us denote by ⇤ the set of usual �-terms.

DEFINITION 2 (Approximations in the �-calculus). Given t 2 `⇤
and M 2 ⇤, we say that t approximates M if the judgment t @ M
may be derived from the rules of Fig. 3 (which also define an
auxiliary relation denoted by @!).

The proof of the following result, which we omit because it is
essentially a rephrasing of a result of (Mazza 2012), may also be
seen as a subject expansion property, in analogy with Lemma 3.2.

PROPOSITION 4 (Continuity of �-reduction). Let M 2 ⇤ and let
M !

�

N . Then, for all u @ N , there exists t @ M such that
t !+ u.

So, if M !n

�

N (reduction in n steps) with N containing no
applications (for instance, N is a Church Boolean) and u is the
unique approximation of N , we have that there exists t @ M such
that t !m u. Reduction in `⇤ strictly reduces the size of terms,
so m  |t|. But how big may |t| be, as a function of n? The
next definition, which is intentionally vague as to the meaning of

“calculus”, is meant to give a general setting to deal with the above
question.

DEFINITION 3. We say that a calculus (C,!) has affine approxi-
mations if there is an approximation relation @ with `⇤ such that:
1. reduction is continuous (i.e., Proposition 4 holds);
2. each M 2 C admits a homogeneous rank 1 approximation,

denoted by bMc1, of size linear in |M |;
3. for each M 2 C, there is d 2 N such that t @ M implies

d(t)  d; the least such d is said to be the depth of M .
In the following, calculi will be assumed to have affine approxima-
tions.

We say that a calculus (C,!) enjoys polysize reduction if,
for every family of terms M

n

2 C of depth O(1), there exists
k 2 N such that, whenever M

n

!l(n) N
n

, we have |N
n

| =

O(|M
n

|l(n)k).
We say that a calculus (C,!) has polynomial approximations

if, for every family of terms M
n

2 C of depth O(1), there exists
k 2 N such that, whenever M

n

!l(n) N
n

, there exist t
n

@ M
n

such that t
n

!⇤ bN
n

c1 and |t
n

| = O(|M
n

|l(n)k).

Observe that the �-calculus has affine approximations: the only
non-obvious point is (3), which is however not hard to verify (the
depth of M turns out to be equal to its applicative depth, e.g., the
depth of I(II) is 2).

PROPOSITION 5. If a calculus (C,!) has polynomial approxima-
tions then it enjoys polysize reduction.

PROOF. We assume that C has affine approximations (otherwise
the result is vacuously true) and prove the contrapositive. Suppose
that there is a sequence of terms M

n

of depth O(1) such that,
for all k 2 N, there are reductions M

n

!l(n) N
n

such that
|N

n

| = !(|M
n

|l(n)k). Now, take any family t
n

@ M
n

such that
t
n

!⇤ bN
n

c1. Since reduction in `⇤ shrinks the size, we have
|t
n

| � |bN
n

c1| = ⇥(|N
n

|) = !(|M
n

|l(n)k). ⇤
The �-calculus does not enjoy polysize reduction: if we set

M = DDI with D := �d.�a.dd(aa), we have a constant family
M such that M !n

�

N
n

with |N
n

| = ⇥(2

n

) (N
n

contains 2

n

copies of I). Therefore, as anticipated above, the �-calculus does
not have polynomial approximations.

Enjoying polysize reduction is interesting because, modulo
some mild assumptions on the calculus (such as the fact that one
reduction step M ! N is itself implementable in time polynomial
in |M |), it immediately implies that reduction in the calculus may
be simulated by Turing machines with a polynomial slowdown.

However, we stress that the polysize reduction property, albeit
sufficient, is not necessary for the unitary cost model to be polyno-
mially related to Turing machines: the �-calculus itself is a promi-
nent example, as shown by (Accattoli and Dal Lago 2014).
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x
i

@ x

t @ M

�a.t[!x := a] @ �x.M
t @ M u @! N

tu @ MN !? @! M

t @ M u @! M

t :: u @! M

Figure 3. The approximation relation for the �-calculus. In the top left rule, i 2 N is arbitrary.

3. The Parsimonious Lambda-Calculus

Terms. We consider the same sets of affine and exponential vari-
ables as for the polyadic affine calculus. The terms of the parsimo-
nious �-calculus belong to the following grammar:4

M,N ::= a | �a.M | MN | x
i

| !M | M [!x := N ].

The only difference with respect to `⇤ is the ! operator, which
degenerates to the constant !? in `⇤. A parsimonious term is one
verifying the following constraints:
•

affinity: modulo Barendregt’s convention, every affine variable
appears at most once and each occurrence of exponential vari-
able appears with a distinct index;

•
boxes: in each subterm !M (called a box), all variables of
fv(M), which are said to be locally free, are exponential;

•
parsimony: each exponential variable appears locally free in
at most one box (counting nesting) and at most once therein;
moreover, if x

i

is such an occurrence and x
j

is any other
occurrence, then i > j.

We denote by p⇤ the set of parsimonious terms.
For example, � := �a.x0!x1[!x := a] and �!� are parsimo-

nious. On the other hand, the following are not parsimonious: �a.!a
(the affine variable a appears locally free inside a box); a!x7!x2 or
(!!x3)[!x := a] (the exponential variable x appears locally free in
two boxes, nested in the second case; by contrast !(!x3[!x := y2])
is parsimonious); !(x0x1) (a box containing two locally free occur-
rences of the same exponential variable); x3!x1 (the index of the
occurrence of x in the box is not maximal in the term).

Using the syntax and the reindexing notations introduced for
`⇤, the intuition is that !M is equivalent to M :: !M++ and
therefore to the infinite stream M :: M+1

:: M+2
:: · · · . This

justifies the restriction on the locally free variables of boxes: if
a 2 fv(M), M :: !M++ would not be affine. It also explains the
parsimony constraints: if any of them is violated, one may obtain a
term breaking the affinity condition by sufficiently expanding !M .

The size of M 2 p⇤, denoted by |M |, is defined as in Defini-
tion 1. The exponential depth of M is defined to be the maximum
nesting level of its boxes and denoted by d(M).

Reduction. Substitution contexts are defined exactly as in `⇤. In
p⇤, we use the terminology affine context, still denoted by A, to
mean a context with at most one occurrence of h·i which does not
appear in a box. If the hole does appear, the context is called linear
(this definition is vacuous in `⇤ because all non-affine contexts
there are linear). Thus, writing M = Ahx0i is a succinct way of
expressing that, if x0 appears in M , then it is not locally free in a
box.

The reduction rules for the parsimonious �-calculus are defined
in Fig. 4. These are closed under linear contexts only.

Polynomial approximations. p⇤ has affine approximations.

DEFINITION 4 (Approximations in p⇤). If t 2 `⇤ and M 2 p⇤,
we say that t approximates M if the judgment t @ M may be
derived from the rules of Fig. 5. The approximation relation is
extended to contexts by adding h·i @ h·i as a nullary rule.

4 The one presented here is actually a subset of the parsimonious �-calculus
as introduced in (Mazza and Terui 2015; Mazza 2015). This fragment
suffices for our present purposes and we adopt it for simplicity.

We observe that point (3) of Definition 3 is verified: the depth
of M 2 p⇤ coincides with its exponential depth. Point (2) is
obviously verified. We will now check point (1).

LEMMA 6. Let M , C and ⌅ be a term, a linear context and either
a term or a linear context of p⇤, respectively, and let ⇠ be either a
term or a context of `⇤.
1. ⇠ @ ⌅ implies fv(⇠) = fv(⌅);
2. ⇠ @ ⌅ iff ⇠x+i @ ⌅

x+i for every x and i 2 N;
3. t @ ChMi iff t = C0hui for some u @ M and C0 @ C;

PROOF. Essentially identical to Lemma 2. ⇤
PROPOSITION 7 (Quantitative continuity). Let M 2 p⇤ and let
M ! N . Then, for all u @ N there exists t @ M such that t ! u.
Moreover, rk(t)  rk(u) + 1.

PROOF. By definition, we have M = ChM0i and N = ChN0i,
with C a linear context and M0, N0 matching the left and right
hand side, respectively, of one of the rewriting rules of Fig. 4. The
proof is by induction on C. The only interesting case is C = h·i,
the rest is straightforward, using Lemma 6.3.

Let M0 !
b

N0, which implies that M0 = (�a.P )[�]Q
and u @ P{Q/a}[�]. Actually, since there is at most one free
occurrence of a in P , we may write P = Ahai and P{Q/a} =

AhQi. Hence, by Lemma 6.3, u = A

0hqi[�]

0 with q @ Q, A0 @ A

and [�]

0 @ [�]. Then, if we let t := (�a.A0hai)[�]

0q, we have
t @ M0 (Lemma 6.3 again), t !

b

u, and rk(t) = rk(u).
Let M0 !! N0, which implies M0 = Ahx0i[!x := (!P )[�]]

and u @ A

x��hP i[!x := !P++
][�]. By definition of approxima-

tion and Lemma 6.3, we have u = A

0hvi[!x := w][�]

0 with A

0 @
A

x��, v @ P , w @ !P++ and [�]

0 @ [�]. Now, by Lemma 6.2,
(A

0
)

x++ @ A, so (A

0
)

x++hx0i @ Ahx0i by Lemma 6.3. Then, if
we let t := (A

0
)

x++hx0i[!x := (v0 :: w)[�]

0
], we have t @ M0,

t !! u and rk(t) = rk(u) + 1.
Let M0 !

w

N0, which means that M0 = P [!x := (!Q)[�]]

with x 62 fv(P ) and u @ P [�]. By Lemma 6.3, u = p[�]

0 with
p @ P and [�]

0 @ [�]. In this case, it is enough to consider
t := p[!x := (!?)[�]

0
], which obviously satisfies t @ M0 and,

by Lemma 6.1, t !
w

u, with rk(t) = rk(u). ⇤
Proposition 7 implies that p⇤ actually has polynomial approxi-

mations, via the following lemma:

LEMMA 8 (Size bound). For all M 2 p⇤ and t 2 `⇤, t @ M
implies |t|  |M |(rk(t) + 1)

d(M).

PROOF. By induction on M . We only check the case M = !N ,
the rest is straightforward. We claim that t @ !N implies t =

hu0, . . . , un�1i with u
i

@ N+i for all 0  i < n, which is itself
easily shown by induction (on the derivation of t @ !N ). Using
the induction hypothesis, the fact that rk(t) bounds n as well as all
rk(u

i

), and that |M | = |N |+ 1 and d(M) = d(N) + 1, we have

|t| = 1 +

n�1X

i=0

|u
i

|  1 +

n�1X

i=0

|N |(rk(u
i

) + 1)

d(N)

 1 + |N |(rk(t) + 1)

d(N)+1  |M |(rk(t) + 1)

d(M),

as desired. ⇤
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(�a.Ahai)[�]N !
b

AhNi[�]

Ahx0i[!x := (!N)[�]] !! A
x��hNi[!x := !N++

][�]

M [!x := (!N)[�]] !
w

M [�] x 62 fv(M)

Figure 4. Reduction rules for the parsimonious �-calculus. Reduction is the closure of these rules under linear contexts.

a @ a
t @ M

�a.t @ �a.M
t @ M u @ N

tu @ MN x
i

@ x
i

!? @ !M
t @ M u @ !M++

t :: u @ !M

t @ M u @ N

t[!x := u] @ M [!x := N ]

Figure 5. The approximation relation for the parsimonious �-calculus.

COROLLARY 9. The parsimonious �-calculus has polynomial ap-
proximations.

PROOF. Let M
n

2 p⇤ be a family of terms whose depths are
bounded by d and let M

n

!l(n) N
n

be reductions. If l(n) is
identically null, we may trivially conclude so let us assume that
l(n) = ⌦(1). By Proposition 7, we have t

n

@ M
n

such that
t
n

!l(n) bN
n

c1 and rk(t
n

)+1  l(n)+2 = ⇥(l(n)). Therefore,
using Lemma 8, we have |t

n

| = O(|M
n

|l(n)d). ⇤
Parsimonious terms may be seen as particular elements of the

ideal completion of (`⇤,v) (this is a rephrasing of the the topo-
logical approach of (Mazza 2012)), which is a bounded complete
dcpo. The following result is therefore not surprising:

LEMMA 10 (Bounded completeness). Let M 2 p⇤, n > 0 and
t1, . . . , tn @ M . Then,

F
i

t
i

exists and
F

i

t
i

@ M .

PROOF. Analogous to Lemma 1 (M plays the role of u). ⇤
Although the set of approximations of M 2 p⇤ does not

have a supremum in `⇤ (the supremum being M itself), there is a
greatest element if we only consider approximations up to a given
rank k, namely the homogeneous approximation of M of rank
k, denoted by bMc

k

. It may be defined inductively as follows:
bac

k

:= a; b�a.Nc
k

:= �a.bNc
k

; bNP c
k

:= bNc
k

bP c
k

;
bx

i

c
k

:= x
i

; b!Nc
k

:= hbNc
k

, . . . , bN+(k�1)c
k

i; bN [!x :=

P ]c
k

:= bNc
k

[!x := bP c
k

].

LEMMA 11. Given M 2 p⇤ and k 2 N, bMc
k

is the greatest
element of the set {t 2 `⇤ | t @ M, rk(t)  k}.

PROOF. A straightforward induction on M . ⇤

4. Reconciling Church with Cook and Levin

The parsimonious �-calculus is a general model of computation: it
is Turing-complete. This is not obvious a priori because, as far as
we know, there is no direct encoding of the �-calculus in p⇤. For
instance, p⇤ apparently lacks a general fixpoint combinator. How-
ever, it does have a linear fixpoint combinator, given by Y

`

:= X!X,
where X := �a.�f.y0(x0!x1!y1)[!x := a][!y := f ]. Intuitively, a
recursive definition is linear when it is of the form (in Caml syntax)
let rec f(x1, . . . , xn

) = � with f occurring once in �. The chief
example of linear (tail) recursive definitions are while loops, which
are enough to achieve Turing-completeness.

The encoding of binary strings in p⇤ is also a variant of the
usual Church encoding: the string w = b0 · · · bn�1 2 {0, 1}n is
encoded by

w := �s0.�s1.�z.xb0
0 (. . . x

bn�1
n�1 z . . .)[!x0

:= s0][!x1
:= s1].

The Church Booleans are 0 := �a.�b.b and 1 := �a.�b.a, as
usual.

DEFINITION 5. We let p�TIME(f) be the class of languages L ✓
{0, 1}⇤ such that there exists a closed M 2 p⇤ such that, for all
n 2 N and w 2 {0, 1}n, Mw !l b with b 2 {0, 1} (a Church
Boolean), l  f(n) and w 2 L iff b = 1.

The above definition mimics the definition of the usual deter-
ministic time class TIME(f), so the following is expected:

PROPOSITION 12. TIME(f) ✓ p�TIME(poly(f)) and
p�TIME(f) ✓ TIME(poly(f)).

PROOF. The first is shown by simulating Turing machines in p⇤

with a polynomial slowdown, which is unsurprising. The converse
is a consequence of the polysize reduction property of p⇤ (which
holds by Corollary 9 and Proposition 5). ⇤

DEFINITION 6. A higher order Boolean circuit with n inputs is
a term t 2 `⇤ such that fv(t) = {a1, . . . , an} (all affine
variables) and such that, for all Church Booleans b1, . . . , bn,
t{b1/a1, . . . , b

n

/an} reduces to a Church Boolean.
We say that a language L ✓ {0, 1}⇤ has polysize higher order

Boolean circuits if there exists a family of higher order Boolean
circuits (t

n

)

n2N such that t
n

has n inputs and, for all w =

b1 · · · bn 2 {0, 1}n, t
n

{b1/a1, . . . , b
n

/an} !⇤
1 iff w 2 L.

THEOREM 13. P has polysize higher order Boolean circuits.

PROOF. By Proposition 12, if L 2 P then there is M 2 p⇤ decid-
ing L in polynomially many steps. Fix an enumeration (w

i

)

i2N of
binary strings. By Corollary 9 applied to the family Mw

i

, we have
v
i

@ Mw
i

such that v
i

reduces to a Boolean b (because bbc1 = b)
with b = 1 iff w

i

2 L and rk(v
i

) is polynomial in |w
i

|. But
v
i

= t
i

w
i

with t
i

@ M and rk(t
i

) = rk(v
i

) (w
i

has no box,
so it is the only approximation of itself and does not contribute to
the rank). Now, for all n 2 N, let in1 , . . . , in2n be all the indices such
that |w

i

n
j
| = n and let u

n

:=

F
j

t
i

n
j

. By Lemma 10, this is defined
and u

n

@ M . Moreover, by the rank bound of Lemma 1, rk(u
n

)

is polynomial in n, which means that, by Lemma 8, |u
n

| is also
polynomial in n (|M | and d(M) are independent of n, of course).
Furthermore, since t

i

n
j
w

i

n
j

@ u
n

w
i

n
j

, thanks to Lemma 3.1 we
have that u

n

still decides L on strings of length n. All that is left
to do is to convert u

n

into a higher order Boolean circuit (Defi-
nition 6). This is done by means of terms with the property that
boolToStr

n

{b1/a1, . . . , b
n

/an} !⇤ b1 · · · bn, i.e., boolToStr
n

builds a Church string of length n out the Boolean bits constitut-
ing it. These are easy to construct. Then, (u

n

boolToStr

n

)

n2N is a
polysize family of higher order circuits deciding L. ⇤

We let AFFINE NORMAL FORM be the following problem: given
t 2 `⇤, do we have t !⇤

1 (the Church Boolean)? This is tanta-
mount to computing the value of a higher order Boolean circuit
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with its inputs fixed, so we could also call this problem HO CIR-
CUIT VALUE.

THEOREM 14. AFFINE NORMAL FORM is P-complete.

PROOF. It is clear that AFFINE NORMAL FORM 2 P: reduction
shrinks the size of terms and the naive algorithm which repeatedly
scans for a redex and reduces it is obviously polynomial in the size
of the initial term (it is actually quadratic).

For P-hardness, we need to find a logspace reduction from any
L 2 P to AFFINE NORMAL FORM. By Theorem 13, we know
that there exists M 2 p⇤ such that it is enough to consider a
family (t

n

)

n2N @ M of rank polynomial in n in order to decide
w 2 L for all w 2 {0, 1}n, n 2 N. Terms of the form t

n

w
are instances of AFFINE NORMAL FORM, so we are close to our
goal. Unfortunately, though, we do not know how to compute t

n

in logspace (w.r.t. n). However, if k(n) := rk(t
n

), then t
n

@
bMc

k(n) (Lemma 11) and, by Lemma 3.1, bMc
k(n) also decides L

on strings of length n. For fixed M (as in our case), homogeneous
approximations of rank k can be computed in space logarithmic in
k (see the definition given before Lemma 11). In order to determine
a given node in the syntactic tree of bMc

k(n) (or the absence of
such), all we need is a pointer to the syntactic tree of M and an
integer counter bounded by k(n) + m, where m is the maximum
index of exponential occurrences in M (a constant). Storing this
counter in binary only occupies logarithmic space because k(n) is
polynomial in n. ⇤

Let HO CIRCUIT SAT be the following problem: given a higher
order Boolean circuit t with n inputs (Definition 6), are there
b1, . . . , bn 2 {0, 1} such that t{b1/a1, . . . , b

n

/an} !⇤
1?

THEOREM 15. HO CIRCUIT SAT is NP-complete.

PROOF. Essentially analogous to showing that CIRCUIT SAT is NP-
complete from the proof that CIRCUIT VALUE is P-complete (Pa-
padimitriou 1994). ⇤

5. Proof Nets and Satisfiability

Our aim now is to show that HO CIRCUIT SAT reduces to CIRCUIT
SAT, thus completing the proof of the Cook-Levin theorem (modulo
the standard reduction from CIRCUIT SAT to SAT). The idea is to
implement reduction of polyadic affine terms with Boolean circuits.
Following Terui (Terui 2004), we use proof nets as a convenient
bridge between terms and circuits.

DEFINITION 7 (Net). Let ⌃ := {ax, cut,⌦,`,w, !0, !, ?}. Each
symbol of ⌃ has an associated arity: ax and cut have arity 2; ⌦,
`, ! and ? have arity 3; w and !0 have arity 1. A net ⇡ is a tuple
(P

⇡

,C
⇡

, `
⇡

, p
⇡

) where:
•
P

⇡

and C

⇡

are finite sets, the elements of which are called ports
and cells, respectively;

• `
⇡

: C

⇡

! ⌃ is the labelling function;
•
p

⇡

is a function assigning with each cell c a tuple of ports, the
arity of which is equal to the arity of `

⇡

(c). The ports of p
⇡

(c)
are divided into conclusions and premises and have a polarity
(relative to c), all depending on `

⇡

(c); these are given in Fig. 6,
as explained momentarily.

In addition, a net ⇡ must verify the following conditions:
• each port is conclusion of exactly one cell and premise of at

most one cell;
• if a port is conclusion of c and premise of c0, then its polarities

relative to c and c0 are opposite.
In Fig. 6, which gives the graphical representation of cells, we

specify the polarities, as well as the conclusions and premises of
cells: the former are displayed as outgoing, the latter as incoming.
When writing p

⇡

(c) as a tuple, we separate conclusions/premises

by means of a semicolon, with the tuple order matching the left-
to-right order in graphical representations. So, for instance, if
`
⇡

(c) = ⌦, then p

⇡

(c) = (p; q, r), with p the conclusion and
q, r the positive and negative premise, respectively.

The size of a net is the number of its ports.

Nets are usually required to satisfy some form of correctness,
yielding proof nets. We will not specify any correctness criterion
here, we will rather take “proof net” as a synonym of a net which
is the (reduct of the) encoding of a polyadic affine term.

Cut-elimination steps are defined in Fig. 7. Polarities and ori-
entations are omitted because they can be recovered without ambi-
guity from Fig. 6. In fact, such information will be omitted in all
subsequent graphical representations. In the !

ax� step, the nega-
tive premise of the cut cell must not be an ax cell; in the !

ax+

step, the negative conclusion of the ax cell must not be a cut cell.
We denote by ! the rewriting relation induced by cut-elimination,
which is trivially confluent and strongly normalizing.

The definition of cut-elimination for axioms deserves a com-
ment. The usual definition allows cuts on axioms to be eliminated
without conditions, leading to critical pairs such as the following:

From the rewriting point of view, such critical pairs are harmless
because they are trivially confluent. However, as first observed by
(Terui 2004), they are problematic when one wants to implement
proof net cut-elimination with Boolean circuits, as we are going
to do below. It is immediate to check that, with our definition,
there are no critical pairs. This solution, which differs from the one
given in (Terui 2004), is possible because we are using polarized
(i.e., intuitionistic) nets. It exploits less the parallelism of circuits
(which is not of concern here) but has the advantage that the
implementation uses the standard basis {¬,^,_} of fan-in 2, the
one traditionally adopted for formulating CIRCUIT SAT, whereas
(Terui 2004) employs a non-standard reachability gate.

Terms as proof nets. Terms of `⇤ may be encoded in proof nets.
A term t with n occurrences of free variables induces a proof
net LtM with n + 1 free ports, one labelled by a special symbol
• (corresponding to the root of t) and the others labelled by the
free occurrences themselves. The net LtM is defined by induction
on t, as as shown in Fig. 9. To avoid cluttering the pictures, only
the conclusions strictly relevant to the inductive construction of the
net are drawn. The multiplicative cases (top row) are standard. Of
the exponential cases, only the encoding of t[!x := u] deserves
an explanation. For that, we first associate with every binary word
w 2 {0, 1}⇤ a net �

w

, as described in Fig. 8. Now, if x
i1 , . . . , xin

are all the free occurrences of x in t, with i1 < · · · < i
n

, we define
the binary word w = w0 · · ·win as follows: w

j

= 1 if j = i
k

for
some 1  k  n, otherwise w

j

= 0. In other words, the j-th bit of
w is “turned on” iff x

j

is free in t.
Two important examples, used in the sequel: if 0 := �a.�b.b

and 1 := �a.�b.a are the Church Booleans, we have

L1M =
`

`
ax

w

L0M =

`

`

w

ax

LEMMA 16. Let t 2 `⇤ be closed. Then, t !⇤
1 (the Church

Boolean) iff
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��

+ � � +

ax cut� +
⌦ `

w !0

�
!

�
?

+

+ � + � +

+

+

Figure 6. Cells for building nets, with their polarity assignment.

!
ax� !

ax+
!•/�

• �

Figure 7. Cut-elimination steps on nets. In the bottom step, • = ⌦ and � = `, or • = ! and � = ?.

�1·w :=

�w

. . .

w

?
w

�w

. . .

?
�0·w :=�✏ :=

Figure 8. The inductive definition of the net �
w

, with w 2 {0, 1}⇤.

LtM

ax

`
a •

•

LtM
L�a.tM :=

⌦
ax

cut

••
LtM LuM

•
LtuM :=

`

w

LaM :=
a •

a 2 fv(t) a 62 fv(t)

•

•

L�a.tM :=

Lt[!x := u]M :=ax

!0

!

•

•

LtMLuM
xin. . .

cut

�w

xi1

LxiM :=
xi •

L!?M :=
•

Lt :: uM :=

LtM

•

• •
LuM

Figure 9. The encoding of `⇤ in proof nets.

LtM

`

`

ax

�

!⇤

PROOF. A special case of the standard simulation of term reduc-
tion by cut-elimination in proof nets. We do not obtain exactly the
net L1M because we did not define cut-elimination for w cells, so,
instead of being a w cell, � may contain some garbage. ⇤

Proof net satisfiability. Let PROOF NET SAT be the following
problem: given a net ⇡, 3n of its free ports r10 ,r11 ,r1⇤, . . . , rn0 ,rn1 ,rn⇤
and 2 other of its free ports p, q, all pairwise distinct, are there
b1, . . . , bn 2 {0, 1} such that

r

n
⇤cut cut

. . .

⇡

p q

r

1
b1

r

1
⇤ r

n
bn

(we did not draw the free ports other than p, q and those concerned
by the cuts) reduces by cut-elimination to a net in which p and q
are the conclusions of the same ax cell? The complexity parameter
for this problem is the size of ⇡.

In the sequel, we write poly

m

for polynomial-time many-one
reducibility (also known as Karp reducibility).

LEMMA 17. HO CIRCUIT SAT poly

m

PROOF NET SAT.

PROOF. A consequence of Lemma 16, observing that the distinc-
tion between L1M and L0M is just the presence/absence of an axiom
connecting a certain pair of ports. ⇤

Thanks to the absence of critical pairs, the operation of reducing
in parallel all cuts in a net is well defined:

DEFINITION 8 (Parallel cut-elimination). We write ⇡ ) ⇡0 when
⇡0 is obtained from ⇡ by simultaneously reducing all cuts, or
⇡0

= ⇡ in case ⇡ is irreducible.5

Note that there is exactly one ⇡0 such that ⇡ ) ⇡0. It is this
deterministic operation which we will implement with a circuit.

Let P be a set of ports. For each p, q, r 2 P we con-
sider Boolean variables associated with cells: ax(p, q; ), cut(; p, q),
tens(p; q, r), par(p; q, r), etc. (as the notation suggests, these are
morally predicates, but technically they are variables). The semi-
colon separates conclusions and premises and is only mnemonic.
A net ⇡ such that P

⇡

✓ P will be represented as a valuation on
the above variables: e.g. ax(p, q; ) = 1 iff in ⇡ there is an ax cell
whose negative conclusion is p and positive conclusion is q.

LEMMA 18. There exists a circuit ParRed

P

of size O(|P |7)
which, given in input ⇡ with P

⇡

✓ P , outputs the unique ⇡0 such
that ⇡ ) ⇡0.

5 We say “irreducible” instead of cut-free because cut-elimination as defined
in Fig. 7 does not eliminate cuts on w and !0 cells.
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reloc�(p
0, p) :=

_

s

axcut�(p
0, s, p) _

0

@p0 = p ^
^

s,s

0

¬axcut�(s0, s, p)

1

A

tens

0
(p; q, r) :=

^

p

0
,q

0
,r

0

¬logcut(p0, q0, r0, p, q, r) ^

0

@
_

p

0
,q

0

tens(p0; q0, r) ^ reloc+(p
0, p) ^ reloc�(q

0, q)

1

A

Figure 10. An example of output of the circuit ParRed

P

.

PROOF. Let us give the idea. We want to know if ⇡0 contains a
certain cell, e.g. we want to know whether in ⇡0 there is a ⌦ cell
of conclusion p and premises q, r. This is tantamount to computing
the output variable tens

0
(p; q, r) of ParRed

P

(we add a “prime”
to denote outputs). Now, there is such a cell c in ⇡0 only if, in ⇡,
there is no such cell involved in a ⌦/` cut (which would disappear
in ⇡0); if such a necessary condition is met, then c must result from
a ⌦ cell of ⇡, because cut-elimination does not create ⌦ cells. The
presence of a ⌦/` cut in ⇡ may be computed by the constant-size
circuit logcut(p, p0, p00, q, q0, q00) defined by

cut(; p0, p) ^ par(p0; q0, r0) ^ tens(p; q, r).

Similarly, one may define circuits (this time of size O(|P |))
axcut�(p1, p2, p3) and axcut+(p1, p2, p3) detecting the presence
of cuts of type ax� and ax+ at the given ports. To express the fact
that axiom elimination rules “relocate” ports, we define the circuit
reloc�(p

0, p) as in Fig. 10 (s, s0 range over P ), which is of size
O(|P |2). The meaning is that reloc�(p0, p) = 1 iff either port p0
will be relocated to port p because of the presence of an ax� cut, or
p0 = p is a port that will not be relocated by such a redex. A similar
circuit, called reloc+(p

0, p), may be given for ax+ cuts. The circuit
computing tens

0
(p; q, r) may then be defined as in Fig. 10, which

reads: there is a ⌦ cell c of conclusion p and premises q, r in ⇡0

iff, in ⇡, there is no such cell involved in a ⌦/` cut and there is a
similar cell which results in c, possibly after a relocation. The other
outputs are computed following the same idea.

To compute the total size of ParRed

P

, one may check that the
worst case is given by the outputs of the form tens

0
(p; q, r) (and

those of the form par

0
(p; q, r)), of which there are O(|P |3), each

computed by a circuit of size O(|P |4), which brings the size of
ParRed

P

to O(|P |7), as stated. ⇤

LEMMA 19. PROOF NET SAT poly

m

CIRCUIT SAT.

PROOF. Let ⇡, ri0, ri1, ri⇤ (with 1  i  n), p, q be an instance
of PROOF NET SAT, with ⇡ of size s. We define an instance of
CIRCUIT SAT as follows. First, we build the circuit

C0 :=

sz }| {
ParRed

P⇡ � · · · � ParRed

P⇡

(the outputs of the first copy are fed as inputs to the second, and
so on). From this, we define a circuit C1 by fixing the inputs of
C0 to the valuation corresponding to ⇡, leaving unset only the
inputs corresponding to cut(; ri

b

, ri⇤) (1  i  n, b 2 {0, 1}) and
we isolate the output corresponding to ax

0
(p, q; ) (for instance by

xoring all other outputs with themselves and _-ing the result with
ax

0
(p, q; )). Now, there obviously is a constant-size circuit which,

on input x
i

, sets cut(; ri1, ri⇤) = 1 and cut(; ri0, r
i

⇤) = 0 if x
i

= 1

and dually if x
i

= 0; we plug these n circuits to the relevant
inputs of C1, obtaining C. Such a C is obviously computable in
time linear in its size, which is polynomial in s by Lemma 18.
Furthermore, it is clear that C is satisfiable iff ⇡ is. ⇤

All in all, we compile a higher order circuit of size s into a fan-in

2 circuit over {¬,^,_} of size O(s8). By looking at (Terui 2004),
one finds a compilation with a bound O(s4), which seems much
better. However, Terui uses unbounded fan-in and a non-standard
reachability gate. If we allow unbounded fan-in, we too get a circuit
of size O(s4). The difference is in the depth, which is always linear
in our case, whereas in Terui’s case, using the reachability gate, it
may be sublinear or even bounded.

6. Types and Perspectives

Intersection types. Consider the following types:

A,B ::= o | A ( B | hA1, . . . , An

i,

where o is an atomic type. We use
�!
A as a shorthand for the type

hA1, . . . , An

i, and define A0 ::

�!
A := hA0, A1, . . . , An

i. The
height of a type is the height of its syntactic tree.

The type
�!
A may be seen as a ⌦ of arbitrary arity. It may

also be considered as an associative, non-commutative and non-
idempotent intersection type. In fact, the approximation relation of
Fig. 5 is related to an intersection type system for p⇤, presented
in Fig. 11. Typing contexts are of the form �;� where � contains
type declarations for exponential variables, of the form x :

�!
A ,

and � contains type declarations for affine variables, of the form
a : A (note that A is arbitrary in the latter case, while it must be a
sequence type in the former).

The type system itself must be read ignoring the annotations in
gray. Conversely, if we only consider the annotations in gray, we
obtain the simply-typed `⇤. More exactly: if all term annotations
are erased, one obtains the natural logic for the types/formulas
introduced above, a polyadic version of propositional intuitionistic
multiplicative affine logic. Via Curry-Howard, the proofs of this
logic correspond to terms of `⇤, those annotated in gray. However,
the same type system may be read as an intersection type system
for p⇤. Given a derivation � of �;� ` M : A, one may consider
the polyadic term t associated with � and it turns out that t @ M .
In fact, the approximation relation is exactly the type-erasure of the
type system, justifying the use of the @ symbol in Fig. 11, which we
invite the reader to compare to Fig. 5. Furthermore, as we already
observed, all of our continuity results (Lemma 3, Propositions 4
and 7) are reflected into subject expansion properties.

We call our types “intersection types” for p⇤ because, although
they are just simple types for `⇤, they are not the propositional
formulas of parsimonious logic, the image of p⇤ on the logical side
of Curry-Howard. These were considered in (Mazza 2015; Mazza
and Terui 2015) and are obtained by replacing the type

�!
A with

!A in the above grammar; the corresponding type system is quite
different from that of Fig. 11. Instead, the cons rule (with the black
annotation) looks a lot like an intersection rule. Also, connections
between linearization of the �-calculus and intersection types were
already observed by (Kfoury 2000). Indeed, the approximation
relation of Fig. 3 too stems from a non-idempotent intersection type
system for the usual �-calculus (with the same types).

835



�;�, a : A ` a @ a : A
ax

�;�, a : A ` t @ M : B

�;� ` �a.t @ �a.M : A ( B
(I

�;� ` t @ M : A ( B �;�

0 ` u @ N : A

�;�,�0 ` tu @ MN : B
(E

�, x : hA0, . . . , Ai

i;� ` x
i

@ x
i

: A
i

ax

!
fv(M) ✓ x

x : �;` !? @ !M : hi
empty

�;� ` t @ M : A �

0
;�

0 ` u @ !M++
:

�!
B

�,�0
;�,�0 ` t :: u @ !M : A ::

�!
B

cons

�

0
;�

0 ` u @ N :

�!
A �, x :

�!
A ;� ` t @ M : C

�,�0
;�,�0 ` t[!x := u] @ M [!x := N ] : C

let

Figure 11. Simple types for `⇤ and intersection types for p⇤, superposed.

Perspectives. What do we gain from this meeting of Church with
Cook and Levin? In technical terms, the fine analysis of continuous
approximations turns out to give much better bounds on the com-
plexity of normalizing a simply-typed parsimonious term of size s

and depth d: in (Mazza 2015), we had bounds of the form O(s2
d
),

whereas our Lemma 8 here gives O(sd
k
), which is definitely an

improvement.
In broader terms, the intriguing relationship between the affine

approximations developed here and intersection types (originally
observed by (Kfoury 2000)) offers a novel approach to the ques-
tion of space cost models for functional languages. In other words,
given a �-term M , what do we count as space used by M? Or, if
M decides a language L, what measure f

M

(n) can we take (where
n is the input size) to infer that L 2 SPACE(O(f

M

(n)))? To
our knowledge, very few papers address this question (an exam-
ple is (Spoonhower et al. 2008)) and none does it in an abstract,
implementation-independent way. By contrast, work concerning
abstract time cost models for the �-calculus abounds, culminating
in (Accattoli and Dal Lago 2014) (see the references therein).

The relationship between intersection types and complex-
ity of �-terms is well understood for time (de Carvalho 2009;
Bernadet and Lengrand 2011; Terui 2012; De Benedetti and Ronchi
Della Rocca 2013) but not for space. The key point is the use of the
geometry of interaction (GoI), which is known to capture space-
efficient computation, an idea originally due to (Schöpp 2007) and
also (Dal Lago and Schöpp 2010). Without giving any detail, let us
state a result which may be obtained by combining the GoI with
reasoning similar to that of Theorem 14. We set

�!
B

A0,...,An := hA
n�1 ( A

n

, . . . , A0 ( A1i,

Str[A0, . . . , An

] :=

�!
B

A0,...,An ( �!
B

A0,...,An ( A0 ( A
n

.

What we obtain is somewhat analogous to (Borodin 1977):

THEOREM 20. Let ;` t
n

@ M : Str[An

0 , . . . , A
n

n

] ( Bool, and
let h

n

be the maximum height of An

0 , . . . , A
n

n

, for n 2 N. Then, M
decides a language in SPACE(O(h

n

log |t
n

|)).

Theorem 20 may be used to factorize soundness results for im-
plicit characterizations of complexity classes. For instance, retro-
spectively, the soundness part of (Mazza 2015) was about proving
that type derivations of the simply-typed p⇤ may be mapped to in-
tersection types derivations of the form required by Theorem 20, of
polynomial size and bounded height (in n), yielding logspace lan-
guages. Theorem 20 was also implicitly used in (Mazza and Terui
2015), yielding a refinement of the results of (Terui 2004): in partic-
ular, polysize bounded-depth higher-order circuits are now known
to capture L/poly, whereas they were previously characterized in
terms of a non-standard class.

Let us conclude by observing that continuity results analogous
to Proposition 7 and its Corollary 9 also hold for the linear substi-
tution calculus with linear head reduction (Accattoli 2012), which
shows that our methodology is general and may be applied to cal-

culi which were defined completely independently of the polyadic
affine �-calculus.

Acknowledgments

We acknowledge partial support of ANR grants COQUAS (ANR-
12-JS02-006-01) and ELICA (ANR-14-CE25-0005).

References

B. Accattoli. An abstract factorization theorem for explicit substitutions. In
Proceedings of RTA, pages 6–21, 2012.

B. Accattoli and U. Dal Lago. Beta reduction is invariant, indeed. In
Proceedings of CSL-LICS, page 8, 2014.

S. Arora and B. Barak. Computational Complexity - A Modern Approach.
Cambridge University Press, 2009.

S. Bellantoni and S. A. Cook. A new recursion-theoretic characterization
of the polytime functions. Computational Complexity, 2:97–110, 1992.

A. Bernadet and S. Lengrand. Complexity of strongly normalising lambda-
terms via non-idempotent intersection types. In Proceedings of FOS-
SACS, pages 88–107, 2011.

A. Borodin. On relating time and space to size and depth. SIAM J. Comput.,
6(4):733–744, 1977.
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Abstract
We promote the theory of computational complexity on metric
spaces: as natural common generalization of (i) the classical dis-
crete setting of integers, binary strings, graphs etc. as well as of
(ii) the bit-complexity theory on real numbers and functions ac-
cording to Friedman, Ko (1982ff), Cook, Braverman et al.; as (iii)
resource-bounded refinement of the theories of computability on,
and representations of, continuous universes by Pour-El&Richards
(1989) and Weihrauch (1993ff); and as (iv) computational perspec-
tive on quantitative concepts from classical Analysis: Our main re-
sults relate (i.e. upper and lower bound) Kolmogorov’s entropy of
a compact metric space X polynomially to the uniform relativized
complexity of approximating various families of continuous func-
tions on X . The upper bounds are attained by carefully crafted or-
acles and bit-cost analyses of algorithms perusing them. They all
employ the same representation (i.e. encoding, as infinite binary se-
quences, of the elements) of such spaces, which thus may be of own
interest. The lower bounds adapt adversary arguments from unit-
cost Information-Based Complexity to the bit model. They extend
to, and indicate perhaps surprising limitations even of, encodings
via binary string functions (rather than sequences) as introduced
by Kawamura&Cook (SToC’2010,§3.4). These insights offer some
guidance towards suitable notions of complexity for higher types.

Categories and Subject Descriptors F.1.3 [Computation by ab-
stract devices]: Complexity Measures and Classes; G.1.0 [Numer-
ical Analysis]: General

Keywords Recursive Analysis, Bit Complexity, Metric Entropy

“If we do not succeed in solving a mathematical problem, the
reason frequently consists in our failure to recognize the more
general standpoint from which the problem before us appears only
as a single link in a chain of related problems. ”

(David Hilbert at the 1900 ICM in Paris)
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1. Introduction and Overview
Computability Theory was initiated by Alan Turing (1936) for
discrete problems as well as for real numbers. He soon realized
(1937) that encoding reals by decimal expansions renders the
tripling function x 7! 3x incomputable; in fact discontinuous, con-
sidered as mapping on Cantor space {0, . . . , 9, .}! , and thus insur-
mountable even by oracle machines. On the other hand, represent-
ing argument x 2 [0; 1] (and similarly value y = f(x) 2 [0; 1])
by any sequence ā = (âm)

m

of integer ‘mantissae’ in binary with
|x � âm/2m|  1/2m and 0  âm < 2

m formalizes variable
precision approximations up to one ULP; and renders arithmetic,
algebraic, as well as common transcendental functions computable.
Moreover, this particular representation — in the sequel called ⇢
— of real numbers as infinite (binary) sequences has been shown
equivalent to various other natural ones regularly employed in Re-
cursive Analysis in the sense of admitting computable conversions
back and forth [Weih00, THEOREM 4.3.2+LEMMA 4.1.6]; see
also Example 3 and [Hert99]. Moreover it holds the folklore

Fact 1. A (possibly partial) function f :✓ [0; 1] ! [0; 1] is
continuous iff some oracle Turing machine can compute it in the
sense of converting every ⇢-name ā = (ân)

n

of every x 2 X to
some ⇢-name ¯b = (

ˆbm)

m

of f(x).

Computability thus refines continuity†, coined in the aphorism
“Topology is poor man’s Recursion Theory”; or put differently:
computing on continuous universes combines recursion-theoretic
and topological aspects, reducing to the latter when permitting ac-
cess to arbitrary oracles. Indeed Fact 1 has been significantly gen-
eralized from the reals R with ⇢ to metric spaces X (cmp. Fact 4c)
with elements represented by infinite sequences of approximations
from some suitable enumeration ⇠ of a countable dense subset, and
further [Schr06]. This relativized recursion-theoretic perspective
conversely has turned out helpful for problems in pure Analysis;
cmp. [PaZi13, GrKi14].

Complexity Theory traditionally focuses on functions ' : X !
Y with discrete domain X such as {0, 1}⇤. It investigates the algo-
rithmic cost of translating any given x 2 X to '(x) = y (or of ap-
proximating [KRC00] y up to error ") in dependence of the binary
input length n (and "); put differently: in the worst-case, trivially at-
tained, over all x 2 Xn = {0, 1}n. Parameterized complexity the-
ory [FlGr06, Nied06] further subdivides Xn =

S
k Xn,k to clas-

sify problems in terms of both n and k, e.g., as fully polynomial-
time computable or fixed-parameter tractable.

Concerning computational complexity theory of higher types,
namely functionals ⇤ mapping integer functions ' : N ! N to
integers ⇤(') 2 N, refer for instance to [IRK01]. A resource-

† Representing (merely the computable) real numbers in other ways may
permit computable (partial) functions violating this condition, though
[Brat02, Hert04, CSV13].

837



oriented approach here needs to agree on (a) formalizing access
to arguments ' being infinitary objects and (b) assigning to them a
size parameter like n which to measure the computational cost in
[KaCo96, FHHP15].

The notion from Recursive Analysis of computing a real func-
tion f : [0; 1] ! R on the other hand is well agreed on — in
spite of, too, involving infinitary arguments x. Refining qualitative
computability, and complementing algebraic models of real com-
putation, it measures the algorithmic cost for producing absolute
output approximations up to error 2

�m in dependence of the in-
teger parameter m in the worst-case over all x 2 [0; 1]; cmp.
[Ko91, §2.4] or [Weih00, §7]. This worst-case can still be shown
attained due to the compactness of [0; 1]; cmp. [Weih00, THE-
OREMS 7.1.5+7.2.7] or [Ko91, THEOREM 2.19]. Moreover, the
qualitative Fact 1 refines to a quantitative connection between rel-
ativized time complexity and moduli of continuity; see Fact 4e)
below.

For �-compact spaces X =

S
n Xn with fixed compact Xn,

such as R =

S
n[�2

n
; 2

n
], the complexity of some computable

f : R ! R is naturally measured in terms of both integer parame-
ters n and m; cmp. [KMRZ15, EXAMPLE 6d]. Operators and func-
tionals ⇤ in Analysis are also just functions, yet on domains X usu-
ally lacking �-compactness, such as the space of continuous func-
tions f between (�-) compact spaces. Here, complexity is naturally
measured in terms of an integer function parameter, such as a mod-
ulus of continuity µ : N ! N of the argument f : [0; 1] ! [0; 1]

[KaCo10]; cmp. [Kohl08, §3.5] and Definition 2h) below.

1.1 Aims and Overview
The present work proposes a resource-oriented refinement of the
theory of computability on metric spaces [Weih00, §8.1]. It gen-
eralizes the bit-complexity theory of real functions, operators, and
sets [Ko91, BrCo06, KaCo10] as well as its original discrete coun-
terpart: regarding the finite Xn = {0, 1}n as compact subsets of
�-compact X = {0, 1}⇤. (‘Approximating’ discrete output up to
error 1/2m for m > 1 is equivalent to computing it exactly.) Un-
til Subsection 4.1 we restrict to compact domains X such as [0; 1],
X 0, X 00

:= (X 0
)

0 and so on, where X 0
:= Lip

1

(X, [0; 1]) =

�
f : X ! [0; 1] : 8x : |f(x)� f(x0

)|  d(x, x0
)

 

is equipped with the supremum norm, according to Arzelá-Ascoli:
Computable functions thereon admit time and space bounds de-
pending on the output precision 2

�m only. This allows to approach
issue (a) of a resource-oriented higher-type complexity theory —
encoding of, and access to, arguments — separately from (b) — no-
tions of parameterized asymptotic cost. Moreover, X 0 is of type one
step higher than X; hence a general theory of computational com-
plexity of such spaces provides (c) a new perspective on discrete
complexity of higher types [DaRo09]. Our complexity theory of
general compact metric spaces in turn is guided by (d) connecting,
via relativization to — that is, permitting arbitrary binary-valued
oracles to exhibit its underlying purely — classical metric aspects:

Section 2 recalls basic relevant notions from the computability
theory of metric spaces via representations over the Cantor space
of infinite binary strings, and its connections to topology in the
spirit of Fact 1. Subsection 2.1 refines these concepts with respect
to computation under resource bounds. Subsection 2.2 recalls the
recently proposed approach [KaCo10, §3.4] of encoding infinite ar-
guments via oracles permitting random (as opposed to sequential)
access, here called second-order representations; and Theorem 17
supports them as indeed natural for function spaces. Section 3 re-
calls Kolmogorov’s notion of entropy of a compact metric space X;
which Theorem 14 connects to the relativized computational com-
plexity of continuous functions on X . Its proof in Subsection 3.2

crucially builds on a generic representation introduced in Subsec-
tion 3.1. Some consequences are discussed in Section 4.

2. Computing on Separable Metric Spaces
Similarly to the classical theory of computing encoding discrete
structures (graphs, integers etc.) as finite binary strings, the Type-
2 Theory of Effectivity (TTE) studies, and compares notions of,
computation over continuous universes by encoding as infinite bi-
nary strings. The following concepts are essentially collected from
[Weih00, §2.1+§2.3+§3.1+§8.1] and, regarding f), from [Schr95];
cmp. also [PER89, §2].

Definition 2. a) An Oracle Type-2 Machine MO is a Turing ma-
chine with read-only input tape, read-write working tape, and
one-way output tape as well as access to the — possibly empty
— oracle O ✓ {0, 1}⇤ by means of one-way query tape. MO is
said to compute the partial function F :✓ {0, 1}! ! {0, 1}!
if, on input w̄ 2 {0, 1}! , it prints F (w̄). Its behaviour on
w̄ 62 dom(F ) may be arbitrary.

b) A representation of a space X is a partial surjective mapping
⇠ :✓ {0, 1}! ⇣ X . A w̄ with ⇠(w̄) = x is a ⇠-name of x 2 X .

c) A partial multivalued mapping f :✓ X ◆ Y is a relation
f ✓ X ⇥ Y , considered as total function f : X 3 x 7! {y 2
Y : (x, y) 2 f}. Its domain is dom(f) = {x : f(x) 6= ;}.
A (partial) single-valued mapping is considered as multivalued
with singleton (or empty) values.

d) For � a representation of Y , a (⇠, �)-realizer of f is a partial
function F :✓ {0, 1}! ! {0, 1}! with � � F ✓ f � ⇠. Call
f :✓ X ◆ Y relativized (⇠, �)-computable iff there exists an
oracle type-2 machine MO computing some (⇠, �)-realizer of
f . We omit ⇠ = id in case X = {0, 1}! .

e) A presented separable metric space is a triple (X, d, ⇠), where
X denotes the carrier set with metric d : X ⇥ X ! [0;1)

and ⇠ :✓ N ! X a partial enumeration of some dense
image(⇠) ✓ X . It is computable iff the following language
is recursively enumerable:
�
hbin(2m), bin(a), bin(b), bin(u), bin(v)i : a, b 2 N,
u, v 2 dom(⇠), a/2m < d

�
⇠(u), ⇠(v)

�
< b/2m

 
(1)

f) For a presented separable metric space (X, d, ⇠), its associated
rounding function is R⇠ : dom(⇠)⇥ N

+

! N,

(a,D) 7! min

�
a0 2 dom(⇠) : d

�
⇠(a0

), ⇠(a)
�
 1/D

 
.

A ⇠-name of x 2 X is an integer sequence (am)

m

satisfying

8m : am 2 dom(⇠) ^ d
�
⇠(am), x

�
< 2

�m ^
^ 8a0 < am : d

�
⇠(a0

), x
�
� 2

�m�1 . (2)

The induced representation of (X, d, ⇠) is the partial mapping
(abusing names also denoted by) ⇠ :✓ {0, 1}! ⇣ X with⌦�

bin(am)

�
m

↵
7! x for every ā = (am)

m

satisfying Eqn. (2).
A standard name of x additionally has d

�
⇠(am), x

�
< 2

�m�1.
g) Here we denote by bin both the binary expansion as bijection

bin : {0, 1}⇤ 3 (v
0

, . . . , vJ�1

) 7! 2

J �1+

J�1X

j=0

vj2
j 2 N

and its inverse, where N = {0, 1, 2, . . .}. Furthermore write

h(v
1

, . . . , vn)i := (1, v
1

, 1, v
2

, . . . , 1, vn�1

, 1, vn, 0)

for self-delimiting string encoding; and for pairing functions

({0, 1}⇤)⇤ 3
�
~v(1), . . . ,~v(k)

�
7! h~v(1)i . . . h~v(k)i 2 {0, 1}⇤
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and ({0, 1}⇤)⇤ ⇥ {0, 1}! ! {0, 1}! and ({0, 1}⇤)! !
{0, 1}! . Finally abbreviate [N ] := {0, . . . , N�1} for N 2 N;
~v<n and v̄<n mean the first n symbols of ~v 2 {0, 1}n+m and of
v̄ 2 {0, 1}! , respectively; write ~vn and v̄n for the n-th symbol.

h) For metric spaces (X, d) and (Y, e) a mapping µ : N ! N is a
modulus of continuity to the function f : X ! Y if d(x, x0

) <
2

�µ(m) implies e
�
f(x), f(x0

)

�
< 2

�m. B(x, r) = {x0 2 X :

d(x, x0
) < r} denotes the open ball of radius r > 0 around

x 2 X with closure ¯

B(x, r) = {x0 2 X : d(x, x0
)  r}.

Figure 1. Illustrating a) a name, and b) a standard name, of some
x 2 X according to Definition 2f).

We record that, for µ and ⌫ moduli of continuity to f : X ! Y
and g : Y ! Z, respectively, µ � ⌫ is to g � f . Definition 2e)
is [Weih00, DEFINITION 8.1.2]. The second condition in Equa-
tion (2) prohibits inputs containing unnecessarily good/long ap-
proximations; it asserts the induced representation to have compact
domain (Lemma 6b). Note that, for a0

m+1

with d
�
⇠(a0

m+1

), x
�
<

2

�m�1, am := R⇠(a
0
m+1

, 2�m�1

) does satisfy Equation (2).
Standard names will be used in some proofs below but generally
do not appear as output (nor be expected as input) of computations.

Example 3. In the case X = [0; 1], consider the total mapping

⇢ : 0 7! 0, N
+

3 a 7!
�
1 + 2a� 2

1+blog2 ac�/21+blog2 ac

enumerating the dyadic rationals {0, (2ã + 1)/2m : N 3 ã 
2

m�1,m 2 N
+

} in [0; 1) without repetition in ‘lexicographical’
order: 0, 1

2

, 1

4

, 3

4

, 1

8

, 3

8

, 5

8

, 7

8

, 1

16

, . . . Its associated rounding func-
tion R⇢ is computable in time polynomial, and in fact using only
space logarithmic, in its binary input length; and computing a
(⇢, ⇢)-realizer in the sense of Definition 2a+d+e+f) is equivalent
to the notion of computing some f : [0; 1] ! R underlying Fact 1.

Proof (Example 3). First observe that encoding ⇢-names (2ã +

1, 2m) 7! 2

m�1

+ ã = a and decoding a 7! (2ã + 1, 2m) is
a discrete function computable in time polynomial in the binary
lengths of the respective inputs: blog

2

ac amounts to the index of
the leading 1 in a’s binary representation and is thus easy to read
off.

Concerning the rounding function, simply trying all a0 < a
would take time exponential in the binary lengths of a and D. In-
stead decompose ⇢(a) = (2ã + 1)/2m as above and let w :=

2ã + 1 + b2m/Dc and u := max

�
0, 2ã + 1 � b2m/Dc

 
. Ob-

serve that, by some kind of discrete intermediate value theorem,
the largest power of 2 dividing any integer v 2 (u;w) coincides
with the highest index where u’s and w’s binary expansions dif-
fer. In particular d := max

�
� : 9v 2 [u;w] : 2

�
�� v

 
, as

well as the unique v attaining this maximum, can be computed in
polynomial time. So, after canceling, v/2m = (2ṽ + 1)/2m�d

constitutes the sought lexicographically least dyadic rational in⇥
⇢(a)� 1/D; ⇢(a) + 1/D].

Next let a ⇢-name as (the binary encoding of) a sequence (an),
decoded as (2ãn + 1)/2mn , be given. Then ân := min

�
2

n �

1, bãn+1

/2mn+1�ne
 

has |x�ân/2
n|  1/2n and 0  ân < 2

n,
where bye denotes the/an integer closest to y 2 R. Note that the
open balls B

�
⇢(a), 2�n�1

�
, a < 2

n+2, cover [0; 1]; so an < 2

n+2

and mn  n + 2 by Equation (2), thus bounding the size of the
integers involved above.

Conversely, consider a given integer sequence (ân)
n

encoded in
binary with |x� ân/2

n|  1/2n for x 2 [0; 1] and 0  ân < 2

n.
Then â0

n := min

�
2

n � 1, bân+2

/4e
 

has |x � â0
n/2

n| < 1/2n

and 0  â0
n < 2

n. So by the above considerations, applying R⇢

to the simplified dyadic rational â0
n+1

/2n+1 yields an satisfying
Equation (2).

Fact 4. a) A function f : X ! Y admits a modulus of continuity
iff it is uniformly continuous. On bounded X , f is Hölder
continuous iff it admits a linear modulus of continuity.

b) A partial function F :✓ {0, 1}! ! {0, 1}! is continuous iff it
is computable by some oracle type-2 machine.

c) Let (X, d, ⇠) and (Y, d, �) denote presented metric spaces. A
partial function f :✓ X ! Y is continuous iff it is relativized
(⇠, �)-computable.

d) Reciprocals (0; 1] 3 x 7! 1/x are (⇢, ⇢)-computable but,
lacking uniform continuity, not within bounded time nor space.

e) A partial function f :✓ [0; 1] ! R admits a polynomial modu-
lus of continuity iff it is (⇢, ⇢)-computable by some polynomial-
time oracle type-2 machine.

f) The continuous function h
exp

: [0; 1] 3 x 7! 1/ ln(e/x)
depicted in the left part of Figure 2 is computable (without
oracle) in exponential time but, lacking a polynomial modulus
of continuity, not (even with oracle) in sub-exponential time.

g) A partial function F :✓ {0, 1}! ! {0, 1}! admits a poly-
nomial modulus of continuity iff it is computable by some
polynomial-time oracle type-2 machine.

h) There is no representation � :✓ {0, 1}! ⇣ Lip

1

�
[0; 1], [0; 1]

�

of the compact space of uniformly bounded and equicontinuous
functions f : [0; 1] ! [0; 1] with |f(x) � f(x0

)|  |x � x0|
rendering application (f, x) 7! f(x) uniformly (� ⇥ ⇢, ⇢)-
computable in relativized subexponential time.

 0.06

 0.08

 0.1

 0.12

 0.14

 0.16

 0.18

 0  0.002  0.004  0.006  0.008  0.01

1/ln(e/x)

Figure 2. a) Continuous function without sub-exponential mod-
ulus of continuity according to Fact 4f). b) Encoding binary
strings 1011 and 1001 of length n = 4 into smooth 1-Lipschitz
functions f, g : [0; 1] ! [0; 1] with supx |f(x)� g(x)| = 2

�5.

For a) compare [KSZ14, EXAMPLE 2.5], for b) see [Weih00,
THEOREMS 2.3.7+2.3.8], and for c) confer [Weih00, THEO-
REM 3.2.11+DEFINITION 3.1.3]. The latter has been generalized
from metric to topological so-called QCB-spaces [Schr06, THEO-
REM 2], to weaker representations, as well as from continuity to
(levels of Borel) measurability [Zieg07, dBYa10]. For d) see for in-
stance [Weih00, THEOREM 4.3.2.6+EXAMPLE 7.2.8.3]. [Ko91,
THEOREM 2.19] asserts one direction of e) for total functions
f : [a; b] ! R; and Lemmas 6c) and 16c) will generalize it to to
represented compact metric spaces in the spirit of (c). Regarding
f) consider [KMRZ15, FACT 3g]; and LEMMA 6.3 in [PaZi13] for
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g). Claim h) is contained in [Weih03, §6]; see also [FHHP15, THE-
OREM 3.1]. The following tailored argument motivates Section 3:

Proof (Fact 4h). The right part of Figure 2 demonstrates how to
encode each ~v 2 {0, 1}n into a function f~v 2 Lip

1

�
[0; 1], [0; 1]

�

with supx |f~v(x) � f~w(x)| � 2

�n�1 for ~v 6= ~w. Any algorithm
MO providing for their evaluation up to error 2

�n�3 uniformly
within  t(n + 3) =: N steps can read at most the first N bits
of its given �-code. However there are only 2

N different initial
segments of putative such codes: Supposing N < 2

n, there exist
~v 6= ~w of length n and x 2 [0; 1] with |f~v(x)� f~w(x)| � 2

�n�1;
and by triangle inequality any 2

�n�3-approximations y~v and y~w

to f~v(x) and f~w(x), respectively, thus satisfy |y~v � y~w| � 2

�n�2:
An adversary could thus fool MO by switching between evaluating
f~v(x) and f~w(x).

2.1 Computational Complexity of Compact Metric Spaces
Items d) to h) of Fact 4 refer to the following notions:

Definition 5. a) For t : N ! N, an oracle type-2 machine MO

computing F :✓ {0, 1}! ! {0, 1}! does so in time t(m)

if it prints the m-th symbol of F (v̄) after at most t(m) steps
for every v̄ 2 dom(F ). F is in relativized polynomial-time
computable if there exists some d 2 N and an oracle type-2
machine computing it in time t(m) = d · (1 +md

).
b) For s : N ! N, an oracle type-2 machine MO computing

F :✓ {0, 1}! ! {0, 1}! does so in space s(n) if it prints
the m-th symbol of F (v̄) after using at most s(m) cells of the
working tape (and ’arbitrary’ amounts of the input, output, and
query tapes) for every v̄ 2 dom(F ).

c) Fix s, t : N ! N and a (possibly partial and multivalued)
function f :✓ X ◆ Y between represented space (X, ⇠)
and presented metric space (Y, e, �). An oracle type-2 machine
(⇠, �)-computes f in time t(m) and space s(m) iff it, for every
input of any v̄ 2 dom(⇠) with ⇠(v̄) 2 dom(f), produces an �-
name

⌦�
bin(wm)

�
m

↵
of some y 2 f(x) such that bin(wm) 2

{0, 1}⇤ appears on the output tape within at most t(m) steps
and using at most s(m) cells of the working tape.

d) The time and/or space of a machine according to (c) is bounded
if there exist mappings t and/or s as above. It is logarith-
mic/polynomial/exponential if such mappings can be chosen to
have asymptotic growth bounded by O(logm), poly(m) :=

O(m)

O(1), and 2

poly(m), respectively.
e) For representations ⇠ :✓ {0, 1}! ⇣ X and � :✓ {0, 1}! ⇣

Y , their product ⇠⇥� is the mapping {0, 1}! 3 (w
0

, w
1

, w
2

,
w

3

, . . .) 7!
�
⇠(w

0

, w
2

, . . .), �(w
1

, w
3

, . . .)
�

2 X ⇥ Y .

For X = {0, 1}! = Y condition (c) boils down to (a) and
(b), but for other represented spaces it may be unrelated to that
of computing a (⇠, �)-realizer within the given resource bounds
[Weih00, EXAMPLES 7.2.1+7.2.3]: ⇠ and � could require/admit
very long/short initial segments of names before reaching preci-
sion 2

�m. Moreover, said precision is to be met within the given
resource bound, regardless of the argument. To avoid counter-
examples like Fact 4d) we consider representations of compact
spaces which are proper in the sense of having preimages of com-
pact sets again compact:

Lemma 6. a) The injective mapping ı : N! 3 (am)

m

7!⌦�
bin(am)

�
m

↵
2 {0, 1}! is Lipschitz-continuous with re-

spect to the metric � :

�
(am)

m

, (bm)

m

�
7! 2

�min{m:a
m

6=b
m

}

on Baire and Cantor space. Its inverse is continuous; even uni-
formly so when restricted to (the image under ı of) compactQ

m[2

k
m

+1 � 1] for any fixed integer sequence (km)

m

with

modulus of continuity n 7! 2

P
m<n km. In particular both ı

and ı�1 are proper.
b) The induced representation of a presented compact metric

space (X, d, ⇠) is continuous with compact domain. In par-
ticular it is proper, and any f : X ! Y (⇠, �)-computable
(relative to oracle O) is computable within bounded time and
space (relative to O).

c) Every f : X ! [0; 1] that is (⇠, ⇢)-computable by some oracle
machine in time t(m) has modulus of continuity µ(m) :=

t(m+ 1) + 1.
d) Fix presented space (X, ⇠) and presented metric spaces (Y, d, �),

and (Z, e, ⇣). Suppose f : X ◆ Y and g : Y ◆ Z are com-
putable (relative to oracle O) in times tf (m) and tg(m) and
space sf (m) and sg(m), respectively. Then their composition

g � f : X ◆ Z,
�
g � f

�
(x) =

[
y2f(x)

g(y)

is computable, relative to O, in time
�
tg
�
tf (m)

�
+O

�
tg(m)

�

and space O
�
sf (m) + sg(m)

�
.

Compare [Schr95, Weih03, Schr04] and [Weih00, EXERCISE 7.1.2].

2.2 Second-Order Complexity Theory‡

According to Fact 4h) compact space Lip

1

([0; 1], [0; 1]) does not
admit a complexity-wise reasonable representation, i.e., encoding
as infinite binary strings {0, 1}! ⇠

=

2

{1}⇤ : essentially due to their
restriction to sequential access which requires ‘skipping’ over the
f ’s (approximate) values at many arguments f(x0

) before reaching
the desired f(x); whereas function arguments in practice provide
oracle-like random access to their values. This has been formalized
by encoding real function arguments as oracles [KaCo10].

Remark 7. Classical oracles are decision problems O ✓ {0, 1}⇤,
that is, they return a single bit. Function oracles on the other hand
return finite strings, that is, they correspond to elements of Baire
space NN encoded in binary as mappings ' : {0, 1}⇤ ! {0, 1}⇤.
Now if the answer ~w = '(~v) to a query ~v is ‘long’, an oracle
machine M' arguably should be allotted more time than the same
when run with an oracle  giving ‘short’ answers. This leads
to second-order polynomial resource bounds; see [KaCo96] and
Subsection 4.2. Function oracles of polynomial length, on the other
hand, can be encoded into decision oracles queried bitwise (and in
particular satisfying effective polynomial boundedness [KaPa14]).

For the purpose of this work we focus on the latter:

Definition 8. a) A second-order representation of a space X is
a partial surjective mapping ⌅ :✓ 2

{0,1}⇤ ⇣ X , where 2

Y

denotes the set of all subsets O ✓ Y , each identified with its
characteristic function 1O : Y ! {0, 1}.

b) A contingent oracle Type-2 machine M? computes a partial
function F :✓ 2

{0,1}⇤ ⇥ {0, 1}! ! {0, 1}! if, for every
(O, v̄) 2 dom(F ), MO on input v̄ prints F (O, v̄). It does
so in logarithmic/polynomials/exponential time/space if the n-
th symbol of F (O, v̄) appears within such resource bounds of
time/work tape cells, independently of (O, v̄) 2 dom(F ) while
permitting unbounded use of the input, output, and query tapes.
More precisely M? may peruse a fixed-depth stack of write-
only query tapes where an oracle call refers to, and purges, the
top one. (Example 10 will justify this subtle semantics. . . )

c) Fix a second-order represented space (X,⌅), (first-order) rep-
resented space (Y, �), and presented metric space (Z, e, ⇣)
with induced representation ⇣. A contingent oracle machine
M? as above (⌅, �, ⇣)-computes f :✓ X ⇥ Y ◆ Z in time

‡ This subsection may be skipped during first reading. . .
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t(m) and space s(m) iff, for every O 2 dom(⌅) and v̄ 2
dom(�) with

�
⌅(O), �(v̄)

�
2 dom(f), MO on input v̄ pro-

duces a ⇣-name
⌦�

bin(wm)

�
m

↵
of some z 2 f

�
⌅(O), �(v̄)

�

such that bin(wm) 2 {0, 1}⇤ appears on the output tape in at
most t(m) steps and using  s(m) cells of the working tape
(and ’arbitrary’ amounts of the input, output, and query tapes).

d) For second-order representations ⌅ :✓ 2

{0,1}⇤ ⇣ X and
⌥ :✓ 2

{0,1}⇤ ⇣ Y , their (binary) product ⌅⇥⌥ is the mapping

2

{0,1}⇤3 O 7!
�
⌅({~v : 0~v 2 O}),⌥({~w : 1~v 2 O})

�
2 X⇥Y.

e) Following up on Definition 2f), the second-order representation
induced by a presented metric space (X, d, ⇠) is the mapping

⌅ :✓2

{0,1}⇤3
�
hbin(2m), bin(2j)i : bin(am)

j

= 1
 
7! x 2 X

for every ⇠-name ā = (am)

m

2 N! of x.
f) Fix presented metric spaces (X, d, ⇠) and (Y, e, �) with in-

duced (first-order) representations ⇠ and �. Justified by Fact 4c),
equip (any fixed compact subset Z of) the space C(X,Y ) of
continuous total functions f : X ! Y with the following
second-order representation �⇠: Let

O =

�
hbin(a), bin(2m), bin(2j)i : a 2 dom(⇠),

⌦
bin

�
'(a,m)

�↵
j
= 1

 
✓ {0, 1}⇤

be an �⇠-name of f 2 C(X,Y ) for every mapping ' :

dom(⇠)⇥ N ✓ N⇥ N ! dom(�) ✓ N where
�
'(a,m)

�
m

is
an �-name of f

�
⇠(a)

�
.

g) Again fix a second-order represented space (X,⌅) and (first-
order) represented space (Y, �), but now equip presented met-
ric space (Z, e, ⇣) with the induced second-order represen-
tation ⌦ according to e). A contingent oracle machine M?

(⌅, �,⌦)-computes f :✓ X ⇥ Y ◆ Z iff, for every O 2
dom(⌅) and v̄ 2 dom(�) with

�
⌅(O), �(v̄)

�
2 dom(f), the

subset of {0, 1}⇤ accepted by MO
(v̄) is a ⌦-name of some

z 2 f
�
⌅(O), �(v̄)

�
. We say the computation runs in time t(m)

and space s(m) if the language is decided by MO
(v̄) in said

time and space independently of
�
⌅(O), �(v̄)

�
2 dom(f).

So Item c) is about functions with ordinary/first-order represented
co-domain, g) with second-order ones. And �⇠ according to Item f)
encodes (approximations in terms of the dense sequence in Y given
by � to) the values of f on the dense sequence in X given by
⇠; cmp. [KaPa15, top of p.8]. According to Theorem 17c), taking
Z := Lip

1

(X,Y ) in Item f) defines an exponential in the sense of
Category Theory.

Example 9. Any (ordinary) representation ⇠ :✓ {0, 1}! ! X
can be turned into a second-order representation on tally sets ⌅ :

2

{0,1}⇤ ◆ 2

{1}⇤ 3 O 7! ⇠

✓⇣
1 : 1m 2 O
0 : 1m 62 O

⌘

m

◆
2 X .

Definition 8f) does not (yet) incorporate quantitative information
about continuity of f . Its ‘exponential’ notation will be justified
in Theorem 17. In the case Z = Lip

1

([0; 1], [0; 1]) the represen-
tation here called ⇢⇢ is (equivalent to one) well-known [KaCo10,
KORZ12, FGH14, FeZi15]; and renders application (f, x) 7! f(x)
computable in polynomial-time: Picking up on Example 3, and as
opposed to Fact 4h), we record

Example 10. For every fixed k 2 N, k-fold iterated application

Lip

1

([0; 1], [0; 1])⇥ [0; 1] 3 (f, x) 7! f
�
f . . . (x)

�
2 [0; 1]

is (⇢⇢, ⇢, ⇢)-computable in logarithmic space by a contingent ora-
cle type-2 machine with query stack of depth k.

Theorem 17 will generalize this from [0; 1] to a large class of
spaces. On the other hand it is easy to see that ⇢⇢ still does not
render the Lp-norms (p � 1) polynomial-time computable; and
Proposition 19 will generalize this.

Remark 11. Apart from thus ensuring closure under composition,
the fixed-depth stacks and subtle semantics of query tapes have
been well justified in the discrete setting [Wils88, Buss88, ACN07]
as well as in computational analysis [KaOt14] for small complexity
classes. On a larger scale, although non-uniformly it does imply§

PSPACE

P
= EXP, in our uniform setting of contingent machines

(i.e. with oracles considered as arguments) the following function
F : 2

{0,1}⇤ ⇥{0, 1}! ! {0, 1}! defined via iterated accumulated
queries is computable in exponential time but not in polynomial
space: F (O, v̄)m := FO

bin(v̄
<m

)

(v̄<m; 0), where

FO
0

�
~v, (w

1

, . . . , wn)
�

:= w
1

and FO
k+1

�
~v; (w

1

, . . . , wn)
�

:= FO
k

⇣
~v;
�
w

1

, . . . , wn, O(~v, w
1

, . . . , wn)
�⌘

.

3. Entropy and Computational Complexity
This section generalizes Items (e) and (g) in Fact 4, and the
complexity-theoretic characterizations of Items (f) and (h) from
Cantor space and the real unit interval, to certain compact met-
ric spaces in the spirit of Fact 4c), based on the following notions
essentially dating back to Andrey N. Kolmogorov:

Definition 12. Fix a bounded metric space (X, d).

a) For " > 0 let C(X, d, ") := sup

�
Card(C)

�� C ✓
X, 8x, x0 2 C : x = x0 _ d(x, x0

) � "
 

denote the size of
a largest collection of points fitting into X while avoiding each
other by at least distance ".

b) For " > 0 let H(X, d, ") := inf

�
Card(C)

�� C ✓ X, 8x 2
X 9c 2 C : d(x, c) < "

 
denote the least number of open

balls of radius " covering X .
c) The capacity d(X, d)e : N ! N of (X, d) is the truncated

binary logarithm of n 7! C(X, d, 2�n
); i.e. X admits 2dXe(n),

but not 2dXe(n)+1, points of pairwise distance � 2

�n.
d) Dually, the entropy b(X, d)c : N ! N of (X, d) is the trun-

cated binary logarithm of n 7! H(X, d, 2�n
); i.e. X can

be covered by 2

bXc(n) open balls of radius 2

�n, but not by
2

bXc(n)�1.

Compare for instance [KoTi59] or [Weih03, §6] and the related
notion of a modulus of total boundedness [Kohl08, DEFINI-
TION 17.106]. Lemma 13a) asserts that dXe and bXc have equal
asymptotic growth as long as either one is at most exponential,
i.e.  2

poly(n): such as, e.g., Cµ(Y, [0; 1]) for both µ and dY e
polynomials according to Item d) of the following

Lemma 13. a) Suppose C ✓ X is maximal w.r.t. ✓ satisfying
8x, x0 2 C : x = x0_d(x, x0

) � ". Then
S

c2C B(c, ") = X .
For (X, d) totally bounded, C(X, d, ·) and H(X, d, ·) are non-
increasing total functions (0;1) ! N satisfying H(X, d, ") 
C(X, d, ")  H(X, d, "/2). In particular it holds

b(X, d)c(n)  d(X, d)e(n)  b(X, d)c(n+ 1).
b) The finite set X := {1, 2, . . . , 2k} of integers has constant

capacity and entropy dXe(n) ⌘ k ⌘ bXc(n). The Euclidean
cube/torus [0; 2

k
)

d, equipped with the maximum norm, has
capacity

⌃
[0; 2

k
)

d
⌥
(n) = (n + k) · d =

⌅
[0; 2

k
)

d
⇧
(n) and

thus polynomial entropy.
c) The compact space from Fact 4h) equipped with the supre-

mum norm has asymptotically exponential capacity and entropy

§ cmp. http://cstheory.stackexchange.com/a/247/17822
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⌃
Lip

1

�
[0; 1], [0; 1]

�⌥
(n),

⌅
Lip

1

�
[0; 1], [0; 1]

�⇧
(n) = ⇥(2

n
).

The same holds for Lip
1

�
[0; 1], [0; 1]

�
✓ Lp equipped with the

norm f 7! p

qR
1

0

|f(x)|p dx for any fixed p � 1.
d) Suppose totally bounded (X, d) has diameter diam(X) :=

sup{d(x, x0
) : x, x0 2 X}  1 and super-logarithmic yet

at most exponential entropy bXc : N ! N. Moreover fix some
strictly increasing µ : N ! N. W.r.t. supremum norm the space

Cµ

�
X, [0; 1]

�
:=

�
f : X ! [0; 1] has modul.of continuity µ

 

has log
⌅
Cµ

�
X, [0; 1]

�⇧
(n) = ⇥

⇣
bXc

�
µ
�
⇥(n)

��⌘
.

e) Cantor space 2

!
= {0, 1}! , equipped with the standard

metric �(v̄, w̄) := 2

�min{n:v
n

6=w
n

} has linear capacity
d(2!,�)e(n) = n + 1; equipped with the topologically equiv-
alent metric �0

(v̄, w̄) := 1/(1 + min{n : vn 6= vm}) on the
other hand it has exponential capacity d(2!,�0

)e(n) = 2

n�1.
f) However whenever d and d0 are strongly equivalent metrics on
X in the sense that d0 · 2�c  d  d0 · 2c holds for some c 2 N
(such as in case X lives in some finite-dimensional normed real
vector space), their induced capacities and entropies differ by
at most a constant shift in the sense that it holds 8n � c :

d(X, d0)e(n� c)  d(X, d)e(n)  d(X, d0)e(n+ c),

b(X, d0)c(n� c)  b(X, d)c(n)  b(X, d0)c(n+ c)

g) Let (X, d) and (Y, e) be totally bounded metric spaces and
f : X ! Y have modulus of continuity µ. Then the image
f [X] ✓ Y with metric e has entropy bf [X]c  bXc � µ.

Item d) quantitatively refines the classical Arzelá-Ascoli Theorem;
cmp. [Weih03, THEOREM 6.7.3]. Our main result characterizes
the entropy/capacity of compact metric spaces in terms of the
relativized computational complexity of functions on them:

Theorem 14. For a compact metric space (X, d) the following are
equivalent:

i) X has polynomially bounded entropy, that is, bXc(m)  p(m)

for some p 2 N[m].
ii) X has a proper representation � :✓ {0, 1}! ⇣ X with

polynomial modulus of continuity.
iii) X admits a representation � rendering the parameterized par-

tial/fuzzy/soft equality test

X ⇥X ⇥ N 3 (x, y,m) 7! 1! for x = y,

(x, y,m) 7! 0! for d(x, y) � 2

�m (3)

relativized � ⇥ �-computable in time polynomial in m.
iv) There exists a representation � of X rendering Equation (3)

relativized � ⇥ �-computable in space logarithmic in m.
v) There exists a representation � of X rendering the metric d :

X ⇥X ! [0;1) relativized (�⇥ �, ⇢)-computable in polyno-
mial time vi) or in logarithmic space.

vii) There exists a representation � of X and polynomial q 2 N[m]

with the following universal property: Whenever (Y, e) is a
compact metric space equipped with standard representation
� (see Definition 15 below) and f : X ! Y has modulus
of continuity µ, then f is relativized (�, �)-computable in time
t(m) := q

�
m+ (⌫ � µ)(m+ 1) + dY e(m+ 2)

�

viii) or space O
�
log t(m)

�
= O

�
logm + log(⌫ � µ)(m + 1) +

logdY e(m+ 2)

�
.

ix) There exists a representation � of X and polynomial q 2
N[m] such that every 1-Lipschitz function f : X ! [0; 1] is
relativized (�, ⇢)-computable in time q(m)

x) or space O
�
log q(m)

�
= O(logm).

(iii’)—(x’) similarly to (iii)—(x) for a second-order representation
� of X instead of �, and dropping the relativization/oracles.

Items (vii)+(viii) together with Lemma 16d) generalize [Ko91,
THEOREM 2.19], [Weih00, LEMMA 7.1.3], and LEMMA 6.3 in
[PaZi13]; recall Fact 4e+g+h).

Spaces of exponential entropy can be characterized similarly in
terms of relativized exponential time and polynomial space.

3.1 Standard Representation of a Compact Metric Space
Our proofs “i)” in Theorem 14 all use the same generic represen-
tation. It generalizes, and shares many properties of, the represen-
tation ⇢ of [0; 1] and thus seems of interest of its own. The idea is
to first cover the space with ‘few’ balls of radius 1/2, then refine
and extend this to a covering with balls of radius 1/4, 1/8, and so
on with radius 2�n for n 2 N:

Definition 15. Fix a totally bounded metric space (X, d).

a) Inductively for each n 2 N choose some maximal (w.r.t.
inclusion, not necessarily cardinality) subset Xn of X \S

m<n

S
x2X

m

B(x, 2�n
) s.t. d(x, x0

) � 2

�n for all dis-
tinct x, x0 2 Xn. Abbreviate Nn := Card(X

0

) + · · · +
Card(Xn+1

) and let ⇠ : N ! X be such that, for every n,
⇠
��
[N

n

]

! X
0

[ . . . [Xn+1

is a bijection.
b) Following up on Definition 2f) the — or rather, because of the

contingent choices above, a — standard representation of X is
the one induced by (X, d, ⇠) with ⇠ : N ! X according to a).

c) Similarly, the second-order representation ⌅ induced by ⇠ :

N ! X according to a) and Definition 8f) is a standard one.

We collect some properties and justify Items b+c) of this definition:

Lemma 16. Fix a compact metric space (X, d).

a) With the terminology of Definition 15, the points in ⇠[Nn] have
pairwise distance � 2

�n�1; and the open balls B(x, 2�n�1

)

with x 2 ⇠[Nn] cover X . In particular ⇠ : N ! X enumerates
a dense subset. Moreover it holds Nn  C(X, d, 1/2n+1

) <
2

dXe(n+1)+1.
b) A standard representation ⇠ :✓ {0, 1}! ⇣ X has modulus of

continuity n 7! 2

P
m<ndXe(m+ 2)  2n · dXe(n+ 2).

c) There exists a polynomial q 2 N[n] such that any partial
f :✓ {0, 1}! ! X with modulus of continuity µ can be
⇠-computed by some oracle machine MO in time t(n) :=

q
�
n+µ(n+1)+dXe(n+2)

�
with a ⇠-realizer F : dom(f) !

dom(⇠) ✓ {0, 1}! also oracle computable in time t(n).
d) Same as c), but now computing in space O

�
log n+ log µ(n+

1) + logdXe(n+ 2)

�
by an oracle type-2 machine with query

stack of depth two.
e) If X has polynomially bounded entropy, any two standard rep-

resentations ⇠ and ⇠0 of X are relativized polynomial-time
equivalent in the sense that some oracle machine MO can
translate ⇠0-names to ⇠-names within polynomial time.

Item b) quantitatively refines qualitative continuity according
Lemma 6b); and Item c), together with Lemma 6c), generalizes
Fact 4e) and g) by quantitatively refining Fact 4c). We can now
state the already announced generalization of Example 10:

Theorem 17. a) Let (X, d) and (Y, e) denote compact metric
spaces of polynomial entropy. Suppose the rounding function
R� associated with standard representation � of Y is com-
putable in logarithmic space. Moreover fix a polynomial µ 2
N[n]. Then application Cµ(X,Y )⇥X 3 (f, x) 7! f(x) 2 Y
is (�⇠, ⇠, �)-computable in logarithmic space.

b) Fix k 2 N and k + 1 compact metric spaces (X, d), (X
1

, d
1

),
(X

2

, d
2

), . . . , (Xk, dk) of polynomial entropy and equipped
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with standard representations ⇠, ⇠
1

, . . . , ⇠k as well as with
rounding functions R

1

, . . . , Rk computable in logarithmic
space. Then k-fold composition

Lip

1

(X,X
1

)⇥ Lip

1

(X
1

, X
2

)⇥ . . .⇥ Lip

1

(Xk�1

, Xk)

3 (f
1

, . . . , fk) 7! fk � fk�1

� . . . � f
1

2 Lip

1

(X,Xk)

is
�
⇠⇠
1

⇥⇠⇠1
2

⇥. . . ⇠
⇠
k�1

k , ⇠⇠k
�
-computable in logarithmic space by

a contingent oracle type-2 machine with query stack of depth k.
c) There exists a polynomial q 2 N[n] with the following prop-

erty: To every compact metric space (X, d) with standard rep-
resentation ⇠, every convex compact (Y, e) with standard rep-
resentation �, and every strictly increasing µ : N ! N there
exists a partial dense enumeration ⇣ :✓ N ! Cµ(X,Y ) =:

Z with induced second-order representation ⌦ according to
Definition 8e), such that the identity mapping on Z is both
(⌦, �⇠

)-computable and (�⇠,⌦)-computable in time q
�
n +

logdY e(n) + dXe � µ(n+ 1)

�
.

For appropriate function spaces, Item c) thus asserts polynomial-
time equivalence between the second-order representation �⇠ ac-
cording to Definition 8f) and a suitably induced one according to
Definition 8e).

Proof. a) Let M? copy, from the input tape to a freshly pushed
and thus empty query tape on top of the stack, the µ(n+ 2)-nd
integer aµ(n+2)

of polynomial binary length  dXe(n+3)+1

such that x0
:= ⇠(aµ(n+2)

) approximates argument x up to
error < 2

�µ(n+2): using O
�
log n

�
bits of the work tape for

counters. Append bin(2

n+2

) and bin(2

j
) for j := 0; then

invoke the oracle providing an �⇠-name of f (thereby popping
the query tape) to determine, and write to the output tape, the
first bit of entry b0n+2

in an �-name of y0
:= f(x0

) 2 Y : with
⇠(b0n+2

) approximating y0 up to 2

�n�2 and, µ being a modulus
of continuity and by triangle inequality, approximating also
y := f(x) up to 2

�n�1. Repeat (copy aµ(n+2)

to empty query
tape and invoke oracle) for obtaining the other bits with indices
j = 1, . . . ,O(n) of b0n+2

of binary length  dY e(n+ 3) + 1.
Finally apply R� to turn this b0n+2

approximating y0 into bn
satisfying Equation (2) for y, again in logarithmic space.

b) The case k = 1 is trivial. In case k = 2 let us abbreviate
Y := X

1

and Z := X
2

as well as � := ⇠
1

and ⇣ := ⇠
2

.
Given hbin(a), bin(2n), bin(2j)i let the machine initially push
an empty query tape. Then, analogously to a), repeatedly copy
a from the input to, and invoke the oracle encoding an �⇠-name
of f

1

: X ! Y for the contents of, a second query tape on
top of the stack. Thus bitwise obtain b0n+3

such that �(b0n+3

)

approximates y := f
1

(a) up to error 2�(n+3); and apply R
1

to get bn+2

satisfying Equation (2) for y and �, but this time
compose it on the first query tape rather than on the output tape:
Then invoke the oracle encoding a ⇣�-name of f

2

: Y ! Z to
similarly bit-by-bit recover c0n+2

with ⇣(c0n+2

) approximating
f
2

(bn+2

) up to error 2

�(n+2): by triangle inequality and 1-
Lipschitz continuity of f

2

, cn := R
2

(c0n+2

, 2�n�1

) will in turn
satisfy Equation (2) for z := f

2

(y) and ⇣.
The cases k � 3 proceed similarly, starting with b0n+2k�1

.

3.2 Proof of Theorem 14
We record the following consequence of triangle and reverse trian-
gle inequality: |d(x, y)� d(x0, y0

)| ; |d(x, y)� d(x, y0
)| +

+ |d(x, y0
)� d(x0, y0

)|  d(y, y0
) + d(x, x0

) . (4)

Note (x))(ix), (viii))(vii), (vi))(v))(iii), and (vi))(iv))(iii),
trivially; similarly (x’))(ix’), (viii’))(vii’), (vi’))(v’))(iii’)

and (vi’))(iv’))(iii’); and finally (iii))(iii’) to (x))(x’), generi-
cally, by Example 9 and incorporating oracles into the second-order
representations.

i)ii) Consider a standard representation according to Lemma 16b)
and Lemma 6b).

ii)i) follows from Lemma 13e+g).
i)iii) Let D 2 N denote an upper bound on the diameter of

X and ⌫ a polynomial modulus of continuity of �. Given
n 2 N and �-names ū, v̄ of x, y 2 X , set m := ⌫(n +

2) + 1 and let the machine make the polynomial-size query
hbin(2n+1

), bin(1), ū<m, v̄<mi to the following oracle in the
spirit of Equation (1):
�
hbin(2n), bin(a), ū<m, v̄<mi :
m, a 2 N, ū, v̄ 2 dom(�), a/2n < d

�
�(ū), �(v̄)

� 
(5)

and report 0! if positive, otherwise 1!: For any x0, y0 2 X with
respective �-names ū0 and v̄0, ū0

<m = ū<m and v̄0<m = v̄<m

implies d(x, x0
), d(y, y0

) < 2

�n�2; hence d(x0, y0
) > 2

�n�1

whenever d(x, y) � 2

�n by Equation (4).
ii)iv) While the above algorithm does use polynomial amounts

of the input and query tapes, both comparing ū<m = v̄<m

and preparing the oracle query suffice with only logarithmically
many cells on the working tape for counters and indices; recall
Definition 5b).

ii)v) Again let m := ⌫(n+ 2) + 1 for a polynomial modulus of
continuity ⌫ of � and consider, on input of �-names ū and v̄ of
x and y, their initial segments ~u := ū<m and ~v := v̄<m. By
Equation (4) it suffices to approximate d(x0, y0

) up to 2

�n�1

for any x0, y0 2 X having �-names also beginning with ~u and ~v,
respectively. This can be achieved by repeatedly and adaptively
querying oracle (5) for hbin(2n+1, bin(a), ~u,~vi: starting with
a
0

= D · 2n+1 perform O(n + dlog
2

De) rounds of binary
search to find a 2 N such that a/2n+1 < d(x0, y0

)  (a +

1)/2n+1.
ii)vi) The above binary search requires storing the current value

of a having O(n) bits. To save memory now recall that, for
~u,~v 2 {0, 1}m with m := ⌫(n + 2) + 1, d

�
�(~uw̄), �(~vz̄)

�

varies by at most 2�n�1 w.r.t. w̄, z̄ where defined. So, similarly
to the proof of Lemma 16c), there exists a partial function

' :✓ {0, 1}⇤ ⇥ {0, 1}⇤ ⇥ N ! N s.t.
��'(~u,~v, n)/2n � d

�
�(~uw̄), �(~vz̄)

��� < 2

�n (6)

holds for all ~u,~v 2 {0, 1}⌫(n+2)+1 and any w̄, z̄ satisfy-
ing ~uw̄,~vz̄ 2 dom(�). Now encode such ' into the oracle�
h~u,~v, bin(2n), bin(2j)i : bin

�
'(~v,~v, n)

�
j
= 1

 
; to which

O(n + log

2

D) queries of size O(m + n) recover '(~u,~v, n)
on the output tape.

ii)viii) Let ⌫ denote a polynomial modulus of continuity of �.
Then f � � : dom(�) ! Y has modulus of continuity ⌫ � µ;
and hence according to Lemma 16d) is �-computable by some
oracle machine within the claimed running space bound.

vii)ix and viii)x): 1-Lipschitz means linear modulus of continu-
ity (Fact 4a), and Y := [0; 1] has linear entropy (Lemma 13b).

ix’)i) Let C ✓ X be a largest set of points of pairwise dis-
tance � 2

�n. By hypothesis, for each x 2 C, some oracle
machine MO

x

x can approximate d(x, x0
) up to error 2�n0

:=

2

n+dlog2 De�1 (and thus distinguish x = x0 from x 6= x0) after
querying any �-name O0

x0 2 2

{0,1}⇤ of x0 2 C for at most
q(n0

) binary strings of length  q(n0
) each. In particular for
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x = x0 ranging over the C(X, d, 2�n
) > 2

dX,de(n)�1 elements
of C, there exist at most  O(2

q(n0
)

)

q(n0
)  2

O(q2(n)) possi-
ble — and possibly adaptive — communication sequences this
family of machines can exhibit. This implies dX, de(n)� 1 
O
�
q(n)2

�
: Otherwise there exist distinct x, y 2 C for which

both MO
x

x and MO
y

y approximating d(x, ·) and d(y, ·) up to
error 2�n�1 on �-names O0

x of x and O0
y of y, respectively,

both make the same queries and receive the same answers when
approximating d(x, x) = 0 = d(y, y) up to error 2�n�1. But
then so will MO

x

x on �-name O0
y of y purportedly approximat-

ing d(x, y) � 2

�n, contradiction.
iii’)i) Similarly.

4. Conclusion and Perspective
The theory of computation over real numbers (and Cantor space)
exhibits, in addition to recursion-theoretic limitations, topological
ones on computable functions that, in the classical discrete case,
are trivially met and thus invisible. Permitting arbitrary oracles re-
moves the recursion-theoretic ones and thus provides new perspec-
tives on set-theoretic topology. Similar characterizations hold for
continuous universes other than real numbers equipped with (ad-
missible) representations, that is, certain encodings over Cantor
space.

Similarly, the complexity theory of real functions is known to
impose quantitative topological conditions; and the present work
has generalized these to compact metric spaces (X, d). More pre-
cisely we have established in Theorem 14 various asymptotic char-
acterizations of Kolmogorov’s entropy in terms of the resource-
bounded relativized bit-complexity of families of continuous func-
tions on X .

The results are based on a generic representation (Definition 15)
of such spaces that generalizes the canonical one of [0; 1] and seems
of its own interest. In fact, according to Lemma 16b+c), it satisfies
the following quantitative refinement of the well-known qualitative
admissibility condition [Weih00, THEOREM 3.2.9]; which in turn
differs from, and indeed avoids the paradoxical PROPOSITION 17
of, [KaPa14, §7]:

Definition 18. Call a representation � :✓ {0, 1}! ⇣ X of the
compact metric space (X, d) polynomially admissible if (a) it is
polynomially continuous in X’s entropy, that is, there exists a q 2
N[n] such that q � b(X, d)c � q constitutes a modulus of continuity
of �, and (b) to every representation ⇣ of X with modulus of
continuity µ there exists a mapping F : dom(⇣) ! dom(�) with
modulus of continuity q

�
n+(µ�q)(n)+bXc�q(n)

�
s.t. ⇣ = ��F .

Second-order representations had been introduced for spaces of
continuous functions in order to reflect computational practice and
thus reduce the predicted bit-cost of application (f, x) 7! f(x)
from unrealistic exponential to realistic polynomial time; yet The-
orem 14 reveals them as still surprisingly limited:

Proposition 19. a) Fix a compact convex symmetric subset X of
a normed vector space having superpolynomial metric entropy.
Then no (first or) second-order representation of X can simul-
taneously render both weighted difference X ⇥X 3 (x, y) 7!
(x�y)/2 2 X and norm X ! R polynomial-time computable.

b) No (first or) second-order representation of Lip
1

([0; 1], [0; 1]) ✓
Lp[0; 1] can simultaneously render both (f, g) 7! |f � g|/2
and any p-norm f 7! kfkp =

p

qR
1

0

|f(t)|p dt, p 2 [1;1],
polynomial-time computable.

c) On the other hand to every compact metric space (X, d) and
fixed continuous � : X ! R there does exist an ordinary
representation ⇠ of X rendering � computable in linear time.

Proof (Proposition 19). a) The metric d(x, y) = 2k(x � y)/2k
is the composition of both operations; hence a second-order
representation rendering the latter polynomial-time computable
would also do so for the former according to Theorem 17b):
contradicting Theorem 14v).

b) Similarly, now taking into account Lemma 13c).
c) Consider an arbitrary representation ˜⇠ of X as well as the (tech-

nically multi-) representation ⇢̃ of the compact image �[X] ✓
R induced by ⇢: a ⇢̃-name of x being a ⇢-name of �(x). Then
˜⇠⇥ ⇢̃ according to Definition 5e) is a representation of X which
makes computing x 7! �(x) easy: just extract the ⇢̃-part of the
given name of x.

[FGH14] has characterized the semi-norms on Lip

1

([0; 1], [0; 1])
that are (⇢⇢, ⇢)-computable in polynomial time. Proposition 19c)
complements a) and b) by demonstrating that the norm � := k · k
by itself does admit a representation rendering it polynomial-time
computable; and another one for (f, g) 7! |f � g|, trivially. The
uniformity with respect to f in (vii) to (x), reflected by bivariate-
ness in (iii) to (vi), is thus essential in Theorem 14.

Future work will apply these insights to devise, and justify
the choice of, ‘canonical’ representations for the Lp and Sobolev
spaces of integrable (not necessarily continuous) functions. This
provides a rigorous foundation to complexity-theoretically refine
recent computability investigations for partial differential equations
[WeZh02] and turn non-uniform [KSZ14] into uniform ones.

4.1 Resource-Oriented Complexity Theory of Higher Types
Fix a compact function space, such as X 0

= Lip

1

(X; [0; 1]) for
some compact metric X , and a continuous (1-Lipschitz, say, but
not necessarily linear) functional ⇤ : X 0 ! [0; 1] with the goal of
computing its maximum.

This setting includes for instance the Calculus of Variations
as mathematical foundation to physical principles like Fermat’s
(Optics) or Least Action (Mechanics). Also Shape Optimization
problems in Numerical Engineering can be brought to this form.
And several extremal constants in Analysis have been expressed
as maximum of a continuous functional over some compact func-
tion space, including Bloch’s and Landau’s [Rett12] as well as
Poincaré’s and Bramble-Hilbert.

Indeed, computability has generically been established under
weak conditions [Esca13]; hence one may ask for computational
complexity, uniformly: Given ⇤, how hard/easy is it to approximate
max⇤ up to error 2�m? Here the argument consists of a functional
⇤ rather than a real function, i.e., is of higher type; and the mapping

||| · ||| : X 00
= Lip

1

(X 0
; [0; 1]) 3 ⇤ 7! |||⇤||| :=

= sup

�
⇤(f) : f 2 X 0

= Lip

1

(X; [0; 1])

 
2 [0; 1]

whose complexity we are interested in — but first need to define
the encoding, ways and cost of access to argument ⇤ — in turn
constitutes a 1-Lipschitz hyperfunctional: a norm on X 00. So in
view (of the obvious extension) of Proposition 19 to X 00 having
double exponential entropy for X := [0; 1] one may reasonably
expect also its complexity as double exponential: attained by the
standard second-order representation ⌅

00 of (X 00, sup) according
to Definition 15c).

Another relevant hyperfunctional is hyper-application

X 00 ⇥X 0 3 (⇤, f) 7! ⇤(f) 2 [0; 1]

which one might wish to become polynomial-time computable,
although ⌅

00 ⇥ ⌅

0 only renders it exponential-time computable:
simply because the approximation of f up to error 2�m to be read
off from its given ⌅

0 ⌘ ⇢⇢ (Theorem 17c) name must contain that
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much information (Lemma 13c), all of which the value ⇤(f) may
depend on within a range of 2�m; cmp. [KaPa15, §4].

On the other hand already from X to X 0 did the underlying
notions change in the ways, and cost, of access to the argument:
with the reasonable purpose of rendering application X 0 ⇥ X 3
(f, x) 7! f(x) polynomial-time computable — and in fact also
X 0 ⇥ X 3 (f, x) 7! f

�
g(x)

�
for every fixed polynomial-time

computable transformation g : X ! X by Theorem 17, justifying

Definition 20. a) Let 2{0,1}
⇤⇤

denote the set of finite languages
O ✓ {0, 1}⇤ and consider BIN : N ! 2

{0,1}⇤⇤ , where

BIN(a) :=

�
bin(j) : 0  j  log

2

(a), bin(a)j = 1
 

.

b) A hyper-oracle is a mapping H : 2

{0,1}⇤⇤! {0, 1}, identified
with H 2 2

2

{0,1}⇤⇤
. A third-order representation of a space X

is a surjective partial mapping X :✓ 2

2

{0,1}⇤⇤⇣ X .
c) A hyper-oracle machine MH,O has an additional hyper-oracle

tape to which it can write the code hN ?i of a contingent oracle
Turing machine as well as a unary integer 1m. Upon entering a
designated hyper-query state, MH,O will proceed in one of two
possible hyper-return states depending on H’s value on
�
~w 2 {0, 1}m

: NO accepts ~w within m steps
 

2 2

{0,1}⇤⇤.

d) A contingent hyper-oracle machine M?,? computes a mapping

F :✓ 2

2

{0,1}⇤⇤

⇥ 2

{0,1}⇤ ⇥ {0, 1}! ! 2

{0,1}⇤

in time t(m) if, for every (H, O, v̄) 2 dom(F ), it decides
F (H, O, v̄) ✓ {0, 1}⇤ within t(m) steps.

e) Fix third-order representation X of X , second-order represen-
tation ⌥ of Y , and standard representation ⇣ of Z. The ma-
chine from (b) is said to (X,⌥, ⇣)-compute the multivalued
function f : X ⇥ Y ◆ Z in time t(m) if, for every (H, O)

with
�
X(H),⌥(O)

�
2 dom(f), MX,O produces a ⇣-name⌦�

bin(cm)

�
m

↵
of some z 2 f

�
X(H),⌥(O)

�
such that cm ap-

pears after at most t(m) steps independently of (H, O).
f) Generalizing Definition 8f), fix a presented metric space (X, d, ⇠)

with induced second-order representation ⌅ and a presented
metric space (Y, e, �) with induced first-order representation
�. Equip (any fixed compact subset Z of) the space C(X,Y )

of continuous total functions f : X ! Y with the following
third-order representation �⌅: Let

H =

�
0BIN(a) [ 1BIN

�
(2j+1)·2n

�
:

⌦
bin

�
'(a, n)

�↵
j
=1

 

be an �⌅-name of f for every mapping ' : dom(⇠) ⇥ N !
dom(�) ✓ N such that

�
'(a, n)

�
n

is an �-name of f
�
⇠(a)

�
.

Note that BIN(a) ✓ {0, 1}loglog(a). In terms of program-
ming languages, c) may be regarded as passing a callback or
continuation NO to H, being invoked a possibly large (expo-
nential in m) number of times without charging that cost to
M. Hugo Férée has suggested computationally limited proto-
cols for communication between H and O, formalized as se-
quential games of certain (carefully defined notion of) size; see
http://www.loria.fr/~hferee/game semantics complexity.pdf

Our notion asserts closure under polynomial-time transformations:

Example 21. Let (X, d) have exponential entropy with standard
second-order representation ⌅ according to Definition 8e); e.g.
⌅ = ⇢⇢ in case X = Lip

1

([0; 1], [0; 1]) according to Theo-
rem 17c). Moreover fix a mapping g : X ! X that is (⌅,⌅)-
computable in polynomial time; and a space (Y, e) with polyno-
mial entropy and standard first-order representation �. Then trans-
formed evaluation Lip

1

(X,Y ) ⇥X 3 (f, x) 7! f
�
g(x)

�
2 Y is

(�⌅,⌅, �)-computable in polynomial time.

4.2 Parameterized Complexity
We have focused on computation on compact spaces X with al-
gorithmic cost depending on the output precision m only. For �-
compact spaces X =

S
n Xn with compact Xn, cost is naturally

measured in terms of both integers n and m: in the discrete caseS
n{0, 1}n as well as the real R =

S
n[�2

n
; 2

n
].

The space C(X,Y ) of continuous functions f : X ! Y be-
tween compact metric spaces X,Y , equipped with the supremum
norm, lacks �-compactness; but in view of the Arzelá-Ascoli The-
orem it is naturally covered by the family Cµ(X,Y ) of compact
subsets parameterized by moduli of (equi-)continuity µ : N ! N
according to Lemma 13d). The case of �-compact Y =

S
k Yk

is naturally included by considering Cµ(X,Yµ(0)

). For �-compact
X =

S
n Xn consider µ(n, · ) =: µ̃(hn, · i).

The corresponding version of Cobham-Edmonds Thesis con-
siders runtimes polynomial in m and µ. Permitting finite iterates
of µ to ensure closure under composition, this leads to second-
order polynomial bounds, namely terms P (m,µ) [Mehl76]. More
generally fix an assignment from oracles O to integer functions
µO 2 NN; and adapt Definition 8g) by calling the computation
of M? bounded by P iff the language accepted by MO is de-
cided in time P

�
·, µO). These notions have proven natural by a

resource-oriented characterization of the basic feasible function-
als, originally from Implicit Complexity Theory [KaCo96]. More-
over, the uniform version of Theorem 17a) asserts second-order
polynomial-time (�⇠, ⇠, �)-computability of the application oper-
ator on arbitrary uniformly continuous functions, C(X,Y )⇥X 3
(f, x) 7! f(x) 2 Y , for standard representations ⇠ and � of com-
pact metric spaces (X, d) and (Y, e) of polynomial entropy. Further
applications of this second-order polynomial-time complexity the-
ory have been obtained on several important operators in analysis
[Lamb06, KORZ12, FGH14, FeZi15, KaPa14].

Definition 22. a) Let (Y, e) be a compact metric space and X =S
µ:N!N Xµ a metric space with Xµ compact for every µ :

N ! N. A hyper-modulus of continuity of a continuous f :

X ! Y is a mapping M : NN ! NN such that, for every
µ 2 NN, M(µ) constitutes a modulus of continuity of f

��
X

µ

.
b) A third-order polynomial P is a term over 0, 1,+,⇥ and vari-

ables with types m 2 N, µ : N ! N, and M : NN ! NN.
c) Equip every O ✓ {0, 1}⇤ with some µO 2 NN and every H

with some MH : NN ! NN. Picking up on Definition 20e),
machine M?,? is said to (X,⌥, ⇣)-compute f : X⇥Y ◆ Z in
time P if it makes at most P(m,µO,MH) steps before printing
cm, for every

�
X(H),⌥(O)

�
2 dom(f).

Remark 23. Controversially, any exponential tower 2

2

...
2m

of
constant height can be bounded by some second-order polynomial
P (m,µ) as long as the second-order parameter µ itself grows
exponentially. This suggests a more refined way of gauging the
dependence of P on µ. In fact we can prove the following:
a) For all d 2 N, P (m,m 7!md

) is a regular integer polynomial.
b) The (thus well-defined) mapping N 3 d 7! DEG

�
P
�
(d) :=

deg

�
P (m,m 7! md

)

�
is in turn an integer polynomial in d

for all sufficiently large d.
c) For every fixed ordinary polynomial µ of sufficiently high de-

gree it holds deg
�
P (m,µ)

�
= DEG

�
P
�
(deg µ).

d) It holds DEG

�
P (Q, ·)

�
= DEG(P ) ·DEG(Q).

e) It holds DEG

�
P (·, Q)

�
= DEG

�
P
��

DEG(Q)

�
.

f) deg

�
DEG(P )

�
2 N coincides with [KaCo96]’s depth of P .

In particular (functions computable in time bounded by second-
order) polynomials of depth one are closed under composition (e)
and avoid the above reproach, as pointed out by Klaus Weihrauch.
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Semantically Acyclic Conjunctive Queries

under Functional Dependencies

Diego Figueira
CNRS, LaBRI

Abstract

The evaluation problem for Conjunctive Queries (CQ) is known to
be NP-complete in combined complexity and W[1]-hard in param-
eterized complexity. However, acyclic CQs and CQs of bounded
tree-width can be evaluated in polynomial time in combined com-
plexity and they are fixed-parameter tractable.

We study the problem of whether a CQ can be rewritten into
an equivalent CQ of bounded tree-width, in the presence of unary
functional dependencies, assuming bounded arity signatures. We
show that this problem is decidable in doubly exponential time,
or in exponential time for a subclass of CQ’s. When it exists, the
algorithm also yields a witness query.

1. Introduction

The class of Conjunctive Queries (CQ) is one of the most studied
database query languages. It corresponds to select-project-join ex-
pressions of the relational algebra, and it is widely used in practice.
The evaluation problem for CQs is the problem of, given a rela-
tional database D, a tuple ā and a conjunctive query Q, whether ā
is in the result set of Q(D) (i.e., of the query Q evaluated in D).

However, the evaluation for CQs is NP-complete [7], it requires
|D|

O(|Q|) time. Notice that we consider both the database D and
the query Q as part of the input (this is what is called combined
complexity).1 Further, this exponential dependence of the query
in the database seems unavoidable since the problem is W[1]-
complete in parameterized complexity [19]. When the database is
very big, even with moderately small queries the evaluation may
become infeasible. Ever since this result, there have been efforts
towards finding well-behaved fragments that may lead to a tractable
evaluation problem.

One such fragment is the class of Acyclic Conjunctive Queries,
which corresponds to a syntactic restriction requiring that the hy-

1 When the query is considered to be fixed (this is called data complexity),
the evaluation of CQs are in the tractable class AC0 [15] and thus, in
particular, in LogSpace.
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pergraph associated to the query be acyclic. Acyclic CQs can be
evaluated in polynomial time, in fact in linear time both in the query
and the database: O(|D| · |Q|) [22]. Polynomial-time tractability
is further extended to queries of bounded tree-width [8, 14]. The
tree-width of a query measures, intuitively, how close the query
is to being acyclic (the smaller the tree-width the closer). What’s
more, testing whether a query has tree-width k can be done very
efficiently [5], which leads to a useful optimization technique.

The class of tree-width k queries corresponds to a syntactic
restrictions on the queries. A generalization of this result consists
in considering CQs that, although they may not be of tree-width k,
they are equivalent to a CQ of tree-width k. This is called Semantic
Acyclicity [3] in the case of equivalence to acyclic CQs, and here
we use the term Semantic Tree-width-k to denote equivalence to a
CQ of tree-width k.2 As pointed out in [3], semantically bounded
tree-width CQs can be evaluated in polynomial time, and verifying
whether a CQ is semantically of tree-width k is NP-complete (for
every k); this stems from results in CSP [9, 11]. Concretely, given
a CQ Q, we can test in NP if Q is equivalent to some query Q0 of
tree-width k; if so, we can evaluate Q in polynomial time. In the
sentence before, the fact that Q is “equivalent” to Q0 means that
Q(D) = Q0

(D) for every database D. Our work is motivated by
the following question: Can we extend this result for databases that
verify some integrity constraints?

A very common integrity constraint on databases is the use of
functional dependencies. These constraints capture the most promi-
nent form of data dependency, which are fundamental in modern
database models. A functional dependency states that an attribute
of a relation functionally determines another attribute (e.g., ‘SSN’
determines ‘name’ in the relation ‘Employees’; in other words, ev-
ery two rows with the same ‘SSN’ must have the same ‘name’).

This paper studies the semantic tree-width-k problem under
the presence of functional dependencies. Assuming relations have
bounded arity, this problem generalizes the previous problems dis-
cussed, by making use of the information on data dependencies to
produce a query that can be evaluated efficiently. As we will see,
this makes a difference, as classes of queries which are not seman-
tically of bounded tree-width may become of bounded tree-width
when working under functional dependencies.

Simply put, the contribution of this paper is that the following
problem is decidable:

2 We remark that if we assume that the arities of relations is bounded, with
semantic tree-width-k queries we are in a more general setup. Indeed, for
any bound b on the arity there exists k so that the class of semantic acyclic
queries over relations of arity  b is also semantically of tree-width-k.
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Given a CQ Q and a set of unary functional dependencies ⌃ of
bounded arity, is there a CQ Q0 of tree-width  k so that Q0

and Q are equivalent over databases satisfying ⌃?

We show that this problem can be decided in 2ExpTime for
the full class of CQs, or in ExpTime for a fragment thereof; and
that the witness query Q0 can also be provided. Thus, whenever
the answer is positive the algorithm then yields a fixed-parameter
tractable (FPT) evaluation algorithm of complexity f(|Q|)·|D|

c for
a constant c and a doubly-exponential function f . In [4], Barceló
et al. show that this problem is undecidable as soon as we consider
more general constraints, namely tgd’s and egd’s, instead of unary
functional dependencies.

2. Preliminaries

LetN = {0, 1, 2, . . . }. We use the bar notation ā to denote a vector
of elements, whose i-th element (i > 0) is denoted by ā[i].

Relational structures A relational vocabulary � consists of a
collection of relation symbols, each with a specified arity. For
a relation R we write arity(R) 2 N \ {0} to denote its arity.3
A �-structure A consists of a universe A, or domain, and an
interpretation which associates to each relation symbol R 2 �,
a relation RA

✓ Aarity(R). For any binary relation R, we say that
a

R
�! b [resp. a R

 � b] is an edge of A if (a, b) 2 RA [resp. (b, a) 2
RA]. Thus, whenever we say that we ‘add’/‘remove’ an edge a

R
�!

b to/from A, we refer to the respective operation on (a, b) and the
set RA. We abuse notation writing a

R
�! b

R0
�! c as short for

(a
R
�! b)(b

R0
�! c); a R

�! b
R0
 � c as short for (a R

�! b)(b
R0
 � c),

etc. We use A,B,C,A0,B0, . . . to denote relational structures, and
A,B,C,A0, B0, . . . to denote their respective domains. We work
here with finite structures, and henceforward by structure we mean
a finite one. Further, we assume that all relations have bounded
arity, that is, there is a fixed constant n0 2 N so that all relations
in the signature have arity bounded by n0.

A graph is a structure G = (V,E), where E is a collection of
subsets of V of size 2. Thus, our graphs are undirected, loopless,
and without parallel edges. The Gaifman graph of a �-structure A,
denoted by G(A), is the graph whose set of nodes is the universe
of A, and whose set of edges consists of all pairs {a, a0

} of distinct
elements of A such that a and a0 appear together in some tuple of
a relation in A.

Given two �-structures A,B, we say that A is a substructure

of B (noted A ✓ B) if A ✓ B, RA
✓ RB for all R 2 �. We say

that A is an induced substructure of B if it is a substructure so
that RA

= RB
\ Aarity(R) for all R 2 �. In this case we say that A

is the substructure induced by A and we denote it by B|A.
A homomorphism from a �-structure A to a �-structure B is

a mapping h : A ! B so that for each relation symbol R 2 �,
if (a1, . . . , ar) 2 RA, then (h(a1), . . . , h(ar)) 2 RB. We will
sometimes write h(a1, . . . , ar) as short for (h(a1), . . . , h(ar)).
An onto homomorphism is a surjective homomorphism. We write
A ! B to denote that there is a homomorphism from A to B, and
we write h : A! B to denote that h is a homomorphism from A to
B. For h : A ! B we write h(A) to denote the structure resulting
from identifying the elements of A with equal h-image (note that
it is isomorphic to a substructure of B). If A ✓ B, we say that h is
image-identity if for every element x of its image, h(x) = x. If
A! B and B! A we say that A and B are hom-equivalent, and
we write it A$ B. We use ⇠

=

for the isomorphism relation. Given
a �-structure A there is (up to isomorphism) a unique structure A0

so that

3 In this work we do not consider constants (i.e., 0-arity relations).

• it is hom-equivalent to A, that is there are h : A ! A0 and
h0

: A0
! A,

• it has the minimal number of elements.

Such a structure A0 is called the core of A. We write core(A) to
denote the core of A, and we say that A is a core if core(A)

⇠

=

A.
It easy to see that the core of A is, up to isomorphism, a substructure
of A, and that there is always an image-identity h : A ! core(A)

(see, e.g., [18]).

Conjunctive Queries One of the most studied fragments of First-
Order logic (FO) in relation to database queries is the fragment of
Conjunctive Queries (also known as Primitive Positive Logic, or
Existential Positive FO). The class of Conjunctive Queries (CQ)
is the fragment of FO corresponding to positive ‘select-project-
join’ queries of the Relational Algebra or to positive ‘select-from-
where’ queries of SQL, where by ‘positive’ we mean that there are
no inequalities in the select [resp. where] conditions (we refer the
reader to [1, §4] for more details). These are FO-formulas of the
form

' = 9y1, . . . , yn ✓, (†)

where ✓ is a conjunction of atomic formulas. For simplicity, we will
work here with boolean CQs (i.e., formulas with no free variables)
without constants. Every conjunctive query of the form (†) over a
relational vocabulary � gives rise to a canonical structure (some-
times called tableau) C' with n elements, where the elements of
C' are the variables x1, . . . , xn, and the relations of C' consist of
the tuples of terms in the conjuncts of ✓. Given a CQ ', we write C'

for the canonical structure of '. Likewise, any �-structure A with
domain A = {x1, . . . , xn} gives rise to a canonical conjunctive

query 'A where 'A has a conjunct R(

¯t) iff ¯t 2 RA.

Tree-Width A tree decomposition of a graph G = (V,E) is a
tree (i.e., an acyclic, connected graph) T = (V 0, E0

) so that its
vertices, also called bags, are subsets of V , V 0

✓ 2

V , and

•
S

X2V 0 X = V ;
• for every edge {v, v0} 2 E there is some X 2 V 0 so that
{v, v0} ✓ X;

• for every v 2 V we have that {X 2 V 0
| v 2 X} is a

connected component of T .

The width of the tree decomposition T is defined as

max

X2V 0
|X|� 1.

The tree-width of G is defined as the minimum width over its tree
decompositions. We denote the tree-width of G as tw(G). Note
that 0  tw(G) < |V |. The notion of tree-width is generalized to
structures and CQs via canonical structures and Gaifman graphs:
the tree-width tw(A) of a �-structure A is defined as tw(G(A)), and
that of a CQ ' as tw(C'). Let TWk denote the set of all structures
with tree-width k, and let CQk be the set of all CQs of tree-width
 k. We remind the reader that the main interest of tree-width
for this paper stems from the fact that, although the evaluation of
CQs is an NP-complete problem [7] (in combined complexity), the
evaluation problem for CQk can be done in polynomial time, for
every fixed k. Further, the problem is in the paralellizable class
LogCFL [14].

Functional dependencies A unary functional dependency (from
now on ‘FD’) over a signature � is a triple (R, i, j), that we write
‘R[i 7!j]’, where R 2 �, i, j 2 {1, . . . , arity(R)}, and i 6= j. A
�-structure A is said to satisfy an FD R[i 7!j] if for all ā,¯b 2 RA,
if ā[i] =

¯b[i] then ā[j] =

¯b[j]. We normally use the letter ⌃ to
denote a set of FDs. A structure satisfies ⌃ if it satisfies all of its
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FDs. We write C

�
⌃ for the class of all �-structures satisfying ⌃. We

say that an edge a
R
�! b of A is a ⌃-edge, if R appears in ⌃.

Given a structure A and a set of FDs ⌃ we define the Chase
relation [2, 16] between structures A )⌃ B, if there is R[i 7!j] 2
⌃, ā,¯b 2 RA with ā[i] =

¯b[i] and ā[j] 6=

¯b[j], and B is the
result of replacing every ¯b[j] with ā[j] in every relation of A and
deleting ¯b[j] from the domain of A. It can be seen that )⌃ is
terminating and Church-Rosser confluent, up to isomorphism [1].
Let us write )

⇤
⌃ to denote the reflexive-transitive closure of )⌃.

Let us call chase⌃(A) to the structure B so that A )

⇤
⌃ B and B

satisfies ⌃ (such B is unique, up to isomorphism). We say that B
is a chase, if chase⌃(B) ⇠

=

B. For A )⌃ B, where B is obtained
by replacing a, a0

2 A with a in A, we define the provenance

homomorphism of A )⌃ B as the homomorphism h : A ! B so
that h(a0

) = a and h(b) = b for all other b 2 A \ {a0
}. The

provenance homomorphism of A )

⇤
⌃ B is the homomorphism

A ! B resulting from the stepwise composition of provenance
homomorphisms as just defined.

Lemma 2.1. [2, 7, 16] A boolean CQ ' is equivalent to  over C�⌃
iff core(chase⌃(C')) ⇠= core(chase⌃(C )).

The following lemma is straightforward from the definition of
chase⌃ and the fact that the core is an induced substructure.

Lemma 2.2. For every structure A and set of FDs ⌃ we have
chase⌃(core(chase⌃(A))) = core(chase⌃(A)).

Semantic bounded tree-width queries The problem we study
here is that of whether one can rewrite a CQ into a an equivalent
one (for structures satisfying a set of FDs ⌃) of treewidth at most
k. We call this problem the Semantic Tree-width-k, noted STWk,
and it is formally defined as follows.

Problem: STWk

Input: A CQ ', a set of FDs ⌃
Output: ‘Yes’ iff there exists  2 CQ

so that ' ⌘⌃  and tw( )  k.

3. Restriction to binary queries

Our study of the semantic tree-width problem will be focused on
binary queries, that is, signatures whose relations are of arity at
most 2. However, in this section we show that this restriction is
without loss of generality (with the bounded arity assumption).

Given a �-structure A and a set of FDs ⌃, let A⌃ be a structure
over a signature �0 consisting of:

• a new binary relation RS[i 7!j] for every S[i 7!j] 2 ⌃,
• all the unary and binary relations of �, and
• binary relations S1, . . . , Sk for every k-ary relation S 2 � with
k > 2.

The universe of A⌃ consists of A plus a new element ‘key(ā)’
for every k-tuple ā appearing in some relation of A for some
k > 2. The interpretation of unary and binary relations is as
in A. For each k-ary relation S 2 � with k > 2 we de-
fine (Si)

A⌃
= {(key(ā), ā[i]) | ā 2 SA

}. Finally, we define
RA⌃

S[i 7!j] = {(ā[i], ā[j]) | ā 2 SA
}. Let �⌃ = {Rf [1 7!2] | f 2

⌃}. Figure 1 shows an example.

Lemma 3.1. A satisfies ⌃ iff A⌃ satisfies �⌃.

Proof. If there are ā, ā0
2 SA and S[i 7!j] 2 ⌃ so that ā[i] = ā0

[i]
and ā[j] 6= ā0

[j] (i.e., A does not satisfy ⌃), it follows that
(ā[i], ā[j]), (ā0

[i], ā0
[j]) 2 RA�

S[i 7!j] and thus A⌃ does not satisfy
�⌃. Conversely, if (a, b), (a, b0) 2 RA�

S[i 7!j] with b 6= b0 (i.e.,

a1 a2 a3

S

a4

a5 S

� = {S[2 � 1]}

a1 a2 a3

a4

a5

key(a1, a2, a3)

key(a1, a4, a5)

S1

S2

S3

RS[2�1]

S1 S2 S3

RS[2�1]

�� = {RS[2�1][1 � 2]}

A A�

Figure 1. Example of construction of a binary structure A⌃ with
FDs �⌃ from a structure A with SA

= {(a1, a2, a3), (a1, a4, a5)}.

A⌃ does not satisfy �⌃), there must be some ā, ā0
2 SA so that

ā[i] = a, ā[j] = b, ā0
[i] = a, ā0

[j] = b0, which means that A does
not satisfy S[i 7!j].

It is also easy to see the following.

Lemma 3.2. chase�⌃(A⌃)
⇠

=

(chase⌃(A))�⌃ .

Proof. If A⌃ )�⌃ A0 by collapsing two elements a1, a2, it is
because there is some a0 so that (a0, a1) and (a0, a2) are in
the interpretation of RS[i 7!j] in A⌃, which means that there are
tuples ā1, ā2 in SA so that ā1[i] = ā2[i] = a0, ā1[j] = a1 and
ā2[j] = a2. Thus, we can apply )⌃ on A for these two tuples
obtaining A00, the result of collapsing a1, a2. It is not hard to see
that (A00

)�⌃ = A0.
In a similar way, one can show that if A )⌃ A00 by collapsing

two elements, we can also collapse these elements in A⌃ )�⌃ A0

obtaining A0
= (A00

)�⌃ .
Since the Chase yields a unique structure up to isomorphism

[1], by iterating the reasoning above the statement follows.

For a CQ ' we define '⌃ as the canonical conjunctive query
corresponding to (C')⌃.

Lemma 3.3. For every pair of CQs ', , we have ' ⌘⌃  iff
'⌃ ⌘�⌃  ⌃.

Proof. Let A = chase�⌃((C')⌃), and B = chase�⌃((C )⌃).
For the left-to-right direction, in order to show '⌃ ⌘�⌃  ⌃ it

suffices to show that A and B are hom-equivalent. By Lemma 3.2
we have that A ⇠

=

(chase⌃(C'))�⌃ and B ⇠

=

(chase⌃(C ))�⌃ .
Since ' ⌘⌃  we have that there is a homomorphism f :

chase⌃(C') ! chase⌃(C ). Then we simply extend f with
key(ā) 7! key(f(ā)) for every key(ā) 2 A obtaining a homo-
morphism f 0

: A ! B. The other homomorphism B ! A is
obtained in a similar way. Thus, '⌃ ⌘�⌃  ⌃.

For the right-to-left direction, suppose we have f : A ! B
and g : B ! A. Due to Lemma 3.2, we can assume f :

(chase⌃(C'))�⌃ ! (chase⌃(C ))�⌃ . It is not hard to see that
f restricted to the universe of C' is a homomorphism from
chase⌃(C') to chase⌃(C ). A similar reasoning applies to g
and we thus obtain ' ⌘⌃  .

We also have that these modifications of the structures can only
increase the tree-width in 1. For a structure A, let maxarity(A) be
defined as max{|{a1, . . . , an}| : (a1, . . . , an) 2 SA for some S}.
Observe that maxarity is a number between 1 and the maxi-
mum arity of the relations in the signature. Further, note that
maxarity(A)  tw(A) + 1.
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Lemma 3.4. For every �-structure A we have

tw(A⌃)  tw(A) + 1.

Proof. We show: tw(A⌃)  max(tw(A),maxarity(A)). Given a
tree decomposition of A, it suffices to add, for each key(a1, . . . , an)

in the universe of A⌃ a new leaf with bag

{key(a1, . . . , an), a1, . . . , an}

of cardinality  n + 1 to the tree decomposition, hanging from
any node containing {a1, . . . , an} (note that there must be at least
one).

Since maxarity(A)� 1  tw(A), the lemma above tells us that
the (·)⌃ operation increases the tree-width in 1 at the most.

Lemma 3.5. For every �-structure A we have

tw(A)  tw(A⌃) + maxarity(A)� 1.

Proof. Given a tree decomposition of A⌃, we obtain a decom-
position of A by replacing, in every bag, key(a1, . . . , an) with
a1, . . . , an. The cardinality of the bags is then increased in at most
maxarity(A)� 1.

In turn, the lemma above is simply stating that the tree-width of
A⌃ cannot be much smaller than that of A.

The previous two lemmas imply that we can focus on binary
queries without much loss of generality. This, added to the fact that
the technical contributions are greatly simplified when restricted to
binary signatures (i.e., to edge-labeled graphs), propels us to work
on binary signatures and with sets of FD ⌃ of the form:

⌃ = {R1[1 7!2], . . . , Rl[1 7!2]} (‡)

for binary relations R1, . . . , Rl 2 �. For these reasons, we will
assume the simplified setup of binary signatures and a set of FDs
as shown above for the remaining of this paper.

Restatement in terms of structures To further simplify mat-
ters, we will work only with �-structures, avoiding dealing with
CQs and having to go back and forth in the CQ/structures dual-
ity. The STWk problem can be cast into the problem of whether,
given a structure A and a set of FDs ⌃ the following holds:
{B | core(chase⌃(B)) ⇠= A}\TWk 6= ;. We denote this problem
by “(core-chase)�1

\ TWk”.

Lemma 3.6. For every fixed k, there is an NP reduction from
STWk into (core-chase)�1

\ TWk.

Proof. Given a CQ ', one can compute core(chase⌃(')) in
NP (the chase⌃-computation is polynomial [1] and the core-
computation is DP-complete [12]). For A = core(chase⌃(C')) we
have that there is a structure B 2 TWk so that core(chase⌃(B)) ⇠=
A iff 'B is equivalent to ' (by Lemma 2.1) and of tree-width
 k.

4. Tree-like queries

For queries of tree-width 1 the problem is trivial due to the fact that
both the chase and core are monotone with respect to tree-width 1.

Lemma 4.1. For every structure A 2 TW1, we have

• tw(chase⌃(A))  1, and
• tw(core(A))  1.
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Figure 2. Depiction of A2, A3, An.

Proof. Note that the structures of tree-width 1 are those whose
underlying undirected graph is acyclic. Note that identifying any
two nodes at distance 2 of an acyclic graph preserves acyclicity.
Thus, )⌃ preserves tree-width  1. On the other hand, since the
core of a structure is isomorphic to a substructure, and acyclicity is
closed under substructures, it follows that the core of a tree-width
1 structure is tree-width  1.

In light of this, one can already answer the (core-chase)�1
\

TWk problem for k = 1 in polynomial time: the answer is positive
iff the tree-width of the input is  1. Since in general testing tree-
width  k (for any fixed k) is in linear time [5], this problem is
linear. Through the reduction of Lemma 3.6 we obtain that STW1

is decidable in NP.

Theorem 4.2. STW1 is in NP.

If the previous lemma was true for every tree-width, this would
imply that STWk is in NP for every k. However, the statement of
Lemma 4.1 above fails for every k > 1 as the following lemma
shows.

Lemma 4.3. For every n 2 N there is a structure A so that
tw(A) = 2, and tw(chase⌃(A)) = n.

Proof. Let � = {R,S} be binary relations and let ⌃ = {R[1 7!2]}.
For every n � 2, let An be defined as in Figure 2. Let Bn be defined
as an n⇥ n grid:

Bn = {(i, j) | 1  i, j  n},

SBn
= {((i, j), (i+ 1, j)) | 1  j  n, 1  i < n},

RBn
= {((i, j), (i, j + 1)) | 1  i  n, 1  j < n}.

Note that B2
⇠

=

A2. One can see that chase⌃(An) = Bn,
tw(An) = 2 and tw(Bn) = n for every n.

5. Cyclic queries

For the general case of CQs that can contain cycles, one obvious
idea would be to describe the solutions to the problem with an
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Figure 3. Counterexample of Lemma 5.1.

MSO formula. Since MSO is decidable on bounded tree-width
structures [20], we would therefore obtain a decision procedure.
That is, for a given structure A and FDs ⌃, we produce an MSO
formula 'A whose models are {B | core(chase⌃(B)) = A},
and we test whether 'A has a model of tree-width k. This would
yield a decision procedure for (core-chase)�1

\ TWk with input
A,⌃. However, this is in general not possible; the first problem we
encounter is that the preimage of chase⌃ is not MSO-definable, as
the following lemma shows.

Lemma 5.1. Given A, ⌃, the set {B | chase⌃(B) ⇠

=

A} is not
MSO definable in general.

Proof. Let ⌃ = {R} and let At and Bn,m with t, n,m 2 N be
defined as in Figure 3. That is, Bn,m consists of two nested R-
cycles of size n and m (where n and m refers to the number of
edges), and At is an R-cycle of size t.

Note that for n > m, we have that Bn,m )

⇤
⌃ Bn�m,m and

that chase⌃(Bn,n) = An. Thus, chase⌃(Bn,m) basically computes
GCD(n,m) through the Euclidean algorithm,

chase⌃(Bn,m) = AGCD(n,m).

Suppose, by means of contradiction, that there exists an MSO
sentence ' of quantifier rank k so that B |= ' iff chase⌃(B) = A1

(note that A1 consists of one element in a reflexive R relation).
Note that the MSO type of rank k of Bn,m is determined by
the MSO type of rank k of An and the MSO type of rank k of
Am. Let pi be the i-th smallest positive prime number, and let
S = {(pi, (pi�1)!) | i 2 N}. Since there is a finite number of rank
k MSO types, there must be i < j so that the type of Api is equal
to that of Apj and the type of A(pi�1)! is equal to that of A(pj�1)!.
Therefore, Bpj ,(pj�1)! |= ' , Bpi,(pj�1)! |= ',, which is in
contradiction with our assumption since GCD(pj , (pj � 1)!) = 1

but GCD(pi, (pj � 1)!) 6= 1.

Since the chased structures in the proof above are cores, we also
have the following.

Corollary 5.2. Given A, ⌃, the set {B | core(chase⌃(B)) ⇠= A} is
not MSO definable.

Instead of attempting to describe all the structures from

{B | core(chase⌃(B)) = A}

with MSO, we will describe some necessary and sufficient proper-
ties that at least one structure from

{B | core(chase⌃(B)) = A} \ TWk

must have, should there be any. These properties can be informally
described as the existence of some paths whose labels form words
from a regular language, and that can be described with MSO.

Structure of the proof

• In Section 6 we show that there is always a tree-width 2 struc-
ture in the chase⌃-preimage of any rooted structure (i.e., a

structure with a ‘least’ element from which every other element
can be reached) containing only edges from ⌃.

• In Section 7 we define, given h : A ! C, the h-regular
complex paths of A, as those paths whose h-image belongs to a
regular language LC which depends on C. The idea is that every
such path of A becomes a path of C once we apply the chase
procedure. We exhibit necessary and sufficient conditions for
A to verify core(chase⌃(A)) = C in terms of the existence of
h and some h-regular complex paths in A. These conditions
ask for a homomorphism h : A ! C and the existence
of a representative element ai in A for every least strongly
connected component Xi of C|⌃ (i.e., C restricted to relations
of ⌃), and the existence of h-regular complex paths from ai to
an element a in A whenever there is a path from h(ai) to h(a)
in C. This result uses the decomposition of the previous section.
Since these conditions can be encoded in MSO, decidability for
(core-chase)�1

\ TWk follows.
• Finally, in Section 8, we show that the aforementioned condi-

tions can be encoded in a tree-walking automaton (TWA) of ex-
ponential size, running on a tree-width k decomposition of the
input structure A. In this way, we reduce the (core-chase)�1

\

TWk problem to the emptiness problem for some TWA of ex-
ponential size. Since the latter problem is in ExpTime, we ob-
tain a 2ExpTime procedure for (core-chase)�1

\ TWk, and
thus also for STWk. We also identify a class of CQs for which
STWk can be solved in single exponential time.

6. Decomposition of ⌃-components

In this section we show how to decompose any rooted structure A
(i.e., one so that there is an element that can reach any other ele-
ment) containing only ⌃-edges into a structure A0 so that tw(A0

) =

2 and A0
)

⇤
⌃ A. To prove this, we show that all simple cycles in

the underlying undirected graph of A can be rearranged in a cac-
tus shape of tree-width 2. The idea is that structures that look like
the left structure of Figure 5 are rearranged to look like the one
on the right. Every such simple cycle is called either a ⌃-cycle or
⌃-confluence depending on the shape of the path it induces in A.

Cycles and confluences As before, let us assume ⌃ of the form
(‡). The ⌃-substructure of a �-structure A, noted A|⌃, is the
substructure induced by the restriction to the relations of ⌃. In
a similar way, A|�\⌃ denotes the substructure restricted to the
relations which are not in ⌃. A ⌃-cycle of a �-structure A is a
substructure B ✓ A consisting of a cycle on the relations of ⌃.
That is, B is a connected substructure of A, it contains only ⌃-
edges, and every element of B has in-degree and out-degree equal
to 1. For a 2 A, a ⌃-confluence rooted at a of A is the union of
two paths of ⌃-edges

a1
R1
��! · · ·

Rn
��! an+1 and

a0
1

R0
1

��! · · ·

R0
m

��! a0
m+1

(?)

so that a = a1 = a0
1, an+1 = a0

m+1 and (an, Rn, an+1) 6=

(a0
m, R0

m, a0
m+1). See Figure 4 for an example.

⌃-reachability order For a given structure C, we define the par-
tial order relation �C, where a �C b iff there is a (possibly empty)
directed path from a to b in C|⌃. In particular a �C a for every
a 2 C. If a �C b and b �C a we write a ⌘C b, which means
that a, b belong to the same strongly connected component (SCC)
in C|⌃. If a �C b but b 6�C a, we write a �C b. The ⌃-rank of
an element c 2 C is the maximum number n � 0 so that there are
c0, . . . , cn verifying c0 �C c1 �C · · · �C cn = c. The ⌃-rank of
a structure C is the maximum among the ⌃-ranks of its elements.
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Figure 4. A �-structure, its two ⌃-cycles, and a ⌃-confluence
rooted at a; for ⌃ = {R1[1 7!2], R2[1 7!2]}.
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Figure 5. A cactus decomposition of a structure.

For a given SCC X of C|⌃, we say that X is a least SCC if all its
elements are of ⌃-rank 0.

The substructure generated by a of A, noted A�a, is the
substructure of A induced by {b 2 A | a �C b}. The ⌃-

substructure generated by a of A, noted A�⌃a, is (A�a)⌃ (or,
equivalently, (A|⌃)�a).

Cactus decomposition We are now in conditions to show the
main result of this section, namely, that for every structure A and
a 2 A, the chase⌃-preimage of A�⌃a contains a structure of tree-
width  2.

Lemma 6.1. For every �-structure A, set of FDs ⌃, and element
a 2 A there exists a structure B so that tw(B)  2, and B )⇤

⌃

A�⌃a.

To prove this, we show how to decompose ⌃-substructures into
a equivalent structures (modulo)⇤

⌃) whose underlying undirected
graph is a cactus (i.e., whose every edge belongs to at most one
simple cycle), as in Figure 5. Since cacti have tree-width  2, the
lemma follows.

Proof of Lemma 6.1. Let A be a �-structure, and a 2 A. Let B =

A�⌃a. Note that every simple cycle in the underlying undirected
graph of B induces a

(a) ⌃-cycle; or

(b) the presence of b R
�! c

R0
 � b0 in B, for some relations R,R0

and elements b, b0, c so that b 6= b0 or R 6= R0.

In the case (a), suppose B has a ⌃-cycle B0 consisting of a1
R1
��!

· · ·

Rn
��! an+1 = a1. Let ˆB be the result of removing the edge

an
Rn
��! an+1 from B, and let ˆB0 be the result of renaming every

element ai of B0 with a fresh element bi, for all 2  i  n (i.e., so
that ˆB0

⇠

=

B0 and the domain of ˆB0 is {a1, b2, . . . , bn}). Note that

(i) ˆB and ˆB0 have only a1 in common,
(ii) ˆB [ ˆB0

)

⇤
⌃ B,

(iii) (

ˆB [ ˆB0
)�⌃a =

ˆB [ ˆB0.

In the second case (b), this implies that there is a ⌃-confluence
rooted at a with some paths as in (?) so that an = b, a0

m = b0,
an+1 = a0

m+1 = c, Rn = R and R0
m = R0. We can assume,

without any loss of generality, that (a0
i, R

0
i, a

0
i+1) 6= (b0, R0, c) for

all i. Let B0 be such ⌃-confluence. Let ˆB be the result of removing
the edge b

R
�! c from B; and let ˆB0 be the result of renaming every

element except a with a fresh element. Note that the properties (i)–
(iii) above continue to hold also in this case.

It is easy to see that by applying iteratively these two operations
eventually we obtain a structure whose underlying undirected graph
is a cactus.

In the light of the lemma above, we call such structure B the
cactus decomposition of A, a.

7. Complex paths

We define a type of paths between vertices of a structure that we
call complex paths. A complex path corresponds, intuitively, to the
path in a structure A induced by a directed path in chase⌃(A). For
example, in the figure below, the directed path on the right becomes
the complex path on the left.

��
�

These paths are of prime importance to our result. In later develop-
ments we show that if a structure A contains elements connected in
a certain way (depending on a structure C) through complex paths,
this implies that chase⌃(ˆA) contains C as substructure—where ˆA is
A extended with the cactus decompositions as defined in Section 6.
Concretely, we give an MSO-definable property ' so that
• if A |= ', then core(chase⌃(A0

))

⇠

=

C for some A0 so that
tw(A0

) = tw(A), and
• if core(chase⌃(A))

⇠

=

C, then A |= '.

Hence, by testing whether the property has a tree-width k model
(which is decidable for MSO [20]) we obtain a decision procedure
for the semantic tree-width problem.

For defining complex paths, we also need to define what we will
call moving and static paths.

A moving path from a to a0 of A is simply an edge a
R
�! a0 of

A, for some R in ⌃. A static path of A from a to a0 is a path of the
form

•
(a

R
 � b)(b

R
�! a0

), for b R
�! a, b R

�! a0 in A; or

•
(a

R
 � b) p (b0

R
�! a0

) for b R
�! a, b0 R

�! a0 in A, and p a static
path from b to b0; or

• p p0 for p a static path from a to b, and p0 a static path from b to
a0, for some b,

where R is in ⌃. A complex path from a to a0 is either a moving or
static path from a to a0, or the composition of a complex path from
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a to b with a complex path from b to a0 for some b. The moving

length of a complex path is the number of moving paths it contains.

Lemma 7.1. Given A )⇤
⌃ A0, the provenance homomorphism

h : A ! A0, and a, a0
2 A, the following statements are

equivalent:

i. there is a complex path from a to a0 in A of moving length m;
ii. there is a complex path from h(a) to h(a0

) in A0 of moving
length m.

Proof. The (i)) (ii) part is straightforward since the homomorphic
image of a complex path is a complex path of equal moving length.
For the (ii)) (i) part, it is not hard to prove the statement for A)⌃

A0. By iterating the argument we obtain it for A)⇤
⌃ A0.

Note that the set of complex paths of a structure A is not a
regular language but a context-free one. Since our ultimate ob-
jective is to encode the existence of these paths into MSO, this
supposes a problem. However, we will show that for every struc-
ture A we can expand it to some superstructure A [ A0 so that
chase⌃(A[A0

) = chase⌃(A), tw(A[A0
) = tw(A), and the same

statement as in Lemma 7.1 holds for some simpler “not so com-
plex” paths, which in particular are regular.

Expansion Given �-structures A,C and a homomorphism h :

A ! C we define the expansion of A, as the superstructure
of A resulting from adding, for each a 2 A, a disjoint copy of
the cactus decomposition of C, h(a) from our previous Section 6,
identifying the cactus element h(a) with a (resulting in the union of
two structures intersecting in one vertex). Note that the expansion
of A has the same tree-width as A (assuming that tw(A) � 2).

Regular Complex Paths Let h : A ! C. A regular complex

path of C is just like a complex path but now a static path is
redefined as a regular static path from a to a0, which is a path
of the form
• an empty path, starting and ending in the same node; or

•
(a

R
 � b) p (b

R
�! a), for b R

�! a, b0 R
�! a0 in C|⌃, p a regular

static path from b to b, and b �C a; or

•
(a1

R1!1 b1) p1 · · · pn�1 (an
Rn!n bn), where, for every i,

ai
Ri!i bi is either an edge ai

Ri
��! bi or ai

Ri
 �� bi from C|⌃,

pi is a regular static path from bi to ai+1, and ai ⌘C bi ⌘C a1,
a = a1 = a0

= an.
• p p0 for p a regular static path from a to b, and p0 a regular static

path from b to a0, for some b.

Given h : A! C, an h-regular complex path of A is a path p so
that h(p) is a regular complex path of C. In this definition, note that
the rule (a R

 � b) p (b
R
�! a) can be nested only a bounded amount

of times (bounded in the size of C). This is, in fact, a generalization
of complex paths.

Lemma 7.2. For core(chase⌃(A)) = C and h : A! C, complex
paths of C are in particular regular complex paths; and complex
paths of A are in particular h-regular complex paths.

Proof. We show this by induction. Note that, since C is a chase,
For any static path of C with the form (a

R
 � b)p(b

R
�! a) so that

b �C a, we can apply the inductive hypothesis on p, obtaining that
p is a regular static path, and by one of the rules of regular static
paths we obtain that (a R

 � b)p(b
R
�! a) is a regular static path. For

a path (a
R
 � b)(b

R
�! a) with b �C a, the reasoning is the same.

On the other hand, for a static path of the form (a
R
 � b)p(b

R
�! a)

with b ⌘C a, we can apply the inductive hypothesis on p, and we
have that both (a

R
 � b) and (b

R
�! a) are regular static paths. Thus,

by composition (a
R
 � b)p(b

R
�! a) is a regular static path. Moving

paths are the same kind of objects, and for general complex paths
we simply apply the inductive hypothesis on the composition.

Any complex path p of A is mapped through h to a complex
path h(p) of C by Lemma 7.1. Applying the previous part of this
lemma we have that h(p) is also a regular complex path, and thus
that p is an h-regular complex path.

The main difference implied by the new definition is that regular
complex paths of A form now a regular language. The size required
by an NFA to describe this language depends on what we call the
tree unravelling of C. The tree unravelling of C is the result of
applying recursively the following rule until it can be no longer
applied. Given an SCC X of C|⌃ and two distinct edges a

R
�! b,

a0 R0
�! b0 of C|⌃, so that a, a0

2 X and b, b0 62 X:

(a) remove a0 R0
�! b0 from C;

(b) add a fresh copy of (C|⌃)|#X with #X = {c 2 C | c �C a0
};

and

(c) add an edge a00 R0
�! b0, where a00 is the fresh copy of a0 just

inserted.

Note that the tree unravelling C0 of C contains only ⌃-edges,
and that there is a canonical homomorphism htree : C0

! C
associating a an element of C0 with the element that originated it.
Figure 6 contains an example.

Lemma 7.3. There is a regular language LC over the alphabet of
edges of C, consisting in the set of all regular complex paths of C.
Further, an NFA recognizing LC can be built in polynomial time in
the size of the tree unravelling of C.

Proof. The NFA accepting LC works over the alphabet {a
R
�!

b, b
R
 � a | a

R
�! b in C}. It is a polynomial union of languages,

each of these being basically described by the tree unravelling C0 of
C and the canonical homomorphism htree : C0

! C. We build one
automaton Aa for each element a of C0. The language L(Aa) of
Aa consists in all regular static paths of C beginning and ending
in htree(a). The automaton Aa for element a is built as having
the elements X = {a0

| a0
�C0 a} of C0 as state space; a as

initial and final state; and a transition (a, htree(a)
R
�! htree(b), b)

and (b, htree(b)
R
 � htree(a), a) for every edge a

R
�! b in C0

|X . It
follows that one can build an NFA for LC in polynomial time in
{Aa | a in C0

}.

Note that the tree unravelling of C can be exponential, and in
this case the exponential size description of LC seems unavoidable,
since the description of regular static paths for structures such as
the one of Figure 6 is related to the language LCn = {wwr

| w 2
An, and wr is the reverse of w} for some alphabet A. Notice also
that if the ⌃-rank of C is bounded by a constant, the tree unravelling
of C is polynomial, and so is the NFA describing LC.

The interest of these paths is that they allow us to have a result
in the same spirit as Lemma 7.1.

Given structures A,C consider the following conditions:

1. There is an onto homomorphism h : A! C and C is a core and
a chase (i.e., core(C) = C, chase⌃(C) = C);

2. h(A)|�\⌃ ⇠= C|�\⌃;
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Cn

tree-
unravelling

Figure 6. Example of a family of structures {Cn}n, where
⌃ = {R1[1 7!2], R2[1 7!2]}, with its tree unravelling (a complete,
height-n binary tree). For the class {Cn}n we have that the NFA
description of LCn takes exponential space in n.

3. for X1, . . . , Xn the least SCCs of C|⌃, there are ai, ci so that
ci 2 Xi and h(ai) = ci for every i where the following holds:
For every a 2 A so that ci �C h(a) there is an h-regular
complex path from ai to a in A.

Lemma 7.4. For A,C verifying the conditions 1–3 we have that
core(chase⌃(ˆA))

⇠

=

C, where ˆA is the expansion of A.

Proof. It is not hard to see that every time we apply one step of
)⌃ we maintain the invariant of points 1–3. That is, if ˆA )⌃ A0

by a provenance homomorphism f :

ˆA ! A0, there must be
a

R
�! b and a

R
�! b0 in ˆA so that b, b0 are identified in A0 (that

is, f(b) = b0 and the identity otherwise). Then it must be that
h(b) = h(b0), as otherwise we would have h(a)

R
�! h(b) and

h(a)
R
�! h(b0) in C where h(b) 6= h(b0) which would mean that C

is not a chase structure. Thus, h is still a homomorphism from A0

to C, where h(A0
)|�\⌃ = C|�\⌃. Finally, every h-regular complex

path p present in ˆA appears also in A0 as f(p).
Using the properties of the cactus decomposition of the previous

section (Lemma 6.1), one can show by induction that for any h-
regular complex path departing from ai leading to some a in ˆA,
and the provenance homomorphism f :

ˆA ! chase⌃(ˆA) one
obtains: chase⌃(ˆA)�⌃f(ai)

⇠

=

C�⌃ci and f(a) = h(a) is in
chase⌃(ˆA)�⌃f(ai). In plain words, after some applications of )⌃

we obtain precisely the structure C�⌃ci, plus perhaps something
else that can be homomorphically mapped to C.

Repeating this argument for each complex path of 1–3, we
obtain that

S
i chase⌃(ˆA)�⌃f(ai) = C|⌃. This, together with

point 2, implies that
S

i chase⌃(ˆA)�f(ai) = C, and that there-
fore there is a homomorphism C ! chase⌃(ˆA). Since there is
also a homomorphism chase⌃(ˆA) ! C by the )⌃-invariance
of 1–3, and since C is a chase and core structure, we have that
core(chase⌃(ˆA)) = C.

It is not hard to see that the converse of the previous property
holds without the need of expanded structures, as in the following
lemma.

Lemma 7.5. If core(chase⌃(A)) = C, conditions 1–3 hold.

Proof. We show that each of the conditions is verified.

1. For the provenance (onto) homomorphism f : A ! chase⌃(A)

and the image-identity (onto as well) homomorphism g :

chase⌃(A) ! C, it follows that h = f � g is an onto ho-
momorphism A ! C. Further, C is a core and a chase. The fact
that it is a core is straightforward, the fact that it is a chase is a
consequence of Lemma 2.2.

2. On the one hand, it is clear that h(A)|�\⌃ ✓ C�\⌃. On the other
hand, for every A1 )⌃ A2 with its provenance homomorphism
f 0

: A1 ! A2, it is easy to see that for every a2
S
�! a0

2

in A2 with S 62 ⌃, there are a1, a
0
1 so that h(a1) = a2,

h(a0
1) = a0

2 and a1
S
�! a0

1 in A1. By induction we can show

the same for A1 )

⇤
⌃ A2. In a similar way, for a homomorphism

f 0
: A0

! core(A0
) we have that c S

�! c0 in core(A0
) implies

a
S
�! a0 in A0 for some a, a0 so that f 0

(a) = c, f 0
(a0

) = c0

(remember that the core is isomorphic to a substructure). Putting
these two properties together, we have that c S

�! c0 in C, for
S 62 ⌃, implies a

S
�! a0 in A for a, a0 so that h(a) = c,

h(a0
) = c0. Thus, h(A)|�\⌃ = C�\⌃.

3. Notice that for every ci �C h(a) there is a complex path (com-
posed of only of moving paths) from ci to h(a). By Lemma 7.1,
there is a complex path from ai to a. By Lemma 7.2, complex
paths of A are in particular h-regular complex paths, thus the
third condition follows.

We therefore have, as a consequence of Lemmas 7.5 and 7.4,
that 1–3 are both sufficient and necessary conditions for A being
a witness of a positive outcome of the (core-chase)�1

\ TWk

problem on input C,⌃.

Lemma 7.6. The (core-chase)�1
\ TWk problem holds for a

structure C and set of FDs ⌃ iff there is a tree-width k structure
A verifying conditions 1–3.

Since the existence of homomorphisms and the existence of
paths from a given regular language are all MSO-definable, 1–3
can be expressed in MSO.

Lemma 7.7. Given ⌃,C, the set {A | A,C verify 1–3} is MSO-
definable. A formula recognizing it can be computed.

Proof. The first two conditions are very easy to encode by guess-
ing the homomorphism by partitioning the domain with monadic
predicates {Xc}c2C , where a 2 Xc codes h(a) = c. For the
third condition, note that once h and C is fixed, the h-regular com-
plex paths become a regular language depending on C and the
monadic predicates {Xc}c2C . One can then test the existence of
an h-regular complex path from x to y with an MSO formula using
Lemma 7.3.

We can therefore conclude that the Semantic Tree-width prob-
lem is decidable.

Theorem 7.8. The STWk problem is decidable, for every k.

Proof. Due to Lemma 3.6 we can reduce the STWk problem to
the (core-chase)�1

\ TWk problem in NP. Given an input C
of the latter, by Lemma 7.7 there is an MSO formula 'C whose
models are {A | A,C verify 1–3}. Since MSO is decidable on
TWk [20], we can decide whether {A | A,C verify 1–3}\TWk

is empty, and thus, by Lemma 7.6, we can decide whether the
(core-chase)�1

\ TWk problem holds for C.

8. Complexity

In this section we explain how to build a tree-walking automaton
(TWA) of exponential size in a structure C and set of FDs ⌃, so that
the automaton is non-empty if, and only if, the (core-chase)�1

\

TWk problem yields a positive answer on C,⌃. Since the empti-
ness problem for TWA is decidable in exponential time [10, 21],
and there is an NP reduction from STWk to (core-chase)�1

\

TWk, we obtain that the semantic tree-width problem is in 2Exp-
Time.

Unfortunately, we don’t know how to code condition 3 in TWA
without adding an extra exponential blowup, as it would seem to
require some type of alternation. To sort out this problem, we must
first remark that conditions 1–3 can be weakened while preserving
a similar result to that of Lemma 7.4. Here, condition 3 is replaced
with the following:
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3

0. For X1, . . . , Xn the least SCCs of C|⌃, there are ai, ci so that
ci 2 Xi and h(ai) = ci for every i where the following holds:

For every c 2 C there is some a 2 h�1
(c) so that for every

ci �C c there is an h-regular complex path from ai to a in
A.

For every c
S
�! c0 in C with S 2 � \ ⌃ there is a S

�! a0 in
A so that h(a) = c, h(a0

) = c0 and for every ci �C c [resp.
ci �C c0] there is an h-regular complex path from ai to a
[resp. from ai to a0] in A.

Notice that the condition above only asks for the existence
of a polynomial number of paths (although the paths involved
have an unbounded number of vertices). It is not hard to see that
these conditions are still sufficient for the positive solution of a
(core-chase)�1

\ TWk instance.

Lemma 8.1. For every A,C verifying the conditions 1, 2, 30 we
have that core(chase⌃(B)) ⇠= C, for some B with tw(B)  tw(A).

Proof. The proof is just as the one of Lemma 7.4, but now we con-
sider the substructure A0 of A obtained by taking only the elements
and edges from the (polynomially many) witness vertices described
in 3

0 to the ai’s. Applying Lemma 7.4 to A0 we obtain that C is iso-
morphic to core(chase⌃(ˆA0

)), where ˆA0 is the expansion of A0.

The TWA verifies conditions 1, 2, 30 on a width-(k � 1) tree
decomposition of the structure A, which we assume to be binary
for simplicity (and without any loss of generality).

The alphabet of the tree consists in pairs (S, f) where, S is a
�-structure of at most k elements S, with names taken from the
set S ✓ {1, . . . , 2k} [ C as well as a mapping f : S ! C
so that f restricted to C is the identity (remember that C is the
domain of C). The mapping f will represent the homomorphism to
the structure C, and the C elements will be special representatives
for each element of C. Since k and � are fixed, the alphabet is
of polynomial size. Between parent and child nodes, the elements
of the substructure in the alphabet that they share represent which
ones are the elements in common. An example is given in Figure 7.

A tree walking automaton (TWA) is a sequential device that
can recognize properties of paths of labeled trees. The automaton
is located at a node of a tree, it can perform tests of the form
“is this node a leaf / root / right-child / left-child?”, or “is the
current label a?”. Based on the result of these tests it can accept
or move to a parent or a child with a given state. More formally,
a TWA on a binary finite tree over an alphabet A is given as a
tuple A = hQ,A, q0, F, �i, where Q is the state space, q0 2

Q is the initial state, F ✓ Q the set of final states, and � ✓

Q ⇥ Types ⇥ A ⇥ Q ⇥ {parent, left child, right child} the set of
transitions. Transitions of the form (q, t, a, p, c) are interpreted as:
“if the current state is q, the type of the current node is t, and its
label is a, continue the computation in node c with state p”, where
the possible types Types indicate whether the current node has a
parent, a left child or a right child. An accepting run corresponds to
a traversal in the tree, which starts with q0 and ends with a final state
from F . Notice that, in particular, TWA can make DFS traversals
of the tree. We refer the reader to [6, 17] for a formal definition and
more details on this model.

Lemma 8.2. There is a TWA A so that A is non-empty iff there
exists a structure A and a homomorphism h : A ! C verifying
conditions 1, 2, 30. Further, A can be built in polynomial time in
the NFA description of LC.

Proof. The TWA A runs on the tree-width-k decomposition of
A labeled with the alleged homomorphism as in Figure 7. Let
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Figure 7. A structure A—where different shapes of arrow corre-
spond to different relation symbols—, together with a homomor-
phism h to a structure C. The homomorphism A ! C is rep-
resented by a label attached to the nodes of A: For example, for
x1, x2, x3 the top elements of A, we have h(x1) = c1, h(x2) = c5,
h(x3) = c4. On the bottom, a tree-width 2 decomposition of A in
our chosen representation. Note that each vertex contains a sub-
structure of A, and the mapping is depicted via the labels attached
to the substructure. Thus, the upper-left vertex is (S, f), where
S = {1, 2, c1} and f(1) = c5, f(2) = c2, f(c1) = c1.

c1, . . . , cn be elements from the n least SCC of C|⌃ as described
in 1, 2, 30. We now list the properties that our automaton A must
verify.

(a) There is a homomorphism A ! C. On the one hand, A verifies
that the mapping is consistent: for every two neighboring nodes
of the tree with labels (S1, f1), (S2, f2) and for every two
vertices of its structures v1 2 S1, v2 2 S2 we have that if
v1 = v2 2 {1, . . . , 2k} then f1(v1) = f2(v2). Besides,
A verifies that every label (S, f) in the tree is so that f is
a homomorphism from S to C. These two verifications imply
that the functions in the vertices can be merged to form a
homomorphism h : A ! C from the original structure to C.
Since the alphabet is polynomial, A can perform a tree traversal
making sure that these conditions are met through a polynomial
number of transitions.

(b) For every edge a
S
�! b in C with S not in ⌃, there exists some

a0 S
�! b0 in A so that the homomorphism above sends a to a0

and b to b0. This is translated as A guessing and finding the pair
of elements inside a label of the tree for each such edge, which
amounts to a polynomial number of transitions.

(c) The C elements are special representatives. For every c 2 C:
There is a node with a label (S, f) containing c, so that f(c) =
c, and the substructure of the tree that uses the name c forms
a connected component (in other words, c is not “reused”, as
other names from {1, . . . , 2k} may be). Thus, for every c 2 C
there is an element ac of A that represents c given by the
decomposition, where h(ac) = c.
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(d) For every ci �C c there is a h-regular complex path from the
element aci representing ci to the element ac representing c in
A. Notice that this amounts to testing the existence of a path in
the graph encoded in the tree, whose homomorphic image is in
LC as described in Lemma 7.3, which is easy to express using
a TWA. Also, note that there are only a polynomial number of
tests of this kind to be performed.

The automaton A verifying this can be built in polynomial time
in the NFA recognizing LC which can be built in exponential time
due to Lemma 7.3. It is not hard to see that it enforces conditions
1, 2, 30 in A. Thus, it is non-empty iff the (core-chase)�1

\ TWk

problem on C,⌃ yields a positive answer. Further, the witnessing
tree for its non-emptiness yields a structure A whose expansion ˆA
is so that core(chase⌃(ˆA)) = C and tw(ˆA)  k.

Since the emptiness problem for TWA is in ExpTime [10, 21],
a doubly exponential time procedure follows.

Theorem 8.3. The STWk problem is decidable in 2ExpTime, for
every k.

Proof. By Lemma 3.6 we can reduce, in NP, the STWk into
(core-chase)�1

\TWk. By Lemma 8.2, we can build a TWA test-
ing conditions 1, 2, 30 in exponential time which, by Lemma 8.1,
yields a non-empty language iff the (core-chase)�1

\ TWk prob-
lem has a positive answer. Since the emptiness problem for TWA is
ExpTime-complete, it follows that the STWk problem is decidable
in doubly exponential time.

Corollary 8.4. Given a CQ ' and a set of FDs ⌃ one can produce,
in doubly exponential time, a CQ  so that tw( )  k and
' ⌘⌃  , if such query exists.

⌃-rank bounded queries For any fixed r, consider queries of se-

mantic ⌃-rank r, defined as those'where C = core(chase⌃(C'))

has ⌃-rank  r. Since this implies that the tree unravelling of
C is polynomial, by Lemma 7.3 a NFA for LC can be produced
in polynomial time in C, and by Lemma 8.2 a TWA testing
(core-chase)�1

\ TWk for C can be built in polynomial time,
yielding an exponential-time procedure for the STWk problem.

Corollary 8.5. The STWk problem on semantic ⌃-rank r CQs is
decidable in ExpTime, for every k, r.

Note that semantic ⌃-rank r does not impose any restrictions on
the substructure of the edges which are not in ⌃. Thus, in particular,
it is still a generalization of the Semantic Tree-width-k problem in
the absence of dependencies.

9. Final remarks

We have shown that the Semantic tree-width k problem is decid-
able, and that we can also produce an equivalent query of tree-width
k when it exists. Although in principle the bounded tree-width CQ
Q0 yielded by the algorithm could be doubly exponential in the in-
put query Q, we couldn’t produce an example witnessing a double-
exponential blowup (in fact, not even for a single-exponential).
Whether our result is amenable to an optimization procedure—
reducing the complexity for the evaluation from |D|

O(|Q|) (W[1]-
complete) to f(|Q|) · |D|

k (FPT)—will depend, to a large extent,
on this blowup.

We believe that these results can be extended with constants and
free variables, at the expense of slightly more involved definitions.

As mentioned in the introduction, Barceló et al. show that this
problem is undecidable for egd’s [4], which generalizes functional
dependencies. We leave open the question of whether decidability
still holds for arbitrary functional dependencies.

Finally, when the arity of the signature is not fixed, a larger class
of tractable queries can be found by considering classes of CQs of
bounded hypertree-width [13]. It would be interesting to generalize
our result to this setup.
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Abstract
Weighted automata (WA) extend finite-state automata by associat-
ing with transitions weights from a semiring S, defining functions
from words to S. Recently, cost register automata (CRA) have been
introduced as an alternative model to describe any function realised
by a WA by means of a deterministic machine. Unambiguous WA
over a monoid (M,⌦) can equivalently be described by cost reg-
ister automata whose registers take their values in M , and are up-
dated by operations of the form x := y⌦c, with c 2 M . This class
is denoted by CRA⌦c(M).

We introduce a twinning property and a bounded variation prop-
erty parametrised by an integer k, such that the corresponding no-
tions introduced originally by Choffrut for finite-state transducers
are obtained for k = 1. Given an unambiguous weighted automa-
ton W over an infinitary group (G,⌦) realizing some function
f , we prove that the three following properties are equivalent: i)
W satisfies the twinning property of order k, ii) f satisfies the
k-bounded variation property, and iii) f can be described by a
CRA⌦c(G) with at most k registers.

In the spirit of tranducers, we actually prove this result in a
more general setting by considering machines over the semiring
of finite sets of elements from (G,⌦): the three properties are still
equivalent for such finite-valued weighted automata, that is the ones
associating with words subsets of G of cardinality at most `, for
some natural `. Moreover, we show that if the operation ⌦ of G
is commutative and computable, then one can decide whether a
WA satisfies the twinning property of order k. As a corollary, this
allows to decide the register minimisation problem for the class
CRA⌦c(G).
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Last, we prove that a similar result holds for finite-valued finite-
state transducers, and that the register minimisation problem for the
class CRA·c(B

⇤
) is PSPACE-complete.

Categories and Subject Descriptors F.4.3 [Mathematical Logic
and Formal Languages]: Formal Languages

Keywords weighted automata, cost register automata, minimisa-
tion, twinning property

1. Introduction
Weighted automata. Finite state automata can be viewed as func-
tions from words to Booleans and, thus, describe languages. Such
automata have been extended to define functions from words to var-
ious structures yielding a very rich literature, with recent applica-
tions in quantitative verification (Chatterjee et al. 2010). Weighted
automata (Schützenberger 1961) (WA) is the oldest of such for-
malisms. They are defined over semirings (S,�,⌦) by adding
weights from S on transitions; the weight of a run is the product
of the weights of the transitions, and the weight of a word w is the
sum of the weights of the accepting runs on w.

For automata based models, a very important problem is to sim-
plify the models. For instance, deterministic machines are essential
in order to derive efficient evaluation algorithms. Similarly, reduc-
ing the size of the models allows to reduce the computation time of
most algorithms, and thus minimisation has been extensively stud-
ied. In general, not every WA can be transformed into an equivalent
deterministic one. The determinisability problem then asks, given a
WA on some semiring (S,�,⌦), whether there exists an equivalent
deterministic WA over (S,�,⌦). This problem ranges from trivial
to undecidable, depending on the considered semiring, see (Lom-
bardy and Sakarovitch 2006) for a survey. Regarding size reduc-
tion, the problem is usually to minimize the number of states of
deterministic instances. Algorithms that, given a weighted automa-
ton, minimize the number of states of an equivalent deterministic
one are given in (Mohri 2000) and (Maletti 2008).

Cost register automata. Recently, a new model of machine,
named cost register automata (CRA), has been introduced in (Alur
et al. 2013). These automata are deterministic but use registers that
aim to store along the computation computed values from a given
set S. A final output function associates with each final state a reg-
ister. Hence, a step of computation boils down to register update:
for each register a new value is computed from the stored values
and a collection of operations defined on S. Considering a semiring
S = (S,�,⌦), Alur et al. showed that WA over S and CRA de-
fined over S with operations � and ⌦c (ie the functions x 7! x⌦c
for all c in S) compute the same functions (Alur et al. 2013). More-
over, they showed that when unambiguous WA are considered (ie
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automata having at most one successful computation per input, thus
making the additive law of the semiring useless), they turn out to be
equivalent to CRA over S with ⌦c as unique operations, denoted
by CRA⌦c(S). In the particular case S = (Z,+,⇥), we obtain the
model called ”additive cost register automata” (ACRA) in (Alur
and Raghothaman 2013).

CRA are deterministic by definition, and the main minimisation
problem is captured by the notion of register complexity. It is de-
fined for a function f as the minimal integer ` such that f can be
defined by a CRA with ` registers. Computing the register complex-
ity is a highly challenging problem that has been addressed in a re-
cent paper for the particular case of ACRA (Alur and Raghothaman
2013), using ad-hoc techniques.

Transducers. Transducers define rational relations over words.
They can be viewed as weighted automata over the semiring of
finite sets of words (thus, built over the free monoid); product is the
set union and sum is the concatenation extended to sets. A trans-
ducer is functional (resp. finite-valued) if it associates a singleton
with each input (resp. if, for some k 2 N, it associates at most ` out-
put words with each input). Deterministic (or sequential) transduc-
ers are those such that the underlying automaton is deterministic;
they are thus functional. Determinisability is the decision problem
asking whether for some transducer, there exists an equivalent de-
terministic one. In (Choffrut 1977), Choffrut introduced two prop-
erties: first, a property of transducers named ”twinning property”
(TP) and second, a property of string functions named ”bounded
variation”. He showed that a transducer T is determinisable iff T
satisfies the twinning property iff the function f computed by T sat-
isfies the bounded variation property. It is important to notice that
the bounded variation property is a machine independent charac-
terisation. It has been first shown in (Weber and Klemm 1995) that
the twinning property is decidable in PTIME. Recently, a so-called
weak twinning property has been introduced in (Jecker and Filiot
2015). This property characterises finite state transducers recognis-
ing finite-valued relations that can be expressed as a finite union of
deterministic transducers.

Finite-valued weighted automata. As several problems are un-
decidable for general weighted automata, it is important to identify
large subclasses with decidability results. Finite-valued transducers
enjoy good properties, such as effective transformation into finitely
ambiguous transducers (see (Sakarovitch and de Souza 2010) for
an elegant proof), and as a consequence a decidable equivalence
problem. These positive results motivated the study of WA with a
”set” semantics in order to obtain decidability results for a large
and expressive subclass. Instead of aggregating the weights of the
different runs on the same input by using the first operation of the
semi-ring, the semantics is defined as the set of these weights. A
functional (resp. `-valued) WA is such that all accepting runs on
the same input word have same weight (resp. such that, for ev-
ery input word w, the set of values computed by all the accept-
ing runs on w has cardinality at most `). It is finite valued if it is
`-valued for some `. These definitions allow to transfer several pos-
itive results from transducers to weighted automata: unambiguous
and functional WA are equivalent and the determinisability prob-
lem is decidable for functional weighted automata over infinitary
groups (Filiot et al. 2015). These results rely on the twinning prop-
erty originally introduced by Choffrut for transducers. Similarly, it
has been proven in (Filiot et al. 2014) that finite-valued weighted
automata over infinitary groups can effectively be decomposed as
finite union of functional weighted automata, using a generalisation
of the construction presented in (Sakarovitch and de Souza 2010)
for transducers.

Contributions. Our objective is to identify the register complex-
ity for cost register automata in the class CRA⌦c(S). More pre-

cisely, we study the register minimisation problem that aims, given
a CRA and an integer k, at deciding whether there exists an equiv-
alent CRA with only k registers.

We start with the framework of functional weighted automata
and cost register automata with weights taken in some group G.
Given an natural number k, we introduce a twinning property of
order k and a k-bounded variation property, such that the original
notions of Choffrut are obtained for k = 1. We then prove the fol-
lowing: let W be a functional weighted automaton over an infini-
tary group realizing some partial function f from words to elements
of G, then the three following properties are equivalent: i)W satis-
fies the twinning property of order k, ii) f satisfies the k-bounded
variation property, and iii) f can be defined by a CRA⌦c(G) with k
registers. This constitutes a strong equivalence between three prop-
erties with different roles: i) is a property expressed by means of
a pattern on a weighted automaton, that can be used to derive effi-
cient decision procedures; ii) is a machine independent character-
isation; iii) corresponds to the class that we want to characterize,
and thus allows us to minimise the number of registers. We actually
first prove the equivalence between i) and ii), thus showing that the
twinning property is machine independent, and then use this result
together with automata constructions to prove the equivalence be-
tween i) and iii). Note also that our constructions are effective:
given a weighted automaton satisfying the twinning property of or-
der k, we effectively build an equivalent cost register automaton
with k registers, and conversely.

Our result holds actually in a more general setting, that of finite-
valued weighted automata. To prove this, we consider a general-
isation of cost register automata in which the final output func-
tion may produce a subset of the register’s values, and denote by
CRA

+
⌦c(G) the resulting class. Using an adequate generalisation of

the k-bounded variation to relations instead of functions, we prove
that our equivalence still holds.

Beyond weighted automata over infinitary groups, we also
prove that our results apply also to transducers from A⇤ to B⇤.
It is known that streaming string transducers (i.e. CRA with a spe-
cial set of updates) are expressively equivalent to regular string
functions (Alur and Cerný 2010), and that the class CRA·c(B

⇤
)

coincides with the class of rational functions. In order to apply the
above results, and as the set of words equipped with concatenation
is not a group, we consider the free group over B. We prove that if
a CRA over the free group only produces as output words in B⇤,
then there exists an equivalent CRA over B⇤. The above results
yield: a finite-valued transducer T realizing a relation R satisfies
the twinning property of order k iff R satisfies the k-bounded vari-
ation property iff R can be expressed by a CRA+

·c(B
⇤
) with at most

k registers.
Regarding decidability, we show that if the group G is commu-

tative and has a computable internal operation, then the twinning
property of order k is decidable. As a particular instance of our
decision procedure, we obtain that this property can be decided in
PSPACE for G = (Z,+, 0). As a corollary, we obtain that the prob-
lem of register minimisation is PSPACE-complete for CRA+

+c(Z)
hence generalising the result of (Alur and Raghothaman 2013) for
ACRA. We also prove that the twinning property of order k is
decidable in PSPACE for finite-state transducers, and as a corol-
lary the problem of register minimisation is PSPACE-complete for
CRA

+
·c(B

⇤
). This result entails that the register complexity of any

finite-valued rational relations, given as a cost register automata
with updates of the form x := yu with x, y some registers and u a
finite word on B, can be computed.

Organisation of the paper. We start with definitions in Section 2.
In Section 3, we introduce the generalised twinning and bounded
variation properties. We state our main result in Section 4 and
present its proof. In order to simplify the presentation, Sections 3
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and 4 are presented in the setting of finitely generated groups, and
we discuss in Section 5 how to lift our results to arbitrary groups.
We turn to transducers in Section 6. Last we present our decidabil-
ity results and their application to the register minimisation prob-
lem in Section 7.

2. Preliminaries
Prerequisites and notations. We denote by A a finite alphabet, by
A⇤ the set of finite words on A, by " the empty word and by |w|
the length of a word w.

For a set S, we denote by |S| the cardinality of S.
A monoid M = (M,⌦,1) is a set M equipped with an associa-

tive binary operation ⌦ with 1 as neutral element; the product ↵⌦�
in M may be simply denoted by ↵�. Given O,O0 ✓ M , O ⌦ O0

(or simply OO0) is the set {↵� | ↵ 2 O, � 2 O0}, Ok denotes the
set OO · · ·O| {z }

k times

, O<k
= [06i<kO

i and O6k
= O<k [Ok. If every

element of a monoid possesses an inverse - for all ↵ 2 M , there
exists � such that ↵� = �↵ = 1 (such a � is unique and is denoted
by ↵�1) - then M is called a group. In this case, given O ✓ M ,
O�1 denotes the set {↵�1 | ↵ 2 O}. The monoid (resp. group) is
said to be commutative when · is commutative.

A semiring S is a set S equipped with two binary operations
� (sum) and ⌦ (product) such that (S,�,0) is a commutative
monoid of neutral element 0, (S,⌦,1) is a monoid of neutral
element 1, 0 is absorbing for ⌦ (i.e. ↵ ⌦ 0 = 0 ⌦ ↵ = 0) and
⌦ distributes over � (i.e. ↵⌦ (� � �) = (↵⌦ �)� (↵⌦ �) and
(↵� �)⌦ � = (↵⌦ �)� (� ⌦ �)).

Given a set S, the set of the finite subsets of S is denoted by
Pfin(S). For a monoid M, the set Pfin(M) equipped with the two
operations [ (union of two sets) and the set extension of ⌦ is a
semiring denoted Pfin(M).

From now on, we may identify algebraic structures (monoid,
group, semiring) with the set they are defined on when the opera-
tions are clear from the context.

Delay and infinitary group. There exists a classical notion of
distance on words (i.e. on the free monoid) measuring their dif-
ference: dist is defined for any two words u, v as dist(u, v) =

|u| + |v| � 2 ⇤ |lcp(u, v)| where lcp(u, v) is the longest common
prefix of u and v.

When considering groups, we use the following notion of delay:

Definition 1 (delay). Let G be a group. Given ↵, � 2 G, the delay
between ↵ and � is ↵�1�. It is denoted by delay(↵,�).

For a finitely generated group G, with a fixed finite set of
generators �, one can define a distance between two elements
derived from the Cayley graph of (G,�). We consider here an
undirected right Cayley graph : given ↵ 2 G, � 2 �, there is a
(non-oriented) edge between ↵ and ↵�.

Definition 2. Let G be a finitely generated group and � be a finite
set of generators. Given ↵, � 2 G, the Cayley distance between
↵ and � is the length of the shortest path linking ↵ and � in the
undirected right Cayley graph of (G,�). It is denoted by d(↵,�).

Lemma 1. Given a group G, for all ↵,↵0,�,�0, �, �0 2 G,

1. delay(↵,�) = 1 if and only if ↵ = �,
2. if delay(↵,↵0

) = delay(�,�0
) then delay(↵�,↵0�0

) =

delay(��,�0�0
).

Given a finitely generated group G and a finite set of generators
�, for all ↵,� 2 G, d(↵,�) = d(1, delay(↵,�)).

Definition 3. A group G is said to be infinitary if for all ↵,�, � 2
G such that ↵�� 6= �, the set {↵n��n | n 2 N} is infinite.

Classical examples of infinite groups such as (Z,+, 0), (Q,⇥, 1)
and the free group generated by a finite alphabet are all infinitary.
Other examples are given in (Filiot et al. 2015).

Given a finite alphabet B, we denote by F(B) the free group
over B. It is well known that it is finitely generated (with B as finite
set of generators) and that it is infinitary.

Weighted automata. Given a semiring S, weighted automata
(WA) are non-deterministic finite automata in which transitions
have for weights elements of S. WA compute functions from the
set of words to S: the weight of a run is the product of the weights
of the transitions along the run and the weight of a word w is the
sum of the weights of the accepting runs labelled by w.

We will consider, for some monoid M, weighted automata over
the semiring Pfin(M), formally defined as follows:

Definition 4. Let A be a finite alphabet, a weighted automaton W
over some monoid M is a tuple (Q,Qinit, Qfinal, t, T ) where Q is a
finite set of states, Qinit ✓ Q is the set of initial states, Qfinal ✓ Q
is the set of final states, t : Qfinal ! M is the output function and
T ✓ Q⇥A⇥M⇥Q is the finite set of transitions.

A run ⇢ on a word w = w1 · · ·wk 2 A⇤ where for all i,
wi 2 A, is a sequence of transitions:

(q1, w1,↵1, q2), (q2, w2,↵2, q3), . . . , (qk, wk,↵k, qk+1).

The output of such a run is the element of M, ↵ = ↵1↵2 · · ·↵k.
We depict this situation as q1

w|↵��! qk+1. A state q is accessible
(resp. co-accessible) if there exists such a run with q1 2 Qinit and
q = qk+1 (resp. qk+1 2 Qfinal and q = q1). The run ⇢ is said to be
accepting if q1 2 Qinit and qk+1 2 Qfinal. Moreover we say that the
value of such an accepting run is ↵t(qk+1). W.l.o.g., we assume
that every state of W is accessible and co-accessible.

This automaton W computes the (total) function [[W ]] : A⇤ !
Pfin(M) which associates with any word w the set of the values of
the accepting runs on w (and so, ? if there is no such run).

Given a weighted automaton W = (Q,Qinit, Qfinal, t, T ) over
some finitely generated group G with finite set of generators �, we
define the constant MW as follows:

MW = max{d(1,↵) | 9(p, a,↵, q) 2 T}
Definition 5 (Valuedness / Ambiguity). For any positive integer `,
a weighted automaton W is said to be:

• `-valued if for all words w, the set [[W ]](w) contains at most `
elements,

• `-ambiguous if for all words w, there are at most ` accepting
runs labelled by w.

A weighted automaton is unambiguous if it is 1-ambiguous.

Obviously, an `-ambiguous WA is an `-valued automaton. WA`

(resp. WA`-amb) denotes the set of functions A⇤ ! Pfin(M)

computed by `-valued (resp. `-ambiguous) weighted automata.
A weighted automaton is said to be finitely valued (resp. finitely
ambiguous ) if it is `-valued (resp. `-ambiguous) for some natural
`.

Theorem 1 ((Filiot et al. 2014)). Let W be an `-valued weighted
automaton over some infinitary group G, then one can effectively
build an equivalent `-ambiguous weighted automaton over G.

Example 1. Let us consider A = {a, b} and (M,⌦,1) =

(Z,+, 0). The weighted automaton given in Figure 1 (above) asso-
ciates with a word wa (resp. wb) its number of occurrences of the
letter a (resp. b). It is 1-valued and 1-ambiguous.

Cost register automata. A cost register automaton (CRA) (Alur
et al. 2013) is a deterministic automaton with registers containing
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Figure 1. Examples of a weighted automaton (above) and of a cost
register automaton (below).

values from a set S and that are updated through the transitions: for
each register, its new value is computed from the old ones and from
elements of S combined using some operations over S. The output
value is computed from the values taken by the registers at the end
of the processing of the input. Hence, a CRA defines a function
from words in A⇤ to elements of S.

In this paper, we focus on a particular structure (M,⌦c) defined
over a monoid (M,⌦,1) that we denote CRA⌦c(M). In such a
structure, the only updates are unary and are of the form x := y⌦c,
where c 2 M and x, y are registers. When M is (Z,+, 0), this
class of automata is called additive cost register automata (Alur
and Raghothaman 2013). When M is the free monoid (A⇤, ., "),
this class is a subclass of streaming string transducers (Alur and
Cerný 2010) and turns out to be equivalent to the class of rational
functions on words, i.e. those realized by finite-state transducers.

While cost register automata introduced in (Alur et al. 2013)
define functions from A⇤ to M, we are interested in defining finite-
valued relations. To this aim, we slightly modify the definition of
CRA, allowing to produce a set of values computed from register
contents. The new class of machines denoted CRA

+
⌦c(M) is defined

formally as follows:

Definition 6. A cost register automaton on the alphabet A over the
monoid (M,⌦,1) is a tuple (Q, qinit,X , �, µ) where Q is a finite
set of states, qinit 2 Q is the initial state and X is a finite set of
registers. The transitions are given by the function � : Q ⇥ A !
(Q⇥ UP(X )) where UP(X ) is the set of functions X ! X ⇥M
that represents the updates on the registers. Finally, µ : Q !
Pfin(X ⇥M) is the output function.

The semantics of such an automaton is as follows: if an update
function f labels a transition and f(Y ) = (X,↵), then the register
Y after the transition will take the value �↵ where � is the value
contained in the register X before the transition. More precisely,
a valuation ⌫ is a mapping from X to M and let V be the set of
such valuations. The initial valuation ⌫init is the function associating
with each register the value 1. A configuration is an element of
Q ⇥ V . The initial configuration is (qinit, ⌫init). A run on a word
w = w1 · · ·wk 2 A⇤ where for all i, wi 2 A, is a sequence of
configurations (q1, ⌫1)(q2, ⌫2) . . . (qk+1, ⌫k+1) satisfying that for
all 1 6 i 6 k, and all registers Y , if �(qi, wi) = (qi+1, gi) with
gi(Y ) = (X,↵), then ⌫i+1(Y ) = ⌫i(X)↵. Moreover, the run is
said to be accepting if (q1, ⌫1) is the initial configuration.

A cost register automaton R defines a (total) function [[R]] from
words to finite subsets of M such as for all w, [[R]](w) is equal to
the set of ⌫k+1(X)↵ such that (q1, ⌫1)(q2, ⌫2) . . . (qk+1, ⌫k+1) is
an accepting run of R on w and (X,↵) 2 µ(qk+1).

Definition 7 (Output size). The output size of a cost register au-
tomaton with output function µ is the integer:

max{|µ(q)| | q 2 Q}.
The class of such cost register automata whose output size is at

most ` is denoted CRA

`
⌦c(M). Remark that CRA+

⌦c(M) is defined
as the union of CRA`

⌦c(M) over ` > 1.
Let CRA`(k) (resp. CRA(k), CRA`) denote the set of func-

tions A⇤ ! Pfin(M) computed by cost register automata with at
most k registers and output size at most ` (resp. at most k registers,
of output size at most `).

Example 2. Consider A = {a, b} and (M,⌦,1) = (Z,+, 0).
The cost register automaton given in Figure 1 (below) computes
the same function as the one computed by the weighted automaton
from Example 1. The register Xa (resp. Xb) stores the number of
occurrences of the letter a (resp. b). It uses two registers and is of
output size 1.

3. Generalised twinning and bounded variation
properties

In this section, we present a twinning property and a bounded
variation property parameterised by an integer k, such that the
corresponding notions introduced by Choffrut in (Choffrut 1977)
are obtained for k = 1.

From now on, we consider a finitely generated infinitary group
G and we fix a finite set of generators �.

3.1 Generalised twinning property (TPk)
The idea behind the twinning property of order k is to consider k+1

runs labelled by the same word with k synchronized cycles. If the
twinning property of order k is satisfied then there are two runs
among these k+1 such that the values along these two runs remain
close (i.e. the Cayley distance between these values is bounded).

Definition 8. A weighted automaton over a group G satisfies the
twinning property of order k (denoted by TPk) if:

• for all states {qi,j | i, j 2 {0, . . . , k}} with q0,j initial and qk,j
co-accessible for all j,

• for all words u1, . . . , uk, v1, . . . , vk such that there are k + 1

runs satisfying for all 0 6 j 6 k, for all 1 6 i 6 k,

qi�1,j
ui|↵i,j����! qi,j and qi,j

vi|�i,j����! qi,j (see Figure 2),

there are j 6= j0 such that for all i 2 {1, . . . , k},

delay(↵1,j · · ·↵i,j ,↵1,j0 · · ·↵i,j0)

= delay(↵1,j · · ·↵i,j�i,j ,↵1,j0 · · ·↵i,j0�i,j0).
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Figure 2. Twinning property of order k.

Example 3. The weighted automaton given in Figure 1 does not
satisfy TP1. Indeed, consider q0,0 = q1,0 = q, q0,1 = q1,1 = p,
u1 = " and v1 = a. Then, delay(0, 0) = 0 6= delay(1, 0) = 1.
One can however prove that it satisfies TP2.

3.2 Bounded variation property
The bounded variation property is defined on functions and is thus
a machine independent property: whenever two WA are equivalent,
either both or none of them satisfy this property.

Given a partial mapping f : A⇤ * B⇤, the bounded vari-
ation property introduced by Choffrut in (Choffrut 1977) states
that for every n 2 N, there exists N 2 N such that for all
w,w0 2 A⇤ such that f(w), f(w0

) are defined, if dist(w,w0
) 6 n,

then dist(f(w), f(w0
)) 6 N . Intuitively, this property states that

whenever two words only differ by a small suffix, so do their im-
ages by f . This corresponds to the intuition that the function can be
expressed by means of a CRA with a single register (a behaviour
can be deduced from the other one).

When lifting this property to functions that can be expressed
using at most k registers, we consider k + 1 input words pairwise
close, and require that two of them must have close images by f .
The extension to partial mappings f : A⇤ * Pfin(B

⇤
) requires that

for all k+1 pairwise close input words, and all k+1 output words
chosen in the images of these input words, two of them should be
close.

Last, our framework is that of infinitary finitely generated
groups. Instead of dist(, ), we use the Cayley distance d(, ) to com-
pare the images.

We present now our definition that generalises the original one
of Choffrut (Choffrut 1977):

Definition 9. Let G be a finitely generated group. A function
f : A⇤ ! Pfin(G) satisfies the k-bounded variation property if
for all naturals n > 0, there is a natural N such that for all words
w0, . . . , wk 2 A⇤ and all ↵0 2 f(w0), . . . ,↵k 2 f(wk), if for
all 0 6 i, j 6 k, dist(wi, wj) 6 n then there are 0 6 i < j 6 k
satisfying d(↵i,↵j) 6 N .

Example 4. We consider the weighted automaton depicted on
Figure 1. This automaton is over the group (Z,+, 0) which is
finitely generated with {1} as a set of generators. The function f
computed by the weighted automaton of Figure 1 does not satisfy
the 1-bounded variation property. Indeed, set n = 2 and let N
be a positive integer. Set w0 = aN+2 and w1 = aN+1b, then
dist(w0, w1) 6 2 but d(f(w0), f(w1)) = d(N+2, 1) = N+1 >
N . One can however prove that the function f satisfies 2-bounded
variation property.

3.3 First properties on twinning and bounded variation
properties

We can now state some properties on runs of weighted automata
depending whether they satisfy TPk or not.

In the following lemmas, G denotes some finitely generated
group that is infinitary and � a fixed finite set of generators of G.
Let W be a weighted automaton over G and Q be its set of states.

Intuitively, the infinitary condition allows to iterate a loop syn-
chronized on two runs generating arbitrary many differences and
thus, can be used to move away the weights associated with the two
runs arbitrary far away. This property is used to prove the reverse
implication of the following lemma.

Lemma 2. The automaton W satisfies TPk if and only if there is an
integer N such that for all words w, for all initial states q0, . . . , qk
and co-accessible states p0, . . . pk such that there are k + 1 runs:

qj
w|↵j���! pj for all j 2 {0, . . . , k},

there are j 6= j0 such that d(↵j ,↵j0) 6 N . In addition, if W
satisfies TPk then N can be chosen equal to 2MW |Q|k+1.

We introduce a definition expressing the fact that two runs are
always close (w.r.t. the Cayley distance):

Definition 10. Let W be a weighted automaton over G, w =

w1 . . . wr be a word and N be an integer. Let ⇢1, ⇢2 be two runs
on w, with:

⇢j = q1,j
w1|↵1,j�����! q2,j · · · qr,j

wr|↵r,j�����! qr+1,j for j = 1, 2.

The runs ⇢1, ⇢2 are said to be N -close if for all i � 1,

d(↵1,1 . . .↵i,1,↵1,2 . . .↵i,2) 6 N.

Lemma 3. Suppose that W satisfies TPk. Then, for all r, for all
words w, for all runs ⇢1, . . . , ⇢r on w, from an initial state to a
co-accessible state, there is a subset P ✓ {1, . . . , r} containing at
most k elements such that for all j 2 {1, . . . , r}, there is j0 2 P
such that ⇢j , ⇢j0 are 2MW |Q|k+1-close.

Twinning property and finite valuedness. Based on these Lem-
mas, we exhibit now the strong relationship between the twinning
property and the finite-valuedness property for weighted automata.

Proposition 1. A weighted automaton over an infinitary finitely
generated group G satisfies TPk for some natural k if and only if it
is finitely valued.

Sketch. First, if a weighted automaton W is `-valued then it sat-
isfies TPn` where n is its number of states. We proceed by con-
tradiction. If this is not the case, then by Lemma 2, for all integer
N , there are n` + 1 runs labelled by the same word with weights
pairwise far, i.e. d(↵,�) > N for every two such weights. Since
n is the number of states of W , there exists a state q of W and
`+ 1 of these n`+ 1 runs that end in state q. By completing these
runs into accepting runs, and by taking N large enough, we get that
these `+ 1 accepting runs are labelled by the same word and have
pairwise different values, which contradicts the `-valuedness of W .

Conversely, consider a weighted automaton with n states that
satisfies TPk for some k. Consider the set of accepting runs labelled
by some word w. By Lemma 3, one can extract a subset of k
accepting runs such that any accepting run on w is 2MWnk+1-
close to one of these k runs. It implies that w can only have a finite
number of values that depends on k,MW and n.

Equivalence between TPk and the k-bounded variation property.

Proposition 2. A weighted automaton W over an infinitary finitely
generated group G satisfies TPk if and only if [[W ]] satisfies the k-
bounded variation property.
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Sketch. First, if W does not satisfy TPk then it does not satisfy the
k-bounded variation property. Indeed, by applying Lemma 2, one
can find k+1 runs labelled by the same word with arbitrarily large
pairwise delays. By completing these runs into accepting runs, we
obtain k + 1 runs labelled by k + 1 words that are pairwise close,
but whose weights are pairwise arbitrarily far. This proves that [[W ]]

does not satisfy the k-bounded variation property.
Conversely, if the k-bounded variation property is not satisfied,

then there exist k + 1 words that are close and that label accepting
runs whose values are pairwise arbitrarily far. By considering w
the longest common prefix of these k+1 words, we get k+1 runs
labelled by w that have weights pairwise far, yielding the result by
Lemma 2.

4. Relating finite-valued weighted automata and
cost-register automata

4.1 Main result
We present our main result stating the equivalence between the
twinning property of order k, the k-bounded variation property, and
the register complexity at most k.

Theorem 2. Let W be an `-valued weighted automaton over the
semiring Pfin(G) where (G,⌦) is an infinitary finitely generated
group, and k be a positive integer. The following assertions are
equivalent:

1. W satisfies the twinning property of order k,
2. [[W ]] satisfies the k-bounded variation property,
3. [[W ]] is computed by a CRA`

⌦c(G) with k registers, which can
be effectively computed.

Comparison with k-separability We give a brief and informal
comparison of our results with those of (Alur and Raghothaman
2013) for ACRA. The criterion provided in (Alur and Raghothaman
2013) to characterize the register complexity is the notion of sepa-
rability. Intuitively, the set of registers of an ACRA is k-separable
if it is possible to instantiate k registers (in some reachable con-
figuration) with arbitrarily different values. A weighted automaton
simulates (non-deterministically) an ACRA using a run for each
register. Thus, studying the distance between weights of runs of the
weighted automaton amounts to study the distance between regis-
ters values of the ACRA.

Proof of Theorem 2 We have already proved the equivalence
between 1 and 2 of Theorem 2 in the previous section (Proposition
2). The equivalence between 1 and 3 is much more intricate. This
equivalence follows from the following proposition, and uses the
equivalence between 1 and 2.

Proposition 3. Given an `-valued weighted automaton W over
some infinitary finitely generated group G satisfying the twin-
ning property of order k, one can effectively build an equivalent
CRA`

⌦c(G) with k registers, and conversely.

Proof. (Sketch) Going from a cost register automaton to a weighted
automaton is rather simple. The construction is similar to the one
given in (Alur et al. 2013), and intuitively uses states of the form
(p,X) where p (resp. X) denotes a state (resp. a register) of the cost
register automaton. The resulting weighted automaton is trivially `-
valued, and one can easily verify that it satisfies the TPk. Thanks to
the equivalence of assertions 1 and 2 of Theorem 2, we deduce that
the twinning property of order k is a machine independent property
and that the weighted automaton W also satisfies the twinning
property of order k.

We describe now the translation of a weighted automaton into
a cost register automaton. We thus consider a weighted automaton

W over some infinitary finitely generated group G satisfying the
twinning property of order k. By Theorem 1, we can build an
equivalent weighted automaton that is `-ambiguous. Thanks to the
equivalence of assertions 1 and 2 of Theorem 2 (the twinning
property of order k is a machine independent property), we deduce
that this weighted automaton satisfies the twinning property of
order k.

Remind that � denotes a finite set of generators of G and that
the Cayley distance is defined in (G,�). Consider an `-ambiguous
weighted automaton W = (Q,Qinit, Qfinal, t, T ) satisfying TPk,
and let N = 2MW |Q|k+1 (recall that MW is the maximum of
the Cayley distances between 1 and the weights on the transitions
of W ). We build R 2 CRA

`
⌦c(G) with k registers computing

the same function. We write R = (Q0, qinit,X , �, µ) with X =

{X1, . . . , Xk}.
The idea underlying the construction is to store in the states of

R an abstraction of all the pairwise delays between the values of
the runs of W labelled by a given word. We will use the fact that
there are at most k diverging behaviours (thanks to TPk) to prove
that we can store the delays up to a finite bound (the bound N ) and
use only k registers to capture the k diverging behaviours.

Set of states of R. Consider a word w. For all co-accessible states
q 2 Q, by `-ambiguity, there are at most ` runs from an initial state
to q labelled by w. Let ⇢q,1, ⇢q,2, . . . , ⇢q,`q denote these runs and
↵q,1, ↵q,2, . . . ,↵q,`q denote their respective weights, with `q 6 `.
We construct R such that the unique run labelled by w in R ends in
a state representing all the pairwise delays between ↵q,j and ↵q0,j0

up to the bound N .
In order to simplify the notations, we let [`] = {1, . . . , `}. We

use functions with domain (Q ⇥ [`])2 and range (� [ �

�1
)

6N [
{1,?}. Formally, the function representing the delays after read-
ing word w is the following one:
fw((q, j), (q

0, j0)) =
8
>>>>>>><

>>>>>>>:

delay(↵q,j ,↵q0,j0) if j 6 `q, j
0 6 `q0 ,

(⇢q,j , ⇢q0,j0) N -close
1 if j 6 `q, j

0 6 `q0 ,

(⇢q,j , ⇢q0,j0) not N -close
? otherwise

(i.e. one of the two runs is not defined)

The functions f defined this way satisfy the following natural
properties (?):

• f(x, y) = f(y, x)�1 (with the convention 1�1
= 1 and

?�1
= ?), since delay(↵,�) = delay(�,↵)�1,

• f(x, x) 2 {1,?}, since either x represents an existing run (and
in this case we use the fact that delay(↵,↵) = 1), or not (and
in this case the value ? is used).

• if f(x, x) = ?, then f(x, y) = f(y, x) = ? (case where x
does not represent an existing run)

• if f(x, x) = f(y, y) = 1 then f(x, y) 6= ? (case where both
x and y represent existing runs).

Of course, the above representation depends on the numbering
chosen for the runs of W . In order to avoid this, we introduce an
equivalence relation ⌘ on such functions, based on permutations
�q of {1, . . . , `} for each state q.

Let ⌦ denote the set of functions from (Q ⇥ [`])2 to (� [
�

�1
)

6N [{1,?} satisfying properties (?). The set of states of R
is the set of ⌘-classes of ⌦. Formally, given f 2 ⌦, we denote by
[f ] the equivalence class of f w.r.t. ⌘ and we let Q0

= {[f ] | f 2
⌦}. For every equivalence class C, we fix a representative function
gC 2 ⌦.
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More precisely, the cost register automaton R is constructed us-
ing a forward exploration starting from the initial state. The initial
state is the class of the function f" 2 ⌦ defined by f"(x, y) = 1
if x, y 2 Qinit ⇥ {1} and f"(x, y) = ? otherwise. As a conse-
quence, only reachable states are considered, i.e. states C such that
there exists a word w 2 A⇤ satisfying C = [fw].

As W satisfies the twinning property of order k, Lemma 3
applies. This implies the following property: for every reachable
state C of R, there exists a subset PC of Q ⇥ [`] of size at most k
such that for all x 2 Q⇥ [`], we have:

• either gC(x, x) = ?,
• or gC(x, x) = 1 and there exists y 2 PC such that gC(x, y) 2
(� [ �

�1
)

6N .

For each reachable state C, we fix such a set PC , a surjective
mapping rC from {1, . . . , k} to PC , and a partial mapping �C :

Q⇥ [`] * PC concretising the property stated in the second above
item. Intuitively, if the function gC is understood as a matrix, the
set PC corresponds to a subset of indices that allows to capture (at
most) k runs with diverging behaviours. The mapping rC simply
gives a numbering of these indices and the mapping �C relates
every other index to PC . Let us point out that rC is used to associate
a register of X with each of these k runs, storing its computed
value.

Transition function. Let C be a reachable state, and a 2 A
be a letter, we define the state C0 such that �(C, a) = (C0, h)
with h 2 UP(X ). From the function gC , one can easily define
a function f 2 ⌦ by extending the runs of W represented in gC
using the transitions of W on letter a. The state C0 is then defined
as [f ].

We now explain how the register update h is defined and illus-
trate it using the register X1. Let (q, j) = rC0

(1). By construction
of gC0 , there exists a state p, and an index i 2 {1, . . . , `} such
that the run represented by the pair (q, j) in gC0 is of the following
form:

Qinit 3 q1
⇤�! p

a|↵��! q

where the run ⇢ : q1
⇤�! p is represented by the pair (p, i) in gC .

We let m 2 {1, . . . , k} such that rC(m) = �C(p, i), meaning
that the weight of the run ⇢ can be recovered from the value of
register Xm, and that register Xm corresponds in gC to the run
represented by the entry rC(m) 2 Q⇥[`]. We finally define h(X1)

as follows:

h(X1) = (Xm, gC(rC(m), (p, i))↵)

Output function We describe how the output function µ is de-
fined for a given reachable state C. Intuitively, we want to identify
registers corresponding to a final state of W . However, it may be
the case that two registers of X correspond to two accepting runs
computing the same value. In order to respect the constraint on the
output size of R, we let D as a maximal subset of {1, . . . , k} such
that:

• for all m 2 D, we have rC(m) = (q, j) 2 Qfinal ⇥ [`]
• for all m 6= m0 2 D, we have gC(rC(m), rC(m

0
)) 6= 1

The `-ambiguity of W implies that the cardinality of D is at most `.
We have thus selected at most ` successful runs computing pairwise
distinct values. We then define

µ(C) = {(Xm,↵) | m 2 D, rC(m) = (q, j), and ↵ = t(q)}.

This immediately implies that the output size of R is at most `.

4.2 Hierarchy
The previous result allows to describe a hierarchy of functions as
depicted in Figure 3 where WA(k) (resp. WA`(k)) denotes the
set of functions computed by a weighted automaton (resp. `-valued
weighted automaton) satisfying TPk.

1 2 · · · k

1

2

··
·

`

DET Functional

1
re
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er WA`(k)

CRA`(k)

WA`
CRA`

WA(k)

CRA(k)

Figure 3. Hierarchy.

Theorem 3. The following results hold:

1. For all naturals k, `, CRA`(k) = WA`(k).
2. For all naturals k, CRA(k) = WA(k)
3. For all naturals `, CRA` = WA`

Proof. The first item comes from Theorem 2.
As for the second item, by definition of a cost register automa-

ton and first item, we have the following sequence of inclusions:
CRA(k) = [`>0CRA`(k) = [`>0WA`(k) ✓ WA(k). It
remains to prove that WA(k) ✓ [`>0WA`(k) to conclude. It
comes from Proposition 1 since a weighted automaton satisfying
TPk for some k is finitely valued.

Finally, regarding the third item, still by definition of a cost
register automaton and first item, we have the following sequence
of inclusions: CRA` = [k>0CRA`(k) = [k>0WA`(k) ✓
WA`. And WA` ✓ [k>0WA`(k) by Proposition 1 since a
weighted automaton that is finitely valued satisfies TPk for some
k.

The hierarchy is strict Consider an alphabet over k letters A =

{a1, . . . , ak} and the function defined for all words w by:

f : wai 7! {|w|i + 1, |w|i + 2, . . . , |w|i + `}
where |w|i represents the number of occurrences of the letter ai in
w. One can prove that this function is in the class CRA`(k), but
not in the classes CRA`0(k

0
) for k0 < k or `0 < `, showing that

this hierarchy is strict.

5. The case of non finitely generated groups
In this section, we explain how to state our main result (Theorem 2)
in the setting of non finitely generated groups. The twinning prop-
erty only depends on the notion of delay, it is thus well-defined for
arbitrary groups. However, the k-bounded variation property intro-
duced in Definition 9 relies on the Cayley distance considered for
a finitely generated group G 1.

1 This distance could be considered for an infinitely generated group, but
one should then require some additional conditions. Our results rely indeed
on the fact that for infinitary groups, the infinite set of delays results in
elements of G that are arbitrarily far away.
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Given a weighted automaton W over some group G, the set
of weights it may produce actually belongs to a finitely generated
group, whose set of generators is the set of weights appearing on
transitions of W . However, this observation is not sufficient, as the
bounded variation property is intended to be machine-independent.
In order to deal with this issue, we introduce a notion of generator
set for the computed function. More precisely, in the bounded
variation property, in order to quantify the ”distance” between the
outputs, we introduce a notion of generator that depends on the
function under study.

Given a mapping f : A⇤ ! Pfin(G) computed by a weighted
automaton, we say that a subset � of G is an f -generator if
{delay(↵,↵0

) | ↵ 2 f(w),↵0 2 f(w0
), w, w0 2 A⇤} ✓S

n>0 �
n. Note that if G is finitely generated, then any finite set

of generators of G is an f -generator. This leads to a new definition
of the bounded variation property that is still machine-independent
and well defined for non finitely generated groups.

Definition 11. A function f : A⇤ ! Pfin(G) satisfies the k-
bounded variation property if for all naturals n > 0 and all
f -generators � there is a natural N such that for all words
w0, . . . , wk 2 A⇤ and all ↵0 2 f(w0), . . . ,↵k 2 f(wk), if for all
0 6 i, j 6 k, dist(wi, wj) 6 n then there are 0 6 i < j 6 k such
that delay(↵i,↵j) 2 �

6N .

With this new definition, we can prove that Theorem 2 holds for
all infinitary groups. Let us first comment the proof of the equiv-
alence between statements 1 and 2 of Theorem 2. The direction
from 2 to 1 holds true as the new definition of bounded variation
implies the previous one, when considering the set of weights of
W as a [[W ]]-generator. Conversely, one can prove a rephrasing of
Lemma 2 that takes into account a [[W ]]-generator �, and replaces
the constraint on the Cayley distance d(↵j ,↵j0) 6 N by the con-
straint delay(↵j ,↵j0) 2 �

6N . This new result can be used to adapt
the proof of Proposition 2.

The equivalence between weighted automata satisfying TPk and
k-register automata follows the lines of the proof of Proposition 3
by considering the sub-group generated by the finite set of weights
occurring on the transitions of the automaton under consideration.
This finite set plays the role of the finite set of generators and the
Cayley distance is defined with respect to it.

6. The case of transducers
A transducer is defined as a weighted automaton with weights in
the monoid B⇤. It can thus be seen as a weighted automaton with
weights in the free group F(B) (see Section 2 for a presentation of
the free group). We say that a transducer T satisfies the twinning
property of order k if, viewed as a weighted automaton over F(B),
it satisfies TPk. Similarly, a function f : A⇤ ! Pfin(B

⇤
) is said

to satisfy the k-bounded variation property iff it is the case when
viewing f as a mapping from A⇤ to Pfin(F(B)).

Theorem 4. Let T be an `-valued transducer from A⇤ to B⇤, and
k be a positive integer. The following assertions are equivalent:

1. T satisfies the twinning property of order k,
2. [[T ]] satisfies the k-bounded variation property,
3. [[T ]] is computed by a CRA`

⌦c(B
⇤
) with k registers.

The equivalence between 1 and 2 follows from Theorem 2. We
now detail the proof of the equivalence between 1 and 3.

First, the implication 3 ) 1 is simple as the conversion from
cost register automata to weighted automata preserves the weights
used. We prove now the other direction.

Given a finite alphabet B, let WAB
` (k) denote the set of func-

tions computed by a `-valued weighted automaton over the free
group F(B) satisfying TPk, but only using weights in B⇤. Simi-

larly, we denote by CRAB
` (k) the set of functions computed by a

cost register automaton over F(B) with k registers and output size
`, but only using updates involving elements of B⇤. We thus have
to prove the inclusion WAB

` (k) ✓ CRAB
` (k).

Let GA,B denote the set of functions A⇤ ! Pfin(B
⇤
). By

Theorem 2, we have the following sequence of inclusions:

WAB
` (k) ✓ WA`(k) \ GA,B ✓ CRA`(k) \ GA,B

Thus, by proving Proposition 4, we will obtain the expected
result.

Proposition 4. CRA`(k) \ GA,B ✓ CRAB
` (k)

Sketch. Consider a cost register automaton R that computes a func-
tion in GA,B . One can prove that there is a bound N 0 such that along
the runs of R, the values stored in the registers always belong to
B⇤

(B [ B�1
)

6N0
. This intuitively relies on the fact that for ev-

ery run that can be completed into an accepting run, there exists a
“short” completion, and this completion should lead to a weight in
B⇤. At anytime during a computation, the values stored in registers
are thus of the form ↵1↵2 with ↵1 2 B⇤ and ↵2 2 (B[B�1

)

6N0
.

For a given register X , the idea is then to associate with X the
shortest ↵1 satisfying these conditions, and to store the value ↵2

in the states of the automaton. This ensures that every continuation
of the computation will be compatible with the value ↵1 already
computed. We use here the fact that the weights are elements of the
free group in order to prove the existence of a “shortest” ↵1. This
construction preserves parameters k and `.

7. Decidability of TPk and application to register
minimisation

In this section, we prove the decidability of the twinning property
for some algebraic structures, and as a consequence, the decidabil-
ity of the register minimisation problem on these structures. We
consider the two following problems:

The TPk Problem: given a weighted automaton W over some
monoid M and a number k, does W satisfy the TPk?

The Register Minimisation Problem: given R 2 CRA

+
⌦c(M) and

a number k, does there exist R0 2 CRA

+
⌦c(M) with k registers such

that [[R]] = [[R0
]]?

We start with a preliminary result. Let us denote by TP0
k the

property obtained from the TPk by requiring the property not only
for k cycles, but for m cycles, for every m > k.

Lemma 4. For all positive integer k, a weighted automaton satis-
fies TPk if and only if it satisfies TP0

k.

As a consequence, a witness of the violation of the TPk can be
identified as one of the violation of the TP0

k, i.e. a set of k+1 runs,
with m > k cycles, such that for each pair i 6= j, there exists a
cycle that induces different delays between i-th and j-th runs.

Case of commutative groups. We write W = (Q,Qinit, Qfinal, t, T )
and let n = |W |. In order to decide the twinning property, we will
consider the k + 1-th power of W , denoted W k+1, which accepts
the set of k + 1 synchronised runs in W . We write its runs as
~⇢ = (⇢i)06i6k and denote by ↵i the weight of run ⇢i.

Theorem 5. Let G = (G,⌦) be a commutative group such that
the operation ⌦ and the equality check are computable. Then the
TPk problem is decidable.

Sketch. It is easy to observe that for commutative groups, the con-
straint expressed on the delay in the twinning property boils down
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to checking that loops have different weights. The result follows
from the two following facts:

• first, given two vectors of states v, v0 2 Qk+1, checking that
there exists a path from v to v0 in W k+1 is decidable,

• second, the following problem is decidable: given a vector of
states v 2 Qk+1 and a pair i 6= j, check that there exists a
cycle ~⇢ around v in W k+1 such that delay(↵i,↵j) 6= 1. The
procedure non-deterministically guesses the cycle in W k+1 (its
length can be bounded by 2nk+1) and computes incrementally
the value of delay(↵i,↵j).

The overall procedure simply guesses a run in W k+1 with a cycle
for each pair i 6= j, and checks that this cycle induces distinct
delays between the i-th and j-th runs.

If we consider the setting of ACRA, i.e. the group (Z,+), we
can verify that the above procedure runs in PSPACE if k is given in
unary, yielding:

Theorem 6. Over the group (Z,+), the TPk problem is in
PSPACE (k given in unary).

The construction from CRA

+
⌦c(S) to WA over S is polynomial.

Wlog, we suppose that k is given in unary. This is reasonable as k is
smaller than the actual number of registers of R. As a consequence
we deduce (the hardness follows from the result of (Alur and
Raghothaman 2013)):

Corollary 1. The register minimisation problem for CRA+
+c(Z) is

PSPACE-complete.

This result slightly generalises that of (Alur and Raghothaman
2013), as we allow more general output functions. In addition, it
follows from a general framework, and similar results for other in-
finitary groups (with computable operations) can be derived simi-
larly.

Case of transducers. Let us first recall the procedure of (Weber
and Klemm 1995) to decide the twinning property in PTIME for
transducers. They prove that the TP is violated iff there exists a
pair of runs such that either the output words v1, v2 on cycles are
such that |v1| 6= |v2|, or the output words on paths leading to the
cycle, say u1, u2, have a mismatch (i.e. a position on which they
differ). Using a similar reasoning, we prove the following lemma:

Lemma 5. Let T be a transducer violating the TPk. Then there
exist:

• states {qi,j}06i6m,06j6k with k 6 m 6 k2, and q0,j initial
and qk,j co-accessible for all j,

• words u1, . . . , um, v1, . . . , vm such that there are k + 1 runs

satisfying for all 0  j  k, for all 1  i  m, qi�1,j
ui|↵i,j����!

qi,j and qi,j
vi|�i,j����! qi,j

and such that for all 0 6 j < j0 6 k:

• either there exists 1 6 i 6 m such that |�i,j | 6= |�i,j0 |,
• or there exists 1 6 i 6 m such that |�i,j | = |�i,j0 | 6= 0, the

words ↵1,j . . .↵i,j and ↵1,j0 . . .↵i,j0 have a mismatch, and the
runs q0,j

u1...ui����! qi,j and q0,j0
u1...ui����! qi,j0 are nk+1-close.

This allows to derive a non-deterministic procedure running in
polynomial space (assuming k is given in unary): we first guess
the vectors of states associated with cycles, and guess, for every
0 6 j < j0 6 k, which of the two cases holds. Using a procedure
similar to the one described for the commutative case, one can
check the existence of a cycle verifying the guessed property. Last,
we verify the existence of the mismatches. Given a pair of runs

(⇢, ⇢0), we proceed as follows: one non-deterministically guesses ⇢
and ⇢0 and stores the difference between the lengths of the outputs
of the two runs. Non-deterministically, one can record the letter
produced by the run that is ahead (say ⇢). Then one continues the
simulation until ⇢0 catches up ⇢, and checks that the letter produced
by ⇢0 is different. This can be achieved in polynomial space using
the fact that ⇢ and ⇢0 are close.

Theorem 7. Over (B⇤, ·), the TPk problem is in PSPACE (k is
given in unary).

Corollary 2. The register minimisation problem for CRA+
·c(B

⇤
) is

PSPACE-complete.

8. Conclusion
We have studied so-called finite-valued weighted automata on one
side, and a class of cost register automata on the other side.

We have introduced a twinning property and a bounded-variation
property that generalise the original properties introduced by Chof-
frut for transducers and obtained an elegant generalisation of a
well-known result of Choffrut for transducers. In addition, this led
to a decision procedure of a register minimisation problem for a
large class of cost register automata.

Our setting includes both infinitary groups and transducers. It is
worth observing that important classes of quantitative languages
such as sum, discounted sum and average automata fit into the
setting of infinitary groups (see (Filiot et al. 2015)).

As a particular case, for the setting of additive cost regular
functions, we obtain a generalization of the result of (Alur and
Raghothaman 2013) on the minimisation of registers.
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Abstract
Context-free languages allow one to express data with hierarchi-
cal structure, at the cost of losing some of the useful properties of
languages recognized by finite automata on words. However, it is
possible to restore some of these properties by making the structure
of the tree visible, such as is done by visibly pushdown languages,
or finite automata on trees. In this paper, we show that the structure
given by such approaches remains invisible when it is read by a fi-
nite automaton (on word). In particular, we show that separability
with a regular language is undecidable for visibly pushdown lan-
guages, just as it is undecidable for general context-free languages.

Categories and Subject Descriptors F.1.1 [Automata]; F.4.3
[Classes defined by grammars or automata]

Keywords regular languages of trees, visibly pushdown automata,
separability, XML

1. Introduction
Finite automata are a well known formalism for describing the sim-
plest formal languages. Regular languages – ones which are rec-
ognized by finite automata – have very nice closure properties,
such as decidability of most problems such as universality or dis-
jointness, equivalence of deterministic finite automata (DFA) and
non-deterministic finite automata (NFA), and closure under com-
plement.

However, most programming and natural languages have to de-
scribe a hierarchical (tree) structure, and finite automata on words
are no longer appropriate. To capture such a hierarchical struc-
ture, Noam Chomsky proposed the classic notion of context-free
languages. Context-free languages are recognized by context-free
grammars (CFGs), or equivalently by pushdown automata (PDA).

However, context-free languages do not have as good properties
as regular ones – for example, universality and disjointness are no
longer decidable, deterministic PDA are less powerful than non-
deterministic ones, and they are not closed under complement.
These properties fail since, although words from a context-free
language have an underlying tree structure, it is hard to tell what
this structure is just by looking at the word – two completely
different derivation trees can yield a very similar output, consider
for example the English sentences Time flies like an arrow and
fruit flies like a banana, or The complex houses married and single
soldiers and their families – after reading the four first words of

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without
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the latter sentence, one could think that the complex houses is the
subject and married is the verb, while in fact, the complex is the
subject and houses is the verb. This is also a big problem in practical
computer science, since such a possibility of incorrect parsing leads
to many errors – one famous example is the SQL injection attack,
which is based on fabricating SQL queries which will be parsed
incorrectly, allowing unauthorized access to a database.

There are two popular approaches to solve this. The classic ap-
proach is to use the finite automata on trees (TFAs) [5], which work
on trees directly. There are several ways of flattening a tree to a
string in such a way that the tree structure can be unambiguously
read from the output. One common way is the XML encoding; an
XML encoding of a regular language of trees can be viewed as a
context-free grammar where every terminal a 2 ⌃ has a matching
closing tag ā, and every production is of form N ! aX1 . . . Xkā.
Nowadays, XML [4] is widely used in web services and databases
for the representation of data structures. XML documents are val-
idated with DTDs (document type definitions) [9], which can be
viewed as a special kind of finite automata working on the tree of
the document. Another common way is the functional encoding,
which can be viewed as a CFG where every production is of form
N ! a(X1 . . . Xk), where ( and ) are special bracket symbols.

Another approach is to use visibly pushdown automata (VP-
DAs), also known as languages of nested words [2], where every
symbol in our alphabet has a fixed type with respect to the stack
– it either always pushes a new symbol, or always pops a symbol,
or it never pushes or pops symbols – this property allows the tree
structure to be easily read. For example, XML and functional gram-
mars given above can be recognized by VPDAs – opening tags and
brackets always push a symbol on the stack, while closing tags and
brackets always pop.

Since both of these approaches boil down to working on trees
directly in a regular way, they can be seen as equivalent, and
most properties of regular languages of words are retained – non-
deterministic and deterministic VPDAs and finite automata on trees
are equivalent, and universality and intersection problems are de-
cidable. Hence, representing our data as trees, instead of forcing a
linear word structure, definitely solves many problems – both the-
oretical and practical – efficiently.

In this paper, we show that not all problems are solved by
these approaches. In particular, we show that, informally, although
(flattened) TFAs and VPDAs are successful at making the structure
visible to powerful computation models such as Turing machines,
the structure still remains invisible to the simple ones, such as
finite automata on words. We use our technique to show that the
following problem is undecidable, just as in the usual “invisible”
context-free case [8, 12]: given two VPDAs (or TFAs flattened in
some way) accepting languages L1 and L2 such that L1 and L2 are
disjoint, is there a regular language R such that R accepts all words
from L1, but no words from L2?

Our proof is a reduction from the context-free case; essentially,
it is shown that the extra structural information can be made in-
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visible to all finite automata. We show that this can be done even
when, intuitively, the finite automaton has access to any structural
information that it could reasonably see while traversing the tree –
therefore, our method works not only with VPDAs, but also with
any “reasonable” string encoding of trees, such as XML or func-
tional encoding.

A similar property is also obtained for separating by other
classes of languages, as long as the corresponding problem for
CFGs is undecidable, and the separating class has basic closure
properties and a pumping property – the precise conditions are
listed in the sequel. In [8] it is shown that the separability problem
of context-free languages is undecidable for any class which in-
cludes all definite languages. On the other hand, it has been shown
recently that the problem of separability of CFLs by piecewise
testable languages is decidable [6].

Our method solves the following open problem, which has
appeared on Rajeev Alur’s website in early 2013 [1]:

A Challenging Open Problem
Consider the following decision problem: given two regular
languages L1 and L2 of nested words, does there exist a
regular language R of words over the tagged alphabet such
that Intersection(R,L1) equals L2? [...]

We say that L2 is a regular restriction of L1 iff the above holds.
Since disjoint languages L1 and L2 are separable iff L2 is a regular
restriction of L1 [ L2, and separability is undecidable, restriction-
regularity is undecidable too.

Rajeev Alur’s question is inspired by [11], where it is shown
that, for a fully recursive DTD d, it is decidable whether the lan-
guage accepted by d is (regularly) recognizable, that is, there is a
regular language R such that, for any properly structured word w
(in this case, a proper XML document), w is valid with respect to
d iff it is accepted by R. This can be viewed as a special case of
separability – we take DTDs instead of arbitrary finite automata on
trees, and we want to separate L from its complement. For a fully
recursive DTD d, a local automaton (also called standard automa-
ton) Ad is constructed, and it is shown that d is streamable iff it is
validated by Ad. More progress is made in [10], where an attempt
is made to generalize the result to DTDs which are not fully re-
cursive, by introducing the notion of a separating semigroup H for
the DTD d, and allowing the local automaton to acknowledge H .
The existence of such a separating semigroup can be reduced to the
word problem for finite groups; however, this problem is known to
be undecidable.

On the other hand, in [3] it is shown that regular recognizability
is decidable for visibly push-down languages (an input has to rec-
ognize a given language knowing that the input is a well matched
word, that is, symbols that push and pop symbols on the stack
match correctly). The method used in [3] works for VPDAs and
the functional encoding of trees, but it does not extend to the XML
encoding, where every opening tag a has to be matched by a match-
ing closing tag a, potentially providing extra information; and thus,
the problem of recognizability of XML in full generality remains
open, as far as we know (and, although the problem of regularity of
a context-free language is also undecidable, the reduction presented
in this paper does not immediately work in this case either). In the
conclusion of [3], the authors mentioned that they were working on
the regular restriction problem for VPDAs, but as far as we know,
they were not successful.

2. Preliminaries
We remind the basic notions of automata theory; see [7].

For an alphabet ⌃, ⌃⇤ denotes the set of words over ⌃, and ✏
denotes the empty word.

A deterministic finite automaton (DFA) over ⌃ is a tuple A =
(⌃, Q, qI , F, �), where ⌃ is the alphabet of A, Q is the set of states,
qI 2 Q is the initial state, F ✓ Q is the final state, and � : Q⇥⌃ !
Q is the transition function. We extend � to � : Q⇥⌃⇤ ! Q in the
following way: �(q, ✏) = q, �(q, wx) = �(�(q, w), x).

A context-free grammar (CFG) is a tuple G = (V,⌃, R, S),
where V is the set of non-terminal symbols, ⌃ is the set of terminal
symbols, R is a set of productions of form N ! X1 . . . Xk where
N is a non-terminal symbol and and each Xi is either a terminal
or non-terminal symbol, and S 2 V is the start symbol. The
language accepted by G, L(G) ✓ ⌃⇤, is the set of words which
can be obtained from the start symbol S by replacing non-terminal
symbols with words, according to the productions.

A flattened tree grammar (FTG) over ⌃ is a context-free gram-
mar, whose set of terminal symbols is ⌃0 := ⌃[{},}}, and every
production is of form N ! t or N ! }N1N2 . . . Nk}, where
N1, N2, . . . , Nk are non-terminals, and t is a terminal. A binary
flattened tree grammar (BFG) is a flattened tree grammar which
uses only k 2 {0, 2}. A BFG corresponds to the XML encoding of
a regular language of binary trees (} and } correspond to the open-
ing <a> and closing </a> tag, respectively), and languages recog-
nized by flattened tree grammars are visibly pushdown languages.
These two facts are routine to check – we omit this to avoid having
to state the definitions of VPDAs and TFAs; we have decided to use
flattened tree grammars in this paper since they are easier to define
than both of these formalisms.

DEFINITION 2.1. We say that two languages L1 and L2 are sepa-
rable if there is a regular language R such that for each w 2 L1,
w 2 R, but for each w 2 L2, w /2 R.

PROBLEM 2.2 (CFG-SEPARABILITY).
INPUT Two context-free grammars G1 and G2 such that

L(G1) and L(G2) are disjoint
OUTPUT Are L(G1) and L(G2) separable?

The CFL separation problem is known to be undecidable [8, 12].
For convenience, we include the idea of the proof here. Encode
configurations of a deterministic Turing machine M as words, and
say that w1 ! w2 iff a machine in configuration w1 reaches the
configuration w2 in next step. It can be easily shown that (for
simple encodings) the languages {w1#wR

2 : w1 ! w2} and
{wR

1 #w2 : w1 ! w2} are context-free, and thus the languages
L1 and L2 below are also context-free.

L1 = {w1#w2# . . . w2k#a2k : w1 = wI , w2i�1 ! wR
2i}

L2 = {w1#w2# . . . w2k#ak : w1 = wI , w
R
2i ! w2i+1}

The languages L1 and L2 are separable iff M terminates from
the initial configuration wI . Indeed, if M terminates after n steps,
then we can recognize whether w 2 L1 or w 2 L2 by reading
the configurations wi given by w, until we find one which does not
match the run of M – if i is even, then we know that w /2 L1, and
if i is odd, then we know that w /2 L2. If the sequence ends after
l  n configurations, count the number of a’s, and say w /2 L1

iff there are not exactly 2k of them, and w /2 L2 if there are not
exactly k of them. Since the run is fixed, this can be done with a
finite automaton (which accepts the word if it proves that w /2 L2,
and rejects if it proves that w /2 L1).

On the other hand, if M does not terminate, consider two words
w,w0 from L1 and L2 respectively where the number of configu-
rations given is 2k, and they correctly describe the run of M , up to
2k steps. The finite automaton A now has to tell whether the num-
ber of a’s is k or 2k. Since for every finite automaton A there is a
number ! 2 N such that A cannot tell a! from a2! in any context
(Lemma 4.3 below), A cannot separate the words w, w0 for k = !.
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3. Overview of the main result
PROBLEM 3.1 (BFG-SEPARABILITY, FTG-SEPARABILITY).

INPUT Two BFGs (FTGs) G1 and G2 such that L(G1) and
L(G2) are disjoint

OUTPUT Are L(G1) and L(G2) separable?

Our main result is the following:

THEOREM 3.2. The problems BFG-SEPARABILITY and FTG-
SEPARABILITY are undecidable.

We will prove Theorem 3.2 in both cases by reducing CFG-
SEPARABILITY. We will transform a CFG G into a FTG (BFG)
G0 by adding extra productions and structural symbols }, }. This
transformation won’t change the structure of the word: if we take
the language L(G0) and remove all the structural symbols, we still
have the language L(G).

Therefore, if L(G1) and L(G2) are separable, then so are
L(G0

1) and L(G0
2) – a regular language separating L(G1) and

L(G2) can also separate L(G0
1) and L(G0

2) simply by ignoring
the structural symbols (Lemma 4.1). We still have to show that
if L(G0

1) and L(G0
2) are separable by some R, then L(G1) and

L(G2) are also separable; in other words, a regular language cannot
use the extra structural information given by the structural symbols.

This is done the following way: take w0 2 L(G0
i), and the cor-

responding w 2 L(Gi). Using the fact (Lemma 4.3) that for every
regular language R there is an ! such that R cannot tell v! from
v2! in any context (they are syntactically equivalent), we construct
the word w00 which is also in L(G0

i), and is syntactically equiv-
alent to T (w), where T (w) is w padded with specific sequences
of structural symbols. This way, we make all the structural infor-
mation contained in w0 invisible for R. If R separates L(G0

1) and
L(G0

2), we could also separate L(G1) from L(G2) in the follow-
ing way: take w 2 L(Gi), obtain T (w) by padding; w 2 L(G1)
iff T (w) 2 R.

Since BFGs are FTGs, undecidability of separability of FTGs
follows from the undecidability of separability of BFGs. How-
ever, in the next section, we show the undecidability of FTG-
SEPARABILITY separately. This is because the proof is consider-
ably easier in this case. The two proofs differ in how the CFG G is
transformed to G0, and how to construct the padding T , and how to
transform w0 into w00 syntactically equivalent to T (w). Note that,
since the languages recognized by FTGs are visibly pushdown, un-
decidability of separability of visibly pushdown languages already
follows from undecidability of FTG-SEPARABILITY.

4. Separability of FTGs
In this section, we show that separability is undecidable for FTGs.

We will reduce the problem CFG-SEPARABILITY to FTG-
SEPARABILITY. To do this, we will take two CFGs G1 and G2,
and create two FTGs G0

1 and G0
2 such that G0

1 and G0
2 are separable

iff G1 and G2 are. Without loss of generality, we can assume that
grammars Gi do not accept the empty word, or any word of length
1.

Given a context-free grammar G = (V,⌃, P, S), we will con-
struct a flattened tree grammar G0 = (V 0,⌃0, P 0, S0), in the fol-
lowing way:

• For each X 2 V , we have a non-terminal X 0. We also have one
special non-terminal E0. The starting symbol of G0 is S0.

• For each production N ! t in P , we have the corresponding
production in P 0:

N 0 ! t (1)

• For each production N ! N1 . . . Nk in P , we have the corre-
sponding bracketed production in P 0:

N 0 ! }E0N 0
1E

0N 0
2E

0 . . . NkE
0} (2)

• Where the productions for E0 are as follows:

E0 ! }} (3)
E0 ! }E0} (4)
E0 ! }E0E0} (5)

• For each non-terminal N , we also have the following produc-
tion in P 0:

N 0 ! }N 0} (6)

Consider ⇡ : ⌃0 ! ⌃, the homomorphism which simply
removes the structural symbols } and }. By applying ⇡ to all the
production rules for G0, we obtain a grammar ⇡(G0) which accepts
exactly ⇡(L(G0)). It is straightforward to check that ⇡(G0) is in
fact equivalent to G – the only difference is that E0 is inserted in
some places, but all words generated by E0 reduce to the empty
word after applying ⇡. Therefore, ⇡(L(G0

i)) equals L(Gi), which
makes the following straightforward:

LEMMA 4.1. If L(G1) and L(G2) are separable, then so are
L(G0

1) and L(G0
2).

Proof ⇡�1(R) is a regular language which separates L(G0
1)

and L(G0
2) – in other words, the automaton separating these two

languages works exactly as the one separating L(G1) and L(G2)
(it just ignores all the closing and structural symbols).

The rest of this section will prove the other direction:

THEOREM 4.2. If L(G0
1) and L(G0

2) are separable, then so are
L(G1) and L(G2).

Assume that L(G0
1) and L(G0

2) are separable. Therefore, there
is a finite automaton A such that R = L(A) accepts all words
from L(G0

1), but no words from L(G0
2). We say that two words

w1, w2 2 ⌃0⇤ are syntactically equivalent with respect to R iff for
any words v, x 2 ⌃0⇤, we have vw1x 2 R iff vw2x 2 R. Syntactic
equivalence is a congruence with respect to concatenation.

LEMMA 4.3. There is a number ! 2 N such that for any w 2 ⌃0⇤,
w! is syntactically equivalent to w2! with respect to R.

Proof The set S of all the equivalence classes is a semigroup
with concatenation as the operation. This semigroup is called the
syntactic semigroup of A, and it is finite – if for two words w1 and
w2 we have �(q, w1) = �(q, w2) for each q 2 Q, then they are
syntactically equivalent. For any finite semigroup (S, ·), there is a
number ! 2 N such that for any s 2 S, we have s2! = s! – since
k 7! sk yields an ultimately periodic sequence with period at most
|S|, ! = |S|! will work.

We say that T : ⌃⇤ ! ⌃0⇤ is a padding iff there exist
eL, e, eR 2 (⌃0 � ⌃)⇤ such that, for any w = t1 . . . tn 2 ⌃⇤,
T (w) is the word eLt1et2e . . . etneR.

LEMMA 4.4. For a padding T , the languages L(G1) and L(G2)
are separable, iff T (L(G1)) and T (L(G2)) are.

Proof The forward direction is straightforward, and proven just
as Lemma 4.1 – the automaton simply ignores all the symbols
from ⌃0 � ⌃ (in fact, the stronger version of this lemma where
eL, e, eR 2 ⌃0⇤ is also true).
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For the backward direction, we take the DFA A0 which separates
T (L(G1)) and T (L(G2)): A0 = (⌃0, Q, qI , F, �). We can assume
that there are no transitions to the initial state qI in A0 – otherwise,
we create a copy of qI and make it the new initial state.

We construct a new DFA A00 = (⌃, Q, qI , F
0, �0) in the follow-

ing way: take �0(qI , t) = �(qI , eLt), and �0(q, t) = �(q, et) for
q 6= qI . For F 0 we take the set of states q such that �(q, eR) 2 F .
The automaton A00 working on w 2 ⌃⇤ simulates the automaton
A0 working on T (w), hence it accepts w iff A0 accepts T (w).

LEMMA 4.5. There is a padding T with the following property: for
each w 2 L(Gi), there is a word w0 2 L(G0

i) which is equivalent
to T (w) with respect to R.

This proves Theorem 4.2 and thus Theorem 3.2. Indeed, we will
show that T (L(G1)) and T (L(G2)) are separated by R – then,
after applying Lemma 4.4, we get our claim.

Consider w 2 L(Gi); we have to show that A accepts T (w) iff
i = 1. From Lemma 4.5 we know that there is some w0 2 L(G0

i)
which is equivalent to T (w) with respect to R. Therefore, we know
that T (w) 2 R iff w0 2 R, and since w0 2 L(G0

i), T (w) 2 R iff
i = 1.

Proof of Lemma 4.5 in the FTG case
We will show that the padding T given by eL = e = eR =

(}!}!
)! satisfies our claim.

Let w 2 L(Gi). We know that w = ⇡(w0) for some w0 2
L(G0

i). We have w0 = e0w1e1w2 . . . ek�1wkek, where each ei 2
{},}}⇤, for i = 0, . . . , k.

We can assume the following facts about ei:

• Each ei starts with } and ends with }. This follows from
our productions P 0 (the production 2 puts E0 before and after
each non-terminal, and E0 must start with } and end with },
according to productions 3, 4, 5).

• Let �(ei) be the number of times }} appears in ei. Without
loss of generality, we can assume that �(ei) is divisible by !
for each i. Indeed, suppose that ei = u}}v. Since the only
production in P 0 which could produce }} is the production
E0 ! }} 3, we could replace the application of that pro-
duction with E0 ! }E0E0} ! }}}E0} ! }}}}}}
(productions 4, 5), increasing �(ei) by 1. Repeat until �(ei) is
divisible by !.

• For each production N 0 ! }N 0
1 . . . N

0
k} in P 0 (where N 0

or any N 0
i could be E0), we also have a production N 0 !

}N 0} (productions 4, 6). Therefore, every time we introduce
the structural symbols } and }, we can introduce as many
of them as we want (as long as they match). Without loss
of generality, we can assume that each structural symbol is
multiplied ! times. Thus, ei 2 (}! +}!

)⇤.

From these three properties, ei has to be syntactically equivalent
with respect to R to e = eL = eR. Indeed, since syntactic
equivalence is a congruence, and w! is equivalent to w2! for
any w, ei 2 (}! + }!

)⇤ has to be syntactically equivalent
to (}!}!

)�(ei), and since �(ei) is divisible by !, it has to be
syntactically equivalent to (}!}!

)! .
Hence, the word w0 is equivalent to T (w).

5. Separability of BFGs
While the proof above is sufficient to solve the problem for visibly
pushdown languages, and for XML encoding of trees, it leaves us
with a craving for more, for the following reasons.

First, if we consider languages of terms, it is natural to consider
different symbols for nodes with different arities (numbers of chil-
dren) – while the proof above heavily uses the fact that the XML
encoding cannot tell whether } comes from the structurally signif-
icant production N ! }E0X1E

0X2 . . . XkE
0}, or it is a fake

inserted by the X ! }X} or E0 ! }E0E0} productions. Since
the arities here are respectively 2k + 1, 1 and 2, this fails if the
automaton sees them.

Moreover, if we consider the process of flattening a tree as
the result of an automaton which traverses the tree recursively
and react to what it is seeing on its path, it is natural to assume
that such an automaton sees the arity, and moreover, between re-
turning from the i-th child of v and progressing to the (i + 1)-
th child, the automaton should see that i of n children are pro-
gressed. This corresponds to flattening productions of form N !
}k

0X1}k
1X2}k

2X3 . . . Xk}k
k.

Restricting ourselves to the binary case allows us to solve the
problem in full generality – while the encoding in the definition of
BFG does not explicitely say whether } comes from the “empty
leaf” production E0 ! }} or from one of the binary branching
rules, a finite automaton can easily tell which one is the case by
looking at the neighborhood. Also, while we do not write the infix
structural symbols }2

1 explicitely, the automaton can tell that it is
at such a branching point iff the last symbol was }, and the next
one is }.

The rest of this section shows that separability is undecidable
even when restricted to BFGs.

Proof of Theorem 3.2 in the BFG case
The general structure of the proof is the same as of the proof of

the FTG case, given in Section 4.
We have to adjust the productions P 0 so that we obtain a BFG.

As in the proof of the FTG case, we can assume that grammars Gi

do not accept the empty word, or any word of length 1. We can also
assume that these grammars are in the Chomsky normal form, that
is, each production is of form N ! N1N2 or N ! t, where N , N1

and N2 are non-terminals, and t is a terminal. It is well known that
any context-free grammar is effectively equivalent to a grammar in
Chomsky normal form [7].

Given a context-free grammar G = (V,⌃, P, S) in Chomsky
normal form, we will construct a binary flattened tree grammar
G0 = (V 0,⌃0, P 0, S0), in the following way:

• For each X 2 V , we have a non-terminal X 0. We also have one
special non-terminal E0. The starting symbol of G0 is S0.

• For each production N ! t in P , we have the corresponding
production in P 0:

N 0 ! t (7)
• For each production N ! N1N2 in P , we have the correspond-

ing bracketed production in P 0:

N 0 ! }N 0
1N

0
2} (8)

• For each X 2 V , we also have the following productions for
X 0:

X 0 ! }E0X 0} (9)
X 0 ! }X 0E0} (10)

• Where the productions for E0 are as follows:

E0 ! }} (11)
E0 ! }E0E0} (12)

Lemmas 4.1, 4.3, and 4.4 are proven exactly in the same way as
in the FTG case. It is sufficient to prove the counterpart of Lemma
4.5 to prove Theorem 4.2, and thus Theorem 3.2.

870



Proof of Lemma 4.5 in the BFG case
Let ~ = }}}, ~ = }}}. Thus, for any non-terminal

N 0 2 V 0, by applying one of productions ( 9, 10 or 12) and
then (11), we have N 0 !⇤ ~N 0} and N 0 !⇤ }N 0~. Also, let
⌫ = ! � 1.

By applying the above many times to non-terminals K0 and L0,
we get K0 !⇤ b1K

0b2 and L0 !⇤ c1L
0c2, where:

b1 = (}⌫~⌫)!}⌫ (13)
b2 = ~⌫

(}⌫~⌫
)! (14)

c1 = ~⌫(~⌫}⌫)! (15)
c2 = (~⌫}⌫

)!}⌫ (16)

Now, whenever we have a production N ! KL in P , we can
do the following in P 0:

N 0 ! }K0L0} !⇤ }b1K
0b2c1L

0c2} (17)

This can be written as N 0 ! eLK
0eL0eR, where:

eL = }b1 (18)
e = b2c1 (19)

eR = c2} (20)

We claim that the padding T given by the words eL, e, eR
defined above satisfies our claim.

Indeed, take w 2 L(Gi). Consider the derivation tree of w in
Gi; repeat this derivation in G0

i, replacing each production N !
KL with N 0 ! eLK

0eL0eR according to the chain of productions
(17) above, and each production N ! t with N 0 ! t (7). In
the end, for w = t1 . . . tn, we obtain the word w0 2 L(G0

i),
which contains the symbols t1, . . . , tn separated with e, possibly
accompanied by eL’s on the right side and eR’s on the left side,
and with at least one eL before t1 and at least one eR after tN . In
other words,

w0 = el1L t1e
r1
R eel2L t2e

r2
R eel3L . . . tne

rN
R

where all li, ri are integers, and l1, rn � 1. Let ⌘ be the relation
of syntactic equivalence with respect to R; note that w! ⌘ w2!

for any w 2 ⌃0⇤, and that ⌘ is a congruence with respect to
concatenation. Remembering that } is a left factor of ~ and thus
}!+⌫~ ⌘ }⌫~, and similarly ~}!+⌫ ⌘ ~}⌫ , it can be checked
that the following equivalences (*) hold:

• eLeL is equivalent to eL:

eLeL = }b1}b1 =

= }(}⌫~⌫)!}⌫}(}⌫~⌫)!}⌫ ⌘
⌘ }(}⌫~⌫)!}!(}⌫~⌫)!}⌫ ⌘
⌘ }(}⌫~⌫)!(}⌫~⌫)!}⌫ ⌘ }(}⌫~⌫)!}⌫ = }b1 = eL

• eReR is equivalent to eR:

eReR = c2}c2} =

= (~⌫}⌫
)!}⌫}(~⌫}⌫

)!}⌫} ⌘
⌘ (~⌫}⌫

)!}!
(~⌫}⌫

)!}⌫} ⌘
⌘ (~⌫}⌫

)!(~⌫}⌫
)!}⌫} ⌘ (~⌫}⌫

)!}⌫} = c2} = eR

• eeL is equivalent to e:

eeL = b2c1}b1 =

= b2~⌫(~⌫}⌫)!}(}⌫~⌫)!}⌫ ⌘
⌘ b2~⌫(~⌫}⌫)!}}⌫(~⌫}⌫)! ⌘
⌘ b2~⌫(~⌫}⌫)!(~⌫}⌫)! ⌘ b2~⌫(~⌫}⌫)! = b2c1 = e

• eRe is equivalent to e:

eRe = c2}b2c1 =

= (~⌫}⌫
)!}⌫}~⌫

(}⌫~⌫
)!c1 ⌘

⌘ (~⌫}⌫
)!~⌫

(}⌫~⌫
)!c1 ⌘

⌘ (~⌫}⌫
)!(~⌫}⌫

)!~⌫
c1 ⌘ (~⌫}⌫

)!~⌫
c1 = b2c1 = e

These rules allow us to reduce all li and ri to zeros (except
l1 and rn, which can be reduced to 1). Hence, the word w0 is
equivalent to T (w).

Remark. The appropriate words e, eL, eR which work in
Lemma 4.5 in the BFG case have been found with a computer
program. The approach which yielded the answer was to assume a
fixed value of !, consider uv!w to be equivalent to uv2!w, and
exhaustively search for the words eL, e, eR such that eLK0eL0eR
can be derived from N 0, and the required equivalences (*) hold.
By looking at the words obtained for ! = 2, 3, one could guess
the general formula. The previous approach was to use a computer
program to search for a solution where the words eL, e, eR are
equal, just as it works in the non-binary case; however, no such so-
lution was found in the binary case (even when considering a fixed
finite syntactic semigroup instead of just a fixed !, which ensured
that the program had a finite amount of cases to check, and thus
find an answer if one existed); however, this previous approach has
shown that the weaker, but still sufficient, equivalences (*) should
be possible to obtain.

6. Conclusion
We can also consider the separation problem for other classes of
languages – that is, is it decidable whether languages accepted
by two BFGs are separable by a language of class C? From the
proof above, this problem is undecidable for class C, as long as the
following conditions are satisfied:

• The respective problem for CFGs is undecidable.
• The class C has the following pumping property: for any L 2 C,

there exists some ! such that for any words v, w, x, vw!x 2 L
iff vw2!x 2 L. (This is Lemma 4.3, and it is used in the proof
of Lemma 4.5.)

• If ⇡ is a homomorphism which ignores a subset of symbols, and
L 2 C, then ⇡�1(L) 2 C. (Used in the proofs of Lemma 4.1
and 4.4.)

• For a padding T (t1 . . . tk) = eLt1et2e . . . etkeR, T (L1) and
T (L2) are separable iff L1 and L2 are. (This is Lemma 4.4.)

Hence, the separability problem is also undecidable for other
classes of languages, such as the class of languages recognizable
by first-order logic.
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Abstract

Symbolic tree automata allow transitions to carry predicates over
rich alphabet theories, such as linear arithmetic, and therefore ex-
tend finite tree automata to operate over infinite alphabets, such as
the set of rational numbers. Existing tree automata algorithms rely
on the alphabet being finite, and generalizing them to the symbolic
setting is not a trivial task. In this paper we study the problem of
minimizing symbolic tree automata. First, we formally define and
prove the properties of minimality in the symbolic setting. Second,
we lift existing minimization algorithms to symbolic tree automata.
Third, we present a new algorithm based on the following idea: the
problem of minimizing symbolic tree automata can be reduced to
the problem of minimizing symbolic (string) automata by encoding
the tree structure as part of the alphabet theory. We implement and
evaluate all our algorithms against existing implementations and
show that the symbolic algorithms scale to large alphabets and can
minimize automata over complex alphabet theories.

Categories and Subject Descriptors F.1.1 [Theory of Computa-
tion]: Models of Computation, Automata

1. Introduction

Tree automata are used in a variety of applications in software engi-
neering, including analysis of XML programs [24], software verifi-
cation [2], and natural language processing [27]. While of immense
practical use, tree automata suffer from a major drawback: in the
most forms they can only handle finite and small alphabets.

Symbolic automata allow transitions to carry predicates over
a specified alphabet theory, such as linear arithmetic, and there-
fore extend finite tree automata to operate over infinite alphabets,
such as the set of rational numbers [14, 16]. Symbolic automata are
therefore more general and succinct than their finite-alphabet coun-
terparts. Traditional algorithms for finite string and tree automata
do not immediately generalize to the symbolic setting, making the
design of algorithms for symbolic automata challenging. A notable
example appears in [15]: while allowing finite state automata tran-
sitions to read multiple adjacent inputs does not add expressiveness,
in the symbolic case this extension makes problems such as check-
ing equivalence undecidable.

Symbolic tree automata (s-TA) are closed under Boolean oper-
ations and enjoy decidable equivalence if the alphabet theory is de-
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cidable and forms a Boolean algebra [32]. s-TAs have been used
in combination with symbolic tree transducers to analyze com-
plex tree-manipulating programs such as HTML sanitizers and aug-
mented reality taggers. In these applications keeping the automata
“small” is crucial for scalability, but to the best of our knowledge,
no algorithms have been proposed to minimize s-TAs. Minimiza-
tion of symbolic bottom-up tree automata is the topic of this paper.

Minimization of tree automata. Minimization of tree automata
has been studied extensively [5, 12, 19, 22], although not as thor-
oughly as minimization of finite string automata. Recently the topic
has received new interest [3]. For a deterministic bottom-up tree au-
tomaton A to be minimal, all distinct states p and q of A have to
be distinguishable: for some term t(x) with a single variable x,
and two trees tp and tq accepted by the states p and q respectively,
the tree t(tp) is accepted by A if and only if the tree t(tq) is not
accepted by A. Most minimization algorithms start with an under-
approximation of the set of distinguishable states and iteratively
refine it using a fix-point computation.1 In the case of finite alpha-
bets, minimization algorithms refine the under-approximation by
looping over the alphabet and checking whether on the same sym-
bol two transitions lead to two distinguishable states. Since sym-
bolic finite automata operate over infinite alphabets, this operation
cannot be performed.

One solution is to finitize the alphabet and then use existing min-
imization algorithms. This is done by treating the set of all inequiv-
alent satisfiable Boolean combinations of the predicates appearing
in the automaton as the alphabet. Unfortunately, this finitization
procedure is exponential in the number of transitions. Efficient al-
gorithms for minimizing symbolic (string) automata that avoid the
alphabet finitization are proposed in [14], but they do not generalize
to symbolic tree automata.

Minimization of symbolic tree automata. We propose two new
algorithms for minimizing symbolic tree automata and prove their
correctness.

Our first algorithm, STAPart, is a symbolic extension of the
algorithm presented in [8] for minimizing tree automata. The al-
gorithm builds on the following property: if two states q and
q′ are distinguishable, and there exists a symbol a and transi-
tions (q1, . . . , qi, . . . , qn)

a
−→ q and (q1, . . . , q

′
i, . . . , qn)

a
−→ q′,

then qi and q′i are distinguishable. This notion nicely translates
to the symbolic setting: if two states q and q′ are distinguish-

able, and there exist transitions (q1, . . . , qi, . . . , qn)
ϕ
−→ q and

(q1, . . . , q
′
i, . . . , qn)

ψ
−→ q′, such that Sat(ϕ ∧ ψ), then qi and

q′i are distinguishable The algorithm uses a fixpoint computation
based on this definition to compute all the pairs of distinguish-
able states. Like most algorithms for symbolic automata, the algo-

1 A notable exception is Brzozowski’s algorithm, which does not explicitly
build the set of distinguishable states [7].
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rithm requires that checking satisfiability of the predicate ϕ ∧ ψ is
decidable. Practically, this is checked using a decidable effective
Boolean algebra as a solver. The algorithm operates on partial au-
tomata and avoids computing the costly automata completion. The
algorithm is based on the idea that only a few transitions added by
the completion operation are used when refining the set of distin-
guishable states.

Our second algorithm, SFARed, is based on the following idea:
the problem of minimizing s-TAs can be reduced to the problem
of minimizing symbolic finite automata over strings. This intuition
is inspired by Abdulla et al. [2], where a similar notion is used to
compute bisimulations of non-deterministic tree automata. Thanks
to this reduction we can directly use the efficient s-FA minimiza-
tion algorithm Min

N
SFA presented in [14]. A novel aspect of this re-

duction is that the reduced s-FA operates over a different alphabet
theory from the one used by the input s-TA. However, we show
that the resulting alphabet theory is not only decidable, but can also
be efficiently implemented with an off-the-shelf SMT [18] solver.
On the other hand, if one did not use a symbolic representation
of the reduced alphabet the reduction would cause an exponential
blow-up. What is remarkable is that the separation of concerns be-
tween the alphabet theory and the automata structure allows us to
use symbolic automata not only to model string and tree languages
over complex alphabets, but also to design new elegant algorithms.

We compare the performance of the two algorithms using: 1) a
large set of tree automata over small finite alphabets taken from the
VATA library for non-deterministic tree automata [26]; 2) a set of
s-TAs over large finite alphabets aimed at showing the exponential
blow-up caused by the alphabet finitization; and 3) a set of ran-
domly generated s-TAs over a complex alphabet theory. In experi-
ments 1 and 2 we also compare the performance of our algorithms
against the Lethal library [11] and the tree automata minimization
implementation described in Carrasco et al. [8]. Our experiments
show that our algorithms are comparable to state-of-the-art finite-
alphabet implementations in the case of small finite alphabets and
scale to large alphabets that existing tree automata implementations
cannot handle. In the case of complex alphabet theories our two al-
gorithms have comparable performances.

Contributions. Our contributions are the following.

• A formal study of the notion of minimality of symbolic tree
automata (s-TAs) (§ 3);

• A new algorithm for minimizing s-TAs, STAPart, which is
based on existing algorithms for minimizing tree automata over
finite alphabets (§ 4);

• A new efficient algorithm, SFARed, based on a reduction to
symbolic (string) automata minimization (§ 5);

• An implementation and a comprehensive evaluation of the al-
gorithms over a variety of benchmarks (§ 6).

2. Motivating Example: Analysis of
Tree-Manipulating Programs

In this section we introduce s-TAs using informal examples and
show how minimization can be used to speed-up the analysis of
tree-manipulating programs written in FAST, a language that has
been used to prove properties of HTML sanitizers, functional pro-
grams over trees, and augmented reality taggers [16]. In all these
applications the alphabets are infinite and using symbolic tree au-
tomata is therefore necessary. To analyze programs, FAST uses a
variety of symbolic tree automata and transducer algorithms includ-
ing intersection, complement, functional composition, and domain
automaton computation. When many of these algorithms are ap-
plied in sequence, the s-TAs tend to become too large, causing the

running time to be impractical. The minimization techniques pro-
posed in this paper are vital in keeping the s-TAs small and making
the analyses scalable. The following example adapted from the case
study in [16, Fig. 2] and it is used throughout the paper to illustrate
definitions and concepts.2

2.1 Symbolic Tree Automata in FAST

Consider the following algebraic datatype Html that describes (a
simplified form of) abstract syntax of HTML documents where str
is a predefined type for strings:

Html = empty | node str Attrs Html Html
Attrs = none | attr str Values Attrs
Values = nil | cons str Values

We group all the non-tree-type arguments together into a single
label type ℓ as a disjoint union of named tuples:

ℓ = empty|none|nil|node str|attr str|cons str

and define testers over ℓ, e.g., IsNode(node("ab")) is true. Let
HTML be an STA that accepts the set of trees representing correct
HTML documents using the following transitions,

∆HTML = {()
IsNil
−−−→ qV, ()

IsNone
−−−−→ qA, ()

IsEmpty
−−−−→ qH,

(qV)
IsCons
−−−−→ qV, (qV, qA)

IsAttr
−−−−→ qA, (qA, qH, qH)

IsNode
−−−−→ qH}

where states qV, qA, qH represent types Values, Attrs, Html with
qH as a final state. Intuitively, ∆HTML is a conditional term rewrite
system. A tree t is accepted by HTML (in symbols t ∈ L(HTML)) iff
t can be reduced to qH, e.g.,

node("div")

attr("style")

cons("center")

nil

none

empty empty

! node("div")

attr("style")

cons("center")

qV

qA

qH qH

! node("div")

attr("style")

qV qA

qH qH

! node("div")

qA qH qH

! qH

2.2 The Importance of Minimization in FAST

FAST allows the user to define arbitrary s-TAs and to compose
them. This can be seen in action when writing a FAST program
that analyzes an HTML sanitizer. An HTML sanitizer is a program
that parses rich HTML markup and removes executable content.
When analyzing an HTML sanitizer S, we check that S can only
produce safe HTML trees (for example, those that do not contain
script nodes). To check this property the user can define an s-TA
IsSafe that accepts the set of all safe HTML trees that S should
output. Keeping the s-TA IsSafe minimal is crucial for scalability.
We show how a typical version of the s-TA IsSafe can be large in
practice. A simple set of safe HTML trees is defined by the s-TA
IsSafe1 which accepts all the trees that do not contain a "script"
node. The s-TA IsSafe1 has a single state q (that is also final) and
the transitions:

{()
⊤
−→ q, (q)

⊤
−→ q, (q, q)

⊤
−→ q, (q, q, q)

safe
−−→ q}

where safe
def
= λx:ℓ.(IsNode(x) ∧ x[1] ̸= "script") and ⊤

def
=

λx:ℓ.true. As new possible vulnerabilities arise, the user will cre-
ate new s-TAs IsSafei, 1 < i ≤ n, aimed at further restricting
the set of HTML trees. The final definition of IsSafe is HTML ∩

2 The reader may also consult this example using the online version of FAST

at http://rise4fun.com/Fast/Lxu.
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!n
i=1 IsSafei. In a typical setting, n can be up to 20. Because of

the repeated intersections, the s-TA IsSafe can quickly grow in
size, making the analysis intractable. Minimization drastically re-
duces the size.

3. Symbolic Tree Automata

In this section we formally define symbolic (bottom-up) tree au-
tomata and their theory of minimality.

3.1 Effective Boolean Algebras

We use effective Boolean algebras in place of concrete alphabets.
An effective Boolean algebra A is a tuple (U,Ψ, [[ ]],⊥,⊤,∨,∧,¬)
where U is a recursively enumerable (r.e.) set called the universe
of A. Ψ is a r.e. set of predicates closed under the Boolean con-
nectives, ∨,∧ : Ψ × Ψ → Ψ, ¬ : Ψ → Ψ, and ⊥,⊤ ∈ Ψ.
The denotation function [[ ]] : Ψ → 2U is r.e. and is such that,
[[⊥]] = ∅, [[⊤]] = U , for all ϕ,ψ ∈ Ψ, [[ϕ ∨ ψ]] = [[ϕ]] ∪ [[ψ]],
[[ϕ∧ψ]] = [[ϕ]] ∩ [[ψ]], and [[¬ϕ]] = U \ [[ϕ]].3 For ϕ ∈ Ψ, we write
Sat(ϕ) when [[ϕ]] ̸= ∅ and say that ϕ is satisfiable. The algebra A
is decidable if Sat is decidable. We say that A is infinite if U is
infinite. In practice, an (effective) Boolean algebra can be imple-
mented as an API with corresponding methods implementing the
operations. The following are examples of Boolean algebras that
we use in practice.

Example 1. We illustrate use of an SMT solver as an effec-
tive Boolean algebra. Let SMTτ denote (U,Ψ, [[ ]],⊥,⊤,∨,∧,¬),
where τ is a fixed type, U is the set of all elements of type τ . Ψ
is the set of all quantifier free formulas of the solver containing a
single uninterpreted constant (or variable) x : τ . ⊤ is x = x and
⊥ is x ̸= x. The Boolean operations are the corresponding logical
connectives of the solver. The interpretation function [[ϕ]] is defined
using satisfiability checking and model generation features of the
solver: test if ϕ is satisfiable, if not then terminate else construct a
model x ,→ v |= ϕ, yield v, and continue with ϕ ∧ x ̸= v. !

Example 2. The BDD algebra B = (N,Ψ, [[ ]],⊥,⊤, |,&, · ) has
the set of natural numbers N as its universe and Ψ is the Boolean
closure of BDDs [6] βi s.t. [[βi]] = {n|“the i’th bit of n is 1”}.
β3&β0 means “if bit3=1 then (if bit0=1 then ⊥ else ⊤) else ⊥”
that denotes the set of numbers matching the binary bitpattern
* · · · *1**0, e.g., 8, 26 ∈ [[β3&β0]].

4 We use B in Example 4. !

3.2 Symbolic Tree Automata

A signature Σ is an r.e. set of ranked function symbols. For f ∈ Σ
we let ♮(f) denote its rank. The set of all symbols of rank k in Σ is
denoted by Σ(k). The set of all terms over Σ is T (Σ). We assume
that Σ(0) ̸= ∅ so that T (Σ) ̸= ∅. Given a set S and rank k ≥ 0,

we write Sk for the cross product
"k

i=1 S where S0 def
= {()}.

Definition 1. A symbolic tree automaton (s-TA) M is a tuple
(A,Γ, Q, F,∆) where A is an effective Boolean algebra called
the label alphabet, Γ is a finite signature of constructors, Q is a
finite set of states, F ⊆ Q is the set of final states, and ∆ ⊆#

k≥0 Γ(k)×Qk ×ΨA ×Q is a finite set of transitions.

We fix M = (A,Γ, Q, F,∆), A = (U,Ψ, [[ ]],⊥,⊤,∨,∧,¬).

Definition 2. M is deterministic if for all (g1, p̄1,ψ1, q1) and
(g2, p̄2,ψ2, q2) in ∆, if g1 = g2 and p̄1 = p̄2 and Sat(ψ1 ∧ ψ2)
then q1 = q2.

3 The underlying Boolean algebra of A corresponds to the field of sets
(U, {[[ψ]] | ψ ∈ Ψ}) where elements of U are called points, using the
Representation Theorem of Boolean Algebras (cf. [9, Proposition 1.4.4]).
4 The underlying Boolean algebra of the BDD algebra B is isomorphic to
the countable atomless Boolean algebra (cf. [9, Proposition 1.4.5]).

In this paper we are only concerned with deterministic s-TAs. We

write g(p̄)
ψ

−→M q, or g(p̄)
ψ

−→ q when M is clear, for a transition
(g, p̄,ψ, q) ∈ ∆ and say that (g, p̄,ψ, q) has rank ♮(g); g is the
constructor, p̄ the source, q the target, ψ the guard, and g(p̄)

the trigger of (g, p̄,ψ, q). We further abbreviate g(p̄)
ψ

−→ q by

p̄
ψ

−→ q when g is the only constructor in Γ(♮(g)).

Example 3. Consider the type ℓ from Section 2 and let terms be in
the Boolean algebra SMTℓ from Example 1 by using correspond-
ing datatype constructors. Let HTML = (SMTℓ, {f0, f1, f2, f3},
{qV, qA, qH}, {qH},∆HTML) where fi has rank i. HTML is determinis-
tic because all transitions have disjoint guards. !

Definition 3. M is complete if for all g ∈ Γ, a ∈ U , and

p̄ ∈ Q♮(g), there is g(p̄)
ψ

−→ q with a ∈ [[ψ]]. Else, M is partial.

Completeness ensures that for all labels and all constructors
there exists a transition from each state combination. Let q⊥ /∈ Q
be a new sink state and let Q⊥ = Q ∪ {q⊥}.

Definition 4. If M is partial, then the completion of M is the s-

TA M⊥ def
= (A,Γ, Q⊥, F,∆ ∪ {(g, p̄, νg(p̄), q

⊥) | g ∈ Γ, p̄ ∈

(Q⊥)♮(g), Sat(νg(p̄))}) where νg(p̄)
def
=

$
∃q:(p̄,g,ψ,q)∈∆¬ψ.

Definition 5. We define ΣM
def
= Γ× U , and use g[a] to denote the

element (g, a) ∈ ΣM , and let ♮(g[a])
def
= ♮(g).

We write Σ for ΣM when M is clear. We use the notions
from [9] regarding universe, interpretation, and model for Σ (or
Σ-model). We view a deterministic and complete s-TA M as a
Σ-model M whose universe is Q and whose interpretation for
g[a] ∈ Σ is the function g[a]M that maps p̄ ∈ Q♮(g) to the state

q ∈ Q such that g(p̄)
ψ

−→M q and a ∈ [[ψ]]. For deterministic
partial M we let the Σ-model of M be the Σ-model of M⊥.

Definition 6. Let M be deterministic. For q ∈ Q, the down-

language of q in M is L↓
M (q)

def
= {t ∈ T (Σ) | tM = q}. The

language of M is the set L(M)
def
=

#
q∈F L↓

M (q). Let N be a
deterministic s-TA. Then M is equivalent with N , M ≃ N , if
L(M) = L(N) and AM = AN and ΓM = ΓN .

Example 4. We use the BDD algebra B from Example 2 and let
Γ = {c, f}, ♮(c) = 0, ♮(f) = 2. Let Mi,j be the s-TA

qβi|βj
βi|βj

1

2

Mi,j = (B, {c, f}, {q}, {q}, {c()
βi|βj
−→ q, f(q, q)

βi|βj
−→ q}). The

figure uses 1 and 2 to identify the respective arguments of the
constructor f [a] ∈ ΣM . Recall from Example 2 that the predicate
βi|βj says that if the i’th bit of the label is 1 then the j’th bit
must also be 1. Mi,j accepts a tree iff all of its labels satisfy this
condition. To be concrete let t = f [8](c[4], f [6](c[3], c[0])). For
example t ∈ L(M0,1) but t /∈ L(M1,0) because of label 6. The
completion M⊥

i,j of Mi,j looks as follows

qβi|βj
βi|βj1,2

q⊥βi&βj

⊤

1,2
βi&βj

1,2

1

⊤

⊤
2

1

2

M⊥
i,j can be used to construct the s-TA accepting the complement

of L(Mi,j) by making q⊥ final and q nonfinal.5 !

5 The example arises when mapping S2S subset relations to tree au-
tomata [21].
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∃

o

s.t.

tp

∈L(M) ⇔

tq

/∈L(M)

Figure 1. Distinguishability of states p and q in M .

3.3 Minimality of Symbolic Tree Automata

Our notion of minimality is based on the generalization of the
Myhill-Nerode theorem to trees [13, Section 1.5]. The following
notion of context is central to our definition of minimality. Recall
Definition 5.

Definition 7. Let o be a fixed constant, o /∈ Σ. A Σ-context is a
tree in T (Σ ∪ {o}) with exactly one occurrence of o.

If t(o) is a Σ-context and u is a term then t(u) is the term
obtained by substituting o in t(o) by u.

Definition 8. A state q is accessible if L↓
M (q) ̸= ∅; tq denotes a

fixed term in L↓
M (q). M is reduced if all states in Q are accessible.

A state q is useful if q is accessible and there exists a context t(o)
such that t(tq) ∈ L(M). M is clean if all states in Q are useful.

Useless states can be eliminated using standard algorithms. The
prerequisite is that there are no transitions with unsatisfiable
guards, which requires use of A. Observe that if M is partial then in
M⊥ the sink state q⊥ is useless although it is accessible. Minimal-
ity uses the following context based indistiguishabililty relation.

Definition 9. For all u, v ∈ T (Σ), define u ≡L(M) v iff for all
Σ-contexts t(o): t(u) ∈ L(M) ⇔ t(v) ∈ L(M).

Definition 10. Assume M is deterministic and reduced. For p, q ∈
Q define p ≡M q iff tp ≡L(M) tq; we say that p and q are
distinguishable in M when p ̸≡M q.

The definition of ≡M is well-defined because M is reduced (tp
and tq exist) and defines an equivalence relation over Q because
M is deterministic. Distinguishability is illustrated in Figure 1. We
write ≡ for ≡M if M is clear.

Definition 11. M is normalized if it has no two distinct transitions
with equal triggers and targets.

Normalize takes a set T of transitions and combines any distinct
(g, p̄,ϕ, q) and (g, p̄,ψ, q) in T into (g, p̄,ϕ ∨ ψ, q).

Definition 12. M/≡
def
= (A,Γ, Q/≡ , F/≡ ,Normalize(∆/≡))

where ∆/≡ = {(g, q̄/≡ ,ϕ, p/≡) | (g, q̄,ϕ, p) ∈ ∆}.

Proposition 1. Assume M is deterministic and reduced. Then
M ≃ M/≡ and M/≡ represents the unique (up to isomorphism)
Σ-model with the smallest number of states that accepts L(M).

A direct proof of Proposition 1 can be given by generalizing Brain-
erd’s theorem [5, Theorem 5.7] to an infinite alphabet Σ. The tree
version of Myhill-Nerode theorem [13] can also be generalized to
an infinite Σ to prove Proposition 1.

Definition 13. Assume M is deterministic. Then M is minimal if
|QM | ≤ |QN | and |∆M | ≤ |∆N | for all deterministic s-TAs N
such that M ≃ N .

Observe that if M is partial and clean then the induced Σ-model
always has the extra sink state q⊥. Then M⊥

/≡ has also the extra

state q⊥/≡ , while M/≡ does not.

Proposition 2. Assume M is deterministic and clean. Then M/≡

is minimal.

Proposition 2 follows from Proposition 1 and normalization.
While for finite alphabets the definitions of minimality directly
lead to minimization algorithms, this is not true when dealing
with infinite alphabets such as B in Example 2. We discuss
our minimization algorithms for symbolic tree automata in the
next sections and we will use the following additional defini-
tions. Given a non-empty sequence x̄ of length k, xi stands for
the i’th element of x̄ for 1 ≤ i ≤ k, and, given element y,

x̄i:y
def
= (x1, . . . , xi−1, y, xi+1, . . . , xk).

Definition 14. Given k ≥ 1 and two sequences x̄ and ȳ of length
k, and i, 1 ≤ i ≤ k, then, x̄ !i ȳ is defined as x̄i:yi = ȳ and
xi ̸= yi. And x̄ ! ȳ means x̄ !i ȳ for some i.

In other words, x̄ ! ȳ means that x̄ and ȳ are equal in all but one
position. For example, (1, 2, 3, 4) !3 (1, 2, 5, 4).

Definition 15. For a context t(o) let the o-depth, ⌊t(o)⌋, of t(o)
be the distance of o in t(o) from the root of t(o). For a pair
(p, q) ∈ ̸≡M define ⌊p, q⌋ as the smallest o-depth ⌊t(o)⌋ such that
t(tp) ∈ L(M) ⇔ t(tq) /∈ L(M)

E.g., ⌊f(t, g(u,o), v)⌋ = 2 and ⌊p, q⌋ = 0 when p ∈ F ⇔ q /∈ F .

4. Minimization of s-TAs

Completion of s-TAs is expensive and should be avoided if possi-
ble. It may be infeasible to represent ∆ so that for all ranks and q̄
there is a transition from q̄. A similar problem arises when min-
imizing unranked tree automata over finite alphabets where the
completion is not computable [8]. In the following we introduce
an algorithm that can avoid completion by computing an under-
approximation of M⊥ that suffices for distinguishability.

Let M be deterministic and clean. We let q⊥ /∈ Q be a new sink
state. (Recall the definition νg(x̄) from Definition 4.) We approxi-
mate M⊥ by using the following set ∆⊥ of transitions. We write
lhs(∆) for the set of all triggers of transitions in ∆.

∆⊥ def
= ∆⊥

1 ∪∆⊥
2

∆⊥
1

def
= {g(x̄)

νg(x̄)
−→ q⊥ | g(x̄) ∈ lhs(∆) ∧ Sat(νg(x̄))}

∆⊥
2

def
= {g(x̄i:y)

⊤
−→ q⊥ | g(x̄) ∈ lhs(∆) ∧ i∈[1..♮(g)]∧

y∈Q ∧ xi ̸=y ∧ g(x̄i:y)/∈lhs(∆) ∧ (y ∈ F ⇔ xi ∈ F )}

Observe that if M is complete then ∆⊥ = ∅. Else, the set ∆⊥
1

contains the completion of all the triggers appearing in ∆, and the
set ∆⊥

2 contains transitions to the sink state q⊥ from all the new
possible triggers that can be generated by replacing exactly one
state in an existing trigger. A final state can only be replaced by a
final state, and similarly for non-final states. Let F c = Q\F . Treat
⟨p, q⟩ below as an unordered pair.

STAPart (Partial s-TA state distinguishability).

Input: deterministic clean s-TA M , Output: ̸≡M .

1. D := {⟨p, q⟩ | p ∈ F ∧ q ∈ F c}; Frontier := D;

if ∆⊥ ̸= ∅ add {⟨q, q⊥⟩ | q ∈ Q} to Frontier;

2. while Frontier ̸= ∅:

(a) pop ⟨p′, q′⟩ from Frontier;

(b) for all g(p̄)
ϕ

−→ p′, g(q̄)
ψ

−→ q′ ∈ ∆ ∪∆⊥ such

that p̄ !i q̄ and ⟨pi, qi⟩ /∈ D and Sat(ϕ ∧ ψ):

add ⟨pi, qi⟩ to D and push ⟨pi, qi⟩ to Frontier;

3. return D.

If m = maxrank(Γ), the size of ∆⊥ is O(m · |Q| · |∆|), which
is in sharp contrast to O(|Q|m · |∆|) if ∆ would be completed.
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Theorem 3. If A is decidable, and M is deterministic and clean,
then STAPart computes ̸≡M .

Proof. First we show termination. The effectiveness of step 2(b)
depends on A being decidable and on the number of choices for
given p′ and q′ in 2(b) being finite. Latter follows from finiteness of
∆ ∪∆⊥. Effective construction of ∆⊥ depends on finiteness of ∆
and finiteness of Q and effective use of A for the construction and
satisfiability checking of νg(x̄) (recall Definition 4). Termination
follows because Q is finite and only new elements from Q × Q
that have not been in Frontier before are added to Frontier and one
element is removed from Frontier at each iteration of step 2.

Next, we show that D in step 3 equals ̸≡M . We proceed in two
stages: A) we prove the statement under the assumption that M is
complete and reduced; B) we extend the proof to the case when M
is partial and clean.

A) Assume M is complete and reduced. (M does not have to be
clean.) Note that ∆⊥ = ∅. Let Df be the value of variable D in
step 3. We prove that Df = ̸≡M . Given Dn = D before executing
step 2(b) let Dn+1 be the value after D has been updated. Initially
D0 is D. Let L = L(M).

Case Df ⊆ ̸≡M : We show Dn ⊆ ̸≡M by induction over n.
Base case: D0 ⊆ ̸≡M by definition.
Induction case: We show that Dn+1 ⊆ ̸≡M . The IH is Dn ⊆
̸≡M . From 2(a) and IH it follows that p′ ̸≡M q′, so there exists
a Σ-context t(o) such that t(tp′) ∈ L ⇔ t(tq′) /∈ L, where
tp′ and tq′ exist because M is reduced. Fix t(o). Assume Dn

is updated in Step 2(b). So there are transitions g(p̄)
ϕ

−→ p′

and g(q̄)
ψ

−→ q′ ∈ ∆ such that p̄ !i q̄ and ⟨pi, qi⟩ /∈ Dn

and Sat(ϕ∧ψ). Fix such transitions. It follows that there exists
a Σ-context g[a](ū · o · v̄) for some a ∈ [[ϕ ∧ ψ]], and where

ū = (tpj )
i−1
j=1, and v̄ = (tpj )

♮(g)
j=i+1 since all states in p̄ are

accessible.
Now let w(o) be the composed Σ-context t(g[a](ū · o · v̄)). So
w(o) is such that, using M as a Σ-model M, let f = g[a],

w(tp)
M = t(f(ū · tp · v̄))M = t(tp′)

M ∈ F
⇔ w(tq)

M = t(f(ū · tq · v̄))M = t(tq′)
M /∈ F

So Dn+1 ⊆ ̸≡M where Dn+1 = Dn ∪ {⟨p, q⟩}.
Case Df ⊇ ̸≡M : We show the statement by induction over ⌊p, q⌋

for ⟨p, q⟩ ∈ ̸≡M .
Base case: If ⌊p, q⌋ = 0 then p ∈ F ⇔ q /∈ F , so ⟨p, q⟩ ∈ D0

and thus ⟨p, q⟩ ∈ Df .
IH: ∀⟨r, s⟩ ∈ ̸≡M : (⌊r, s⌋ ≤ i ⇒ ⟨r, s⟩ ∈ Df ).
Induction case: We show that the statement holds for i + 1.
Assume ⌊p, q⌋ = i + 1. So there is a context w(o) such that
⌊w(o)⌋ = i+ 1, using M as a Σ-model M,
w(tp)

M ∈ F ⇔ w(tq)
M /∈ F, w(o) = t(f(ū · o · v̄))

for some contexts t(o) and g[a](ū · o · v̄) (let f = g[a]), where
⌊t(o)⌋ = i and ⌊f(ū · o · v̄)⌋ = 1. Let q′, p′ ∈ Q be such that
f(ū · tp · v̄)M = p′ and f(ū · tq · v̄)M = q′. It follows from the
choice of w, that
t(tp′)

M = w(tp)
M ∈ F ⇔ w(tq)

M = t(tq′)
M /∈ F

and thus, since M is complete,

g(p̄)
ϕ

−→M p′, g(q̄)
ψ

−→M q′, a∈[[ϕ∧ψ]], p̄ !i q̄ (∗)

where pi = p and qi = q. So p′ ̸≡M q′ and by IH we have
⟨p′, q′⟩ ∈ Df because ⌊p′, q′⌋ ≤ ⌊t(o)⌋ = i. In other words,
at some point ⌊p′, q′⌋ was added to Frontier because all newly
discovered distinguishable pairs are added. Consider the step n
at which ⌊p′, q′⌋ is removed from Frontier, so ⟨p′, q′⟩ ∈ Dn

and assume that ⟨p, q⟩ ̸∈ Dn (or else we are done with the
induction case). Then the for-all loop is enabled for the choices

in (∗) and so ⟨p, q⟩ ∈ Dm for some m > n. Thus, ⟨p, q⟩ ∈ Df ,
that proves the induction case.

The two cases imply that Df = ̸≡M .

B) Assume M is partial and clean. Since M⊥ is complete and
reduced we can use (A) to show that the algorithm computes ̸≡M⊥

given M⊥ as input. We show that we can lift that proof to M . Let
D⊥ = {⟨q, q⊥⟩ | q ∈ Q}.

Here we let Dn stand for the value of D ∪D⊥ during iteration
n and we let Df be the value of D ∪D⊥ in step 3. Initially, D0 is
the value of Frontier.

We prove that Df = ̸≡M⊥ . M must be clean. If Q would
include an accessible but useless state this would violate the base
case D0 ⊆ ̸≡M⊥ . The proof for the case Df ⊆ ̸≡M⊥ is otherwise
identical for the proof in (A).

For the case Df ⊇ ̸≡M⊥ we need to show that it suffices to
use the transitions in ∆ ∪ ∆⊥. Consider the induction case in the
proof of case ‘⊇’ in (A). Assume that q′ = q⊥ in (∗), or else, if
q′, p′ ∈ Q then both transitions in (∗) are in ∆. It is enough to
show that the transition with target q′ = q⊥ exists in ∆⊥. Since
p̄ !i q̄ and pi ∈ Q and ⟨pi, qi⟩ /∈ D we know that qi ̸= pi and
qi ̸= q⊥, i.e., qi ∈ Q. We know that νg(q̄) =

!k
j=1 ¬γj for some

k ≥ 0 where the γj are the guards of the transitions whose trigger
in ∆ is g(q̄). There are two sub-cases:

1. If k = 0 we have that g(q̄) does not occur as a trigger in ∆ but
g(p̄) = g(q̄i:pi) does occur because p′ ∈ Q. We also know that
(qi ∈ F ⇔ pi ∈ F ) or else ⟨qi, pi⟩ ∈ D0. So, by definition of

∆⊥
2 , g(q̄)

⊤
−→ q′ ∈ ∆⊥

2 .
2. If k > 0 then g(q̄) occurs as a trigger in ∆. This means that

Sat(νg(q̄)), ψ = νg(q̄), and g(q̄)
ψ

−→ q′ ∈ ∆⊥
1 above.

It follows that the use of ∆∪∆⊥ covers all the transitions from
∆M⊥ that are needed to complete the induction step in (∗). Thus,
the proof of Df ⊇ ̸≡M⊥ is complete.

We have shown that Df = ̸≡M⊥ in case (B). Therefore the
final value of D is (Df \D⊥) = ̸≡M in case (B).

This completes the proof of the theorem.

Complexity. We assume that M is normalized. Let m = |∆| be
the number of transitions, k = |Γ| be the number of constructors,
r be the maximum rank, and ℓ be the size of the largest guard
appearing in any transition in ∆. Given a predicate ϕ of size l
in the Boolean algebra A, let f(l) be the complexity of decid-
ing satisfiability of ϕ. ∆⊥ contains O(mkr) transitions and each
transition has a guard of size O(mℓ). STAPart has complexity
O(m2k2r2f(mℓ)).

5. Reduction to Minimization of s-FAs

In this section we present the most important contribution of this
paper: the problem of minimizing s-TAs can be reduced to the prob-
lem of minimizing symbolic finite automata over words. Thanks to
this reduction we can use existing s-FA minimization algorithms
from [14].

5.1 Review of Symbolic Finite Automata

Definition 16. A symbolic finite automaton (s-FA) S is a tuple
(A, Q, q0, F, δ) where A is an effective Boolean algebra, Q is a
finite set of states, q0 ∈ Q is the initial state, F ⊆ Q is the set of
final states, and δ ⊆ Q×ΨA ×Q is a finite set of transitions.

We also denote a transition (p,ϕ, q) ∈ δ by p
ϕ
−→ q. A word

w = a1 . . . ak ∈ U∗
A is accepted from a state q ∈ Q, denoted

w ∈ L
r
S(q), if there exists pi−1

ϕi−→ pi for 1 ≤ i ≤ k, and k ≥ 0,
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such that ai ∈ [[ϕi]], p0 = q and pk ∈ F . The language accepted by

S is L(S)
def
= L

r
S(q0). S is deterministic if for any two transitions

p1
ϕ1−−→ q1 and p2

ϕ2−−→ q2 in δ, if p1 = p2 and Sat(ϕ1 ∧ ϕ2) then
q1 = q2. We refer the reader to [14] for more details.

5.2 Reduction to s-FA Minimization

In this section we show how s-TA transitions can be modeled as s-
FA transitions without compromising state distinguishability. Our
reduction is inspired by Abdulla et al. [2] where it is shown that
the computation of bisimulation equivalence for non-deterministic
tree automata can be reduced to computing word bisimulation
equivalence on transition systems derived from the automata.

The reduction is, in part, based on the relation ! that we pre-
sented in Definition 14. Observe that step 2(b) of STAPart does
the following: when applying the step from a given pair of targets
⟨p′, q′⟩, find two triggers g(q̄) and g(p̄) such that q̄ ! p̄ having two

transitions g(q̄)
ϕ

−→ q′ and g(p̄)
ψ

−→ p′ with Sat(ϕ∧ψ). The key
point behind the reduction is to represent the condition that p̄ ! q̄
and Sat(ϕ ∧ ψ) as a combined predicate over an extension of A
that is able to symbolically describe the possible tree contexts. In
other words, we want to represent the s-TA transitions

g(q̄)
ϕ

−→ q′ g(p̄)
ψ

−→ p′

where q̄ !i p̄ as corresponding s-FA transitions

qi
φi

⟨ϕ,⟨g,q̄⟩⟩
−−−−−−→ q′ pi

φi
⟨ψ,⟨g,p̄⟩⟩

−−−−−−−→ p′

where φi
⟨ϕ,⟨g,q̄⟩⟩ and φi

⟨ψ,⟨g,p̄⟩⟩ are predicates over an extended

Boolean algebra Â of A so that Sat(φi
⟨ϕ,⟨g,q̄⟩⟩ ∧φi

⟨ψ,⟨g,p̄⟩⟩) iff the
condition 2(b) of STAPart holds (i.e. p̄ !i q̄, and Sat(ϕ ∧ ψ)). If
pi ̸= qi then the combined condition φi

⟨ϕ,⟨g,q̄⟩⟩∧φi
⟨ψ,⟨g,p̄⟩⟩ should

be equivalent to p̄i:o = q̄i:o ∧ ϕ ∧ ψ, where o is a new constant.6

We illustrate one possible way to define the extended effective
Boolean algebra Â to achieve the effect described above. We use
the property that a Cartesian product algebra of two effective
Boolean algebras is also an effective Boolean algebra. First, let
Q̂ = Q ∪ {q0, o} where q0, o ̸∈ Q are new states7 and let
G = {⟨g, q̄⟩ | g ∈ Γ, q̄ ∈ Q̂♮(g)}. Let the power set algebra 2G

be represented by an effective Boolean algebra G.8 For g ∈ Γ, q̄ ∈
Q̂♮(g), let Is⟨g,q̄⟩ ∈ ΨG be such that

[[Is⟨g,q̄⟩]]G = {⟨g, q̄⟩}.

When ♮(g) = 0 we write Isg for Is⟨g,()⟩. Â is defined as the

Cartesian product algebra A× G of A and G. The universe of Â is
U × G. For x = ⟨a, b⟩ ∈ U × G let x[1] = a and x[2] = b. ΨÂ
consists of all Boolean combinations of λx.α(x[1]) and λx.γ(x[2])
for α ∈ ΨA and γ ∈ ΨG . For α ∈ ΨA (similarly for γ ∈ ΨG) let

¬Â(λx.α(x[1]))
def
= λx.¬Aα(x[1]).

Given ψ ∈ ΨÂ, ψ has, without loss of generality, an equivalent
disjunctive normal form (DNF)

k!

i=1

((λx.αi(x[1])) ∧ (λx.γi(x[2])))

6 The definition of q̄i:o is similar to the notion of environment in [2].
7 The state q0 is used below as the initial state in the s-FA construction and
the state o is used as a context state as explained in Definition 17 below.
Assuming that q0 ̸= o is not necessary but intuitively useful.
8 There are several ways in which G can be defined, one way is to use a
finite restriction of the BDD algebra B and encode ⟨g, q̄⟩ as a number.

where all αi ∈ ΨA and γi ∈ ΨG . The denotation of ψ in Â is

[[ψ]]Â =
k"

i=1

[[αi]]A × [[γi]]G .

Proposition 4. Â is an effective Boolean algebra and if A is

decidable then Â is decidable.

Proof. The property that Â is an effective Boolean algebra follows
from Morgan’s laws, laws of distributivity of Boolean connectives,
and that A and G are effective Boolean algebras. Assume A is
decidable. G is trivially decidable because it is finite. Deciding
satisfiability of ψ ∈ ΨÂ reduces effectively to satisfiability checks
in A and G as follows. Take the DNF of ψ as above. Then SatÂ(ψ)
holds iff for some i both SatA(αi) and SatG(γi) hold.

The following key construction is used to create the predicates
of the transitions in the s-FA.

Definition 17. For g ∈ Γ, q̄ ∈ Q♮(g), and ϕ ∈ ΨA, let

φ0
⟨ϕ,g⟩

def
=λz.ϕ(z[1]) ∧ Isg(z[2]), if ♮(g) = 0;

φi
⟨ϕ,⟨g,q̄⟩⟩

def
=λz.ϕ(z[1]) ∧ Is⟨g,q̄i:o⟩(z[2]), for 1 ≤ i ≤ ♮(g).

Definition 18. The s-FA of M is M̂
def
= (Â, Q̂, q0, F, δ), where

δ = {(q0,φ0
⟨ϕ,g⟩, p) | g()

ϕ
−→M p} ∪

{(qi,φi
⟨ϕ,⟨g,q̄⟩⟩, p) | g(q̄)

ϕ
−→M p, 1 ≤ i ≤ ♮(g)}

Notice the duality between the transitions of M and the tran-
sitions of M̂ . Recall that the concrete alphabet is Σ. There is a
close connection between Σ-contexts and words over UÂ. Namely,
a word over UÂ describes a path from o to the root of the
Σ-context with precisely enough information to preserve state
(in)distinguishability.

Example 5. Consider the s-TA M = M0,1 with Mi,j as in
Example 4. In this case M̂ is as follows:

q
λz.β0|β1(z[1]) ∧ Isc(z[2])

q0

λz.β0|β1(z[1]) ∧ Is⟨f,(o,q)⟩(z[2])

λz.β0|β1(z[1]) ∧ Is⟨f,(q,o)⟩(z[2])

The transition from q0 to q represents the transitions of M that
read constructors of rank 0. Since c is the only constructor with
rank 0, the predicate on the transition checks that the constructor
component z[2] is c (Isc(z[2])) and that the label component z[1] of
the input symbol satisfies β0|β1 — i.e., the predicate of the original
transition in M . The looping transitions on q represent the original
transition from q to q appearing in M . Since f has rank 2, there
are two transitions from q to q in M̂ : one places the context on
the first child (Is⟨f,(o,q)⟩(z[2])) and one places the context on the

second child (Is⟨f,(q,o)⟩(z[2])). Since M is already minimal M̂ is
also minimal up to normalization. "

Observe that q0 is always distinguishable from all the other
states in M̂ when M is clean. This is because the predicate Isc,
where c is a constant, is false for all transitions whose source is
different from q0.

SFARed (s-TA state distinguishability via s-FA reduction)

Input: deterministic clean s-TA M , Output: ̸≡M .

Return ̸≡M̂ \{⟨q0, q⟩ | q ∈ QM}.
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Lemma 5. If M is deterministic then M̂ is deterministic.

Proof. Assume that M is deterministic. Consider two transitions
of M̂ with same source states. If the guards use testers of distinct
constructors then their conjunction is unsatisfiable. Assume that
they use testers for the same constructor g and that the conjunction
of their guards is satisfiable. We must show that the target states are
the same. Let k = ♮(g).

Assume first that k = 0. Then the M̂ transitions have the form
(q0,φ0

⟨ϕ,g⟩, p) and (q0,φ0
⟨ψ,g⟩, r) for some ϕ,ψ, p and r such that

g()
ϕ

−→M p and g()
ψ

−→M r. From Sat(φ0
⟨ϕ,g⟩ ∧ φ0

⟨ψ,g⟩) follows
that Sat(ϕ∧ψ), and since M is deterministic it follows that p = r.

Assume now that k > 0. Then the M̂ transitions have the
form (qi,φi

⟨ϕ,⟨g,q̄⟩⟩, r) and (pj ,φ
j
⟨ψ,⟨g,p̄⟩⟩, s) for some i and j,

1 ≤ i, j ≤ k, where g(q̄)
ϕ

−→ r and g(p̄)
ψ

−→ s are transitions in
∆. We are assuming that qi = pj and

Sat(φi
⟨ϕ,⟨g,q̄⟩⟩ ∧ φ

j
⟨ψ,⟨g,p̄⟩⟩)

and need to show r = s. If we expand the definitions we get

Sat(λz.ϕ(z[1]) ∧ Is⟨g,q̄i:o⟩(z[2]) ∧ ψ(z[1]) ∧ Is⟨g,p̄j:o⟩(z[2]))

from which follows that Sat(ϕ ∧ ψ) and q̄i:o = p̄j:o. The latter
is only possible if i = j because o does not occur in QM . So
q̄i:o = p̄i:o, and by using qi = pi, we have q̄ = p̄. It follows by
determinism of M that r = s.

We are now ready to state our main theorem that relates the
minimality of M̂ to the minimality of M . First we recall the
definition of indistinguishability of states in an s-FA, which is a
simplified version of the definition used for s-TAs. Two states p
and q are indistinguishable in M̂ , p ≡M̂ q, if L

r
M̂
(p) = L

r
M̂
(q).

The analogue of L
r
M̂
(q) in M is the up-language of a state q:

L↑
M (q)

def
= {Σ-context t(o) | t(tq) ∈ L(M)}.

Thus, p ≡M q iff L↑
M (p) = L↑

M (q). We write L↑(q) for L↑
M (q) if

M is clear. It is technically convenient to work with up-languages
in the proof of Theorem 6.

Theorem 6. Assume A is decidable and M is deterministic and
clean. For all p, q ∈ QM : p ≡M q ⇔ p ≡M̂ q.

Proof. The indistinguishability relation is well-defined and effec-
tively computable for M̂ due to Proposition 4 and Lemma 5. We
show p ≡M̂ q ⇔ p ≡M q for all p, q ∈ Q. We do not need to con-

sider the completed versions of M or M̂ here, M can be assumed
to be partial.

Case p ≡M̂ q ⇒ p ≡M q: By way of contradiction, assume
there exist p and q such that p ≡M̂ q but p ̸≡M q. Then we can
select p, q, and a Σ-context t(o) such that Hyp(p, q, t) holds with
⌊t(o)⌋ being smallest:

Hyp(p, q, t): p ≡M̂ q, p ̸≡M q, t(o) ∈ L↑(q) \ L↑(p).

If ⌊t(o)⌋ = 0 then o ∈ L↑(q) and thus q ∈ F . But then, by
p ≡M̂ q, we have p ∈ F and so o ∈ L↑(p), contradicting that
t(o) /∈ L↑(p).

Assume ⌊t(o)⌋ > 0. Then, for some context t′(o), t(o) =
t′(g[a](ūi:o)) and, because t(o) ∈ L↑(q), there is a transition

g(q̄)
ϕ

−→M r where qi = q and a ∈ [[ϕ]] and uj ∈ L↓(qj)
for j ̸= i and t′(o) ∈ L↑(r). So there is a transition instance
(q, ⟨a, ⟨g, q̄i:o⟩⟩, r) in M̂ and from p ≡M̂ q follows that there is a

transition instance (p, ⟨a, ⟨g, q̄i:o⟩⟩, s) in M̂ for some s such that
r ≡M̂ s. So there is a corresponding transition (p,φi

⟨ψ,⟨g,q̄i:p⟩⟩
, s)

in M̂ where a ∈ [[ψ]], which means that there is a transition

g(q̄i:p)
ψ

−→M s. We have two sub-cases:

1. Suppose t′(o) /∈ L↑(s). This contradicts the choice of p, q,
and t in Hyp(p, q, t) because Hyp(s, r, t′) holds with ⌊t′(o)⌋ <
⌊t(o)⌋, contradicting that ⌊t(o)⌋ is smallest.

2. Suppose t′(o) ∈ L↑(s). Then, by using the transition

g(q̄i:p)
ψ

−→M s we get that t′(g[a](ūi:o)) ∈ L↑(p), but this
contradicts that t(o) /∈ L↑(p).

Case p ≡M q ⇒ p ≡M̂ q: By way of contradiction, assume
there exist p and q such that p ≡M q but p ̸≡M̂ q. Then we can
select p, q, and a word w over UÂ such that Hyp′(p, q, w) holds
with |w| being smallest:

Hyp′(p, q, w): p ≡M q, p ̸≡M̂ q, w ∈ L
r(q) \ L

r(p).

If |w| = 0 then q ∈ F , and from p ≡M q follows that p ∈ F
which contradicts that w /∈ L

r(p).
Assume |w| > 0. If w starts with ⟨a, ⟨c, ()⟩⟩ then from w ∈

L
r(q) follows that q must be q0 which contradicts that q ∈ QM .

So w = ⟨a, ⟨g, q̄i:o⟩⟩ · v for some word v and g ∈ Γ with

♮(g) ≥ 1, and there is a transition g(q̄)
ϕ

−→M r where qi = q
and a ∈ [[ϕ]] and v ∈ L

r(r). Choose t′(o) ∈ L↑(r), t′(o)
exists because M is clean. By using g(q̄)

ϕ
−→M r, let t(o) =

t′(g[a](ūi:o)) ∈ L↑(q) where, for j ̸= i, uj ∈ L↓(qj). From
p ≡M q follows now that t(o) ∈ L↑(p). Therefore, there is

g(q̄i:p)
ψ

−→M s such that a ∈ [[ψ]] and r ≡M s. It follows
that there is a transition (p,φi

⟨ψ,⟨g,q̄i:p⟩⟩
, s) in M̂ . So there is a

transition instance (p, ⟨a, ⟨g, q̄i:o⟩⟩, s) in M̂ . We have two sub-
cases:

1. Suppose v /∈ L
r(s). This contradicts the choice of p, q, an w

in Hyp′(p, q, w) because Hyp′(s, r, v) holds with |v| < |w|,
contradicting that |w| is smallest.

2. Suppose v ∈ L
r(s). Then ⟨a, ⟨g, q̄i:o⟩⟩ · v ∈ L

r(p), contra-
dicting that w /∈ L

r(p).

The case p ≡M q ⇒ p ≡M̂ q and thus the theorem follows.

An interesting observation about Theorem 6 is that completion
is never needed in its proof although it is assumed in the minimiza-
tion algorithm for s-FAs. In particular, UÂ contains elements such
as ⟨a, ⟨g, (o, o)⟩⟩ that are meaningless in M but arise after com-
pletion of M̂ . It is therefore crucial to implement Â symbolically
in order to avoid explicit enumeration of all the symbols in Q̂.

Complexity. Given an s-TA M , let n = |Q| be the number of
states, m = |∆| be the number of transitions, constructors, r be
the maximum rank of any constructor in Γ, and ℓ be the size of the
largest guard appearing in any transitions in ∆. Given a predicate
ϕ of size l in the Boolean algebra A, let f(l) be the complexity
of deciding satisfiability of ϕ. We first describe the size of the
reduced s-FA M̂ and then analyze the complexity of minimizing M̂
using SFA minimization. Given ̸≡M̂ and M , the induced minimal
s-TA can then be built in time that is linear (up to normalization of
predicates).

The s-FA M̂ has n̂ = n + 2 states, m̂ = O(mr) transitions
and the largest guard has size ℓ̂ = O(mr + mℓ) due to the s-
FA completion. Given a predicate ϕ of size l in the Boolean al-
gebra Â, let gf (l) be the complexity of deciding satisfiability of
ϕ (notice that gf can depend on f ). Using the symbolic exten-
sion of Moore algorithm [14, Section 3], M̂ can be minimized
in time O(m2r2gf (mr + ml)). Using the symbolic extension of
Hopcroft algorithm [14, Section 4], M̂ can be minimized in time
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2O(mr)O(gf (m
2r+m2l)+n log n). Finally, using the new min-

imization algorithm Min
N
SFA from [14, Section 5], M̂ can be mini-

mized in time O(n2log n gf (nmr+ nmℓ)). As shown in [14] the
last algorithm outperforms the previous two. An interesting aspect
of this last algorithm is that most of the complexity is handled by
the solver of the Boolean algebra. We will show that this aspect is
crucial in practice.

6. Evaluation

We evaluated the performance of the minimization algorithms with
three sets of s-TAs.9

1. Bottom-up tree automata over small finite alphabets from the
tests appearing in the VATA library [26]. This experiments
allowed us to compare against existing tree automata libraries.

2. s-TAs that operate over large finite alphabets that can be rep-
resented succinctly using the theory of bit-vectors. This experi-
ment showed how s-TAs are beneficial even in the presence of
finite alphabets.

3. s-TAs over the alphabet sort (Int × Int × String). This experi-
ment showed how our algorithms perform on infinite alphabets.

We use STAPart and SFARed to refer to the algorithms de-
scribed in Section 4 and 5 respectively. We also measure the run-
ning time of STAPart on a complete automaton (referred to as
STAComp).

Implementation details. STAPart allows us to apply further opti-
mizations that take advantage of M being partial. In particular, we
use the notion of a state signature presented in [8]. The signature
of a state q is the set

sigq = {(g, |x̄|, i) | g(x̄) ∈ lhs(∆), xi = q} ∪ {$ | q ∈ F}

One can show that if two states p and q have different signatures,
then p ̸≡M q. Our implementation starts by computing the signa-
tures of all states and then adds {p, q} to the initial value of D for
all p and q having distinct signatures. This simple optimization is
very effective in practice.

In our implementation of SFARed the Boolean algebra Â is
implemented using the SMT solver Z3 [17], which indeed supports
data types [17].10

6.1 Small finite alphabets

The VATA library [26] for manipulating non-deterministic bottom-
up tree automata contains a large collection of automata that may
appear when verifying concurrent programs. The automata appear-
ing in the collection have ranks varying between 2 and 11. Here we
use the determinized and completed versions of 2414 automata ap-
pearing in the VATA library to compare our algorithms, the Lethal
library, and the implementation described in [8] (DTAmin from
now on). The Lethal library is written in Java and requires the
input automaton to be complete. The DTAmin implementation is
written in C++, does not require the input automaton to be com-
plete, and is based on the highly optimized implementation of tree
automata minimization described in [8]. Fig. 2 shows the running
times parametrized by number of states (a), number of transitions

9 All the experiments were run on a 4-core Intel i7-2600 CPU 3.40GHz,
with 8GB of RAM and we set our timeout to 300 seconds. For the algo-
rithms that require completion we do not measure the completion time.
10 In the case of large finite label alphabets, such as ASCII, the use of an
SMT solver may be an overkill. Another option is to use a finite restriction
of the BDD algebra to represent elements of UÂ by reserving certain bit
intervals for encoding the constructors, the labels, and the state sequences,
respectively.

(a) (b)

(c) (d)

Figure 2. Bottom-up tree automata over small finite alphabets
from the VATA library.

(a) (b)

(c) (d)

Figure 3. Tree automata over large bit-vector alphabets.

(b), number of transitions in the complete automaton (c), and num-
ber of transitions in the minimized automaton (d). In (c) we only
report the running times on the instances for which the completion
algorithm did not time out.

Analysis. STAPart and DTAmin scale to large instances, and are
faster than the other algorithms. STAComp and Lethal time out for
small instances since the size of the completed automata grows
very quickly. SFARed is slower than STAPart and DTAmin, but
it still scales to large instances. From (c) and (d) we can see that
the bottleneck of SFARed is the number of states rather than the
number of transitions. This is due to the fact that the number of
states directly affects the number of elements in the the Boolean
algebra Â.

6.2 Large finite alphabets

Here we consider a particular set of s-TAs over the theory of bit-
vectors. This theory is widely used in practice, and finite-alphabet
techniques do not scale in this setting.11 Let βk be the predicate
such that βk(x) holds iff the (k%32)’th bit of x is 1. Consider the
constructors Γ = {zero, two} where ♮(zero) = 0 and ♮(two) =

11 This phenomenon has also been demonstrated for finite automata over
strings in [14, Section 6.3].
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Figure 4. s-TAs over the alphabet (Int × Int × String).

2 and let Bk for k ≥ 1 be an s-TA the following transitions:

∆Bk = {zero
x=0
−−→ q0, zero

x=1
−−→ q1, zero

x=2
−−→ q2}

∪ {two(q3i, q3i+2)
βi−→ q3i+3, two(q3i+1, q3i+2)

βi−→ q3i+4,

two(q3i+2, q3i+2)
βi−→ q3i+5}

k−1
i=0

The final states of Bk are q3k and q3k+1. In particular: the states
q3i are used at level k− i to denote that the leftmost leaf has label 0
(similarly for 1), and the states q3i+2 are used at level k−i to denote
that all the underlying leaves have label 2. A tree is accepted by Bk

iff it has depth k, is fully balanced, and each node label at level
l < k (root having level 0) satisfies βk−l. Moreover, all leaves are
labeled with 2, except the leftmost leaf, which is labeled with either
0 or 1. The s-TA Bk is not minimal: in particular, for every i, the
state q3i is not distinguishable from the state q3i+1. We consider the
set of s-TAs {Bk | 1 ≤ k ≤ 100} and we compare our algorithms
to DTAmin in Fig. 3. In order to run the algorithm DTAmin we
finitize the alphabet by computing the set all the satisfiable Boolean
combinations of the predicates appearing in the s-TA.

Analysis. DTAmin is outperformed by all the symbolic algo-
rithms and it times out at k = 17. For k < 32, the set of
minterms (i.e., all satisfiable Boolean combination) computed from
Bk contains 2k satisfiable Boolean combinations of βi. This causes
DTAmin’s running time to be exponential in k. In contrast, none of
the algorithms described in this paper requires the concrete repre-
sentation of the alphabet. STAPart and SFARed perform compara-
bly and are faster than STAComp.

6.3 Complex theories

We compare the performance of our algorithms over a sample
set of 280 randomly generated s-TAs over the alphabet (Int ×
Int × String). We consider trees over the ranked alphabet Γ =
{zero, one, three}, such that ♮(zero) = 0, ♮(one) = 1, and
♮(three) = 3. The guards of each s-TA are conjunctions of equal-
ity predicates over strings and linear predicates over integers. Each
s-TA is non-empty and has at least one rule for each constructor.
The results are shown in Fig. 4.

Analysis. STAComp times out for relatively small instances.
STAPart and SFARed are quite comparable; interestingly, in some
instances SFARed is actually faster. Given that the SFARed is a
simple reduction to SFA minimization and uses an off-the-shelf
SMT solver, we find this result remarkably surprising.

7. Related Work

Minimization theory. The use of distinguishability refinement for
DFA minimization is attributed to Huffman [25] and Moore [28],
e.g., the DFA minimization algorithm in [23, Fig. 3.8] uses this
idea. A generalization of this idea to symbolic finite automata (s-
FAs) is investigated in [14]. This approach is particularly well
suited for symbolic alphabets where it is impossible to iterate over
the whole alphabet Σ. In contrast, such iteration is in general
needed for concrete alphabets [8, 12, 13] and implies a complexity
factor of |Σ|. The definition of ≡M (Definition 10) is an extension
of [5, Definition 5.3] to infinite alphabets. It is similarly related
to the definition of Equiv in [12] where the up-language of state
q of M is a generalization of the right-language of state q of a
DFA. Similarly, the left-language of states in finite word automata
is lifted to the down-language of states in finite tree automata [12].

Minimization algorithms. The original paper on tree automata
minimization [5] as well as the treatment of minimality in [19] are
theoretical. The description of minimality in [13] is also brief and
it requires completion. An efficient implementation of the the algo-
rithm for minimizing partial unranked tree automata is presented
in [8]. Although highly optimized, the implementation in [8] only
works for finite alphabets. Our implementation of STAPart from
Section 4 extends the one described in [8] to symbolic alphabets.

Completion and large alphabets. When working with finite but
large alphabets, completion can cause an explosion in the number
of transitions of the automaton. This happens already for DFAs
and specialized algorithms have been proposed to minimize par-
tial DFAs [30]. As shown in [14], the symbolic representation of
transition helps mitigate the blow-up in the number of transitions.

Tree automata libraries. We compared our implementation with
the tree automata library Lethal [11] and the algorithm DTAmin
from [8]. Lethal only supports minimization of complete tree au-
tomata. DTAmin is a stand-alone implementation of a minimiza-
tion algorithm for partial tree automata and does not support other
tree automata operations. Both these libraries only support finite al-
phabets. To the best of our knowledge Lethal and DTAmin are the
only open-source implementations of tree automata minimization
and are therefore the only libraries we compared against.

VATA and Timbuk are libraries for manipulating
non-deterministic tree automata [20, 26]. Timbuk does not support
minimization. VATA supports state reduction of non-deterministic
tree automata via upward and downward bisimulation. For de-
terministic automata, the quotient automaton resulting from up-
ward bisimulation is the minimal one. However, the performance
of VATA is slower than that of DTAmin as DTAmin is highly
optimized for deterministic automata. Mona [21] supports mini-
mization of deterministic binary guided tree automata. This model
is orthogonal to ours and we cannot compare our implementa-
tion against the one in Mona. Mona also uses symbolic techniques
(BDDs) to succinctly represent the automata states and transitions,
but it is specialized to the theory of bit-vectors. Applying Mona’s
transition and state compression techniques to symbolic automata
is an interesting research direction. To the best of our knowledge,
FAST is the only available library for symbolic tree automata and
is the one we build on [16].

Automata with predicates. The concept of automata with predi-
cates instead of concrete symbols was first discussed in [31] in the
context of natural language processing. The first paper to formally
introduce symbolic automata in combination with the notion of ef-
fective Boolean algebra was [33] and since then numerous exten-
sions have been proposed [15]. Symbolic tree automata have been
studied in [16, 32]. To the best of our knowledge, no algorithms for
s-TA minimization have been studied prior to this paper.
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Non-deterministic automata. The minimization algorithms pre-
sented in this paper require the s-TA to be deterministic. Deter-
minization of s-TAs is expensive and may imply an exponential
increase not only in the number of states but also in the number
of predicates [32]. Techniques based on bisimulation have been
proposed to directly minimize nondeterministic tree automata [1–
3, 22]. The reduction to s-FAs we propose in Section 5 is a symbolic
extension of one of the reduction techniques proposed in [2]. While
our reduction handles tree contexts by building an environment al-
phabet, the reduction in [2] does so by creating a more complex
state space that enumerates all possible environments. Moreover,
while our reduction produces an automaton the one in [2] produces
a transitions system. Therefore, our algorithm can directly leverage
s-FA minimization and take advantage of the symbolic represen-
tation of the alphabet in way that the reduction [2] could not do.
Without this symbolic representation the alphabet would be as large
as the complete s-TA and the minimization algorithm would be as
slow as STAPart.

Applying the bisimulation techniques from [1–3, 22] to non-
deterministic symbolic tree automata is an interesting research di-
rection we plan to pursue. Unfortunately, some of the techniques
that work well with finite alphabets, need new efficient data struc-
tures to work in the purely symbolic setting. For example, multisets
based on multi-terminal binary decision diagrams [4, 10] are used
in [1] to represent partitions and to efficiently split blocks over a
finite alphabet. The algorithm in [1] is an adaptation of the rela-
tional coarsest partition algorithm [29] to automata with large fi-
nite alphabets. Generalizing such data structures and algorithms to
represent finite partitions over infinite alphabets is one of the key
challenges that arises when transitioning to symbolic automata.

Applications. The development of the theory of symbolic tree au-
tomata is motivated by several concrete practical problems [16].
Solvers for Monadic Second-Order Logic (MSO) over trees work
well in practice by keeping tree automata minimal at each step
and by representing the transitions symbolically [21]. Programs
that manipulate trees are ubiquitous and domain-specific languages
for tree transformation have been studied in several different con-
texts [16]. Automata minimization is used to keep the language rep-
resentations succinct and enable analysis of large programs.
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